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Abstract 

Attack simulations provide a viable means to test the cyber security of a system. The 

simulations trace the steps taken by the attacker to compromise sensitive assets 

within the system. In addition to this, they can also estimate the time taken by the 

attacker for the same, measuring from the initial step up to the final. One common 

approach to implement such simulations is the use of attack graph, which trace the 

various dependencies of every step and their connection to one another in a formal 

way. 

To further facilitate attack simulations and to reduce the effort of creating new attack 

graphs for each system of a given type, domain-specific languages are employed. 

Another advantage of utilizing such a language is that they organize the common 

attack logics of the domain in a systematic way, allowing for both ease of use and 

reuse of models. MAL (the Meta Attack Language) has been proposed by Johnson 

et al. to serve as a framework to develop domain-specific languages [1]. My work is 

based upon the same. 

This thesis report presents AWSLang, which can be used to design IT system models 

in context to the AWS (Amazon Web Services) environment and analyse their 

weaknesses. The domain specifics of the language are inspired from and based on 

existing literature. A Systematic Literature Review (SLR) is performed to identify 

possible attacks against the elements in an AWS environment. These attacks are then 

used as groundwork to write test cases and validate the specification. 

 

Keywords: Domain Specific Language, Cyber Security, Threat Modelling, Attack 

Graphs, Amazon Web Services  



Sammanfattning 

Attacksimuleringar är ett användbart sätt att testa cybersäkerheten i ett system. 

Simuleringarna spårar de steg som angriparen tog för att försvaga säkerheten av 

känsliga tillgångar inom systemet. Utöver detta kan de uppskatta hur länge attacken 

varade, mätt från första till sista steget. Ett gemensamt tillvägagångssätt för att 

implementera sådana simuleringar är användningen av attackgrafer, som spårar olika 

beroenden av varje steg och deras koppling till varandra på ett formellt sätt. 

För att ytterligare underlätta attacksimuleringar och minska ansträngningen att skapa 

nya attackgrafer för varje system av en given typ, används domänspecifika språk. En 

annan fördel med att använda ett sådant språk är att det organiserar domänens 

gemensamma attacklogiker på ett systematiskt sätt, vilket möjliggör både en enkel 

användning och återanvändning av modeller. MAL (Meta Attack Language) har 

föreslagits av Johnson et al. att fungera som ramverk för utvecklingen av 

domänspecifika språk [1]. Mitt arbete är baserat på detsamma. 

I denna uppsats presenteras AWSLang, som kan användas för att utforma IT-

systemmodeller i kontexten av AWS-miljön (Amazon Web Services) och analysera 

deras svagheter. Språkets domänspecifikationer är inspirerade av och baserade på 

befintlig litteratur. En systematisk litteraturöversikt görs för att identifiera möjliga 

attacker mot elementen i en AWS-miljö. Dessa attacker används sedan som grund 

för att skriva testfall och validera specifikationen. 

 

Nyckelord: Domänspecifikt Språk, Cybersäkerhet, Hotmodellering, Attackgrafer, 

Amazon Web Services 
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1. Introduction 

 

Cloud services allow both enterprises and individual users to acquire computing 

resources from large scale data centers of the service providers. Users can rent out 

resources of different capabilities as needed and pay at certain per resource or per 

hour billing rate. This spawning and deletion of virtual machines running on physical 

hardware and being controlled by hypervisors is a cost-efficient and flexible 

computing paradigm. This has led to an exponential growth in the user base of 

service providers such as Amazon, Microsoft, Google, etc. Amazon, in particular, 

seems to have become the de facto leader of cloud services providers, equally 

popular among small-scale users and industry juggernauts like Comcast1, etc. 

Despite concerns about security and privacy, and numerous cases of industry-wide 

outrages associated with them, Amazon and other such cloud service providers, 

continue to enjoy immense popularity. These concerns, coupled with the near 

ubiquitous nature of the Amazon Web Services, have resulted in the need to assess 

the cyber security of systems in the AWS environment. 

1.1 Problem Description 

Assessing the cyber security of any computing system, but any within the AWS 

environment particularly, can be difficult. There are a variety of parameters that need 

to be taken into consideration. In order to identify vulnerabilities, the security-

relevant parts of the system need to be studied and understood, and all potential 

attacks have to be identified. This leads to a series of challenges especially if the 

domain is unknown or unexplored. This collected information about the system and 

the possible attacks on it also needs to be catalogued and processed to uncover all 

possible vulnerabilities and weaknesses that an attacker might exploit. 

Attack simulations based on system architecture models offer an effective and 

efficient way of overcoming the aforementioned challenges. The approach is based 

on the idea of constructing a model of the system and simulating cyber attacks in 

order to compromise the greatest weakness of sensitive assets. This is similar to the 

execution of numerous parallel virtual penetration tests. Such an attack simulation 

approach allows the security assessor to focus more on collecting information about 

the system for constructing better models, while processing the collected information 

and how, say, one attack step leads to another, is taken care of by the simulation 

itself. 

MAL (the Meta Attack Language) is a static implementation of such an attack 

simulation approach. It defines what information about a system is required, 

including what is needed about every component, and specifies the generic attack 

logic. However, since MAL is a meta language and not a domain specific language, 

no particular domain of interest, like security within the AWS environment, is 

represented. This work, therefore, aims to create and evaluate a domain-specific 

                                                           
1 AWS Customer Success: https://aws.amazon.com/solutions/case-studies/ 

https://aws.amazon.com/solutions/case-studies/
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probabilistic modelling language for simulation of cyber attacks within the AWS 

environment. 

The Design Science Research Process Model (DSR Cycle) as presented by Peffers 

et al. is followed as the approach for creating AWSLang [2]. This offers sufficient 

flexibility to adapt according to the changing parameters and the scope of the work. 

I began the work by conducting a domain survey to identify all possible attacks and 

corresponding defenses, along with building a feature matrix containing all relevant 

security assets. The identified possible attacks and corresponding defenses are then 

categorized by following some widely used classifications and taxonomy 

frameworks. Thereafter, AWSLang is assembled and evaluated. Since Amazon 

offers a lot of services with AWS, the current version of AWSLang is limited to EC2 

(Elastic Cloud Compute), S3 (Simple Storage Service), VPC (Virtual Private Cloud), 

IAM (Identity and Access Management), and the interaction between these within 

the AWS environment in general. 

1.2 Delimitations and Scope 

As a major cloud solutions provider, Amazon offers a lot services to its users. A 

complete list of services provided by Amazon is presented in Appendix A2. A 

thorough research and analysis of all the services and producing a complete domain-

specific language within the given time period for this project would be 

impracticable. The main focus of this thesis work, therefore, lies in laying the 

foundation of building a language specific to the AWS-domain by covering the most-

widely used services of the AWS cloud. 

The work targets the EC2 service, AWS’s virtual machine utility; the S3, its object 

storage facility; the VPC, Amazon’s virtual networking facility; and the IAM, which 

is its identity and access management system. This is the scope of the work; however, 

I have also applied some practical delimitations to the work. For example, for VPC 

and the Networking category of the AWSLang in general, it is assumed that all 

communication take place within the cloud infrastructure itself. Additionally, the 

IAM service offers alternatives to access control, with multiple options for identity 

federation. This work assumes that all access control is done by Amazon itself. 

Similarly, in case of the S3 bucket, for example, users have the option to set each 

individual piece of object in the bucket to public or private, leading to very precise 

access control. This work assumes that if a user has access rights to data, they can 

read/write/delete it, depending on their rights. Therefore, there is no additional 

access control on each object in the form of what global permissions have been 

applied to it.  

A more thorough enumeration of each individual feature of the services covered by 

AWSLang is presented in Domain Survey. 

 

                                                           
2 Adapted from https://aws.amazon.com/products/ 

https://aws.amazon.com/products/
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1.3 Thesis Outline 

The thesis report is organized into the following chapters: 

Introduction: This chapter introduces the topic of this thesis by defining the 

problem and how is addressed. 

Related Work: It enumerates prior research and studies done in a number different 

fields that this thesis work supports itself with. 

Background: It introduces several theoretical concepts relevant to this thesis work 

that the project builds upon. 

Methodology: It discusses the research strategies and other methodologies followed 

for producing this thesis work. 

Domain Survey: It presents a brief investigation of the AWS environment and its 

various services pertinent to this thesis work. 

Feature Matrix: It provides a mapping of elements of coreLang (and the other 

previous works on which this thesis project is based on) with the elements of 

AWSLang. 

The Meta-Attack Language: It provides the general framework and syntax for 

MAL, the modelling language AWSLang is based on. 

The Amazon Web Services specific metamodel language: It introduces a core 

language containing common IT entities before finally presenting AWSLang, one of 

the chief deliverables of the project. 

Evaluation: It describes the inspection the proposed language is put through to 

validate the work and shares the result of the said examination.  

Conclusion and Future Work: It reflects on the level of fulfilment of the thesis 

objective and proposes potential extensions.  
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2. Related Work 

 

As mentioned in the previous sections, in order to support itself, AWSLang, and this 

thesis project in general, relates to a variety of prior research and studies done in a 

number of fields. This chapter aims at providing the reader with a context of such 

works. More precisely, this chapter aims to introduce works done in domain-specific 

languages, attack and defense graphs, and cloud security. Further, in the field of 

cloud security, the focus will be on AWS security assessment tools. 

With the advent of model-driven security engineering, a number of domain-specific 

languages have been suggested. UMLsec and SecureUML are two examples of such 

languages [3][4]. Building upon the formalisms behind Unified Modelling 

Language, such languages allow the modelling of the system’s design in terms of its 

components and their interaction, with a particular emphasis on the constraints, 

requirements, and threats associated with said system. Apart from the 

aforementioned languages, that allow for automated security analysis post the 

modelling, a number of languages that require manual analysis have also been 

suggested. CORAS, secureTROPOS, SecDSVL are examples of such languages 

[5][6][7]. 

Bruce Schneier’s work on attack trees has been credited with revolutionizing the 

world of threat modelling [8]. Further extension by Mauw et al. in their 2005 paper, 

and the important introduction of defenses in said trees by Kordy et al. in their 2010 

paper, laid the formalisation of attack graphs for threat modelling as we know it now 

[9][10]. 

Various tools have been suggested for automated collection of system’s 

infrastructure and building models and attack graphs off it. An example of such tools 

is NAVIGATOR [11]. Introduced by Chu et al. in their 2010 paper, NAVIGATOR, 

or Network Asset Visualization: Graphs, Attacks, Operational Recommendations, 

allows for attack graph visualizations for networks by empowering users to check 

for both server-side and client-side vulnerabilities, in addition to a host of other 

vulnerabilities analysis. 

A sub domain of attack graphs is assigning a probability count to the various steps 

involved, thereby constructing a Bayesian network. In their 2010 paper, Xie et al. 

use Common Vulnerability Scoring System (CVSS) to allocate probability score to 

the elements in the attack graph [12]. 

In particular, the works of Johnson et al. in building and using probabilistic attack 

graph modelling serve as the foundation for this thesis [13]. As mentioned earlier in 

this report, the aim of the thesis project is to build a domain-specific language for 

the elements within the Amazon Web Services cloud environment. 

AWS follows a shared responsibility model for cloud security. This means that while 

the security of the cloud is the sole responsibility of the cloud provider itself, which 

in this case is Amazon, the security of the contents stored on the cloud (and the access 
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to them) is the responsibility of the user. To facilitate security assessment of 

deployments within their cloud environment, AWS provides various services that 

users can employ. For example, AWS CloudTrail is an audit service that keeps track 

of all user activities in the cloud. While it does not provide proactive security 

remediation, it can be used in combination with other services to anticipate and 

prevent attacks. Additionally, AWS Trusted Advisor can be used to compare access 

control and other permissions set in for a cloud environment with those that Amazon 

recommends as standard practices. 

The chief security assessment tool that Amazon provides is the AWS Inspector 

service. It scans for security gaps in operating systems and applications across the 

cloud deployment and then provides a metered security rating score depending on 

the deviation from the compliance standard. 

Furthermore, an array of third-party and open-source security assessment tools for 

clouds in general, but not for AWS in particular, are available in the market. For 

example, Threat Stack3 provides file-integrity monitoring, host-based intrusion 

detection, along with a number of other security checks. Security Monkey4, 

developed by Netflix, tracks policy changes and generate alerts against insecure 

configuration by continuous monitor of AWS accounts. It may be used in 

combination with Edda5, another service developed by Netflix. It tracks changes to 

cloud development by polling the AWS APIs for alterations and records them for 

further analysis and auditing. 

Since none of the existing third-part tools and services provided a focused look into 

security assessment within the AWS cloud environment, this thesis project is 

presented. For identifying components and elements of the AWS environment with 

regards to MAL, the AWS documentations provided by Amazon is consulted. 

 

  

                                                           
3 Threat Stack: https://www.threatstack.com/ 
4 Security Monkey: https://github.com/Netflix/security_monkey 
5 Edda: https://github.com/Netflix/edda 

https://www.threatstack.com/
https://github.com/Netflix/security_monkey
https://github.com/Netflix/edda
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3. Background 

 

AWSLang, in its current form, is based on, inspired, and derived from a variety of 

prior work and available literature. The most important of these, perhaps, are model-

driven security engineering, attack and defense graphs, and cloud security. This 

chapter reflects on the research that supports the work and provides a means for 

understating the thesis to the readers. 

3.1 Cloud Computing 

Although, much like any other technology, the definition of cloud computing has 

changed with time, depending on how it is used and for what purpose, the classic 

works on the taxonomy and survey of cloud computing, when the technology was in 

its infancy, still hold true. Mell et al., in their 2009 presentation, define cloud 

computing as follows [14]: 

“Cloud computing is a model for enabling convenient, on-demand network access 

to a shared pool of configurable and reliable computing resources (e.g., networks, 

servers, storage, applications, services) that can be rapidly provisioned and released 

with minimal consumer management effort or service provider interaction.” 

This cloud model leads to the rise of three service models and four deployment 

models. The service models are as follows [15]: 

• Software as a Service (SaaS): In SaaS, a cloud service provider hosts an 

application at its data centre, and customers access it via standard web 

browsers. The advantage of such an approach is not only that such 

applications may be updated or altered without the need for end-user 

intervention, but also that to run said applications, no additional hardware 

capabilities may be required on the user’s end. 

 

• Platform as a Service (PaaS): PaaS describes a computing platform 

concept that is rented out or delivered as an integrated solution, such as 

software systems like an operating system, middleware, or a database, that 

are offered as means to develop a fully functional product.  

 

• Infrastructure as a Service (IaaS): IaaS offers custom computer 

infrastructure on an outsourced bias to enterprises and individuals. Since 

IaaS typically provides processing, storage, network capacity, etc., it is 

also called as Hardware as a Service (HaaS). 

 

On the other hand, the deployment models have been summarized as follows [15]: 

• Private cloud: It refers to a deployment model where services are 

provisioned over private enterprise owned or leased IT infrastructure for 

dedicated use. 
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• Public cloud: It refers to a deployment model where services are 

provisioned to the general public over the Internet. Such a deployment 

model usually follows a pay-as-you-go billing model, and unlike private 

clouds, no one party has exclusive rights to the cloud, it is shared amongst 

the subscribers. 

 

• Hybrid cloud: It refers to a deployment model that provides cloud 

computing solutions by combining different cloud services deployment 

models. In most cases, it primarily considers provisioning offsite cloud 

resources to enhance, upgrade, or extend the existing onsite IT resources. 

 

Further, in 2009, the Open Cloud Manifesto was developed by a group of 

organizations including IBM, Intel, and Google to propose practices for use in the 

provision of cloud computing services [16]. This lead to a set of characteristics and 

value propositions that all cloud service providers should adhere to. Although this 

set of characteristics has been debated and updated by a variety of academics and 

researchers, the core remains the same [15]: 

• The ability to dynamically scale the computing power up or down in a 

cost-efficient way. 

 

• The customer, regardless of whether the end-user is an enterprise or 

individual user, should be able to make the most of cloud computing 

without having to manage the underlying complexities of it. 

• The cloud architecture can be private (owned and operated exclusively by 

an organization) or public (shared over the Internet among many 

subscribers). 

The value propositions listed in the manifesto are as follows [15]: 

• Scalability on demand: In the current day and age, organizations have to 

deal with fluctuating end-user demands. With their ability to scale up and 

down dynamically, clouds provide a major advantage. If an organization 

has periods where the computing resource requirement is higher or lower 

than the average, such organizations can deal with that in an effective and 

efficient manner using cloud technologies. 

 

• Streamlining the data center: Any organization of considerable size will 

make a substantial investment in its data center. This investment will 

include everything between buying the hardware and software to hiring 

personnel for its maintenance. Cloud technologies offer the advantage of 

offloading such workload, thereby freeing the organization from such 

concerns. 
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• Improving business processes: By hosting applications on cloud and using 

cloud to share data seamlessly between the organization, its suppliers and 

partners, organizations can focus on developing and improving the 

business process instead of the infrastructure that hosts the application. 

 

• Minimizing startup costs: For companies that are just starting out, or 

organizations in emerging markets, or even advanced technology groups in 

larger established organizations, cloud computing greatly reduces startup 

costs. The new organization can use an already existing infrastructure to 

launch itself. In other words, the startup can focus more on launching a 

great product, while the cloud service provider focuses on how to provide 

and maintain the infrastructure to support the startup. 

 

As fundamental it is to this work the understanding of what cloud computing is, 

equally important is the understanding what cloud computing is not. Krutz et al. 

define certain useful parameters to avoid any exaggeration of cloud computing 

capabilities [15]. For example, it is important to note that cloud computing is not 

virtualization, although virtualization is definitely an element used to implement 

cloud computing. Similarly, cloud computing does not always employ the metered 

service pricing of utility computing; and cloud computing can use distributed, 

virtualized platforms instead of a centralized computing resource. 

3.2 Introduction to the AWS environment 

Amazon Web Services (AWS) is a subsidiary of Amazon.com, Inc. Although 

Amazon itself is predominately an electronic commerce company (with other 

assorted ventures), AWS is focused on offering cloud computing platforms and 

utilities to users on a paid subscription basis. These users can be individuals or 

enterprises (both in the public or the private sector). Subscribers can have at their 

disposal entire fleet of virtual cluster of computers, always available via the Internet. 

These clusters are implemented at server farms throughout the world, that are, again, 

maintained by various Amazon subsidiaries.  

Much like a lot of cloud services provider, AWS offers virtual computers as part of 

the computing platforms and support various utilities. These virtual machines follow 

elements of their physical counterparts, such that they have hardware (in the form of 

RAM for memory, CPU for processing, etc.) and software (in the form of operating 

system and other applications). In the case of AWS (and with most of the other cloud 

service providers), users are given complete freedom to customise these virtual 

computers. In other words, subscribers can pick and choose what sort of processing 

power will the virtual machine have, what sort of operating system will run on it, 

etc. Additionally, each AWS system virtualises its input/output devices, thereby 

allowing users to connect to the system using a standard web browser. On the other 

hand, some services (like the Elastic Cloud Compute, for example) allows 

subscribers to connect to and use the service using command-line console, 

eliminating the need for a browser or even a graphical user interface (GUI). 
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Comparing with the Open Cloud Manifesto, AWS holds true on all three 

characteristics of a cloud service provider. In particular, by spreading their cloud 

infrastructure over many geographical regions, AWS offers subscribers high 

availability regardless of their physical location. The intricacies, such as the 

management, upgradation, security of the underlying hardware of the cloud, is 

handled by AWS itself. The AWS Customer Agreement6 offers more detail, 

especially on what are the subscriber’s responsibilities and what are AWS’s with 

respect to maintaining security and privacy of the subscriber’s content on the cloud. 

As aforementioned, the AWS Cloud Infrastructure is spread over many geographical 

regions. In AWS terminology, these are called Regions and Availability Zones 

(AZs). AWS Regions provide multiple, physically separated, and isolated 

Availability Zones which are connected to each other via highly redundant 

networking to provide low latency and high throughput. Currently the AWS Cloud 

spans 55 Availability Zones with 18 geographic Regions. 

Table 1: Global Cloud Infrastructure: Regions & Availability Zones 

Region 
Number of Availability 

Zones 

US East 
North Virginia 6 

Ohio 3 

US West 
North California 3 

Oregon 3 

Asia Pacific 

Mumbai 2 

Seoul 2 

Singapore 3 

Sydney 3 

Tokyo 4 

Osaka-Local 1 

Canada Central 2 

China 
Beijing 2 

Ningxia 3 

Europe 

Frankfurt 3 

Ireland 3 

London 3 

Paris 3 

South America São Paulo 3 

AWS GovCloud (US-

West) 
- 3 

 

In addition to the above, Amazon has also announced plans to expand with 12 new 

Availability Zones in four new geographic Regions: Bahrain; Hong Kong; SAR, 

China; Sweden; AWS GovCloud (US-East). 

                                                           
6 AWS Customer Agreement: https://aws.amazon.com/agreement/ 

https://aws.amazon.com/agreement/


10 
 

Availability Zones are connected to each other with fast, private fiber-optic 

networking, enabling subscribers to easily architect applications that automatically 

fail-over between Availability Zones without interruption. In addition to replicating 

applications and data across multiple data centers in the same Region using 

Availability Zones, subscribers can also choose to increase redundancy and fault 

tolerance further by replicating data between geographic Regions.  

AWS provides services in 19 (and expanding) categories. Since not all AWS services 

are of interest with respect to the current version of AWSLang, they are not 

mentioned here. Nonetheless, a detailed list is provided in Appendix A to serve as a 

quick introduction to the capabilities of the AWS cloud. The services covered by 

AWSLang and their interaction with each other within the confines of the AWS 

environment, vis-à-vis the scope of delimitations of the work, is elaborated upon in 

Chapter 4. 

Not all services, however, are provided at all AWS locations. An example of this is 

the unavailability of Amazon Mobile Analytics service in the Asia Pacific location. 

Subscribers here may need to configure their applications and servers to avail this 

service from some other AWS location. A detailed list7 of offerings at all AWS 

locations is available on the AWS website. 

3.3 Probabilistic Threat Modeling 

In their 2005 paper, Myagmar et al. argue why threat modelling is paramount to the 

design of a secure system and how it can be integrated during the development 

process as foundations for the specification of security requirements [17]. It is 

generally agreed upon that security engineering should be incorporated into the 

system design process as early as possible. Ideally, this should be from the initial 

architecture specification itself, if possible. This view of threat modelling involves 

taking into consideration all the complexities of the system and how its assorted 

vulnerabilities can be used to exploit the system, regardless of whether they are 

practical or not. 

Proper identification of the threats and vulnerabilities to a system is paramount as 

this would not only allow the designers to propose countermeasures so that they 

cannot be exploited, but also because it would lead to precise definition of security 

requirements for the system. This is particularly important, for if the security 

requirements are faulty, the definition of security for that system is faulty, and thus 

the system cannot be secure [17]. In turn, threat modelling looks at a system from 

the attacker’s point of view to help the designers anticipate what part of the system 

the adversary may be interested in, in addition to defining from whom that part needs 

protection from [17]. 

                                                           
7 Region Table: https://aws.amazon.com/about-aws/global-infrastructure/regional-
product-services/ 

https://aws.amazon.com/about-aws/global-infrastructure/regional-product-services/
https://aws.amazon.com/about-aws/global-infrastructure/regional-product-services/
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The use of attack graphs in threat modelling, and the advantages they provide, has 

been well documented [18]. Generally, employing attack graphs in threat modelling 

involves three steps: modelling the system, using attack steps to construct an attack 

graph, analysis of the newly-constructed attack graph. The parameters that the 

security assessor choses for the analysis of the attack graph may depend on a variety 

of factors, especially in context of the system. Two common parameters include 

service availability (that is, post a particular attack is the service still available) and 

time to compromise (that is, how long does it take for the attacker to compromise a 

particular element/asset within the system) [1]. 

A brief formalisation into threat modelling is presented in the subsequent text. For a 

more through look into the mathematics behind it, the reader is advised to consult 

the necessary texts. 

Most threat modelling strategies use classes and objects to define various domain 

entities [1]. For example, an object might be an operating system, or a laptop. Objects 

are partitioned into a set of classes X = {X1, ..., Xn}, 

For example, 

OperatingSystem ∈ Software 

or, 

Laptop ∈ Machine 

For each class X, there are a set of attack steps A(X) that is associated with it. As 

an example, a simple attack on OperatingSystem would be to infect it with 

some arbitrary virus or malware. In that case OperatingSystem.Infect 

would be a representation of an attack step A on a class X. 

To denote relationships between objects, MAL, for example, introduces the 

concept of links and associations [1]. A link relationship, λ, is a binary tuple of 

objects, each taken from a class such that λ = (xi, xj). For instance, an 

OperatingSystem needs to be installed on a Laptop. 

Links are further defined into associations, Λ = {Λ1, ..., Λn}, relating 

classes to each other as follows [1]: 

xi,xk ∈ Xm, xj,xl ∈ Xn | λ1 = (xi,xj) ∈ Λ ∧ λ2 = (xk,xl)∈ Λ 

Additionally, classes play roles in associations, Ψ(Xi, Λ). For example, 

Installation association between OperatingSystem and Machine could 

define a role, say, SystemSoftware for OperatingSystem; which is a 

representation that when an operating system is installed on the machine, it 

becomes the system software for it. 

Finally, attack steps are connected to each other using directed edges in accordance 

with the following equation [1]: 
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e = (Xi.Ak , Xj .Al) | Xj = Ψ(Xi, Λ) 

As an example, authenticated access into the operating system may allow the 

user/attacker to request access on the data: 

e = (OperatingSystem.authenticate, Data.requestAccess), 

e ∈ E 

To further facilitate threat modelling, especially with respect to the construction of 

attack graphs and their analysis, probabilistic relational model has been proposed 

[19]. It allows system security assessors to construct Bayesian networks where each 

attack step is associated with a probability. That is, instead of simple “if this than 

that” attack steps that form the overall graph, probabilistic relational model would 

allow for, say, “A and B are two child attack steps from a particular attack step; A, 

however, is more likely than B by x amounts.” In other words, a probabilistic 

relational model contains classes, attributes, and class-relationships that makes it 

possible to associate a probabilistic dependency model to the attributes of classes in 

the architectural metamodel [19].  
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4. Methodology 

 

As mentioned earlier, the Design Science Research Process Model (DSR Cycle) is 

the overall approach adopted for the completion of this thesis project. The systematic 

structure that the DSR Cycle provides is perfect for the development of artefacts 

such as models and instances, as required for this thesis project.  

 

Figure 1: Design Science Research Process Model (DSR Cycle) [2] 

This chapter intends to provide the reader with a detailed look at the methods and 

tools used for the completion of four major tasks of the thesis project. This includes 

outlining the research approach and strategy adopted for the literature review to 

perform the so-called domain survey of the AWS environment; the approach for 

constructing the feature matrix, that maps elements of AWSLang with the core 

language proposed by the developers of MAL, etc.; the procedure for building the 

MAL specification for AWSLang off the one from the aforementioned core language 

and the base language for securiCAD by foreseeti8; and the approach and tools used 

to write test cases for the built specification in order to validate it. 

4.1 For performing the Domain Survey 

 

A review of the relevant prior literature is essential for any academic project. An 

efficient review creates a firm foundation for advancing knowledge, and uncovers 

areas where a plethora of research exits and where research is needed. In context of 

the thesis topic, it was essential that a thorough study of the AWS environment be 

undertaken. This was needed to build a scope of the project along with its 

delimitations. As mentioned earlier, the Amazon Web Services offers a staggering 

amount of utilities. Trying to model all of them within the given time period for this 

                                                           
8 foreseeti, a Swedish technology company with focus on Cyber Threat Modeling and 
Cyber Risk Simulation: https://www.foreseeti.com/ 

https://www.foreseeti.com/
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thesis project would be setting unrealistic project objectives. Therefore, following 

the approach suggested by Webster et al., I undertook a Systematic Literature 

Review (SLR) of the AWS domain, beginning by taking a look at services that were 

of interest in particular [20]. 

For their 2016 study, the Amazon Web Services consultancy 2nd Watch analysed 

over 100,000 public cloud instances to determine the 30 most popular services being 

used by AWS users worldwide9. The Elastic Cloud Compute and the Amazon Simple 

Storage Service are used almost ubiquitously. Considering this and other similar 

surveys, it was paramount that these two services be modelled by the language. 

Additionally, since one of the motivations for undertaking this project was to 

understand how various accounts within the AWS environment interact with each 

other and with other elements within the confines of AWS (with the EC2 instance, 

for example), modelling of the Identity and Access Management service by the 

language was of particular interest. Again, due to the nature of the services provided 

by AWS, within the IAM service, there are a wealth of services available to the user. 

Although AWSLang does not cover all of them, the services covered in the current 

version of the language is able to model most IAM constructs. An example of IAM 

service not covered by AWSLang is auditing, which can be done by turning on AWS 

CloudTrail. Since AWS CloudTrail is not implemented in the current version of 

AWSLang, this remains unexplored.  

AWSLang is based on and inspired from prior work done by Johnson et al. for their 

CAD tool for enterprise cyber security management, securiCAD [13]. Since 

securiCAD in its current form is able to model and analyse traditional enterprise 

network, a natural evolution of the work was to expand it to cloud computing and 

the networks within so. Therefore, in addition to the aforementioned AWS services, 

AWSLang also covers the Virtual Private Cloud service. Some utilities within VPC 

are, again, not included in the current version of AWSLang, such as the ability to 

connect an existing Amazon VPC network to remote networks using a VPN 

connection. 

Once a scope for the work was defined and delimitations were identified, 

corresponding documentations and whitepapers for the same was studied. The 

information acquired from these documents was corroborated against available 

research of cloud computing such as research papers and journal articles. Further 

details are provided in Chapter 5.  

4.2 For constructing the Feature Matrix 

 

Post the domain survey, the feature matrix was constructed. It maps the elements, or 

“assets,” from the core language proposed by the developers of MAL with the assets 

                                                           
9 30 Most Popular AWS Products: http://2ndwatch.com/wp-
content/uploads/2016/05/Top30-AWS-Products1.pdf 

http://2ndwatch.com/wp-content/uploads/2016/05/Top30-AWS-Products1.pdf
http://2ndwatch.com/wp-content/uploads/2016/05/Top30-AWS-Products1.pdf
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in AWSLang. Such derivation from the core language was possible due to the 

language’s peculiar nature and the metamodel approach perfected by MAL. 

In order words, the feature matrix is a systematic representation of the elements in 

AWSLang that have been adopted from coreLang without change, those that have 

been adopted from coreLang with slight modifications, and those that are completely 

new. The approach to constructing the feature matrix has been inspired from the 

works of Salinpante et al. [21]. 

The feature matrix is presented in Chapter 6. 

4.3 For building the MAL specification 

 

The works of Johnson et al. serve as the basis for the building the MAL specification 

of AWSLang [1][13][19]. AWSLang was written using simple text editors, such as 

the Notepad++ tool, using prevalent Java syntax. This dependence and usage of 

standard Java syntax and semantics allow for the written language to be compiled 

using a MAL compiler. 

The MAL compiler works similar to a Java code generator and uses the ANTLR10 

framework to generate a parser that can build and walk parse trees. By walking this 

intermediary representation, code can be generated by a target-code-specific listener 

[1]. The listener skeleton is generated by the ANTLR framework and customized for 

the target language. Each class in the MAL specification is translated into a Java 

class, while attack steps are translated into nested classes. The graph structure 

represented by the network of attack steps is represented by a set of methods. 

4.4 For writing the test cases 

 

To evaluate the modelled language, and the MAL specification in particular, 

AWSLang was subjected to various test cases. These can be broadly classified into 

two categories. First, there are unit tests to ensure that there are no errors in the 

implementation of assets in AWSLang. In other words, these test cases validate that 

each individual asset in AWSLang and its associated attack steps work as intended. 

Second, a group of use case tests have been created based on possible scenarios 

within the AWS environment. These are used to verify that all concerned assets 

within the use case interact with one another as expected.  

The test cases are written in Java using the Eclipse editor.  

  

                                                           
10 ANTLR: Another Tool For Language Recognition 
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5. Domain Survey 

 

This chapter intends to provide the reader with a detailed look into those services 

provided by the AWS cloud that this thesis project, and the AWSLang, concerns 

itself with. In addition, this chapter also emphasis upon the scope and delimitations 

of the work. 

In order to use the Amazon cloud services, users first need to create a new AWS 

account. This is similar to registering a new user account on most websites, i.e., the 

user provides an email address and password, the combination of which is associated 

with the username of their choosing (here: “AWS account name”). This is called the 

Root User Account. Thereby, it provides full access to all resources in the account. 

In most cases, this is the account that users concern themselves with for the billing 

and subscription to the cloud services. Due to the critical nature of this Root User 

Account, it is recommended that subscribers create new AWS Identity and Access 

Management (IAM) user credentials for their daily interactions with the cloud 

service provider, be it via the web console or via command line interface such as the 

AWS Command Line Interface (CLI) or the AWS Tools for Windows PowerShell 

[22]. 

5.1 Amazon Elastic Cloud Compute (EC2) 

Amazon Elastic Compute Cloud is Amazon Web Services’ scalable computing 

capacity utility designed to offer subscribers the ability to launch as many or as few 

virtual servers to match their fluctuating traffic demands. Not only does this 

eliminate the need to forecast traffic, it also eliminates the need to invest in hardware 

upfront, allowing individual users and enterprises to focus more on developing and 

launching their applications and products rather than on building and managing the 

right equipment to support it. 

The EC2 service offers virtual computing environment in the form of instances. Like 

most virtual machines, these instances have a hardware configuration reminiscent of 

their physical counterparts. Each instance is, therefore, associated with an instance 

type, that defines the CPU, storage, memory, etc. for it. Subscribers can choose 

between Fixed Performance Instances (for example, the M3 instance type) and 

Burstable Performance Instances (for example, the T2 instance type). 

Burstable Performance Instances provide a baseline of CPU performance with the 

ability to “burst above the baseline” [23]. This baseline performance and ability to 

burst are governed by what Amazon calls “CPU Credits” [23]. For example, a T2 

type instance would continuously and consistently receive CPU credits when it is 

idle. The rate at which it receives these CPU credits is set prior, depending on what 

instance type it is, and the accumulated credits are consumed when the instance is 

active. On the other hand, Fixed Performance Instances, as the name suggests, offer 

high CPU performance at a consistent rate and is therefore recommended for 

applications such as video encoding or for high volume websites. 
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While the instance type essentially determines the hardware configuration for an 

instance, it is the Amazon Machine Image (AMI) that determines the software 

configuration for the instance, such as the operating system and other applications 

hosted on it. From an AMI, subscribers launch an instance, which is a copy of the 

AMI running as a virtual server in the cloud. Multiple instances of an AMI can be 

launched from the same image [24]. In addition to defining the software 

configuration template for an instance, the AMI also specifies the block mapping for 

volumes that are to be associated with the instance when it is launched [24]. 

AWS publishes a variety of AMIs that are available to the subscriber when they 

create and launch instances. Furthermore, members of the AWS developer 

community publish their own. These are available in the AWS Marketplace11. 

Subscribers are also encouraged to create and share their own custom AMIs, 

fashioned to their needs, provided they follow the necessary security guidelines [25]. 

Access to the instance is controlled by key pairs. Using public key cryptography, 

each instance, when it is first created and launched, is associated with one half of the 

key pair (that is, the public key). Users are then required to provide the other half of 

this key pair (that is, the private key) to log in and connect to the instance [26]. 

Subscribers can also duplicate the private key for an instance and distribute it 

amongst other users that need access to the same instance. 

Furthermore, instead of using the Amazon EC2 service to create the key pairs to be 

associated with the instances, subscribers can use third party tools to create, for 

example, an RSA12 key pair and associate the public key with the said instance. 

Additionally, Amazon EC2 accepts OpenSSH public key format, Base64 encoded 

DER format, and SSH public key file format as specified in RFC4716 [27]. It does 

not, however, accept DSA13 keys. 

For a Linux instance, the public key content is placed as an entry in the 

~/.ssh./authorized_keys file [27]. Since the private key contents are 

unknown to the EC2 service, and to AWS in general, if a subscriber loses the 

associated private key, access to that particular instance is lost forever, unless it is 

an EBS-backed instance. EBS-backed instances provide persistent data storage by 

allocating dedicated volumes to the instances [24]. The instance store volumes, on 

the other hand, provide only temporary storage as all data is deleted when the user 

stops or terminates the instance [24]. 

 

 

                                                           
11 AWS Marketplace: https://aws.amazon.com/marketplace/ 
12 RSA, named after its inventors Rivest–Shamir–Adleman, is a standard asymmetric 
cryptographic algorithm. 
13 DSA, which stands for the Digital Signature Algorithm, is an industry standard for digital 
signatures. 

https://aws.amazon.com/marketplace/
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5.2 Amazon Simple Storage Service (S3) 

 

Amazon Simple Storage Service is an object storage service designed to offer high 

availability and fast retrieval at high speed for any amount of data. Data stored in S3 

is automatically distributed across a minimum of three physical Availability Zones 

(AZs) [28]. This data can then be optionally distributed across many AWS Region. 

Data in Amazon S3 is stored as objects within buckets. Therefore, buckets act as 

container for objects, which in turn consist of a file and optionally any metadata that 

describes the file. Subscribers can control access to their buckets, such as who can 

create, delete, list objects in the bucket. Additionally, they can also view access logs 

for the buckets and the objects it stores, along with choosing the geographical region 

where the bucket will reside. 

Once subscribers log in to the AWS Management Console via a web browser, they 

can access the S3 console to create buckets and move objects into it. Each bucket 

within the AWS cloud environment needs to have a globally-unique name and must 

comply with DNS (Domain Name System) naming conventions. A complete list of 

rules14 for naming S3 buckets in all AWS Regions is provided by Amazon. 

Once a bucket has been created, users can upload any kind of file, be it a text file, a 

photo, or a video, into the bucket. This can also be done by following the web 

interface. By default, the permissions on an object are private, but users can set up 

access control policies to grant permissions to other users [28]. Each object uploaded 

in an S3 bucket on the AWS cloud is associated with a set of metadata and key [29]. 

The object key uniquely identifies the object in the bucket. In most cases, the file 

names act as the object keys. Similar to how buckets must follow certain naming 

conventions, the objects stored within the buckets have to follow naming 

conventions specific to them. These include the alphanumeric [0-9, a-z, A-Z] and 

special characters [!, -, _, ., *, ', (, and )] allowed for naming objects in the buckets; 

characters that might need require additional code handling such as the question 

mark (“?”) or the at symbol (“@”); and characters that are to avoided all together 

(for example, the backslash (“\”)) [29]. Furthermore, since Amazon S3 does not 

explicitly support the concept of hierarchy via sub-buckets or subfolders, the object 

keys are used to create a logical concept of folders. As an example, 

Development/Project.MAL can be used to infer a MAL-type file named 

“Project” stored in the Development folder, while Finance/Sales.pdf 

can be used to represent a pdf-type file named “Sales” stored in the Finance 

folder.  

Object metadata, on the other hand, is a set of name-value pairs that need to be set 

at the time the object is uploaded into the bucket. It is important to note that after the 

                                                           
14 List of Rules for Bucket Naming: 
https://docs.aws.amazon.com/AmazonS3/latest/dev//BucketRestrictions.html#bucketna
mingrules 

https://docs.aws.amazon.com/AmazonS3/latest/dev/BucketRestrictions.html%23bucketnamingrules
https://docs.aws.amazon.com/AmazonS3/latest/dev/BucketRestrictions.html%23bucketnamingrules
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object has been uploaded, there is no way to change the metadata. There are two 

kinds of metadata associated with every object [29]:  

• System-defined Metadata: A set of Amazon S3 defined metadata is 

associated with each object stored in the bucket. This might include 

information needed to manage objects and buckets in the larger framework 

of the cloud. Although most system metadata can be configured by the 

users, Amazon reserves the right to modify certain parameters.  

 

• User-defined Metadata: Additionally, users can also specify their own 

metadata to the object while uploading them. This information is to be 

provided as a name-value (key-value) pair when a PUT or POST request is 

sent to create an object. 

 

Amazon also provides various options, in the form of subresources, to configure 

S3 buckets [28]. Using the Amazon S3 API via the console or the AWS SDKs, 

users can, for example, enable access logging into the bucket, among other 

configurations. The following table lists subresources that enable users to manage 

bucket-specific configurations. 

Table 2: Bucket Subresources List [28] 

Subresource Description 

cors (cross-origin resource 

sharing) 

Buckets can be configured to allow cross-

origin requests, enabling client web 

applications loaded in one domain to 

interact with resources in a different 

domain. 

cross-region replication 

Cross-region replication is the automatic, 

asynchronous copying of objects across 

buckets in different AWS Regions. 

event notification 
Users can enable their buckets to pop out 

notifications for specified bucket events. 

lifecycle 

Users can define precise rules for the 

lifecycle of objects in their bucket. For 

example, a rule to delete an object ten 

years after its creation. 

location 

When a user creates a bucket, they specify 

the AWS Region where the bucket is to 

reside. Amazon S3 stores this information 

in the location subresource and 

provides an API to retrieve this 

information. 

logging 

Logging enables users to track requests for 

access to their bucket. Each access log 

record provides details about a single 

access request, such as the requester, 

bucket name, request time, etc.  
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policy and ACL (access control 

list) 

All resources (such as buckets and objects) 

are private by default. Using 

the policy and acl subresources 

respectively, Amazon S3 supports both 

bucket policy and access control list 

(ACL) options for users to grant and 

manage bucket-level permissions. 

requestPayment 

By default, the AWS account that creates 

the bucket (the bucket owner) pays for 

downloads from the bucket. Using this 

subresource, the bucket owner can specify 

that the person requesting the download 

will be charged for the download. 

tagging 

Amazon S3 provides 

the tagging subresource to store and 

manage tags on a bucket. Using tags that 

users apply to their bucket, AWS generates 

a cost allocation report with usage and 

costs aggregated by the said tags. 

transfer acceleration 

Transfer Acceleration enables fast and 

secure transfers of files over long distances 

between the end-user and an S3 bucket. 

versioning 

Versioning is useful as it assists in 

recovering accidental overwrites and 

deletes; and comes as an Amazon 

recommended best practice. 

website 

Although Amazon S3 does not support 

server-side scripting, it does allow for 

hosting individual webpages that include 

static content by storing a configuration in 

a website subresource. 

Although Amazon advertises S3 as an unlimited storage service, there are, of course, 

a few practical limitations to how big a file can be uploaded into a bucket. For 

example, individual objects within a bucket can range in size from a minimum of 0 

bytes to a maximum of 5 terabytes [28]. Additionally, the largest object that can be 

uploaded in a single PUT is 5 gigabytes [28]. 

5.3 Amazon Virtual Private Cloud (VPC) 

 

Amazon Virtual Private Cloud is AWS’s networking specific utility, allowing 

subscribers to create, define, and launch virtual networks within the larger cloud 

framework. Subscribers are given complete control over the details of the network, 

such as the IP address range and security settings. Additionally, they can also 

configure route tables and network gateways, specifying how traffic is to flow within 

and without the virtual networks they have defined. Furthermore, other AWS 
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resources may be launched within the virtual networks, thereby acting as machines 

connected to networks à la traditional networking scenarios. 

 

Figure 2: Example VPC configuration 

A range of IPv4 addresses need to be associated with each VPC that the subscriber 

creates. This range must be in the Classless Inter-Domain Routing (CIDR) block 

notation. For example, 10.0.0.0/16 is a valid CIDR block as the allowed block size 

is between a /16 netmask (65,6536 addresses) and /28 netmask (16 addresses) [30]. 

This is the primary CIDR block for the created VPC. Once a VPC has been created, 

subnets can then be added or removed into the VPC. Akin to how the VPC as a whole 

must be provided with a CIDR block, subscribers must provide CIDR block for each 

subnet in the VPC. Although the CIDR block of a subnet can be the same as the 

CIDR block for the VPC, as a best practice, Amazon recommends that the CIDR 

blocks of the subnets must not overlap [22][25][30]. 

The first four IP addresses and the last IP address in each subnet CIDR block are not 

available to users and therefore cannot be assigned to a resource within the subnet. 

For example, in a subnet with a CIDR block 10.0.0.0/24, the following five IP 

addresses are reserved [30]: 

• 10.0.0.0: Network address. 

• 10.0.0.1: Reserved by AWS for the VPC router. 

• 10.0.0.2: Reserved by AWS for the DNS server. 

• 10.0.0.3: Reserved by AWS for future use. 

• 10.0.0.255: Network broadcast address. As Amazon does not support 

broadcast in a VPC, they reserve this address. 
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Although the VPC spans all the Availability Zones in the region it resides, the 

subnets must reside entirely within one Availability Zone and cannot span zones 

[30]. Users can optionally also assign IPv6 CIDR block to both their VPC and to its 

subnets. 

Amazon recommends that users create separate subnets for resources that must be 

connected to the Internet and those that must not [22][25]. In other words, it 

introduces the concept of public subnets and private subnets. Public subnets can be 

connected to the Internet via Internet Gateways [31]. It is a VPC component that 

allows communications between the resources in the VPC and the Internet. All 

destinations not explicitly known to the route table can be labelled as 0.0.0.0/0 for 

IPv4 or ::/0 for IPv6. This can, therefore, be used as the required route in the public 

subnet’s route table that directs all Internet-bound traffic to the internet gateway [31].  

Additionally, to enable communications over the Internet, resources within the 

subnet must also have a public IPv4 address, or an Elastic IP address [32]. It is a 

static IPv4 address that is associated with the AWS account that creates it. Since the 

resource within the subnet is only aware of the private (internal) IP address space 

defined within the VPC and subnet, a logically one-to-one NAT on behalf of the 

resource is also required; and this is done by the internet gateway. It translates all 

traffic going out to the Internet so that the reply field is set to the public IPv4 address, 

(that is, the Elastic IP address of the resource). Similarly, traffic going into the subnet 

from the Internet at large (and that that is referred to this Elastic IP address), is 

modified to point to the resource’s private IPv4 address. 

As referenced earlier, a route table specifying the allowed routes for inbound and 

outbound traffic must be associated with each subnet. Furthermore, each subnet that 

is created is automatically associated with the main route table for the VPC. The 

main route table for the VPC cannot be deleted. However, it can be replaced with a 

custom table that then acts the default [30]. Routing traffic in a subnet works on the 

same principle as it does in a traditional network, so for the sake of brevity it is not 

discussed here. The reader is advised to consult existing literature for the same. 

However, it would be amiss to not mention that Amazon VPC uses longest prefix 

match to pick the most specific route in the route table that matches the traffic to 

determine how to route the traffic [33]. 

AWS provides two features to increase security in the VPC: security groups and 

network ACLs. While security groups control inbound and outbound traffic for the 

resource within the VPC, network ACLs control inbound and outbound traffic for the 

subnets. Due to their precise nature, security groups are most commonly used. If a 

user does not specify a security group when a resource is launched within a VPC, it 

is automatically associated with the default security group for the VPC. A 

comparison between Security Groups and Network ACLs is provided in the 

following table [34]. 
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Table 3: Security Group VS Network ACL [34] 

Security Group Network ACL 

Operates at the resource level and 

therefore acts as the first layer of 

defense. 

Operates at the subnet level and 

therefore acts as the second layer of 

defense. 

Supports ALLOW-type rules only 
Supports both ALLOW- and DENY-

type rules 

Return traffic is automatically allowed, 

regardless of any rules. Therefore, 

security groups are stateful. 

Return traffic must be explicitly 

allowed by rules. Therefore, network 

ACL rules are stateless. 

All rules in the security group listing 

are evaluated to decide whether to 

allow the traffic. 

Rules are processed in a numbered 

order when deciding whether to allow 

traffic. 

 

Additionally, Amazon allows users to set up flow logs for a VPC or a particular 

subnet within it and monitor accepted and rejected IP traffic to and from the 

resources [33]. Flog log data is stored using Amazon CloudWatch logs and can be 

viewed and retrieved using the service. 

5.4 Amazon Identity and Access Management (IAM) 

 

The AWS Identity and Access Management is a utility offered by AWS using which 

subscribers can securely control access to the resources within their cloud 

environment. In other words, employing IAM to their framework allows subscribers 

to control who is authenticated and authorized to use the resources. As mentioned 

earlier, Amazon recommends that rather than using the root account (that the 

subscriber would use to register with the AWS cloud services), subscribers should 

create a different IAM user account for their daily activity. Additionally, IAM allows 

subscribers to have a shared access to their AWS account without having to share 

their password or access key. Furthermore, it supports providing temporary access 

to users. 

The following text describes a few key elements of the AWS IAM service, before 

going into details of entities such as IAM User, IAM Group, IAM Role, etc. 

A principal is an entity that can take an action on an AWS resource. When a 

subscriber registers a new account with AWS, they become the first principal and 

can subsequently allow access to other users or to applications. Users, roles, 

federated users, and applications are all AWS principals. Using the AWS 

Management Console or the AWS API/CLI, the principal can send a request to AWS 

that contains, among other things that might include the IP address of the resource, 

a timestamp, etc., the action to be performed and the resource on which the action 

is to be performed upon. A resource is, therefore, an entity that exists within a 

service, while actions are things that a user can do on a particular resource, as defined 

by the service [35]. 
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Figure 3: Using IAM in the AWS cloud: An example [35] 

As a principal, the user must be authenticated (that is, signed in to AWS) to send the 

request. To authenticate from the console, they must sign in with their username and 

password. To authenticate from the API or CLI, they must provide the requisite keys. 

However, some Amazon services, such as S3, do allow requests from anonymous 

users. Once a request reaches the AWS cloud, the IAM uses values from the request 

context to check for matching policies to determine whether the request is 

authorized. Policies are stored in IAM as JSON documents and specify the 

permissions that are allowed or denied for principals (identity-based policies) or 

resources (resource-based policies) [35]. Since all requests are denied by default, 

IAM authorizes a request only if every part of the request is allowed by the matching 

policies. If even a single policy includes a deny action, the entire request is denied. 

5.4.1 IAM User 

Instead of sharing root user credentials with others, subscribers can create individual 

IAM users for their account that correspond to users they want to share access with. 

IAM users are not separate accounts; they are users within the same account. Each 

user can have its own password for access to the AWS Management Console. 
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Additionally, subscribers can also make individual keys for each user so that they 

can make programmatic requests to work with resources in the subscriber’s main 

account. 

An IAM user does not necessary have to represent an actual person. Subscribers can 

create an IAM user in order to generate an access key for an application that runs on 

a server but needs AWS access [35]. 

By default, IAM users can’t access anything in the account unless explicit 

permissions are provided via policy, which is a document that defines the effect, 

actions, resources, and other optional conditions. The following is a simple example 

of policies in the AWS cloud [35]. 

{ 

  "Version": "2018-05-28", 

  "Statement": { 

    "Effect": "Allow", 

    "Action": "s3:ListBucket", 

    "Resource": "arn:aws:s3:::example_bucket" } 

  } 

IAM creates three ways to identify users within the AWS environment: a username 

that was specified when that user was created, an Amazon Resource Name (ARN) for 

the user which uniquely identify the user across all AWS services (as an example, in 

the above policy, "arn:aws:s3:::example_bucket" is the ARN of the 

resource), a separate unique identifier that is returned only when the API, Tools for 

Windows PowerShell, or the AWS CLI are used to create the user [35]. 

5.4.2 IAM Groups 

AWS also allows bunching together IAM users into a group. An IAM group can 

therefore let subscribers specify permissions for multiple users simultaneously, 

which can make it easier to manage the permissions for those users. For example, a 

subscriber can create a group called Developers and give that group permissions 

that developers in an organization typically need. Every user in that group 

automatically has the permissions that are assigned to the group. If new users need 

to be added, they can be simply added to the group corresponding to appropriate 

permissions without going into the details of setting permissions for each individual 

user. However, groups cannot be set as a Principal in a policy [35]. They are simply 

a way to attach policies to multiple users simultaneously.  
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Figure 4: Translating organization flowchart into IAM users and groups: An example 

Like with most of its services, AWS imposes a few practical limitations to groups: 

Groups cannot be nested – they can only contain users, and not other groups; an IAM 

user can be member of ten groups at max; and so on [35]. A detail list of limitations 

on IAM entities and objects is provided on the AWS website15.  

5.4.3 IAM Roles 

An IAM role is similar to a user, in that it is an AWS identity with permission policies 

that determine what the identity can and cannot do in AWS. However, instead of 

being uniquely associated with one person, a role is intended to be assumable by 

anyone who needs it. Also, a role does not have standard long-term credentials 

(password or access keys) associated with it. Instead, if a user assumes a role, 

temporary security credentials are created dynamically and provided to the user [35].  

Roles are particularly useful in scenarios where resources in one account need to 

interact with resources of another. Creating individual entities in both the accounts 

in such a scenario would be cumbersome, not to mention the fact that users would 

need to sign out of one account and log in to another to access the said resources. 

The following figure illustrates how IAM roles can simplify such a scenario and 

provides an introduction into how roles work in general. 

                                                           
15 Limitation on IAM Entities and Objects: 
https://docs.aws.amazon.com/IAM/latest/UserGuide/reference_iam-limits.html 

https://docs.aws.amazon.com/IAM/latest/UserGuide/reference_iam-limits.html
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Figure 5: Using roles to grant cross-account access [36] 

The AWS Security Token Service (AWS STS) is responsible for providing the 

temporary credentials that are needed to access the service the user or the application 

is trying to access by assuming the role. They can be configured to last from 

anywhere between a few minutes to a several hours, after which they expire, and 

AWS no longer accepts them. They are not stored with the user but are generated 

dynamically and provided to the user when requested. Temporary credentials usually 

consist of an access key ID, a secret key, and a security token. A sample 

request/response communication between an AWS entity and the global STS located 

single endpoint at https://sts.amazonaws.com is given below. 

Sample Request [37]: 

https://sts.amazonaws.com/ 

?Version=2011-06-15 

&Action=AssumeRole 

&RoleSessionName=Bob 

&RoleArn=arn:aws:iam::123456789012:role/demo 

&Policy={"Version":"2012-10-

17","Statement":[{"Sid":"Stmt1", 

"Effect":"Allow","Action":"s3:*","Resource":"*"}]} 

&DurationSeconds=3600 

&ExternalId=123ABC 

&AUTHPARAMS 

Sample Response [37]: 

<AssumeRoleResponse 

xmlns="https://sts.amazonaws.com/doc/ 

2011-06-15/"> 

  <AssumeRoleResult> 

    <Credentials> 

      <SessionToken> 

https://sts.amazonaws.com/
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AQoDYXdzEPT//////////wEXAMPLEtc764bNrC9SAPBSM22wDOk4x4H

IZ8j4FZTwdQW  

LWsKWHGBuFqwAeMicRXmxfpSPfIeoIYRqTflfKD8YUuwthAx7mSEI/q

kPpKPi/kMcGdQrmGdeehM4IC1NtBmUpp2wUE8phUZampKsburEDy0KP

kyQDYwT7WZ0wq5VSXDvp75YU9HFvlRd8Tx6q6fE8YQcHNVXAkiY9q6d

+xo0rKwT38xVqr7ZD0u0iPPkUL64lIZbqBAz+scqKmlzm8FDrypNC9Y

jc8fPOLn9FX9KSYvKTr4rvx3iSIlTJabIQwj2ICCR/oLxBA== 

      </SessionToken> 

      <SecretAccessKey> 

       wJalrXUtnFEMI/K7MDENG/bPxRfiCYzEXAMPLEKEY 

      </SecretAccessKey> 

      <Expiration>2011-07-15T23:28:33.359Z</Expiration> 

      <AccessKeyId>ASIAIOSFODNN7EXAMPLE</AccessKeyId> 

    </Credentials> 

    <AssumedRoleUser> 

      <Arn>arn:aws:sts::123456789012:assumed-

role/demo/Bob</Arn> 

      

<AssumedRoleId>ARO123EXAMPLE123:Bob</AssumedRoleId> 

    </AssumedRoleUser> 

    <PackedPolicySize>6</PackedPolicySize> 

  </AssumeRoleResult> 

  <ResponseMetadata> 

    <RequestId>c6104cbe-af31-11e0-8154-

cbc7ccf896c7</RequestId> 

  </ResponseMetadata> 

</AssumeRoleResponse> 

AWS also allows for role chaining, where users can use one role to assume a second 

role though the AWS CLI or API. Role chaining limits an AWS CLI/API role session 

to a maximum of one hour.  
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6. Feature Matrix 

 

Inspired from the works of Salinpante et al., a feature matrix that maps elements of 

the coreLang (and other previous works on which this thesis project is based on) 

with the elements of AWSLang is presented in this chapter [21]. 

It is to be noted that there are assets in AWSLang that have been adapted off 

coreLang, albeit with a name change. This is different from the “Adopted from 

coreLang with modifications” column in the following feature matrix. That column 

is used to identify only those assets from coreLang whose internal logic needed to 

be modified for use in AWSLang. 

Table 4: Feature Matrix 

Assets in AWSLang 

Adapted from 

coreLang 

without change 

Adopted from 

coreLang with 

modifications 

Not used in 

coreLang / 

New asset 

created for 

AWSLang 

AccessKey   X 

Account  X  

Application  X  

AuthenticationService X   

Bucket   X 

Client X   

Credentials X   

CryptographicKey X   

Data X   

Dataflow  X  

EncryptedData X   

EncryptionService  X  

Gateway  X  

Group   X 

IAMaccount   X 

Information X   

Instance   X 

Key X   

Machine X   

Network  X  

NetworkClient X   

NetworkService X   

OperatingSystem  X  

Role   X 

SecurityGroup   X 

Service X   

Software X   
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User X   

Vulnerability X   
 

The main advantage of constructing such a feature matrix is that it prevents repetition 

of work. 
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7. The Meta Attack Language (MAL) 

 

As already presented, this thesis project, and the domain-specific language that is 

offered as one of the deliverables of it, rely on the MAL (Meta Attack Language) 

[1][13][19]. Therefore, this chapter presents the core parts of the syntax of the 

language without going into the intricacies of the same. For the formalism behind 

the language and the details themselves, the reader is advised to refer to the original 

work. 

MAL mainly consists of classes (for example, Cloud), their instance (for example, 

MyCloud), attack steps on the classes (for example, 

Cloud.DenialOfService), and defenses on classes (for example, 

Cloud.DDoSProtection) [1]. To allow modelling of complex systems, the 

entities of MAL are connected by linking classes and their instances to each other. 

Furthermore, attack steps can be connected in such a way to infer that a successful 

compromise of one step leads to the second step (for example, e = 

(Account.compromise, Cloud.accessible)) [1]. Additionally, attack 

steps can be either of type OR or AND, specifying whether one of its parent step is 

needed to be compromised for this step (OR) or all steps are needed (AND). Lastly, 

defenses are parent attack steps, and if set as TRUE, hinder the child attack step from 

being performed (for example, (Cloud.DDoSProtection, 

Cloud.AttemptMaliciousConnect) ϵ E) [1]. 

Classes containing attack steps constitute the core entities of a MAL specification. 

A class is specified as such: 

class Cloud { 

 | connect 

  -> services.accessible 

} 

Cloud is the name of the class and connect is the name of its unique attack step. 

| symbolizes that the attack step is of the type OR. AND-type attack steps are 

represented by the symbol &, while defenses are denoted by a #. The arrow -> 

signifies that the compromise of the attack step connect opens up the opportunity 

to the attack step services.accessible. services is an association role, 

which is defined in a separate part of the MAL specification: 

associations  

{ 

CloudServices [services] * <-- AvailableServices --> 1 

[cloud] Cloud 

} 

In the above example, an object of the class Cloud can provide many services, and 

can thereby hold many objects of class CloudServices, but all those services can 
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be provided by a single instance of Cloud. Both ends of the association have roles. 

Thus, services.accessible refers to the set of CloudServices objects 

connected to myCloud. Consequently, a compromise of cloud.connect, i.e. the 

connect attack step of the Cloud object, will allow the attacker to access services 

provided by the cloud, i.e. services.accessible. 

MAL features inheritance in a manner comparable to other object-oriented languages 

[1]. It also allows for the definition of abstract classes that are only intended for 

specialization and are never instantiated. In the above example, CloudServices 

can be an abstract class, a generic representation of the fact that a cloud services 

provider can offer an array of utilities. This can be then specialized into the concrete 

classes, VirtualMachine, representing those that provide compute capabilities 

(similar to EC2 in AWS), and Applications, which can represent a software 

service hosted on the cloud. Both classes will inherit the attack steps and associations 

of CloudServices. 

abstractClass CloudServices { 

 | accessible 

  -> requestData 

 & requestData 

} 

class Application extends CloudServices { 

} 

class VirtualMachine extends CloudServices { 

 | accessKey 

  -> requestData 

 & requestData 

} 

In the above examples, the attack steps are accomplished without effort. For instance, 

as soon as an Application is accessible to the attacker, they are able to request 

data from the application. However, there might be situations where compromise of 

a particular attack step requires a certain amount of time. MAL also allows for the 

definition of such attack steps. For example, if the time to crack the access key of 

the virtual machine takes a mean of 12 hours and a standard deviation of 5 hours, the 

same can be specified by a Gamma distribution as follows [1]:  

class VirtualMachine {  

& crackAccessKey [GammaDistribution(24, 0.5)]  

} 

Further, some instances of the class VirtualMachine could have their access 

rotated after some fixed interval which is unknown to the attacker, while others may 

not have this facility. In this case, the defense 
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VirtualMachine.AccessKeyRotation may be introduced. As mentioned 

earlier, # represent defenses and BOOLEAN values indicate the defense's status. 

Technically, each defense includes an attack step. If the defense is FALSE, then the 

associated attack step is marked as compromised at the time of instantiation. 

Following example illustrates the example with a syntactic representation: 

class VirtualMachine { 

 | crackAccessKey 

  -> maliciousAccess 

 & maliciousAccess 

 # AccessKeyRotation 

} 

The compromise of VirtualMachine.AccessKeyRotation in the above 

example requires compromise of both parents, crackAccessKey and 

maliciousAccess. So, if VirtualMachine.AccessKeyRotation is set 

to FALSE, as soon as the attacker reaches crackAccessKey they can reach the 

AND-type attack step maliciousAccess. If, instead, 

VirtualMachine.AccessKeyRotation is set to TRUE, then 

maliciousAccess will not be reached. 
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8. The AWS-specific metamodel language 

 

The previous chapter provided the foundations underlying the MAL and its syntax. 

This chapter presents, first, the core language designed by MAL developers for 

common IT entities such as Network, Machine, etc., followed by AWSLang, 

which covers the most widely used services provided by the Amazon Web Services, 

such as the Virtual Private Cloud, the Elastic Cloud Compute, and other such 

services within the scope of this thesis project. 

 

Figure 6: AWSLang Associations and Inheritance Diagram 
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The above figure shows the associations between assets of AWSLang and, similar 

to the feature matrix presented before, the mapping between coreLang and 

AWSLang. The elements in light blue have been taken from coreLang without 

change; the elements in light green are new elements created specifically for 

AWSLang; while the elements in oceanic green are the ones that have been adopted 

off coreLang, but with some modifications. Additionally, the red arrowed lines show 

the inheritance between elements of AWSLang. For example, Service and 

Client inherit from Application, which in turn inherits from Software. 

8.1 coreLang 

The core language on which AWSLang is based on mainly consists of standard IT 

entities useful for representing traditional networks and similar models. The major 

elements of coreLang are Machine, Account, Vulnerability, Network, 

Data, Dataflow, and User. There are, of course, more entities, but for the sake 

brevity this thesis project report focuses more on AWSLang and not the coreLang. 

Nonetheless, an introduction to coreLang is warranted. 

In essence, coreLang works as follows: A Machine represents attackable entities 

(i.e., the hardware and the software) of a system under investigation and, thus, are 

exposed by a Vulnerability. Access on the Machine is controlled by 

Account, which is associated with a user. On the same lines, a Vulnerability 

can also be exploited by a User (here: “attacker”). An Account can read, write, 

and delete Data which is stored on a Machine. Two Machines can exchange 

Data via a Dataflow facilitated over a Network. 

The following text provides more detail on the above entities and depicts how they 

interact with each other and with other entities mentioned in coreLang. 

To interact with a Machine, one needs to first connect with it. This connection, 

however, does not lead to access on the machine. The user will also need to 

authenticate. Another way to get access to a machine is to bypassAccessControl. If 

an attacker can achieve access to a machine, they can connect to all executees (i.e., 

executed Software on this machine) or requestAccess to all stored Data. They 

can also start denialOfService attacks, which can be executed against the executees, 

or to denyAccess to certain data. 

An attacker can also try to exploit a vulnerability in the system. For coreLang, it is 

assumed that exploiting a vulnerability takes time, which is given by an exponential 

distribution with a rate parameter of 10. A successfully exploited vulnerability leads 

to compromised privileges of all related Accounts. 

Data is a recursive entity as it can store other Data inside itself. There are three 

basic attack steps for Data: read, write, and delete. To get to these attack steps, the 

attacker needs to requestAccess and the used Account must have granted the 

corresponding privileges (for example, anyAccountRead). The attack steps read and 
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delete behave intuitively. In contrast, write also allows to delete data and to tamper 

data on the Dataflow. The attack step denyAccess is the result of a denialOfService 

and prevents the accessibility of the data.  

A Dataflow is a logical representation of communication between two entities in 

coreLang, generally two Software applications. It allows several attack steps. An 

attacker can eavesdrop on the dataflow and can, therefore, read the contained data. 

Further, an attacker can try to carry out a manInTheMiddle attack on the dataflow. A 

simple prevention against both of the aforementioned attacks is that the data may be 

encrypted and authenticated, thus preventing a breach of confidentiality and 

integrity. Besides reading, writing, and deleting, a man-in-the-middle allows also 

maliciousRequests and maliciousResponds to the connected services and clients, 

respectively. 

A Network is a physical connection between machines, such as a simple WiFi 

network connecting office computers. Basically, it provides access to its dataflows 

and enables the attacker to perform denialOfService, manInTheMiddle, and 

eavesdrop attacks. 

8.2 AWSLang 

AWSLang extends the core by introducing elements such as IAMaccount, Role, 

Group, etc., that are needed in order to model the AWS environment. This section 

provides a comprehensive look into the assets that make up AWSLang, how they 

interact with one another, and the possible attacks and defenses for each. 

8.2.1 Instance 

An Instance specifies any virtual machine offered by the Amazon Elastic Cloud 

Compute service to build and host software systems. Since, in essence, Instance 

behaves similar to Machine, extends is used to inherit properties and attack steps 

of the same. This also simplifies adding to the Instance class those attack steps 

that are specific to the EC2 instances and are thus not modelled by the abstract class 

Machine. To have access on the Instance, the attacker first needs to connect to 

it. Since, as per the logic of coreLang, connection itself is not enough to get access 

on the machine, the attacker would also need to authenticate.  

Instance behaves differently from Machine in the sense that while in coreLang 

a Machine would need the attacker to authenticate via some Account, in the case 

of Instance, the authentication is done via an AccessKey [26]. This 

AccessKey acts as the mechanism for authentication on both the instance and the 

root operating system account on it (here: “OSAccount”). Additionally, for each 

Instance, the user can set certain protection mechanisms, represented in 

AWSLang as attemptConnectBasicAWSProtection and 

attemptConnectAdvancedAWSProtection [22][25][26]. The 

attemptConnectAdvancedAWSProtection is a way to represent access control 
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different from the one provided by AWS by default (which is the 

attemptConnectBasicAWSProtection) that users can configure for their instances. 

attemptConnectAdvancedAWSProtection could include authentication mechanisms 

such as the LDAP (Lightweight Directory Access Protocol) or the Active Directory. 

Since compromise of the attemptConnectAdvancedAWSProtection would add to the 

total time consumed to reach authenticate, an exponential distribution has been 

added to this attack step. Once connect and authenticate have been reached, access 

to the Instance is possible.  

Furthermore, compromisedAccess is used to define possible attack scenarios when 

the IAM account that the user used to create and launch the instance is compromised 

[38]. Since even with the compromise of this IAM account accessing the instance 

would be impossible (because the attacker would still require the private access key 

associated with the instance when it was created), compromisedAccess leads to 

neither access on the instance nor to requestData for the data stored on it. However, 

since with the compromise of the IAM account, the attacker has access to the AWS 

Management Console, the attacker does have the possibility to terminate the instance 

[38]. This is modelled as a denial of service and deletion of data stored on the 

instance. 

8.2.2 OperatingSystem 

Most instances in AWS run some form of Amazon Machine Images (AMI), which 

provide software configuration for the instances, and in turn act as operating systems 

for the instance. An example is the Amazon Linux AMI (HVM / 64-bit) image, an 

Amazon supported, verified, and maintained Linux image [24]. A user can pick an 

AMI from the default list that Amazon provides in AWS Marketplace, such as the 

one in the example earlier, or chose one from the list of community AMIs. Although 

Amazon recommends that developers follow the required security guidelines while 

creating such custom AMIs and users of the same take accurate preventive methods, 

there is still probability that some attack surface is left exposed by the developers 

that can be exploited by the attacker [39]. This is modelled by the 

insecureCustomAMIs defense, that would prevent such Vulnerability from 

being exploited. 

8.2.3 Application 

In addition to the operating system, there can be a number of other Software, such 

as applications, tools, etc. that are available on an instance. This is represented by 

the Application asset in AWSLang. Furthermore, AWS allows the possibility to 

set up third party firewalls that control access to that application [40]. This sets up 

two possibilities: either the attacker attempts access when there is no firewall 

(attemptAccessNoFirewall) or make attempts access when there is firewall in place 

(attemptAccessWithFirewall). While compromise of the attemptAccessWithFirewall 

attack step will take considerable effort and thus has an exponential distribution, 
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attemptAccessNoFirewall may be compromised instantaneously from access on 

Application. A defense step firewallProtection is used in tandem with the same. 

8.2.4 Bucket 

To the model the Simple Storage Service of AWS, Bucket is introduced. They 

work similar to how Machine does in coreLang, in the sense that no AccessKey 

is required to access them. However, since there are some attacks particular to them 

that are not modelled by Machine from coreLang, inheritance via extends is 

brought into play again. 

AWS allows users to set buckets as “public” or “private.” The difference being that 

while the former will have a publically accessible URL, the latter would be known 

only to those whom that information would be shared with. Since every S3 bucket 

has a unique name, it is possible to do a dictionary attack and find publically 

accessible buckets [41]. This is represented by the attemptConnectPublicBucket 

attack step of the asset. This would lead to bruteForceAttack, which has been given 

an exponential distribution to illustrate that this attack step can only be compromised 

with some effort. It is important to note that once an attacker is able to find a 

publically accessible bucket, access to its contents may still depend on whether the 

owner of the bucket has marked each individual object stored within it as public or 

private [28]. AWSLang models this by leading a successful compromise of 

bruteForceAttack to requestAccess on the data, where the exact access on the Data 

(read, write, delete) is depended on the privileges the accounts associated with the 

data have. A simple way to prevent dictionary attacks on an S3 bucket is to keep it 

private and therefore, by default, all buckets in AWS S3 are private. 

Similar to Instance, the compromisedAccess attack step is introduced in Bucket 

to illustrate attack scenarios where the IAM account that manages the buckets is 

compromised [42]. Since there is no additional access control on Bucket, unlike 

AccessKey for Instance, compromise of IAM account leads to access on the 

bucket. 

8.2.5 Software 

For the most part, Software in AWSLang works similar to how it does in 

coreLang. However, some modifications to the internal logic has been made to adapt 

it according to the AWS domain. Amazon recommends that all operating systems, 

applications, etc. that users run within their AWS environment be up-to-date 

[22][25][43]. To model the same, a defense called patchStatus is introduced in 

Software. If the software is up-to-date, Vulnerability cannot be exploited. 

Since, the assets OperatingSystem, Application, Service, Client 

inherit directly or indirectly from Software, this defense trickles down to them as 

well. 
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8.2.6 Account 

Vulnerability generally works similar to how it does in coreLang, in the sense 

how it interacts with Account, but Account itself has been modified for 

AWSLang. In coreLang, a compromise of Account would lead to authenticate on 

the Machine that that account is associated with. This logic works well enough for 

Bucket (compromise of IAMaccount authenticates on the bucket), but for 

Instance, where access is controlled by keys, this would be incorrect. This is 

modelled in AWSLang by creating separate associations between Account and 

Bucket, and Account and Instance. Additionally, in AWSLang, compromise 

on Account now leads to authenticate for assignedSoftwares only, while 

compromise of IAMaccount will lead to authenticate on accessedBuckets. A 

helper attack step, _machineAccessForRolesAndGroups has also been added in 

Account. This is used in assets Role and Group (which inherit from Account) 

and provide authenticate for accessedInstances. 

8.2.7 IAMaccount 

While Account refers to the general entity of accounts, IAMaccount is an 

account type specific to the AWS environment. In context of AWSLang, 

IAMaccount simply refers to the account used to log in to the web console [44]. 

Thus, an IAM account with the appropriate privileges should give an attacker access 

to Instance, Bucket, Role, Group, Network, Gateway, and 

SecurityGroup. Therefore, the compromisedAccess on the IAMaccount asset 

leads to compromisedAccess on the accessedInstances, accessedBuckets, 

CreatedIAMgroups, role, networks, trafficGateways, and securityGroup.  

Furthermore, with compromise of an IAMaccount of higher privileges, an attacker 

can add to and remove from groups those IAMaccounts that are of lower privileges 

[45]. In case of addition, this will lead unchecked access; while in case of removal, 

it might lead to a denial of service. 

8.2.8 Role 

IAM roles delegate temporary access to users, applications, or services that don't 

normally have access to the resources within a particular AWS environment. In 

essence, roles work similar to accounts, however a role does not have standard long-

term credentials (password or access keys) associated with it. Instead, if a user or an 

application assumes a role, temporary security credentials are created dynamically 

and provided to it [35]. Therefore, in AWSLang, Role does not have any 

associations with Credentials [35]. Furthermore, authenticate on Role will 

lead to compromise, which in turn will lead to _machineAccessForRolesAndGroups. 

This, as mentioned earlier, will authenticate on the instances and buckets that the 

role is set for. 
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Two more attack steps of interest are provided in AWSLang for IAM roles. First is 

the addRole, which is a dynamic attack step that an attacker can do if they are able 

to compromise the IAM account, and use their newly-found privileges to create 

connections between entities where there were none before [46]. As the current 

version of MAL is capable of modelling static models only, this attack step is left as 

future work. Secondly, deleteRole can be exploited by an attacker to use the 

privileges of a compromised IAM account to deny the temporary access delegated 

[47]. 

8.2.9 Group 

IAM groups are a practical means to bunch different IAM accounts together. A 

simple example would be grouping AWS users belonging to the Production 

department into one IAM group and those of the Sales department into another IAM 

group. In turn, groups let the administrator specify permissions for multiple users, 

which can make it easier to manage the permissions for those users [35]. This makes 

IAM Group similar to Account at least in essence, which is why it inherits from 

the same. This also means that the _machineAccessForRolesAndGroups helper 

attack step comes into play here again.  

However, it is important to note that not all IAM accounts in the AWS environment 

may be up for addition into a particular group. The attacker would first need to 

compromise an IAM account of sufficient privilege. To make this distinction 

between IAM accounts that can be added to an IAM group and those that cannot be, 

the concept of potentialMemberIAMaccounts is introduced in AWSLang. This is, of 

course, different from memberIAMaccounts, which represents IAM accounts that are 

already member of a particular IAM group and can only be deleted from the group. 

8.2.10 AccessKey 

AWSLang introduces two types of keys, AccessKey and CryptographicKey. 

As specified earlier, to log in to their instance, users must provide the private key 

when they connect. Each instance is associated with a unique key pair that is created 

and specified when the instance is launched. Losing the private key of the instance 

may lead to loss of access to the instance. However, there is a way to regain access, 

albeit one that requires considerable effort and is only possible for instances that are 

EBS-backed [48]. The attacker would first need to stop the instance, detach its root 

volume, and attach it to another instance as a data volume. Thereafter, they would 

have to modify the authorized_keys file, move the volume back to the original 

instance, and restart the instance. Modification of authorized_keys file is 

required because for a Linux instance, the public key content is placed in an entry 

within ~/.ssh/authorized_keys [27][48]. This attack scenario is modelled 

in AWSLang with modifyKeyFile. Because of the considerable effort that this attack 

step requires, an exponential distribution has been added to it (using a helper attack 

step). 
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8.2.11 CryptographicKey 

The second type of keys in the AWS environment that AWSLang allows modelling 

of are the keys used in encryption/decryption of data. This asset is based on the work 

done in coreLang. However, for the sake of brevity, AWSLang assumes that the 

AWS Key Management Service (KMS) – an encryption and key management 

service scaled for the cloud – provided by AWS is primarily used for all 

encryption/decryption purposes in the AWS environment. This is done to limit the 

scope of the work and, for the time being, avoid creating and managing assets such 

as Keystore, etc. The compromise of the CryptographicKey would take 

considerable effort as it would mean compromising the various elements of the 

KMS, which is why a distribution has been added on this attack step. 

8.2.12 Network 

Furthermore, AWSLang provides the ability to model simple networks in the AWS 

VPC. Although Network interacts with other entities similar to how it does in 

coreLang, the logic has been modified to suit the needs of the domain. In particular, 

since all networks created in the VPC are isolated within the cloud, 

manInTheMiddle, eavesdrop, and other common attacks possible on traditional 

networks are impractical [49]. This is also reflected in the how Dataflow interacts 

with networks, services, and clients. It is important to note that dataflows in 

AWSLang are used to represent flows internal to the cloud and can therefore not be 

used to represent dataflows running to and fro the Internet and the cloud. 

Networks can be created by an IAM account, therefore the compromisedAccess 

attack step is provisioned in the asset to reflect the same [50]. It would allow 

attackers to do a denialofService on the dataflows connected to it or connect to the 

machines on the network. 

8.2.13 Gateway 

Although there is no particular entity such as a router in the AWS VPC, it does 

provide users with the capability of defining networking routing rules between two 

subnets. These route tables rules can be considered as an indirect instantiation of 

routers. Therefore, AWSLang introduces the concept of Gateway. These can also 

be used to represent Internet Gateways or NAT Gateways in the AWS cloud 

environment. 

An IAM account allows user to configure the route table rules for subnets in a VPC. 

Due to its critical nature, a compromisedAccess attack step is provisioned here as 

well [33]. 

A compromisedAccess on the Gateway would allow, in addition to the 

denialOfService attack step à la Network, the ability to createNewConnections. 

This is a dynamic attack step where the attacker can use their newly-found privileges 

to create connections between entities where there were none before. Further 
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relationships from this attack step have not been created for the current version of 

AWSLang and is left as future work. 

8.2.14 SecurityGroup 

A security group acts as a virtual firewall for a resource in a subnet of a VPC, 

allowing users to control inbound and outbound traffic. User can assign up to five 

security groups to a resource in a VPC [30]. Security groups act at the instance level 

and not at the subnet level. Therefore, each resource in a subnet in the VPC could be 

assigned to a different set of security groups. 

An IAM account allows user to configure the security group rules for resources in a 

VPC. Due to its critical nature, a compromisedAccess attack step is provisioned here 

as well [51]. 
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9. Evaluation 

 

According to Hevner et al., five methods are possible to evaluate the output of DSR: 

observations, analysis, experiments, tests, and descriptions [52]. As developing 

AWSLang is similar to developing source code for a software or an application, I 

opted for testing as an evaluation method. This decision was grounded on the fact 

that testing is widely spread in application development and is commonly accepted 

as means to ensure that an application behaves as intended.  

More concretely, for the evaluation of AWSLang, two different kinds of testing were 

applied. First was the implementation of unit tests, to ensure that assets in AWSLang 

behave like they are expected to. The second type of test cases were the 

implementation of use case tests. These tests rely on a compiled attack list created 

by a SLR and validate that assets in AWSLang interact with each as they are 

supposed to. To validate the results further, I also applied cross checking by another 

developer, who also works on a realization of MAL and is therefore familiar with 

the intricacies of the language. This cross checking included a revision of AWSLang 

as well as the implementation of further unit and use case tests to uncover unintended 

behaviour. Furthermore, this also helped uncover any readability or user-friendliness 

issues, due to the lack of proper documentation, that the language might suffer from. 

Following the methodology proposed by Webster et al., a thorough SLR of the 

Amazon cloud services relevant to the scope of this thesis project was conducted 

[20]. For this, available documentation on the AWS website16 were consulted to find 

possible means to attack critical entities within the AWS environment with respect 

to the available services. Of particular interest during this research were whitepapers 

concerning security and access management within the AWS environment 

[22][25][49]. The identified literature was verified against available conference 

papers, journal articles, and books on cloud security in general [15][53][54].  

After scanning the identified literature, 17 possible attacks across 11 different classes 

was found. Each class is related with its possible attacks, along a short description 

of the attack steps. Furthermore, defenses that could be put in place to prevent such 

attacks have been suggested. For each attack, the corresponding literature has been 

tracked and linked with the test cases for the same to ensure expected behaviour. A 

complete list of tables is provided in the appendices (B. Assets and Attacks, and C. 

Test Cases). 

A concern throughout the development of AWSLang was its performance and 

whether AWSLang would scale well, especially considering that cloud environments 

can be huge and complex. This was again evaluated with the unit tests and use case 

tests developed for AWSLang’s validation. Because of the way MAL is designed, 

simulation results are generally achieved at an excellent rate. For example, for the 

                                                           
16 AWS Documentation: 
https://aws.amazon.com/documentation/?nc2=h_ql_d&awsm=ql-5 

https://aws.amazon.com/documentation/?nc2=h_ql_d&awsm=ql-5
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TestUseCaseInstances use case test, which is elaborated next, and is one of the most 

complex use case scenario tested with AWSLang, the run time is only 0.141 seconds 

(This value was obtained from Eclipse’s Console view). Compiling AWSLang and 

running all the test files (and their sub-parts; bringing the total to 33 tests) takes only 

11.959 seconds and a meagre 14M of the max 34M allocated by MAL [1][13]. 

9.1 Example Use Case Test Scenario 

The following text provides a sample use case test for AWSLang. As illustrated by 

Figure 7, the user accesses the AWS EC2 instance using the unique access key. This 

access key allows them root access on the operating system that runs on the instance, 

i.e. the AMI. In addition to the operating system, the instance also runs an 

application, access to which is controlled by the credentials for the application 

account. Through this application, the user is able to assume a role that allows them 

access to the data stored on a bucket. Access to data itself depends on the privileges 

provided by the role, but for the sake of the example, it is assumed that all data on 

the bucket is accessible via the role. Creating and initialising a different set of Data, 

that is not accessible by this Role, is also possible in AWSLang. 

It assumed that the attacker is able to steal the user’s AccessKey for the 

Instance and the Credentials for the application Account. As expected, 

this would allow the attacker to authenticate on the Instance. Since connect is 

already achieved through the attacker’s entry point (i.e., the attacker is connected to 

the Internet), access on the Instance is achieved. This would allow connect on 

the OperatingSystem. As the attacker already has the AccessKey and since 

that also provides root access to the AMI of an EC2 instance, authenticate for the 

OperatingSystem is also reached. Now, the attacker can connect and 

authenticate on the Application. 

coreLang introduces the concept of authenticators and authenticatees roles on the 

same asset Account, associated with each other through a single association link. 

This is used to illustrate that an account of sufficient privileges may be able to 

authenticate other accounts of less privileges (here: “authenticates”), thereby acting 

as an “authenticator.” AWSLang makes use of this logic to implement IAM Roles 

and IAM Groups. 

Therefore, once an attacker is able to gain access on the Application, provided 

that there exists a role that is associated with that application, they can also 

authenticate on that particular Role, thereby gaining access on the Bucket 

(connect is assumed as the attacker being connected to the Internet; authenticate is 

provided by Role). Since Bucket contains Data, the attacker can 

read/write/delete on the data, as per the privileges provided by the Role. 
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Figure 7: Sample Use Case Test for AWSLang 

To be more concrete, an implementation of the above use case test is provided in the 

Appendix D. First, all entities contained in the use case test are created (cf. lines 43 

to 54). Second, requisite connections between the said entities are established, like 

the data stored on the bucket, etc. (cf. lines 56 to 69). Third, a logical representation 

of the attacker is created (cf. line 72) and is given the necessary entry points to the 

graph of entities (cf. line 73-76). Thereafter, the simulation is started (cf. line 79-91). 

The use case test implementation provides a step-by-step look into how the attacker 

traverses the attack graph, from the entry point to the compromise of the entity of 

interest. Last, the tester can check with assertions if the attacker could or could not 

achieve the different attack steps in the created model. 

9.2 List of Use Case Test Scenarios 

To give the reader an idea about the depth of coverage of the testing and validation 

phase of the project, a brief description of the use case test scenarios is presented in 

this section. 

Table 5: List of Use Case Test Scenarios 

Name Description 

TestUseCaseInstances 

User has the key to log 

onto an instance. That 

instance runs an 

application using an 

operating system. The 

user has an account on 

the application that can 

be used to access some 

data. 

Case #01: 

(testinstanceskeycomprom

ise): The attacker is able 

to steal/compromise the 

user's access key for the 

instance. They should 

have complete control 

over the instance. 

Case #02: 

(testinstancesmodifykeysfi

le): The attacker is not 

able to get the user's 

access key for the 

instance, but modifies the 

authorized_keys file 
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to try and get access. 

Ideally, this would work, 

but would require 

significant effort. 

Case #03: 

(testinstancesappactcomp

romise): Attacker is able 

to compromise the user's 

application account 

somehow. Ideally, they 

should not be able to 

access the data on the 

instance via the 

application without 

getting into the instance in 

the first place.  

TestUseCasePrivateBucke

ts 

A bucket has three 

assigned users that, 

depending on the 

privileges they have, 

have different rights to 

the data stored in the 

bucket. For example, 

AdminUser will 

have complete access 

to the data in the 

bucket; 
RegularUserOne 

can only read the data 

in the bucket; 
RegularUserTwo 

can only write the data 

in the bucket. 

Case #01: 

(testbuckets_AdminIAMac

tCompromise): The 

AdminIAMact is 

compromised. The 

attacker should have 

complete control over the 

data. 

Case #02: 

(testbuckets_RegularUser

OneCompromise): The 

RegularIAMactOne is 

compromised. The 

attacker should only be 

able to read data. 

Case #03: 

(testbuckets_RegularIAM

actTwoCompromise): The 

RegularIAMactTwo is 

compromised. The 

attacker should only be 

able to write data. 

TestUseCasePublicBucket

s 

An attacker runs a dictionary attack to find possible 

bucket names and attempts to break into the buckets 

if they are public. 

 

The attacker should also be able to read/write on the 

data stored in the bucket, depending on whether that 

data has been set public or private by the owner, but 

since AWSLang does not have that distinction for 

Data yet, this modelled by suggesting that if such 

an attack is successful, the attacker should be able 
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to request access on the data but the actual 

read/write would be as of yet uncompromised. 

TestUseCaseGroups_Buc

kets 

An IAM account, 

AdminIAMact, 

created and assigned 

two groups to a 

bucket, ReadOnly 

and WriteOnly. 

Members of the 

ReadOnly group can 

only read data stored 

on the bucket while 

members of the 

WriteOnly group 

can only write data 

stored on the bucket. 

In addition to 

AdminIAMact, that 

is member of both 

ReadOnly and 

WriteOnly, 

ReadOnly has 
SpecialUserIAMa

ct and 
RegularIAMactOn

e as its members while 

WriteOnly has only 
RegularIAMactTw

o as its member. 

 

The reason why 
SpecialUserIAMa

ct is, well, special is 

that apart from read 

rights on the data 

stored in the bucket 

(that it got from being 

member of the 

ReadOnly group), it 

also has write rights on 

the data stored in the 

bucket without being 

member of the 

WriteOnly group. 

Case #01: 

(testgroups_simplecompr

omise):  The attacker is 

able to compromise 

RegularIAMactOne, 

and should only be able to 

read data in the bucket. 

Case #02: 

(testgroups_specialcompr

omise): The attacker is 

able to compromise 

SpecialUserIAMact, 

and should not only be 

able to read data but also 

write to it.  

TestUseCaseRoles_Instan

ces 

User has the key to log onto an instance. That 

instance runs an application using an operating 

system. The user also has a separate account on the 
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application that can be used to assume a role which 

in turn can get access to data stored in a bucket. 

 

The attacker will have to compromise both the 

instance access key and the user credentials for the 

application. Obviously, compromising either would 

not work. 

TestUseCaseRoles_Bucke

ts 

A bucket has three assigned users that, depending 

on the privileges they have, have different rights to 

the data stored on the bucket. For example, 

AdminUser will have complete access to the data 

in the bucket; RegularUserOne can only read 

the data in the bucket; RegularUserTwo can 

only write the data in the bucket.  

 

However, RegularUserOne can assume a role 

to the bucket to get the write rights to the data 

stored in the bucket.  

 

Attacker is able to compromise 

RegularUserOne's IAM account. 

TestUseCaseVPCs 

User has an IAM account that they use to control a 

VPC (two subnets connected to each other via a 

gateway).  

 

Attacker is able to compromise the user's IAM 

account. This should lead to complete control over 

the various components of the VPC: the subnets, 

the gateways, the dataflows, etc. However, the 

attacker should only be able to connect to the 

instances and not have access to them. 

TestUseCaseVPCs_Securi

tyGroups 

User has an IAM account that they use to control a 

VPC (two subnets connected to each other via a 

gateway). There's a network service that connects to 

a network client through a dataflow. 

Communication between the two are controlled by 

a security group.  

 

Attacker is able to compromise the user's IAM 

account and should therefore have control over the 

security group. 
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10. Conclusion and Future Work 

 

The exponential growth in the usage of cloud service providers and the increasing 

reliance of IT-systems to their ubiquitous nature, in addition to the capabilities that 

clouds provide, make it paramount to assess their security, especially as security and 

privacy concerns associated with them continue to grow. With this thesis, I present 

AWSLang, based on the MAL. AWSLang will foster security analysts in the AWS 

cloud domain to model their cloud systems and to focus on analysing possible 

weaknesses. To model domain specifics in the language, I rely on existing language 

as referenced to throughout the text. An SLR to identify possible attacks against the 

AWS cloud was performed next. Those attacks served as a blueprint for test cases 

written to validate the AWSLang specification during the evaluation phase of the 

project. 

Although AWSLang is its current form is able to model the most-widely used AWS 

services and their interaction, further work remains. In particular, the staggering 

number of services offered by Amazon open up lot of possibilities to expand the 

work. A special focus of this thesis report has been the Identity and Access 

Management service and how it can used and abused by the attacker. AWSLang has 

been limited to a traditional login, but the work can be expanded to include the multi-

factor authentication (MFA) available for many services. Specifically, bringing in 

the Identity Federation for the next version of AWSLang is something I am interested 

in [55]. 

As mentioned in the text earlier, AWSLang assumes that all encryption/decryption 

within the cloud is handled by the AWS Key Management Service (KMS). A 

thorough study of the service to uncover possible vulnerabilities or attack points that 

parties with malicious intent may be interested in is warranted. 

An analysis of the available literature shows that the expected time consumption of 

attackers to compromise certain entities of interest within the AWS environment is 

mostly unresearched. Therefore, for the most part, AWSLang uses exponential 

distributions with values that are intended to be close approximation. Consequently, 

future research could elaborate on uncovering those numbers to precise detail, to 

create more suitable models.  

Certain attack steps in AWSLang are dead-ends, so to speak. This is because for 

most of such attacks, the next possible course of action would be a change of the 

existing model, by creating connections to entities where there were none before, for 

example. To allow fast computation of possible attack paths, MAL relies on static 

models. Unfortunately, this fast computation is brought by no dynamics in the model. 

However, this sounds more problematic than it is, as most dynamic situations are 

indirectly possible to model with a static model. For example, by including the 

potential objects already from the start, but leaving them inactive until reached by 

the attacker. Within AWSLang, memberIAMaccounts and 

potentialMemberIAMaccounts for Group is an example of such a scenario. 
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Finally, creating tests is feasible to evaluate an artefact, but a real-world evaluation 

of AWSLang is still missing and could be conducted in further extensions of the 

work. 

 

  



51 
 

11. References 

 

[1] Pontus Johnson, Robert Lagerström, Mathias Ekstedt, “MAL (the 

Model-based Attack-graph Language): A Domain Specific Language for 

Threat Modeling and Attack Simulations [Unpublished draft],” 2018. 

[Online]. Available: https://www.kth.se/profile/robertl/page/mal-the-

meta-attack-language. [Accessed 15-03-2018]. 

 

[2] Ken Peffers, Tuure Tuunanen, Marcus Rothenberger, Samir Chatterjee, 

“A Design Science Research Methodology for Information Systems 

Research,” Journal of Management Information Systems, vol. 24, no. 3, 

pp. 45-77, 2007. 

 

[3] Jan Juerjens, Secure Systems Development with UML, Heidelberg, 

Germany: Springer, 2005. 

 

[4] Torsten Lodderstedt, David Basin, Jürgen Doser, “SecureUML: A UML-

Based Modeling Language for Model-Driven Security,” in 5th 

International Unified Modeling Language Conference, Dresden, 

Germany, 2002.  

 

[5] Mass Soldal Lund, Bjørnar Solhaug, Ketil Stølen, Model-Driven Risk 

Analysis: The CORAS Approach, Heidelberg, Germany: Springer, 2011. 

 

[6] Haralambos Mouratidis, Paolo Giorgini, Gordon A. Manson, Ian R. 

Philp, “A Natural Extension of Tropos Methodology for Modelling 

Security,” in 17th Annual ACM Conference on Object-Oriented 

Programming, Systems, Languages, and Applications, Seattle, 

Washington, United States of America, 2002. 

 

[7] J. G. Mohamed Almorsy, “SecDSVL: A Domain-Specific Visual 

Language to Support Enterprise Security Modelling,” in 23rd Australian 

Software Engineering Conference (ASWEC), 2014, 2014. 

 

[8] Bruce Schneier, “Attack Trees,” Dr. Dobb's Journal, vol. 24, no. 12, pp. 

21-29, 1999. 

 

[9] Sjouke Mauw, Martijn Oostdijk, “Foundations of Attack Trees,” in 8th 

International Conference on Information Security and Cryptology, 

Seoul, South Korea, 2005. 

 

[10] Barbara Kordy, Sjouke Mauw, Saša Radomirović, Patrick Schweitzer, 

“Foundations of Attack–Defense Trees,” in 7th International Conference 

on Formal Aspects of Security and Trust, Pisa, Italy, 2010. 

 

 

 

https://www.kth.se/profile/robertl/page/mal-the-meta-attack-language
https://www.kth.se/profile/robertl/page/mal-the-meta-attack-language


52 
 

[11] Matthew Chu, Kyle Ingols, Richard Lippmann, Seth Webster, Stephen 

Boyer, “Visualizing Attack Graphs, Reachability, and Trust 

Relationships with NAVIGATOR,” in Seventh International Symposium 

on Visualization for Cyber Security, Ottawa, Ontario, Canada, 2010. 

 

[12] Peng Xie, Jason H Li, Xinming Ou, Peng Liu, Renato Levy, “Using 

Bayesian Networks for Cyber Security Analysis,” in 2010 IEEE/IFIP 

International Conference on Dependable Systems & Networks (DSN), 

Chicago, Illinois, United States of America, 2010 

 

[13] Mathias Ekstedt, Pontus Johnson, Robert Lagerström, Dan Gorton, 

Joakim Nydrén, Khurram Shahzad, “securiCAD by foreseeti: A CAD 

Tool for Enterprise Cyber Security Management,” in IEEE 19th 

International Enterprise Distributed Object Computing Workshop 

(EDOCW), Adelaide, South Australia, Australia, 2015. 

 

[14] Peter Mell, Tim Grance, “Effectively and Securely Using the Cloud 

Computing Paradigm,” 19 05 2009. [Online]. Available: 

https://csrc.nist.gov/CSRC/media/Presentations/Effectively-and-

Securely-Using-the-Cloud-Computing/images-media/fissea09-pmell-

day3_cloud-computing.pdf. [Accessed 15 03 2018]. 

 

[15] Ronald L. Krutz, Russell Dean Vines, Cloud Security: A Comprehensive 

Guide to Secure Cloud Computing, Indianapolis, Indiana, United States 

of America: Wiley Publishing, Inc, 2010. 

 

[16] “Open Cloud Manifesto,” since decrepit, [Online]. Available: 

www.opencloudmanifesto.org. 

 

[17] Suvda Myagmar, Adam J. Lee, William Yurcik, “Threat Modeling as a 

Basis for Security Requirements,” in 6th International Conference on 

Social Computing, Washington, DC, United States of America, 2013. 

 

[18] Oleg Sheyner, Joshua Haines, Somesh Jha, Richard Lippmann, Jeannette 

M. Wing, “Automated Generation and Analysis of Attack Graphs,” in 

IEEE Symposium on Security and Privacy, Berkeley, California, United 

States of America, 2002. 

 

[19] Teodor Sommestad, Mathias Ekstedt, Pontus Johnson, “A probabilistic 

relational model for security risk analysis,” Computers & Security, vol. 

29, no. 6, pp. 659-679, 2010. 

 

[20] Jane Webster, Richard T. Watson, “Analyzing the Past to Prepare for the 

Future: Wrting a Literature Review,” MIS Quarterly, vol. 26, no. 2, pp. 

xiii-xxiii, 2002. 

 

 

https://csrc.nist.gov/CSRC/media/Presentations/Effectively-and-Securely-Using-the-Cloud-Computing/images-media/fissea09-pmell-day3_cloud-computing.pdf
https://csrc.nist.gov/CSRC/media/Presentations/Effectively-and-Securely-Using-the-Cloud-Computing/images-media/fissea09-pmell-day3_cloud-computing.pdf
https://csrc.nist.gov/CSRC/media/Presentations/Effectively-and-Securely-Using-the-Cloud-Computing/images-media/fissea09-pmell-day3_cloud-computing.pdf
www.opencloudmanifesto.org


53 
 

[21] Paul Salipante, William Notz, John Bigelow, “A Matrix Approach to 

Literature Reviews,” Research in Organizational Behavior: An Annual 

Series of Analytical Essays and Critical Reviews, vol. 4, no. 2, pp. 321-

348, 1982. 

 

[22] Amazon Web Services, Inc., “AWS Security Best Practices,” August 

2016. [Online]. Available: 

https://d1.awsstatic.com/whitepapers/Security/AWS_Security_Best_Prac

tices.pdf. [Accessed 15 04 2018]. 

 

[23] Amazon Web Services, Inc., “EC2 Instance types: Burstable 

Performance Instances,” Amazon Web Services, Inc., 2018. [Online]. 

Available: https://aws.amazon.com/ec2/instance-types/. [Accessed 15 03 

2018]. 

 

[24] Amazon Web Services, Inc., “Instances and AMIs,” Amazon Web 

Services, Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ec2-instances-

and-amis.html. [Accessed 15 4 2018]. 

 

[25] Amazon Web Services, Inc., “Introduction to AWS Security Processes,” 

June 2016. [Online]. Available: 

https://d0.awsstatic.com/whitepapers/Security/Intro_Security_Practices.p

df. [Accessed 15 03 2018]. 

 

[26] Amazon Web Services, Inc., “Create a Key Pair,” Amazon Web 

Services, Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/get-set-up-for-

amazon-ec2.html#create-a-key-pair. [Accessed 15 4 2018]. 

 

[27] Amazon Web Services, Inc., “Amazon EC2 Key Pairs,” Amazon Web 

Services, Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ec2-key-

pairs.html. [Accessed 15 03 2018]. 

 

[28] Amazon Web Services, Inc., “Working with Amazon S3 Buckets,” 

2018. [Online]. Available: 

https://docs.aws.amazon.com/AmazonS3/latest/dev/UsingBucket.html. 

[Accessed 15 4 2018]. 

 

[29] Amazon Web Services, Inc., “Object Key and Metadata,” 2018. 

[Online]. Available: 

https://docs.aws.amazon.com/AmazonS3/latest/dev/UsingMetadata.html. 

[Accessed 15 4 2018]. 

 

 

 

  

https://d1.awsstatic.com/whitepapers/Security/AWS_Security_Best_Practices.pdf
https://d1.awsstatic.com/whitepapers/Security/AWS_Security_Best_Practices.pdf
https://aws.amazon.com/ec2/instance-types/
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ec2-instances-and-amis.html
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ec2-instances-and-amis.html
https://d0.awsstatic.com/whitepapers/Security/Intro_Security_Practices.pdf
https://d0.awsstatic.com/whitepapers/Security/Intro_Security_Practices.pdf
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/get-set-up-for-amazon-ec2.html%23create-a-key-pair
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/get-set-up-for-amazon-ec2.html%23create-a-key-pair
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ec2-key-pairs.html
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ec2-key-pairs.html
https://docs.aws.amazon.com/AmazonS3/latest/dev/UsingBucket.html
https://docs.aws.amazon.com/AmazonS3/latest/dev/UsingMetadata.html


54 
 

[30] Amazon Web Services, Inc., “VPCs and Subnets,” 2018. [Online]. 

Available: 

https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_Subn

ets.html. [Accessed 15 4 2018]. 

 

[31] Amazon Web Services, Inc., “Internet Gateways,” 2018. [Online]. 

Available: 

https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_Inter

net_Gateway.html. [Accessed 15 4 2018]. 

 

[32] Amazon Web Services, Inc., “Elastic IP Addresses,” 2018. [Online]. 

Available: 

https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/elastic-ip-

addresses-eip.html. [Accessed 15 4 2018]. 

 

[33] Amazon Web Services, Inc., “Amazon Virtual Private Cloud 

Connectivity Options,” July 2014. [Online]. Available: 

https://media.amazonwebservices.com/AWS_Amazon_VPC_Connectivi

ty_Options.pdf. [Accessed 15 4 2018]. 

 

[34] Amazon Web Services, Inc., “Comparison of Security Groups and 

Network ACLs,” 2018. [Online]. Available: 

https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_Secu

rity.html#VPC_Security_Comparison. [Accessed 15 4 2018]. 

 

[35] Amazon Web Services, Inc., “AWS Identity and Access Management 

User Guide: Understanding How IAM Works,” 2018. [Online]. 

Available: https://docs.aws.amazon.com/IAM/latest/UserGuide/iam-

ug.pdf#intro-structure. [Accessed 15 4 2018]. 

 

[36] Amazon Web Services, Inc., “AWS Identity and Access Management 

User Guide: Common Scenarios,” 2018. [Online]. Available: 

https://docs.aws.amazon.com/IAM/latest/UserGuide/iam-

ug.pdf#id_roles_common-scenarios_aws-accounts. [Accessed 15 4 

2018]. 

 

[37] Amazon Web Services, Inc., “AWS Security Token Service: 

AssumeRole,” Amazon Web Services, Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/STS/latest/APIReference/API_AssumeRol

e.html. [Accessed 25 4 2018]. 

 

[38] Amazon Web Services, Inc., “Getting Started with Amazon EC2 Linux 

Instances,” Amazon Web Services, Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/EC2_GetStart

ed.html#ec2-connect-to-instance-linux. [Accessed 15 4 2018]. 

 

 

https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_Subnets.html
https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_Subnets.html
https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_Internet_Gateway.html
https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_Internet_Gateway.html
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/elastic-ip-addresses-eip.html
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/elastic-ip-addresses-eip.html
https://media.amazonwebservices.com/AWS_Amazon_VPC_Connectivity_Options.pdf
https://media.amazonwebservices.com/AWS_Amazon_VPC_Connectivity_Options.pdf
https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_Security.html%23VPC_Security_Comparison
https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_Security.html%23VPC_Security_Comparison
https://docs.aws.amazon.com/IAM/latest/UserGuide/iam-ug.pdf%23intro-structure
https://docs.aws.amazon.com/IAM/latest/UserGuide/iam-ug.pdf%23intro-structure
https://docs.aws.amazon.com/IAM/latest/UserGuide/iam-ug.pdf%23id_roles_common-scenarios_aws-accounts
https://docs.aws.amazon.com/IAM/latest/UserGuide/iam-ug.pdf%23id_roles_common-scenarios_aws-accounts
https://docs.aws.amazon.com/STS/latest/APIReference/API_AssumeRole.html
https://docs.aws.amazon.com/STS/latest/APIReference/API_AssumeRole.html
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/EC2_GetStarted.html%23ec2-connect-to-instance-linux
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/EC2_GetStarted.html%23ec2-connect-to-instance-linux


55 
 

[39] Amazon Web Services, Inc., “Guidelines for Shared Linux AMIs,” 

Amazon Web Services, Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/building-

shared-amis.html. [Accessed 15 04 2018]. 

 

[40] Amazon Web Services, Inc., “AWS WAF - Web Application Firewall: 

FAQs,” Amazon Web Services, Inc., 2018. [Online]. Available: 

https://aws.amazon.com/waf/faq/. [Accessed 15 3 2018]. 

 

[41] Robin (@DigiNinja), “Whats in Amazon's buckets?,” 2011. [Online]. 

Available: https://digi.ninja/blog/whats_in_amazons_buckets.php. 

[Accessed 15 4 2018]. 

 

[42] Amazon Web Services, Inc., “IAM Features,” Amazon Web Services, 

Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/IAM/latest/UserGuide/introduction.html#i

ntro-features. [Accessed 15 4 2018]. 

 

[43] Amazon Web Services, Inc., “AWS Systems Manager Patch Manager,” 

Amazon Web Services, Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/systems-manager/latest/userguide/systems-

manager-patch.html. [Accessed 17 03 2018]. 

 

[44] Amazon Web Services, Inc., “The IAM Console and Sign-in Page,” 

Amazon Web Services, Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/IAM/latest/UserGuide/console.html. 

[Accessed 15 4 2018]. 

 

[45] Amazon Web Services, Inc., “Adding and Removing Users in an IAM 

Group,” Amazon Web Services, Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/IAM/latest/UserGuide/id_groups_manage

_add-remove-users.html. [Accessed 15 4 2018]. 

 

[46] Amazon Web Services, Inc., “Creating a Role to Delegate Permissions 

to an IAM User,” Amazon Web Services, Inc., 2018. [Online]. 

Available: 

https://docs.aws.amazon.com/IAM/latest/UserGuide/id_roles_create_for

-user.html. [Accessed 15 4 2018]. 

 

[47] Amazon Web Services, Inc., “Deleting Roles or Instance Profiles,” 

Amazon Web Services, Inc., 2018. [Online]. Available: 

https://docs.aws.amazon.com/IAM/latest/UserGuide/id_roles_manage_d

elete.html. [Accessed 15 4 2018]. 

 

 

 

 

 

 

 

 

 

https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/building-shared-amis.html
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/building-shared-amis.html
https://aws.amazon.com/waf/faq/
https://digi.ninja/blog/whats_in_amazons_buckets.php
https://docs.aws.amazon.com/IAM/latest/UserGuide/introduction.html%23intro-features
https://docs.aws.amazon.com/IAM/latest/UserGuide/introduction.html%23intro-features
https://docs.aws.amazon.com/systems-manager/latest/userguide/systems-manager-patch.html
https://docs.aws.amazon.com/systems-manager/latest/userguide/systems-manager-patch.html
https://docs.aws.amazon.com/IAM/latest/UserGuide/console.html
https://docs.aws.amazon.com/IAM/latest/UserGuide/id_groups_manage_add-remove-users.html
https://docs.aws.amazon.com/IAM/latest/UserGuide/id_groups_manage_add-remove-users.html
https://docs.aws.amazon.com/IAM/latest/UserGuide/id_roles_create_for-user.html
https://docs.aws.amazon.com/IAM/latest/UserGuide/id_roles_create_for-user.html
https://docs.aws.amazon.com/IAM/latest/UserGuide/id_roles_manage_delete.html
https://docs.aws.amazon.com/IAM/latest/UserGuide/id_roles_manage_delete.html


56 
 

[48] Amazon Web Services, Inc., “Connecting to Your Linux Instance if You 

Lose Your Private Key,” Amazon Web Services, Inc., 2018. [Online]. 

Available: 

https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ec2-key-

pairs.html#replacing-lost-key-pair. [Accessed 25 04 2018]. 

 

[49] Amazon Web Services, Inc., “Overview of AWS Security: Network 

Security: Network Security,” August 2016. [Online]. Available: 

https://d1.awsstatic.com/whitepapers/Security/Networking_Security_Wh

itepaper.pdf. [Accessed 15 03 2018]. 

 

[50] Amazon Web Services, Inc., “Amazon VPC FAQs,” Amazon Web 

Services, Inc., 2018. [Online]. Available: 

https://aws.amazon.com/vpc/faqs/. [Accessed 15 4 2018]. 

 

[51] Amazon Web Services, Inc., “Security Groups for Your VPC,” 2018. 

[Online]. Available: 

https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_Secu

rityGroups.html. [Accessed 15 4 2018]. 

 

[52] Alan R. Hevner, Sudha Ram, Salvatore T. March, Jinsoo Park, “Design 

Science in Information Systems Research,” MIS Quarterly, vol. 28, no. 

1, pp. 75-105, 2004. 

 

[53] Golnoosh Tajadod, Lynn Batten, K. Govinda, “Microsoft and Amazon: 

A comparison of approaches to cloud security,” in IEEE 4th 

International Conference on Cloud Computing Technology and Science, 

Taipei, Taiwan, 2012.  

 

[54] Jayachander Surbiryala, Chunlei Li, Chunming Rong, “A Framework for 

Improving Security in Cloud Computing,” in 2nd IEEE International 

Conference on Cloud Computing and Big Data Analysis, Chengdu, 

China, 2017. 

 

[55] Amazon Web Services, Inc., “Identity Federation in the AWS Cloud,” 

Amazon Web Services, Inc., 2018. [Online]. Available: 

https://aws.amazon.com/identity/federation/. [Accessed 15 03 2018]. 

 

 

 

https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ec2-key-pairs.html%23replacing-lost-key-pair
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ec2-key-pairs.html%23replacing-lost-key-pair
https://d1.awsstatic.com/whitepapers/Security/Networking_Security_Whitepaper.pdf
https://d1.awsstatic.com/whitepapers/Security/Networking_Security_Whitepaper.pdf
https://aws.amazon.com/vpc/faqs/
https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_SecurityGroups.html
https://docs.aws.amazon.com/AmazonVPC/latest/UserGuide/VPC_SecurityGroups.html
https://aws.amazon.com/identity/federation/


i 
 

Appendix 

A. List of services provided by AWS 

Category Service Description 

Compute 

Amazon EC2 
Virtual Servers in the 

Cloud 

Amazon EC2 Auto 

Scaling 

Scale Compute Capacity 

to Meet Demand 

Amazon Elastic 

Container Service 

Run and Manage Docker 

Containers 

Amazon Elastic 

Container Service for 

Kubernetes 

Run Managed 

Kubernetes on AWS 

Amazon Elastic 

Container Registry 

Store and Retrieve 

Docker Images 

Amazon Lightsail 
Launch and Manage 

Virtual Private Servers 

AWS Batch 
Run Batch Jobs at Any 

Scale 

AWS Elastic Beanstalk 
Run and Manage Web 

Apps 

AWS Fargate 

Run Containers without 

Managing Servers or 

Clusters 

AWS Lambda 
Run custom Code in 

Response to Events 

AWS Serverless 

Application Repository 

Discover, Deploy, and 

Publish Serverless 

Applications 

VMware Cloud on AWS 

Build a Hybrid Cloud 

without Custom 

Hardware 

Storage 

Amazon S3 
Scalable Storage in the 

Cloud 

Amazon EBS Block Storage for EC2 

Amazon Elastic File 

System 

Managed File Storage for 

EC2 

Amazon Glacier 
Low-cost Archive 

Storage in the Cloud 

AWS Storage Gateway 
Hybrid Storage 

Integration 

AWS Snowball 
Petabyte-scale Data 

Transport 

AWS Snowball Edge 

Petabyte-scale Data 

Transport with On-board 

Compute 
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AWS Snowmobile 
Exabyte-scale Data 

Transport 

Database 

 

Amazon Aurora 

High Performance 

Managed Relational 

Database 

Amazon RDS 

Managed Relational 

Database Service for 

MySQL, PostgreSQL, 

Oracle, SQL Server, and 

MariaDB 

Amazon DynamoDB 
Managed NoSQL 

Database 

Amazon ElastiCache 
In-memory Data Store 

and Cache 

Amazon Redshift 

Fast, Simple, Cost-

effective Data 

Warehousing 

Amazon Neptune 
Fully Managed Graph 

Database Service 

AWS Database 

Migration Service 

Migrate Databases with 

Minimal Downtime 

Migration 

AWS Application 

Discovery Service 

Discover On-Premises 

Applications to 

Streamline Migration 

AWS Database 

Migration Service 

Migrate Databases with 

Minimal Downtime 

AWS Migration Hub 
Track Migrations from a 

Single Place 

AWS Server Migration 

Service 

Migrate On-Premises 

Servers to AWS 

AWS Snowball 
Petabyte-scale Data 

Transport 

AWS Snowball Edge 

Petabyte-scale Data 

Transport with On-board 

Compute 

AWS Snowmobile 
Exabyte-scale Data 

Transport 

Networking & Content 

Delivery 

 

Amazon VPC Isolated Cloud Resources 

Amazon CloudFront 
Global Content Delivery 

Network 

Amazon Route 53 
Scalable Domain Name 

System 

Amazon API Gateway 
Build, Deploy, and 

Manage APIs 

AWS Direct Connect 
Dedicated Network 

Connection to AWS 
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Elastic Load Balancing 
High Scale Load 

Balancing 

Developer Tools 

 

AWS CodeStar 
Develop and Deploy 

AWS Applications 

AWS CodeCommit 
Store Code in Private Git 

Repositories 

AWS CodeBuild Build and Test Code 

AWS CodeDeploy 
Automate Code 

Deployment 

AWS CodePipeline 
Release Software using 

Continuous Delivery 

AWS Cloud9 
Write, Run, and Debug 

Code on a Cloud IDE 

AWS X-Ray 
Analyze and Debug 

Applications 

AWS Command Line 

Interface 

Unified Tool to Manage 

AWS Services 

Management Tools 

 

Amazon CloudWatch 
Monitor Resources and 

Applications 

AWS Auto Scaling 
Scale Multiple Resources 

to Meet Demand 

AWS CloudFormation 

Create and Manage 

Resources with 

Templates 

AWS CloudTrail 
Track User Activity and 

API Usage 

AWS Config 
Track Resource 

Inventory and Changes 

AWS OpsWorks 
Automate Operations 

with Chef and Puppet 

AWS Service Catalog 
Create and Use 

Standardized Products 

AWS Systems Manager 
Gain Operational Insights 

and Take Action 

AWS Trusted Advisor 
Optimize Performance 

and Security 

AWS Personal Health 

Dashboard 

Personalized View of 

AWS Service Health 

Media Services 

 

Amazon Elastic 

Transcoder 

Easy-to-use Scalable 

Media Transcoding 

Amazon Kinesis Video 

Streams 

Process and Analyze 

Video Streams 

AWS Elemental 

MediaConvert 

Convert File-based Video 

Content 

AWS Elemental 

MediaLive 

Convert Live Video 

Content 
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AWS Elemental 

MediaPackage 

Video Origination and 

Packaging 

AWS Elemental 

MediaStore 

Media Storage and 

Simple HTTP Origin 

AWS Elemental 

MediaTailor 

Video Personalization 

and Monetization 

Security, Identity & 

Compliance 

 

AWS Identity & Access 

Management 

Manage User Access and 

Encryption Keys 

Amazon Cloud Directory 
Create Flexible Cloud-

native Directories 

Amazon Cognito 
Identity Management for 

Apps 

AWS Single Sign-On 
Cloud Single Sign-On 

(SSO) Service 

Amazon GuardDuty 
Managed Threat 

Detection Service 

AWS Direct Connect 
Dedicated Network 

Connection to AWS 

Amazon Inspector 
Analyze Application 

Security 

Amazon Macie 
Discover, Classify, and 

Protect Data 

AWS Certificate 

Manager 

Provision, Manage, and 

Deploy SSL/TLS 

Certificates 

AWS CloudHSM 

Hardware-based Key 

Storage for Regulatory 

Compliance 

AWS Directory Service 
Host and Manage Active 

Directory 

AWS Key Management 

Service 

Managed Creation and 

Control of Encryption 

Keys 

AWS Organizations 

Policy-based 

Management for Multiple 

AWS Accounts 

AWS Shield DDoS Protection 

AWS WAF 
Filter Malicious Web 

Traffic 

Analytics 

Amazon Athena 
Query Data in S3 using 

SQL 

Amazon EMR 
Hosted Hadoop 

Framework 

Amazon CloudSearch Managed Search Service 

Amazon Elasticsearch 

Service 

Run and Scale 

Elasticsearch Clusters 
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Amazon Kinesis 
Work with Real-time 

Streaming Data 

Amazon Redshift 

Fast, Simple, Cost-

effective Data 

Warehousing 

Amazon Quicksight 
Fast Business Analytics 

Service 

AWS Data Pipeline 

Orchestration Service for 

Periodic, Data-driven 

Workflows 

AWS Glue Prepare and Load Data 

Machine Learning 

 

Amazon SageMaker 

Build, Train, and Deploy 

Machine Learning 

Models at Scale 

Amazon Comprehend 
Discover Insights and 

Relationships in Text 

Amazon Lex 
Build Voice and Text 

Chatbots 

Amazon Polly 
Turn Text into Lifelike 

Speech 

Amazon Rekognition 
Analyze Image and 

Video 

Amazon Machine 

Learning 

Machine Learning for 

Developers 

Amazon Translate 
Natural and Fluent 

Language Translation 

Amazon Transcribe 
Automatic Speech 

Recognition 

AWS DeepLens 
Deep Learning Enabled 

Video Camera 

AWS Deep Learning 

AMIs 

Quickly Start Deep 

Learning on EC2 

Apache MXNet on AWS 

Scalable, High-

performance Deep 

Learning 

TensorFlow on AWS 
Open-source Machine 

Intelligence Library 

Mobile Services 

 

AWS Mobile Hub 
Build, Test, and Monitor 

Apps 

Amazon API Gateway 
Build, Deploy, and 

Manage APIs 

Amazon Pinpoint 
Push Notifications for 

Mobile Apps 

AWS AppSync 
Real-time and Offline 

Mobile Data Apps 
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AWS Device Farm 

Test Android, FireOS, 

and iOS Apps on Real 

Devices in the Cloud 

AWS Mobile SDK 
Mobile Software 

Development Kit 

 

AR & VR 

 

Amazon Sumerian 
Build and Run VR and 

AR Applications 

Application Integration 

 

AWS Step Functions 
Coordinate Distributed 

Applications 

Amazon Simple Queue 

Service (SQS) 

Managed Message 

Queues 

Amazon Simple 

Notification Service 

(SNS) 

Pub/Sub, Mobile Push 

and SMS 

Amazon MQ 
Managed Message 

Broker for ActiveMQ 

Customer Engagement 

Amazon Connect 
Cloud-based Contact 

Center 

Amazon Pinpoint 
Push Notifications for 

Mobile Apps 

Amazon Simple Email 

Service (SES) 

Email Sending and 

Receiving 

Business Productivity 

 

Alexa for Business 
Alexa for organizational 

usage 

Amazon Chime 

Meetings, Video Calls, 

and Chat management 

tool 

Amazon WorkDocs 
Enterprise Storage and 

Sharing Service 

Amazon WorkMail 

Secure and Managed 

Business Email and 

Calendaring 

Desktop & App 

Streaming 

Amazon WorkSpaces 
Desktop Computing 

Service 

Amazon AppStream 2.0 

Stream Desktop 

Applications Securely to 

a Browser 

Internet of Things 

 

AWS IoT Core 
Connect Devices to the 

Cloud 

Amazon FreeRTOS 
IoT Operating System for 

Microcontrollers 

AWS Greengrass 

Local Compute, 

Messaging, and Sync for 

Devices 

AWS IoT 1-Click 
One Click Creation of an 

AWS Lambda Trigger 
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AWS IoT Analytics 
Analytics for IoT 

Devices 

AWS IoT Button 
Cloud Programmable 

Dash Button 

AWS IoT Device 

Defender 

Security Management for 

IoT devices 

AWS IoT Device 

Management 

Onboard, Organize, and 

Remotely Manage IoT 

Devices 

Game Development 

 

Amazon GameLift 

Simple, Fast, Cost-

effective Dedicated 

Game Server Hosting 

Amazon Lumberyard 

A Free Cross-Platform 

3D Game Engine with 

Full Source, Integrated 

with AWS and Twitch 
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B. AWSLang Assets and Attacks List 

Asset Attack Name Description 
Possible 

Defence/Obstacle 
Test Cases References 

Instance 

Unauthorized access to 

the key pair 

When an instance is 

created, AWS 

associates a key pair 

with it. Access to the 

instance is only 

possible if the users 

have the 

aforementioned key. 

Implement alternative 

authentication 

mechanisms, including 

LDAP or Active 

Directory 

authentication. 

TC11.1, TC11.2, 

TUC2.1 
[22][26] 

Compromised access 

An attacker can 

compromise the IAM 

account that created the 

instance, and thereby, 

terminate it. (They will 

not get access to the 

data stored on the 

instance, however.) 

The attacker would 

need to compromise an 

IAM account of enough 

privileges. 

TC10 [38] 

Bucket 

Denial of Service 

Since access to the 

bucket is generally 

through an URL, a 

denial of service (DoS) 

on the bucket access is 

possible. 

None. TC12, TUC4 - 

Brute Force Public 

Buckets 

An attacker may brute 

force their way into 

finding bucket names 

(via dictionary attacks). 

Access to data would in 

turn depend on whether 

it is public or private. 

 

Make sure all buckets 

are private. (By default, 

all buckets in AWS S3 

are private.) 

TUC4 [41] 
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Compromised access 

An attacker can 

compromise the IAM 

account associated with 

the bucket. This can 

either be the account 

that created the bucket 

(and thus might have 

complete access to it) 

or an account that has 

only limited access to 

it. 

The attacker would 

need to compromise an 

IAM account of enough 

privileges. 

TC3.1, TC3.2, TUC3.1, 

TUC3.2, TUC3.3 
[40] 

Application 
Unauthorized access to 

the application 

Once an instance is 

compromised, an 

attacker could connect 

and access the 

applications installed 

on it. 

To prevent such 

scenarios, AWS allows 

the possibility to set up 

third party firewalls 

that control access to 

that application. 

TC2.1, TC2.2 [22] 

Network 

Compromised access 

An attacker can 

compromise the IAM 

account that created the 

VPC. This would lead 

the attacker having 

complete control over 

the subnets in the VPC. 

The attacker would 

need to compromise the 

IAM account that 

created or can modify 

the VPC. 

TC12, TUC9 [50] 

Denial of Service 

(DoS) 

An attacker can 

perform a DoS attack 

on the network. 

None. TUC7.1, TUC7.2 - 

Gateway Compromised access 

An attacker can 

compromise the IAM 

account that created the 

VPC. This would lead 

the attacker having 

complete control over 

the gateways in the 

VPC. 

The attacker would 

need to compromise the 

IAM account that 

created or can modify 

the VPC. 

TC8, TUC9 [33] 
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Denial of Service 

(DoS) 

An attacker can 

perform a DoS attack 

on the Internet 

gateways. 

None. TUC7.1, TUC7.2 - 

Security Group Compromised access 

An attacker can 

compromise the IAM 

account that created the 

VPC. This would lead 

the attacker having 

complete control over 

the security groups that 

control the dataflows in 

the VPC. 

The attacker would 

need to compromise the 

IAM account. 

TC16, TUC8 [51] 

IAM Account 

Unauthorized access / 

Comprise of credentials 

An attacker can 

compromise the 

credentials associated 

with the IAM account. 

The severity of the 

attacks depends on the 

privileges the IAM 

account has. 

None. 

 

 

TC10 

 

 

[44] 

Modify group 

associations 

An attacker can add a 

user to a group that 

leads to unchecked 

privileges or remove a 

user from a group and 

thus indirectly do a 

denial of service. 

The attacker would 

need to compromise the 

IAM account that 

created the group. 

TC9 [45] 

Role Modify roles 

An attacker can add a 

role (dynamic attack 

step) to gain access to a 

resource or delete role 

The attacker would 

need to compromise the 

IAM account that 

created the role. 

TC15 [46][47] 
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and thus indirectly do a 

denial of service. 

Group Compromised access 

An attacker can modify 

the membership of the 

accounts a group 

contains. 

The attacker would 

need to compromise the 

IAM account that 

created the group. 

TC9 [45] 

Access Key Modify keys file 

In case of an EBS-

backed instance, the 

attacker can modify the 
authorized_keys 

file in the root volume. 

None, but would 

require significant 

effort from the attacker. 

TUC2.2 [48] 

Cryptographic Key Unauthorized access 

The attacker can gain 

access to the keys used 

to encrypt data and 

therefore read/write 

data. 

The attack would 

require significant 

effort from the attacker 

since another AWS 

service (the AWS Key 

Management Service 

(KMS)) would need to 

be compromised 

before. 

TC5 - 
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C. Test Cases 

 

• TC1: AccessKeyTest 

 

• TC2: ApplicationTest 

o TC2.1: testApplication_noDefenses 

o TC2.2: testApplication_allDefenses 

 

• TC3: BucketTest 

o TC3.1: testBucket_noDefenses 

o TC3.2: testBucket_allDefenses 

 

• TC4: CredentialsTest 

 

• TC5: CryptographicKeyTest 

 

• TC6: DataflowTest 

 

• TC7: DataTest 

 

• TC8: GatewayTest 

 

• TC9: GroupTest 

 

• TC10: IAMaccountTest 

 

• TC11: InstanceTest 

o TC11.1: testInstance_noDefenses 

o TC11.1: testInstance_allDefenses 

 

• TC12: MachineTest 

 

• TC13: NetworkTest 

 

• TC14: OperatingSystemTest 

 

• TC15: RoleTest 

 

• TC16: SecurityGroupTest 

 

• TC17: SoftwareTest 

 

• TUC1: TestUseCaseGroups_Buckets 

o TUC1.1: testgroups_simplecompromise 
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o TUC1.1: testgroups_specialcompromise 

 

• TUC2: TestUseCaseInstances 

o TUC2.1: testinstanceskeycompromise 

o TUC2.2: testinstancesmodifykeysfile 

o TUC2.3: testinstancesappactcompromise 

 

• TUC3: TestUseCasePrivateBuckets 

o TUC3.1: testbuckets_AdminIAMactCompromise 

o TUC3.2: testbuckets_RegularUserOneCompromise 

o TUC3.3: testbuckets_RegularIAMactTwoCompromise 

 

• TUC4: TestUseCasePublicBuckets 

 

• TUC5: TestUseCaseRoles_Buckets 

 

• TUC6: TestUseCaseRoles_Instances 

 

• TUC8: TestUseCaseVPCs_SecurityGroups 

 

• TUC9: TestUseCaseVPCs 
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D. Sample Use Case Test 

 
package autoTests; 

 

import org.junit.Test; 

import org.junit.After; 

 

import auto.*; 

import core.*; 

 

public class TestUseCaseRoles_Instances { 

  

/* 

 * 

 *      OperatingSystem -- 

   *         |     |  

 *        |     | 

  *  User -> (via AccessKey) -> Instance ---     |   

   *    |          |   

  *   |       ----------   Bucket 

   *    |      |           | 

  *      |      |       | 

  *   |      |                 | 

  *      |      |       | 

  *   -- (via ApplicationAccount) -> Application -> Role -> Data

  *    | 

  *     Credentials  

  *     | 

  *  AuthenticationService 

  *  

  * 

  *  User has the key to log onto an instance.  

 * That instance runs an application using         

 * an operating system. The user also has a 

 * separate account on the application that 

 * can be used to assume a role which 

 * in turn can get access to data stored on 

   * a bucket. 

  *  

  *   The attacker will have to compromise 

  * both the instance access key and the user 

  * credentials for the application.  

 * Obviously, compromising either would not 

 * work.    

  *  

  */ 

 

   @Test 

   public void testroles_instances() { 
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    System.out.println("########## USE CASE TESTS 

FOR ROLES (INSTANCES) ##########"); 

    

    User user = new User("user");    

       

    AccessKey key = new AccessKey("access key"); 

    Instance instance = new Instance("instance"); 

      

    OperatingSystem OS_AMI = new 

        OperatingSystem("OS_AMI"); 

    Account OSact = new Account("OSact"); 

    Application app = new 

       Application("application"); 

  

    Account appact = new Account("appact"); 

    Credentials cred = new Credentials("cred"); 

    AuthenticationService authServ = new   

         AuthenticationService("authServ"); 

    Bucket bucket = new Bucket("bucket", true, 

         true); 

    Role role = new Role("read role");  

    Data data = new Data("readable data"); 

     

    key.addAssignedInstances(instance);   

    key.addAssignedOSaccount(OSact); 

    user.addKey(key); 

    instance.addAccount(OSact); 

    instance.addExecutees(OS_AMI); 

    OS_AMI.addAssignedAccounts(OSact); 

    OS_AMI.addExecutees(app); 

    app.addAssignedAccounts(appact); 

    appact.addCredentials(cred); 

    appact.addAuthenticatees(role); 

    authServ.addAuthenticatedAccounts(appact); 

    bucket.addAccount(role); 

    bucket.addData(data); 

    role.addReadData(data); 

     

    

    Attacker attacker = new Attacker(); 

         attacker.addAttackPoint(instance.connect); 

 

   attacker.addAttackPoint(key.compromise); 

     attacker.addAttackPoint(cred.read); 

     attacker.addAttackPoint(bucket.connect); 

   attacker.attack(); 
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    instance.authenticate.assertCompromisedInstantaneously(); 

OSact.authenticate.assertCompromisedInstantaneously(); 

      OS_AMI.access.assertCompromisedInstantaneously(); 

      app.connect.assertCompromisedInstantaneously(); 

      app.authenticate.assertCompromisedInstantaneously(); 

      appact.authenticate.assertCompromisedInstantaneously(); 

      role.authenticate.assertCompromisedInstantaneously(); 

//    bucket.connect.assertCompromisedInstantaneously(); 

//  bucket.authenticate.assertCompromisedInstantaneously(); 

bucket.access.assertCompromisedInstantaneously(); 

data.read.assertCompromisedInstantaneously(); 

data.write.assertUncompromised(); 

data.delete.assertUncompromised(); 

    

      } 

    

   @After 

   public void deleteModel() { 

           Asset.allAssets.clear(); 

           AttackStep.allAttackSteps.clear(); 

           Defense.allDefenses.clear(); 

   } 
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