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Abstract
This thesis investigates the potential advantages and disadvantages of using a
distributed control approach to land an autonomous drone on an autonomous
boat. The expected advantages include better utilisation of computational re-
sources, as well as increased robustness towards communication delays. In
this context, distributed control means that separate computers on the drone
and boat are both involved in computing the control inputs to the system. This
stands in contrast to an existing centralised algorithm where all computations
for finding the control input are performed on the drone. Two new algorithms
are proposed, one using distributed model predictive control (DMPC) and one
using a combination of DMPCwith linear state-space feedback. The following
properties of all the algorithms are tested: what the longest possible prediction
horizon with sufficiently short solution time is, how long it takes to solve op-
timisation problems for the algorithms, and how quickly and safely each algo-
rithm can land the drone. Finally, the DMPC algorithm is shown to in certain
scenarios possess improved robustness towards communication delays.
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Sammanfattning
Den här masteruppsatsen undersöker de potentiella för- och nackdelarna med
att använda distribuerad reglering för att landa en autonom drönare på en au-
tonom båt. De förväntade fördelarna inkluderar bättre användning av beräk-
ningsresurser samt ökad robusthet mot fördröjningar i kommunikation mellan
fordonen. Här betyder distribuerad reglering att separata datorer beräknar de-
lar av systemets styrsignal. Detta skiljer sig från en redan existerande centra-
liserad lösning där drönaren själv beräknar alla styrsignaler. Två nya algorit-
mer föreslås, en som använder sig utav distribuerad modell-prediktiv regle-
ring (DMPC) och en som använder sig av en kombination av DMPC och lin-
jär tillstånds-återkoppling. De följande egenskaperna av algoritmerna testas:
vilken den längsta möjliga prediktionshorisonten med tillräckligt snabb itera-
tionstid var, hur lång tid det tar att lösa optimeringsproblem för varje algoritm
och hur snabbt och säkert varje algoritm kunde landa drönaren. Slutligen så vi-
sade det sig att i vissa scenarion så har DMPC-algoritmen förbättrad robusthet
mot kommunikationsproblem.
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Chapter 1

Introduction

This project is an extension of a larger work, aiming to solve a cooperative
landing problem between an unmanned aerial vehicle (UAV) and an unmanned
surface vehicle (USV) [1]. Images of the two vehicles can be seen in figures
1.1 and 1.2. This larger work is part of a research initiative with a focus on
using autonomous systems in search and rescue scenarios. Such scenarios can
arise e.g. as the result of a catastrophe caused by harsh weather conditions.
Therefore, it is of utmost importance that the UAV can perform safe landings
even with significant disturbances, such as wind, present. Other common dis-
turbances include delays in communication or even packet loss. The problem
of landing the UAV on the USV will be referred to as the cooperative landing
problem. It is cooperative as both the UAV and USV act to achieve their com-
mon goal, in contrast to a situation when the USV passively waits for the aerial
vehicle to land. This allows the vehicles to potentially perform faster landings,
but at the cost of requiring significant information exchange between them. As
the position of the USV changes unpredictably, the UAV has to be constantly
notified about these changes. In this project, a distributed control solution will
be developed with the goal of handling communication disturbances better
than the nominal solution presented in [1].

1.1 Current Solution
The current solution uses a Model Predictive Control (MPC) algorithm, with
the controller running on the UAV and sending instructions to the USV. That
is, the boat does not compute its own control input, but instead receives it from
the drone. This does not fully utilise the computational power available on the
boat and comes with a few other challenges. In the current setup, the USV
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2 CHAPTER 1. INTRODUCTION

Figure 1.1: The drone used in the project, a DJI Matrice 100 [1].

is not able to act independently of the UAV and relies fully on uninterrupted
communication. If communication is temporarily lost, the boat will either idly
wait for communication to resume or perhaps use an old control input that is
potentially severely outdated. It would be preferable if the boat could instead
e.g. head for the last known position of the drone or follow some earlier plan
that the two vehicles earlier agreed upon. Furthermore, this setup also makes it
more difficult to alter the behaviour of the USV. In e.g. a search and rescue sce-
nario, the USV could perhaps be heading towards people in need of immediate
assistance. If the USVwas responsible for computing its own control inputs, it
could decide to pursue a compromise between assisting the UAV in its landing
and heading towards its prior destination, without any changes having to be
made to the UAV. In the current setup, the UAVmust be adapted to all changes
made to the boat. Especially in search and rescue scenarios, it is crucial that
the boat can act quickly and efficiently, even with imperfect communication.
This is the motivation for investigating a distributed control approach, where
each vehicle is responsible for controlling itself, and restricted information is
exchanged between the vehicles.

1.2 Research Question
The purpose of this project is to investigate the viability of using distributed
control, particularly distributedMPC, for the cooperative rendezvous problem,
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Figure 1.2: The boat used in the original project [1], though not used in this
thesis.

as a replacement for the centralised MPC that is currently in use. The advan-
tages and disadvantages of the distributed approach should be discussed and
demonstrated. All conclusions should be supported by simulation results, and
performance should be verified with hardware-in-the-loop (HIL) simulations
using the on-board computer of the UAV. The used HIL setup is described in
detail later in section 5.1.2.

1.3 Contributions and Outline
In this thesis, the following contributions have been made:

• Derived a distributed MPC for solving a simplified horizontal coopera-
tive rendezvous problem (section 4.2).

• Derived a distributed cascading controller combining computationally
demanding MPC with a fast linear state-feedback controller (section
4.3).

• Tested computational performance of all algorithms compared to the
nominal centralised MPC solution (section 5.2).
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• Tested ability to solve the cooperative rendezvous problem of each algo-
rithm compared to the nominal centralised solution in HIL-simulations
(section 5.3).

The remainder of this thesis will be outlined as follows. In chapter 2, the
notation used throughout this thesis will be described and a brief explanation
of model predictive control (MPC) will be given, followed by a more in-depth
introduction to distributed model predictive control. In chapter 3, models for
the dynamics of the vehicles will be presented, together with constraints put
on the system. In chapter 4, the three different control algorithms used in this
thesis will be introduced. These algorithms consist of the nominal centralised
algorithm, a distributed MPC algorithm, and a cascading control algorithm
combining distributed MPC with linear state feedback control. Chapter 5 will
describe the performed experiments and the obtained results before the thesis
is wrapped up with a discussion of these results in chapter 6 and conclusions
in chapter 7.



Chapter 2

Background

2.1 Notation
Some of the notation that will be used for the remainder of the report is outlined
in this section. Scalar values will be written using regular lower-case letters
(e.g. x), while vectors will be written using a boldface lower-case font (e.g. x).
Matrices will be denoted with capital letters (e.g.A), while calligraphic letters
such as X will represent sets. The superscript T will denote a transpose, as
in AT representing the transpose of A. The symbol R will denote the set of
all real numbers. Variables that exist both in continuous time and in discrete
time will be denoted e.g. x(t) and x[k] respectively. The connection between
the two is given by

x[k] = x(t0 + kTs),

where t0 is the point in time corresponding to k = 0 and Ts is the used sam-
pling frequency. When mentioned, the explicit dependence on k will be omit-
ted, so x[k] will be written as just x. Some variables, such as control inputs or
state estimates, will be computed based on past data. The notation x[k|l] will
then denote that the value of x computed at time k based on data from time
l. A vector constructed using several other vectors will be denoted with a bar
above it, e.g. x̄ =

[
xT0 xT1 . . . xTn

]T . Sometimes such vectors will also be
computed based on past data, e.g.

5



6 CHAPTER 2. BACKGROUND

x̄[k] =


x[k|k]

x[k + 1|k]
...

x[k + n|k]

 .
The superscript (l) will then symbolise the time difference between the two
arguments of the first vector element, as in

x̄[k](l) =


x[k|k − l]

x[k + 1|k − l]
...

x[k + n|k − l]

 .

2.2 Model Predictive Control
An overview of Model Predictive Control (MPC) will be given in this section,
and it should suffice for understanding the rest of the report. However, if the
reader is interested in a different explanation or more information on MPC,
[2] is a good place to start. In MPC, a model of the true system is used to,
at each sampling instant, solve an optimisation problem which results in the
appropriate control action to take. To describe a general case, assume we have
a time-discrete system, with the following model of the dynamics:

xk+1 = f(xk, uk),

where xk is the system’s state at the time instant k, uk is the control input at
the same time instant and xk+1 is the system state at the following time in-
stant. f(·, ·) is here a potentially nonlinear function. This model will be used
to predict future states, based on a measurement of the current true state. For
example, the state x0 might be measured at time k = 0, and then the impact
of some future control inputs u0, ..., uN−1 can be identified by predicting the
future states x1, ..., xN . N is called the prediction horizon, and larger N usu-
ally results in better stability properties, at the cost of longer computational
time for solving the problem described below. In this section only, we will
always denote the current time instant with k = 0, and therefore the initial
state will always be x0. We will also assume that the initial state is known,
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e.g. by measurement. Our objective is to design a control strategy such that a
cost function is minimised. The cost function is usually a quadratic cost, such
as

J(x0, ..., xN , u0, ..., uN−1) =
N−1∑
i=0

(
xTi Qxi + uTi Rui

)
+ xTNPxN ,

where Q and P are positive semidefinite matrices and R is a positive definite
matrix. Usually, there are also constraints on the state variables and control
inputs that should always be satisfied. We will express these constraints in the
general form

xi ∈ X
uj ∈ U ,

where i = 1, ..., N and j = 1, ..., N−1 and X and U are some constraint sets.
Examples of such sets will appear in chapter 3. To find the optimal control
input, we want to solve the following optimisation problem:

minimise
x0,...,xN ,u0,...,uN−1

J(x0, ..., xN , u0, ..., uN−1)

subject to xi+1 = f(xi, ui), i = 0, ..., N − 1

xi ∈ X , i = 0, ..., N

ui ∈ U , i = 0, ..., N − 1.

If the constraints are linear, and a quadratic cost like the one above is used, the
optimisation problem can be solved usingQuadratic Programming (QP). Since
Quadratic Programming is a fast and accurate way of solving an optimisation
problem, it is desirable to formulate one’s problems in this form.

If we assume that the model of our dynamics is perfect, we could use the
computed control inputs u0, ..., uN−1 until the end of the horizon to obtain op-
timal performance within that time-span. However, our model will never be
perfect, because of e.g. unmodelled dynamics or external disturbances. Be-
cause of this, the true state at the next time instant will differ from the com-
puted x1, and this difference will usually be larger for predictions further in
the future. To reiterate, the predicted state at time k = 1 will certainly differ
from the true state at time k = 1. Therefore, using u0, ..., uN−1 will not result
in the predicted state trajectory. Instead, only u0 is applied out of the entire
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computed control trajectory. The computed values for u1, ..., uN−1 are never
used. At the next sampling instant, the entire optimisation is done again, but
with u0, ..., uN−1 taking on potentially different values, and with x0 equal to
a new measurement of the true state. Again, only u0 is applied, and the pro-
cess keeps being repeated. By constantly recomputing control inputs, we are
hopefully able to correct any deviations from the planned state trajectory. As
described extensively in [2], there are several ways of formulating the optimi-
sation problem to guarantee asymptotic stability of one’s system.

2.3 Distributed Model Predictive Control
Distributed Model Predictive Control (DMPC) aims to solve the same prob-
lem as normal MPC, described above in section 2.2. However, instead of there
being one central computer that solves the optimisation problem, several dif-
ferent computers solve their own optimisation problems. This might occur
e.g. when the overall system consists of several subsystems and each subsys-
tem might not have complete information about the other subsystems. In this
thesis, the drone and boat are separate vehicles, and they do not know the state
of each other if it is not transmitted between them. Therefore, it is quite natural
to have them solve their own optimisation problems using only the information
available to them.

DMPC comes with several advantages over a centralised approach, such
as splitting a potentially complex problem into simpler sub-problems or al-
lowing two physically disconnected agents to act independently. However,
the drawbacks include that stability results from centralised MPC stop being
applicable, and that overall system performance can be impaired by the lack
of complete information about the system in the controllers. There are some
DMPC frameworks that, under certain conditions, can achieve centralised per-
formance. In [3], the subsystems exchange information and run several itera-
tions of their optimisation algorithm at each time instant. Given enough com-
putational time, the result gives the same control performance as under the
corresponding centralised MPC framework. An additional advantage of this
method is that stability results for the centralised MPC directly translate to the
decentralised algorithm.

However, to limit the computational burden and necessary information ex-
change at each time-step, algorithms that only perform a single optimisation
per subsystem per time instant have been deemedmore relevant for this project.
Many approaches that manage to ensure recurring feasibility of the optimisa-
tion problem and asymptotic stability of the overall system exist despite these
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restrictions, e.g. [4, 5, 6, 7]. However, most algorithms focus on making the
system track some prespecified reference value, and very few concern them-
selves with problems like the cooperative rendezvous problem. It is called a
rendezvous problem because the vehicles are converging to the same point. It
is the special case of the more general problem where several agents are trying
to reach some common agreement, which is called a consensus problem. One
paper that does deal with this type of problem is [8], which solves both consen-
sus and rendezvous problems for a multiple-agent double-integrator system.
The consensus problem for more general systems with decoupled dynamics
but with coupled constraints and a coupled objective function is addressed in
[9], where both recursive feasibility and asymptotic stability are shown. In the
cooperative rendezvous problem, the two vehicles have separate dynamics, but
common goals and constraints. This makes this paper highly relevant, which
is why it serves as the basis for this work.

The aforementioned framework is extended to the robust case in [10], mean-
ing that it can deal with scenarios where disturbances are present. However,
the analysis is restricted to linear systems, in contrast to the original approach.
Robustness is in this case achieved by using a tube-based MPC approach.
There, the constraints on the nominal state and input are tightened in such
a way that the real state is guaranteed to stay within a robust positively invari-
ant set around the nominal state. That the set is positively invariant means that
the state will never leave the set once it is inside. The word “robust” refers to
the fact that the set retains this property even when the system is under the in-
fluence of disturbances. This ensures that the trajectory of the disturbed state
will always remain within a “tube” around the trajectory of the nominal state.
A slightly different method for ensuring robustness for distributed MPC can
be found in [11]. There, all system constraints are represented by constraints
on the output signal. In the optimisation problem solved by each subsystem,
the output constraints are tighter for the subsystems earlier in the sequence,
and they are tightened further for the predicted states further in the future.
These tightened constraints ensure that there exists a margin for two sources
of error. The first source is the direct impact of the disturbance on the current
subsystem’s state. The second source of error is the mismatch between the
predicted intentions and actual intentions of a subsystem’s neighbours, which
occurs because of the influence of the disturbance. While these approaches
are interesting, the framework from [9] is most relevant for this thesis.



Chapter 3

Models and Constraints

In this chapter, the models used for the dynamics of the UAV and USV will be
presented. For the UAV, the dynamics will be divided into three subsystems—
one describing the horizontal movement of the UAV, another describing its
vertical movement, and a final one describing the dynamics of its orienta-
tion. However, only the horizontal and vertical subsystems will be used in
the rest of the thesis. The dynamics of the USV will be divided into only two
subsystems—one describing the horizontal dynamics and the other describing
the dynamics of its orientation. For simplicity, the USV will be assumed to
have no vertical motion. Later in the chapter, constraints put on the systems
will also be introduced. The constraints will include both design constraints,
intended to make the UAV fly in a safer way, and hard constraints such as
saturation of control signals.

3.1 Frames
There are a few different frames used for describing the motion of the vehicles.
There is the inertial frame, given in coordinates fixed to the Earth and aligned
with the cardinal directions. There are also the body-frames of both the vehi-
cles. The inertial frame and body frame of the UAV are shown in figure 3.1.
The inertial frame is given in East-North-Up coordinates (denoted xe, ye and
ze), while the body frame of the UAV is given in Forward-Left-Up coordinates
(in the figure denoted xb, yb, zb). The body frame of the USV follows the same
convention as the UAV, though it is not shown here. The orientation of the
UAV is defined by its yaw ψ̂ (rotation around body down axis), pitch φ̂ (ro-
tation around body left axis) and roll θ̂ (rotation around body forward axis).
This is also the order of rotation: yaw, pitch, and then roll. ψ̂ = 0 corresponds

10
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to the UAV facing east. For the USV, we neglect both roll and pitch, making
its orientation depend only on the yaw ψ̂b (rotation around its local up axis).

Figure 3.1: The inertial frame and the body frame of the UAV [1].

3.2 UAV Dynamics
In this project, a simplified dynamical model of the drone was used. This
model is the same as the one used in [1], on which this thesis is based. The
reason for this simplification is that complex models entail longer computa-
tional times, which could restrict how long prediction horizons we would be
able to handle. A long prediction horizon is of interest both because it allows
for long-term planning, as well as because it usually improves stability of the
system. p̂x, p̂y and p̂z will denote the position of the UAV along the global x, y
and z axes, while û, v̂ and ŵ will denote the velocities along the corresponding
axes. As mentioned, the pitch of the UAV is denoted with φ̂, the roll with θ̂
and the yaw with ψ̂. The angular velocities corresponding to these angles are
denoted ω̂1, ω̂2 and ω̂3 respectively. The simplified, but still nonlinear, model
is then given by:
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d

dt

p̂x(t)p̂y(t)

p̂z(t)

 =

1 0 0

0 1 0

0 0 1

 û(t)

v̂(t)

ŵ(t)

 (3.1)

d

dt

 û(t)

v̂(t)

ŵ(t)

 =−

0

0

g

−
kdx 0 0

0 kdy 0

0 0 kdz

 û(t)

v̂(t)

ŵ(t)



+


cos ψ̂(t) tan θ̂(t) + sin ψ̂(t) tan φ̂(t)

cos θ̂(t)

sin ψ̂(t) tan θ̂(t)− cos ψ̂(t) tan φ̂(t)

cos θ̂(t)

1

(g +
1

τw
(kwwdes(t)− ŵ(t))

)
(3.2)

d

dt

φ̂(t)

θ̂(t)

ψ̂(t)

 =

1 0 0

0 1 0

0 0 1

ω̂1(t)

ω̂2(t)

ω̂3(t)

 (3.3)

d

dt

ω̂1(t)

ω̂2(t)

ω̂3(t)

 =−

ω2
φ 0 0

0 ω2
θ 0

0 0 ω2
ψ


φ̂(t)

θ̂(t)

ψ̂(t)

−
2ωφξφ 0 0

0 2ωθξθ 0

0 0 1
τψ

ω̂1(t)

ω̂2(t)

ω̂3(t)



+

kφω2
φ 0 0

0 kθω
2
θ 0

0 0
kψ
τψ


φdes(t)θdes(t)

ψdes(t)

 , (3.4)

where wdes, φdes, θdes and ψdes are control signals and the remaining symbols
are parameters. This dynamical system can be re-written to state-space form.
Looking at the differential equations in (3.2), the system is clearly non-linear,
as a cause of terms such as cos ψ̂(t). However, it can still be expressed as a
linear state space system if the inputs are defined as follows:

ax(t) =

(
cos ψ̂(t) tan θ̂(t) +

sin ψ̂(t) tan φ̂(t)

cos θ̂(t)

)(
g +

1

τw
(kwwdes(t)− ŵ(t))

)

ay(t) =

(
sin ψ̂(t) tan θ̂(t)− cos ψ̂(t) tan φ̂(t)

cos θ̂(t)

)(
g +

1

τw
(kwwdes(t)− ŵ(t))

)
.

The above dynamics can be divided up into three subsystems: a horizontal
subsystem, a vertical subsystem, and an angular subsystem. As the names
imply, the horizontal system is concerned with the horizontal motion of the
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UAV, while the vertical system is concerned with the vertical motion, and the
angular system is concerned with the UAV’s orientation. The indices h, v, and
awill be used to respectively denote variables associated with each subsystem.
The states of these subsystems are defined as

xh(t) =


p̂x(t)

p̂y(t)

û(t)

v̂(t)


xv(t) =

[
p̂z(t)

ŵ(t)

]

xa(t) =



φ̂(t)

θ̂(t)

ψ̂(t)

ω̂1(t)

ω̂2(t)

ω̂3(t)


.

Clearly, using ax(t) and ay(t) as control inputs, the sub-systems are linear but
coupled to each other. Namely, xh(t) is influenced by both xv(t) and xa(t)

through ax(t) and ay(t). The other two sub-systems can, however, be con-
trolled independently. However, in section 4.1.4 it will be shown why in prac-
tice the sub-systems can be treated as fully decoupled, using one simple trick.
Before that, the discrete-time equivalent of this system will be found. Since
the model predictive control algorithms will be performed by computers work-
ing in discrete-time, the discrete dynamics of the system need to be found to
predict the evolution of the states. The state-space representation of the con-
tinuous systemwill not be written explicitly here since they are straightforward
to find and do not provide relevant information. To discretise the system, the
method from [12] will be used. This method assumes zero-order hold on the
control signals and that a constant sampling frequency is used. The dynamics
of the discrete-time subsystems will be denoted in the following way:

xh[k + 1] =Ahxh[k] +Bhuh[k] (3.5)
xv[k + 1] =Avxv[k] +Bvwdes[k] (3.6)

xa[k + 1] =Aaxa[k] +Ba

φdes[k]

θdes[k]

ψdes[k]

 , (3.7)
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where uh =
[
ax[k] ay[k]

]T . From this point on, the explicit dependence on
k will be omitted when referring to the state variables. For example, xh will
regularly be used instead of xh[k].

3.3 USV Dynamics
In this project, the dynamics of the USV will be severely simplified compared
to [1]. This will significantly simplify and speed up the simulation of the al-
gorithms. However, during the design process, it will be taken into account
that the boat is much slower than the drone, because of its larger mass and
moment of inertia. For more realistic dynamical models of USVs, please refer
to [13]. Here, the boat is assumed to have no vertical motion, which in real-
ity will be present because of e.g. waves. This assumption is justified by the
fact that the performance of the vertical controller and state estimator is not
relevant for this thesis. The comparisons between centralised and distributed
control algorithms will concern only the horizontal dimensions, rendering the
accuracy of the vertical control relevant for little else than practical tests. The
position of the USV along the global x and y-axis is denoted p̂x,b and p̂y,b re-
spectively, and its velocities along the same axes are then called ûb and v̂b. The
yaw (rotation around global up-axis) of the boat is denoted ψ̂b. The simplified
time-continuous horizontal dynamics of the USV-model are then given by

d

dt

[
p̂x,b(t)

p̂y,b(t)

]
=

[
ûb(t)

v̂b(t)

]
d

dt

[
ûb(t)

v̂b(t)

]
=

[
cos ψ̂b(t)

sin ψ̂b(t)

]
T (t)

˙̂
ψb(t) =ω̂b(t)

˙̂ωb(t) =− ω2
ψb
ψ̂b(t)−

1

τb
ωψb +

kb
τb
ψb,des(t)

where T (t) is the forward acceleration caused by the USV’s propulsion system
and ψb,des is another control input. All other symbols are parameters. By
defining the control signals

ax,b(t) = cos ψ̂b(t)T (t)

ay,b(t) = sin ψ̂b(t)T (t),
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in addition to ψb,des(t), these dynamics can be written on linear state-space
form. The state of the horizontal and angular subsystems will consist of the
variables

xb(t) =


p̂x,b(t)

p̂y,b(t)

ûb(t)

v̂b(t)


xb,a(t) =

[
ψ̂b(t)

ω̂b(t)

]
.

However, for simplicity, only the horizontal subsystem will be considered, and
ax,b and ay,b will be assumed to be controllable directly. By using the same
discretisation procedure as for the UAV, namely the method described in [12],
one can obtain the time-discrete dynamics of this system. The matrices de-
scribing these dynamics will be denoted as

xb[k + 1] = Abxb[k] +Bbub[k], (3.8)

where

ub[k] =

[
ax,b[k]

ay,b[k]

]
.

Please note that ûb(t) denotes the velocity of the USV in the x-direction, and
should not be confused ub above, which is the vector of control inputs to the
USV.

3.4 Constraints
There are many constraints put on the system. Some are hard constraints,
such as limits on achievable control signals. Others are safety constraints put
on the drone and boat to avoid dangerous scenarios and therefore guarantee a
safe landing. All these constraints are taken from [1].

3.4.1 Safety Constraints
The boat has a designated area for the drone to land on, but it has protruding
parts, such as antennas, in other regions. To avoid collision with any of these
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parts, a region around the USV is marked as unsafe and the UAV is constrained
to avoid it. An illustration of this region can be seen in figure 3.2.

Figure 3.2: The region with stripes is marked as dangerous and the UAV is
constrained to not enter it in the MPC formulation. Image source from [14].

This region cannot be described by a single set of linear constraints. Instead,
two different constraint regions, as illustrated in figures 3.3 and 3.4, of which
only one is active at a time, will be used. Once the horizontal distance be-
tween the UAV and USV falls below the safe landing distance ds, the region
in figure 3.3 is replaced by the region from figure 3.4. How this change occurs
is explained below.
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Figure 3.3: The region ensuring that the UAV flies at a safe height. Image
source from [14].

Figure 3.4: The region ensuring that the UAV avoids parts protruding from
the boat when landing. Image source from [14].
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In this project, the constrained region has assumed to be rotationally sym-
metric around the vertical axis. How to describe a more general polyhedron
is explained in [1]. Since the constraints will be rotationally symmetric, we
introduce the distance variable d̂ =

√
(p̂x − p̂x,b)2 + (p̂y − p̂y,b)2. The nota-

tion ĥ will be used to denote the vertical distance between the UAV and USV.
Because the USV is assumed to have no vertical motion, ĥ = p̂z will hold
throughout this report. ĥ is only introduced to make the notation as general as
possible. The safety region in figure 3.3 is clearly given by the constraint

ĥ ≥ hs ⇔ −ĥ ≤ −hs. (3.9)

The constraints describing the region in fig 3.4 are slightly more complicated,
and are given by

[
hs dl − ds
0 −1

][
d̂

ĥ

]
≤
[
hsdl

0

]
. (3.10)

We represent which set of constraints is active with a variable b[k+i|k], where
i = 0, ..., N . If the set of constraints (3.9) is active, we say that b[k+ i|k] = 0.
On the other hand, if the constraints (3.10) are active, we say that b[k+i|k] = 1.
The binary variable is set as follows:

b[k + i|k] =

{
1, if d̂[k + i|k] < ds

0, if d̂[k + i|k] ≥ ds.

b[k+ i|k] then simply represents the truth value of whether the UAV and USV
are predicted to be within safe landing distance or not. For convenience, the
explicit dependence on k and i will from now on be omitted when referring
to b. We can incorporate the binary variable into the safety constraints so that
it activates or deactivates the appropriate constraints. The augmented con-
straints can then be written as

[
bhs dl − ds
0 −1

][
d̂

ĥ

]
≤
[

dlhs
−(1− b)hs

]
. (3.11)

When b = 1, constraints (3.11) are equivalent to (3.10). When b = 0 instead,
the constraint in the first row of (3.11) is always satisfied and the second row is
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equivalent to constraint (3.9). This holds because the distance d̂ is by definition
non-negative. We can then define the safe state set

Xsafe(d, b) = {x =
[
h w

]T
: (3.11) holds with d̂ = d, ĥ = h}.

Note that this constraint set is formulated as a constraint on the height h, given
the distance d. Why we assume that the distance is already known, while the
height is not, will be explained further on in section 4.1.

3.4.2 Touchdown Constraints
In addition to guaranteeing a safe landing, it is also desirable that the landing
should be soft, so that the UAV is not damaged during touchdown. To achieve
this, two constraints are formulated:

ŵ ≥wmin (3.12)
ŵ ≥− k1h+ wmin,land, (3.13)

where wmin < 0, wmin,land < 0 and k1 > 0. wmin specifies the global max-
imum descent speed while wmin,land is the maximum descent speed just as
the UAV touches down. They both have the subscriptmin as they are negative
lower bounds on the vertical velocity of the UAV. k1 is a constant that specifies
how much faster the UAV is allowed to descend the higher up it is. Using the
subscript td, which stands for touchdown, we define the following constraint
set:

Xtd = {xv =
[
pz w

]T
: ŵ = w satisfies (3.12), (3.13)}

3.4.3 Vertical Input Constraints
The following constraints will also be put on the input signal:

wmax ≥ wdes ≥ wmin, (3.14)

where wmax > 0 is some upper bound on the desired vertical velocity. The
vertical input constraint set can then be defined as

Uv = {wdes : (3.14) is satisfied}.
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3.4.4 Horizontal State Constraints
Since the bulk of the constraints are handled in the vertical problem, the only
state constraints in the horizontal problem are the constraints on the UAV’s
velocity. Ideally, those constraints would be formulated as

û2 + v̂2 ≤ v2
max, (3.15)

where vmax > 0 is the maximum allowed velocity of the UAV. However, such
a constraint is clearly quadratic, while we require linear constraints so that our
problem is a QP, as described earlier in section 2.2. This constraint is therefore
linearised, resulting in the following set of constraints:

−vmax√
2
≤û ≤ vmax√

2
(3.16)

−vmax√
2
≤v̂ ≤ vmax√

2
. (3.17)

The purpose of the velocity constraints on the vehicles are not as much to
increase safety as to make sure that the drone moves in a way that makes the
linearised model not differ too much from the true dynamics. This will be
especially important for future assumptions made in section 4.1.4, where we
describe the method by which command angles are computed. The method
relies on the assumption that the pitch and roll angles are small, which they
only are when the horizontal speed of the UAV is low.

The quadratic constraint (3.15) can be visualised as constraining
[
u v

]T
to a circular region with radius vmax, while the linearised constraints approx-
imate the region with a square enclosed within it, as shown in figure 3.5. The
constraint set for the linear velocity constraints can be written as

Xh =
{[
û v̂

]T
: (3.16) and (3.17) hold

}
Similarly, the corresponding constraints for the USV,

−vmax,b√
2
≤ ûb ≤

vmax,b√
2

(3.18)

−vmax,b√
2
≤ v̂b ≤

vmax,b√
2
, (3.19)
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vmax

vmax

−vmax

−vmax

Figure 3.5: The nonlinear region (circle) is approximated by linear constraints
(square), ensuring that the velocity never surpasses maximum threshold.

are captured by the constraint set

Xb =
{[
ûb v̂b

]T
: (3.18) and (3.19) hold

}
.

3.4.5 Horizontal Input Constraints
The inputs to the horizontal subsystems are also constrained. The allowed ac-
celeration of the UAV and USV are respectively bounded by the strictly pos-
itive parameters amax and amax,b. By using the same linearisation as for the
velocity in subsection 3.4.4, the constraints can be written as
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−amax√
2
≤ax ≤

amax√
2

(3.20)

−amax√
2
≤ay ≤

amax√
2

(3.21)

−amax,b√
2
≤ax,b ≤

amax,b√
2

(3.22)

−amax,b√
2
≤ay,b ≤

amax,b√
2
, (3.23)

and the constraint sets can be defined as

Uh ={uh =
[
ax ay

]T
: (3.20) and (3.21) hold},

Ub ={ub =
[
ax,b ay,b

]T
: (3.22) and (3.23) hold}.



Chapter 4

Control Algorithms

In this chapter, three distinct control algorithms will be presented. The first
will be the so-called centralised algorithm, which is made to imitate the orig-
inal algorithm from [1] and will be used as a benchmark for comparing the
other algorithms. The other two algorithms will be using some form of dis-
tributed control. The first one will be called Distributed Cooperative Landing
(DCL) algorithm, or simply distributed algorithm. It is a straightforward ap-
plication of distributed MPC. The second distributed algorithm, referred to as
the Cascading Control (CC) algorithm or simply cascading algorithm, uses a
combination of distributed MPC and linear state-space feedback as an attempt
to allow for longer prediction horizons.

4.1 Centralised MPC
The centralised algorithm is designed so that it consists of twoMPCproblems—
one for controlling the horizontal motion of the UAV and one for controlling its
verticalmotion. The benefits of this divisionwill not be discussed here, but can
instead be found in [1]. The notation x̄, with index either h or b, will be used to
denote the vector containing state estimates x̂[k|k] to x̂[k+N |k], as described
in the notation overview in section 2.1. Similarly, ū, also with index h or b,
will denote the vector with elements ranging from u[k|k] to u[k +N − 1|k].

4.1.1 Centralised Horizontal Problem
Other than the above notation, the two following definitions will also be used:

23
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e(k, i) =x̂h[k + i|k]− x̂b[k + i|k] (4.1)

Jc(x̄h, x̄b, ūh, ūb) =
N−1∑
i=0

{ e(k, i)TQe(k, i)

+ uTh [k + i|k]Rhuh[k + i|k]

+ uTb [k + i|k]Rbub[k + i|k] }
+ e(k,N)Pe(k,N). (4.2)

Here, the index c stands for centralised and implies that Jc(x̄h, x̄b, ūh) is the
cost function of the centralised horizontal problem. Furthermore, Q and P
are positive semidefinite matrices, and both Rh and Rb are positive definite
matrices. e(k, i) is the horizontal difference in state between the UAV and
USV, which we want to bring close to 0. It is important to note that neither
x̂h nor x̂b contain the complete state of the respective vehicle. These vectors
only contain information about the position and velocity of the vehicle, which
allows us to take the difference between them. The optimisation problem to
solve is then given by

minimise
ūh,ūb

Jc(x̄h, x̄b, ūh, ūb)

subject to
x̂h[j + 1|k] = Ahx̂h[j|k] +Bhuh[j|k],

x̂b[j + 1|k] = Abx̂b[j|k] +Bbub[j|k],

j = k, k + 1, ...., k +N − 1 (4.3)
x̂h[k + i|k] ∈ Xh, i = 0, 1, ..., N

x̂b[k + i|k] ∈ Xb, i = 0, 1, ..., N

uh[k + i|k] ∈ Uh, i = 0, 1, ..., N − 1

ub[k + i|k] ∈ Ub, i = 0, 1, ..., N − 1.

4.1.2 Vertical Problem
Let
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d =


d[k|k]

d[k + 1|k]
...

d[k +N |k]

 (4.4)

b =


b[k|k]

b[k + 1|k]
...

b[k +N |k]

 . (4.5)

The vertical problem will be solved after the horizontal problem (either cen-
tralised or distributed) is solved, and the predicted horizontal distance trajec-
tory d and predicted binary variable trajectory b will therefore already be
known, which makes them available for use. Let x̄v be the vector with el-
ements from x̂v[k|k] to x̂v[k + N |k]. Similarly, ūv will contain elements
ranging from wdes[k|k] to wdes[k +N − 1|k]. Additionally, we define

Jv(x̄v, ūv) =
N−1∑
i=0

{ b[k + i|k]x̂Tv [k + i|k]Qvx̂v[k + i|k]

+ ûTv [k + i|k]Rvûv[k + i|k] }
+ b[k +N |k]x̂Tv [k +N |k]Pvx̂v[k +N |k],

where Qv and Pv are positive semidefinite matrices while Rv is a positive
definite matrix. The vertical MPC problem is then given by

minimise
ūv

Jv(x̄v, ūv)

subject to
x̂v[j + 1|k] = Avx̂v[j|k] +Bvwdes[j|k],

j = k, k + 1, ..., k +N − 1

x̂v[k + i|k] ∈ Xsafe(d[k + i|k], b[k + i|k]), (4.6)
i = 1, 2, ..., N

x̂v[k + i|k] ∈ Xtd, i = 1, 2, ..., N

wdes[k + i|k] ∈ Uv, i = 1, 2, ..., N.

Notice how both safety constraints and touchdown constraints are handled by
the vertical problem. Notice also how the binary variable is incorporated into
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the cost function. If the UAV is not at a safe landing distance and b = 0, the
difference in vertical state between the vehicles will not be penalised. Only
when the vehicles are close enough to land will the height distance contribute
to the cost function, causing the height to be minimised in the optimisation
problem.

4.1.3 Centralised Algorithm
Below we present the centralised algorithm, where the UAV is responsible for
all computations and sends control signals over to the USV. The only respon-
sibility of the USV is to receive and execute these control signals, as well as
continuously send messages containing its current state to the UAV. This al-
gorithm is a simplified implementation of the algorithm described in [1].

1 while No data from USV received do
2 Hover in place ;
3 end
4 Set k = 0;
5 while Has not landed do
6 Receive state x̂b from USV ;
7 Solve centralised problem (4.3) ;
8 Calculate d and b based on state trajectories x̄h and x̄b;
9 Solve vertical problem (4.6) ;

10 Apply control signals uh[k|k] and wdes[k|k] ;
11 Transfer ub[k|k] to USV ;
12 Increment k;
13 end

Algorithm 1: Centralised Algorithm

The most important characteristic of this algorithm is how the horizontal and
vertical problems are solved separately. Based on the solution of the horizontal
problem, the horizontal distance between the UAV and USV can be predicted,
resulting in the distance trajectoryd and the binary variable trajectory b. These
two trajectories are then used in the solution of the vertical problem. Note that
control inputs are not applied until both problems have been solved. This is
crucial for converting between our assumed control inputs ax and ay to our
actual control inputs, φdes, θdes and ψdes. More on this in the section just
below.
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4.1.4 Finding Command Angle
So far, we have treated the problem as if we can control ax and ay directly,
while in fact we can only control φdes, θdes, ψdes, and wdes. However, without
assuming direct control over ax and ay, the UAV dynamics would not be lin-
ear (see equation (3.2)) and solving the MPC problem would be much more
demanding. Therefore, we find the desired ax and ay using the MPC formula-
tion above, and after the fact compute what values we should use for φdes, θdes,
ψdes, and wdes to achieve the desired acceleration. To achieve this, we require
some additional assumptions. First, we assume that the yaw ψ = 0. Since
the UAV’s dynamics are symmetric around its local z-axis, changing its yaw
has no impact on what motions the UAV can perform. Having a non-zero yaw
does nothing other than requiring us to perform more cumbersome calcula-
tions to find the desired pitch and roll. Therefore, we leave the yaw unchanged
during the entire flight. Further, we also assume that the pitch φ̂ and roll θ̂ are
both sufficiently small so that the following approximations can be used, for
α ∈ {φ̂, θ̂}, β ∈ {φ̂, θ̂}:

cosα ≈1

sinα ≈α
tanα ≈α
αβ ≈0.

The three first approximations are all the first-orderMaclaurin expansion of the
corresponding trigonometric function. By the definitions from section 3.2,

ax =

(
cos ψ̂ tan θ̂ +

sin ψ̂ tan φ̂

cos θ̂

)(
g +

1

τw
(kwwdes − ŵ)

)

ay =

(
sin ψ̂ tan θ̂ − cos ψ̂ tan φ̂

cos θ̂

)(
g +

1

τw
(kwwdes − ŵ)

)
,

which, using the above approximations, gives us
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ax ≈
(

tan θ̂ + ψ̂φ̂
)(

g + 1
τw

(kwwdes − ŵ)
)

ay ≈
(
ψ̂θ̂ − tan(φ̂)

)(
g + 1

τw
(kwwdes − ŵ)

)
=⇒

ax ≈ tan θ̂
(
g + 1

τw
(kwwdes − ŵ)

)
ay ≈ − tan φ̂

(
g + 1

τw
(kwwdes − ŵ)

)
=⇒

θ̂ ≈ arctan ax
g+ 1

τw
(kwwdes−ŵ)

φ̂ ≈ arctan −ay
g+ 1

τw
(kwwdes−ŵ)

.

Both ax and ay are obtained by solving the horizontal problem, while wdes
is found by solving the vertical problem. Since both the problems are solved
before any control inputs are applied, the desired φ and θ can be found from
the above equations. Once the desired angles are known, one can find what
values of φdes and θdes that should be chosen to achieve the desired orientation.
For simplicity, in this project we have chosen to simply use

θdes = arctan
ax

g + 1
τw

(kwwdes − ŵ)

φdes = arctan
−ay

g + 1
τw

(kwwdes − ŵ)
,

neglecting the angular dynamics described earlier in equations (3.3) and (3.4).
While this might seem like a rough approximation, it is sufficient for the goals
of this project, as will be seen when the results are presented later.

4.2 Distributed MPC
As mentioned in the introduction, Distributed MPC methods can differ sub-
stantially based on the relationship between the subsystems in the complete
system. In this case, the two subsystems have entirely decoupled dynamics1,
but coupled constraints and objective function. It is easy to see from sections
3.2 and 3.3 that the derivatives of the UAV state variables only depend on the
state variables and control inputs also belonging to the UAV, and that the cor-
responding relationship holds for the dynamics of the USV as well. Since the

1In reality, the dynamics might not be perfectly decoupled, but our simplified model does
not consider e.g. the effects of the USV on wind and air dynamics surrounding the landing
UAV. This is why the dynamics in our model are perfectly decoupled.
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rendezvous-problem is fully cooperative, the UAV and USV have the same
objective function, and it can clearly be seen in (4.2) that this objective func-
tion depends on state variables and control inputs from both subsystems. The
coupling of the constraints is most easily seen in the safety constraints (3.11),
where the distance d̂ between the vehicles clearly depends on the state of both
subsystems, namely on the position of both the USV and the UAV.

4.2.1 Asymptotically Stable Method
An algorithm designed specifically for multi-agent systems with decoupled
dynamics, but coupled objective and constraints, is presented in [9]. The
method used in this paper is heavily inspired by this algorithm, which is why
an overview of this algorithm is given here. However, this section is not neces-
sary for understanding the rest of the thesis and serves more like a motivation
for the developed algorithms. Let

x̂ =
[
x̂Th x̂Tv x̂Tb

]T
X0 ={x̂ : e = 0, p̂z − p̂z,b = 0},

where e is the state error between the UAV and USV defined in equation
(4.1). The goal of the cooperative landing problem can then be summarised
as achieving x̂ ∈ X0.

The algorithm in [9] ensures asymptotic stability of the systemwith respect
to X0, as long as all necessary assumptions of the algorithm are satisfied. In
brief, this guarantee is ensured by two assumptions. The first is that there ex-
ists a terminal region Xf and corresponding auxiliary control law kloc(x̂) that
renders the region invariant with respect to the system, as well as guarantees
the satisfaction of all state- and input constraints. The second assumption is
that there exists an initial solution to the chosen optimisation problem such
that x̂[k + N |k] ∈ Xf . With these assumptions, the authors of [9] show that
X0 is attractive with respect toXf and, by extension, also asymptotically stable
when using the proposed algorithm. Two crucial steps that allow the algorithm
to achieve this are the following. First of all, all subsystems solve their local
optimisation problem one at a time, and after solving the problem, the pre-
dicted state trajectory of that subsystem is sent to all other subsystems. The
second step involves comparing the performance of the intended control ac-
tion computed by the MPC with the performance of the auxiliary control law
kloc(x̂). In essence, whichever control strategy proves to have the best perfor-
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mance is chosen. In this way, the used control strategy will always be at least
as good as the auxiliary control law.

Despite guaranteeing stability, this method has drawbacks. While finding
the terminal set Xf and the corresponding control law should be relatively
straightforward, see e.g. [15], the resulting control law would likely be conser-
vative and not provide the best possible performance. This is since the control
law is constrained by the additional guarantees it must satisfy, namely the two
assumptions described above. It is possible that there exist control actions
that do not satisfy the additional constraints, but nevertheless allow for a bet-
ter landing. The reader will see that the distributed algorithm that was used in
this thesis resulted in satisfactory convergence, despite there not existing any
theoretical guarantees for it. This algorithm imitates the algorithm from [9] in
the way that the two vehicles only share their predicted state trajectories with
each other. The algorithm is presented fully in section 4.2.3 and will take into
account time delays caused by communication between the UAV and USV.
Before then, the local optimisation problems solved by the two vehicles are
defined below.

4.2.2 Distributed Horizontal Problem
Let l denote the time delay between computation of the predicted trajectory
and the reception of this trajectory by the other vehicle, measured in the num-
ber of sampling periods. Because of this time delay, it will be necessary to
approximate the state trajectory beyond the prediction horizon of the MPC
problems. There are many ways of doing this, but here we will use the simple
assumption that y[k+m|k] = y[k+N |k], ∀m > N . Recall that x̄(l)

h denotes
the vectors with elements from x̂h[k|k− l] to x̂h[k+N |k− l], and the similar
definition of x̄(l)

b . Let us introduce
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êuav(k, i) =x̂h[k + i|k]− x̂b[k + i|k − l]
êusv(k, i) =x̂b[k + i|k]− x̂h[k + i|k − l]

Juav(x̄h, x̄
(l)
b , ūh) =

N−1∑
i=0

{ êTuav(k, i)Quavêuav(k, i)

+ uTh [k + i|k]Ruavuh[k + i|k] }
+ êTuav(k,N)Puavêuav(k,N)

Jusv(x̄b, x̄
(l)
h , ūb) =

N−1∑
i=0

{ êTusv(k, i)Qusvêusv(k, i)

+ uTb [k + i|k]Rusvub[k + i|k] }
+ êTusv(k,N)Pusvêusv(k,N).

Then, the optimisation problem solved by the UAV in the distributed case is
given by

minimise
ūh

Juav(x̄h, x̄
(l)
b , ūh)

subject to
x̂h[j + 1|k] = Ahx̂h[j|k] +Bhuh[j|k], (4.7)
j = k, k + 1, ...., k +N − 1

x̂h[k + i|k] ∈ Xh, i = 0, 1, ..., N

uh[k + i|k] ∈ Uh, i = 0, 1, ..., N − 1

and the optimisation problem solved by theUSV in the distributed case is given
by

minimise
ūb

Jusv(x̄b, x̄
(l)
h , ūb)

subject to
x̂b[j + 1|k] = Abx̂b[j|k] +Bbub[j|k], (4.8)
j = k, k + 1, ...., k +N − 1

x̂b[k + i|k] ∈ Xb, i = 0, 1, ..., N

ub[k + i|k] ∈ Ub, i = 0, 1, ..., N − 1.
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4.2.3 Distributed Cooperative Landing Algorithm
Below we present the distributed cooperative landing (DCL) algorithm, which
actually consists of two algorithms (one for each vehicle). Note that both the
UAV and USV must know how old the data they receive from each other is.
To achieve this, the vehicles could attach to each message information about
at what point in time it was sent. This would require the clocks on the two
vehicles would have to be synchronised, which is the case in the experimental
setups used in this project. In other situations, the vehicle might need to find
other ways to synchronise their clocks, or simply treat all received data as up
to date, at the cost of some performance.

1 while No data from USV received do
2 Hover in place;
3 end
4 Set k = 0;
5 while Has not landed do
6 Construct x̄(l)

b from latest received USV trajectory;
7 Solve distributed UAV problem (4.7);
8 Calculate d and b based on x̄

(l)
b and x̄h;

9 Solve vertical problem (4.6);
10 Apply control signals uh[k|k] and wdes[k|k];
11 Transfer predicted trajectory x̄h to USV;
12 Increment k;
13 end

Algorithm 2: UAV Distributed Algorithm

1 while No data from UAV received do
2 Nothing;
3 end
4 Set k = 0;
5 while UAV has not landed do
6 Construct x̄(l)

h from latest received UAV trajectory;
7 Solve distributed USV problem(4.8);
8 Apply control signal ub[k|k] ;
9 Transfer predicted trajectory x̄b to UAV;

10 Increment k;
11 end

Algorithm 3: USV Distributed Algorithm
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These algorithms do not differ substantially from the centralised algorithm
introduced earlier. The computational burden is here divided between theUAV
andUSV,which is expected to allow for using a longer prediction horizon since
the UAV should have resources to spare for computations with the additional
variables. This comes at the cost of increased information exchange. In the
centralised algorithm, the UAV transmitted a control input to the USV, which
simply sent back its most recent state estimate. In the DCL algorithm, both
vehicles need to send their predicted state trajectories to each other. Luckily
this still a sufficiently small amount of information to not cause any noticeable
difficulties with transmission.

4.3 Cascading Control Algorithm
Aweakness of the DCL algorithm is that it requires that the UAV and USV fre-
quently update each other with their most recent predicted trajectories. With
this approach, messages will be sent at the rate of the sampling frequency.
Such rapid communication can cause problems with increased battery drain-
ing, see e.g. [16]. The experimental setup used in this project (described in
the next chapter) luckily does not noticeably suffer from frequent communi-
cation but requiring a high sampling rate does constrain the potential length
of the prediction horizon that can be used. The same problem is present for
the centralised problem as well. In an attempt to allow for longer prediction
horizons, an alternative algorithm is proposed here.

A common approach to reducing the required communication in systems
with multiple agents is to use event-triggered control. In e.g. [17], [18], or
[19], measurements of the true states are only communicated to the concerned
subsystems once the true state deviates too much from the predicted state tra-
jectory. Moving away too far from the predicted trajectory is the event that
triggers the exchange of information. These algorithms are not directly appli-
cable for the Cooperative Landing Problem, but the Cascading Control (CC)
algorithm does draw inspiration from them. We want a prediction horizon
that is as long as possible for our distributed problem. If we assume that the
state trajectories planned by theMPC problems result in an asymptotically sta-
ble landing when followed exactly, it is natural to use an inner controller that
makes the vehicles follow the planned trajectory, while the large optimisation
problem is planning a new trajectory in the background. That is, a parallel pro-
cess can be used for solving the optimisation problem (we call this the outer
controller), while an inner controller is running in the main process. This al-
lows the solution of the optimisation problem to take several iterations, making
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longer prediction horizons possible. The output of the outer controller is then
a desired state trajectory, and the inner controller makes sure to follow this
trajectory. There are no formal results showing that this algorithm results in
asymptotically stable behaviour, but with a sufficiently good inner controller,
we expect the performance to be similar to what the DCL would be able to
achieve with longer prediction horizons.

Let Kh(x̂h) and Kb(x̂b) be the inner control laws for the horizontal prob-
lem of the UAV and USV respectively, while Kv(x̂v) is the inner control law
for the vertical problem. Furthermore, let ηk ≤ k, βk ≤ k and υk ≤ k be
the most recent time instants at which the horizontal UAV problem, the hori-
zontal USV problem and the vertical problem were solved respectively. These
control laws are given by

Kh(x̂h[k|k], x̂h[k|ηk]) =Ch(x̂h[k|ηk]− x̂h[k|k])

Kb(x̂b[k|k], x̂b[k|βk]) =Cb(x̂b[k|βk]− x̂b[k|k])

Kv(x̂v[k|k], x̂v[k|υk]) =Cv(x̂v[k|υk]− x̂v[k|k]).

Ch, Cb and Cv are constant matrices of appropriate dimensions chosen such
that the poles of the linearised systems (3.5), (3.6) and (3.8) are placed in some
desired positions. In this project, all subsystems were chosen to have two poles
in 0.5 and two in −0.5.

Assume that we want to solve the optimisation problem once every c it-
erations. We can then solve the optimisation problems only on the iterations
where k is divisible by c, namely when modulo(k, c) is 0. Once the problem
has been solved, the UAV should transfer its most recent predicted trajectory
to the USV. This is equivalent to sending the predicted trajectory if and only
if k is equal to ηk. Similarly, the USV transfers its predicted trajectory to the
UAV once k is equal to βk. The modified algorithms for controlling the UAV
and USV using cascading control are then given below. The lines that have
been added—or changed most notably—compared to the previous algorithms
(2 and 3) have been highlighted. The remaining lines are mostly unchanged
compared to the regular distributed algorithms. The new algorithms are:
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1 while No data from USV received do
2 Hover in place;
3 end
4 Solve distributed UAV problem (4.7) ;
5 Set k = 1;
6 while Has not landed do
7 Construct x̄(l)

b from latest received USV trajectory;
8 Construct x̄(k−ηk)

h from x̄h[ηk];
9 if modulo(k,c) is 0 then

10 Start solving distributed UAV problem (4.7) in parallel;
11 Calculate d and b based on x̄(l)

b and x̄(k−ηk)
h ;

12 Start solving vertical problem (4.6) in parallel;
13 end
14 if k is equal to ηk then
15 Transfer predicted trajectory x̄h to USV;
16 end
17 Apply Kh(x̂h[k|k], x̂h[k|ηk]) to the horizontal subsystem;
18 Apply Kv(x̂v[k|k], x̂v[k|υk]) to the vertical subsystem ;
19 Increment k;
20 end

Algorithm 4: UAV Cascading Distributed Algorithm

1 while No data from UAV received do
2 Nothing;
3 end
4 Solve distributed USV problem (4.8) ;
5 Set k = 1;
6 while UAV has not landed do
7 Construct x̄(l)

h from latest received UAV trajectory;
8 Construct x̄(k−βk)

b from x̄b[βk] ;
9 if modulo(k,c) is 0 then

10 Start solving distributed USV problem (4.8) in parallel;
11 end
12 if k is equal to βk then
13 Transfer predicted trajectory x̄b to UAV;
14 end
15 Apply control signal Kb(x̂b[k|k], x̂b[k|βk]) ;
16 Increment k;
17 end

Algorithm 5: USV Cascading Distributed Algorithm
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Experiments and Results

5.1 Experimental Setups
The simulation experiments were performed using two different setups, both
with advantages and disadvantages. Some simulations were performed en-
tirely on one machine, and this setup is called the local setup. By removing
the need for communication between machines, this setup allowed for testing
the computational time of different algorithms without having to worry about
unpredictable effects of communication delays or other influences caused by
wireless communication. The second setup, called the Hardware-in-the-loop
(HIL) setup, used both the local computer and the on-board computer of the
UAV. This allowed for testing the algorithms under more realistic circum-
stances without having to actually perform a field experiment and fly the drone.

Two computers were in total used for all the experiments. One was a laptop
on the ground, which was a Dell Latitude E6230 running Ubuntu 16.04. The
second machine was the on-board computer on the UAV, a NUC 7i7BNB, also
running Ubuntu 16.04. This computer was also running the low-level drone
control (software on the drone converting from command angles to input to
the rotors). The machines communicated with each other using ROS (Robot
Operating System) [20], Kinetic Kane distribution. The solver OSQP[21], spe-
cialised in quadratic programming, was used for solving the optimisation prob-
lems. It was mainly used with the help of CVXPY [22][23], a modelling lan-
guage making it easier to formulate the optimisation problems that we wanted
OSQP to solve. However, for reasons briefly explained in section 6.1, CVXPY
was not used for solving the vertical problem. Instead, OSQPwas used directly
for that, through its Python-interface. Python was the programming language
used for implementing all the algorithms.
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5.1.1 Local Setup
In this setup, only the laptop was used. It simulated both the UAV and USV,
assuming that their dynamics perfectly matched the UAV and USV models in
sections 3.2 and 3.3 respectively. Delays in the transfer of information between
UAV and USV were simulated and could, therefore, be perfectly controlled.

5.1.2 HIL Setup
In this setup, when using the distributed algorithms, the laptop was used for
the USV algorithms, namely algorithms 3 and 5. The on-board computer on
the UAV was then used for the UAV algorithms 2 and 4, or for the centralised
algorithm 1 in the benchmark simulations. The USV dynamics, which were
simulated by the laptop, were still assumed to perfectly match the model from
section 3.3. The UAV, on the other hand, was simulated by the Simulator Lite
in the DJI Assistant 2 software. The simulation model was more similar to
the UAV’s true dynamics and differed from the linear model used in the MPC.
This would then cause the discrepancy between the MPC prediction and the
true trajectory that is unavoidable in a realistic scenario and would allow us to
assess how well the algorithms handle such a situation.

5.2 Computational Speed
To find the computational performance of the different algorithms, an experi-
ment using the local setup was devised. How well the cooperative rendezvous
problem was solved was of little interest in this particular experiment, which
is why we wanted to remove background factors such as communication de-
lays or unmodelled dynamics. For all tests, a sampling rate of 20 Hz was used,
which is equivalent to a sampling time of 0.05 s. The simulation ran for 500

time steps. The goal with the experiment was to find the longest prediction
horizon N that did not make computations exceed the iteration time required
by the sampling frequency. Namely, each iteration was allowed to take at most
0.05 s to complete. At each tested value for the prediction horizon, 100 simu-
lations were performed. N was initialised to a high value and decreased until
both the mean and median iteration times for the control loops of the UAV
and USV did not surpass 0.05 s in all 100 simulations. For the cascading con-
troller, the success condition had to be slightly modified, which is explained
in detail below.
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Figure 5.1: Histogram ofmean iteration durations for algorithm 1 (centralised)
with N = 68 and 100 trials.

With the centralised algorithm (algorithm 1), the maximum horizon result-
ing in an iteration time below 0.05 s was N = 68. A histogram of the mean
iteration time of each simulation is shown in figure 5.1. Plots of the median
durations are omitted for the sake of brevity. When testing the performance
of the distributed algorithm, or rather algorithms 2 and 3 working in unison,
the maximum feasible horizon was instead found to be N = 79. In this sce-
nario, the performance of the USV control loop was always faster than of the
UAV control loop. This is as expected since only the UAV control loop has
to solve both a horizontal and vertical problem. Because of this, only time
measurements for algorithm 2 will be shown, as they are the ones that risk ex-
ceeding the maximum allowed iteration time. The histogram of mean iteration
duration of the UAV is shown in figure 5.2.

When testing the cascading controller, it was algorithms 4 and 5 that worked
together. The approach to measuring the iteration duration had to be slightly
different—because both the vertical and horizontal problems were solved us-
ing parallel processes, the iteration duration was independent of the prediction
horizon used. With an increasing prediction horizon, the parallel processes
would take longer to finish, but the main loop would keep iterating with a high
frequency nevertheless. The cap on the prediction horizon was caused by the
fact that we wanted to exchange information and solve the optimisation prob-
lem at specific intervals, in this case chosen to be every 5th iteration. This
means that neither the horizontal nor the vertical problems were allowed to
take more than 5 iterations to complete. Therefore, the chosen horizon was the
highest one that satisfied that neither the mean nor median solution duration
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Figure 5.2: Histogram of mean iteration durations for algorithm 2 (UAV dis-
tributed) with N = 79 and 100 trials.

times for the horizontal and vertical problems exceeded 5 times the sampling
time, namely in total 0.25 s. The longest such prediction horizon turned out
to be N = 260. Histograms showing the solution duration of the horizontal
and vertical problems are shown in figures 5.3a and 5.3b respectively. The
summary of the maximum horizon for each algorithm can be found in table
5.1.

(a) Mean horizontal problem solution
durations

(b) Mean vertical problem solution
durations

Figure 5.3: Histograms of vertical and horizontal problem solution times for
algorithm 4 (cascading) with N = 260 and 100 trials.
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Algorithm Maximum Feasible Prediction Horizon
Algorithm 1 (Centralised) 68
Algorithms 2 and 3 (Distributed) 79
Algorithms 4 and 5 (Cascading) 260

Table 5.1: Maximum feasible horizon for all algorithms.

5.3 Solution Quality
To compare the performance of the different algorithms, the landing time of
the UAV was measured for each of the tests described in section 5.2. The
measures of performance relevant for this problem is whether all constraints
are satisfied, and how much time it takes for the UAV to land on the USV.
The landing is treated as completed once the UAV is at most 10 cm above the
landing platform. Since these were the same tests as earlier, the sampling fre-
quency was still 20 Hz, and the total simulation duration was 500 time steps.
However, the cascading algorithm did not manage to successfully land within
only 500 iterations, so another 100 experiments with 1000 iterations each were
performed to investigate whether the cascading algorithm would land at all. It
did land, on average after 36.43 s, but not without violating the safety con-
straints. The mean time it took for all the algorithms to land is shown in table
5.2. In figure 5.4 it is also displayed how the altitude of the UAV changed as
it approached the USV.

Algorithm Landing Duration [s]
Algorithm 1 (Centralised) 15.64
Algorithms 2 and 3 (Distributed) 15.41
Algorithms 4 and 5 (Cascading) 36.43

Table 5.2: Mean landing time for all algorithms using local setup, using 100

samples each.
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Figure 5.4: Altitude of UAV as a function of horizontal distance to USV.
Shown for all algorithms, experiments done using local setup. Shaded region
is the dangerous area which the drone should not enter.

5.4 HIL-performance
While the performance of the different algorithms was previously compared
under ideal circumstances, for the tests in this section the HIL-setup is used.
This introduces model uncertainties, where the dynamics of the UAV differ
from the model that is used in theMPC (see section 3.2 for model description).
Since the MPC formulation will never be able to completely capture the true
model of the vehicles, it is important to see howwell the algorithmswork under
such conditions. Just as previously, a frequency of 20 Hzwas used for a total of
500 simulation steps, except for the cascading algorithm, which was simulated
for 2000 steps. The landing was treated as complete once the UAV reached a
distance less than 10 cm above the landing platform, just like previously.

Both the centralised and distributed algorithm landed without violating
any constraints, taking 17.14 s and 15.24 s respectively to perform the land-
ing. The trajectories of the vehicles when using these algorithms can be seen
in figures 5.5 and 5.6 respectively. However, with the cascading algorithm,
the landing was never successfully completed. The UAV failed completing
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Figure 5.5: Trajectories of UAV and USV in landing scenario, using algorithm
1 (centralised) with N = 68.

the landing because of violent oscillations in its position as it approached the
boat. This can be clearly seen in figure 5.7, illustrating the trajectories of the
vehicles. Safety constraints were violated from about 90 s into the simula-
tion, confirming that UAV kept failing and retrying its landing attempt. To
see the complete trajectory of the UAV, 2000 simulation steps had to be used
instead of 500 as in earlier experiments. After 500 steps, it was not yet clear if
the UAV would successfully land in the end, or if it would fail as it did in this
case. How the altitude of the UAV changed as it approached the USV is shown
in 5.8, where the forbidden region is also marked out. Landing times for all
the algorithms, alongside the landing times from the simulation in section 5.3
above, are displayed in table 5.3.
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Figure 5.6: Trajectories of UAV and USV in landing scenario, using algo-
rithms 2 and 3 (distributed) with N = 79.

Figure 5.7: Trajectories of UAV and USV in landing scenario, using algo-
rithms 4 and 5 (cascading) with N = 260.
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Algorithm Local Setup [s] HIL-setup [s]
Algorithm 1 (Centralised) 16.18 17.14
Algorithms 2 and 3 (Distributed) 15.58 15.24
Algorithms 4 and 5 (Cascading) 36.16 -

Table 5.3: Landing time for all algorithms.

Figure 5.8: Altitude of UAV as a function of horizontal distance to the USV.
Shown for all algorithms, experiments done using the HIL-setup. Shaded re-
gion is the dangerous area which the drone should not enter.

5.5 Delays and Robustness
One goal with the distributed algorithms was to make them more robust to-
wards communication delays and information loss than their centralised coun-
terpart. To test if this really is the case, a simulation experiment using the
HIL-setup was devised. The experiment was nearly identical to the previous
experiments using the HIL-setup, with a sampling frequency of 20 Hz and a
simulation length of 500 steps. The same solver was also used, but the differ-
ence was that all communication between the vehicles was blocked between
iterations 80 and 130, resulting in about 5 s of no communication. This was
intended to imitate a scenario were technical issues make the vehicles lose
contact for a short while. The vehicles were set to continue attempting their
landing despite this disturbance. The evolution of the altitude of the UAV as
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a function of horizontal distance between the UAV and USV, for both algo-
rithms, is plotted in figure 5.9.

Figure 5.9: Altitude of UAV as a function of horizontal distance to the USV, in
the case when communication between vehicles is lost for 5 s. Shaded region
is the dangerous area which the drone should not enter.

Clearly, in comparison to figure 5.8, both algorithms result in an additional
overshoot, equal to about 9.1 m for the centralised algorithm and about 2.5 m

for the distributed algorithm. In both cases, these overshoots caused violation
of the safety constraints. The experiment was not performed with the cascad-
ing algorithm, as its performance was deemed too poor even in the case with
no loss of communication.

5.6 Additional Results
To better understand the difference in solution speed between the distributed
and centralised algorithms, described above in section 5.2, additional simula-
tions were performed using the distributed algorithm (algorithms 2 and 3). In
these simulations, the same prediction horizon as in the tests of the centralised
algorithm, namely N = 68, was used. The previous simulations allow us to
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Figure 5.10: Histogram of mean iteration durations for centralised and dis-
tributed algorithms, both with N = 68 and 100 trials.

draw conclusions about which algorithm can handle longer prediction hori-
zons, while these results can tell us how large the speed difference between
the algorithms actually is. 100 simulations were performed, all with a length
of 500 time steps and a frequency of 20 Hz. Details about how long the av-
erage iteration was, as well as how long it took to solve both the vertical and
horizontal problem, are presented in figures 5.10–5.12, where the frequency of
different durations is represented using histograms. The same data collected
during the simulations of the centralised algorithm from section 5.2, are in-
cluded here for comparison.

Additionally, data regarding average iteration durations for different pre-
diction horizons was also collected. Using the local setup and both the cen-
tralised and distributed algorithms (algorithms 1 as well as 2 and 3), 25 sim-
ulations for each horizon between 30 and 80 were performed. The mean over
all 25 simulations of the mean iteration time was stored, and the results of this
experiment are shown in figure 5.13.
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Figure 5.11: Histogram of mean horizontal problem solution duration for cen-
tralised and distributed algorithms, both with N = 68 and 100 trials.

Figure 5.12: Histogram of mean vertical problem solution duration for cen-
tralised and distributed algorithms, both with N = 68 and 100 trials.
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Figure 5.13: Mean over 25 simulations of the mean iteration duration for dif-
ferent horizons.



Chapter 6

Discussion

6.1 Computational Speed
As shown in table 5.1, the centralised algorithm allowed for a maximum pre-
diction horizon of 68, while the distributed algorithm could efficiently han-
dle a horizon of 79 steps. By looking at the histograms in figure 5.11, one
can see that a large part of this speed increase could have come from the re-
duced solution time of the horizontal problem. This is as expected since the
distributed horizontal problem is smaller than the centralised horizontal prob-
lem (compare problems (4.3) and (4.7)). This can be seen in the fact that the
centralised problem includes variables for both the boat and the drone, while
the distributed UAV problem only has variables for the drone. Interestingly
enough, in figure 5.12 one can see that the vertical problem took more time
to solve in the distributed algorithm than in the centralised algorithm. This
is surprising since it is exactly the same optimisation problem solved in both
cases, with the same number of variables. This was also observed in early
tests, where CVXPY was used to solve the vertical problem. We suspected
overhead in CVXPY as a potential cause of this, which is why OSQP is now
used directly through its Python interface instead. However, the behaviour did
not disappear after this change. It is difficult to say for sure what causes this
difference in computational time, but a potential source can be found in the
parameters d and b. In the distributed and centralised algorithms, these pa-
rameters passed to the vertical problemwill have different values. It is possible
that in the distributed case, these parameters somehow have values that makes
the optimisation problem more difficult to solve. Whatever the cause, in figure
5.10 we see that the distributed problem in the end tends to be faster to solve
than its centralised counterpart anyway.
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It is also no surprise that the cascading algorithm could use significantly
longer prediction horizons than the other algorithms, going as high as N =

260. In the centralised and distributed algorithms, the horizontal and vertical
problems are solved in series, which means that the solution of both of them
together cannot take more than a single sampling period. In the cascading
algorithm, on the other hand, both the horizontal and vertical problems are
solved in parallel, and an inner controller is used to control the system while
the solution is being computed. This allows the solution of each of the opti-
misation problems to on its own last nearly as much as 5 sampling periods.

6.2 Landing Performance
An expected drawback with using a distributed control approach was that the
distributed algorithms would result in sub-optimal performance. In actuality,
the distributed and centralised algorithms had very similar landing times, with
the landing times of the distributed algorithm even being slightly shorted (see
table 5.3). However, by comparing the trajectories of the UAV in figures 5.5
and 5.6, one can see that the distributed algorithm experienced larger oscilla-
tions during landing than the centralised algorithm. These oscillations were
not large enough to violate safety constraints, but they were noticeable com-
pared to the centralised algorithm’s smooth landing. In these experiments,
no disturbances in the form of e.g. wind acted on the drone. If disturbances
would have been present, it is possible that these oscillations would have be-
come even worse, increasing the risk of entering the danger zone. It is however
not entirely unexpected that such oscillations occurred. When the UAV and
USV are so close to each other, even small inaccuracies in the predicted tra-
jectory of the other vehicle can cause overshoot. When message transmission
is not instant, the vehicle might not realise that the other vehicle is also trying
to correct the small position error until the overshoot has already occurred.
Both vehicles can then re-plan to correct the new overshoot, but they again
risk finding out about each other’s plans too late. This problem does not exist
in the centralised case, since the UAV controls the intentions of both vehicles.
There are a few potential ways in which these oscillations could be reduced.
An increased sampling frequency could make the vehicles react faster, and
this could be made possible by using a shorter prediction horizon, as it might
not be necessary to look far into the future once the vehicles are that close.
Another potential solution is to make the motion of one of the vehicles more
predictable. Since the USV is slow in comparison to the UAV, it could be
asked to stop or travel along some unchanging trajectory. If the plans of the



CHAPTER 6. DISCUSSION 51

USV would not constantly change, this could potentially make it easier for the
nimble UAV to adapt its trajectory.

The performance of the cascading controller, in comparison to the other
algorithms, was very poor. In both simulations using both the local setup and
HIL-setups, it violated safety constraints. While it managed to eventually land
in the case when no model uncertainties were present, in the HIL-simulations
it never successfully reached the USV. The cause of this seems to be the inner
controller’s poor ability to follow the planned trajectory. The controller is very
simple, and just steers the UAV towards the point the UAV was predicted to be
at. If the UAV accidentally travels too far, it will try to slow down or evenmove
backwards again. This could explain the jaggedness of the trajectory seen in
figure 5.7, and also why the cascading controller was much slower than the
other algorithms. Recall that it took it over 500 iterations to land in the ex-
periments using the local setup. There is still hope for good performance with
the cascading architecture, but a controller able to follow trajectories more
smoothly should be used.

6.3 Delays and Communication Issues
The distributed algorithm showed promise when it came to handling breaks in
communication. In the conducted tests, both the centralised and distributed al-
gorithms attempted to land while a communication break lasting 5 s occurred.
In reality, when communication is lost for such a long time, it would bewise for
both algorithms to cancel the landing attempt because of danger. As we saw,
both algorithms violated safety constraints when this loss of communication
occurred. However, this experiment still shows how well the algorithms func-
tion with restricted information. The distributed algorithm had a substantially
smaller horizontal overshoot than the centralised one, 2.5 m in comparison to
9.1 m. This is as expected since in the distributed case both vehicles have their
own planned future trajectory and are also aware of the other vehicle’s inten-
tions. In contrast, in the centralised case, the USV only knows the most recent
control input that it was asked to use. This gives almost no information about
what trajectory it should follow, nor about what trajectory the UAV will fol-
low. Therefore, attempting to land when communication is not working will
fail almost certainly in the centralised case. In the distributed case, if the pre-
dicted trajectories do not change much, the vehicles might be able to still work
towards completing the landing, even if some messages are lost. However, as
we have seen, if breaks in communication are long enough, it would be safer
for the vehicles to cancel the landing and wait until communication resumes.
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Conclusions

Two algorithms were proposed as alternatives to the already existing cen-
tralised algorithm (algorithm 1): The Distributed Cooperative Landing Al-
gorithm (see section 4.2.3) and the Cascading Control Algorithm (see section
4.3). Through simulation experiments it was shown that the distributed al-
gorithm, using distributed model predictive control, was able to better utilise
computational resources than the centralised alternative. By splitting one large
optimisation problem into two slightly smaller ones solved on separate ma-
chines, longer prediction horizons could be used in the distributed case. The
quality of the landing maneuver was comparable between the distributed and
centralised algorithms, both in terms of speed and ability to avoid violat-
ing safety constraints. Even when model uncertainties were present, the dis-
tributed algorithm successfully landed slightly faster than the centralised al-
gorithm. However, the distributed algorithm experienced more oscillations
during landing than the centralised algorithm, which could cause issues in
realistic scenarios where significant disturbances are present. The cascading
algorithm, on the other hand, performed poorly in simulation tests. It landed
both slowly and with violations of constraints, despite allowing for the use of
a significantly longer prediction horizon. The choice of a linear state-feedback
as an inner controller in the cascading architecture was likely a mistake. To ac-
curately evaluate the potential of using cascading control architectures, other
inner controllers should be tried out in future work.

Tests on the distributed and centralised algorithms’ ability to land while
plagued by communication issues were also performed. When subjected to
breaks in communication, we observed that the vehicles were more able to
continue the landingmaneuver in the distributed case than when using the cen-
tralised controller. However, with sufficiently long breaks in communication,
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neither algorithm could guarantee a safe landing. Overall, using distributed
control has shown promise for solving the cooperative landing problem. The
distributed algorithm was able to provide improved robustness against com-
munication issues, with arguably a small decrease in performance. For future
research, it would be valuable to find how much information can be lost in
transmission before the vehicles should cancel the landing maneuver. While
losing a single message would have a negligible effect on performance, we
have seen that 5 seconds of lost information is too much to allow for a safe
landing. Furthermore, it would be interesting to investigate howwell the differ-
ent algorithms handle scenarios with significant external disturbances, which
are likely to occur in realistic search-and-rescue situations. Lastly, alternative
controller architectures could be tested. One example could be solving the
centralised problem on the UAV, but transmitting the entire desired USV tra-
jectory, which the boat follows using a local controller. Another option would
be to use the Distributed Cooperative Landing Algorithm, but solving the hor-
izontal and vertical problems in parallel instead of sequentially, allowing for
longer prediction horizons without reducing the update frequency.
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