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Abstract 

The media industry has during the last decade migrated services from dedicated media 
networks to more shared resources and lately also the public internet and public data centers. In 
order to cater for such transition, several protocols have been designed to meet the demand for 
high-quality media transport over lossy infrastructure, protocols such as SRT and RIST. The 
purpose of Reliable Internet Stream Transport (RIST) and Secure Reliable Transport (SRT) is to 
have all vendors of broadcasting equipment support an interoperable way of communication. The 
lack of interoperability locks consumers into one particular vendor’s family of products - most often 
this equipment only supports a proprietary technology. Interoperability creates a more competitive 
market space which benefits consumers and gives vendors an incentive to be more innovative in 
their solutions.  

The purpose of this thesis is to assess the performance of these protocols by comparing their 
performance to a proprietary solution (named ÖÖÖ in this thesis and seen as an established 
solution in the industry). The challenge is to test these protocols in a lab environment, but have the 
results represent real-world use. For this, a large subset of samples is needed along with samples 
measured over a long period. This sampling was made possible by writing a script which automates 
the sampling process.  

The results indicate that the versions of RIST and SRT tested in this thesis to some extent 
compare well to the selected established protocol (ÖÖÖ). In many scenarios, SRT even did much 
better, mainly when a line with a single feed was tested. For instance, when the network suffered a 
2% drop rate and utilized retransmission SRT performed the best and was the only protocol which 
had some samples where no packets were dropped during one hour of measurements. When 
running all three protocols at the same time, SRT also did the best in a network with up to 12% drop 
rate. The results in this thesis should give a broadcaster an idea of which of these protocols will 
fulfill their requirements in a broadcast application.  

 

Keywords 
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Sammanfattning 

I mediabranschen finns det en efterfrågan på utrustning som har inslag av interoperabilitet. 
Anledningen till detta är att någon som köper produkter från en viss återförsäljare inte vill låsas in i 
denna återförsäljares ”ekosystem” i flera år framöver. Då en studio sällan uppgraderar hela sin 
produktionskedja på samma gång ger interoperabilitet möjligheten att köpa utrustning från andra 
återförsäljare när man ska uppgradera något i produktionslinan. Detta leder till en mer 
konkurrenskraftig marknad samt ger incentiv till nya innovativa lösningar. 

Detta examensarbete går ut på att utvärdera lösningar som tagits fram för att främja 
interoperabilitet och jämföra dem med en existerande proprietärlösning. Reliable Internet Stream 
Transport (RIST) och Secure Reliable Transport (SRT) är två protokoll som tagits fram för just detta 
syfte. Utmaningen med att utvärdera dessa protokoll är att i en labbmiljö få resultat som reflekterar 
användandet av protokollen i verkligheten. Detta har gjorts med hjälp av ett program som tagits 
fram i detta examensarbete. Med detta program har testandet kunnat automatiseras. 

 Resultaten i detta examensarbete visar potential hos båda RIST och SRT. SRT är i vissa 
scenarion till och med bättre än den proprietära lösningen. Protokollen visar något buggigt 
beteende i vissa instanser, såsom att i vissa fal sluta fungera och inte kunna återgå till normal 
funktion utan manuell interaktion. Allt som allt är dock protokollen i de flesta fallen testade i detta 
examensarbete ett godtyckligt alternativ till den jämförda proprietära lösningen. 

Nyckelord 

RIST, SRT, Interoperabilitet, Omsändning, Direktsändning. 
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1 Introduction 

This chapter describes the specific problem that this thesis addresses, the context of the problem, 
the goals of this thesis project, and outlines the structure of the thesis. 

1.1 Background 

The first live broadcast demonstration happened in 1926, orchestrated by inventor John Logie 
Baird. Today, anyone can distribute live content with the push of a button. Live broadcasting has 
come a long way since this first demonstration, which only had a resolution of 30 lines [1]. The 
availability of live content keeps increasing every year together with new live content distributors - 
including various online platforms such as Facebook, Instagram, YouTube, and Twitch [2]. With the 
advances in display technologies and distribution methods, the quality of a live broadcast content 
today is much higher. More importantly, the expectation from the viewer ‘s point of view is much 
higher, both regarding broadcast quality and bounded latency. 

To maintain high availability of live content, especially when professional quality broadcast 
equipment is used to deliver the live content on TV, the broadcast market demands interoperability 
between equipment from different vendors [3]. Reliable Internet Stream Transport (RIST) is a 
specification for a protocol that offers interoperability. The specification is a proposed standard by  
Video Services Forum (VSF). This protocol is unique in that there is no other standard protocol 
which has been developed by multiple vendors to meet the requirements of low latency broadcasting 
while maintaining desirable packet loss recovery [4]. As of now, VSF has only released one profile of 
RIST, the Simple Profile, and plans to release four profiles in total. Each profile adds more 
functionality to RIST. 

In addition to RIST, there is another attempt to create an open, interoperable solution. Secure 
Reliable Transport (SRT), is an open source protocol developed by Haivision [5]. This project is 
supported by Microsoft, which has lately given it even more attention since it is now compatible 
with its Azure cloud service [5, 6]. Broadcasting over IP networks utilizes clouds for distribution, 
hence this compatibility with Azure is indeed a significant matter [7]. 

Both SRT and RIST utilize retransmission, specifically both use some Automatic Repeat 
Request (ARQ) method for retransmission [8, 9]. ARQ is a way to achieve error-control by using 
(positive or negative) acknowledgments between the sender and the receiver [10]. Section 2.2 
further discusses the topic of error control. A significant difference between SRT and RIST is that 
SRT has an open source implementation readily available from GitHub [11]. In contrast, RIST only 
released an open specification of a protocol; hence anyone is free to do their implementation and 
are even allowed to make modifications to the specification [8]. While the specification of SRT is 
also open, different implementation could be developed [12]. However, Haivision prefers people to 
use their implementation; hence they released their implementation as open source. As more people 
use their implementation, they can gain continuous feedback via the updates to the source code in 
GitHub, which benefits all who use this implementation. 

1.2 Problem 

The performance of RIST and SRT needs investigation. Metrics such as latency, packet loss, jitter 
sensitivity, and bandwidth sensitivity are essential to know before using a protocol in a product. 
This investigation must include several test cases with different network conditions. Also, the 
protocols are to be compared to each other and compared to a proprietary protocol which is widely 
used in the industry and used by multiple vendors. The main question this thesis tries to answer is: 
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Are these two protocols good enough to realize a compatibility mode in broadcasting vendor’s 
equipment. 

1.3 Purpose 

The main reason the Video Services Forum (VSF) developed RIST is to allow consumers flexibility 
in choosing among broadcasting equipment vendors [3]. The interoperability of RIST enables 
consumers to escape the potential lock-in of an “ecosystem” of a specific vendor. This lock-in can 
occur because certain equipment will only work with other equipment via a specific proprietary 
protocol. In addition to equipment, cloud support is also relevant, as broadcasting over IP networks 
frequently utilizes clouds for distribution [7]. Thus, both consumers and vendors need to determine 
whether RIST and SRT are worth considering especially if they must give up some performance for 
this improved compatibility. 

Another advantage of interoperability is that it might lead to further innovation. Many believe 
that interoperable measures in Information and Communication Technology (ICT) contribute to 
further advancements in this field. Gasser and Palfrey [13] argue that this is generally the case with 
interoperability in ICT. They also mention that sustaining interoperability is just as crucial as 
establishing it. The reader should regard this thesis as a first step in sustaining this interoperability - 
since the RIST specification has already been established. For instance, a critical aspect for RIST to 
be relevant is that the performance is satisfactory. Miller [14] describes that interoperability can be 
used to gain an advantage over competitors. If a vendor misses out on the opportunity to 
incorporate interoperability when other vendors are offering it, then the vendor might miss out on 
some part of the market. 

One sustainability consideration with these protocols intended for real-time streaming 
applications, is that they run over User Datagram Protocol (UDP). UDP has no means of preventing 
congestion, which if it occurs negatively affects the Quality of Service (QoS) of the network [15]. This 
congestion will impact other users in the network using Transmission Control Protocol (TCP), 
which has a back off mechanism when it detects congestion. Basically, the TCP communication 
sessions in the network will reduce their send rates while the UDP communications maintain their 
sending rates [16, 17]. This difference in behavior can be seen as unfair. Section 2.5.3 discusses an 
alternative to UDP to provide a fairer approach for broadcast applications. 

1.4 Goals 

The goal of this thesis is to help Net Insight and others who are interested in determining what kind 
of performance they can expect if they incorporate RIST or SRT in their products. This involves a 
number of subgoals: 

1. Analyze the structure of RIST and SRT and compare them. Determine how they work and try to 
classify the advantages and drawbacks of each type of structure. 

2. Construct a test set-up where these protocols can be run and collect performance measurements. 
As a subtask: Develop an automated process of running tests for the given protocols. 

3. Evaluate the performance of Net Insight’s implementation of RIST Simple Profile (version: 
prerelease 2019-03-27.0) and SRT (version: 1.3.2) regarding latency, packet loss, jitter 
sensitivity, and bandwidth sensitivity. Compare these results to determine which network 
conditions enable each protocol to excel. 

4. Conclude whether RIST or SRT are feasible to use in a broadcasting application by comparing 
them to an existing and acknowledged proprietary protocol (with pseudonym ÖÖÖ). 



 

 

1.5 Research Methodology 

As the RIST specification is very new (the first specification was released on October 17, 2018) and 
there are no sources of performance for an implementation of this proposed standard. Preliminary 
research indicates that the best means of performing the proposed study is to gather performance 
data in a controlled test set-up. To ensure a fair comparison between the protocols, they must be 
measured in the same test-setup. Additionally, empirical methods will be applied to perform 
quantitative research on the collected data. In this way, the performance of RIST and SRT can be 
evaluated and compared to other protocols. 

1.6 Delimitations 

This thesis only focuses on the performance of the protocols, not any other aspects such as security, 
current adoption, or difficulty of implementation. Furthermore, this thesis only evaluates one 
implementation of RIST and SRT respectively, namely Net Insight’s implementation of RIST and 
Haivision’s implementation of SRT. Indeed, some implementations of the same protocol might be 
more optimal than others (for example, due to poor programming). Due to the currently limited 
availability of multiple implementations of the respective protocols, this is the only approach that 
makes sense. Additionally, RIST is still under development, and VSF plans to release four profiles 
for RIST [18]. Currently, only the Simple Profile has been released; hence, this is the only one that 
this thesis evaluates. However, the other profiles might perform very differently – but as they are 
not released there is no way of knowing how they will perform. 

The comparison to other (proprietary or non-proprietary) protocols does not include protocols 
which run over TCP, only those which run over UDP. An example of a protocol which runs over TCP 
is Adobe’s Real-time Messaging Protocol (RTMP) protocol [19]. This protocol often runs together 
with Apple’s Hypertext Transport (HTTP) based protocol HTTP Live Streaming (HLS) [20, 21]. This 
thesis provides some background information about RTMP and HLS; however, it does not present 
any performance results of RTMP. 

1.7 Structure of the thesis 

Chapter 2 presents the relevant background information about RIST and SRT. Chapter 3 presents 
the methodology used in this project. Chapter 4 presents the details of testing while Chapter 5 
presents the test results and their analysis. Finally, Chapter 6 presents some conclusions and 
suggestions for future work. 
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2 Background 

This chapter provides background information about RIST and SRT. This includes a description of 
the underlying UDP and Real-time Transport Protocol (RTP) which RIST builds upon and the UDP-
based Data Transfer Protocol (UDT) which SRT builds upon. Additionally, this chapter describes the 
ARQ methods used by RIST and SRT to give an understanding of how these protocols recover from 
packet loss. Furthermore, the chapter presents some related work regarding a protocol that runs 
over TCP and is used for live streaming purposes, namely RTMP with HLS (both mentioned 
previously in Section 1.6). 

2.1 UDP 

Both protocols evaluated in this thesis (RIST and SRT) run over UDP. Therefore, this section 
provides a brief overview of this transport protocol. UDP is a standardized transport protocol 
defined in RFC 768 [16]. RFC 768 states that UDP runs over the Internet Protocol (IP). RFC 793 
defines TCP, which is the most utilized transport protocol on the internet [17, 22]. In contrast to 
TCP, UDP lacks congestion control and any built-in reliability in the form of retransmission. For 
example, in TCP, the sender must receive a “receipt” (acknowledgment) from the recipient before 
sending too many additional packets (thus there is a bounded amount of outstanding 
unacknowledged data). Also, establishing each TCP connection begins with a three-way handshake, 
compared to UDP which is connectionless [22]. However, the initial handshake and the 
acknowledgment & congestion control mechanisms of TCP add delay which might be undesirable in 
specific applications*. 

2.1.1 UDP packet structure  

A UDP packet is considered lightweight as the packet header overhead is smaller than the packet 
header overhead of TCP. A UDP segment only has 8 bytes of overhead compared to TCP which has 
an overhead of 20 bytes. As seen in Figure 2-1, the UDP header consists of 4 fields, each field being 
2 bytes long. The source port identifies which port the sending process is using and therefore this 
port is the destination port used in a reply. The value of the source port can be zero if no packets are 
to be sent in the reverse direction. The destination port is the receiver’s port, hence this field must 
contain the correct port for the receiving process. The length field specifies the length of the packet 
in octets, and is the combined length of the header and the data octets. The last header field, the 
checksum, is a means of providing error detection to UDP [16]. Note that a checksum field of zero 
means that no checksum has been calculated. 

 

Figure 2-1: Packet structure of UDP header according to RFC 768 
 

The sender calculates the one’s complement of the one’s complement sum of each field in a 
pseudo header (of the IP header UDP runs over, for example IPv4) and the UDP datagram. If 
needed, the end of the data in the UDP segment is padded with zero octets to make a multiple of two 
octets [16]. If an overflow occurs in the summation of the fields, the overflow bit wraps around in 
the sum. This checksum provides error detection, for example by determining if bits in the packet 
                                                             
* Note that the connection establishment adds one additional round-trip delay worth of latency for the first data segment. 
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have changed due to noise [22]. As mentioned previously in Section 2.1, UDP does not provide any 
built-in reliability, so the action taken based on detecting an error is up to the application layer – 
rather than being built into the transport layer (as is the case for TCP). Usually, a faulty packet is 
simply discarded or the receiver passes a warning to the application [22]. Note that RFC 3828 
states: “The Lightweight User Datagram Protocol (UDP-Lite)” provides for a means to compute a 
checksum over part of the data field, thus partially damaged packets can be delivered and the 
application may be able to utilize them. 

2.1.2 Solving the reliability problem of UDP 

To provide reliability when using UDP, one approach is to utilize ARQ. ARQ is used by both RIST 
and SRT for implementing error correction. Section 2.2.1 discusses ARQ in more detail. Another 
approach is to use Forward Error Correction (FEC). For example, the Society of Motion Picture and 
Television Engineers (SMTPE) standard ST 2022-1:2007 [23] utilizes FEC. However, C. Noronha 
and J. Noronha showed in [4] that ARQ is more efficient than FEC and results in lower latency and 
less packet loss after correction while requiring less bandwidth. Finally, combining FEC and ARQ to 
realize a hybrid solution for error correction [24] is a third alternative. 

2.2 Error Correction 

Error correction provides improved QoS. As described above, there are two principal mechanisms to 
provide this improved QoS: ARQ and FEC [25]. These correction schemes prevent excessive 
unrecoverable packet loss. Both RIST Simple Profile and SRT use ARQ implementations. Section 
2.2.1 gives a general overview of ARQ while Section 2.2.2 describes FEC to give the reader an 
understanding of the difference between the two mechanisms. The implementation-specific details 
of ARQ for RIST Simple Profile and SRT are described in Sections 2.3.2 and 2.4.2 respectively. 

2.2.1 ARQ 

ARQ provides a protocol with the ability to retransmit packets. There are three types of ARQ 
mechanisms and each of these different ARQ schemes have different performance regarding 
reliability and throughput [25]. This section describes all three ARQ mechanisms to give the reader 
an understanding of why it might be appropriate to use selective repeat for the target applications of 
RIST and SRT [8, 9]. The capabilities required of an ARQ protocol includes detecting errors, the 
sender receiving feedback from the receiver, and the sender’s retransmission of packets [22]. ARQ 
uses acknowledgments to initiate retransmission requests; the receiver tells the sender either that a 
packet was successfully received by sending an acknowledgment (ACK) to the sender. Additionally, 
the receiver can tell the sender that a packet was not correctly received by sending a negative 
acknowledgment (NACK). 

2.2.1.1 Stop-and-wait ARQ 

The Stop-and-wait ARQ variant is the most straightforward implementation of a retransmission 
scheme. The sender will not send a new packet until the sender receives an ACK, a NACK for the 
previously sent packet [25], or no response is received resulting in a timeout [22]. Figure 2-2 
illustrates an example of this mechanism. The sender retransmits packet 2 since it receives an ACK 
instead of a NACK after sending a packet for the first time. Note that this scheme has very low 
performance as each cycle takes one round-trip time (RTT). 



 

 

 

Figure 2-2: A schematic diagram illustrating stop-and-wait ARQ 

2.2.1.2 Go-back-N ARQ 

Go-back-N ARQ utilizes a sliding window mechanism on the sender side with a fixed window size of 
N (a window consists of N packets). In go-back-N ARQ, the sender may continue sending those 
packets which are currently in the window before an ACK is received. The packets in the window are 
the packets which are being sent and for which the sender is awaiting an ACK. When an ACK is 
received, the window slides forward to contain packets beyond the received ACKs. If a packet is 
determined to be lost due to a timeout, the sender resends the whole current window [22]. Figure 
2-3 illustrates an example of go-back-3 ARQ. In this figure, the receiver acknowledges packet 1 and 
2, so the window has slid to packets 3-5. The sender then transmits packets 3-5, but the receiver 
does not receive packet 3, so it does not send any ACK. As a result, the sender goes back three steps 
and retransmits the whole window instead of sending packet 6, leading to the sender having to 
retransmit successfully received packets. 

Figure 2-3 shows a simplified way of explaining go-back-N ARQ. Most implementations of go-
back-N send cumulative ACKs instead of sending an ACK for each packet. Essentially, the receiver 
periodically sends an ACK indicating which packets it received during that period. Using cumulative 
ACKs reduces traffic that would otherwise unnecessarily consume bandwidth [22]. 

 

Figure 2-3: A schematic diagram illustrating go-back-N ARQ 
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2.2.1.3 Selective-repeat ARQ 

In selective-repeat ARQ (shown in Figure 2-4), in addition to the sender incorporating a window of 
size N, the receiver has a window of the same size. Compared to go-back-N, the receiver’s window 
enables the receiver to accept packets even if they arrive after a packet which has to be retransmitted 
(due to a NACK or timeout). Unlike go-back-N, the sender does not retransmit the whole window, 
but only transmits those packets for which it did not receive an ACK or those for which it received a 
NACK [26]. 

 
Figure 2-4: A schematic diagram illustrating selective-repeat ARQ 

To be able to accept packets out of order, there has to be a buffer at both the sender and the 
receiver side [27]. In go-back-N, only the sender needs a buffer to keep track of unacknowledged 
packets. The ability to accept packets out of order combined with not having to retransmit a whole 
window for every packet loss gives selective-repeat higher bandwidth utilization than go-back-N. 

2.2.2 FEC 

Forward error correction is a means of error correction of a packet without retransmission [22]. The 
performance of retransmission methods is negatively affected by network delay since 
retransmission requests have to travel to the source and the missing packets also have to propagate 
over the network which takes time. Using FEC, the receiver handles all of the error correction. 
Clearly there is a tradeoff, as FEC which provides higher goodput at the cost of increased overhead. 

There are many different implementations of FEC codes. Since this thesis analyzes protocols 
which do not use FEC, it will only briefly describe one of these FEC codes: Hamming codes. 
Hamming codes work by implementing a dictionary of encoded codewords [28]. The sender 
encodes the message according to the dictionary, while the receiver calculates the Hamming 
distance between the received codeword and every entry in the dictionary. The entry which it 
calculates has the lowest Hamming distance is the most probable correct code word. In some rare 
cases, the Hamming distance may be the same for multiple entries or bit flipping errors can result in 
a codeword matching another entry in the dictionary. In these cases, Hamming codes cannot correct 
the error. Moreover, for the latter case the error is not even detected. The more bits in the encoded 
code word, the higher Hamming distances allowed, which increases the probability of success when 
using this error correction scheme. 



 

 

2.2.3 ARQ and FEC combined 

Hybrid ARQ protocols provide some control over the tradeoff between throughput and the 
reliability of error correction. Since VSF plans to include FEC in their RIST Main Profile, this 
section gives a brief overview of these hybrid schemes (in case the FEC is implemented using a 
hybrid approach). 

2.2.3.1 Type-I hybrid ARQ 

Type-I hybrid ARQ puts error codes into the packet block which the sender transmits. If the receiver 
can correct the message using the FEC scheme it will not request retransmission; otherwise, 
retransmission is requested [25]. This implementation can even be successful in channels with weak 
signal strength compared to a native ARQ implementation. That occurs because FEC can still work 
well in such conditions, as long as the codeword is long enough. In high signal strength conditions 
(i.e., a low probability of random bit errors occurring within a link frame), type-I hybrid ARQ does 
not contribute to any performance improvement compared to a native ARQ implementation [26]. 
The additional bits added by the FEC encoding are wasted and this unnecessary overhead limits the 
link’s performance. 

2.2.3.2 Type-II hybrid ARQ 

Type-II hybrid ARQ is somewhat similar to type-I. Instead of sending packets with FEC encoding 
incorporated, the sender alternates between sending packets with no error codes and only sending 
the FEC encoding. As a result the FEC encoding is only sent in the case of a retransmission request, 
therefore FEC need not be included in a packet that has been successfully acknowledged by the 
receiver.  However, if there is still an unsuccessful reception even after the sender has sent the FEC 
information, then a retransmission is required and the sender sends the combined data and FEC 
information as in type-I hybrid ARQ [26]. 

2.3 Reliable Internet Stream Transport 

This section describes RIST in detail including how packets are structured and RIST Simple Profile’s 
retransmission mechanism. It is important to reiterate that everything covered in this section only 
applies for RIST Simple Profile, while other profiles will most likely behave differently (especially 
regarding retransmission). The error correction aspect of the protocol (retransmission) is important 
as this will allow discussion later in the thesis regarding the performance results because 
retransmission negatively impacts performance. 

2.3.1 Packet structure 

As previously mentioned RIST uses RTP as an underlying protocol. Furthermore, in the case of an 
existing RTP standard for a certain media type in, the RTP header follows the standard format. An 
example is the common media type MPEG-2 [29], where RIST uses the existing RTP standard 
SMPTE-2022-1/2 [8]. In addition to using RTP for media data, RIST uses RTP’s feedback and 
control protocol - RTCP [30]. RIST makes no changes to these protocols’ packet structure. Instead 
RIST provides a more unified way of using RTP, hence enabling increased interoperability while 
attempting to offer good reliability and low latency. RIST Simple profile provides a custom 
application-defined feedback message. Section 2.3.2 discusses this further. 
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2.3.1.1 RTP header 

The RTP header is described in RFC 3550 [30]. In RFC 3550, the RTP version is 2, and the header 
encodes this in the first two bits (see Figure 2-5). The P field is a padding bit and if set to 1, there are 
additional padding octets at the end of the payload which the receiver should not interpret as part of 
the message. In this case, the last octet in the payload tells how many padding octets the payload 
includes. The X field is for extensions and indicates if an additional header follows the RTP header 
for certain applications. The contributing source (CSRC) count (CC) field tells how many CSRC 
identifiers the header includes. M is simply a marker, and its use is dependent on the profile 
currently used. The payload type (PT) can indicate media a type, such as MPEG-2 TS. The sequence 
number identifies a packet so that packet retransmission requests can be for a particular packet. 
This number should initially be assigned randomly and then increment for each packet. The 
timestamp is the instant when the sender samples the first octet of the header. Synchronization 
Source (SSRC) is a randomly assigned number so that a receiver can identify a source in an RTP 
session with multiple sources in order to synchronize these media streams. As there is a non-zero 
probability of multiple sources assigning the same SSRC, the implementation must be able to deal 
with this. The CSRC field is optional and tells which sources in the RTP session contribute to the 
stream that the packet belongs. 

 

Figure 2-5: Packet structure for the header of an RTP/RIST data packet 

2.3.1.2 RTCP header 

There are several types of RTCP headers, of these the RIST Simple Profile uses five. The two types 
which this thesis covers are those related to retransmission requests and are of type NACK. The 
other three types are sender report, receiver report, and source description packets; however, this 
thesis does not give an overview of these, since they mainly provide statistics concerning the session 
between the parties and the focus of this thesis lies in retransmission. The data in these messages 
might however be relevant for the evaluation of the communication between the parties. 

The first RTCP header is for a bitmask-based retransmission request. Figure 2-6 shows the 
structure of such a request. The first two fields in the RTCP header have the same purpose as is in 
the RTP header. The format (FMT) field has the value 1, which is specific for an RTCP feedback (FB) 
payload, indicated by setting the PT field to 205. With the FMT field set to 1, the RTCP FB packet is 
a generic NACK [31, 32]. The length field gives the length of the packet (including the header and 
potential padding) minus one. The SSRC of packet sender and media source is as described earlier 
the synchronization source identifier of the respective party. This section describes the structure for 
this header while Section 2.3.2 describes its functionality including the Feedback Control 
Information (FCI) field. 



 

 

 

Figure 2-6: Packet structure for the header of an RTCP/RIST bitmask-based retransmission request 

The second RTCP header used for retransmission in RIST is range-based retransmission 
request. This header is shown in Figure 2-7. The header type is indicated by PT=204 specifying this 
is an application-defined RTCP message. The contents of this message are custom for RIST. The 
length field is similar to the previous header type as is the SSRC of the media source. The name field 
contains the name of the application, in this case the ASCII code for RIST (0x52495354). Section 
2.3.2 discusses the packet range requests field.  

 

Figure 2-7: Packet structure for the header of an RTCP/RIST range-based retransmission request 

2.3.2 Packet recovery 

Figure 2-8 presents the information field for a bitmask-based request. The partition index (PID) 
field is the sequence number of the packet that the receiver requests for retransmission. The 
bitmask of following lost packets (BLP) field allows the receiver to request any of the 17 following 
packets in a single NACK. A bitmask-based request can contain multiple FCI messages. Each such 
message is 32 bits long, thence this structure is particularly well suited for a short burst of errors. 

 

Figure 2-8: Structure of the generic NACK (FCI) 

Figure 2-9 shows the information field for a range-based request. This request is well suited for 
more extended consecutive burst losses. The missing packet sequence field tells the sequence 
number of the (first) packet that the sender requests for retransmission. The number of additional 
missing packets field tells how many packets after the initial packet indicated in the prior field that 
the sender needs to retransmit. Similar to the generic NACK, one application-defined message can 
contain multiple packet range requests. The receiver should choose between the two based on the 
type of burst error. 

 

Figure 2-9: Structure of a packet range request 

The process of retransmission for RIST relies on the NACK requests previously described. The 
RIST Simple Profile specification mentions that RTCP packets are sent periodically with a period of 
no more than 100 milliseconds while utilizing no more than 5% of the average media data rate’s 
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bandwidth*. In the implementation Net Insight has of RIST, NACKs are however sent instantly 
when packet loss is detected. Furthermore, a UDP payload can carry more than one RTCP packet, 
hence multiple RTCP packets can be concatenated and sent in a single UDP packet. 

The receiver sends NACKs to the sender based on the packet losses it detects. To be able to 
accommodate retransmitted packets which arrive out of order, a RIST receiver needs a buffer. The 
buffer consists of two sections: a reorder section and a retransmission reassembly section. By 
looking at the sequence numbers of the incoming packets at the boundary of these two sections, the 
receiver detects packet loss. The implementer can also look for packet loss elsewhere in the buffer; 
to enable lower latency the implementation should look for packet loss at the input of the buffer. 
The buffer itself is a FIFO buffer, except for out of order packets which the receiver places in the 
corresponding order based on the sequence numbers. When the FIFO has output the last packet 
before the packet that is lost and still the packet has not been received, then the missing packet is 
beyond rescue. 

2.3.3 Congestion control 

Congestion control ensures that a source’s sending rate does not overwhelm the network [33]. 
Congestion occurs when a network link has more packets to be output via this link than this link can 
handle. Unfortunately, protocols for media streaming often lack appropriate congestion 
control [34]. The RIST Simple Profile lacks any congestion control, so it is up the implementer to 
include a suitable congestion control (or avoidance) solution. The choice of solution will impact 
different performance metrics depending on the details of the implementation; hence this is worth 
considering when evaluating the results given in this thesis. Additionally, the RIST specification 
does not mention flow control, albeit flow control is not widely employed in real-time streaming 
protocols [8, 9]. The purpose of flow control is to avoid the data transmission rate overwhelm the 
receiver [35]. 

2.4 Secure Reliable Transport 

This section describes SRT in detail regarding how packets are structured and SRT’s retransmission 
mechanism. This thesis bases its descriptions and results on version 1.3 of SRT. As noted earlier 
both SRT and RIST run over UDP. Compared to RIST, SRT is further along in terms of being a full-
fledged protocol. For example, SRT implements encryption and handshaking to establish a 
connection, which is something the RIST Simple Profile currently lacks. However, RIST could 
possibly use the SRTP profile to provide these features. Furthermore, RIST Simple Profile lacks any 
congestion control, which means that congestion control will be implementation-specific. 

2.4.1 Packet structure 

The base of SRT is UDT, thus an SRT data packet is very similar to a UDT data packet according to 
draft-gg-udt-03 (UDT4) [36]. Figure 2-10 shows the structure of an SRT packet and highlights the 
differences between SRT and UDT4 with contrasting colors. If the first bit in an SRT header is 0, it 
is a data packet. The packet sequence number is packet based and is incremented for each new 
packet transmission (not including retransmissions) [37]. The FF field identifies the position of the 
sent packet within the message: “10” if it is the first packet, “00” if it is in the middle of the message, 
“01” if it is the last packet, and “11” if the message only contains this one packet. The O field tells if 
the packet arrives in order. KK indicates whether the data is encrypted or not: “00” if it is encrypted, 
“01” if it is encrypted with an even key, and “10” if it the encryption is done with an odd key. R 

                                                             
* This is the general bound for bandwidth use for RTCP. 



 

 

indicates whether a packet is transmitted for the first time (0) or retransmitted (1) [9]. The message 
number describes which message the packet belongs to, hence a message can include several 
packets (as was mentioned in the description of the FF field). The SRT specification describes the 
timestamp field as usually the time when the transmission of the packet should be, but its actual 
usage may depend on the type of packet. Finally, the destination socket ID indicates which socket ID 
the packet is destined for [9]. 

 

Figure 2-10: Packet structure of an SRT data packet 

An SRT control packet looks the same as a UDT control packet. However, there are more 
message extensions for an SRT control packet to support more control message types. Figure 2-11 
shows an SRT control packet, which looks identical to the corresponding UDT4 control packet [9, 
36]. The type field identifies what type of control message this packet is. There are several types of 
control messages in SRT, including those natively available in UDT (such as ACK and NACK). If the 
type field is 0x7FFF, the reserved field contains values assigned to user-defined control 
messages [36]. These messages can include encryption material and the reader can find more 
information in [9]. The Additional info field is used by some control messages for extra space for its 
data. The timestamp and destination socket ID fields work in the same way as described for a data 
packet. 

 

Figure 2-11: Packet structure of an SRT control packet 

2.4.2 Data transmission and packet recovery 

In SRT, the sender has buffers where it stores packets that are to be sent. All packets contain a 
sequence ID in case the receiver needs to request retransmission for a packet that is not correctly 
received. In addition to a sequence ID, each packet also contains a timestamp, which is the time 
between when the establishing handshake of an SRT connection and when the packet is inserted 
into the sender’s buffer. The packets are kept in the sender’s buffer until the sender receives an ACK. 
The reason for keeping these packets is in case the sender needs to retransmit it. However, there is 
also a latency window, such that if the sender receives no ACK during this window, the packet will 
be removed from the buffer and deemed unrecoverable [9]. 

The sender buffers work together with a send queue (SndQ). There is only one SndQ, even in the 
presence of multiple sender buffers. Each sender buffer belongs to an SRT socket. This queue is a 
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doubly linked list, which contains references (nodes called CSnode) to objects in the sender’s buffers 
that are ready to send. Notably, the SndQ has a send thread which continually checks for packets in 
the sender’s buffers that are ready to send. For every packet that is ready to send, a CSnode in the 
SndQ points to this packet in a sender buffer. The queue is sorted based on the timestamps of the 
packets. As the packets’ timestamps are local for that particular socket, the timestamp has to be 
compared with the actual current time to determine its position in the queue. The SndQ is primarily 
used for managing the sending of packets. This list does not apply to control packets, which never 
are placed in any sender buffer or the SndQ; but instead the sender sends them directly to the 
receiver. 

In SRT, the receiver also has a buffer. This buffer also utilizes a latency window, with a similar 
interpretation as the one in a sender’s buffer. Figure 2-12 illustrates an example of a receiver buffer 
in SRT, with the latency window in orange (and dashed) “sliding” along the buffer. In this example, 
packet 1 successfully reaches the receiver, while packet 2 is about to be delivered. Once the packet is 
received the receiver delivers packet 2 to the application and the latency window slides to its next 
position. 

 

Figure 2-12: Example of a receiver buffer in SRT with a latency window 

The latency window provides a window (in time) for packets to reach the receiver. In Figure 
2-12, if the window keeps sliding further and the left edge reaches packet 6 without packet 6 
reaching the receiver correctly, the packet is dropped and considered lost, and the window 
continues sliding as usual. The latency window is often described in terms of time and covers a span 
of packets that depend on the round-trip time for a packet (as the window has to allow enough time 
for a retransmission request to reach the sender and the retransmitted packet to arrive at the 
receiver). 

SRT uses an ARQ scheme for packet recovery. SRT control packets arrange for this procedure, 
namely ACK and NACK control packets (called NAK in SRT and UDT). The ARQ implementation is 
a variant of the selective repeat ARQ described in Section 2.2.1.3. The receiver sends ACKs to the 
sender at certain intervals, telling the sender it can remove these packets from its buffer. As 
mentioned earlier, if the latency window passes a packet in the sender’s buffer, then the packet is 
removed from the sender buffer even in the absence of an ACK. An ACK contains the sequence 
number of the packet for which the receiver successfully retrieved all previous packets. 

If the sender receives a NACK, it retransmits the packet(s) requested in the NACK. SRT has both 
periodic NACK transmissions as well as ones that are transmitted immediately after packet loss is 
detected. The periodic NACKs are sent to mitigate the risk of an individual NACK being delayed or 
lost. The sender maintains a loss list where it puts lost packets if a NACK is received or a timeout 
occurs (lack of ACK). The loss list can block the SndQ to prioritize packets that have less time to be 
retrieved by the receiver. The packets in the loss list can be retransmitted multiple times if needed. 

2.4.3 Congestion control 

The specification of SRT describes the flow control of SRT to be the absence of flow control. SRT 
tries to maintain its data transmission rate even when network congestion occurs. However, SRT 
does provide congestion control mechanisms. The SRT application programming interface (API) 
found on the GitHub repository explains that in live stream mode, the bandwidth is only slightly 



 

 

limited as needed to prevent congestion [38], with the data output rate in bytes/second calculated 
as:  

𝑂𝑢𝑡𝑝𝑢𝑡	𝑏𝑎𝑛𝑑𝑤𝑖𝑑𝑡ℎ = 	
𝐼𝑛𝐵𝑊(100 + 𝐵𝑊𝑜ℎ)

100 . 

Equation 1: Formula for output bandwidth in SRT 

In Equation 1, InBW represents the input bandwidth, or rate, given in bytes/second and BWoh 
represents bandwidth overhead given as a percentage. The bandwidth overhead describes how 
much bandwidth retransmission messages use based on the input rate. The input bandwidth can be 
given as a fixed number or be measured internally. Additionally, the user can set a maximum 
bandwidth in bytes/second and maintain this value as a constant data output rate. Equation 2 then 
gives the period between each packet’s transmission in units of µs with the packet size given in bytes 
and the output bandwidth given in bytes/second according to Equation 1 [39]: 

Packet	send	period = 	10E F
𝑃𝑎𝑐𝑘𝑒𝑡	𝑠𝑖𝑧𝑒

𝑂𝑢𝑡𝑝𝑢𝑡	𝑏𝑎𝑛𝑑𝑤𝑖𝑑𝑡ℎM 

Equation 2:  The period between packets sent in SRT 

2.5 Related work 

Since both RIST and SRT run over UDP, it is worth looking into application protocols for media that 
run over TCP. There are other transport protocols that have been developed to find some middle-
ground between TCP and UDP. Some of these transport protocol can benefit media streaming. Two 
of these protocols are SCTP and DCCP, which both include congestion control, with SCTP 
additionally being reliable [40, 41]. Therefore, this section discusses TCP and RTMP to allow the 
reader to understand alternative approaches for media transportation. 

As long as these protocols are only used for the contribution side of broadcasting and not the 
distribution side, running them over UDP should not cause too much of a problem. The 
contribution side does not run have as many transmissions points as in a multicast scenario. Figure 
2-13 shows an example of how the contribution side looks. This figure is taken from Love 
Thyressons article [7]. This figure does not cover the distribution to the potential millions of viewers 
at home. This section describes SCTP and briefly reflects over the potential of using DCCP with 
RTP/RIST. 

 

Figure 2-13: Distribution side of acquired media content intended for broadcasting (Appears here with 
permission of the author of [7].) 

2.5.1 TCP 

This section does not provide an extensive overview of TCP, but instead briefly describes the 
fundamental differences from UDP. Unlike UDP, TCP is a connection-oriented protocol and 
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features congestion control [17]. TCP utilizes a variant of go-back-N ARQ which is described in 
Section 2.2.1.2 [42]. Unlike the ARQ implementation used in RIST and SRT, TCP must receive 
acknowledgments and never stops trying to request retransmissions due to its reliable nature. 
Furthermore, TCP implements congestion control to ensure that a source does overwhelm the 
network*. These two factors combine to make TCP slower than UDP, as there is a fundamental 
tradeoff between latency and reliability [43]. 

2.5.1.1 TCP’s Congestion control 

It is worth noting that there are several implementations of TCP that handle congestion control in 
different manners, thus they will differ in performance. One reason congestion control is important 
is to incorporate fairness into the network. As stated earlier UDP lacks congestion control; hence, 
UDP flows are seen as unfair from TCP's point of view. The main idea used to implement congestion 
control in TCP is the use of a congestion window. The congestion window controls how much data a 
sender can transmit while having unacknowledged packets. This congestion window starts small, 
one maximum segment size (MMS), but increases exponentially for each acknowledged packet in 
most implementations of TCP until it hits a threshold or packet loss happens (which TCP identifies 
as congestion). This mechanism is designed to rapidly find the available bandwidth [22, 44]. 

When the congestion window reaches a threshold, TCP shifts to congestion avoidance, where 
the congestion window increases incrementally by one MMS. This continues until congestion is 
detected (i.e., packet loss from TCP’s point of view) [44]. When congestion is detected (by the 
retransmission timer expiring before an ACK is received), the congestion window's size becomes one 
MMS, and the threshold becomes no more than half of the congestion window’s size when 
congestion was detected. At this point, the process described above repeats itself [44]. 

TCP uses duplicate acknowledgments in a scheme called fast retransmit to realize before the 
retransmission timer timeouts that a retransmission is required and that there is no congestion (as 
packets are obviously getting received – but are simply out of order). When a packet is received, the 
receiver sends an ACK with the sequence number of the last received byte incremented by one, i.e. 
the sequence number of the next byte it expects to receive. If some packets are dropped and the 
receiver receives additional bytes beyond the byte last acknowledged, then the receiver will send for 
each of the out-of-order packets the same (cumulative) ACK as it sent previously. The sender 
interprets these two duplicate ACKs as a request for the packet that was expected to arrive after the 
previously received bytes. 

2.5.1.2 BBR 

More recently a new approach to congestion control has been suggested by Neal Cardwell, et al. 
[45]. Their algorithm does not use packet loss as an indication of congestion, but instead means the 
time to deliver packets and the bandwidth of the bottleneck link along the path. In its current state, 
the performance is lacking when multiple BBR flows run on the same link. The problem is that data 
ques up at the bottleneck buffer. BBR shows fair behavior when a BBR flow is coupled with other 
BBR flows [46]. However, when there is a small bottleneck buffer, it suppresses loss-based flows, 
such as most TCP implementations (CUBIC for example [47]), quite heavily. This suppression 
makes it unfair which might make it difficult to deploy on a grand scale. 

2.5.2 SCTP 

SCTP is a transport protocol which inherits features from both UDP and TCP but does not build 
upon them. Similar to TCP, it is a reliable protocol which also incorporates congestion control. 
                                                             
* More specifically, that TCP flows should avoid causing congestion collapse of the network while also being fair to each other. 



 

 

Section 2.5.3 describes why SCTP is not widely used today. Unlike TCP, SCTP is not stream-
oriented, but rather message-oriented [40]. This feature is similar to UDP and essentially means 
that the sender sends “chunks” of data. In UDP, the receiver then either receives all the data in a 
“chunk” or none of the data from that “chunk”. So, with TCP receiving a stream of data, STCP 
instead receives chunks of data with both incorporating reliable communication. 

2.5.3 DCCP 

Unlike UDP, DCCP incorporates congestion control, which facilitates a fairer approach while still 
offering unreliable transmission. According to RFC 5762 [48], DCCP is compatible with RTP. Scott 
Hogg discusses in [49] why SCTP and DCCP are not widely used. He mentions that the lack of 
implementations in the major operating systems such as OS X and Windows (there are currently 
third-party implementations available for these operating systems) hurts the spread of both 
protocols. Additionally, all applications and network equipment that was made to work with TCP 
and UDP have to be upgraded. 

2.5.4 RTMP and HLS 

The streaming service Twitch works by a streamer sending a stream using the RTMP protocol, 
which runs over TCP, to Twitch’s ingest servers. The server converts the RMTP feed to HLS, which 
also runs over TCP,  and transports this media stream to viewers all around the world [21]. Note 
that today Twitch may use Low Latency HLS (LHLS) to reduce the delay of HLS [50]. Glancing at a 
Twitch stream, the quality can be as high as 1080p at 60 fps while having a latency as low as a 
couple of seconds [50]. An obvious question is why broadcast television does not use this solution. 

One main problem is, in fact, the latency, although it seems to be quite low. Due to the back off 
nature of TCP’s congestion control, latency increases over time with limited bandwidth. 
Additionally, HLS uses an adaptive bitrate which means that the picture quality is not constant [20]. 
These drawbacks might be something TV broadcasters cannot accept thus explaining why there is 
still a demand for protocols running over UDP. 

2.6 Summary 

This chapter discussed different ways to achieve error recovery including different ways of 
implementing retransmission schemes as well as explaining FEC. Different approaches yield varying 
results in terms of performance under certain conditions. The chapter also described how UDP 
works as an underlying protocol for both RIST and SRT. Additionally, the chapter explained the 
basics of both protocols and how they both use some selective repeat ARQ implementation. Finally, 
the chapter described an alternative approach using RTMP over TCP to provide the reader with 
some additional context for why particular applications need different solutions. 
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3 Methodology 

The purpose of this chapter is to provide an overview of the research method used in this thesis. 
Section 3.1 describes the research process. Section 3.2 focuses on the data collection techniques 
used for this research. Section 3.3 describes the experimental design. This design consists of a test 
bed which provides an environment to conduct the desired tests for the evaluation of the protocols. 
Furthermore, the section discusses the software that was implemented to automate these tests. 
Section 3.4 explains the techniques used to evaluate the reliability and validity of the data collected.  

3.1 Research Process 

The evaluation of the protocols consists of multiple metrics. In this project, these metrics include 
error rate after correction, bandwidth overhead, and fairness. During testing, data will be collected 
to assess each protocol according to these metrics. To evaluate the loss rate for the protocols after 
correction, they ran separately in a lossy network while the implemented software samples 
performance data. To assess the bandwidth overhead and fairness of the protocols, the protocols ran 
separately while competing with a TCP-connection. The bandwidth allocated to the TCP connection 
reveals the bandwidth overhead of the protocols in addition to showing how much the protocol 
forces TCP to back off. This case also depends on the specific TCP implementation the tests use, as 
described in Section 3.3.1. To get a better understanding of the fairness of the protocols, in the last 
testing phase, the protocols ran simultaneously in the same network. Finally, an analysis of the data 
collected from all the tests indicates how well the protocols perform in terms of the performance 
metrics. Chapter 4 describes the tests conducted in detail, and Chapter 5 provides an analysis of the 
results from these tests. 

3.2 Data Collection 

The data collected for the evaluation of the protocols is statistical data found in the control packets 
of the protocol being tested. The sampled data consists of the number of packets sent (excluding 
retransmitted packets) from the receiver and the number of packets dropped at the sender. For TCP, 
the bandwidth usage was sampled from the output of the software establishing the TCP connection 
(in this case, iperf3 [51]). 

3.3 Test environment 

Figure 3-1 gives an overview of the test environment. The sender and receiver are both computer 
systems with the same hardware configuration. The network emulator customizes the network 
environment via which the sender and the receiver communicate. The sender and receiver are 
connected using an ethernet interface to the network emulator. The ethernet interface is 
bidirectional, but the network emulator allows for manipulation of both directions of 
communication. The network emulator can introduce impairments either in both directions 
(affecting both data flow and control packet flow) or only one direction. 
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Figure 3-1: Schematic overview of the test environment highlighting the three main components 

3.3.1 Sender and Receiver 

Table 3-1 and Table 3-2 shows the identical hardware and software specification for both the sender 
and the receiver. Net Insight provided these computer systems for this project. This platform 
supports all three protocols and every test in this project used this platform. The hardware/software 
specification of the sender and the receiver is typical of what Net Insight would typically deploy for 
each of the investigated protocols. 
Table 3-1: Hardware specification of sender and receiver 

Component Name 

CPU Intel Xeon E3-1225 v5 @ 3.30 GHz 

RAM 2x DDR4 8 GB @ 2133 MHz (16 GB total) 

Network card Intel Ethernet Controller 10G x550T 

 
Table 3-2: Software specification of sender and receiver 

Software Name 

OS Ubuntu 14.04.5 LTS, Trusty Tahr 

Linux kernel 4.14.20-mss-pv5 

TCP implementation CUBIC 

 

The sender sends an H264/MPEG-4 AVC stream with a resolution of 720p and 60 frames-per-
second framerate to the receiver using one of the three protocols with a specific bitrate. Figure 3-2 
shows an example frame of the video that was encoded. This video consists of eight vertical bars of 
different colors with four grey moving boxes. 

 

Figure 3-2: A frame of the video that was encoded and transported from the sender to the receiver 



 

 

3.3.2 Network Emulator 

The network emulator shown in Figure 3-1, is an Anue CKL-2U H Series (Hawaii platform). This 
system allows the introduction of delays and impairments to a local network to emulate real-world 
network conditions. Net Insight provided this system in order to have tests which represent real-
world use of the protocols. The Anue system has many features in terms of delay manipulation and 
network impairments. The features that this project used include the emulation of a realistic 
internet delay. This is important because the delay on the internet is not constant [52]. The Anue 
system gives the user the ability to select a delay range over which the Anue realistically distributes 
the emulated delay. Two other features of the Anue system that this project uses are bandwidth caps 
and packet drops. The packet drops can be distributed in different ways, including uniformly and 
according to a Poisson distribution. The Poisson distributed packet drops are particularly attractive 
due to its bursty behavior, which according to Spirent Communications is more realistic [53]. 

Another feature the Anue platform supports is the ability to affect the network traffic in both 
directions independently. The different directions are referred to as “blades” in the Anue 
terminology. In this project, blade 1 and blade 3 were used. Blade 3 transports the data that goes 
from the sender to the receiver while the feedback messages from the receiver use blade 1. This 
configuration is the reason why the arrows in Figure 3-1 are not just one unidirectional arrow 
between the emulator and the sender/receiver. This feature allows the tester to test how the well the 
feedback mechanism compares between the protocols. Symmetric packet drops (same packet drop 
behavior in blade 1 and blade 3) will be the primary use case in this thesis. However, one test 
explores using this feature to evaluate another aspect of the protocols. 

3.4 Assessing the reliability and validity of the data collected 

This section discusses the reliability and validity factor of the data collected, which establishes the 
result of this project. 

3.4.1 Reliability 

Ensuring the reliability of the collected data was done by running four identical runs for each 
sampling point. Also, each sample is a 60-minute measurement in order to reduce the spread of the 
samples in the identical runs. Furthermore, since the protocols are running on a given 
hardware/software platform, the results presented in this thesis should be replicable, given that one 
uses the same versions of the protocols as in this thesis. 

3.4.2 Validity 

Ensuring that all three protocols have a low and similar level of overhead when running the tests is 
vital to ensure the validity of the results. All three protocols run on identical hardware and software. 
For SRT, communication is initiated using SRT live transmit, which is a native way of transporting 
data with the SRT protocol [54]. Net Insight’s RIST implementation uses GStreamer as a 
communication framework [55]. This RIST implementation is a plugin for GStreamer. GStreamer is 
designed to have very little overhead [56]. However, this potential overhead should be considered 
since the RIST Simple Profile specification does not require the use of GStreamer [8]. In terms of 
ÖÖÖ, it is harder to consider the level of overhead due to it being proprietary. 

It is crucial to consider the correctness of the statistical data retrieved from the protocols. There 
are three reasons for concern that this data may be incorrect: 

• Intentional implementation decisions regarding the values of the statistical output to 
make the protocol seem better than it is. 
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• Implementation mistakes in the protocols which make the measured data invalid. 

• Software bugs in the script which samples the statistical data in the protocols and 
adjusts the network environment over time. The author of this thesis wrote the script 
for use in the project to automate the test flow of these protocols. 

Manipulating the statistical output of the protocol might seem far-fetched but must still be 
regarded as a possibility. The same goes for implementation mistakes. The measured data in this 
project is accumulated from the statistical data that the protocol provides. This paragraph describes 
the method for the validation of this statistical data. Verification is done by comparing the data from 
the protocol and looking at the TR 101 290 measurement properties in the received MPEG stream. 
The TR 101 290 standard describes how to measure and analyze an MPEG transport stream [57]. 
More precisely, the continuity count error that TR 101 290 describes is of particular interest. This 
field checks for errors in the MPEG transport stream by looking at the continuity count field in the 
header of an MPEG TS packet. There are three conditions which if met increments the continuity 
count error field: if the packet order is incorrect, if a packet is lost, or if a packet appears more than 
twice. This means that if there is an increment in the continuity count error field, the protocols’ 
statistical output should also display some increase in error. If this is not the case, the protocol is 
not accounting for all errors. This comparison can conveniently be made for all three protocols 
since they are all sending a MPEG transport stream in this thesis. 

The script which samples the statistical data was rigorously tested to ensure that the sampled 
points match the statistical output from each protocol at the time of sampling. A critical aspect of 
the sampling process is to ensure that the protocol did not crash during a measurement – as in this 
case the script would sample data when the protocol was not operating. Since the protocol restarts 
between each measurement cycle, this would discredit the collected samples. The approach to 
counter this form of error is to look at the operational status of the protocol just before the sampling 
occurs. If the operational status is down, then the script indicates that the protocol has 
malfunctioned and that these results should not be included in this sample. 
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4 Testing 

This chapter describes what was done to measure the performance of the protocols in a given 
communication environment. This environment is divided into three subcategories: network, 
platform, and buffer dimensioning. The platform was described in Section 3.3.1 and was fixed 
throughout this project. Section 4.2 describes the different network parameters where tests were 
executed. The buffer size is chosen for low latency applications while also being acceptable in terms 
of the protocols’ specification. Section 4.1 describes how the network environment is controlled 
along with the sampling process of the measurements. 

4.1 Sampling 

During the initial stages of the project, manual measurements were made. These manual 
measurements were done by studying the statistical output of the protocol at certain time intervals, 
and then manually reconfigure the network environment parameters. It was quickly determined 
that this strategy would be infeasible due to the goal of collecting measurements over an extended 
period, in this case, up to one hour per sample. The solution was creating a script that 
communicates with the sender, receiver, and the network emulator. 

4.1.1 Final setup 

Starting with the setup given in Figure 3-1 in Section 3.3, the network environment is further 
detailed by adding three source modules (one for each protocol) to the sender and three sink 
modules to the receiver. Figure 4-1 highlight these details in a revised version of Figure 3-1. 
Furthermore, this new figure includes the computer which controls the sender, the receiver, and the 
network emulator. 

   

Figure 4-1: Schematic overview of the network environment containing modules of the protocols  

A source module sends the media and a sink is its arrival point. The modules are a way to make 
the use of these protocols easy. Essentially, the sender injects media to a source module, which then 
sends the media using its respective protocol to the receiver’s remote address with a given port 
number where there is a sink module running the same protocol. This workflow corresponds to the 
case shown in Figure 4-1, where each source module is configured to connect to its respective sink. 
This pattern can be scaled to include multiple sources and sinks for each protocol when scalability is 
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being evaluated. For example, one might want to evaluate the impact of having multiple RIST 
instances running over the same link. However, scalability was not investigated in this thesis 
project, hence it is left as future work. 

Section 3.3.2 described the “blade” terminology used for the black arrows in Figure 4-1. This 
terminology described the details of the transfer of data between the sender and the receiver. 
Ethernet connectivity is used to realize these connections and ensures that the connection is very 
reliable since there is no other network traffic using these links. Note, there is only one ethernet 
cable between the sender and the network emulator, as well as only one ethernet cable between the 
network emulator and the receiver. The Anue system handles the direction management internally 
and does not need two cables for this. Note that the 10 GbE Ethernet interfaces are full-duplex as 
10 GbE does not support half-duplex point-to-point connections. 

The dashed orange arrows in Figure 4-1 carry the commands that the control computer sends to 
the sender, the receiver, and the network emulator, and over which it collects samples from the 
sampled data from the receiver and the sender. Unlike the black arrows, this connectivity is not 
realized using a direct ethernet connection between the components as these components were 
connected to Net Insight’s local network. This network enables the control computer to 
communicate with the components of the test bed. Therefore, the control computer can be any 
computer connected to Net Insight’s network and can even be a remote computer connected via a 
VPN. One disadvantage of this setup is that if Net Insight’s network experiences downtime, this will 
render the testbed useless. A further disadvantage of this configuration is that it adds noise to the 
timing between when commands sent by the control computer to the components reach the 
components. However, since the sampling period is one hour – the small jitter introduced is 
negligible. 

4.1.2 The script 

The purpose of the script was to allow the tester to run multiple tests with different network 
environment parameters with different protocols without having to manually interact with the test 
bed. This interaction would be manually collecting the statistical output, changing the network 
environment’s configuration, and switching protocols. “Changing the network environment’s 
configuration” in this context refers to setting the parameters: packet drop rate and distribution 
type, controlling what directions encounter the packet impairments, and bandwidth caps. A class 
written in Python uses the Tkinter library to make Tcl calls to the Anue to automate the test 
procedure. An object of this class can be instantiated with an IP address of the Anue and what 
directions should be affected by the packet impairments. 

The script is set up with certain conditions regarding the network environment. A sink module 
always stands by for a source module to initiate a communication link (from a source module). This 
means that a sink module is always enabled, but it will not use any bandwidth unless the source 
initiates communication. When running the script, each source module can be either enabled or 
disabled. Initially, the plan was to let the script create sinks and sources on its own, but this was 
regarded as unnecessary given the time frame of this project. Furthermore, as testing of scalability 
was not conducted, this additional functionality was not required. However, in the future this 
functionality might be desired. 

It is vital to establish a metric which gives a correct way of evaluating the protocols. The testing 
phase in this project consists of three use cases. Section 4.2 details what metrics are used for each 
case. First, there is a need to consider what type of data needs to be sampled in order to have any 
metrics. The loss rate after correction is one metric that all three cases use. This rate refers to how 
much of the intended data to be transported was lost after retransmission measures were used. To 
represent this, ideally, the protocol’s statistical output should include the number of packets sent by 



 

 

the receiver and the number of lost packets. The resulting formula calculates this metric as given in 
Equation 3. 

𝛿 =
𝑈𝑛𝑟𝑒𝑐𝑒𝑜𝑣𝑒𝑟𝑒𝑑	𝑝𝑎𝑐𝑘𝑒𝑡𝑠

𝑆𝑒𝑛𝑡	𝑝𝑎𝑐𝑘𝑒𝑡𝑠  

Equation 3: The loss rate after retransmission measures 

One important thing to note in Equation 3, is that the sent packets must not include 
retransmitted packets. This raises a minor problem which needs consideration when collecting the 
statistical data from the protocols. This is a problem because, during the initial testing of the 
protocols, it was discovered that the protocols do not output identical statistical data. Therefore, the 
data had to be manipulated to be able to calculate this metric. In the case of RIST, the statistical 
output provides both the number of unrecovered packets and sent packets (not counting 
retransmitted packets). For SRT, the statistical output provided the number of unrecovered packets. 
However, the number of sent packets included the number of retransmitted packets. Luckily, the 
statistical output also provided the number of retransmitted packets. Therefore, the loss rate after 
correction could be calculated by using Equation 4. 

𝛿STU = 	
𝑈𝑛𝑟𝑒𝑐𝑜𝑣𝑒𝑟𝑒𝑑	𝑝𝑎𝑐𝑘𝑒𝑡𝑠

𝑆𝑒𝑛𝑡	𝑝𝑎𝑐𝑘𝑒𝑡𝑠 − 𝑟𝑒𝑡𝑟𝑎𝑛𝑠𝑚𝑖𝑡𝑡𝑒𝑑	𝑝𝑎𝑐𝑘𝑒𝑡𝑠 

Equation 4: Error rate after retransmission measures given the statistical output from SRT 

ÖÖÖ, similar to SRT, also included the retransmitted packets in the number of sent packets. 
ÖÖÖ also includes statistics of how many retransmitted packets were sent. However, there was 
another problem encountered when sampling the data. There was a bug in the protocol 
implementation that was running on the systems used in this project. Namely, resetting the 
statistics was impossible without restarting the protocol itself. The script functions such that the 
protocols do not restart between network environment changes, but rather are only restarted when 
a new test iteration begins. An iteration, in this case, refers to one of the potentially multiple runs. 
Section 4.2.1 gives an example of this. The script used the values from the previous sample to 
calculate the new current values to compensate for this lack of resetability. Equation 5 shows this 
calculation. 

𝛿ÖÖÖ =
(𝑈𝑛𝑟𝑒𝑐𝑜𝑣𝑒𝑟𝑒𝑑	𝑝𝑎𝑐𝑘𝑒𝑡𝑠) − (𝑈𝑛𝑟𝑒𝑐𝑜𝑣𝑒𝑟𝑒𝑑	𝑝𝑎𝑐𝑘𝑒𝑡𝑠)Y

(𝑆𝑒𝑛𝑡	𝑝𝑎𝑐𝑘𝑒𝑡𝑠 − 𝑟𝑒𝑡𝑟𝑎𝑛𝑠𝑚𝑖𝑡𝑡𝑒𝑑	𝑝𝑎𝑐𝑘𝑒𝑡𝑠) − (Sent	packets − retransmitted	packets)Y
 

Equation 5: Error rate after retransmission measures given the statistical output from ÖÖÖ 

4.2 Cases 

The test cases need to test different aspects of the performance of the protocols. Most likely, tests 
with different network environments for a given protocol will not come out the same in on every 
test. Moreover, the ranking of the protocols may change with the different network environment. 
Therefore, the purpose of the different cases is to map the protocol’s performance via an appropriate 
number and variety of use cases. This thesis explores three main use cases. In all three cases, the 
media’s bitrate is 7 Mbps and the bandwidth cap will be set to give each streaming instance 3 Mbps 
of overhead. For instance, if there is one stream, the bandwidth cap will be 10 Mbps, and if there are 
two streams, the cap will be 20 Mbps, and so on. 

The first case is the primary and the most critical use case. This case is a raw test where the 
protocol runs with no disturbances or competition from any other protocols. This case explores the 
case of a link dedicated to a one media stream using one of the three protocols. This use case 
explores various impairment configurations of this link. The second case investigates the effects of 
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running a TCP connection over the same link as one media stream with one of the three protocols. 
The purpose of this test is to determine the fairness of the protocols. If the protocols are used on the 
public internet, they should not force all TCP connections to completely back off. The third case has 
the protocols compete with each other in all four combinations. This last case is to learn how the 
protocols behave against other protocols that are not designed to back off when they encounter 
packet drops. 

All samples shall be measurements carried out over 3600 seconds. For each sample point, an 
identical measurement runs four times. The reason for having long measurements is to let a sample 
cover many packets. Given the 7 Mbps bitrate of the stream, all three protocols sent just below 2.4 
million packets (not counting retransmissions) during a 3600 measurement. Collecting four 
samples under identical conditions are to ensure repeatability (as discussed in Section 3.4.1). 

Some default parameters were set in terms of RTT and buffer size for all the tests - except for 
when variations in these particular parameters were explicitly tested. The description of a test 
explicitly mentions these changes in parameters. The value of the RTT is dependent on the latency 
in blade 1 and blade three of the Anue system. The default value was set to achieve an RTT of 
~50 ms. This RTT was achieved by setting the latency in both blades to 25 ms. However, the latency 
value of the blades was not set to exactly 25 ms. Instead, the latency was set using the Anue system’s 
“Internet delay” functionality. This uses a range between two values and the Anue system produces 
a “realistic” internet delay behavior with jitter. In this case, a range of 24-30 ms was used. This 
yielded an average of 24.6 ms in latency with jitter in each blade. 

The default buffer size was chosen as four times RTT, resulting in a buffer size of 200 ms. The 
bigger the receiver’s buffer is, the longer it takes for the streaming media to output from it. The 
reason for using four times RTT is that this was Net Insight’s lowest recommendation to its 
customers before incorporating the use of RIST and SRT. With the RTT given above, that results in 
a default buffer size of 200 ms. SRT states that its lowest recommended buffer size is 2.5 times RTT 
whereas RIST does not have any recommendation based on RTT; currently the TR-06-1 
specification only recommends a buffer size of 1000 ms in the absence of user input [8, 54]. Note, 
RIST allows further configuration of the buffer. For example, the size of the reorder section of the 
buffer should also be chosen, at least in the simple profile of RIST. The default suggested values in 
TR-06-1, is a value of 70 ms as the reorder section part of the buffer. Given that the suggested buffer 
size in that configuration was 1000 ms, the default value in the tests described in this thesis were 
scaled down 1000/200 = 5 times, resulting in a 14 ms reorder section of the buffer. 

4.2.1 Case 1 

As mentioned before, in this case, the protocols run one at a time with no competing traffic. This 
case has the most tests due to the isolation of the protocols. First, the protocols were run with 
symmetrical impairments, since we cannot make any reliable assumptions which part of the link 
would be affected the most. Symmetrical packet drop means identical impairments on both the 
forward link and reverse link. The importance of symmetrical packet drops is to evaluate the effect 
of missing NACKs or ACKs affecting the retransmission. Also, a test explores what happens if only 
the forward link is affected by impairments, to see if impartment of the retransmission requests 
affects one protocol more than the others. Furthermore, a test where only the reverse link is affected 
should not be needed since if there are no drops in the forward link, there should not be any need 
for retransmission requests via the reverse link. However, a test for this was done to verify this 
theory. Finally, there was a test where the buffer was set to ten times the RTT instead of 4 times the 
RTT to see if a given protocol still behaves the best when the buffers are much larger. 

Table 4-1 describes all the tests for case 1 in more detail. The semantics of the tables for the tests 
in case 1 to case 3 are: In the protocol column - the presence of a comma indicates that the test runs 



 

 

individually for all three protocols while the presence of a plus sign means the protocols run in 
parallel. In the scenario column, the test uses the default parameters mentioned in the previous 
paragraph unless the column explicitly mentions that one of them has a different value. 
Table 4-1: All tests in case 1 (Each test runs four times) 

Protocol Scenario 

RIST, SRT, 
ÖÖÖ 

Symmetrical impairments with a Uniform distribution, going from 0% to 8% in 
increments of 2 percentage points (pp).  

RIST, SRT, 
ÖÖÖ 

Symmetrical impairments with a Poisson distribution, from 0% to 14% in 
increments of 2 pp. 

RIST, SRT, 
ÖÖÖ 

Forward link impairments with a Poisson distribution, from 0% to 12% in 
increments of 4 pp. 

RIST, SRT, 
ÖÖÖ 

Reverse link impairments with a Poisson distribution, from 0% to 12 % in 
increments of 4 pp. 

RIST, SRT, 
ÖÖÖ 

Symmetrical impairments with a Poisson distribution, going from 0% to 12% in 
increments of 4 pp. The buffer size here is ten times RTT (500 ms) and RIST 
uses a reorder section of 28 ms. 

4.2.2 Case 2 

In this case, the protocols run one at a time competing with a TCP connection running in parallel 
over the same link. The performance metric will be the same as before, the loss rate after correction; 
however, taking the average bitrate of the TCP connection into consideration. This bitrate gives us 
an idea of how much the protocols are forcing TCP to back off. The back off factor is something that 
also depends on which TCP implementation is used. As shown in Table 3-2 TCP CUBIC was used in 
all of these tests. This case only includes a symmetrical impairment test. 
Table 4-2: All tests in case 2 (The test runs four times.) 

Protocol Scenario 

(RIST, SRT, and ÖÖÖ) + 
TCP 

Symmetrical impairments with a Poisson distribution, from 0% to 
12% in increments of 4 pp.  
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4.2.3 Case 3 

In this last case the protocols run in parallel with each other. As in case 2, this case only includes 
tests with a symmetrical impairment profile and Poisson distributed packet drops. 
Table 4-3: All tests in case 3 (Each test runs four times) 

Protocol Scenario 

RIST + SRT Symmetrical impairments with a Poisson distribution, going from 0% to 12% 
in increments of 4 pp. 20 Mbps bandwidth, two 7 Mbps streams. 

RIST + ÖÖÖ Symmetrical impairments with a Poisson distribution, going from 0% to 12% 
in increments of 4 pp. 20 Mbps bandwidth, two 7 Mbps streams. 

SRT + ÖÖÖ Symmetrical impairments with a Poisson distribution, going from 0% to 12% 
in increments of 4 pp. 20 Mbps bandwidth, two 7 Mbps streams. 

RIST, + SRT + 
ÖÖÖ 

Symmetrical impairments with a Poisson distribution, going from 0% to 12% 
in increments of 4 pp. 30 Mbps bandwidth, three 7 Mbps streams. 
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5 Results and Analysis 

This chapter presents the results for the cases described in Section 4.2. Section 5.3 provides a short 
discussion of the results presented in Section 5.1, while Section 5.2 asserts the validity and reliability 
of the results. 

5.1 Major results 

The major results are divided into a description of the automated testing (Section 5.1.1) and test 
results for each of the test cases (Section 5.1.2). 

5.1.1 Automated test solution 

This introduced an automated testing solution for the RIST, SRT, and ÖÖÖ protocols given the 
network environment shown in Figure 4-1. This solution relies on the Anue platform as a network 
emulator. In this project, a script was used to run the tests which generated the results shown in 
Section 5.1.2. The script utilizes Python’s time module to make a measurement (take a sample) at a 
given time. The script utilizes the core software components written for this thesis. Five main 
classes were written to create a toolset which enables a simple script to be written to run tests for 
the three protocols. Figure 5-1 shows the dependency graph of the script. 

  

Figure 5-1: Core components of a script which runs a test for the network environment in this thesis 

The purpose of the Anue class is to control the Anue system. This class supports both symmetric 
and non-symmetric packet drops as well as controlling the rate and distribution of the packet drops. 
It also supports controlling the available bandwidth, which by default only applies to the forward 
link even when the packet impairments are set to be symmetric. Controlling the latencies in the 
respective blades was skipped as this value is fixed during the testing. However, one could easily add 
this functionality to the class. 

The software consists of three classes for each protocol. The code needs instantiation for each 
test iteration. An example will be given to explain the meaning of a test iteration in this context. In 
the first row of Table 4-1, one test iteration would refer to one of the tests which run four times (per 
protocol). Therefore, this row results in 12 test iterations. The Config class contains the methods 
which instantiate the protocol classes. This class can run all three test cases presented in Section 
4.2. One could instantiate the protocol classes without using the Config class to run tests which do 
not have the same structure as the cases in this thesis. 

Each instance (object) of the protocol classes are saved using the Saver class. This takes 
advantage of Python’s Pickle library. Finally, the Evaluator class allows for visualization of the data 
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which the Saver class generates. All the plots in Section 5.1.2 were generated using this class. 
Furthermore, in the case of a saved TCP test, the class also provides the average bitrates of the TCP 
connection. 

5.1.2 Test results 

The purpose of the results presented in this section is to provide the reader with an idea of whether 
any of the protocols fulfill their requirements in terms of being a transport solution for live 
streaming media. Furthermore, since the goal of both SRT and RIST is to create an interoperable 
protocol for all broadcast equipment providers to support, the reader needs an idea of how well they 
compare to an established solution. The results presented here represent the results for the cases 
presented in Section 4.2. 

5.1.2.1 Case 1 

For the forward link impairments case, the plot includes a theoretically possible packet loss 
correction to provide some theoretical context to the results. This curve assumes a maximum of 4 
retransmission requests per missing packet (based on a buffer size of 200 ms together with the 
average RTT of ~50 ms). The resulting curve is given by Equation 6. This theoretical value assumes 
a primitive way of achieving packet loss correction. The assumption is that there will not be another 
retransmission request for a particular packet until the previous retransmission request fails. 
Therefore, it is possible for a protocol to score better than these curves. 

𝑦]^_`a_b = 100 c
𝑥
100e

f
 

Equation 6: Theoretically achievable packet loss correction with forward packet impairments 

In Equation 6, x is the packet drop rate in percent, and y is then theoretically possible packet loss 
correction in percent. 

The first result is the case where only forward packet impairments are present. Figure 5-2 
presents the result of this scenario. In this scenario, SRT behaved strangely in every test iteration 
when the packet drop rate was 12%. The drops were so high that the samples at 12% were discarded 
because it was assumed that this amount of packet drops was due to a bug. However, it is strange 
that this behavior did not occur when the packet drops were symmetrical, as discovered later (and 
described later in this section). In the case of RIST, the protocol always crashed at 12% before 
running for 3600 seconds, therefore, these samples were also discarded. 



 

 

 

 

Figure 5-2: Results for case 1: Forward drop scenario 

As we can see in Figure 5-2, at a high packet loss rates (12%), the only protocol that still 
functions is ÖÖÖ with the samples showing ~0.175% packet loss after correction. This result means 
this protocol offers roughly 98.5% better performance compared to no recovery mechanism when 
the packet loss in the network is 12%. Of course, 12% packet loss is a very high packet loss rate, and 
should not necessarily occur in a realistic scenario. However, to benchmark these protocols, the 
results might still be of interest to the reader as a potential stress test. At 8%, RIST performs the 
worst, with a gap to ÖÖÖ, which in turn performs worse than SRT. The SRT samples are under the 
theoretical curve, meaning that SRT is not simply waiting for a retransmission request to fail before 
sending a retransmission request. 

Figure 5-3 zooms in to 4% relative to Figure 5-2 due to the samples not being distinguishable in 
this figure. Here we can see that all three have quite similar performance. The most impressive of 
the three being SRT, which in all four iterations had 0 drops. From a viewer’s point of view, one has 
to consider that everything above 0% is disruptive since a drop will leave an artifact in the video 
stream. Therefore, at 4% packet loss rate, SRT has to be considered a clear winner. 
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Figure 5-3: Forward drop scenario: zoomed in at 4 % packet drop rate 

The next test result shows the case when the packet drop impairments are uniformly 
distributed. As stated in Section 3.3.2, Poisson distributed packet drops are more realistic due to its 
bursty behavior. However, it is interesting to see if a protocol would behave particularly better than 
the other protocols in a “lab” environment, to then behave worse than the other protocols in a more 
realistic environment. Figure 5-4 shows the results of the scenario where the packet drops were 
symmetric and uniformly distributed. This result shows SRT experiences the lowest number of lost 
packets up to a packet drop rate of 14%, where it is hard to tell the difference between ÖÖÖ and 
SRT. ÖÖÖ seems to perform the worst up where the samples are distinguishable (6%-10%) up to 
12%, where RIST becomes the worst performer. RIST did not manage to run for 3600 seconds at 
14% packet drop rate. 

 

Figure 5-4: Results for case 1: Symmetric uniformly distributed packet drops scenario 



 

 

Zooming in to the cases where the packet loss was 2% and 4%, Figure 5-5, shows that SRT 
performs the best in both cases, with 0% packet loss after correction in all four samples when the 
packet drop rate was 2%. We can now also confirm that RIST performs better than ÖÖÖ at packet 
loss rates 2-4% (3 RIST samples overlapping each other at the lower black point at 2% packet drop 
rate). 

 

Figure 5-5: Symmetric uniform scenario: zoomed in at 2% (right) and  4% (left) packet drop rate 

Now we will look at the most important scenario in this case, with symmetric Poisson 
distributed packet drops. In this scenario, RIST stopped working at 10% packet drop rate. As we can 
see in Figure 5-6, from 6-10%, SRT performs the best, but at 12-14% packet drop rate ÖÖÖ seems to 
handle packet drops better. 

 

 

Figure 5-6: Results for case 1: Symmetric Poisson distributed packet drops scenario 

Figure 5-7 shows that SRT remains the best performer in the 4% packet drop area as well. We 
can also see that RIST performs better than ÖÖÖ in the range 4–6%, but at 8% it becomes harder to 
determine a winner between these two. 
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Figure 5-7: Symmetric Poisson scenario: zoomed in between 0–8 % 

Finally, Figure 5-8 shows that when the packet drop rate was 2%, SRT was the best performer, 
followed by some uncertainty between RIST and ÖÖÖ. 

 

Figure 5-8: Symmetric Poisson scenario: zoomed in at 2% packet drop rate 

Finally, Figure 5-9 shows the results of the test with a larger buffer size. At 12 % drop rate, RIST 
and ÖÖÖ have an advantage compared to SRT. Figure 5-10 that all four protocols perform the same 
when the packet drop rate is 4 % and at 8 % RIST and SRT perform very similarly with ÖÖÖ slightly 
behind. At 4 % drop rate, all three protocols dropped 0 packets in each iteration. 



 

 

 

Figure 5-9: Results for case 1: Symmetric Poisson distributed packet drops scenario with ten times RTT 
buffer size 

 

Figure 5-10: Ten times RTT scenario: Zoomed in plot  

Additionally, a test with only impairments on the reverse link was made. As expected, none of 
the protocols dropped any packets in this scenario. 

5.1.2.2 Case 2 

For the TCP case, only three SRT test iterations ran successfully. Furthermore, this test had some 
unexpected behavior with all three protocols. As seen in Figure 5-11, SRT, in particular, behaves 
much worse than the other protocols when the drop rate was 0%. SRT was experiencing around 
20% packet loss, which then went down when the packet drop rate increased.  Both RIST and ÖÖÖ 
also experienced lower loss when the drop rate was increased from 0% to 4%, but not to the same 
extent as with SRT. The high packet loss rate at 0 % can be explained by the fact that the packet 
drop impairment also affected the TCP stream, meaning at higher packet drop rates TCP will back 



36 | Results and Analysis 

 
 

off more than when the packet drop rate was 0 %. At 0 % drop rate, TCP keeps trying to get and use 
more bandwidth. 

 

Figure 5-11: Results for case 2: Symmetric Poisson distributed packet drops scenario with a TCP connection 

Zooming in to the plot as shown in Figure 5-12, we can see that ÖÖÖ performs the best at 4% 
packet drop rate with RIST not too far off and SRT last (zoomed in plot at 4 % can be found in 
Appendix A). However, looking at the 8% drop rate, SRT performs the best, followed by ÖÖÖ and 
RIST. At 12%, ÖÖÖ outperformed SRT with RIST unable to run for 3600 seconds without crashing. 

 

 
Figure 5-12: TCP scenario: zoomed plot neglecting SRT at 0% 

In this case, the packet loss rate after correction is not the only metric which needs to be 
considered. The average bitrates of the TCP connection running in parallel reveal how fair the 
protocols are to competing TCP connections running on the same link. Table 5-1–Table 5-4 show 



 

 

the results for this metric. The measurement for one iteration is made by sampling the TCP bitrate 
each second and taking the averaging of these 3600 values. 

As seen in Figure 5-11, the results for SRT when there were no packet drops present were very 
odd and the performance was terrible. Given the low average bit rate of 0.296 Mbps, in this 
particular environment, SRT was inferior, since it both had low performance and forced the TCP 
connection to back off to a very low bitrate. When it comes to RIST and ÖÖÖ, RIST had better 
performance, but it also forced TCP to back off more. One would most likely need to use more 
bandwidth to achieve better performance in a lossy network. The purpose of these results is to give 
an idea of the degree of fairness of these protocols. 
Table 5-1: Bitrates (in Mbps) for the TCP connection when the packet drop rate was 0 % 

Protocol Iteration 1 Iteration 2 Iteration 3 Iteration 4 Average 

ÖÖÖ 2.740 2.742 2.741 2.743 2.742 

RIST 2.059 2.060 2.054 2.054 2.057 

SRT 0.299 0.297 X 0.293 0.296  

 

When the packet drop was 4 %, Table 5-2 shows that ÖÖÖ managed to achieve a higher level of 
fairness by not forcing the TCP connection to back off as much as SRT and RIST did. At the same 
time, ÖÖÖ achieved better performance than the other two protocols. 
Table 5-2: Bitrates (in Mbps) for the TCP connection when the packet drop rate was 4 % 

Protocol Iteration 1 Iteration 2 Iteration 3 Iteration 4 Average 

ÖÖÖ 1.241 1.248 1.256 1.271 1.254 

RIST 1.158 1.144 1.174 1.178 1.164 

SRT 1.025 1.148 X 1.120 1.098 

 

When the packet drop was 8 %, Table 5-3 shows that all three protocols managed to achieve 
similar levels of fairness. SRT has the least impact on TCP, albeit by small margins. However, after 
being the worst protocol up to this point, SRT behaves the best in this environment. 
Table 5-3: Bitrates (in Mbps) for the TCP connection when the packet drop rate was 8 % 

Protocol Iteration 1 Iteration 2 Iteration 3 Iteration 4 Average 
ÖÖÖ 0.640 0.652 0.662 0.646 0.650 
RIST 0.639 0.625 0.637 0.641 0.636 
SRT 0.656 0.684 X 0.664 0.668 
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When the packet drop was 12%, Table 5-4 shows that ÖÖÖ performs the best and is also the 
fairest of the protocols. RIST crashed consistently in this environment.  
Table 5-4: Bitrates (in Mbps) for the TCP connection when the packet drop rate was 12 % 

Protocol Iteration 1 Iteration 2 Iteration 3 Iteration 4 Average 

ÖÖÖ 0.318 0.293 0.301 0.380 0.323 

RIST X X X X X 

SRT 0.289 0.287 X 0.292 0.289 

 

5.1.2.3 Case 3 

Figure 5-13  shows all three protocols run in parallel. In this figure can see that SRT performs the 
best from 4-12%, with all four iterations at zero lost packets up to 8% packet loss rate. ÖÖÖ then 
follows SRT and finally RIST. In this case, the total available bandwidth was 30 Mbps, and all three 
feeds had a 7 Mbps bitrate. 

 

Figure 5-13: Symmetric Poisson drop scenario with all three protocols in parallel. The right plot is zoomed in 
at 4% 

In Figure 5-14, where RIST and SRT run in parallel with 20 Mbps available bandwidth, SRT 
performs the best at 4% drop rate while RIST performs the best at 8% packet drop rate. This result 
is particularly interesting since, in the scenario where all three protocols ran in parallel, SRT 
performed the best at 12% packet drop rate. The results for the scenarios with RIST and ÖÖÖ in 
parallel and SRT and ÖÖÖ in parallel are in found in Appendix A since they followed the same 
pattern as in Figure 5-13. 

 

Figure 5-14: Symmetric Poisson drop scenario with RIST and SRT in parallel. The right plot is zoomed in at 0-
8 % 

 



 

 

5.2 Reliability and validity analysis 

The results are deemed to be reliable since the measures mentioned in Section 3.4.1 met their 
intentions. Each sampling point had for four iterations and the samples of each iteration are similar 
in terms of their values. The similarity indicates that repeatability was successful and someone else 
should get the same values. One could argue that more than four iterations would be better, and this 
is true. However, due to each sample taking 1 hour performing four iterations were deemed 
sufficient, especially in light of the total duration of this project. 

Regarding validity, Section 3.4.2 describes the measures taken to combat problems validity. The 
script was written to restart the protocols between each iteration to minimize issues. To make it 
even less sensitive, one could have restarted the protocols between each sample point (when 
changing the packet drop rate in the network emulator). When a test encountered issues, the 
samples were discarded to ensure that no results were included that might be invalid. One example 
of this is the many times RIST did not succeed running for 3600 seconds without crashing. One also 
has to take versions of the respective protocols into consideration. RIST and SRT are still under 
development and the versions tested in this thesis are not the protocol’s last form. This does not 
mean that the results presented in this thesis are invalid, but rather that is is worth mentioning that 
the protocols might perform differently (for better or worse) in the future. 

5.3 Discussion 

This thesis achieved the goal of having an automated test solution for these three protocols. Of 
course, additional features could have been added to make the script even more flexible. For 
instance, the script currently does not support multiple instances of each protocol. Running such 
tests could be interesting to test the protocols in terms of scalability. However, with its current 
feature set, the script generates results which provide insight into the performance of the three 
protocols. 

The initial goal of varying the network parameters (latency, packet drop, jitter sensitivity, and 
bandwidth sensitivity) was deemed too extensive. Given the time it took to create a scripting 
environment without any bugs, the focus was limited to varying the packet drop rate. All the tests 
utilized with the same video feed with a fixed bitrate, latency (and jitter) configuration, and the 
same bandwidth cap along with the same overhead level (per feed). Since the purpose of this thesis 
was to evaluate the retransmission aspect of the protocols, these limitations were considered an 
acceptable compromise to give sufficient time for running the tests after the script was written. The 
test results in this chapter give an initial idea of how well RIST and SRT currently perform 
compared to an established solution in the industry. 

The tests in this chapter give the reader an idea of whether or not the versions of RIST and SRT 
tested in this thesis meet their requirements for a potential broadcasting application. The exact 
requirement depends on the chosen application. For instance, case 1 imitates a low latency 
dedicated link with a single protocol. For example, a real-world case of this could be a broadcast 
recorded somewhere while the live media content needs to reach another endpoint (a studio for 
example) somewhere else. Case 3 explores a similar case where there are multiple endpoints which 
do not necessarily support the same protocols. The results in Section 5.1.2.3 give an idea of the 
feasibility of realizing such a use case. 
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6 Conclusions and Future work 

This chapter provides conclusions regarding the results presented in this thesis. Furthermore, 
Section 6.2 discusses some limitations of the project. Section 6.3 discusses possible future work, 
which could lead to exciting new results. Finally, the chapter ends with some reflections regarding 
sustainability. 

6.1 Conclusions 

The purpose of this thesis was not to select a single winner between the three protocols. Instead it 
was to conclude whether or not RIST and SRT are sufficiently good to be used in broadcasting 
applications. For this to be true, they do not need to be better than all proprietary solutions. As an 
interoperable protocol the protocol(s) need to achieve generally satisfactory performance. One 
would expect that interoperable protocols will live side by side with proprietary protocols. 

RIST already has several different implementations created by different vendors [58–61]. This 
thesis only evaluates Net Insight’s implementation. This fact makes evaluating “RIST” difficult since 
there are several implementations that might not have the same performance. RIST is a proposed 
open standard, but does not offer a de facto open source implementation. The specification for SRT 
is also publicly available, but the specification was released along with an example implementation 
(which is still under development when this thesis was written). An expectation is that most 
developers will use the existing solution. 

Section 5.1.2.1 shows that both RIST and SRT perform quite similarly to ÖÖÖ in the use case 
described in Section 4.2.1. SRT does even better than ÖÖÖ up to 10% packet drop rate when drops 
were symmetric Poisson distributed and 12% when the drops were symmetric uniformly distributed. 
RIST also did better than ÖÖÖ or matched it at up to 8% symmetric Poisson distributed drops, 
although RIST stopped working at 10% packet drop rate in this scenario. It is worth noting that 
although SRT and ÖÖÖ can recover some packets in such a lossy situation, these loss rates after 
correction are still very “high”. For live broadcasting media, the packet loss should ideally be under 
0.1 %  [62]. Otherwise, the user’s experience will suffer in terms of viewing quality (due to visual 
artifacts). In Figure 5-7, RIST and SRT were shown to achieve less than 0.1 % packet loss with a 6% 
packet drop rate with symmetric Poisson drops, while ÖÖÖ did not. When the buffer size was set to 
10 times RTT, the output from the buffer is delayed, meaning greater latency. Figure 5-9 and Figure 
5-10 shows that in this scenario, no lost packets occurred up to 4 % drop rate. At 8 % drop rate, 
RIST and SRT performed very similarly, with ÖÖÖ falling behind. At 12 % drop rate, RIST 
performed the best followed by ÖÖÖ, and SRT quite far behind. 

Regarding the fairness level of these protocols, the results in case 2 are hard to interpret. SRT 
acted very strangely with the iPerf connection, and it is unsure that it would behave similarly with a 
“real” TCP connection. The iPerf connection was also configured in a particular way, which might 
have caused this behavior. Section 6.2 further discusses this matter, which describes a missing 
feature in the Anue which could potentially have resolved this problem. Given these results, ÖÖÖ 
seems to be the least aggressive, since the TCP connection on average had the highest bitrate for all 
drop rates except one (SRT at 8%). The TCP connection competing with RIST had values which 
were close to the bitrate of the TCP connection competing with ÖÖÖ. 

The conclusion is that SRT and RIST are feasible in some broadcasting applications, especially 
given the results in case 1. However, there were some bugs encountered when testing both SRT and 
RIST. For instance, SRT could end up in a fail state it could not escape from. This means that if the 
packet drop rate spike to a very high, SRT could end up in a failed state from which it would not be 
able to return to normal functioning even if the drop rate were to become low. When this happened, 
SRT required a reboot since, in the fail state, it continued to drop packets, even when the drop rate 
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in the network was 0%. As seen in the results RIST would crash at a 12% drop rate and also had to 
be rebooted for it to start working again. These problems are most likely issues that will be resolved 
with time given that both of these protocols are new and the implementations are still under 
development. 

The primary purpose of this thesis was to compare the performance of RIST and SRT with the 
performance of a proprietary solution. In addition to comparing the protocols, the reader might 
want to interpret the numbers in the result section. Therefore, we now provide the reader with an 
idea of how the results reflect the consumption point-of-view of the transported media content.  

Most of the tests in this thesis had a sender delay of approximately 25 ms and a receiver buffer 
of 200 ms with a combined 225 ms latency. The sender latency depends on the distance between the 
sender and the receiver while the receiver buffer is set based on how much latency the given use case 
tolerates. In live media events, such as sports, often an artificial is incorporated. The reason for this 
is so that the studio has time to edit (censor) out potential profanity and more. On average, 
broadcast latencies are 6 seconds [50]. This delay accounts for the time it takes for the media to 
reach the studio, the content to be edited, and then for the content to reach the viewer. Figure 6-1 
shows an example of where the recorded media content traverses. Media house A might do the 
initial production and censoring of the content, with media house B potentially purchasing the 
content from media house B. This content then goes on to TV provides which distributes it to the 
viewers. All of this on 6 seconds gives an idea of why delays on the protocol side must be low, 
especially at the stage displayed in Figure 6-1. 

 

Figure 6-1: Example of live media content traversal. Edited picture taken with approval from Love 
Thyresson’s article [7] 

Regarding the packet loss rate, the International Telecommunications Union (ITF) recommends 
a packet loss rate of at least below 1 % for live streaming of video [63]. In many scenarios in the 
result section, this target is achieved. However, to give an insight into how the viewer experiences a 
specific packet loss rate, this discussion will be extended. The discussion contains an evaluation of 
papers discussing how humans perceive errors on a video (discussed in Section 6.3) and a 
calculation of how many glitches occurs given a particular loss rate. This calculation approach 
assumes for simplicity, basically that each lost packet results in a glitch (visual artifact). The 
simplicity of this model is why an evaluation of the human perception of errors in video is essential.  

Given a bitrate of 7 Mbps and MPEG packet transmission, this results in almost 665 
packets/second (not counting retransmitted packets). This value is calculated by knowing that an 
MPEG-TS packet is 188 bytes and a typical Maximum Transmission Unit (MTU) in Ethernet is 1504 
bytes, meaning no more than 7 MPEG packets fit in a MTU [64]. 7 Mb (converted to bytes) is then 
divided by 188*7 bytes which results in just below 665 packets per second. This value is used to 
provide a simplified modell of how often glitches occurs in the output image based on the number of 



 

 

drops. The model is based on the a similar model presented in Cobalt Digital’s white paper on what 
transport protocols to use different types of applications [65]. 

Table 6-1 shows the effects of a given packet loss with the video feed used in the tests in this 
thesis. Figure 5-8 shows that with 2 % symmetric Poisson distributed packet drops, all three 
protocols never suffer more than 0.0008 % loss rate. SRT performed the best with three iterations 
at 0 drops and one iteration below 0.0001 % drop rate. ÖÖÖ and RIST are between 0.0001 % and 
0.001 %, which is not particularly promising given the average glitch production presented in Table 
6-1. Going higher (4 %) in drop rates produces a video which is barely watchable given this 
simplified model. RIST would produce a glitch at least every 15 seconds while ÖÖÖ doing even 
worse. SRT does just a bit better in this drop rate, but still not satisfactory. However, with all three 
protocols at 0 % loss when the buffer size was 10 RTT and the drop rate 4 %, the conclusion given 
this model is that four times RTT is not enough if the environment goes beyond 2 % drop rate.  
Table 6-1: Effects of packet loss in a 7 Mbps MPEG-4 stream 

Losing one packet in Produces (on average) a glitch in every 

1,000 (0.1 %) 1.504 seconds 

10,000 (0.01 %) 15.04 seconds 

100,000 (0.001 %) 2 minutes and 30.4 seconds 

1,000,000 (0.0001 %) 25 minutes and 4 seconds 

10,000,000 (0.00001 %) 4 hours and 11 minutes 

 

 The tests in this thesis assume persistent loss, meaning that the drop rate stays at its given 
value for the whole hour. Allowing the protocols to retransmit packets with no regard to congestion 
potential is not allowed, and it would not make sense to let the protocol resume with retransmission 
activities. It is only done in the tests here for the sake of gathering data. One example of this is how 
the Internet Architecture Board (IAB) suggests that all Voice over IP (VoIP) connections shall 
terminate if 30 % packet drop is detected [15] Internet Request for Comments. 

Silver Peak mentions in their white paper for proper measurement of packet loss that at least 40 
data points are required to consider the measurement valid [66]. This recommendation was not 
followed in the tests executed in this thesis. The primary reason is that this recommendation was 
not found until after the testing phase. However, it would still be challenging to abide by this 
recommendation in some of the scenarios in this thesis. For example, in the result presented in 
Figure 5-8, in three out of four SRT iterations, SRT encountered 0 drops. The time it would take to 
achieve four iterations with 40 drops each would be very high. This recommendation should still 
maybe have been considered. At least at 4 % drop rate in the same scenario, almost all samples had 
more than 40 lost packets with all three protocols considered.  

6.2 Limitations 

The project did not suffer any significant limitation that made the thesis lack quality. Limited time 
was the most significant limitation. With additional time, the script more sophisticated use cases 
could have been explored. 

There were some limiting factors in terms of case 2. The TCP connection was only reflective of a 
single TCP implementation, which does not necessarily reflect the public internet where one can 
encounter a variety of TCP implementations. Furthermore, the test did not necessarily reflect the 
presence of a real-world TCP connection running on the same link. The reason for this is that iPerf 
tried to use all available bandwidth of the line rather than being content with a given bitrate. The 



44 | Conclusions and Future work 

 
 

reason for this was that the test was to determine the fairness of the protocols, rather than their 
performance in a specific use case. This is a general problem of TCP implementations that try to 
achieve the maximum bandwidth over a path. 

There was a limitation in the Anue platform that limited the exploration of case 2. It would have 
been ideal to have the packet drop impairments not affect the TCP connection and only affect the 
protocol that was running on top of TCP. Although this feature was partially available in the Anue, it 
was not available to the extent that would be required to make case 2 more appropriate. Ideally, the 
TCP connection should not encounter any packet drop impairments, while it was still forcing to 
share the bandwidth with the parallel media stream. Anue supports filtering of different types of 
impairments based on the underlying protocol. For example, RIST, SRT, and ÖÖÖ run over UDP, 
which means one can create a profile which only applies the impairments to UDP traffic over the 
link. The problem with this profile is that it will not apply the other types of impairments configured 
in the main profile (which does not support filtering based on traffic type). This limitation means 
that the bandwidth limit configured in the main profile does not apply to another profile. Creating a 
new bandwidth limit in the second profile does not solve the problem, since then the UDP traffic 
and the TCP traffic would not share the same link. This feature would have been ideal as it would 
ensure TCP will not back off due to encountering random packet drops, but only back off because 
there was a lack of bandwidth. This feature would ensure that fairness could be accessed strictly 
based on the behavior of the other traffic. 

Finally, one drawback of testing something that is still under development is the results that 
would be measured in the future. The results in this thesis are limited by the fact that RIST and SRT 
are currently still being developed and will most likely improve over time. This fact does not mean 
that the results in this thesis are useless, but instead, they might not be representative of these 
protocols’ performance in the future. 

6.3 Future work 

The script could have additional features which would have allowed new and interesting test cases. 
Something that could improve the script regarding this is a feature where the script would allow the 
allocation of multiple instances of the same protocol. For example, running 10 SRT connections in 
parallel over the same link would be interesting in order to test scalability. 

In general, additional test configurations should be tested, such as different latencies, bitrates, 
buffer sizes, and bandwidth caps with additional overhead limits. Due to the limited time for this 
project only a limited number of tests could be run. The current state of the script can even be used 
to run similar scenarios as in this thesis but with other configurations. Another aspect that could be 
tested is the transport of other media types using other CODECs. The bitrate aspect in particular 
should have been investigated further prior to choosing 7 Mbps. Given that the use cases in this 
thesis mainly explores when the media travels between venue and broadcasting studios, bitrates are 
very high. Higher bitrates should definitely be investigated for the use of RIST and SRT. 

When all tests finished, some thought was given to what type of measurement could have given 
a better understanding regarding the performance of the protocols. One approach which was 
considered as a reasonable alternative was to look at frame error rate (FER) instead of the packet 
error rate since one frame may contain multiple packets [67]. This fact makes the simplified model 
in Section 6.1, which counts one loss as a glitch in the image not as accurate as one might wish. 
However, just because one frame encounters a glitch that does not necessarily mean that the viewer 
will detect it. The next paragraph discusses a method which takes the subjective aspect of the viewer 
into account. 

An approach to assess the quality of the video output is using an established video quality 
metric. One such metric is Netflix’s Video Multimethod Assessment Fusion (VMAF). VMAF predicts 



 

 

the subjective quality of a video [68]. This metric is an alternative to what this thesis uses a metric, 
which is raw performance (packet loss rate). This subjective quality assessment works by combining 
some elementary quality metrics, such as peak signal-to-noise ratio (PSNR). The combination 
(VMAF) has by some papers been shown that it outperforms other metrics (such as PSNR) while 
other papers have shown the opposite [69, 70]. The tests done in [69] shows that a VMAF score of 
93, provides an image which should cater to the vast majority of the viewers. Essentially, most 
people would not be able to tell that this “imperfect” video consists of visual artifacts. 

One interesting performance metric in addition to lost packets would be the number of times 
lost packets occur. For instance, lost packets often seemed to occur in bursts, which means that the 
number of lost packets does not necessarily reflect a negative experience from a viewer’s point of 
view. A single packet loss is disruptive from the viewer’s point of view. If one of the protocols drops 
100 packets in two bursts during an hour, while a different protocol has 100 single drop packets 
during the hour, the viewer will appreciate the first situation more. Merely counting the number of 
lost packets, would give the first protocol the number 2 and the second 100. While the performance 
as perceived by the user for the protocol would not correspond to these numbers. 

It would be interesting to run these protocols over UDP with congestion control, for instance, 
DCCP (mentioned in Section 2.5.3). This scenario would explore how well these protocols would 
perform if they also had to try to be fair. If they were to be deployed for use cases which require 
many instances of the protocols, congestion control would be required. Therefore, their 
performance in such a scenario should be investigated if such deployments become relevant. 

6.4 Reflections 

Any internet traffic that runs over UDP needs to consider its impact on other traffic. There are open 
source implementations for both of SRT and RIST. For SRT there is Haivision’s implementation 
[11]. Additionally, Net Insight recently released their implementation of RIST as open source as a 
GStreamer plugin [55]. This accessibility means that new broadcasting applications may arise using 
these implementations of these protocols. The more sessions that are running over UDP, the higher 
the risk of congestion and a negative impact on TCP connections. This is probably the reason why, 
as mentioned in Section 2.5.4, Twitch uses HLS (over TCP) when sending media to the viewers. Too 
many UDP connections might harm other people’s experience on the internet. 

The purpose of having interoperability in this industry is to communication between equipment 
from different vendors. One effect of this is that a buyer does not need to rely on a single vendor in 
the future. In contrast, with proprietary protocols, the buyer often gets locked into a vendor. As a 
result, one would have to change all of the equipment for the complete production chain over which 
media travels. With interoperable standards, the goal is no longer to lure a customer to a given “eco-
system”. With interoperable standards a broadcasting company can change one part of their 
production chain without having to change the whole chain. It is expected that as a vendor one has 
to be innovative or financially competitive to sell your product. 
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Figure 6-2: Zoomed in at 4 % packet drop rate for the TCP scenario 

 

  

 

Figure 6-3: Symmetric Poisson drop scenario with SRT and ÖÖÖ in parallel 
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Figure 6-4: Symmetric Poisson drop scenario with SRT and ÖÖÖ in parallel zoomed in at 0-8 % 
 

  

 

Figure 6-5: Symmetric Poisson drop scenario with RIST and ÖÖÖ in parallel 
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