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Abstract
Spatial databases are becoming more and more important. One type of spatial
database is a database of measurements, which combine positions with al-
phanumerical attributes. While these databases are important, little research
has been done on them. There is therefore need for research on how to store
this type of data most effectively.

In this thesis a read performance benchmark and an execution plan analysis
of three different database schemas using two different datasets of different
size are presented. The three schemas investigated are the existing schema of
the dataset, a schema where the spatial data have been split into a separate
table, and a star schema. Additionally, these benchmarks were performed in
two database management systems, Oracle Spatial and PostGIS.

The results show that the choice of database schema has a real impact on
performance, but none of the designs performs best in all cases. Star schema
seems promising and may perform better than the existing schema in some
cases, but more research is required to investigate further the specific cases
where one schema outperforms the other. Finally, the results also show that
PostGIS might perform better than Oracle Spatial for this type of data.
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Sammanfattning
Spatiala databaser blir mer och mer populära. En typ av spatial databas är en
databas med mätningar som kombinerar positioner med alfanumeriska attri-
but. Även om dessa databaser är viktiga, så har det skett ytterst lite forskning
om dessa databaser. Därför finns det behov av mer forskning om hur man lag-
rar denna typ av data mest effektivt.

I denna examensrapport presenteras en prestandamätning av läsprestanda
och en exekveringsplansanalys för tre olika databasscheman på två olika da-
tamängder av olika storlek. De tre scheman som undersöks är det existerande
schemat för datamängden, ett schema där spatialdata har delats upp i en sepa-
rat tabell, samt ett stjärnschema. Dessa prestandamätningar utfördes dessutom
i två databashanteringssystem, Oracle Spatial och PostGIS.

Resultaten visar att valet av schema påverkar prestandan, men inget sche-
ma presterar bäst i samtliga fall. Stjärnschema verkar lovande och kan i vissa
fall prestera bättre än det befintliga schemat, men mer forskning krävs för att
ytterligare undersöka de specifika fallen där så sker. Slutligen visar resultaten
också att PostGIS kan fungera bättre än Oracle Spatial för denna typ av data.
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Chapter 1

Introduction

The use of Geospatial data is increasing in both commercial and scientific ap-
plications [1]. Two decades ago it was estimated that 80 percent of all business
data stored in databases had spatial attributes. As it has become easier to ac-
quire more spatial data the percentage has probably increased since then [2].
Spatial features are therefore a necessary component of a modern database
management system [3]. These spatial databases are used, among other appli-
cations, for disaster monitoring, watershed pollution analysis, and vehicular
traffic applications [1].

When storing large amounts of measurements, a common approach is a
data warehouse with OLAP (Online Analytical Processing) [4, p. 3]. These
warehouses often use star or snowflake schemas as the logical representation
to improve performance [4, p. 6]. However, a full OLAP data warehouse takes
significant time and resources to design and implement. It also has very limited
benefits until the process is complete [5], making it infeasible or unattractive
for many organizations with limited resources. For these organizations, it is
of interest to use traditional SQL techniques with spatial support instead.

The spatial performance of spatial database management system offerings
has been studied to a great extent through different benchmarks [1] [2] [6] [7]
[8] [9] [10]. However, these benchmarks focus on the performance of spa-
tial queries on datasets with many different types of spatial data. On the other
hand, many applications combine alphanumeric (non-spatial) data with spatial
coordinates, for example, traffic measurements, traffic accidents records and
other types ofmeasurements. This type of database differs in that the databases
contain a very large number of measurements which each have one or more
spatial coordinates, as well as a timestamp and other alphanumeric attributes.
When querying the database, both the spatial coordinates and the alphanu-
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2 CHAPTER 1. INTRODUCTION

meric attributes are used. There are no comprehensive studies of database
schemas for this type of data.

1.1 Problem statement
It is of interest to investigate how the database performance is affected by this
type of measurement data, and specifically how it can be improved for this type
of dataset by modifying the database schema. Additionally, it is of interest to
investigate whether traditional performance-enhancing database schemas used
in OLAP applications (such as star schemas) would be effective in this context.

1.1.1 The principal’s interest
This project was carried out at Norconsult Astando AB, referred to as Astando
in the rest of this text. One of the products made by Astando is a system for
vehicle traffic measurement analysis. This system deals with large amounts of
measurements, stored as spatial data in SQL databases. Astando found that
their current database schema had some specific performance problems and
wished to investigate if these could be avoided.

For example, Astando has had problems with suboptimal performance
when querying on both spatial and non-spatial conditions (such as dates). For
example, in some cases a non-spatial filter might be much more strict com-
pared to a spatial one (as using a single day is an effective way to filter records)
but the database might still choose to start with the spatial condition, which
increases the wait time for the customer.

It would be infeasible for Astando to change to another database structure,
such as a spatial OLAP (SOLAP) due to the large amount of work and licens-
ing cost such a transition would require. The question is therefore whether
performance can be improved by modifying the database schema or chang-
ing the underlying SQL database management system (from Oracle Spatial to
PostGIS).

If a database schema or a database management system which improves
performance can be identified, it would enable Astando, and other actors work-
ing with measurement data, to improve the performance of their products -
which could increase the productivity and comfort of the users.



CHAPTER 1. INTRODUCTION 3

1.1.2 Research question
Which of star schema and splitting spatial and non-spatial data
into different tables gives the best read performance in Oracle
Spatial and PostGIS for commonGIS application queries for large
amounts of data with spatial attributes?

Star schema was selected since it is widely accepted as an appropriate type
of schema for increasing performance. Splitting data into different tables is a
naive solution and cheap to implement whereupon it is also of interest.

This study does not touch on any ethically problematic areas, and there-
fore those issues are not discussed further. No social or economic issues are
touched, except for the increased performance of the databases and the possi-
ble subsequent resource savings.

1.2 Delimitations
This thesis only considered the read performance of GIS tools as the perfor-
mance metric. Additionally, no hints were provided to the database query
optimizer, no aggregations were investigated nor any optimization which re-
duces the spatial accuracy. Spatial accuracy in this context refers to the ac-
curacy of the positions of the measurements. For example, solutions where
nearby points are merged has not been considered. This thesis further ignored
database caches, by only using warm caches.

1.3 Thesis outline
An introduction to relational databases in general and spatial database man-
agement systems in particular is provided in Chapter 2, including a detailed
introduction to Oracle Spatial and PostGIS. This introduction is followed by
an overview of schema design techniques, techniques to improve performance,
and a historical overview of benchmarking efforts of spatial databases. Chap-
ter 3 describes the methodology used to design the database schemas as well
as the techniques used to evaluate their performance. Chapter 4 presents the
results, which are discussed in Chapter 5. Lastly, the conclusions are presented
in Chapter 6.



Chapter 2

Background

This chapter gives a background of spatial database management systems,
schema design, performance improvement techniques and benchmarking ef-
forts. The chapter is concluded with a summary.

2.1 Spatial database management systems
Commercial database management systems first appeared in the 1960s, evolv-
ing from file systems [11, p. 2]. In 1970, Codd introduced the relational model
[12]. The idea is that, while data may be stored in a complex structure behind
the scenes, it should be presented using tables called relations. By the 1990s,
these relational systems were the norm [11, p. 3]. While alternative database
models, collectively referred to as NoSQL, has gained in popularity in recent
years, relational models have a strong presence in the industry and will con-
tinue to be used [13].

Computers have been used for cartography and mapping since the 1950s,
but until the 1990s it was a highly specialized technology used mainly by spe-
cialists and researchers [14]. Geographic Information Systems (GIS) appli-
cations were project-specific and stand-alone. Due to the increased usage of
the internet, the availability of spatial data increased during the 1990s, and
today GIS applications are much more multi-purpose. The use of databases
for spatial information, such as geographical positions and extents, started in
the early 1990s. Today, practically all major databases have support for spatial
data, and many GIS products have been modified to take advantage of these.

Database management system support for spatial data typically consists of
spatial data types (either as defined by the Open Geospatial Consortium [15]
or as a blob), spatial operators, spatial indexes, and other spatial application
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CHAPTER 2. BACKGROUND 5

routines [14]. Spatial data is modeled either in an object-based or field-based
approach [16]. In an object-based approach, elements are modeled as shapes
(such as lines or points) while fields assign a value to each point in space.
Objects are used to model elements such as roads or buildings while fields are
used to model for example temperature. There are many operations available
for spatial data, which can be categorized as set-based (such as union and
intersection), topological (such as meet, within and overlap), directional (such
as north, south, front and behind), and metric and Euclidean space [17, p. 27].
For a geographical database, the most commonly used queries are topological
[17, p. 28]. In aGIS systemwith a graphical user interface,within is a common
operation as it is used to query for objects within the area visible on the screen.
Commonly, spatial queries are executed in two steps: first, a filter step using
a minimum bounding rectangle, and second, a refinement step with the exact
geometry [17, p. 116].

Since all major database management systems have spatial support, there
are many different alternatives. This thesis used two of them, the proprietary
Oracle Spatial and the open-source PostGIS. These are briefly introduced be-
low.

2.1.1 Oracle and Oracle Spatial
Oracle is a proprietary multi-model database management system developed
by Oracle Corporation [18]. It is both one of the oldest SQL databases and
one of the most commonly used commercial database management systems.

Oracle was one of the first vendors to add spatial capabilities to its database
[14]. Their spatial features come in the form of an extension, Oracle Spa-
tial and Graph [19]. This extension provides an SQL schema and functions
to store, retrieve, update and query collections of spatial data in the Oracle
database [20]. Oracle Spatial includes a spatial index mechanism, operators
for joining spatial data, etc.

2.1.2 PostGreSQL and PostGIS
PostgreSQL is an open-source SQL database initially developed at University
of California at Berkeley. It dates back to the POSTGRES project from 1986
[21]. The database system runs on both Windows, Mac and many variants of
Linux.

PostGIS is an extension to PostgreSQL which adds support for geograph-
ical objects [22]. Like PostgreSQL, it is open source. PostGIS supports both
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vector and raster data and is certified as compliant with the “Types and Func-
tions” profile of the Open Geospatial Consortium’s Simple Features for SQL
Specification [23]. In the rest of this report, the combination of PostgreSQL
and PostGIS will be referred to simply as PostGIS.

2.2 Schema design
This section introduces schema design, by first introducing the traditional pro-
cess, followed by a deeper explanation of normalization and denormalization.
Lastly, the schema design techniques used in data warehouses are examined.

2.2.1 Database schema design
Database schemas are traditionally designed at three levels: conceptual, logi-
cal and physical [24] [25, p. 80]. There is no clear consensus regarding data-
warehouse schema design, but data-warehouse schema designs may use these
levels as well [25, p. 81]. The conceptual design consists of defining what
data will be in the database and how it should be structured conceptually [24].
This step will result in a model, commonly an ER- or UML- diagram. The log-
ical design consists of taking this model and turning it into a relational model
[26]. This process is calledmapping and is well-known [26, p. 24]. It is mostly
straightforward, but there are a few special cases which need special treatment
[11, p. 153]. Lastly, the physical step customizes the relational model to the
particular database management system such as Oracle or PostgreSQL [26].

2.2.2 Normalization and denormalization
During the transformation from a conceptual model to a logical model, the
schema is traditionally put into normal form, i.e. normalized, to avoid redun-
dancies which may result in anomalies when inserting, updating and deleting
data [26, p. 27]. These anomalies might lead to an inability to represent cer-
tain information and loss of information [27]. Codd first wrote about Normal
Form in 1970 [12], and since then a number of normal forms have been defined
(including First Normal Form, Second Normal Form, Third Normal Form,
Boyce-Codd Normal Form, Fourth Normal form and Fifth Normal Form) [27].
In short, these Normal Forms use functional dependencies to model relation-
ships between attributes and each form defines a set of restrictions on these
functional dependencies to ensure that the schema satisfies particular proper-
ties [25]. Each form builds upon the preceding and is, therefore, more strict
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[26]. There has also been some research into inventing specialized normal
forms for multidimensional databases [28].

During recent years the practice of normalization has been questioned in
favor of denormalization. Already back in 1992 Westland noted that normal-
ization can be inefficient when a small amount of information is read from
the database [29] and in 1995 Lee argued that normalization should only be
done until a cost-effective solution is reached [27]. Shin and Sanders note
that “While normalization provides many benefits and is indeed regarded as
the rule for relational database design, there is at least one major drawback,
namely ‘poor system performance”’ [30]. They further argue that for a database
with a small number of updates and a large number of reads, such as a data
warehouse, it might be worth trading some protection from anomalies for bet-
ter read performance. This argument is particularly relevant for large data
warehouses since the number of joins of a normalized schema would greatly
increase the response time [30][25, p. 54].

2.2.3 Data Warehouse schema design
Data Warehouses with OLAP (Online Analytical Processing) may use either
their own specialized structures or a relational database (or some combination
thereof) [31]. When using a relational database, the star schema is widely
accepted as the most viable data representation for dimensional analysis [32].
The star schemas contain one central fact table with dimensional tables around
it [31]. The fact table would contain foreign keys for each of these dimensional
tables, as well as some measures. Facts are the unit to be analyzed, such as
sales or bank transactions [5, p. 61]. These relate dimensions such as cus-
tomers, products or timestamps [33]. Depending on the use case of the data,
some entities might be either facts or dimensions [5, p. 65]. The dimension
tables are generally not normalized while the fact table is usually normalized
[31]. An example of a star schema is shown in figure 2.1. A similar schema is
the snowflake schema in which the dimensions are normalized. Furthermore,
these can be combined to form starflake schemas where some dimensions are
denormalized and some are not. These are sometimes referred to as star clus-
ter schemas. Lastly, a constellation schema has multiple fact tables that share
dimension tables. Naturally, these schemas with additional joins are not as
performant for querying due to the additional joins required to combine the
data [31].
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Fact table Accident type
dimension

Time
dimension

Place
dimension

Weather type
dimension

Road condition
dimension

Figure 2.1: Example of star schema. The fact table (rectangle) contains foreign keys
to the different dimensions (diamonds).
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2.3 Performance improvements
In this section, some of the common measures to improve the performance of
databases are introduced, starting with indexes in 2.3.1. Section 2.3.2 exam-
ines the query optimizers of modern databases and lastly, 2.3.3 introduces a
couple of other techniques such as materialized views and partitioning. In-
dexes, partitioning and materialized views are normally enabled and config-
ured by the user, while the query optimizer is automatically controlled by the
database.

2.3.1 Indexes
When reading a table, the database management system has to locate the data
of interest. Without an index, the system would have to read each record, a
complete scan, to select the ones matching the criteria [34, p. 256]. Indexes
provide a quick way to locate the wanted data, reducing the number of disk
accesses. The downside is that they take up disk space and that each update of
the tables means the index has to be modified. Indexes in a traditional database
are normally implemented using some kind of tree structure, such as B+-tree.

In a data warehouse, other types of indexes are used, in particular, join
indexes and bitmap indexes [34, p. 257]. A join index is a precomputed join
operation. A bitmap index works as follow: for each possible value of the
indexed attribute, a bit vector is stored with one bit for each record in the table.
If the record has that value in the attribute, the bit is set to 1, otherwise, it is
set to 0. For some kind of attributes, the bits might represent ranges instead,
if queries for specific ranges are common. Naturally, these indexes work best
for attributes with few possible values. Bitmap indexes are typically sparse,
and may, therefore, be compressed to save disk space.

Spatial databases have support for special spatial indexing techniqueswhich
aim to improve spatial search times [7]. These might be based on a grid, or
extend trees into multiple dimensions such as the R-tree [17, pp. 96–104].

Another index suited to large tables is a Block Range Index (BRIN) [35].
These utilize the natural order and grouping of data and work similarly to a
bitmap index, but for whole blocks of data on disk. For example, in a table of
traffic measurements where measurements are added continuously they will
naturally be ordered by the measurement date. For this type of data, a BRIN
index might store the maximum and minimum date for each data block, and
when searching for queries within a specific time period the database is able to
quickly disregard blocks without matching queries. Similarly, the index may
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use other max or min values for other types of data.

2.3.2 Query optimizers
When querying the database, the query is specified in a high-level language
and it is up to the database to select an efficient strategy to execute the query
[17, p. 122]. This strategy is referred to as the execution plan. The role of the
query optimizer is to reorder the operations and select appropriate algorithms
for each operator in order to minimize the expected cost of the query [3, p. 56].
For example, traditional relational database query optimizers usually move
selections and projections as far down the evaluation tree as possible, in order
to minimize the cardinality of expensive join operations [17, p. 125]. A query
optimizer uses statistics of the data distribution and existing indexes, as well
as models that estimate the cost and selectivity of the operations based on the
statistics. All possible equivalent query trees are generated and heuristics and
cost estimates are used to remove the worst candidates and select a suitable
strategy. Some databases, such as Oracle, support both a cost-based and rule-
based query optimizer [36]. Oracle states in their documentation that the cost-
based approach generally performs better than the rule-based [37], but if no
statistics are available they fall back to the rule-based approach [36].

Queries with both spatial and alphanumerical attributes may need opti-
mization algorithms that are significantly different from traditional databases
[38]. In particular, it might not always be beneficial to apply selections and
projections before joins [3, p. 57]. Additionally, in a traditional database, a
common assumption is that I/O cost will dominate, while many spatial opera-
tions are both CPU and I/O-intensive [17, p. 115].

In some database management systems, such as Oracle, it is possible for
the user to give the optimizer hints to affect the choice of execution plan [37].
This feature might be useful if the database administrator knows information
about the data which the query optimizer might not be aware of. On the other
hand, some database management systems, such as PostgreSQL, have chosen
not to include support for hints since “[hints] are used to work around problems
in the optimizer and introduce upgrade and maintenance issue” [39].

2.3.3 Other measures
There are many other techniques used in both traditional databases and data
warehouses to increase performance. For example, materialized views are
views that are precomputed and stored on disk [34, pp. 235–236]. These
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work as a cache, but has to be updated each time the underlying tables change.
Sometimes, the cost can be reduced by only recomputing the changed parts
of the view, but this operation is only possible under certain conditions since
the change in the view does not always correspond to a single unambiguous
change in the underlying tables.

Another technique is partitioning the table by splitting the data either ver-
tically or horizontally [34, pp. 263–266]. Vertical partitioning splits the at-
tributes into multiple tables that are stored independently, for example storing
rarely used attributes separately to reduce the time needed to load the common
attributes from disk. Horizontal partitioning splits the records into multiple
tables, but keeps each record whole. For example, if you split by year, you
might have tables for all sales in 2016, all sales in 2017 etc. In addition to
performance improvements from reading less data, partitions also make data
backups and other maintenance tasks easier.

2.4 Related work in benchmarking
There are many different benchmarks which investigate database performance.
Additionally, there have been a few benchmarks investigating the performance
of spatial database systems. Most research has been focused on creating bench-
marks which provide a complete and accurate view of typical spatial applica-
tions, and not necessarily the results of the benchmarks. Werstein [10] de-
scribed the early efforts as based on specific applications and “not easily ap-
plied to other application domains”. Some early benchmarks had limited use-
fulness but provided a starting point for a more complete evaluation.

One of the first, andmost well known, benchmarks are the SEQUOIA 2000
benchmark published in 1993 [6]. The SEQUOIA benchmark was specifically
designed to benchmark the tasks used in Earth Science and focused on raster
data. It used real data as the data set, in three sizes (state, national and the
world). The benchmark specified 11 queries which they deemed representative
of earth science tasks, including loading data, raster queries, polygon and point
queries, spatial joins and recursion. At the time of the study, spatial support
was quite poor and no tested system had support for all queries.

Patel et al [9] presented a few techniques for parallelizing a geospatial
database and their work contains a benchmark to demonstrate the performance.
The benchmark builds upon the SEQUOIA benchmarks and reuses the first
nine queries of SEQUOIA. To these, it adds an additional five queries which
test spatial functionality not tested by the SEQUOIA benchmark, with a focus
on tasks that can be parallelized. A new larger data set is used as well, as only
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the regional dataset (about 1 GB of data) of SEQUOIA data was available at
the time of publication.

VESPA (VEctor SPAtial) [40] is a vector-based benchmark which uses
synthetic data. The goals were ease of use, wide range of functionality and
scalability of data sets. Synthetic data makes it easier to create datasets in
any size and test a broader range of scenarios, but it is less representative of
real-world scenarios. Like the earlier SEQUOIA benchmark VESPA contains
a set of 26 tasks in 10 different categories, which are timed. These contain a
wide range of operations such as updates, set, containment, overlap, intersect
adjacent, search inside an area, measurements, analysis, and even some non-
spatial operations.

Werstein [10] aims to improve the temporal aspect of the benchmarks. He
reuses 16 queries from SEQUOIA and VESPA and adds another 20 queries,
up to a total of 36. The benchmark is not tested on any database management
systems but only proposed.

Zhou performed a benchmark in 2009, evaluating the performance of Or-
acle Spatial, IBM DB2 Spatial Extender, PostGIS and MySQL using a dataset
of point data in the USA [1]. The study found that PostGIS outperformed Or-
acle Spatial and IBM DB2 Spatial Extender. However, the study only bench-
marked simple queries in isolation, as opposed to a real workload.

In 2009, Power benchmarked MySQL with spatial extensions, PostGIS,
and Oracle Spatial using a dataset of hydrological data of a region of Australia
in preparation for a full hydrological database of the entire Australia [8]. The
benchmark used a set of 20 queries, each related to the hydrological data in
some way in order to represent real usage. Power found that MySQL outper-
formed PostGIS, but was not able to share the results of Oracle Spatial due
to licensing constraints. The dataset was also quite small, and many of the
queries quite simple. Additionally, the databases were used “out of the box”,
so no optimizations had been performed.

Jackpine [2] is, in contrast to Power’s benchmark, a benchmark which aims
for widespread usage. It is designed to support as many databases as possible
and includes both contrived simple spatial queries as well as queries based on
the real world. As with the rest of the benchmarks above, it aims to benchmark
a wide range of spatial queries, including many different spatial operations.
It has a set of 54 queries split into a micro and macro set. They used this
benchmark to test Infomix, PostGIS, and MySQL as a demonstration of the
benchmark. Since it was only a demonstration and not intended to compare
the databases, they were not tuned or optimized and they emphasize that the
results are not intended to fairly assess the merit of the databases.
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2.5 Summary
In summary, spatial databases such as Oracle Spatial and PostGIS are impor-
tant and have widespread usage. They support spatial data types and opera-
tions. Database schemas are traditionally designed using a three-step process
which includes normalization. However, in recent years denormalization has
gained support. Data warehouses with OLAP (Online Analytical Processing)
are commonly structured with a star or snowflake schema, in which data is
structured using a fact table surrounded by dimension tables. To improve the
performance, indexes are used and the database has a query optimizer which
attempts to find an optimal execution plan.

There have been quite a few benchmarks of the performance of spatial
databases, such as SEQUOIA, VESPA, and Jackpine. On the other hand,
these all place a lot of weight on the spatial aspect and only compare different
database management systems. It is obvious that the consensus for measuring
database management system performance is measuring the time to execute a
set of queries representative for the tasks to be investigated.

There are no comprehensive studies of different database schemas for spa-
tial databases, nor any studies specifically investigating measurement data. It
is therefore of interest to benchmark the performance of different database
schemas for this kind of data.
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Methods

This section introduces the methodology used in this thesis. In short, two
datasets were transformed into each of the two schemas (split and star schema).
These transformations were initially performed in Oracle Spatial and then con-
verted to PostGIS. A GIS tool, ISYMap, was then used to measure the perfor-
mance of typical GIS tasks using its performance logging mode. Each dataset-
schema combination was benchmarked in both Oracle Spatial and PostGIS.
After the benchmark, the execution plan of one of the tasks was generated for
all schemas. The purpose of the benchmark was to provide an overview of
the performance, while the execution plans can be used to explain why the
schemas performed as they did.

The two datasets used are described in detail in section 3.1, while the soft-
ware (in particular ISY map and GeoServer) is introduced in 3.2. Section
3.3 describes the current database schema and the two designed schemas for
both datasets, including the design process behind them. Lastly, section 3.4
describes the method used to measure the performance of these schemas and
compute the execution plan.

3.1 Data
Two datasets of different size and schema were used. The first dataset is a
smaller dataset of traffic accidents. In total it contains 44,640 traffic accidents.
The second dataset is a set of per-day aggregations of traffic measurements,
with a total of 322,046 aggregated measurements as well as 10,285 measure-
ment points and the connections between these.

The datasets contain real-world data supplied by Astando. Real-world
datasets were chosen to ensure the results are representative of the real world.

14
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In order to limit the scope of the thesis to a reasonable size, the datasets investi-
gated are subsets of the live database with some modifications to the schemas.
The datasets are described in more detail below.

3.1.1 Traffic accident dataset
This dataset is a list of traffic accidents in Stockholm between 2005 and 2018.
It contains 44,640 rows, each representing a traffic accident. For each accident,
a series of attributes are stored, including the year and month, the name of the
road, the type of accident and the spatial coordinate. The data is stored in an
Oracle Spatial database. The schema is described in detail below, in section
3.3.1. Note that most accidents have a unique position. Figure 3.1 shows the
full dataset on a map and table A.1 in appendix A shows one row from the
database to give an example of the data.

This dataset is a transformed version for the database in the live system
used by Astando since the live version uses a normalized data structure in-
stead of this denormalized schema. Note that when this dataset was prepared
for the benchmark some unused columns with null values were removed. A
discussion of this process is included in the discussion.

The traffic accident dataset was selected for two reasons. Firstly, its mod-
erate size serves as an interesting comparison to the other, larger dataset. Sec-
ondly, the data is representative of measurement datasets.

Figure 3.1: The whole traffic accident dataset. Each green dot represents a traffic ac-
cident between 2005 and 2018. Note how the dataset only contains data for Stockholm
municipality and no other municipalities such as Solna or Sundbyberg.
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3.1.2 Aggregated-traffic-measurements dataset
The second dataset is a larger set of 322,000 rows of aggregated traffic mea-
surements, where each row is a day of traffic at a particular group of measure-
ment points. The traffic measurements were performed by the city of Stock-
holm between 1990 and 2019. For each day and measurement-point group,
the number of vehicles in each hour is stored, along with vehicles in some
other time periods, the 1 hour period of most traffic, the number of vehicles
with different time gaps and other statistics. In addition to these aggregations,
a separate table describes the measurement points and their position, type of
equipment, etc. There are 10,285 such measurement points, of which 7467
have aggregations. The data is stored in an Oracle Spatial database and the
schema is described in detail below, in section 3.3.1.

Note that, unlike the traffic accidents where most rows had a unique po-
sition, the 322,000 traffic measurement aggregations are distributed over only
7467 measurement points. Figure 3.2 shows the full dataset on a map and ta-
ble A.2 and A.3 in Appendix A shows one row from the two tables mentioned
above to give an example of the data.

This dataset has been benchmarked in the same schema as is used in the
live system. The only modifications made is the removal of superfluous tables
describing equipment types and other miscellaneous data not part of the core
data.

As with the traffic accident dataset, this dataset was selected due to its size
since this larger size is the main focus of this thesis, as well as an interesting
comparison to the smaller dataset. Additionally, the data structure is represen-
tative of this kind of measurement data.

3.2 Software and hardware
The software used in this thesis are Oracle Spatial, PostGIS, GeoServer and
ISY Map. The two database management systems, Oracle Spatial and Post-
GIS, are introduced above, in section 2.1.1 and 2.1.2 respectively.

GeoServer is an open source server written in Java which can be used to
publish data from any major spatial data source using open standards [41].
GeoServer is the reference implementation of Web Feature Service (WFS)
and Web Coverage Service (WCS) standards from the Open Geospatial Con-
sortium (OGC). GeoServer supports PostGIS natively [42] and Oracle through
an extension [43]. In this thesis, GeoServer is used to publish data from the
databases using the WFS protocol which is then used by the GIS client to ac-
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Figure 3.2: All 10,285 measurement points in the aggregated traffic measurement
dataset. Each of these may contain many days of traffic. Note that unlike the traf-
fic accident dataset, this one contains some measurements from outside Stockholm
municipality, as Stockholm municipality have permission to carry out these measure-
ments in other bordering areas.

cess the data. GeoServer was chosen since it is the reference implementation
of the protocols used, as well as open source and highly customizable.

The GIS tool used in this thesis is ISY Map. ISY Map is a web-based GIS
tool developed by Astando. It has been selected for this thesis since it contains
a performance logging tool which can measure accurate performance metrics
for different GIS operations. This tool is used to benchmark the schemas. The
benchmarking process is described in detail in section 3.4 below. ISY Map is
a web-based system and was accessed using Firefox 66.0.2.

To run the GIS tool and GeoServer a Windows 10 computer with 16GB
RAM and an Intel Core i7 6500U processor at 2.6 GHz were used, while two
virtual servers hosted the database management systems. Oracle Spatial was
hosted on a virtual machine with 10 GB RAM while PostGIS was hosted on
another virtual machine with 8 GB RAM. Both VMs have 4 virtual CPUs and
are hosted on a machine with a physical Intel Xeon E5-2630 v4 CPU at 2.2
GHz. The client computer and server were connected via a local network.
As the Oracle and PostGIS database management systems were running on
different virtual machines due to the limited scope of this study and limited
resources for customizing the testing environment, comparisons between them
have to take this into account. The impact of this is discussed in section 5.4.
Both GeoServer and ISY map used the default performance settings.
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3.3 Schema design
This section describes the existing schemas and the designed schemas, along
with a description of the design process. To design the new schemas, the con-
ceptual design of the original schema was modified and then transformed into
the new logical schemas. Once the logical models had been created, the phys-
ical designs for Oracle Spatial was created, based on the available documenta-
tion and a trial and error process. Once the Oracle physical models had been
created, they were adapted and transferred to PostGIS. The particular process
for each schema is described in detail below.

For each of the schemas, a view was created which shows the data in a way
suitable to GeoServer. A series of other views, corresponding to the filters
described in section 3.4 were created using this view, and those are the views
accessed by ISY map and benchmarked.

3.3.1 Existing schema
This section describes the existing schemas of the two datasets. Note that
existing in this case refers to how they were set up when the data had been
transferred to the benchmark database, which does not necessarily reflect how
the data is stored in the current system. Also, note that these schemas differ
significantly in their design.

Traffic accidents The existing traffic accident schema uses a single denor-
malized table which has an Entity–attribute–value model. In short, this means
that some attributes describe what other attributes represent. For example,
there could be an attribute named “Name1” which contains the string “Year”
and a corresponding column “Value1” which contains “2019”. In this particu-
lar table, there are 15 such columns pairs which describe properties such as the
year of the accident, month of the accident, type of accident, descriptions of
the road andweather. In addition to these 30 columns, there are columnswhich
contain information about when this entry in the database is valid, metadata
about change history, and the spatial coordinate of the accident. For a diagram
of the schema, see figure 3.3. A full list of columns is available in Appendix
A. This schema is referred to as the denormalized schema.

Note that in the live system, the actual schema used is more alike to the split
schema as the data is normalized by splitting accident positions and accidents.
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Aggregated traffic measurements The existing schema of the aggregated
traffic measurements is a typical normalized relational schema, and are here-
from referred to as the normalized schema. The traffic measurement aggrega-
tions have their own table while measurement points are stored separately in
another. Traffic measurement aggregations are associated with a measurement
point group, which in turn is associated with one or more measurement points
using a separate table since this is a many-to-many relation. As such there are
a total of three tables:

• One table contains all aggregations of vehicle observations.
Each row represents a day at ameasurement point group, with
attributes relating to the observed vehicle. These include
hour-by-hour summations of both total traffic and heavy traf-
fic, the number of vehicles with different headway distance
as well as median and average speed of vehicles. Each row
also contains a reference to the measurement point group of
the aggregation.

• Another table contains all the measurement points. These
are the exact geographical points of the traffic measurements.
Therefore, these will differ for different directions and lanes
of traffic. Data stored for each measurement point include
a coordinate (both as spatial data and as a pair of numbers),
information about the equipment and lane of the road.

• The last table is the table which associates measuring point
groups and measuring points. It also divides the points into
groups. It contains foreign keys to both the measurement
point groups and the measurement points themselves as well
as group info.

Note that, while not in the scope of this thesis, the original database schema
(which this dataset is a subset of) contains tables formeasurement point groups,
measurement sessions, type of equipment, flow profiles and other metadata.
However, as that data is not usually displayed on the map, and therefore not
used in the type of queries investigated in this thesis, it is deemed outside the
scope of this study. The three tables and their relationships are illustrated in
figure 3.4.



20 CHAPTER 3. METHODS

3.3.2 Splitting data
The splitting schema is quite simplistic. It simply takes the original table and
separates the geographical data. This is a type of vertical partitioning.

The split schema was selected as it is an interesting trivial potential so-
lution. If a potential performance bottleneck is in part caused by the query
optimizer defaulting to worse behavior when it encounters spatial data, it is
possible that better query plans can be used for the non-spatial data if the
spatial is separated. If the cost of merging the separation is lower than the
improved execution plan, performance would increase.

Traffic accidents For traffic accidents the split schema consists of two ta-
bles, one with all the non-spatial data and one with only spatial data and an
ID. These are joined together to produce a table similar to the denormalized
schema, using a view. Figure 3.5 shows this schema.

Aggregated trafficmeasurements For the aggregated trafficmeasurements,
the table with the spatial data was split into two. Therefore this schema con-
tains four tables, arranged as shown in figure 3.6.

3.3.3 Star schema
The star schemas were designed based on the principles described in [5]. Fact
table and dimensions were chosen based on the typical use cases of the data,
as it would in a real-world application, as well as the size of the dimensions.
The indexes were chosen based on the Oracle documentation guidelines [44].
As such, all foreign keys to dimensions in the fact table were indexed using
bitmap indexes in Oracle and B-tree indexes in PostGIS. In the dimensions,
the columns likely to be queried were indexed using a B-tree index, with the
id as the second column. The Oracle documentation recommends enabling
the STAR_TRANSFORMATION_ENABLED parameter, but after some tri-
als it was found that the parameter did not improve the performance, instead
it decreased performance in some cases. This is further discussed in sectiopn
5.3. In the PostGIS databases, BRIN-indexes were tested but did not improve
performance. The sections below further describe the designed schemas.

Star schemas were selected as a candidate since they are common in data
warehouses. These are a common choice for large amounts of data, but lit-
tle research has been spent on using them with spatial data and in particular
measurement data. It is therefore interesting to investigate their performance
in these cases.
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Traffic
accidents

Figure 3.3: The existing schema of the traffic accident dataset, a single denormalized
table.

Aggregated
traffic mea-
surements

Cluster table
Measurement

points

Figure 3.4: The existing normalized schema of the aggregated traffic measurements
dataset. The squares represent the tables and the arrows references to other tables.

Traffic
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(non-spatial)

Traffic
accidents
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Figure 3.5: Splitting data of the traffic accident dataset. The squares represent the
tables and the arrows foreign keys.
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Measurement
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Figure 3.6: Splitting data of the aggregated trafficmeasurements dataset. The squares
represent the tables and the arrows references to other tables.
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Traffic accidents The traffic accident star schema has a central fact table
and five dimensions. Traffic accidents were naturally chosen for the fact di-
mension. This fact table contains, in addition to the IDs of the dimensions,
metadata about that traffic accident such as valid dates and change-log infor-
mation. The five dimensions are:

• Place, which contains the spatial data, the street name and the
type of place.

• Time, which contains the year, quarter and month.

• Type of accident, which contains both the category of the ac-
cident and the severity rating.

• Weather, which contains categories of weather, the state of
the road (as impacted by the weather) and light conditions.

• Road conditions, which contains a series of columns for dif-
ferent types of conditions such as slippery, loose gravel, and
other similar conditions. In total there are 11 such columns.

These were selected as they were suited to the usage of the data. An illus-
tration of the schema is available in figure 3.7.

Aggregated traffic measurements The star schema for the traffic measure-
ments has four dimensions. The fact table represents a day of measurements
and contains the measurements for each hour in different columns. The three
dimensions are:

• Time, which contains the year, quarter and month, day, day
of the week and date.

• Speed, which contains average speed, median speed and av-
erage speed of the 85 percentile. These are rounded to the
nearest whole number to ensure a reasonable amount of en-
tries without losing significant accuracy.

• Time gap, which contains a series of columns which count
the number of cars in different intervals of time gaps to the
car in front. For example, one column counts the cars with
between 0 and 1 second to the one in front. These numbers
are rounded to the nearest thousand.
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Fact table Accident type
dimension

Time
dimension

Place
dimension

Weather type
dimension

Road condition
dimension

Figure 3.7: Star schema of the traffic accident dataset. The square represents the fact
table, the diamonds the dimensions and the arrows foreign keys.

• Place, which contains a place id and direction. This is refer-
enced from the location connector table, which also contains
information about which measurement points belongs to this
particular place and direction.

When designing this schema the many-many relation of measurement lo-
cations and measurement points proved problematic. There were multiple
choices to solve the problem, such as moving the measurement points into
the fact table itself (denormalizing the relation) or using the connector table
as the dimension. In the end, the solution with a place dimension and a con-
nector table which connect the dimension and the actual point were chosen.
The reasoning behind this choice is described in section 5.3. This type of star
schema is referred to as a starflake schema.

This star schema is illustrated in figure 3.8.
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Fact table

Speed
dimension

Time
dimension

Time-gap
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Place
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Place - point
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Measurement
points

Figure 3.8: Star schema of the aggregated traffic measurements dataset. The squares
represent the fact table and the other non-dimension tables, the diamonds represent
the dimensions and the arrows foreign keys.
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3.4 Performance evaluation
The performance was evaluated using two complementary approaches. The
first approach is a benchmark which measures the response time for common
queries. This provides an overview of the performance. After the benchmark,
the execution plan for one of the cases was generated for each schema to pro-
vide insight into the performance.

3.4.1 Benchmark
To benchmark the schemas, a series of four tasks were performed for three dif-
ferent filters in the ISYMapGIS client connected to the database viaGeoServer.
Each filter is a set of criteria on the data using a database view with a query.
The purpose of these is to better represent actual usage of the data as well as
providing the underlying database management engine and query optimizer
opportunities to optimize performance. These were selected to query different
number of attributes as well as giving an interesting range of sizes of results.
Due to the different data in the datasets, these differed between the datasets.
The following filters were used for traffic accidents:

• No filter

• Only accidents between 2007 and 2012, referred to as the year
filter

• Only accidents between 2007 and 2012 of cars hitting the car
in front of them, referred to as the type filter.

The following filters were used for aggregated traffic measurements:

• Only measurements where the total traffic flow that day is
less than 150 cars, and rush-hour traffic (i.e. traffic between
06 and 09 as well as 15 and 18) was less than 25 cars, and
the date was after January 1st, 2015. This filter is referred to
as the relative flow filter (since the rush hour traffic is small
relative to the rest of the traffic).

• Only measurements where the date is between January 1st,
1994 and January 1st, 1996. This filter is referred to as the
date filter.
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• Only measurements where the number of cars was over 35
000, referred to as the absolute flow filter.

For each of these, four tasks were performed. Each task consisted of zoom-
ing to a specific level and panning to a specific coordinate, which triggers the
GIS client to load the data points visible on screen. They were chosen in con-
sultation with Astando, based on common customer behaviors. These tasks
were automated using Javascript to ensure that they were performed exactly
the same way each time. The script used is available in Appendix B. The
following tasks were performed:

• View a single intersection. The map zooms in to a sin-
gle intersection. This is a common use case for this type of
dataset as the customer might be interested in modifying this
particular area. In particular, the intersection between Ulv-
sundavägen and Kvarnbacksvägen/Norrbyvägen1 in Bromma
was used to represent this use case. In the traffic accident
dataset, 80 points were loaded from the database for this view.
Figure 3.9 shows what the map interface of the GIS client dis-
plays for this task with this data. With filters, these numbers
are decreased significantly. In the aggregated trafficmeasure-
ments dataset only the year filter shows any data in this view,
3 measurement locations.

• Small Area (KTH). The map shows a small area of the city.
In particular, the area around KTHwas selected. In the traffic
accident data, a total of 1680 data points are loaded for this
view when no filters are used. Figure 3.10 shows the inter-
face of the client with such data loaded. In the measurements
dataset, the relative flow filter shows the largest amount of
measurement points, 316.

• City district (Södermalm). The map shows a whole district
of the city. This represents the use case when the customer
would want to identify areas for further investigation. To rep-
resent this case, a view of Södermalmwas selected. Using the
traffic accident dataset, this view contains 8800 data points.

1Coordinates: 59.3443075 °N 17.9595787 °W
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Figure 3.9: The view of an individual intersection. Each green dot represents a traf-
fic accident. Note that while the GIS tool loaded 80 data points, slightly fewer are
displayed on screen since the GIS tool prefetches nearby data in anticipation of user
panning.

Figure 3.10: The view of a small area. Each green dot represents a traffic accident.
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Figure 3.11: The view of a city district. Each green dot represents a traffic accident.

See figure 3.11, which shows this view with the traffic acci-
dent data with no filters loaded. For the trafficmeasurements,
the relative flow filter gives 2576 measurement points.

• The entire city. The last case is a view of almost the entire
city. While such a view is rarely used for analysis due to the
clutter, it is common for new customers to zoom out to get
an overview of the data. A very zoomed-out view centered
on the city district Gamla Stan was selected to represent this
case. With the traffic accident dataset, this view contains 44
600 data points, almost the whole data set. See figure 3.12.
In the aggregated measurement dataset it instead contains 35
705 data points.

In order to measure the performance of the tasks, the performance logging
mode of ISY Map was used. Among other things, this mode records the re-
sponse time for each request sent to GeoServer. Since each of the tasks above
are performed using a single request to the GeoServer, each task results in a
single response time measurement. To ensure accurate measurements, the se-
ries of tasks were performed five times and the response time averaged. Before
this series of five times, all tasks were performed an extra time to ensure no
problems occurred and that the cache was warm.

This benchmark differs slightly from past research (see section 2.4) in that
instead of a set of queries, a set of tasks in a GIS tool is used. This has a few
advantages: Firstly, a series of queries would try to approximate the queries
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Figure 3.12: The view of almost the whole city of Stockholm. Each green dot repre-
sents a traffic accident.

used by a GIS tool. By using an actual GIS-tool the queries are automatically
representative, and no approximation is necessary, as long as the tasks per-
formed in the tool are representative of a real workload. Secondly, automating
a high-level GIS tool takes significantly less time than automating queries in
multiple database management systems, which is a requirement in this kind of
project with a limited timeframe. However, the disadvantage of this method is
that the GIS tool and GeoServer might affect the performance. The impact of
this is discussed in section 5.2.

3.4.2 Execution plans
In addition to these benchmarks, the execution plans of the schemas were se-
lected for further analysis. For these, the execution plan of a representative
query was calculated using the explain-plan feature of the respective database
management systems. This feature reports both the plan, as well as the es-
timated cost of that plan. For the Oracle database, the autotrace feature was
also used to capture the actual plan used. The autotrace feature, among other
things, records the number of consistent gets and logical bytes read from cache.
The number of consistent gets is the ”Number of times a consistent read was
requested for a block” [45], where consistent refer the read being safe in terms
of ongoing transactions. These values give an indication of how much data is
read for each query, which as described in 2.3.2 is a large part of the response
time. In PostGIS, the explain analyze feature was used. Unlike autotrace, it
does not provide statistics, only the actual execution plan used.
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While these only provide an approximation of the performance, as opposed
to the actual performance as the GIS tool above, they might explain the perfor-
mance and provide insight into how the schema would scale with more data.

One of the queries for each dataset from the benchmark was selected. The
geographical area used is the same as the KTH-task above. These were se-
lected as they impose multiple where-conditions on the query, which allows
the query optimizer to take advantage of the schema. The queries in Oracle
and PostGIS were identical, except for syntax differences in the geometry filter
and the to_date function parameters.

• For traffic accidents, the type-filter query was used. As such, for traffic
accidents, the query asks for all accidents of the typeU at KTH between
2006 and 2012.

• For aggregated traffic measurements, the absolute flow filter was used.
In particular, the query requests all measurements at KTH after January
1st, 2015 with a daily flow less than 150 and rush hour flow less than
25.
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Results

This section presents the results. The benchmark results are presented first,
followed by the execution plans.

4.1 Benchmark results
This section describes the results of the benchmarks, the average response time
for each query in milliseconds. For the sake of readability, the results have
been grouped by dataset and database management system. For each such
combination, a bar graph with the averages of the three filters are presented,
as well as a table with more detailed numbers. Additionally, a graph with
averages for both database management systems are included at the end.

4.1.1 Traffic accidents
This section describes the results of the traffic-accident data-set benchmark.

Oracle Spatial With the traffic accident dataset in Oracle Spatial, the star
schema had the best performance, on average. The full result is available in
table 4.1. A summary can be seen in figure 4.1.

PostGIS In PostGIS with traffic accidents, the performance of the existing
denormalized schema and the star schema was quite similar. The split schema
performed worse. The full result is available in table 4.2. A summary can be
seen in figure 4.2.

31
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Figure 4.1: The performance of the different schemas in Oracle Spatial. Each bar is
the average of the three filters. The graph shows the time in ms to complete the query,
lower is better.

Oracle Spatial
Filter Task Denormalized schema Split schema Star schema
Filter task Intersection 204,20 317,00 184,40

KTH 209,00 294,20 181,40
Södermalm 578,80 588,40 577,80
Stockholm 2 175,00 2 119,60 2 366,40

Filter year Intersection 188,80 260,20 104,20
KTH 394,20 507,80 371,40
Södermalm 1 689,00 1 784,00 1 601,20
Stockholm 7 462,40 7 455,20 7 308,80

No filter Intersection 191,40 141,80 150,00
KTH 902,80 855,00 861,80
Södermalm 4 426,00 4 349,00 4 144,20
Stockholm 21 818,80 21 574,20 20 671,00

Table 4.1: The response time of each filter-task combination for the different schemas
in Oracle Spatial with the traffic accident dataset. The time is given in milliseconds.



CHAPTER 4. RESULTS 33

Intersection KTH SödermalmStockholm
0

500

1,000

1,500
Re

sp
on

se
tim

e
(m

s)

Traffic accident schemas in PostGIS

Denormalized schema Split schema Star schema

Figure 4.2: The performance of the different schemas in PostGIS. Each bar is the
average of the three filters. The graph shows the time in ms to complete the query,
lower is better.

PostGIS
Filter Task Denormalized schema Split schema Star schema
Filter task Intersection 167,80 131,40 208,40

KTH 101,80 60,00 114,80
Södermalm 264,40 171,20 195,60
Stockholm 380,80 417,00 426,60

Filter year Intersection 70,00 104,00 87,40
KTH 84,60 107,60 128,40
Södermalm 290,00 397,00 296,60
Stockholm 1 208,20 1 381,40 1 206,80

Filter none Intersection 93,80 104,20 99,60
KTH 143,60 182,80 190,40
Södermalm 617,80 718,00 696,20
Stockholm 3 108,80 3 621,00 3 157,60

Table 4.2: The response time of each filter-task combination for the different schemas
in PostGIS with the traffic accident dataset. The time is given in milliseconds.
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4.1.2 Aggregated traffic measurements
This section describes the results of the aggregated traffic measurements data
set benchmark. The results are described in more detail below.

Oracle Spatial Using the aggregated traffic measurements dataset in Oracle
Spatial, the existing schema performs best. The split schema has similar per-
formance while the starflake schema is a bit worse. The full result is available
in table 4.3. A summary can be seen in figure 4.3.

PostGIS The PostGIS results for the aggregated traffic measurements are
similar to the Oracle results, but the variations between datasets are quite small
whereupon these differences are veryminor. The full result is available in table
4.4. A summary can be seen in figure 4.4.

4.1.3 Oracle Spatial and PostGIS comparison
This section presents the average response time of Oracle Spatial and Post-
GIS per dataset. Oracle Spatial had a response time of 3306 ms for the traffic
accidents and 1955 ms for the aggregated traffic measurements, while the re-
sponse time of PostGIS was 576ms and 310ms for the same datasets. As such,
PostGIS is on average about six times faster than Oracle Spatial. A graph is
provided in figure 4.5.
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Figure 4.3: The performance of the different schemas in Oracle. Each bar is the
average of the three filters. The graph shows the time in ms to complete the query,
lower is better.

Oracle Spatial
Filter Task Normalized schema Split schema Star schema
Filter absolute flow Intersection 163,80 176,40 153,40

KTH 84,20 87,80 128,40
Södermalm 409,40 413,20 565,20
Stockholm 1 242,40 1 303,20 1 489,00

Filter date Intersection 125,40 83,60 85,60
KTH 103,20 110,60 128,00
Södermalm 631,40 649,20 973,00
Stockholm 1 578,00 1 637,40 3 421,40

Filter relative flow Intersection 101,60 111,80 106,40
KTH 216,80 227,40 248,80
Södermalm 1 342,40 1 381,60 1 665,80
Stockholm 15 809,00 15 911,40 17 519,60

Table 4.3: The response time of each filter-task combination for the different schemas
in Oracle Spatial with the aggregated traffic measurements dataset. The time is given
in milliseconds.
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Figure 4.4: The performance of the different schemas in PostGIS. Each bar is the
average of the three filters. The graph shows the time in ms to complete the query,
lower is better.

PostGIS
Filter Task Normalized schema Split schema Star schema
Filter absolute flow Intersection 129,80 118,80 135,40

KTH 45,60 45,60 60,40
Södermalm 90,60 133,80 165,80
Stockholm 122,80 151,20 176,00

Filter date Intersection 78,00 53,80 79,80
KTH 66,20 64,80 68,80
Södermalm 367,00 381,20 267,80
Stockholm 289,40 330,40 816,00

Filter relative flow Intersection 86,20 81,00 85,20
KTH 60,60 57,80 75,40
Södermalm 224,80 264,40 261,20
Stockholm 1 911,80 2 117,60 1 686,20

Table 4.4: The response time of each filter-task combination for the different schemas
in PostGIS with the aggregated traffic measurements dataset. The time is given in
milliseconds.
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Figure 4.5: The average response time of the two database management systems for
the two datasets. The graph shows the average time in ms to complete the query, lower
is better.
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4.2 Execution plans
This section presents the execution plan and autotrace or explain-analyze re-
sults for each schema in both database management systems for both datasets.
For readability reasons, this section only presents the estimated cost and a
summary of the execution plan. The full plans are available in Appendix C.

4.2.1 Traffic accidents
This section describes the results of the traffic-accident data-set execution
plans.

Oracle Spatial For the denormalized schema, Oracle reports an estimated
cost of 86. Bitmap indexes are used for the year and type filters, and the spatial
filter is converted to bitmap. These are then combined using a bitmap-and
operation. Auto-trace shows that the number of consistent gets is 1685 and the
number of logical read bytes from cache are 13,336,576. The used execution
plan was the same as the planned one and the full execution plan is shown in
figure C.1.

The estimated cost for the query in the split schema is 309. In this case,
the domain index is used in the spatial table, while a full table access is used
on the data table. These are combined using a hash join. Auto-trace shows
that the number of consistent gets is 46,045 and the number of logical read
bytes from cache is 377,200,640. The used execution plan was the same as the
planned one and the full execution plan is shown in figure C.2.

Using the star schema, the estimated cost is 199. The place dimension,
accident-type dimension, and time dimension are filtered using their indexes
and these are joined together with the hash table and other dimensions using
a series of hash joins. Auto-trace shows that the number of consistent gets is
46,838 and the number of logical read bytes from cache is 383,696,896. The
used execution plan was the same as the planned one and the full execution
plan is shown in figure C.3.

PostGIS The estimated cost for the query in the denormalized schema is
reported as 3753 in PostGIS. A Bitmap scan is used for the type filter, followed
by a bitmap heap scan for the year-filter and geometry. This planned execution
plan was used and the full execution plan is shown in figure C.4.

The estimated cost in the split schema is 3445. The data is filtered using
a bitmap index scan followed by a bitmap heap scan. A full table scan, i.e.
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a sequential read, is used on the spatial data, which is combined with the al-
phanumerical with a hash join. This planned execution plan was used and the
full execution plan is shown in figure C.5.

With the star schema, the query has an estimated cost of 1669. The fact
table is read in full using a sequential scan, and then hash-joined with the
accident-type dimension which also was read using a sequential scan. The
bitmap index is used on the time dimension, which is then joined with the re-
sult. The road condition dimension is read in full and hash-joined together
with the rest, followed by the place dimension which is added with a nested
loop and the weather dimension which is read in full and joined with a sequen-
tial scan. This planned execution plan was used and the full execution plan is
shown in figure C.6.

4.2.2 Aggregated traffic measurements
This section describes the results of the aggregated traffic measurements data
set execution plans.

Oracle Spatial For the normalized schema, Oracle’s explain-plan reports
an estimated cost of 290. the table of measurement points is filtered using
the spatial index, and the result is hash-joined with the cluster table index.
This result is in turn combined with the aggregated measurements table, which
has been filtered using its indexes, using a nested loop. Auto-trace reports
consistent gets as 17,834 and logical read bytes from cache as 146,096,128.
The used execution plan was the same as the planned one and the full execution
plan is shown in figure C.7.

The split schema has an estimated cost of 303. The plan is very similar to
the normalized schema, but with an additional hash-join to combine the tables
of measurement points with and without spatial data. Using auto-trace reports
consistent gets as 21,679 and logical read bytes from cache as 177,594,368.
The used execution plan was the same as the planned one and the full execution
plan is shown in figure C.8.

The estimated cost for the query in the star schema is 186. The cluster
table and the other dimensions are accessed in full, while the fact table and
the measurement points table are accessed using indexes. The table of mea-
surement points and the cluster table are combined with a hash join, which is
further combined with the fact table using a nested loop. Then follows a set
of hash joins combining this with the other dimensions. Auto-trace reports
the number of consistent gets as 22,319 and logical read bytes from cache as
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182,837,248. The used execution plan was the same as the planned one and
the full execution plan is shown in figure C.9.

PostGIS For the normalized schema, PostGIS’ explain-plan reports an es-
timated cost of 14,863. The table of aggregated measurements is accessed
using a bitmap index. The clustering table is accessed in full and these are
hash-joined together. The measurement points are then joined with a nested
loop. The used execution plan was the same as the planned one and the full
execution plan is shown in figure C.10.

The query has an estimated cost of 14,864 in the split schema. The table
of aggregated measurements is accessed using a bitmap index. The clustering
table is accessed in full and these are hash-joined together. The aggregated
measurements table and non-spatial data of the measurement points are then
joined with the result with a nested loop respectively. The used execution plan
was the same as the planned one and the full execution plan is shown in figure
C.11.

The star schema has an estimated cost of 14,772. The fact table and time
dimension are accessed using an index scan and these are joined with a hash
join. The cluster table is accessed in full, and hash joined in as well. The
other dimensions are joined together with this result using nested loops and
the indexes. The used execution plan was the same as the planned one and the
full execution plan is shown in figure C.12.

4.3 Summary
To get an overview of the response times, estimated cost and (for Oracle Spa-
tial) the autotrace data, table 4.5 provides a summary.
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Database Schema Time
(average)

Time (last
task and

filter)

Estimated
cost

Consistent
gets

Oracle traffic
accidents

Denormalized 100.00% 100.00% 100.00% 100.00%
Split 100.01% 98.88% 359.30% 2732.64%
Star 95.73% 94.74% 231.40% 2779.70%

PostGIS traffic
accidents

Denormalized 100.00% 100.00% 100.00%
Split 113.23% 116.48% 264.86%
Star 104.24% 101.57% 167.28%

Oracle traffic
measurements

Normalized 100.00% 100.00% 100.00% 100.00%
Split 101.31% 100.65% 104.48% 121.56%
Star 121.45% 110.82% 64.14% 125.15%

PostGIS traffic
measurements

Normalized 100.00% 100.00% 100.00%
Split 109.43% 110.76% 94.12%
Star 111.67% 88.20% 100.13%

Table 4.5: A summary of the different measurements for the schemas. Each measure-
ment is expressed in percentage of the existing schemas. Time (last task and filter)
refers to the response time of the last task and filter, which is the one with the largest
amount of data. The color coding highlights results better than the existing schemas
(in green) andworse (in red). Results which are more than 200 percent of the exist-
ingschemas are shown in darker red. The results within two percent of the existing
schemas are in white. These boundaries have been arbitrary chosen to highlight the
differences in time and cost. The logical read bytes from cache performs similarly
to the consistent gets metric and are therefore omitted from this table for readability
reasons.
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Discussion

There is little difference between the different schemas in terms of execution
time, but the execution plans vary more significantly. It seems that even the
larger dataset, with 322,000 rows of data, was too small to show any significant
difference in performance due to the cache and other performance improving
measures built into the database. Perhaps a larger schema would show differ-
ences more clearly, but it would also take longer to transform and benchmark,
whereupon it could not be done as part of this thesis. Nevertheless, some dif-
ferences are notable, and these are further discussed below in section 5.1.

5.1 Benchmark and execution plan analysis
For the traffic accident schema, the denormalized schema performs well in
both Oracle Spatial and PostGIS, which is expected since the database man-
agement system only have to read a single table. This is consistent with pre-
vious research, such as [29], [27], [30] and [25, p. 54]. The result is further
explained by that the number of consistent gets and logical read from cache
are much lower for the denormalized schema compared to the other two. How-
ever, in Oracle Spatial, the star schema is faster than the denormalized schema
for these traffic accidents. In PostGIS, the star schema is slightly slower than
the denormalized schema, but only slightly, especially for the case with the
most data. As such, no clear conclusions regarding if star schema or the de-
normalized schema preforms best can be drawn. For this dataset, there seems
to be a slight trend that shows the star schema performs better the larger the
amount of data. It would be interesting to perform a similar experiment with
even larger amounts of data to investigate whether the trend continues and if
star schema becomes faster than the existing schema in PostGIS at some point.

42
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Nevertheless, since the actual schema used in the live system for this dataset is
similar to the split schema, it is probable that changing to either a star schema
or denormalized schema would improve read performance. In a broader per-
spective, past research has shown that a denormalized schema is harder to
maintain compared to schemas such as star schema (see section 2.2.2). Due to
this, a star schema would probably be the better alternative for most systems,
based on the results for the traffic accident schema.

In the traffic measurement dataset, on the other hand, the star schema per-
forms worse than the normalized schema. This difference might be due to this
being a starflake schema (also referred to as a star cluster schema), compared
to the true star schema for traffic accidents. As mentioned above, snowflake
and in extension starflake schemas as well, are known to perform worse than
star schemas due to the extra joins required [31, p. 130]. In this case it is the
extra connection table which requires more joins, and makes the schema more
complicated and less susceptible to bitmap operations, which might explain
the performance hit. Another interesting future experiment would be a dataset
of this size, but with a true star schema. Interestingly, the estimated cost has
the reverse relationship: for the traffic accident Oracle Spatial estimates that
star schema will be slower, but for traffic measurements Oracle Spatial esti-
mates it as faster. This large difference between the estimated cost and the
actual time is interesting. The low cost is probably why this execution plan
was chosen, but the cost estimation seems to have been mistaken in this case.
It shows how the estimated cost does not always reflect reality.

Generally, the split schemas do not seem to improve performance. The
split schema generally performs slightly worse than the existing schema, in
Oracle Spatial the difference is quite small but in PostGIS it is more notice-
able. The execution plan shows that these are slightly slower since they have to
read a whole other table as well. In the traffic accident schema the effect of this
extra table on the estimated cost is quite large, but for the traffic measurements
where a large amount of tables already has to be read, the effect is less notice-
able. Interestingly, PostGIS estimates the cost of Split Schema lower than the
existing for traffic measurements, but unfortunately the execution time does
not reflect this estimation as it averages worse than the normalized schema.
While update performance is outside the scope of this thesis, it is worth not-
ing that both split schema and star schema is expected to have better update
performance than a denormalized schema, due to the reasons described in sec-
tion 2.2.2.

Looking closer at the execution plans, generally Oracle Spatial and Post-
GIS seem to generate very similar execution plans in most cases, at least for
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the whole-city case for which the execution plans are generated. It is worth
noting that in Oracle Spatial, Bitmap Indexes have to be made as such ex-
plicitly, while PostGIS automatically converts indexes to bitmap. You could,
therefore, argue that PostGIS can generate the same execution plan (at least for
the whole-city case) with less manual configuration from the user.

5.2 Method discussion and error sources
Compared to previous benchmark research, the benchmark performed as part
of this investigation uses a GIS tool and GeoServer to access the data. Many
previous benchmarks instead used a selection of queries, such as [1], [2], [6],
[8] , [9], [10], and [40]. As described above, this choice was made for two rea-
sons. Firstly, it ensures that the results are representative of a real-world sce-
nario, as long as the tasks performed in the GIS-tool are representative. Sec-
ondly, it is faster to perform such benchmarks, which is important as this study
has limited scope. However, the choice to use this benchmarking methodol-
ogy might impact the results. While the computational time from GeoServer
and the network delay from the connection to the server have been deliberately
included to measure a real-world scenario, they add additional points of fail-
ure. For example, it is possible that there was a sudden spike in network traffic
when a certain query was executed or that the CPU was busy when GeoServer
had to compute something. To combat these factors the average of five runs
of each query has been taken. Still, there is a bit of variation, especially for
the faster benchmark tasks. For the tasks that take a longer time the relative
difference between runs are much smaller. In hindsight, an even better way
of handling this error source would have been to perform the benchmark at
different times of days to avoid longer streaks of temporary network delays.

Unfortunately, Oracle and Postgres had to be run on different virtual hosts
(through on the same physical machine), whereupon theremight be differences
in the performance of these servers. As such, any differences in performance
between the different database management systems could be due to the con-
figuration differences and not that one database is faster than the other. How-
ever, the difference in configuration is quite small compared to the difference
in results. This is further discussed in section 5.4.

Additionally, this investigation has not taken database cache into account.
All benchmarks are run against warm caches, which means that disk accesses
are not included in the benchmark time. This was a deliberate choice in order
to focus on structural differences as opposed to disk performance. However,
this choice might result in the reported times favoring the schemas which read
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large amounts of data but perform few calculations. Schemas which read less
data, but perform large calculations (such as join operations) might perform
disproportionally. It is possible that some of the schemas that performed well
in this benchmark would have much worse performance when loading data the
first time due to the cold cache. On the other hand, in practice most queries
are run against warm caches so this performance might better reflect the real
world. This is especially relevant for GIS tools which ask very similar queries
many times in a row as the user pans around the map. Also note that using
this method, it is possible that a schema reads enough data to cool the cache
before the next query, making it read the data from disk anyway.

Another source of errors is the quality of the schema design. Due to the
limited time to design the schemas their design was based on general prin-
ciples and a limited amount of trial and error. Only a few different designs
could actually be tested for the different schemas. In a real-world scenario the
database designer would probably have a much larger amount of time to fine
tune the schema, indexes and specific queries used. Therefore it is probable
that the split schema and star schema would perform better if implemented in a
real world scenario where further tuning is possible. Based on this, the perfor-
mance in this report can be seen as a lower bound for the schema performance
of this type of data.

5.3 Schema design analysis
Some interesting discoveries were made when designing the
schemas. First, as mentioned above, Oracle has a setting called
STAR_TRANSFORMATION_ENABLED which “determines whether
a cost-based query transformation will be applied to star queries” [46]. When
designing the star schemas, this setting was enabled as per the recommen-
dations in [44]. Unfortunately, in the test cases used it was found that this
setting actually decreased the performance. Both the estimated cost and the
benchmark times increased when the setting was enabled. As such, a decision
was made to leave the setting disabled. This decrease in performance might
be due to the data size, the particular set of queries, the particular indexes
used or some detail in the schema design. Due to time limitations, no effort
has been made to investigate possible other settings or statistics which might
bee necessary to get a performance boost from this setting.

Additionally, in addition to the starflake schema other possible star schemas
were investigated, but none performed adequately. In particular, two other
schema variations were considered: Denormalizing the place dimensions by
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duplicating the rows in the fact table for each point, as well as using the cluster
table as the dimension table. The denormalization was disregarded as infeasi-
ble due to the data size. Using the cluster table as the dimension was tried, but
there was no possible foreign relation between the fact table and cluster table
since the measurement-point-group ID is not unique in the cluster table nor
the fact table. This lack of foreign keys limited the possible execution plans
which decreased performance. Therefore, even though the database manage-
ment system has to read an additional table, adding this middle layer improves
performance since the query optimizer relies on these relations.

Furthermore, when loading the data for the traffic accident schema, some
modifications were made to simplify the process. Part of this process was to
remove some unnecessary rows, more specifically rows which have a valid-
to-date in the past. Note that these rows is a small subset of the data since
most rows are valid for the foreseeable future and therefore have null values
in this column. With those values removed, the database no longer has to use
the index on this column which greatly improved performance. The reason for
this improvement seems to be the null values, as the query optimizer of Oracle
seems to avoid combining indexes with null values. This might be because
null values are not normally indexed [47] which creates indexes of different
size. Simple modifications such as this one may also be effective in increasing
performance, without major modifications to the schemas.

Lastly, during the testing of the data structures, it was found that the exe-
cution plans of PostGIS fluctuate more than the Oracle execution plans when
changing the size of data. For example, if the task is changed in the query
used to generate the execution plan to a smaller window, such as KTH, Oracle
has the exact same execution plan while the execution plan used by PostGIS
varies. In particular, PostGIS chooses to use a bitmap-and operation on the
denormalized schema for the smaller task, while it uses a bitmap-heap opera-
tion for the larger. For the star schemas, the order of the dimensions and their
respective join-method also varies. Further research is required to determine
if PostGIS is able to adapt better, or if it has a harder time deciding on the best
execution plan.

5.4 Oracle and PostGIS analysis
The performance difference between Oracle Spatial and PostGIS is also note-
worthy. PostGIS is, on average, about six times faster than Oracle. While
these databases are running on different virtual hosts, they are both hosted on
the same physical machine and the system administrator of Astando has made
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the assessment that both virtual machines have adequate resources for good
performance. As such, the resource allocation to the virtual machine should
not impact the performance.

However, it should be noted that both virtualmachines runWindows Server,
not Linux which is the recommended operating system for Oracle [48] and
which is often used for PostGIS as well [49][50]. This difference might impact
the databases differently. Additionally, database management systems are typ-
ically reliant on disk access, which is handled by the virtualization host. The
particular setting and version of host might therefore impact the performance.

Since the details of the hardware and software configuration of the database
management systems are outside the scope of the thesis, due to time limita-
tions, the impact of different configurations has not been investigated further.
Nevertheless, such a large performance difference could indicate that changing
from Oracle to PostGIS may significantly improve performance for this type
of data. To verify this result, it would be interesting to perform future research
where the hardware and software configuration of the database management
systems are identical.

5.5 Future research
A second study using the same method, but with an even larger dataset, needs
to be done to investigate whether the benchmark performance changes more
significantly with larger amounts of data. Larger differences in execution time
would allow for stronger conclusions and hopefully a more concrete schema
recommendation. Based on the results from this report, such a future study
does not need to include a split schema, as it provides no noticeable perfor-
mance benefit.

It would also be interesting to add a dataset of similar size to the aggregated
traffic measures but with a single position for each measurement such that a
true star schema could be used. This would enable the conclusions from the
traffic accident dataset to be verified.

Additionally, to get more reliable results for the Oracle Spatial and PostGIS
comparison the database management systems should be installed on the same
machine with the same resources. If possible, it would also be interesting to
use Linux in order to give the database management systems better conditions
to perform well.
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Conclusions

In this project, the purpose was to investigate whether splitting the spatial data
separately or using star schema could improve read performance for GIS-tools
with measurement data. To investigate this, two different sets of measurements
(45,000 traffic accidents and 322,000 aggregated traffic measurements) were
converted to the two schemas, in two different database management systems.
These were then both benchmarked using a GIS tool and the execution plans
were analyzed.

The results are not conclusive enough to select a single schema as a rec-
ommendation. The schemas perform very similar for this size of data. A star
schema may slightly increase performance, even compared to a denormalized
schema, but further research with more datasets is needed to confirm this. Tak-
ing maintainability into account, star schema may therefore be a good choice
of schema for measurement data. On the other hand, the split schema does not
seem to provide any significant benefits compared to the existing schemas and
is therefore not recommended, though its update performance might be better
than a denormalized schema.

In addition to these results, this study has identified areas for future study
in order to obtain a stronger result in the future. In particular, it is possible that
a switch to PostGIS from Oracle could increase performance significantly, but
further research is required to verify this hypothesis.

Finally, to address the research question, Which of star schema and split-
ting spatial and non-spatial data into different tables gives the best read perfor-
mance in Oracle Spatial and PostGIS for common GIS application queries for
large amounts of data with spatial attributes?, the answer is not split schema,
but there is no conclusive evidence that star schemas improves read perfor-
mance over the existing schemas for this size of dataset.
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Appendix A

Dataset

This appendix contains sample rows from the datasets.

Attribute Value

OBJECT_ID 11458064
VERSION_ID 1
FEATURE_TYPE_NAME Trafikolycka
FEATURE_TYPE_OBJECT_ID 9782706
FEATURE_TYPE_VERSION_ID 1
MAIN_ATTRIBUTE_NAME Olyckstyp
MAIN_ATTRIBUTE_VALUE U (upphinnande-motorfordon)
MAIN_ATTRIBUTE_DESCRIPTION U (upphinnande-motorfordon)
NAME1 OlycksId
DESC1 851918364
NAME2 År
DESC2 2016
NAME3 Månad
DESC3 10
NAME4 Olycksväg/-gata
DESC4 4, Södertäljevägen
NAME5 Platstyp
DESC5 Gatu-/Vägsträcka
NAME6 Olyckstyp
DESC6 U (upphinnande-motorfordon)
NAME7 Olyckstypskod
DESC7 U
NAME8 Sammanvägd svårhetsgrad
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Attribute Value

DESC8 Lindrig olycka (ISS 1-3)
NAME9 Vägomständigheter
DESC9 Okänt
NAME10 Väglag
DESC10 Vägbanan våt/fuktig
NAME11 Väderlek
DESC11 Uppehållsväder
NAME12 Ljusförhållande
DESC12 Mörker
NAME13 Trafikelement
DESC13 1$$Personbil||5$$Personbil

||4$$Personbil||3$$Personbil
||2$$Personbil

DESC_UNBOUND13
NAME14 Kontakt
DESC14 e
NAME15 Ej Positionsbestämd
DESC15 FALSE
VALID_FROM 201701190000
VALID_TO
GID 868383
CID 1145806400868383
GEOMETRY_TYPE 1
GEOMETRY_NAME Trafikolycka 2016 - U
GEOMETRY [MDSYS.SDO_GEOMETRY]
CREATE_DATE 201701191636
CHANGE_DATE 201701191636
LAST_EDITED_BY Astando

Table A.1: A row from the traffic accident dataset. The missing values,
DESC_UNBOUND13 and VALID_TO are null for this row in the database. Not the
while the geometry is shown as [MDSYS.SDO_GEOMETRY] it represents a point.

Attribute Value

MATPLATS_ID 2
TIMESTAMP 22
MATPUNKT_GRUPP_ID 3
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Attribute Value

MATPUNKT_GRUPP_DIRECTION 2008-11-01 0:00:00
EQUIPMENT_MATNINGSTYP_ID 1
FLOW_PROFILE_ID 101
CALCULATED_SUMMARY 0
FLOW 6606
INDEXED_FLOW 6606
HEAVYTRAFFICRATIO 7.3
MAXAMFLOW
MAXPMFLOW
MAXAMFLOWTIME
MAXPMFLOWTIME
TRAFFIC0006 695
TRAFFIC0609 396
TRAFFIC0915 2557
TRAFFIC1518 1461
TRAFFIC1822 1149
TRAFFIC0001 184
TRAFFIC0102 164
TRAFFIC0203 90
TRAFFIC0304 106
TRAFFIC0405 83
TRAFFIC0506 68
TRAFFIC0607 120
TRAFFIC0708 158
TRAFFIC0809 118
TRAFFIC0910 218
TRAFFIC1011 365
TRAFFIC1112 413
TRAFFIC1213 443
TRAFFIC1314 593
TRAFFIC1415 525
TRAFFIC1516 494
TRAFFIC1617 504
TRAFFIC1718 463
TRAFFIC1819 363
TRAFFIC1920 276
TRAFFIC2021 264
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Attribute Value

TRAFFIC2122 246
TRAFFIC2223 166
TRAFFIC2324 182
TRAFFIC06000630 44
TRAFFIC18001830 205
HEAVYTRAFFIC 483
HEAVYTRAFFIC0006 48
HEAVYTRAFFIC0609 55
HEAVYTRAFFIC0915 176
HEAVYTRAFFIC1518 97
HEAVYTRAFFIC1822 82
HEAVYTRAFFIC0001 16
HEAVYTRAFFIC0102 4
HEAVYTRAFFIC0203 6
HEAVYTRAFFIC0304 8
HEAVYTRAFFIC0405 7
HEAVYTRAFFIC0506 7
HEAVYTRAFFIC0607 12
HEAVYTRAFFIC0708 23
HEAVYTRAFFIC0809 20
HEAVYTRAFFIC0910 27
HEAVYTRAFFIC1011 32
HEAVYTRAFFIC1112 27
HEAVYTRAFFIC1213 26
HEAVYTRAFFIC1314 35
HEAVYTRAFFIC1415 29
HEAVYTRAFFIC1516 27
HEAVYTRAFFIC1617 36
HEAVYTRAFFIC1718 34
HEAVYTRAFFIC1819 27
HEAVYTRAFFIC1920 18
HEAVYTRAFFIC2021 19
HEAVYTRAFFIC2122 18
HEAVYTRAFFIC2223 9
HEAVYTRAFFIC2324 16
HEAVYTRAFFIC06000630 5
HEAVYTRAFFIC18001830 13
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Attribute Value

TRAFFIC_TIMEGAP_0_1 280
TRAFFIC_TIMEGAP_1_2 585
TRAFFIC_TIMEGAP_2_3 537
TRAFFIC_TIMEGAP_3_4 337
TRAFFIC_TIMEGAP_GT_4 4867
AVERAGESPEED 35.604
MEDIANSPEED 35.2
AVGSPDPERCENTILE85 43.4
COMPLETEDAY 1

Table A.2: A row from the aggregated traffic measurements. The missing values,
concerning the max flow, are null for this row in the database. Many other rows have
null for the time-gap and speed data, depending on the capabilities of the different
traffic measurement equipment.

Attribute Value

ID 4087
NAME E75W 5,945.2
DESCRIPTION E75W 5,945.2
EQUIPMENT_ID 16
LANE 2
CHANNEL 2
FEATURE_OBJECT_ID 2419509
FEATURE_VERSION_ID 1
GEOMETRY [MDSYS.SDO_GEOMETRY]
X_COORDINATE 156405.669
Y_COORDINATE 6576416.52
OWNER_ID 1
FLOW_PROFILE_ID 0
HEAVY_TRAFFIC_ESTIMATE
NOT_ROAD_CONNECTED 0

Table A.3: A row from the table of measurement points. The missing value,
HEAVY_TRAFFIC_ESTIMATE, is null for this row in the database. Not the while
the geometry is shown as [MDSYS.SDO_GEOMETRY] it represents a point.



Appendix B

Script

This is the script used to automate the testing process. It was injected into the
web client of ISY map using the web development console in Firefox. After
execution, the run times were extracted from the performance log file.

var type = "STAR"
var delay = 1500;

var layer1 = "BM_" + type + "_TYPEFILTER";
var layer2 = "BM_" + type + "_YEARFILTER";
var layer3 = "BM_" + type + "_NOFILTER"

map.PanTo(147700, 6581025); // Start position
map.ZoomTo(9); // Start zoom
map.ShowLayer(layer1); // Enable layer

setTimeout(function(){ map.PanTo(154000, 6581600);
map.ZoomTo(6);}, delay*3); // KTH
setTimeout(function(){ map.PanTo(153700, 6577500);
map.ZoomTo(4.8);}, delay*6); // Södermalm
setTimeout(function(){ map.PanTo(154000,6579000);
map.ZoomTo(2);}, delay*10); // Stockholm

setTimeout(function(){
map.HideLayer(layer1);
map.PanTo(147700, 6581025); // Start position
map.ZoomTo(9); // Start zoom
map.ShowLayer(layer2); // Enable layer
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}, delay*15); // KTH

setTimeout(function(){ map.PanTo(154000, 6581600);
map.ZoomTo(6);}, delay*17); // KTH
setTimeout(function(){ map.PanTo(153700, 6577500);
map.ZoomTo(4.8);}, delay*21); // Södermalm
setTimeout(function(){ map.PanTo(154000,6579000);
map.ZoomTo(2);}, delay*30); // Stockholm

setTimeout(function(){
map.HideLayer(layer2);
map.PanTo(147700, 6581025); // Start position
map.ZoomTo(9); // Start zoom
map.ShowLayer(layer3); // Enable layer
}, delay*45); // KTH

setTimeout(function(){ map.PanTo(154000, 6581600);
map.ZoomTo(6);}, delay*48); // KTH
setTimeout(function(){ map.PanTo(153700, 6577500);
map.ZoomTo(4.8);}, delay*53); // Södermalm
setTimeout(function(){ map.PanTo(154000,6579000);
map.ZoomTo(2);}, delay*63); // Stockholm

setTimeout(function(){ alert("Done! Ok to reload");
location.reload(true)}, delay*100); // Done



Appendix C

Execution plans

This appendix has all the execution plans, as shown in the database manage-
ment tools.
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Figure C.1: Execution plan of Oracle Spatial with aggregated traffic measurements
dataset using existing schema

Figure C.2: Execution plan of Oracle Spatial with aggregated traffic measurements
dataset using split schema
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Figure C.3: Execution plan of Oracle Spatial with aggregated traffic measurements
dataset using star schema

Figure C.4: Execution plan of PostGIS with traffic accidents dataset using existing
schema
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Figure C.5: Execution plan of PostGIS with traffic accidents dataset using split
schema

Figure C.6: Execution plan of PostGIS with traffic accidents dataset using star
schema
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Figure C.7: Execution plan of Oracle Spatial with traffic accidents dataset using ex-
isting schema

Figure C.8: Execution plan of Oracle Spatial with traffic accidents dataset using split
schema
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Figure C.9: Execution plan of Oracle Spatial with traffic accidents dataset using star
schema

FigureC.10: Execution plan of PostGISwith aggregated trafficmeasurements dataset
using existing schema
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FigureC.11: Execution plan of PostGISwith aggregated trafficmeasurements dataset
using split schema

FigureC.12: Execution plan of PostGISwith aggregated trafficmeasurements dataset
using star schema
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