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ABSTRACT  
The Internet evolves rapidly, both in terms of the applications that use it and the 

networks that carry the traffic. This creates many important research tasks, both to 
adapt the networks that carry the traffic to work well together with the Internet 
protocols and to make the protocols robust to tolerate various underlying networks. 
A key issue is error handling, in this thesis both error correction for both underlying 
optical networks and integrated in the Internet protocols are studied. The results 
show that error control should not be considered in isolation: by combining it with 
traffic control we find that it is possible to implement new services in elegant ways 
that are well suited for deployment in the Internet.  

The traffic in the Internet is increasingly being carried over optical links which 
offer large capacity. When optical fibers are deployed in access networks, the 
components need to be cheap and an important factor is sharing of the fibers 
between several users. One technology that can help in providing these advantages 
is optical code division multiple access (CDMA). If low-complexity components are 
used, noise will be a significant problem and there is a need for error control to 
keep the error rates at an acceptable level. Error control for an optical CDMA 
network is one of the topics in this thesis. Our results show that there is a strong 
correlation between the error rates and the number of active users, which indicates 
the need for traffic control. Moreover, the performance is significantly improved by 
error correction and soft decoding. 

In wireless networks, packet loss caused by transmission errors is a well-known 
problem. In particular for the transmission control protocol (TCP), the performance 
is severely degraded by losses that are not caused by congestion. In this thesis, end-
to-end forward error correction (FEC) is considered as a solution. A further 
advantage of end-to-end FEC is that it can also improve TCP performance for large 
bandwidth-delay product paths, where TCP is also known to perform badly. The 
results show that the error control has to be designed with the requirements of the 
traffic control in mind. 

The requirement on the network service is very different for a service like IP-
telephony compared to web surfing; hence new traffic control methods are needed. 
For conversational applications it is important to have predictable performance 
during a session. For this purpose probe-based admission control can be used, but a 
problem with this approach is that it cannot isolate different applications with 
differing requirements on the loss rate. A solution is to combine the admission 
control with FEC to protect the ongoing sessions and provide consistent quality. 
Based on these ideas, a service architecture that can be deployed without upgrading 
the network is proposed and evaluated. The last part of this thesis also shows how 
this host based scheme could evolve into more complex schemes as network support 
is provided.   
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ORGANIZATION OF THIS THESIS 
This thesis consists of a general introduction to the areas in Chapter 1 

followed by three chapters that provide technical background on the 
published papers and relates this thesis to other work. The main 
contributions are in the eight included papers. The basics of error control are 
described in Chapter 2, and Chapter 3 deals with congestion control. The 
most important features of IP quality of service and admission control are 
reviewed in Chapter 4; Chapter 5 contains short summaries of the included 
papers. Conclusions and future work are presented in Chapter 6. 
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1. INTRODUCTION 
The Internet has been enormously successful and the traffic carried over 

it is rapidly increasing. Furthermore, new applications are quickly becoming 
popular, which changes the traffic of the Internet. When the Internet was 
designed, elastic applications were primarily considered, for example file 
transfers and email that do not have any strict real-time requirements. The 
architecture was chosen to be a packet switched network with the 
intelligence concentrated in the end-systems. Ideally this architecture should 
not need any major changes to support conversational applications such as 
IP-telephony and video conferencing, and streaming applications such as IP-
TV. These have very different requirements on the network service 
compared to the traditional file transfer applications. For elastic applications 
the most important objective is to maximize the throughput in order to 
complete the data transfer as quickly as possible. For streaming and 
conversational applications it is more important to have a consistent loss rate 
and throughput during the whole session. Maximizing the throughput is not 
relevant since the application has an implicit rate and cannot make use of 
any extra capacity. 

Due to these new requirements from the applications it is necessary to 
introduce new control mechanisms in the network and the hosts, since the 
Internet currently does not offer a service suitable for streaming applications. 
However, it is necessary to make a trade-off between the cost and the 
additional benefit of new control mechanisms in the network, since added 
complexity will cause higher investments and operational costs. In this thesis 
a low complexity solution for supporting streaming and conversational 
applications is presented. The main benefit of the solution is that it does not 
require any modifications of the routers in the network, only the software in 
the hosts needs upgrading. This makes the deployment simple, but there are 
of course limitations in the performance of low complexity solutions 
compared to more expensive network upgrades. In the longer term it might 
be worthwhile to upgrade the routers to support quality of service, therefore 
the possibility of an evolutionary upgrade of the network is also proposed. 
This is particularly important due to the nature of the Internet. The Internet 
consists of many autonomous systems, controlled by different organizations 
such as commercial operators, universities and government organizations. 
Since the operational goals of these organizations can vary significantly, it is 
difficult to introduce a single quality of service scheme that suits all parties. 
Therefore, our proposed scheme works in heterogeneous environments 
where different autonomous systems can use differing policies.  
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Another implication of the introduction of new services, in particular IP-
TV and streaming video, is an increased need for network capacity. In the 
last decades the network capacity has rapidly increased, mainly due to the 
introduction of optical transmission in the Internet backbone links. A trend is 
that optical fiber is deployed not only in the core but also in metro and 
access networks. In access networks the requirements on the optical network 
technology change due to the economical constraints when there are fewer 
users sharing the cost of each fiber. Therefore, it is desirable to share the 
fibers between multiple users, which requires multiple access mechanisms to 
let several users access the network in an organized way. From an 
operational point of view, it is particularly attractive to build optical access 
networks without active components between the operator’s central office 
and the user premises. These requirements can be met by using networks 
based on optical code division multiple access (CDMA). In this thesis, error 
correcting codes are studied as a means to improve the performance of 
optical CDMA systems. Error correcting codes can improve the performance 
by addressing the problems both related to noise and interference in the 
networks. The results in this thesis show that the error correcting codes can 
be particularly efficient when used in combination with soft decoding tuned 
to the characteristics of the specific channel. 

Another important trend that is influencing research is the demand for 
mobility. Users would like to access the Internet wherever they are, which 
requires wireless access. This causes new difficulties since the Internet was 
not initially designed for wireless links. For example, it has been widely 
reported that the transport control protocol (TCP) does not work well over 
wireless links. The problem is that TCP will interpret all losses as signs of 
congestion, and react by reducing the sending rate. Since most wireless 
channels tend to suffer from errors due to noise and fading, packet losses are 
not necessarily caused by congestion. With the increasing usage of TCP over 
wireless links it has become important to solve this performance problem, 
and many solutions have been proposed. It is desirable to solve the problem 
by modifications in the hosts only, since that would be simple to deploy and 
would follow the traditional Internet architecture. The solution studied in this 
thesis is based on adding end-to-end forward error correction (FEC) to make 
the transmissions less sensitive to losses caused by link-level errors.  
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2.  ERROR CONTROL 
 
Error control is a necessary function in communication networks. In 

general, several different error-handling mechanisms co-exist in the same 
network. The functions vary both in terms of the time-scales of error 
handling and the scope of errors that are handled. For example, some errors 
are caused by short-lived noise in a specific location of the network that 
causes individual bits in the data stream to be altered. This is a problem of 
the physical transmission of information, for example thermal noise in the 
electronic components can cause errors. These types of errors are called bit 
errors, noise-induced errors or transmission errors.  

A second type of error occurs on a higher layer in the network, where 
packets are switched through different links. If links are overloaded, packets 
may have to be dropped due to limited buffer space in the routers or 
switches; this is known as congestion losses.  

2.1 Retransmission protocols 
 
There are two main approaches for handling errors and losses, 

retransmission or forward error correction (FEC). When retransmissions are 
used, all packets in which errors are detected are discarded. Hence, losses are 
caused by packets being discarded either due to transmission errors or due to 
congestion. Packets that have been discarded must be retransmitted by 
means of automatic repeat request (ARQ) protocols. This approach has some 
drawbacks: it requires a return channel and the delay is not deterministic. 
However, for an erasure channel, i.e. a lossy channel, it is optimal from an 
information theoretical point of view, since it is possible to retransmit only 
the lost information. Moreover, it does not require any a priori information 
about the statistical properties of the channel.   

There are several different types of retransmission protocols that differ in 
how the receiver acknowledges the received data and how the sender 
retransmits lost data. Either the receiver only sends positive 
acknowledgements for the received packets, or it sends negative 
acknowledgements when it detects that packets have been lost. In the first 
case the sender detects that packets have been lost because of the lack of 
positive acknowledgements within a specified time, this is called a timeout.  

The retransmission of lost data can also be handled in different ways, one 
approach is that the acknowledgements specify exactly the missing packets, 
and only those packets are retransmitted, which is known as selective repeat. 
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An alternative is to retransmit everything that has been sent after a loss event 
has been detected, which is known as go-back-N. In the latter case the 
protocol and buffer handling is simplified, but some data that has been 
correctly received might be retransmitted unnecessarily, hence wasting 
capacity.  

The deployed network protocols use different retransmission schemes; 
even for a single protocol, such as TCP, different versions of the protocol 
may use different ARQ schemes. TCP SACK uses selective repeat whereas 
go-back-N is used by the other TCP versions.  

2.2  Forward Error Correction 
 
The second approach to handling errors and losses is forward error 

correction, where redundant information is proactively sent to the receiver in 
order to allow it to correct errors. The redundant information is generated by 
means of channel coding, where algebraic codes are used to create the extra 
information in a systematic way. The receiver can then determine if errors 
have occurred, and unless the errors are too severe they can be corrected. 
Channel coding is used in many commercial systems, for example compact 
discs and mobile communication systems. There are several types of channel 
codes, and the ones used in this thesis are block codes. In this section 
alternative codes are shortly described.  

2.2.1 Block codes 

 
A block code is applied to a block of data symbols and generates a 

number of redundant symbols, a.k.a. parity symbols. Each symbol consists 
of one or more bits, depending on the code. The error correction capability is 
higher for codes with more parity symbols, but the parity symbols also use 
some of the transmission capacity. Well-known examples of block codes are 
Hamming codes, Reed-Solomon codes and Bose-Chaudhuri-Hochquenghem 
(BCH) codes. BCH codes use binary coding symbols, whereas Reed-
Solomon codes use symbols consisting of several bits. The number of bits 
per coding symbol depends on the exact parameters of the Reed-Solomon 
code.  

Except for the amount of parity symbols added the performance of block 
codes also depend on the block length, i.e. the number of symbols per block. 
For a code with the same percentage of parity symbols a code with longer 
blocks is more powerful. 

In this thesis FEC is studied in different contexts, firstly to correct bit 
errors on a link, in papers A and B, secondly to recover lost packets end-to-
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end, in papers B to H. To correct bit errors a block of bits is encoded and 
transmitted over a link, then the decoder attempts to correct bit errors if any 
are present. If the number of bit errors within a block is lower than the code 
can correct, the original data block is recovered.  

In packet loss recovery a block of packets is encoded to generate packets 
of parity information, i.e. the first symbols in each data packet are encoded 
to produce the first symbols in each of the parity packets as shown in Fig. 1. 
The decoder then uses the sequence numbers of the received packets to 
identify which packets have been lost. When the locations of the lost 
symbols are known, the decoder can use a technique known as erasure 
decoding. The efficiency is higher than in error decoding, in the sense that 
the number of packet losses that can be recovered is the same as the number 
of redundancy packets. For error decoding, where the locations of the errors 
are not known, the number of correctable symbols cannot be higher than half 
of the added parity symbols. 

To simplify the description of the coding and decoding process in the 
papers within this thesis, an assumption about identical packet sizes has been 
made. If the packets are not of equal length the most straightforward method 
of addressing the simplification is to extend the short packets during the 
encoding process by adding zeros until they are as long as the longest 
packet. Of course it is not necessary to send the longer packets over the 
network, the decoder adds zeros to the shorter packets before decoding. The 
inefficiency in this method is only that the redundancy packets are longer 
than necessary.  

 
 

Packet 1           First data symbol code word →  

Packet 2  
                                    
  

Packet N-1  
Packet N  

Redundancy packet 1          Redundancy symbol →  

Redundancy packet 2  

Figure 1. Illustration of a code with two redundancy packets for each block of N 
data packets. The code is applied vertically in the figure, so that the first code 

symbols in the redundancy packets result from the encoding of the first symbols of 
the data packets. 

Last code word of block   ↓ 
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Another practical issue that has to be considered for the coding schemes 
presented in the thesis is the use of almost arbitrary lengths and correction 
capabilities of the codes. This can be achieved by using long codes with 
powerful correction capabilities and use code shortening to get the right 
length of the code. In code shortening the data is extended by zeros to fill out 
the block length before encoding. However, the extra zeros do not have to be 
sent over the network, the receiver can add them. The same number of errors 
can be corrected as for the original code. For packet loss recovery code 
shortening means that empty packets would be added in the encoder and 
decoder instead of using a different code when the length of the block is 
changed. If the required correction capability is lower than the code strength, 
the sender only has to send as many parity packets as the required correction 
capability. The method of not sending all the encoded data is called 
puncturing.     

2.2.2 Fountain codes 

 
The decoding complexity of block codes in general increases rapidly with 

the code length. Recent progress in the area of channel codes has lead to the 
development of codes with decoding complexity that only grows linearly 
with the code length. These are actually a form of low-density parity check 
codes that were initially proposed by Gallagher in 1963, but practical codes 
have only been developed in the 1990’s. For the erasure channel these codes 
are known as fountain codes due to their application in the digital fountain 
concept for distribution of large files [5]. Since their main advantage is the 
possibility to use very long codes, they are not very useful when the length is 
limited by delay constraints as is the case for real-time applications and for 
TCP; therefore they are not considered in this thesis.   

2.2.3 Convolutional codes 

 
Another type of code that is deployed in many systems is convolutional 

codes. The encoding is performed by a digital finite impulse response filter. 
The data does not have to be divided into blocks before the encoding, as 
opposed to block codes. The decoding is usually made by the Viterbi 
algorithm, where the states of the encoding filter are represented by different 
nodes in a trellis, and the transitions between different states are represented 
as edges. The Viterbi algorithm finds the most likely path through the trellis 
to decode the received sequence. One advantage of convolutional codes is 
that soft decoding can easily be implemented in the Viterbi algorithm to 
enhance its performance.  
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Soft decoding is a method of using finer quantization of the received 
signal to improve the efficiency of the decoding. Hard decoding uses only 
two levels, zero and one, for each received bit, whereas soft decoding uses a 
more accurate sample of the received signal to estimate the probability that a 
zero or a one was sent. Soft decoding can be used for convolutional codes, 
block codes and turbo codes, but the implementation of efficient soft 
decoding is more difficult for block codes. In paper A soft decoding is 
developed for specific optical CDMA channels.  

2.2.4 Turbo codes  

 
Turbo codes are based on combining several encoders using interleaving 

to produce codes of very long lengths with limited decoding complexity. The 
basic codes of the turbo codes can either be block codes or convolutional 
codes. Decoding is made by means of message passing between multiple 
decoders, similarly to the decoding of low-density parity check codes. Turbo 
codes could be an alternative for the bit error channel in paper A, where it is 
possible to reduce the error rate further. For end-to-end FEC it does not have 
any clear advantages. 

2.3 Local versus end-to-end error control 
 
One important issue to consider is whether errors should be handled 

locally where they appear or end-to-end. There is no simple answer to this 
question, but a guiding principle is the “end-to-end argument” [15]. 
According to this, some functionality is necessary to include in the end-
systems, and adding it locally on each link may be a waste of resources. 
Therefore, the functions should only be added locally if it is motivated by 
higher efficiency. Often error detection and error handling is required in the 
final application or transport protocol, since errors or losses could occur 
even within the receiving host.  

This thesis contains work on both local and end-to-end error correction, 
with some comparison of the two. In general both alternatives are useful and 
should be considered as complements to each other with their own merits 
and drawbacks. Here some general conclusions are summarized. 

There are several factors that determine the efficiency of local and end-
to-end error control. Firstly, the requirements of the application are best 
known at the host. An example of this is MPEG encoded video traffic, where 
some parts of the data are more important for the perceived quality than 
others. Therefore, it is better to protect the more important data than the less 
important parts. The requirements of the host can also vary dynamically, an 



 

 
16 

example of this is TCP where the maximum code length depends on the 
window size.  

Another issue is the overhead incurred by the error handling. In both 
ARQ and FEC extra data has to be sent to handle losses, of course it is an 
advantage if this only has to be sent over the link where the error occurs. For 
this reason it is common to implement error control on links that suffer from 
high error probabilities, in particular wireless links.   

Another factor that should be taken into account is the implementation 
complexity. End-to-end FEC is generally implemented in software on the 
end-system; hence low complexity implementations are required. In the 
applications considered in this thesis the complexity is not a problem since 
the code lengths are short due to the delay requirements. With a standard PC 
it should be no problem encoding and decoding at data rates exceeding the 
current access rates that are rarely higher than 100 Mb/s. This is based on the 
results reported by Rizzo in 1997 and the subsequent evolution of the 
processing capacity [14]. For applications that are less constrained by delay, 
fountain codes have made long code lengths feasible due to their low 
complexity decoding.  

For local FEC it is common to use dedicated hardware implementations. 
The rapid development in hardware technology has made it feasible to 
implement very powerful FEC hardware. Today it is common that optical 
links use FEC, since it is economically beneficial to include FEC chips at 
data rates as high as 10 Gb/s to relax the power budget. This means that 
savings can be made on other components, for example fewer amplifiers can 
be used in a transmission system where FEC is deployed. Furthermore, local 
FEC can be enhanced using soft decoding, where more information from the 
received signal is used in the decoding. 

Local ARQ implies that the local node needs to keep track of packets 
from different end-to-end connections and buffer data when losses occur on 
the link. This can potentially lead to scalability problems for high-capacity 
nodes where the node must keep track of a very high number of packets 
from different users. If the ARQ protocol uses high persistency, i.e. if it 
retransmits a packet many times before giving up, the errors can change into 
a congestion problem when the data rate is limited due to high error rates. 
Conversely, in interference limited multi-access networks, congestion 
problems can transform into transmission errors, hence noise and 
congestion-induced losses can be sometimes hard to differentiate. 

When comparing end-to-end and local error control, the channel 
characteristics can appear quite different from the two perspectives. This is 
an effect of the correlation in the channel error process. Due to the different 
length of the coding elements, and the multiplexing of multiple users over 
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the same channel, the packet level coding samples the loss process at a lower 
rate compared to the bit error correcting codes. This is the examined in detail 
in paper B.  

FEC and ARQ can also be combined in hybrid solutions. One example is 
incremental redundancy, which can be used on channels with bit errors. If 
the first transmission fails, the sender sends more parity information instead 
of retransmitting the original data, and the decoder uses both the original and 
the subsequently sent information in the decoding process.  

Another type of hybrid ARQ is used for packet erasure coding. If a 
packet is lost, the sender can transmit a parity packet instead of 
retransmitting the original packet. This is particularly suitable for multicast 
transmissions, where multiple receivers might have lost different packets but 
they all can benefit from the same parity packet.  
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3. CONGESTION CONTROL 
 
Traffic control refers to mechanisms that limit the load on the network. 

The purpose is to avoid overload that can render the network useless. In this 
thesis two main approaches to provide traffic control are studied, the first is 
congestion control which is a closed loop control where each source reacts to 
signals of congestion by reducing the sending rate; the second is admission 
control where the number of active sources in the network is limited so that 
overload situations do not occur.  

Today the Internet relies on the reactive congestion control of TCP. Since 
most of the traffic on the Internet uses TCP, the characteristics of TCP 
congestion control is a major factor in the performance of the Internet and 
hence has been an active research area for many years. It is also a common 
factor for many of the contributions in this thesis; therefore it is explained in 
some detail in the following section. 

3.1 TCP congestion control 
  
The TCP congestion control algorithm uses window based flow control, 

where the sender is informed about the correct reception of a data segment 
by an acknowledgement from the receiver. A window specifying which 
bytes of the data that can be transmitted limits the amount of 
unacknowledged data that can be sent over the network. When the sender 
receives an acknowledgment, the window is moved forward so that more 
data can be sent. The principle of TCP congestion control is to estimate the 
available capacity between the sender and the receiver by increasing the 
sending rate until a packet is lost, then the sending rate is reduced. The 
sending rate is controlled by changing the window size. The control 
algorithm is characterized as additive increase multiplicative decrease 
(AIMD), which means that after one window has been successfully received 
and acknowledged the window size is increased by one segment (a segment 
is the frame size used by TCP), normally this corresponds to one IP packet, 
and when a loss is detected the window is decreased by multiplying with a 
factor smaller than one.  

TCP congestion control actually consists of two different phases: slow 
start and congestion avoidance. The slow start phase is used when a session 
is started or when a timeout has occurred. In this phase the congestion 
window starts from a very low level, usually a single segment, then the 
window size is increased by one segment for each received 
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acknowledgement. This leads to an exponential increase in the sending rate. 
After the initial slow start phase, a slow start threshold parameter is 
updated/set, which indicates the window size where TCP should change 
from slow start mode to congestion avoidance. In congestion avoidance the 
increase rate is linear as described earlier. If a packet loss is detected by 
duplicate acknowledgements while in congestion avoidance mode, the 
window size is reduced to the slow start threshold and the sender remains in 
congestion avoidance mode. If a loss is detected by a timeout the sender will 
resort to slow start mode.  

These are the basic parts of the TCP congestion control algorithm, but 
there are actually a number of different improvements that have been 
proposed and some of them have also been implemented. The exact 
implementations of TCP vary between different operating systems, but it is 
not necessary in this thesis to delve into further details.  

3.2 Other congestion control protocols 
 
There have been several proposals on new transport protocols with 

different congestion control algorithms. The motivations are either to 
provide better performance in terms of network utilization, delay and 
stability or to provide a service that is better suited for real-time applications. 
The latter is also the goal in papers E to H. One protocol, which is currently 
being developed within the Internet Engineering Task Force (IETF), is the 
datagram congestion control protocol DCCP [10]. It is actually a framework 
in which different congestion control algorithms can be used. The protocol 
most considered is TCP friendly rate control (TFRC) [8]. This protocol uses 
rate control instead of window based flow control, which means that the 
sender explicitly sets the sending rate to a value that the network can 
accommodate. The idea is to use an equation that relates the loss event rate 
of a path with the throughput a TCP session would get over the same path. 
The loss event rate is closely related to the loss rate, the difference is that 
multiple losses within the same round trip time (RTT) are counted as the 
same event. If the loss rate is high, TCP reacts to the losses by reducing its 
sending rate. To share the capacity fairly, the TFRC sender is not allowed to 
use a sending rate higher than what TCP would get over the same path. The 
main advantage over TCP is that the rate control has a slower dynamic 
behavior; hence the streaming application would not have to adapt its 
sending rate and quality level as quickly.  

Another transport protocol that has received significant attention is the 
explicit congestion control protocol (XCP) [9]. It requires new feedback 
mechanisms from the routers in the network, therefore deployment requires 
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an upgrade of both the routers and the hosts. In this thesis the considered 
changes in congestion control are limited to modifying the protocols in the 
hosts, in order to simplify deployment.  

3.3 Congestion detection  
 
Congestion in the network can be signaled to the hosts in different ways. 

Traditionally in IP networks the hosts have inferred the occurrence of 
congestion from parameter measurement, typically high loss rate or high 
delay. At high loads the queuing delay in routers increases and packets can 
be lost due to buffer overflows. For example, in most TCP versions the 
sender infers that a packet has been lost either when it receives three 
acknowledgments of the same segment or when a timeout occurs. However, 
a different TCP version known as TCP Vegas has also been proposed where 
congestion is detected by an increase in the delay [4]. This has the advantage 
that congestion can be detected earlier, thus there is no need for packet 
losses. There are also other difficulties that need to be taken into account 
when designing a scheme like this, for example there is significant 
measurement noise when the queuing delay is estimated. When packet losses 
are used as congestion signals the limited amount of feedback is the major 
problem, since it is not desirable to have a high loss rate in the network. 
Furthermore, these methods are based on the assumptions that a delay 
increase and packet losses are only caused by congestion. If a wireless link is 
included on a path, it is common to have transmission errors that lead to 
discarded frames. Often this is handled by retransmissions on the link layer 
of the wireless network. In this case the delay will increase not only due to 
congestion. If no ARQ protocol is used, or if the persistency of the ARQ 
protocol is low so that it does not succeed in retransmitting, packet losses 
will occur due to errors rather than congestion. These problems are hard to 
solve without adding additional feedback from the network.  

To improve the efficiency of congestion control protocols, active queue 
management is a common approach. The idea is to send more feedback 
information to the sources to improve the congestion detection mechanisms. 
The most common scheme is called random early detection (RED) [17]. This 
is often combined with explicit congestion notification (ECN) [13]. The 
routers keep track of the average queue length over a specified measurement 
interval and if the average exceeds a certain threshold, the router is 
considered congested. The packets can then be dropped, or - if ECN is used - 
marked with a “congestion experienced” bit in the header. To make the 
control more gentle only a fraction of the packets are dropped or marked, 
thus the marking probability depends on the average queue length. When a 
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marked packet arrives, the receiver marks the acknowledgement packet with 
an ECN echo bit to inform the sender that congestion has been signaled. The 
main difficulty with ECN is how to set the parameters of the marking 
algorithm; therefore it is in general not enabled in routers today.  

More elaborate feedback mechanisms have also been proposed, where the 
feedback is closely related to the control algorithm in the hosts [9] or where 
the feedback can be interpreted as a congestion price [7]. These are also not 
implemented in routers today.  

The papers in this thesis mainly rely on packet loss as a congestion 
signal, but when end-to-end FEC is used, the sensitivity to packet losses is 
lower and the recovered packet losses can be used to provide congestion 
signals. Hence, more feedback information is available. 
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4. INTERNET QUALITY OF SERVICE 
AND ADMISSION CONTROL 

 
The topics of papers E to H are closely related to quality of service 

provisioning in the Internet. Therefore, this chapter contains an overview of 
the most important work on Internet quality of service with special attention 
to the admission control mechanisms.  

There are actually several proposed methods for providing differentiated 
quality in IP networks. For example, an early proposal was to use relative 
priority, where some packets are prioritized over others, depending on 
marking in the packet header. In RFC 1349 a proposal for prioritization in 
terms of minimization of delay, maximization of throughput, minimization 
of cost or maximization of reliability is defined [1]. However, this has not 
been widely deployed, and the later developed differentiated service 
architecture is a more general version of the same concept using the same 
type of service bits in the IP header. 

Today, the main means for providing quality of service is to over-
dimension the network capacity.  However, in special cases, like virtual 
private networks for business customers, agreements on the provided service 
level are often made. These agreements can then be fulfilled in a static 
manner based on traffic engineering, where the underlying technology 
carrying the IP traffic is used to guarantee a certain level of service. 
Typically asynchronous transfer mode (ATM) or multi-protocol label 
switching (MPLS) are used for traffic engineering purposes. The following 
sections describe more general work intended to provide quality of service 
dynamically to arbitrary hosts. 

4.1 Integrated Services 
 
An early effort to define a quality of service architecture in IP-networks 

was the integrated services model (IntServ) [3]. This architecture defined 
three service classes: guaranteed service, predictive service (a.k.a. controlled 
load service) and best-effort. Real-time applications can use either the 
guaranteed service class or the predictive quality class, depending on how 
strict requirements it has. The reason for having two classes is that the 
guaranteed service class puts higher requirements on the resources that are 
reserved for each flow compared to the predictive class. The architecture is 
implemented using a framework consisting of packet classification, packet 
scheduling, admission control and a resource reservation signaling protocol.  
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A flow is specified by a set of parameters that determine how much 
resources it requires. A typical example of a flow characterization is a token 
bucket, which limits both the average rate and the maximum burst to be sent. 

When a flow is setup, it uses a signaling protocol, the reservation 
protocol RSVP, to reserve resources. As the reservation message traverses 
the path, each router has to determine whether there are sufficient resources 
to support the flow, this procedure is known as admission control. If 
resources are available, they will be reserved for the life-time of the flow.  

This process implies that there has to be flow specific state information in 
the routers, and the signaling messages have to be processed for every new 
flow that is being setup. The state maintained in the routers is so-called soft-
state, which means that it has to be refreshed periodically, otherwise it is 
deleted. Hard-state requires that all connections are explicitly torn down 
when they are finished, which sets high demands on the reliability. Hence, 
soft-state was chosen due to its better robustness. However, maintaining the 
state of every flow passing through a router has been considered too 
demanding to be deployed, even though most routers do support the IntServ 
architecture.  

4.2 Differentiated Services 
 
To avoid the requirement of per connection state in the integrated 

services architecture, the differentiated services (DiffServ) architecture was 
proposed [2]. It is based on offering different service classes implemented by 
differing per-hop behaviors in the routers. The per-hop behavior determines 
which packets are given lower delay or lower drop probability. Packets are 
marked at the edge of the network as belonging to a certain class, and all 
packets belonging to the class are treated according to the same per-hop 
behavior.  

It is only at the edge of the network that individual flows are considered 
for classification, marking, metering, policing and shaping. Therefore, there 
is no need for per-flow state within the core of the network. 

A drawback of the DiffServ architecture is that it does not provide any 
guarantees for the quality provided to a flow, it just provides relative 
prioritization between traffic classes. There are several proposals of how to 
define different service classes, for example assured forwarding where a 
combination of different queuing delay and queuing loss priorities define 
each class, or a user-share differentiation where the bandwidth is allocated to 
the different classes. To assure that the quality is sufficient, it is necessary to 
limit the load by admission control. 
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4.3 Admission control 
 
In this section, three main classes of admission control methods are 

described: parameter-based admission control, measurement based 
admission control and endpoint admission control.  

 
4.3.1 Parameter-based admission control 

 
Parameter-based admission control has the advantage that the application 

supplies information about its characteristics, which makes the admission 
decision simple for the routers, at least if the traffic description is simple. 
When deciding about the admission of a flow, the routers use the 
characteristics of the admitted flows in combination with models of the 
required resources for a certain quality level. However, for flows with 
variable bit rate it is difficult to ascertain the exact traffic characteristics in 
advance. Therefore, the allocation will normally be made based on worst-
case assumptions, which leads to a low utilization of the network.  

A simple example of parameter-based admission control would be to use 
a queuing model to calculate an upper limit on the load that leads to an 
acceptable delay and loss probability. The flows could then specify their 
peak rates, and each router would sum up the peak rates of all flows and 
admit a new flow if the total sum was lower than the load limit. 

 
4.3.2 Measurement-based admission control 

 
To increase the utilization of the network, measurement-based admission 

control has been proposed. The principle is to measure the characteristics of 
the aggregate traffic and make the admission decision based on this, which 
makes the process less sensitive to the exact characteristics of each flow. The 
flow description is only used to determine the requirements of the newly 
arriving flow; for the admitted flows, the characteristics are measured. Since 
it is the aggregate traffic that is measured, it is possible to benefit from 
multiplexing gains to a larger extent than for the parameter-based admission 
control.  

Following the example in the previous section each router would now 
measure the total rate during a measurement period and if the measured rate 
together with the peak rate of the new flow is lower than the limit, the flow 
is admitted. The difficulties with measurement-based admission control are 
that it requires proper choices of measurement methods and measurement 
parameters in order to minimize the risk of erroneous admissions and poor 
quality for the admitted traffic. 
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4.3.3 Endpoint admission control 

 
With endpoint admission control the routers along the path do not need to 

make any admission decisions. Instead, the endpoints measure the condition 
of the path to determine whether a new flow can be accommodated. There is 
an ongoing effort to use endpoint admission control to control the traffic in 
DiffServ networks. This is known as the priority promotion scheme (PPS) 
[11]. The scheme is based on probe-based admission control, a number of 
packets are sent before the actual data packets to estimate the conditions on 
the path. If the loss rate is too high, the data flow is not initiated. Two 
DiffServ classes are used, one with lower priority for transmission of the 
probe packets and one with higher priority for the actual data traffic. Using 
this scheme the accepted data traffic is not disturbed by the probe traffic. 
The loss probability of the probe traffic is coupled to the load of the data 
traffic as the probe packets only get through when there is spare capacity 
available in the high priority class, but the exact mapping between the two is 
not obvious.  

Endpoint admission control can also be used in other scenarios, for 
example in the predictive service class of IntServ, or in a best effort network 
as proposed in papers E-H. A difference in this case is that when the probe 
packets are sent with the same priority as the data packets, the mapping 
problem between the loss probabilities is eliminated but the probe traffic can 
cause high loss rates for the admitted traffic. 

 
4.4 Flow-based service architecture 

 
Lately the interest in flow-based service differentiation has increased due 

to the increasing deployment of conversational services over the Internet 
[12]. However, to avoid the heavy signaling and requirement on traffic 
characterization of IntServ, simpler implementations are preferred. Technical 
development has made more powerful per-flow processing possible in 
routers today, and there are routers that can keep track of all flows, identified 
by their IP addresses and transport layer ports [6]. Such routers can use 
implicit admission control, where packets from new flows are dropped in 
case of congestion, while ongoing flows are protected. Therefore, the quality 
of a session is more consistent once it has been admitted to the network. This 
approach does not require any new signaling between the host and the 
network, which makes it transparent from the user’s point of view, on the 
other hand it does not give the users the possibility to choose the quality 
levels according to their own preferences. Probe-based admission control is a 
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good complement to a flow-based service architecture, as it shares the traffic 
control between the network and the endpoint in a balanced manner.  

 
4.5 Interaction between Traffic Control and Error Control 

 
Most of the contributions in this thesis lie in the study of the interaction 

between traffic control and error control. In this section the conclusions from 
the thesis regarding this interaction is summarized. In general, traffic control 
is used to limit the load, which gives the error control a more predictable 
error process to work with. That simplifies the design of the error control 
mechanisms. The benefit of this is exemplified in paper A where the error 
rate depends strongly on the number of active users. Therefore, it would be 
advisable to use traffic control to limit the number of users on an OCDMA 
access network.  

The contributions of this thesis also includes a more detailed study of 
how traffic control and FEC can be integrated for both congestion control 
and admission control, for example how the traffic control provides 
guidelines to set the FEC parameters.  

In papers B, C and D the combination of TCP with FEC is studied. The 
results show that the window size of TCP has to be taken into account when 
choosing the FEC block size. The performance can also be improved by 
estimating the characteristics of the path to optimize the FEC parameters. 
The traffic control makes the characteristics of the path more predictable, 
since it helps in avoiding severe overload. At the same time the added FEC 
permits a higher loss rate in the network, which provides more feedback 
regarding the congestion level.  

Loss tolerant TCP with end-to-end FEC has subsequently been studied by 
other researchers for scenarios with high loss rates [16]. By using ECN to 
signal congestion, TCP congestion control does not have to react to the 
losses, therefore the throughput can be increased.  

In papers E to H the combination of FEC and probe-based admission 
control is investigated. The goal is to provide service differentiation without 
using multiple service classes in the network. If the applications require 
different loss rates, the application with the most relaxed requirement has an 
advantage compared to other applications since it can start new flows when 
others are rejected. Moreover, applications with requirements on lower loss 
rates would suffer more from the high loss rates that less sensitive 
applications cause. Therefore, applications with differing requirements can 
be isolated by FEC, by letting applications with stricter requirements use 
more powerful FEC codes. Note that the goal of FEC in this case is not to 
provide higher efficiency in the same sense as for TCP, rather the goal is 
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isolation of different flows. Hence, the parameter setting for the FEC codes 
is determined based on fairness goals instead of throughput maximization. 
Also in this case it is important that the admission control provides a 
predictable loss rate to ensure the FEC is effective and assure that the users 
obtain sufficiently high quality.  
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5. SUMMARY OF PAPERS PUBLISHED 
IN CONJUNCTION WITH THIS THESIS 
 
In this chapter the papers are summarized and the contribution of the 

author of this thesis is specified. 
 
Paper A: 
On error correction coding for optical CDMA 
Henrik Lundqvist and Gunnar Karlsson 
IEEE/OSA Journal of Lightwave Technology, volume 23, issue 8, pages 

2342-2351, August 2005. 
The goal of this study is to improve optical access networks based on 

CDMA by using error correction. Channel models for two different types of 
optical CDMA systems are developed. Firstly, direct sequencing CDMA and 
secondly fast frequency hopping. In the channel models interference, 
additive thermal noise and intensity dependent beat noise are taken into 
account. An efficient simulation method is introduced to evaluate the bit 
error rate of the channels when FEC and soft decoding is used. The bit error 
rate of the systems is then evaluated and FEC is used to improve the 
performance. To further reduce the bit error rate, soft decoding is adapted to 
the channel models and included in the systems. The performance of the two 
CDMA types is also compared and the higher sensitivity against beat noise 
in the direct sequencing system is quantified.  

The author of this thesis performed the work and wrote the paper under 
the supervision of the co-author. 

 
Paper B: 
On the optimization of end-to-end and local FEC 
Henrik Lundqvist and Gunnar Karlsson 
In Proceedings of 11th European Wireless Conference, pages 652-658, 

Nicosia, Cyprus, April 10-13 2005.  
In this paper several issues regarding the performance of end-to-end 

packet level FEC and local FEC for bit error correction are investigated. The 
paths include at least one link with a correlated error process which would 
typically be a wireless link. Due to the differing time scales of the end-to-
end and local FEC, the error process appears differently in the two cases. 
Multiplexing of several users helps decorrelate packet losses for the end-to-
end FEC and at high correlation of the error process the packet level FEC 
can be very efficient. This is because the erasure code works well when the 



 

 
29 

error burst lengths are in the same order of magnitude as the packet lengths. 
Furthermore the adaptation of FEC parameters to the channel properties is 
studied using TCP as an example. The difficulty of providing appropriate 
information to dynamically adjust the local FEC is discussed. Lastly the 
complementary nature of local and end-to-end FEC is exemplified by 
simulations, since typically they have problems coping with the different 
ranges of error correlation periods. 

The author of this thesis performed the work and wrote the paper under 
supervision of the co-author. 

 
Paper C: 
TCP with end-to-end FEC 
Henrik Lundqvist and Gunnar Karlsson 
In Proceedings of International Zürich Seminar on Communications, 

pages 152 – 155, Zürich, Switzerland, February 2004. 
Adding end-to-end FEC to TCP had previously been proposed in the 

literature, but the implications of such a protocol had not been properly 
studied, therefore this paper contains a simulation study of TCP with end-to-
end FEC. End-to-end FEC can be used to address the two main performance 
problems with TCP congestion control, namely the losses caused by bit 
errors and paths with large bandwidth-delay products. One implementation 
issue that has to be taken into account is that the length of the FEC code 
cannot be longer than the TCP window size to avoid deadlock situations. 
The code studied in this paper is a simple parity check, with a single 
redundant packet per block of data, hence the only adaptation possible is to 
change the code length. The simulation results show that the goodput of TCP 
can be improved in scenarios where there are losses caused by noise, for 
example on a wireless channel. Moreover, on paths with large bandwidth-
delay products the goodput can be increased even when losses are caused by 
congestion only. 

The author of this thesis performed the work and wrote the paper under 
supervision of the co-author. 

 
Paper D: 
Performance improvement of TCP over wireless networks using adaptive 

FEC 
Luca Baldantoni, Henrik Lundqvist and Gunnar Karlsson 
In Proceedings of IEEE International Conference on Communications, 

pages 4023 – 4027, Paris, France, June 20-24 2004. 
The work of paper C is extended by using block codes with multiple 

redundant packets per block. Therefore, there are more degrees of freedom 



 

 
30 

for the FEC parameter adaptation, and an adaptive algorithm based on a TCP 
throughput equation is developed. Estimators for the available capacity and 
loss rate on the path are introduced to facilitate the adaptive algorithm. The 
performance is evaluated by simulations and compared to other TCP 
versions. To improve the realism of the simulations, measurements of both 
wired network paths and paths containing a wireless link are used to 
characterize the loss process statistically. The evaluation shows that the 
goodput can be improved compared to the currently deployed TCP versions. 
However, the evaluation also shows that a direct modification of the TCP 
congestion control algorithm can be more efficient than adding FEC.  

Most of the implementation, simulation and measurement work was 
performed by Luca Baldantoni under the supervision of the author of the 
thesis. The final paper was written by the author of this thesis. 

 
Paper E: 
Single service quality differentiation 
Gunnar Karlsson, Henrik Lundqvist and Ignacio Mas Ivars 
In Proceedings of International Workshop on Quality of Service, pages 

265 – 272, Montreal, Canada, June 7-9 2004.  
In this paper ideas for an end-to-end service differentiation scheme are 

presented. To allow for a quick and simple introduction of quality 
differentiation on the Internet no changes in the infrastructure are required, 
only the software in the hosts needs to be changed. Two different traffic 
types are considered: streaming and elastic traffic. The traffic control for the 
elastic traffic is TCP congestion control whereas the streaming traffic relies 
on probe-based admission control. The feasibility is demonstrated by 
simulations of TCP and UDP traffic over a single link. The main focus is to 
show that the different types of traffic control can coexist even though they 
work on different time scales. Different admission policies for the UDP 
traffic are considered and the simulations show that neither elastic nor 
streaming traffic is starved, and new sessions of either traffic type can enter 
in a network dominated by the other type.    

The author of the thesis participated in the discussions of the ideas in the 
paper and wrote the FEC section.  

  
Paper F: 
Edge based differentiated services  
Henrik Lundqvist, Ignacio Mas Ivars and Gunnar Karlsson 
In proceedings of International Workshop on Quality of Service, pages 

259-270, Passau, Germany, June 20-23 2005. 
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In this paper the service differentiation scheme of paper E is further 
developed. The admission policy is chosen to provide approximate fairness 
between streaming and elastic traffic. Together with the requirement of a 
sufficiently low delay and loss rate for streaming sessions, the TCP fairness 
criterion is used to define an admission threshold, FEC block length and the 
amount of parity information. Simulations are used to show that the 
proposed scheme can provide both fair sharing of the resources and offer the 
admitted sessions the quality they require. Moreover, the results indicate that 
the correlation properties of the loss process have a significant impact on the 
parameter settings and the performance of the scheme. The RTT dependence 
of the TCP fairness criterion is shown to be a problem for streaming traffic 
and a modified criterion is proposed.  

The author of this thesis is the main author of the paper, performed the 
simulations and except for the introduction wrote the paper. 

 
Paper G: 
Analytical model of a host-based service differentiation scheme 
Henrik Lundqvist and Gunnar Karlsson 
In proceedings of International Teletraffic Congress, ITC 19, Beijing, 

China, August 29 – September 2, 2005.    
An analytical model is developed to study the service differentiation 

scheme proposed in the previous paper. The model is based on a set of non-
linear equations that come firstly from equations expressing the TCP 
throughput and the admission probability for real-time sessions as functions 
of the loss rate. Secondly, the loss rates of the network paths are found as a 
function of the load by means of a queuing model. The resulting model is 
used to study the effect of the probe length on the resulting loss rate in the 
network, and we found that the effect of inaccurate loss estimation will 
normally be a more significant problem than the probe load. The model is 
compared to NS-2 simulations and the results shows that the accuracy is 
good. 

The author of this thesis performed the work and wrote the paper under 
supervision of the co-author. 

 
Paper H: 
An evolutionary approach to quality of service 
Henrik Lundqvist, Gunnar Karlsson, Dohy Hong and Philippe Raoult  
Technical report 
To introduce a new quality of service scheme in the Internet the added 

technical and operational complexity must be motivated by economical gain 
for the network service providers. This paper starts from the previously 
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proposed service differentiation scheme that would not cause extra costs for 
the service providers. More realistic larger scale simulations show that it is 
possible to use it in an access network. Then we study various possibilities to 
include charging and network support for quality of service and investigate 
how they would interact with probe-based admission control. The results 
indicate that it is possible for ISPs to use different charging and quality of 
service schemes. This is a big advantage in the Internet, where the network 
providers are very diverse and have differing goals. One benefit of starting 
the evolution by adding support in the hosts is that it allows quality of 
service to be offered between any pair of hosts in the Internet, which opens 
up possibilities for continued innovation and new services. 

The author of this thesis is the main author of the paper and performed 
the NS-2 simulations and wrote most of the paper. Dohy Hong and Philippe 
Raoult performed the Netscale simulations of the access network and wrote 
most of the section describing it. 

 
In addition to the paper in the thesis, partial results have also been 

published in the following conferences: RVK 2002, Opticomm 2003, IEEE 
Globecom 2003, NTS 2004 and IEEE Infocom Student Workshop 2005. 
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6. CONCLUSIONS 
The work in this thesis has shown in several examples the value of jointly 

designing error control and traffic control. In the case of an optical access 
network the benefit of keeping the load under control is to limit the 
interference and intensity noise. For TCP with end-to-end FEC, the results 
show that it is necessary to take into account the specific properties of TCP 
congestion control for end-to-end FEC to operate effectively. Moreover, the 
efficiency is improved when the properties of the path are explicitly 
estimated and used to optimize the FEC parameters.  

The merits of end-to-end FEC have also been exemplified, firstly in the 
case of TCP over wireless channels, where the efficiency can be improved in 
certain scenarios. Secondly, end-to-end FEC is not only motivated by 
efficiency, it also offers new possibilities. This is exemplified by probe-
based admission control, where it is possible to isolate applications with 
differing requirements on the loss rate by adding software in the hosts, 
something that has traditionally required a network with multiple service 
classes.  

Finally, the results in the thesis indicate the feasibility of introducing 
quality of service by starting from the edge. As a first step there is no need 
for network support beyond a best effort network. The service provisioning 
can then evolve by adding better network support as well as billing to give 
the users the service level they are willing to pay for. This method of 
providing service differentiation is robust enough to work in a heterogeneous 
Internet, where different network providers are not using the same policies 
for quality of service provisioning. This could be an attractive way of 
introducing service differentiation and creating a market for higher quality 
services.  
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6.1 Future work 
 
For optical CDMA the most interesting application area would be to 

connect radio base stations in wireless systems. In such scenarios there are 
many open research issues, in particular if the radio signal is transmitted as 
an analog signal over the optical network, the properties of the channel 
would be challenging. The signal processing would then have to take into 
account both the wireless and the optical channels with interference and 
noise from both parts. Furthermore, it would be relevant to study suitable 
medium access control mechanisms in order to avoid overload situations that 
cause high error probabilities. 

Combining TCP with end-to-end FEC can be useful in specific scenarios, 
such as environments with very high loss rates. For this purpose it is 
important to study how to adapt the protocol further to the channel 
properties, for example using explicit feedback in the form of ECN or 
explicit information about the available capacity or the loss process. 

The work on the probe-based admission control is worth continuing since 
it complements current research focusing on flow-aware networking as well 
as the priority promotion scheme. The next step would be to implement the 
scheme and evaluate it with experiments in testbeds and real Internet 
environments. Furthermore, additional studies using the simulation tools and 
analytical model can be useful to further improve the scheme. The 
interaction with different flavors of network supported quality of service is 
important to study in more detail.  
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