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Abstract
Solving multi-agent planning problems entails finding strategies that ensure
that the agents achieve their cooperative objective. In practice, since the agents
do not necessarily have perfect knowledge, these planning problems may in-
volve imperfect information. For example, a robot agent may have a damaged
or imperfect sensor, or one agent may be in another room and therefore cannot
see what the other agents can. A useful model for these problems are cooper-
ative multi-player games of imperfect information. In this paper, we investi-
gate a novel construction known as epistemic unfolding. Epistemic unfolding
translates multi-player games of imperfect information to single-player games
of perfect information, for which strategy synthesis is much easier. Essen-
tially, the idea of epistemic unfolding is to track the knowledge of the players
throughout the duration of the game. Although epistemic unfolding is previ-
ously defined, to our knowledge it had neither been implemented nor properly
visualized. In order to provide a foundation for future research, we imple-
mented epistemic unfolding as a tool, visualized a set of epistemically unfolded
games, and, finally, developed an intuitive understanding of epistemically un-
folded games.
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Sammanfattning
Att lösa planeringsproblem med flera agenter medför att hitta strategier som
garanterar att agenterna uppnår deras gemensamma mål. Eftersom agenterna
inte nödvändigtvis har perfekt kunskap om spelets utveckling kommer dessa
planeringsproblem innefatta ofullständig information. Till exempel kan en ro-
botagent ha en skadad eller imperfekt sensor, eller kan någon agent befinna
sig i ett annat rum och därmed inte se vad de andra kan. En lämplig modell
för dessa problem är kooperativa flerspelarspel med ofullständig information.
I denna text utreder vi en hittills outredd konstruktion känd som epistemisk
utveckling. Idén bakom epistemisk utveckling är väsentligen att följa spelar-
nas kunskap under ett spel. Fast epistemisk utveckling redan är en definierad
metod, harmetoden inte till vår kunskap någonsin implementerats eller ordent-
ligt visualiserats. För att förse en grund till vidare forskning implenterade vi
epistemisk utveckling som ett verktyg, visualiserade vi de epistemiska utveck-
lingarna av en samling spel, och slutligen utarbetade vi en intuitiv förståelse
för epistemiskt utvecklade spel.
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Chapter 1

Introduction

Games are a useful model in various applications. In particular, games may
model planning problems. For example, games may model the problem of
coordinating multiple robots to achieve some cooperative objective, such as
assembling a product. Planning problems of imperfect information are partic-
ularly complicated. In planning problems of imperfect information, each agent
does not necessarily observe everything about the problem, which makes win-
ning strategies harder to find.

The foundational game is turn-based, two-player and of perfect informa-
tion. Two-player games of perfect information model simple, one-agent prob-
lems, where the agent can observe everything about the problem, and where
the second player simply models the environment or system with which the
agent interacts. For example, two-player games may model a robot on an as-
sembly line, or a user interacting with a system.

Two-player games of perfect information have been studied extensively
[1]. In particular, there are well-known methods for synthesizing strategies
for these games, and these methods are applicable to a wide range of useful
games and objectives [2].

In this paper, we are specifically interested in multi-player games of im-
perfect information against nature. These games are analogous to the single-
player variant, but with two complications. First, the single agent is replaced
by a coalition of agents with the same cooperative objective. Second, the
agents do not observe the current state directly. Rather, each agent makes ob-
servations that allow for a set of possible states. We assume that the coalition
cannot communicate.

Multi-player games of imperfect information usefully model multi-agent
planning problems with incomplete information, which are naturally more

1



2 CHAPTER 1. INTRODUCTION

complicated than the single-agent variants. An example of a multi-agent plan-
ning problem with incomplete information may be how to coordinate multiple
robots to achieve some task. In this case, that the information is incomplete
may correspond to that the sensors of the robots are imperfect or specialized.
For example, maybe only one of the robots has vision, while another relies
on haptic feedback. Maybe there is significant sensory noise. Or maybe one
robot is another room and cannot see what the other robots can.

Multi-player games of imperfect information are not as studied as the single-
player variants. Moreover, it is generally undecidable whether there exists a
winning strategy for some objective in a multi-player game of imperfect in-
formation [3]. Consequently, it is immediately relevant both to develop better
methods for strategy synthesis, and to find new useful subclasses of games for
which strategy synthesis is decidable.

In this paper, we investigate a construction, proposed byBerwanger, Kaiser,
and Puchala [3], that translates a multi-player game of imperfect information
to a single-player game of perfect information. The construction is known as
epistemic unfolding. Notably, epistemic unfolding is both sound and complete
with regard to strategies. That is, a strategy exists for some objective in the
input game if and only if a strategy exists for the translated objective in the
unfolded game.

Since strategy synthesis is decidable for single-player games, epistemic
unfolding may facilitate finding decidable subclasses of multi-player games of
imperfect information. We are aware of at least one such decidable subclass,
but it is not a practically useful one [4]. Epistemic unfolding is not necessarily
of practical use in strategy synthesis for specific games, however, although it
may be used for this purpose.

Perhaps most significantly, epistemic unfolding allows us to reason and
learn more about multi-player games of imperfect information and the prob-
lems that these games model. As we shall see, an epistemically unfolded game
essentially comprises a finite set of epistemic models on the original game,
each describing what the players know about the current location at some turn
of the original game. For example, one epistemic model may describe that
one player knows what the current location is, while the other is less sure and
believes that there are three possible locations. The unfolded game, then, is a
sort of meta-game played on a finite set of these epistemic models, tracking
the knowledge of the players throughout a game.
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1.1 Research questions
While epistemic unfolding is a previously defined construction, the epistemic
unfolding remains largely uninvestigated. Accordingly, we are primarily inter-
ested in providing a foundation for future research into epistemic unfolding.
This will involve implementing the construction, visualizing the results, and
attempting to reason about what the unfolded games intuitively represent.

To our knowledge, epistemic unfolding has not been implemented as a tool.
In order to investigate epistemic unfolding, however, we require an implemen-
tation. Accordingly, our first research question involves implementing the con-
struction.

Our introductory research question follows.

• How can epistemic unfolding be implemented in code? Are there obsta-
cles to our code being a practically useful implementation? If so, what
are they?

It is beyond the scope of this project to provide a formally verified imple-
mentation. Instead, we will work closely with the text by Berwanger, Kaiser,
and Puchala that introduces epistemic unfolding [3]. In particular, we will en-
sure that our implementation performs as expected on the example game and
unfolding that the authors provide. Further, we will perform our own inte-
gration tests on games that are small enough that the results can be manually
verified.

Using the implementation, wemay investigate epistemic unfolding onmulti-
player games of imperfect information. Accordingly, our primary research
question follows.

• What do epistemically unfolded games look like? How can these un-
folded games be interpreted?

We will apply our tool to various multi-player games of imperfect infor-
mation that we encounter in the literature around epistemic constructions of
these games. In order to see specifically what the unfolded games look like,
our tool will include visualization. Given our time spent implementing the
construction and exploring the unfolded games, we will attempt to interpret
the unfolded games as best we can in order to provide new insight.



Chapter 2

Background

This chapter is split into two sections: an introduction to games and to epis-
temic unfolding.

In the former section, we describe multi-player games of imperfect infor-
mation, successively over three parts. First, we present the basic two-player
games of imperfect information. Second, we introduce imperfect information
to these games. Finally, we extend the games to allow for more players.

In the latter section, we describe in detail the epistemic unfolding of games.
In contrast to the more formal and mathematical definition provided in [3], we
attempt to describe the process from the bottom-up in a more intuitive and
semi-formal manner.

Because a detailed understanding of epistemic unfolding is crucial to inter-
preting the results of this text, our description of epistemic unfolding is quite
extensive and thorough. Further, attempting to explain epistemic unfolding is
indeed one of the primary goals of this text, as discussed in Section 1.1.

2.1 Games
The terminology and notations presented in this section mostly match those
presented in [2] by Laurent Doyen and Jean-François Raskin, and in an un-
published paper by Valentin Goranko, Dilian Gurov, and Edvin Lundberg [5].

The second player in two-player games is commonly referred to as nature,
with the first player being the agent. Formally, nature is not modeled as a set
of actions as the agent is. Rather, nature is modeled as the non-determinism
of the game structure itself.

In the subsections that follow, we formally describe the different types of
games relevant to this work.

4



CHAPTER 2. BACKGROUND 5

2.1.1 Two-player games of perfect information
Game structure

Formally, two-player games of perfect information are defined by a game struc-
ture. The game structure is a tuple

G = (L, lI ,Σ,∆)

where

• L is a finite set of locations

• lI ∈ L is the initial location

• Σ is the finite set of actions that the agent can perform

• ∆ ⊆ L×Σ× L is a set of action-labeled transitions between locations

Note, however, that there may be several (l, σ, l′) ∈ ∆ for some pair of
l ∈ L and σ ∈ Σ. This corresponds to the non-determinism of the game. The
non-determinism of the game models the actions of nature. Intuitively, each
action of the agent may result in several different outcomes because nature gets
a turn to react.

The game played on G, then, is a turn-based game starting at the initial
location lI . Every turn, the agent selects an action σ ∈ Σ and nature selects
a resulting location l′ that is consistent with ∆, ie. such that (l, σ, l′) ∈ ∆,
where l ∈ L is the current location.

A play is an infinite sequence of locations π = l0l1l2... consistent with G,
ie. such that l0 = lI , and ∀i > 0. ∃σ ∈ Σ. (li−1, σ, li) ∈ ∆. That is, there
must be a transition between each pair of successive locations in the play.

A history is a finite prefix π(i) = l0l1...li of length i to a play π. Define

head(l0l1...li−1li) = li

to map to the last location of a history, and

tail(l0l1...li−1li) = l0l1...li−1

to map to the tail history without the head.
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Example 2.1.1. Naturally, games can be seen as directed graphs where the
nodes are locations and the edges are the action-labeled transitions between
the locations, as in Figure 2.1.

In Figure 2.1, the set of locations is L = {N,SW,SE}, and the set of
actions is Σ = {down, right}. The initial location is N as indicated by the
dangling edge. The game models a simple navigation scenario. The agent
may be in the north, the south-west, or the south-east location, and may move
either down or right. Note that moving down from the north location is non-
deterministic and may lead either to the south-west or to the south-east loca-
tion. Formally, this means ∆ contains both (N, down, SW ) and (N, down,

SE).

N

SW SE

down down

right

right

down down, right

Figure 2.1: A two-player game of perfect information.

Objectives and strategies

A deterministic strategy is a function α : L+ → Σ, ie. a mapping from his-
tories to actions. In this paper, we will only consider deterministic strategies,
and refer to them simply as strategies. A memoryless strategy is a strategy
that only depends on the last location of the history, ie. the current location.
A memoryless strategy is therefore more specifically a function α : L→ Σ.

The outcome of a strategy α is any play that is consistent with that strategy.
That is, it is any play π = l0l1l2... such that (li, α(π(i)), li+1) ∈ ∆. Intuitively,
it is any play that can result from the agent following that particular strategy
over an infinite time playing the game.
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The win condition of the game for a player is the objective for that player.
Most generally, an objective is a set of plays. A play is won for a player if
it is a member of that player’s objective. By extension, a strategy is winning
if all the outcomes of that strategy are won. Intuitively, a player following a
winning strategy is guaranteed to win.

For example, consider the game illustrated in Figure 2.1. Let us assume
that the objective is a simple reachability objective, such that the player wins if
the player can reach and stay at the location SE. Formally, then, the objective
is the set of all plays on the form l0l1...SE SE .... One winning memoryless
strategy for this objective is simply α(l) = down, ie. the strategy mapping the
action down to each location.

Strategy synthesis

The strategy synthesis problem is the problem of finding a winning strategy
given an objective. In this paper, we will restrict ourselves to a useful and
general class of objectives called parity objectives. Parity objectives notably
comprise both reachability and safety objectives [2]. We will not provide a
definition of these objective classes, however, as they do not pertain directly
to the problem.

Parity objectives are of particular interest, because strategy synthesis for
parity objectives has some important properties. In particular, memoryless
strategies are always sufficient for parity objectives on games of perfect infor-
mation [6]. That is, there is a winning strategy for some parity objective if and
only if there is a memoryless winning strategy for the same objective.

The set of all memoryless strategies α : L → Σ is clearly finite for any
game, since both the set of locations L and the set of actions Σ are finite.
Consequently, if there is a winningmemoryless strategy, it can always be found
by total search. Since memoryless strategies are sufficient for parity objectives
on games of perfect information, strategy synthesis is decidable for all parity
objectives on games of perfect information. This is a powerful result, which
will become integral to the usefulness of epistemic unfolding, as discussed in
later sections.

2.1.2 Two-player games of imperfect information
Game structure

Imperfect information arises when the agent does not necessarily know the
current location, but rather must make observations that narrow down a set of
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possible locations.
To model imperfect information, the game structure is extended with an in-

distinguishability relation. The indistinguishability relation is an equivalence
relation∼ over the set of locations L that defines which locations are indistin-
guishable to the agent. That is, if l ∼ l′ for some pair l, l′ ∈ L, then the agent
cannot distinguish between l and l′.

Because it is an equivalence relation, the indistinguishability relation par-
titions the set of locations into a set of classes O. These classes are called
observations. Accordingly, define a function obs that maps each location
l ∈ L to its corresponding observation o ∈ O. Further, we extend obs to
be defined on plays, histories, sets of locations, etc., in the obvious way. For
example, for π = l0l1l2..., obs(π) = obs(l0)obs(l1)obs(l2)....

Example 2.1.2. Similar to games of perfect information, two-player games
of imperfect information can be seen as directed graphs where the nodes are
locations, the edges are the action-labeled transitions, and the observations are
a partition of the nodes. See Figure 2.2 for an example of a simple two-player
game of imperfect information.

In Figure 2.2, the set of locations is L = {NW,NE, SW, SE} and the
set of actions is Σ = {down, right}. Similar to the game in Figure 2.1, this
game models a simple navigation scenario. In this game, the agent cannot dis-
tinguish between the north-west and the north-east locations, ie. obs(NW ) =

obs(NE). This observational partition is shown by the dotted boxes. Each
dotted box, then, corresponds to a single observation.

Objectives and strategies

In this paper, we assume that all objectives are observable. An observable
objective is an objective that is consistent with the indistinguishability relation
for the corresponding player. That is, an objective is observable if for any two
plays π and π′, obs(π) = obs(π′) implies that either both π and π′ are in the
objective, or neither of them is. Accordingly, observable objectives may be
defined as sets of observation sequences o0o1o2..., rather than as sets of plays.

We further assume that all strategies are observation-based. Similar to
observable strategies, a strategy is observation-based for a player if it is con-
sistent with that player’s indistinguishability relation. That is, a strategy α is
observation-based for a player if for all pairs of histories π and π′, obs(π) =

obs(π′) =⇒ α(π) = α(π′). Intuitively, an observation-based strategy en-
sures that if the player cannot tell two histories apart, then the player will act
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NW NE

SW SE

down

right

down

right

down

right

down, right

Figure 2.2: A two-player game of imperfect information.

the same for both. Thus, an observation-based strategy α : L+ → Σ may
instead be defined on observation sequences, ie. be defined as α : O+ → Σ.

As an example, consider the game in Figure 2.2. The agent cannot distin-
guish between the north-west and the north-east. Therefore,α is an observation-
based strategy only if α(NW ) = α(NE). Again, this is intuitive because the
agent cannot act on information that the player does not have.

Strategy synthesis

Two-player games of imperfect information can be reduced to games of per-
fect information using the knowledge-based subset construction (KBSC) [7].
KBSC is strategy preserving in both directions. That is, consider a two-player
game of imperfect information G, and a corresponding two-player game of
perfect informationGK obtained by applying KBSC toG. A player has a win-
ning strategy for some objective in G if and only if that player has a winning
strategy for the same objective in GK .

Recall that strategy synthesis is decidable for all games of perfect informa-
tion. Using KBSC, then, strategy synthesis is also decidable for all two-player
games of imperfect information.

Practically, strategy synthesis can be performed on two-player games of
imperfect information without explicitly performing KBSC or any other sub-
set construction. This is made possible by a fix-point algorithm [7] called the
attractor construction [1]. The attractor construction is exptime and asymp-
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totically optimal [7].

2.1.3 Multi-player games of imperfect information
Game structure

Multi-player games are similar to two-player games, except that the agent is
replaced by a coalition of agents with the same cooperative objective. Note
that multi-player games are still games against nature.

Let n be the number of players in the coalition. Formally, the set of actions
is replaced by a set of joint actions:

Σ = Σ1 × Σ2 × ...× Σn

Note that this means that a strategy α now maps to joint actions. Similarly, the
set of observations is replaced by a set of joint observations:

O = O1 ×O2 × ...×On

This is equivalent to replacing the indistinguishability relation ∼ by several
indistinguishability relations ∼1,∼2, ...,∼n, one for each player.

Analogous to obs for two-player games, let obsi : L→ Oi be the function
mapping each location to the unique observation for player i. Again, we extend
obsi to be defined on plays, histories, sets of locations, etc., in the obvious
way. Note that formulti-player games obsmaps locations to joint observations.
That is, obs : L→ O1 ×O2 × ...×On.

Note that strategies now map to joint actions rather than just actions. We
still assume strategies are observation-based. Analogous to the two-player
case, a strategy is observation-based in the multi-player case if it is consistent
with the indistinguishability relation for each player of the coalition. As be-
fore, a strategy α is observation-based for a specific player if for all pairs of
histories π and π′, α(π) = (σ1, ..., σi, ..., σn), α(π′) = (σ′1, ..., σ

′
i, ..., σ

′
n), and

obsi(π) = obsi(π
′) implies that σi = σ′i. Basically, all actions in the joint

action must be consistent with the indistinguishability relation for the corre-
sponding player.

Example 2.1.3. See Figure 2.3 for an example of a multi-player game of im-
perfect information. In this example game, the set of locations is

L = {NW,NE, SW, SE}
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The set of actions for each respective player is

Σ1 = {down, right}
Σ2 = {up, right}

Similar to the game in Figure 2.2, this game models a simple navigation
scenario. In this game, however, there are two players in the coalition instead
of one. Accordingly, transitions are no longer labeled merely by actions, but
by the joint actions of the coalition. The actions are combined intuitively:
(down, up) results in staying in the same location, while (right, up) results in
moving to the north-east location, etc.

In Figure 2.3, the dotted-line boxes define the observational partition for
the first player, and the filled boxes for the second player. That is, the first player
cannot distinguish between the north-west and north-east locations, while the
second player cannot distinguish between north and south.

NW NE

SW SE

NW NE

SW SE

(down, up)

(down, right)

(right, up), (right, right)

(down, right)

(down, up), (right, up), (right, right)

(down, up)

(r
ig
ht
, u

p)

(down, right), (right, right)

(right, up)

(down, up), (down, right), (right, right)

Figure 2.3: A multi-player game of imperfect information.
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Strategy synthesis

Although the players of the coalition have the same objective as each other,
it is much harder to synthesize strategies for multi-player games of imperfect
information than for two-player games or games of perfect information. In fact,
formulti-player games of imperfect information, strategy synthesis is generally
undecidable [8].

2.2 Epistemic unfolding up to homomorphic
cores

Berwanger, Kaiser, and Puchala introduced the construction of epistemic un-
folding up to homomorphic cores [3]. This is a general construction for trans-
lating a multi-player game of imperfect information to a game of perfect infor-
mation. Briefly, epistemic unfolding unfolds on the knowledge of the players
of the game with regard to the history of the game. That the unfolding is per-
formed only up to homomorphic cores ensures a minimal representation of the
resultant game, and enables the construction to be possibly finite.

Crucially, epistemic unfolding up to homomorphic cores preserves win-
ning strategies in both directions. Since strategy synthesis is decidable for
all games of perfect information, strategy synthesis is decidable for all games
where this construction terminates. The construction, then, defines a semi-
decision procedure for the existence of strategies. Additionally, strategies syn-
thesized for the resultant game of perfect information can be translated back
into strategies for the input game.

In this section, we will illustrate epistemic unfolding using examples on a
single game. This game will be the game described by Edvin Lundberg [1],
modeling a chemical accident scenario. This game is shown in Figure 2.4.
The game models a scenario wherein two robots must cooperate to lift a cup
of acid. Both robots must first have a secure grip, and then both robots must
lift at the same time. If not, the cup spills and the game is lost. To complicate
matters, one of the robots has a broken sensor, and cannot sense whether the
two robots have a secure grip.

In Figure 2.4, the set of actions for both robots is {grip, lift}. The Start

location signifies the state where both robots have a good grip, and Bad where
they do not. The dotted boxes represents the observations of one of the robots.
The observations of the other robot are omitted, since it has perfect informa-
tion. That is, all its observations are singletons.
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Start

Bad Good

Lose Win

⊥ ⊥

(grip, grip)

(lift, lift)

(li
ft,

gr
ip), (

gr
ip,

lift
)

(lift, lift)

(grip, lift)

(lift, grip)

(grip, grip)

⊥⊥

Figure 2.4: The chemical accident game.

2.2.1 Epistemic unfolding
Given a multi-player game of imperfect information, epistemic unfolding is a
construction that unfolds over every player’s knowledge of the history of the
game. The collection of each player’s knowledge at a particular state of the
game defines a single epistemic model. Because the information is imperfect,
each epistemic model will admit several possible game histories. Each of these
epistemic models becomes a state in the resultant game of perfect information.

Epistemic model

Formally, an epistemic model can be defined as a structure K = (K, (∼K1 ,∼K2
, ...,∼Kn )), whereK ⊆ Lm for somem > 0 is the set of histories of the model,
and ∼Ki is the indistinguishability relation for player i on the histories of K.
Analogous to the indistinguishability relation for games, if k ∼Ki k′ for some
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pair k, k′ ∈ K, then player i cannot distinguish between the histories k and k′.
That is, k ∼Ki k′ is equivalent to obsi(k) = obsi(k

′). To avoid confusion, we
will from hereon refer to the indistinguishability relations of G as ∼Gi . That
is, ∼Ki is the indistinguishability relation over histories in model K, while ∼Gi
is the indistinguishability relation over locations in the game G.

Intuitively, an epistemic model describes what the players know about the
history of the game at some point. Since the number of elapsed turns is known
to all players, all the possible histories are of the same length. This corresponds
to the numberm in the definition above.

Two possible histories are indistinguishable to a player if either history
would have looked the same to that player. That is, consider a game and two
histories k and k′ that are indistinguishable to player i. If k was the real history
of the game, then player iwould not have enough information to knowwhether
k or k′ was the real history. In fact, if k′ was the real history, then player iwould
have exactly the same knowledge as if k was the real history. This corresponds
to the equality obsi(k) = obsi(k

′) above. This equality states that the sequence
of observations made by player i would be identical for either k or k′.

Example 2.2.1. See Figure 2.5 for an example of an epistemic model on the
chemical accident game. The edge represents the indistinguishability relation
for one of the robots. Recall that the other robot has perfect information, so
two histories can never be indistinguishable to the other robot.

Start, Good, Good, Win

Start, Bad, Good, Win

Figure 2.5: An epistemic model on the chemical accident game.

Initial model

Consider the unfolding of a gameG with n players and initial location l0. The
initial model is simplyK0 = ({l0}, (∼K1 ,∼K2 , ...,∼Kn )), where∼Ki = {(l0, l0)}.
There is only one possible history, the singleton history containing the initial
location. Intuitively, in the initial model, all players know that they are in the
initial location.
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Successor models

The process of epistemic unfolding involves unfolding the game from the ini-
tial model, in which all players agree on the current singleton history, to each
set of successor models that result from any possible joint action. This process
is repeated recursively indefinitely. Thus, the resultant model structure is akin
to a decision tree, where the nodes are models and the edges are joint actions.
Consequently, the length of histories per model increments per depth of the
model tree. That is, since the initial model has a history of length 1, models at
depth 1 have histories of length 2, models at depth 2 have histories of length
3, etc.

To get the successor models, we need to define Next(K, α) as the set of
epistemic successor models that result from a given strategy. Note that the
strategy is a multi-player strategy, mapping to joint actions rather than to just
actions. That is, α : L+ → Σ1 × Σ2 × ... × Σn. Naturally, α only has to be
defined on the histories of the model K. Thus, it is sufficient that α : K →
Σ1 × Σ2 × ...× Σn.

It remains to formally define Next(K, α). LetK = (K, (∼K1 ,∼K2 , ...,∼Kn ))

be a model and α : K → Σ a strategy defined on the histories of K.
First, denote the set of successor histories induced by α as

Kα = {kα(k) | k ∈ K}

Note that kα(k) is the history k appended with the location α(k), such that
head(kα(k)) = α(k) and tail(kα(k)) = k. Kα, then, is simply the set of
histories reachable in one turn by following a specific strategy from any of the
possible histories of the old model.

Second, for each player i, the new indistinguishability relation ∼Kα
i for

the successor models are defined as follows. Let kα, k′α ∈ Kα be two suc-
cessor histories. kα ∼Kα

i k′α if and only if both head(kα) ∼Gi head(k′α) and
tail(kα) ∼Ki tail(k′α). That is, player i cannot distinguish between two histo-
ries of the new model whenever player i can neither distinguish between the
two head locations nor distinguish between the two tail histories. This makes
sense intuitively: if two histories so far are indistinguishable to a player, then
they will still be indistinguishable whenever the two histories result in indis-
tinguishable next turns.

Note, finally, that all kα ∈ Kα are of the form kα(k) according to its defini-
tion, so head(kα) ∈ L and tail(kα) ∈ K as required by the indistinguishability
relations ∼Gi and ∼Ki , respectively.

We are almost ready to define Next(K, α). So far, we have the succes-
sor histories Kα and the indistinguishability relations ∼Kα

i for the successor
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histories. Finally, let
∼Kα
∪ =

⋃
i<n

∼Kα
i

That is, ∼Kα
∪ is the union of the successor indistinguishability relations for

every player. In order to preserve strategies, the successor models must be
connected by ∼Kα

∪ [3]. Accordingly, define Next(K, α) as the set of models
corresponding to the connected components of the multigraph

(Kα,∼Kα
1 ] ∼Kα

2 ] ... ] ∼Kα
n )

Each successor model in Next(K, α), then, will be a submodel of

(Kα, (∼Kα
1 ,∼Kα

2 , ...,∼Kα
n )) (2.1)

Naturally, if Next(K, α) is already connected, then (2.1) is itself the only
successor model.

Example 2.2.2. See Figure 2.6 for an example of a single application of the
successor function, Next(K, α), on an epistemic model on the chemical acci-
dent game.

Note the representation ofα as the label of the directed edges. Sinceα only
has to be defined on the histories of themodel, we representα by its two images
on the two respective histories. We use a|b to denote the strategy that maps
joint action a to the first history and b to the second, when reading the histories
from left to right and from top to bottom in the figure. For example, from
Figure 2.6 we get that α(Start,Good) = (lift, grip) and α(Start,Bad) =

(grip, grip).
Finally, note that in Figure 2.6, a single model has two successor models

for a single strategy. This corresponds to |Next(K, α)| = 2. This happens
because we require models to be connected by indistinguishability. Although
the histories Start,Good and Start,Bad are indistinguishable to one of the
robots, the next histories Start,Good,Lose and Start,Bad,Good are distin-
guishable to both robots.

Start,Good

Start,Bad

Start,Good,Lose

Start,Bad,Good

(lift, grip)|(grip, grip)

(lift, grip)|(grip, grip)

Figure 2.6: A single application of Next(K, α).
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Unfolding

As discussed earlier in this section, epistemic unfolding involves finding the
successor models of the initial model, then recursively finding the successor
models of the successor models, and so on. The result is a tree of epistemic
models.

It is the tree of epistemic models that becomes the output game resulting
from the unfolding. The set of models becomes the set of locations and the
edges become the transitions. Each transition is labeled by the joint action
that labels the corresponding edge. Unlike the input game, this resultant game
is a two-player game of perfect information. Consequently, the actions of the
agent in the unfolded game are partial strategies of the coalition in the input
multi-player game.

To perform the unfolding from some model with histories K, every ob-
servable strategy α defined exactly on K needs to be considered. For each of
these observable strategies α, Next(K, α) defines a transition in the resultant
game of perfect information with the action α fromK to each successor model
K′ ∈ Next(K, α).

Unfortunately, the naive epistemic unfolding as described above never ter-
minates. Since the game histories per model grow continually longer as the
depth of the unfolded game tree increases, the epistemicmodelsmust be unique
between different depths of the unfolded game tree. The game tree has infi-
nite depth, however, because games are played over an infinite duration. Thus,
the resultant game tree contains an infinite number of models, and the naive
epistemic unfolding can never terminate.

Example 2.2.3. See Figure 2.7 for the epistemic unfolding of the chemical ac-
cident game up to depth 2. The result is a two-player game of perfect informa-
tion. For brevity, we will use g for the action grip and l for lift. Analogously,
we will use S for the location Start, G for Good, B for Bad, W for Win, and
L for Lose.

2.2.2 Homomorphic equivalence
Infinite game trees complicate strategy synthesis. Clearly, strategy synthesis
is generally undecidable for infinite game trees, even for games of perfect in-
formation. One solution to this problem is to find a way to more succinctly
represent the epistemic models throughout the unfolding. By extending the
concept of graph homomorphism to epistemic models, each model may in-
stead be represented by its homomorphic core. Even when distinguishing the
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SGL

SBL

SGG

SBG

SGW

SGG

SBG

SGL

SBL

SB

SG
S

⊥

(l,
g)
|(g
, g

)

(l,
l)|(
g,
l),

(l,
l)|(
l, l

), (
g,
g)|(

l, g
)

(g, g
)|(l, g

)

(l, g)|(g, g)

(l, l)|(g, l), (l, l)|(l, l)
(g, g)|(g, g)

(g, l)|(g, l), (g, l)|(l, l), (l, g)|(l, g)

...

...

...

...

...

...

...

Figure 2.7: The unfolding of the chemical accident game up to depth 2.

epistemic models only up to their homomorphic cores, epistemic unfolding is
still both sound and complete with regard to strategies [3].

Homomorphic core of a model

Recall that a graph homomorphism is a function f : V (G)→ V (H) that maps
between the vertices of two graphs G and H , such that edges are preserved.
That is, if (u, v) ∈ E(G) then (f(u), f(v)) ∈ E(H).

An epistemic model homomorphism is defined analogously to graph ho-
momorphisms, where the histories of the model are seen as the vertices and
the indistinguishability relations as the edges. Since there are several indis-
tinguishability relations, a model homomorphism must be a graph homomor-
phism on every indistinguishability graph. Additionally, however, a model
homomorphism must preserve the head locations of histories.

Now, we formally define epistemic model homomorphism. Consider two
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epistemic models as follows.

K = (K, (∼K1 ,∼K2 , ...,∼Kn ))

Kf = (Kf , (∼f1 ,∼
f
2 , ...,∼fn))

Formally, a homomorphism from K to Kf is a function f : K → Kf , such
that head(k) = head(f(k)) and if (k, k′) ∈ ∼Ki then (f(k), f(k′)) ∈ ∼fi .

Analogous to graphs, a homomorphic core is a model that is not homo-
morphic to any of its submodels. As with graphs, every epistemic model is
either already a core, or homomorphic to a submodel that is a core. Further,
this core is isomorphically unique [3].

We extend the concept of graph isomorphism tomodels in the samewaywe
extended graph homomorphisms. That is, two models are isomorphic if and
only if there exists a homomorphism between the two models that is bijective
(ie. that is a one-to-one mapping of the histories).

When performing epistemic unfolding up to homomorphic equivalence,
each epistemic model encountered during the unfolding is quotiented down to
its homomorphic core. Consequently, the epistemic models are no longer nec-
essarily unique between depths of the unfolding. That is, models encountered
at previous depths may be encountered again. Thus, the resultant game graph
is neither necessarily a tree nor necessarily infinite.

Recall that the resultant game is of perfect information. Hence, if the re-
sultant game is finite, strategy synthesis is decidable. Further, the quotiented
epistemic models may both be smaller and grow slower than the unquotiented
models, which makes strategy synthesis computationally cheaper.

That the resultant game tree is finite is equivalent to that the epistemic
unfolding up to homomorphic cores terminates. This explains why epistemic
unfolding up to homomorphic cores may be used as a semi-decision procedure
for the existence of strategies. In fact, if the construction terminates, strategy
synthesis is decidable for the game, since strategies can be translated from the
resultant output game back to the input game [3].

We do not provide a description of how to translate objectives or strategies
from a game to its epistemically unfolded game. See [3] for that description
and other technical details.

Example 2.2.4. See Figure 2.8 for an example of the core of an arbitrary epis-
temic model. The epistemic model comprises a coalition of two players. The
dotted edges are the indistinguishability relation for one player, and the solid
edges the indistinguishability relation for the other.

The core in the figure is induced by the homomorphism f with f(Home,
Train, Shop) = Home, Car, Shop and f(Home, Train, School) = Home,
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Car, School. f is indeed a homomorphism only if it preserves both head lo-
cations and indistinguishability. Clearly, f satisfies head(k) = head(f(k)).
Also, recall that indistinguishability relations are equivalence relations. Thus,
indistinguishability is reflexive. We see, then, that f preserves indistinguisha-
bility.

Note, finally, that the core is minimal with regard to the number of histo-
ries. For example, the histories Home, Car, Shop and Home, Train, School

may never be mapped by homomorphism, because they have different head
locations. Indeed, since the original epistemic model comprises two different
head locations, we can conclude immediately that its homomorphic core must
comprise at least two histories.

Home, Car, Shop Home, Car, School

Home, Train, Shop Home, Train, School

Home, Car, Shop Home, Car, School

Figure 2.8: An arbitrary epistemic model along with its core.

Unfolding up to homomorphic cores

Let core(K) be a homomorphic core of K. Define the set of successor model
cores of a model as follows.

Nextcore(K, α) = {core(Knext) | Knext ∈ Next(K, α)}

Unfolding up to homomorphic cores is the same as the regular unfolding, ex-
cept that Next is replaced by Nextcore and that isomorphic models are treated
as identical. Instead of unfolding on the set of successor models, then, we un-
fold on the set of successor model cores and distinguish the cores only up to
isomorphism. That is, if a core is encountered that is isomorphic to a previ-
ously encountered core, then the unfolding on that branch has reached a cycle
and can be terminated. The total unfolding terminates whenever every branch
has terminated.

Finally, recall that the homomorphic core of an epistemic model is iso-
morphically unique and that every epistemic model has a core, possibly itself.
Accordingly, it is indeed sufficient when distinguishing isomorphically unique
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cores to define core(K) as any homomorphic core of K, rather than a specific
one.

See Chapter 4 for examples of unfolded games.



Chapter 3

Method

In summary, the method of this paper can be divided into three parts. First,
we implemented epistemic unfolding. Second, we analyzed the performance
of our implementation for potentially rectifiable bottlenecks. Finally, we used
the implementation to visualize and study the epistemic unfoldings of a set of
multi-player games of imperfect information.

3.1 Implementing the algorithm
Applying and and visualizing epistemic unfolding is not practical by hand. As
mentioned in Section 1.1, however, epistemic unfolding had not been previ-
ously implemented as a tool to our knowledge. Therefore, our first step was to
transform the construction into an algorithm and implement.

It was beyond the scope of this project to formally verify our implemen-
tation. Consequently, we had to rely on testing. In particular, we applied the
tool to a set of games and manually verified the results.

Finally, we applied the tool to the game described in [3]. The resultant
unfolding is shown in Section 4.1. This game is useful as a test target for
two reasons. First, its unfolding has already been described in [3]. Second,
while it is a small game, it’s a relatively complicated game with regard to
indistinguishability relations. Accordingly, the epistemic cores encountered
during the unfolding are non-trivial.

3.2 Analyzing performance
As discussed in Section 2.2, epistemic unfolding defines a semi-decision pro-
cedure for strategy synthesis. That is, if epistemic unfolding terminates for

22
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some objective on a game, then there is a winning strategy for that objective.
Consequently, reducing run-time is an important concern.

If epistemic unfolding does not terminate for some game and objective pair,
one of three things is true. One, strategy synthesis is not decidable for that pair.
Two, epistemic unfolding is in general too slow. Three, the implementation
is too slow. Case one is generally undecidable, however [8]. Additionally,
case two is out of scope for a practical investigation. Case three remains a
consideration.

As part of our method, we semi-formally analyzed the time complexity of
our implementation. We tried to identify significant performance bottlenecks
of our implementation that are solvable. Bottlenecks were identified either
intuitively, or by analyzing the performance of the tool on non-terminating
instances.

In our testing, we used a time-out of two minutes. That is, if the unfolding
did not terminate within two minutes, we considered it non-terminating.

3.3 Unfolding games
Because little had been done with epistemic unfolding, our investigation was
foundational. That is, we did not test or investigate specific properties of the
unfolded games. Rather, we were primarily interested in what the unfolded
games looked like. Crucially, then, our implementation had to include visu-
alization. The visualizations were automatically generated from the results of
the epistemic unfoldings as DOT files. In some cases, however, the resultant
figures were edited for clarity.

Finally, we attempted to interpret the unfolded games to provide intuitive
insight into epistemic unfolding. Part of this involved motivating a succinct
representation of the unfolded games. This is discussed in Example 4.0.1.

We unfolded the following four games: the binary composition game, the
chemical accident game, triangle observers, and cycle observers. These games
are described in either of [1, 9], with the exception of the binary composition
game, which is described in [3]. We chose these games in particular because
the games were simple enough that we could manually verify the epistemic
unfoldings, and because the games had previously established results and in-
tuitive interpretations. The following subsections describe these four games
respectively.
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3.3.1 Binary composition game
We will refer to the game described by Berwanger, Kaiser, and Puchala in [3]
as the binary composition game. In [3], this game is used to illustrate and
introduce the concept of epistemic unfolding. The binary composition game
therefore had a mostly known unfolding prior to our work. Regardless, we
unfold it using our tool for two reasons. First, the binary composition game
was integral to testing our implementation. Second, [3] is a technical paper
and does not provide a complete illustration of the resultant unfolded game.

The binary composition game is described in Figure 3.1. The coalition
comprises two players. The red dotted edges and blue dashed edges represent
indistinguishability for the first and second player, respectively. For visual
clarity, we represent the state x symbolically in two places. Note, however,
that there is only one state x. We use ⊥ to stand for any action.

We omit the transitions from states a1, b0, and b1 as they are identical to
the transitions from state a0. That is, from any state a0, a1, b0, or b1, the joint
action (a, 0) leads to state a′0′, etc.

Figure 3.1: The binary composition game. The initial state is x.

Intuitively, the binary composition game describes a scenario wherein two
players are each randomly shown one of two letters and one of two numbers,
respectively. The player who saw the letter is not shown the number, and vice
versa. The players are not allowed to communicate. Then, each player decides
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whether they want to keep the letter or number that they were shown, or switch
to the other. This process is then repeated with another set of random symbols.

3.3.2 Chemical accident game
The chemical accident game is presented in [1], and is also described in detail
in the beginning of Section 2.2. Briefly, the chemical accident game models
two robots trying to grip a cup of acid before both lifting it. If they do not
both grip before both lifting, then the acid spills. Unfortunately, one robot has
a broken sensor. The chemical accident game is illustrated in Figure 3.2.

The coalition comprises two players. In Figure 3.2, it is the second player
of the coalition that has the broken sensor, as represented by the blue dashed
edge. The initial state is start. g stands for grip, and l for lift.

Figure 3.2: The chemical accident game. The initial state is start.
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3.3.3 Triangle observers
The triangle observers game is described in [9]. The triangle observers game
models a scenario wherein a bus moves between three stations, 0, 1, and 2, in a
cycle. The bus does not move deterministically, however. In fact, the bus may
visit the same station twice. Furthermore, apart from between stations 0 and 2,
the bus may move in both directions between stations. The two players of the
coalition are each passengers of the bus, but neither can distinguish between
every station. The triangle observers game is illustrated in Figure 3.3.

Figure 3.3: The triangle observers game.

3.3.4 Cycle observers
The cycle observers game is described in [9]. The cycle observers game is an
expanded version of the triangle observers game, with one more player and a
few more stations. The cycle observers game is illustrated in Figure 3.4.
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Figure 3.4: The cycle observers game.



Chapter 4

Results

In this chapter, we present the results of applying our implementation of epis-
temic unfolding to various games. The algorithm used is described in pseudo
code in Appendix A. As the implementation is novel, as far as we are aware,
the pseudo code is included as part of the results of this paper.

In the figures of the unfolded games presented in this chapter, epistemic
models, which comprise histories, are represented as comprising locations.
This representation is much more succinct, yet is in fact equivalent to the total
representation containing entire histories, given that the original game struc-
ture is retained. This is an interesting result in itself, and is discussed further
in Section 5.1. For now, we describe and motivate this succinct representation
by way of an example.

Example 4.0.1. See Figure 4.1 for the complete epistemic unfolding up to ho-
momorphic cores of the chemical accident game, described in Figure 2.4. In
Figure 4.1, it appears redundant to represent the full histories of each model.
Since the histories only grow by one location per transition in the unfolding,
only the last location of each new history is new to that model. Accordingly, we
can instead represent each history k in the figure by head(k). Figure 4.2 rep-
resents this succinct representation of the unfolded chemical accident game.
This figure is otherwise identical to Figure 4.1.

In Figure 4.2, a full history can be reconstructed from any head location
by following a path from the initial model to the corresponding model. Since
we identify only isomorphically unique models when unfolding up to cores, it
is not important which path we choose. Indeed, for any model K = (K,∼K
), K is trivially isomorphic to K′ = (K ′,∼K) where K ′ is the same as K
except that one history k ∈ K has been replaced by another history k′ such
that head(k) = head(k′). In Figure 4.1, for example, the history SGW may

28
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equivalently be replaced by SGGW, or indeed by SBGGGGW.
There is one caveat to reconstructing possible histories of a model. When

tracing a path from the initial model, a successor model may be encountered
that is smaller than the previous model. In this case, one must be careful to
select from the previous model only those locations that are consistent with
the partial strategy that induced the transition.

For example, consider the singleton model Win in Figure 4.2. Whereas
Start,Good,Win is a valid history for that model, Start,Bad,Win is not.
Generally, this follows because the transition to theWinmodel is labeled either
by the action mapping (g, l) or (l, l) to Bad, and neither of these result in Win

from Bad. In this case specifically, of course, there is no transition from Bad

to Win by any action.

SB

SG

S

SGW SGL

SGG

⊥

(l, l)|(l, l),
(l, l)|(g, l)

(l, l)|(l, l), (l, l)|(g, l), (l, g)|(g, g), (g, g)|(l, g),

(l, g)|(l, g), (g, l)|(l, l), (g, l)|(g, l)

(l, g)|(g, g), (g, g)|(l, g), (g, g)|(g, g)

(l, l) (l, g),

(g, l)

(g, g)

⊥⊥

Figure 4.1: A two-player game of perfect information resulting from unfolding
the chemical accident game.

4.1 Binary composition game
The epistemically unfolded binary composition game is shown in Figure 4.3.

When interpreting Figure 4.3, recall the notation of actions in unfolded
games, and that actions in the unfolded game are partial strategies in the orig-
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Bad

Good

Start

Win Lose

Good

⊥

(l, l)|(l, l),
(l, l)|(g, l)

(l, l)|(l, l), (l, l)|(g, l), (l, g)|(g, g), (g, g)|(l, g),

(l, g)|(l, g), (g, l)|(l, l), (g, l)|(g, l)

(l, g)|(g, g), (g, g)|(l, g), (g, g)|(g, g)

(l, l) (l, g),

(g, l)

(g, g)

⊥⊥

Figure 4.2: The same game as in Figure 4.1, but represented more suc-
cinctly. In this figure, histories k are instead represented by their head location
head(k).

inal game.
We use a|b to denote the strategy that maps joint action a to the first history

of the out-model and b to the second history, when reading the histories from
left to right and from top to bottom in the figure. For example, in Figure 4.3,
(a, 1)|(a, 0)|(b, 1)|(b, 0) is the strategy that maps the joint action (a, 1) to the
state a0, (a, 0) to a1, (b, 1) to b0, and (b, 0) to b1.

4.2 Chemical accident game
The epistemically unfolded chemical accident game is shown in Figure 4.4.

4.3 Triangle observers
See Figure 4.5a and Figure 4.5b for the unfolded triangle observers game for
initial states 0 and 2, respectively.
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Figure 4.4: The unfolded chemical accident game.

4.4 Cycle observers
Our implementation of epistemic unfolding did not terminate on the cycle ob-
servers game. After only two applications of Next from the initial state, an
epistemic model is encountered that is so large that finding its epistemic core
times out.

The bottleneck is the procedure for calculating the homomorphic core of
the large model. The unfolding reaches this control point immediately, but
finding a list of graph retractions becomes infeasible due to the size of the
model. This model is pictured in Figure 4.6. The model is large and compli-
cated, but a thorough understanding of it is not necessary. Instead, note the
size of the model, both with regard to the number of histories, and with regard
to the number of indistinguishability relations.
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(a) Initial state 0.

(b) Initial state 2.

Figure 4.5: The unfolded triangle observers game for initial states 0 and 2.

Let the model on which the unfolding times out be K = (K, (∼K1 , ...)).
Specifically, the unfolding times out when calculating the list of graph retrac-
tions of the graph (K,∼K1 ). In Figure 4.6, this corresponds to the simple graph
induced by only taking the dotted red edges.
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Chapter 5

Discussion

In this chapter, we first discuss and motivate the importance of head locations
in epistemic models. With that, we then discuss how to interpret the epis-
temic unfoldings presented in the results. Motivating an interpretation of the
results is important because visualizing epistemic unfoldings is both novel and
abstract. Finally, we discuss the performance bottlenecks of our implementa-
tion.

5.1 Epistemic models on locations
As discussed in Example 4.0.1, when representing unfolded games, it is suffi-
cient to represent the histories of the epistemic models by the corresponding
head location. In fact, the two representations appear equivalent provided that
the definition of the original game is retained.

Furthermore, it is sufficient while performing the unfolding to store only
the head locations of each model, rather than to store the histories. We can see
this from the definition of Next(K, α), which does not depend on the contents
of the histories of K, but rather just depends on whether those histories are
distinguishable. But this is already defined by the indistinguishability relations
of the model.

Because unfolded games may be equivalently represented by head loca-
tions rather than by histories, and because we only need to store head locations
when performing the unfolding, we believe epistemic models should be repre-
sented by locations rather than histories. An epistemic model on locations is
not only more succinct, but it also more intuitively captures model homomor-
phism and therefore cores. Recall that model homomorphism is defined as the
intersection of indistinguishability graph homomorphisms that preserve head

35
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locations.
As we have only unfolded small and relatively simple multi-player games

of imperfect information, it is still unclear whether the succinct representation
is generalizable. Although the succinct representation is equivalent given that
the original game information is retained, it does entail some difficulty when
interpreting the results. Briefly, when a model comprising several locations
leads to a smaller model comprising fewer locations, it is not clear from the
figure which location of the source model may lead to which location of the
target model. Instead, the reader has to realize this both from the actions used
and from the definition of the original game. See Example 4.0.1 for more
detail. This increased work on the part of the reader will be exaggerated for
larger and more complex games. There may be a representation, however,
that somehow encodes for each location the legal predecessor locations of the
previous model. It is beyond the scope of this text to investigate this further.

Note that a representation including full histories for each model is defi-
nitely not scalable, as these histories may grow at least as long as the number
of models in the unfolded game.

5.2 Interpreting unfolded games
From Section 5.1, we have that epistemic models on head locations, rather
than on histories, are both sufficient and more intuitive. We believe that this
is the crux to interpreting the unfolded games.

An epistemic model may be interpreted as a set of locations that the players
are able to be in currently at some turn of the game, and how sure each player
can be of them. For example, consider the bottommost model in Figure 4.5a.
We interpret this model as describing that there are three possible locations
at that turn of the game: 0, 1, and 2. Further, we interpret that one player
either knows that the current location is 2, or is unsure whether the current
location is 0 or 1. Similarly, the other player either knows that they are in 1,
or is unsure whether they are in 0 or in 2. Accordingly, the cardinality of an
epistemic model is proportional to how sure the players collectively are about
the current location.

As for interpreting the unfolded game in total, we believe that the best
interpretation is that the game tracks the evolution of the knowledge of the
players provided that they agree to a partial strategy before each turn. That is,
if themodels are snapshots of the players knowledge at some point of the game,
the partial strategies from that model are the possible agreements to which
the players can come at that point. The resultant successor models, then, are
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simply the possible knowledge snapshots that result from the corresponding
agreement.

For example, consider the unfolded chemical accident game described in
Figure 4.4. Specifically, consider first the model comprising both the locations
Good and Bad. This model says that the players are either in Good or in Bad,
and that player 2 does not know which one they are in. Recall that player 2 has
a broken sensor. Regardless, the players can come to the agreement that player
1 lifts if they are in Good, or grips if they are in Bad, and that player 2 always
grips. Obviously, player 2 has to agree to the same action for both locations
since player 2 cannot distinguish between them in the current model. This
agreement can be summarized as (l, g)|(g, g). We see from the figure, then,
that this agreement leads either to Good or to Lose, but that, either way, the
players are now both sure where they are.

5.3 Performance
The unfolding algorithm described in Chapter A of the appendix is not fea-
sible for larger, more complicated games as it is at least NP-complete on the
size of the epistemic models. There are two major performance bottlenecks
for the algorithm as described. First, both calculating epistemic model cores
and checking whether two models are isomorphic rely on finding graph mor-
phisms, which is NP-complete. Second, each time a new model is encoun-
tered, we search through the complete set of models encountered so far, which
is not necessary.

As seen in Section 4.4, when the epistemic models grow moderately large,
finding the list of graph retractions is no longer practical.

We further describe the two performance considerations in the two sub-
sections below.

5.3.1 Model morphism
It is NP-complete to decide whether a graph has a homomorphic core [10].
Because the procedure that returns the core of an epistemic model, Core,
finds every retract of one of the indistinguishability graphs, Core is also NP-
complete. Unless Core is optimized, then, the total unfolding is NP-complete
on the size of the encountered models.

That the unfolding is NP-complete on the size of the encountered models
restricts the complexity of input games. Note that the size of the encountered
models does not necessarily increase for larger games; for games of perfect



38 CHAPTER 5. DISCUSSION

information, the models will always be singletons. Rather, the size of the epis-
temic models will be large only for games with complex indistinguishibality
relations. Intuitively, the less sure the players are able to be of the histories of
a game, the larger the epistemic models will become.

For example, compare the unfolding of the cycle observers game from Sec-
tion 4.4 to that of the similar, but simpler, triangle observers game fromSection
4.3. Whereas the unfolding terminates on the latter, it times out after only two
steps on the former.

Core can be significantly optimized for at least two reasons.
First, since indistinguishability is an equivalence relation, all indistinguisha-

bility graphs have complete components. This is a strong constraint on the set
of graph retractions. To take it a step further, it seems promising to circumvent
the construction of graphs and extend the concept of graph homomorphisms
directly to partitions or equivalence relations.

Second, the set of retractions is further constrained by the requirement that
all model homomorphisms must preserve head locations. This should both
enable significantly faster methods for finding graph retractions, and enable
the filtering of models that are already their own cores. For example, any
epistemic model comprising only unique head locations is trivially its own
core.

The above considerations apply analogously to the IsIsomorphic proce-
dure that decides whether two models are isomorphic. Similar to the proce-
dure Core, IsIsomorphic relies on first finding the list of graph isomorphisms
between two graphs.

5.3.2 Deciding model repetition
In the unfolding algorithm as described in Appendix A, model repetition is
decided by a total search through the set of models encountered so far. That
is, the model in question is isomorphically compared to each other model
encountered so far. Thus, the time complexity of the unfolding is at least
O(1 + 2 + ...+n) = O(n2) on the number of isomorphically unique cores en-
countered. Note that the number of isomorphically unique cores encountered
is equal to the number of locations in the resultant game.

The set of possibly isomorphic models to a given model can be signif-
icantly constrained before considering indistinguishability and thus consid-
ering graphs. Accordingly, a total search is unnecessary. For example, since
model homomorphismsmust preserve head locations, twomodelsK = (K,∼K
) andK′ = (K ′,∼K′

) are only isomorphic if the bag of head locations head(k),
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k ∈ K is equal to the bag of head locations head(k′), k′ ∈ K ′. By indexing
previously encountered models by the bag of head locations, then, the search
space is significantly constrained.

Naturally, other constraints may be used to constrain the search space in
the same way. Also, hashing may be used to similar effect.



Chapter 6

Conclusion

We implemented epistemic unfolding and, using our implementation, visual-
ized a set of unfolded games. While not formally verified, the results of the
implementation passed manual verification.

When attempting to understand intuitively what the unfolded games repre-
sent, we came to the realization that head locations are the crux of the epistemic
models rather than the entire histories. Accordingly, it is sufficient both to rep-
resent the epistemic models as comprising locations rather than histories, and
indeed only to remember the locations when performing the construction algo-
rithmically. This approach is not without is complications, however. Notably,
it complicates the interpretation of the unfolded game figures.

We believe that the best interpretation of epistemically unfolded games is
informed by the importance of head locations. An intuitive way of interpret-
ing the unfolded games is that they represent what the players of the coalition
collectively believe to be the possible current locations, and which of these
each player may in fact distinguish. The transitions between the models each
represent the possible one-turn evolutions of the players knowledge. The par-
tial strategies that label these transitions are the possible agreements to which
the players can come, given their collective knowledge.

We have limited evidence that epistemic unfolding terminates on small
games. The scalability is less promising, since epistemic unfolding appears to
time out when the size of the epistemic models diverge even slightly. Since
the implementation can be made significantly faster in this regard, however,
this may be a fault of the implementation.

Note that any conclusions considered from the results is not necessarily
generalizable. This is because the experimentation is limited in scope. Also,
epistemic unfolding is not well studied in the literature.

40
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6.1 Future research
There is still much to investigate about epistemic unfolding. Our experimen-
tation was both limited and foundational. There may be many more, better
multi-player games of perfect information to unfold.

An immediate obstacle to experimenting further with epistemic unfolding
is the poor performance, however. In particular, finding model cores is slow
in our code. In Section 5.3, we provide several avenues for improving the
performance of the code. It is our intuition that the code can be made signif-
icantly faster by reduction to studied problems. In particular, the model core
problem resembles coloring problems and other constraint problems, and thus
may usefully be reduced to SAT or similar.

It is possible that epistemic unfolding may be useful even when it does
not terminate. Since models are queued and unfolded independently, even a
terminating instance yields a correct substructure of the unfolded game. One
possibility for future research, then, is to interpret and find a use for this partial
information.

Finally, we believe that future research into other epistemic constructions
on multi-player games of imperfect information may be usefully compared
to epistemic unfolding. As epistemic unfolding unfolds over all possible his-
tories of a game, epistemic unfolding is in some sense total in its epistemic
domain. Also, epistemic unfolding is in some sense minimal, since each epis-
temic model is quotiented to its core. Given another epistemic construction,
then, it may be useful to compare their epistemic domains and what may be
learned from each. Additionally, since epistemic unfolding preserves strate-
gies even though it is both total and minimal, it may be used as a baseline for
other methods, epistemic or otherwise, and in particular heuristic methods.
This is analagous to how a total search is often used as a baseline for heuristic
search methods.
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Appendix A

Algorithm

This chapter details how epistemic unfolding up to homomorphic equivalence
can be implemented. First, an overview of the pseudo code is provided. Sec-
ond, the pseudo code of a complete implementation is provided.

A.1 Description
Let the input to the procedure be a gameG = (L, l0,Σ,∆,O). First, we define
a procedure InitialModel that returns the initial epistemic model.

Second, we define a procedure NextModels that, given a model K com-
prising the set of histories K, and given a partial strategy α defined on K,
returns Nextcore(K, α). That is NextModels returns the set of successor mod-
els induced by α, all quotiented down to their homomorphic cores.

In the code, we will represent models as multigraphs with the histories K
as nodes and the indistinguishability relations ∼Ki as edges. We assume each
edge in the model is labeled with its corresponding player i.

For the procedure Core, which returns the core of a model, recall that a
retraction is a graph homomorphism that maps to a subgraph. Recall also that a
model homomorphism preserves head locations and is a graph homomorphism
on the indistinguishability graph of each player. Accordingly, to find the core
homomorphism of the model, we simply find all the retractions of one of the
player indistinguishability graphs, and successively remove any retraction that
fails to satisfy all the conditions. If no retraction satisfies every condition,
then any homomorphism of the model must not map to a subgraph. That is,
the model is its own core.

We also define IsIsomorphic, which returns true only if the given pair of
models are isomorphic. Analogous to Core, we find the set of model isomor-
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phisms by intersecting the set of isomorphisms of every indistinguishability
graph and making sure each morphism preserves head locations. The proce-
dure IsomorphicModel takes a singlemodelK and a set of models, and returns
a single model from the set that is isomorphic to K, if it exists.

Finally, the meat of the algorithm is in the construction of the resultant
two-player game of perfect information. This is done by the main procedure,
Unfold. The procedure Unfold consists essentially of taking a model K, and,
for each observable strategy α defined on K, adding a transition from K to
each successor model induced by α. The action of each transition becomes α.
This unfolding is repeated for all the isomorphically unique model cores that
are encountered. We maintain a queue of models to facilitate this recursion.

A.2 Pseudo code
procedure InitialModel(G = (L, l0,Σ,∆,O))

K ← {l0}
n← the number of players in G
for 0 ≤ i < n do
∼Ki ← {(l0, l0)} . indistinguishability graph

end for
return the multigraph (K,∼K1 ] ∼K2 ] ... ] ∼Kn )

end procedure

procedure NextModels((K,∼K), α,G)
Kα ← {kα(k) | k ∈ K} . kα(k) is k appended with α(k)

n← the number of players in G
for 0 ≤ i < n do
∼Kα
i ← {(k, k′) | k, k′ ∈ Kn∧tail(k) ∼Ki tail(k′)∧obsi(head(k)) =

obsi(head(k′))}
end for
Next ← the set of connected components of the multigraph (Kα,∼Kα

1

] ∼Kα
2 ] ... ] ∼Kα

n )

return {Core(Knext) | Knext ∈ Next}
end procedure

procedure Core((K,∼K))
Retractions← the set of retractions on the graph (K,∼K0 )

Retractions← {r | r ∈ Retractions∧∀k ∈ K, head(k) = head(r(k))}
n← the number of indistinguishability relations ∼Ki
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for 1 ≤ i < n do
Retractions← {r | r ∈ Retractions∧r is a retraction on (K,∼Ki )}

end for
if |Retractions| = 0 then

return (K,∼K) . model is already its own core
else

r ← some r ∈ Retractions

return the retract of the multigraph (K,∼K) induced by the retrac-
tion r

end if
end procedure

procedure IsIsomorphic((K,∼K), (K ′,∼K′
))

F← the set of isomorphisms from the graph (K,∼K0 ) to (K ′,∼K0 )

F← {f | f ∈ F ∧ ∀k ∈ K, head(k) = head(f(k))}
n← the number of indistinguishability relations ∼Ki
for 1 ≤ i < n do

F← {f | f ∈ F ∧ f is an isomorphism from the graph (K,∼Ki ) to
(K ′,∼K′

i ) }
end for
return |F| 6= 0

end procedure

procedure IsomorphicModel(K,ModelSet)
for L ∈ ModelSet do

if IsIsomorphic(K,L) then
return L

end if
end for
return ∅

end procedure

procedure Unfold(G)
K0 ← InitialModel(G)

LK ← {K0} . this becomes the set of locations of the unfolded game
ΣK ← {} . the set of actions of the unfolded game
∆K ← {} . the set of transitions of the unfolded game
queue← an empty queue
enqueue K0 in queue
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while queue is not empty do
K ← dequeue from queue

K ← the set of histories of K
for every observable strategy α defined exactly on K do

add α to ΣK
for Kα ∈ NextModels(K, α,G) do
L ← IsomorphicModel(Kα, LK)

if L = ∅ then . Kα has not been encountered before
add Kα to LK
add (K, α,Kα) to ∆K
enqueue Kα in queue

else . model repetition: create a cycle
add (K, α,L) to ∆K

end if
end for

end for
end while

end procedure
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