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Abstract
The Examination Timetabling Problem (ETP) is the problem of scheduling a
number of exams during a set time period so that no students are required to
sit two exams simultaneously. Despite the complexity of the problem, uni-
versities all over the world solve ETPs several times each year. Two known
methods for solving ETPs is using either heuristics or Hopfield Neural Net-
works (HNN). This thesis compares the performance of a heuristic algorithm
implemented with Local Search, Simulated Annealing and Tabu Search to the
performance of a HNN algorithm. Both algorithms were executed on ten dif-
ferent ETPs reduced to Graph Colouring Problems (GCP). The results show
that the heuristic algorithm always generated more satisfactory solutions to the
ETPs than the HNN. The HNN was, however, implemented as software in this
thesis. It is intended to be implemented as hardware and if this method were to
have been used instead the HNN algorithm might have produced other results.
At this stage the heuristic algorithm is more suitable than the HNN algorithm
for solving ETPs.
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Sammanfattning
Schemaläggningsproblem för examinationer (ETP) syftar på problemet att sche-
malägga ett antal examinationer under ett bestämt tidsintervall så att ingen stu-
dent behöver närvara på flera examinationer samtidigt. Det är ett komplext pro-
blem som universitet världen över behöver lösa flera gånger per år. Två kända
metoder för att lösa ETPs är användning av antingen heuristiker eller Hopfield
Neural Networks (HNN). Den här uppsatsen jämför prestandan av en heu-
ristik implementerad med Lokal Sökning, Simulerad Härdning och Tabusök-
ning med presentandan av en HNN-algoritm då båda metoderna exekveras
på tio ETPs reducerade till Graffärgningsproblem (GCP). Resultaten visar att
heuristiken alltid genererade mer tillfredsställande lösningar till schemalägg-
ningsproblemen än HNN-algoritmen gjorde. HNN-algoritmen, som egentli-
gen bör implementeras som hårdvara, implementerades dock som mjukvara
i den här avhandlingen. Hade den implementerats som hårdvara istället hade
kanske andra resultat producerats. För tillfället lämpar sig heuristiken bättre
än HNN-algoritmen för att lösa ETPs.



Abbreviations

ETP Examination Timetabling Problem.

GCP Graph Colouring Problem.

HeuAlgo The heuristic algorithm presented in this thesis.

HNN Hopfield Neural Network.

HnnAlgo The Hopfield Neural Network algorithm presented in this thesis.

LS Local Search.

SA Simulated Annealing.

TP Timetabling Problem.

TS Tabu Search.
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Chapter 1

Introduction

Scheduling is a complex problem with many variables and constraints. This
thesis focuses on the problem of scheduling examinations. For this specific
problem different combinations of resources such as students or teachers are
required to attend different exams and two exams sharing a resource must not
overlap in time. The room in which an exam is held must accommodate all
people attending and no rooms may be double booked. These are only the
most basic constraints of a so called Examination Timetabling Problem (ETP)
but finding an optimal solution to such a problem is challenging when there
are a large the number of resources and exams [3].

To simplify ETPs it is not uncommon to reduce them into Graph Colouring
Problems (GCP). Given a graph,G = (V,E), a GCP is the problem of colour-
ing all vertices (with as few colours as possible) so that no two vertices sharing
an edge are assigned the same colour, such a solution is called a proper and
optimal colouring [14]. In this thesis all ETPs are reduced to GCPs.

Heuristics are methods that can provide satisfactory solutions to optimization
problems and are often used for solving ETPs. They promises nothing about
the quality of the solutions they produce but nevertheless, they have proven
useful. Often different combinations of the heuristics Simulated Annealing
(SA), Tabu Search (TS) and Local Search (LS) are used [3][4].

Another approach to the ETP is neural networks, often Hopfield Neural Net-
works (HNN) [7][19]. HNNswere first introduced in 1982 by J. J. Hopfield [8]
and fairly quickly attempts were made to use the method for solving optimiza-
tion problems [10]. This approach is still not quite as researched as heuristics
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2 CHAPTER 1. INTRODUCTION

but nevertheless, it is a popular solution to the GCP and therefore also the ETP.
In this method all vertices in a graph are represented by neurons with an output
that represents the colour assigned to that vertex. By minimizing an energy
function the weights between neurons are changed and this leads to a change
in the neurons outputs. When a minimum solution to the function is found an
optimal solution to the GCP and the ETP may also have been provided [7].

This thesis intends to compare a heuristic implemented with LS, TS and SA to
a HNN, aiming to see which method is best suited for solving an ETP which
only takes into account that no resource should attend several exams at once
and that all exams have to be scheduled during a set time span. The ETP
will be reduced to a GCP where exams are represented by vertices, shared re-
sources are represented by an edge between the vertices sharing the resource
and available time slots will be represented by colours.

1.1 Problem Statement
Both heuristics and HNNs are knowmethods for solving ETPs. By comparing
their performances valuable information can be obtained that may be used as
a guide in the implementation of future programs aiming to solve ETPs. This
thesis intends to evaluate and compare the performance of a heuristic using
LS, SA and TS, with the performance of a HNN when applied to an ETP re-
duced to a GCP. Performance is here defined as the quality of the solutions
found by the two methods and the frequency of which solutions with various
qualities are generated by a method. The quality is measured by how many
colours a solution uses. Hence the research question in this thesis is:

How does the performance of a Hopfield Neural Network compare
to that of a heuristic implemented with Local Search, Simulated
Annealing and Tabu Search when executed on an Examination
Timetabling Problem reduced to a Graph Colouring Problem?
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1.2 Delimitations
In order to compare the performance of the HNN and the heuristic used in this
thesis, the ETPs are formulated in a simplified way. This is to avoid too much
interference from edge cases and choices made for the written code (for exam-
ple data structures). Due to this it is assumed that there are an infinite amount
of rooms available, all facilities are equivalent and all time slots are the same
length. Further more, all exams can be scheduled in all rooms and during all
time slots. This way the only things that need to be taken into consideration
when scheduling the exams is that no resources should be scheduled for mul-
tiple exams taking place during the same time slot and that all exams should
be scheduled during exactly one of the available time slots. A resource is a
student taking the exam, no other resources will be taken into account.

The HNN algorithm used in this thesis is implemented as sequential software
instead of parallel hardware which is sometimes favoured. This is due to lim-
ited resources for hardware implementation.
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Background

2.1 The Timetabling Problem
A Timetabling Problem (TP) is a broad concept that appears differently de-
pending on the environment in which it is to be applied. Scheduling for a high
school, a university or a workplace are three very different problems. At a high
school it can be assumed that all students belong to a class and that everyone
belonging to the same class always take the same courses. Therefore a class
can be treated as one unit whereas at a university most students have an indi-
vidual study plan and must all be treated as individual units. At a workplace
a timetable might not take people into consideration but is instead modeled
after the various tasks that need to be handled [1]. Whatever the environment
is, a TP is a complex problem that is not easily solved when the number of
tasks/courses and resources are large [3]. An exhaustive search would find the
optimal solution but it would often take an unreasonable amount of time to
reach this solution.

Computer programs used for timetabling have been around since the 1960’s
and almost from the start heuristics were used to help solve these complex
problems [1]. Different combinations of heuristics such as Local Search, Tabu
Search and Simulated Annealing are often used [1][4]. Heuristics give no
guarantees of producing the optimal solution to a problem but can, however,
be assumed to find an acceptable solution.

In 1967, D. J. A. Welsh and M. B. Powell pointed out the similarity between
TPs and GCPs [22]. If, for example, a course is represented by a vertex and
two vertices sharing a resource (a student taking both courses) have an edge

4



CHAPTER 2. BACKGROUND 5

between them, colouring the graph so that every vertex have exactly one colour
and no two vertices sharing an edge have the same colour is an equivalent prob-
lem to that of scheduling all courses so that no two resources are required to
attend several events simultaneously.

2.1.1 The Examination Timetabling Problem
The Examination Timetabling Problem (ETP) is a version of the TP that han-
dles the problem of scheduling exams. Instead of having to schedule courses
for a longer time period this problem is often delimited to a shorter period at
which all exams have to be scheduled. The different aspects that need to be
taken into consideration when solving an ETP vary from institution to institu-
tion but some of the most common are listed below [21][20]:

1. No student should be scheduled to sit two exams simultaneously.

2. All exams have to be scheduled a time and room.

3. No two exams should be scheduled in the same room at the same time.

4. All exams have to be fitted within a given time period.

5. All students writing an exam have to fit into the assigned room.

2.2 The Graph Colouring Problem
Given a graph,G = (V,E), and a set of k colours, a Graph Colouring Problem
(GCP) is the problem of assigning one of the k colours to each vertex, v ∈ V ,
so that no two vertices, vi, vj ∈ V, (i 6= j), sharing an edge, e = (vi, vj), e ∈
E, possess the same colour. The smallest number of colours needed to colour
the graph G is called the chromatic number, χ(G), and the maximal number
of colours, N , is the same as the number of vertices, N = |V | [14].

In 1972, R. M. Karp proved that GCPs are NP-complete problems [12]. This
means that there is no known algorithm that can solve all GCPs in polynomial
time. Instead, heuristics and approximations can be used to find acceptable
but not necessarily optimal solutions to the problems.
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2.3 Heuristics
This section gives a short introduction to the three heuristics used in this thesis.

2.3.1 Local Search
Local Search (LS) is a heuristic designed to find good but not necessarily opti-
mal solutions to an optimization problem. It iterates over neighbouring (simi-
lar or nearby) solutions in a search space, S, and compares their qualities using
a function, f(s). The best solution is saved and used for future comparisons.
The neighbouring solution is often chosen on random and since all solutions
are picked from the search space of valid solutions a LS algorithm will always
return an acceptable solution whenever it is interrupted [21].

Below is an example of a LS procedure inspired by a procedure for simulated
annealing in an article by J. M. Thompson and K. A. Dowsland [20].

Local Search Procedure
Given a function f to be minimised over a given solution space.

1. Produce an initial solution s.
2. Choose s′, a random neighbour of s.
3. δ = f(s′) − f(s).
4. If δ ≤ 0, then set s = s′.
5. If a satisfactory solution has not been found and the maxi-

mum time has not been reached, go to step 2.
6. Return s.

2.3.2 Tabu Search
Tabu Search (TS) is a heuristic that is often used as a supplement to LS. It
prevents already visited solutions from being revisited. Before a solution is
evaluated a TS algorithm checks in its memory to make sure that the solution
does not exist there and when a solution has been evaluated it is saved in the
memory [3]. To prevent the visited solutions from taking up to much memory
a limitation to the number of saved solutions can be set. Otherwise it might
take to long to search through the saved solutions and the memory might take
up to much space.
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Below is an example of a TS procedure where an infinitive amount of solu-
tions can be saved. The procedure is implemented into the LS procedure from
section 2.3.1.

Tabu Search Procedure
Given a function f to be minimised over a given solution space.

1. Produce an initial solution s.

2. Save s in the set of visited solutions, tabu.

3. Choose s′, a random neighbour of s.

4. If s′ can be found in tabu, go to step 3.

5. Save s′ in tabu.

6. δ = f(s′) − f(s).

7. If δ ≤ 0, then set s = s′.

8. If a satisfactory solution has not been found and the maxi-
mum time has not been reached, go to step 3.

9. Return s.

2.3.3 Simulated annealing
SimulatedAnnealing (SA) is amodification of LS that helps prevent the heuris-
tic from getting caught in local minimums. It does this by sometimes allowing
deteriorated solutions to be accepted as the best solution so far [21]. New so-
lutions are found and evaluated using LS. Improvements are always accepted
and other solutions are accepted with a probability of exp(−δ/t), where δ is
the change in the cost function, f , and t is a decreasing value called the tem-
perature. The temperature changes according to a cooling schedule. There are
many different cooling schedules but one that is commonly used is a geomet-
ric cooling schedule [21]. Here the initial temperature, t0, is multiplied with a
cooling parameter, 0 < r < 1. Furthermore, each temperature is used during a
set number of iterations. Due to the fact that the solution is dependent on the
temperature, the qualities of the cooling schedule must be chosen with respect
to the current problem [21][20].

A SA procedure could for example look like to one below which has been
taken from an article by J. M. Thompson and K. A. Dowsland [20].
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Simulated Annealing Procedure
Given a function f to be minimised over a given solution space.

1. Produce an initial solution s.

2. Define an initial temperature t > 0.

3. Do the following L times:

(a) Choose s′, a random neighbour of s.
(b) δ = f(s′) − f(s).
(c) If δ ≤ 0, then set s = s′, otherwise set s = s′ with

probability exp(−δ/t).
4. Set t = r ∗ t, where r is some cooling parameter <1.

5. If t is still significant, go to step 3.

6. Return s or the best solution achieved during run.

2.4 Hopfield Neural Networks
Hopfield Neural Networks (HNN) were first introduced in 1982 by J. J. Hop-
field [8]. The method is based on neurobiology and consists of a single-layer
network that can be used to provide acceptable solutions to optimization prob-
lems [10]. By implementing a HNN into the electric hardware and running
multiple calculations in parallel, the HNN can quickly calculate a solution to
a given optimization problem. According to an article by K. A. Smith, el al.
[19], HNNs therefore have an advantage over other optimization methods.

A network consists out of N neurons. Each neuron i has an output Vi which in
a discrete HNN can be either 0 or 1. Each neuron also has two sources of input,
external input, Ii, and input from other neurons [9]. The input from another
neuron j is based on the other neurons output, Vj , and the so called weight
between the two neurons, Tij . The weight between neurons i and j represents
the strength of connection between the neurons. The output Vi can be updated
according to the activation function displayed as equation 2.1, where Ui is the
internal state of the neuron i. Figure 2.1 displays a simplified example of a
HNN.
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Figure 2.1: Simplified Hopfield Neural Network with three neurons.

Vi = g(Ui) =

{
1 if Ui > 0

0 if Ui ≤ 0
(2.1)

Hopfield proved that if the weights between two neurons i and j are symmet-
rical, Tij = Tj i, the motion equation of the activation function always leads
to convergence to a stable state. The output of the neurons will then remain
constant and the local minimum of the energy function, displayed as equation
2.2, will be found [7][9][19].

E =
1

2

N∑
i=1

N∑
j=1

TijViVj −
N∑
i=1

IiVi (2.2)

Hopfield also explains that the rate of change of Ui can be described as in
equation 2.3 where the constant RC is the resistance-capacitance that help to
decide the rate of change to Ui [9].

dUi

dt
= − Ui

RC
+

N∑
j=1,j 6=i

TijVj + Ii (2.3)
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By randomly initializing U for all neurons and updating it using equation 2.3
until V becomes constant, the energy function (equation 2.2) will reach its
local minimum and acceptable output values for all neurons may have been
found.

2.5 Related work
Methods for solving TPs have been widely researched since the first computer
programs for timetabling emerged. Several heuristic approaches have been
proposed [1] by for example E. K. Burke, et al. [2] and J. M. Thompson, et al.
[20]. Various implementations of neural networks have also been examined
by D. Pellerin, et al [18], H. Harmanani et al. [7] and L. Gislén, et al. [5], to
name a few. Comparative studies of the two methods are however fewer. The
following two paragraphs present a brief overview of some of the previous
work that has been performed on this subject.

H. E. Mausser and M. J. Magazine [17] compared the performance of an an-
nealed neural network (based on a HNN) to heuristics when applied to the
problem of scheduling a set of interviews. They found that the neural network
generally produced better solutions than the heuristics but at extensive compu-
tational cost. Therefore they concluded that even though the annealed neural
network has the potential to find good solutions, the heuristics seem to be the
better alternative for actual use.

K. A. Smith et al. [19] investigated two formulations of HNNs for solving
school TPs. The results were then compared to results obtained from using
SA, TS and greedy search on the same problems. The comparison showed
that one of the HNN methods outperformed both the TS algorithm and the
greedy search in both speed and solution quality. It also performed well in
comparison to one out of the two SA algorithms. For the larger TPs both
HNNs produced better results than the SA algorithm.
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Methods

3.1 Examination Timetabling Problem imple-
mentation

The ETPs in this thesis are implemented as GCPs where every exam is repre-
sented as a vertex and shared resources are represented as edges between the
two vertices sharing the resource. The available time slots are represented as
the colours given to colour the graphs with. Colouring a vertex with a specific
colour is the same as assigning a specific time slot to that exam. If we for
example are provided with the information in Table 3.1 this ETP is reduced to
the GCP in Figure 3.1.

Example ETP
Available time slots ={0, 1, 2}

Exams Students Time slot
Mathematics Veronica, Thomas 0
English Veronica, Thomas 1
Science Dylan, Chris, Amanda 0
Geography Dylan, Veronica 2
Algebra Amanda, Allison 1
Chemistry Sophie, Carol 0

Table 3.1: Example of a ETP problem containing the exams, the student reg-
istered for each exam and the time slot assigned to each exam (taken from the
number of available time slots).

11
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Mathematics
Time slot: 0

Chemistry
Time slot: 0

Science
Time slot: 0

Geography
Time slot: 2

English
Time slot: 1 Algebra

Time slot: 1

Figure 3.1: ETP example from Table 3.1 as a GCP problem. The time slots
assigned to each exam are represented as the colour and time slot number of
each vertex. Red represent time slot 0, green represent time slot 1 and blue
represent time slot 2. The edges represents shared resources.

3.2 Heuristics Algorithm
The heuristics algorithm used in this thesis is a combination of LS, SA and
TS. The combination forms a heuristic that creates solutions based on chance
and therefore rarely produces the same solution twice. It does not waste time
on revisiting the same solution multiple times and local minimums should be
avoided to some extent. This results in a heuristic that is suitable for compar-
ison to the HNN algorithm.

The algorithm is provided with a graph G = (V,E), the maximal number of
iterations allowed imax, the initial temperature t, the number of iterations for
each temperature Lmax, the cooling ratio r, the anticipated number of colours
K and an initial solution s = {k1, ...kN} where each vertex v is assigned an
individual colour kv. In most cases this means that the initial solution is valid
except for the fact that it uses too many colours. The algorithm changes the
solution by randomly choosing a vertex v, changing its colour to a new ran-
domly picked colour that no vertex sharing an edge with v is coloured with.
Then the new solution is compared to the old one and saved if it is better than
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the old solution. If it is not better it is saved with a probability of exp(−δ/t),
as described in subsection 2.3.3.

The quality of a solution is examined by a function f(s). Since no improper so-
lutions are examined the function only has to calculates the number of colours
used in a solution.

In this thesis a geometric cooling schedule is used. It is inspired by the geomet-
ric cooling schedule explained in a paper by J. Thompson and K. A. Dowsland
[21]. Here slow cooling is proposed and therefore the cooling parameter in this
thesis r is set to 0.999. The initial temperature t0 is set to

√
N where N is the

number of vertices in the graph. To mimic the number of iterations in the
HNN used in this thesis, the number of iterations for each temperature L is set
toN ∗K (for every iteration in the HNN the method looks for changes in each
vertex for each colour).

All tested solutions are saved in a tabu-list so that the same solution is not
tested multiple times in a row. However, to limit the amount of memory space
allocated by the tabu-list, only 100 solutions are saved. After 100 iterations
the oldest solution saved in the tabu-list is overwritten by another solution.

The algorithm tries to update the solution imax number of times, where imax

is set to 1000, or until the temperature t has reached a value smaller than 1.
See Algorithm 1 for pseudocode of the heuristic algorithm used in this thesis.
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Algorithm 1 Heuristic (LS, SA, TS)

Input: Graph G = (V,E), initial solution s = {k1, ...kN}, imax = 1000,
Lmax = N ∗K, t =

√
N , r = 0.999, K > 0

Output:A proper colouring of G with the minimal number of colours found

1: i← 0

2: sbest ← s

3: L← 0

4: tabu← set of solutions that are tabu, empty at start
5: while t > 1 and i < imax do
6: while L < Lmax do
7: vr ← random vertex ∈ V
8: knew ← random colour ∈ [0, K]

9: if kvr 6= knew then
10: canHaveColour ← true

11: for all vi ∈ V where (vr, vi) ∈ E do
12: if kvr = kvi

then
13: canHaveColour ← false

14: break loop
15: end if
16: end for
17: if canHaveColour = true then
18: snext ← s

19: knextvr ← knew
20: if snext /∈ tabu then
21: if tabu is full then
22: remove the oldest solution in tabu
23: end if
24: add snext to tabu
25: delta← f(snext)− f(s)
26: if delta ≤ 0 or with a probability of e−delta

t then
27: s← snext
28: if f(sbest) > f(s) then
29: sbest ← s

30: end if
31: end if
32: end if
33: end if
34: end if
35: L← L+ 1

36: end while
37: t← t ∗ r
38: i← i+ 1

39: end while
40: return sbest
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3.3 Hopfield Neural Network Algorithm
The HNN algorithm used in this thesis is a discrete, sequential network. The
algorithm is inspired by the colouring algorithm from a paper by H. Har-
manani, et al. [7] which showed promising results. However, this algorithm
is supposed to be implemented in parallel as hardware. This means that the
algorithm in this thesis will most likely be slower than intended by H. Har-
manani, et al. The quality of the solutions should nevertheless be the same.
See Algorithm 2 for pseudocode of the HNN algorithm used in this thesis.

The algorithm receives the adjacency matrix Adj of the graph G, the max-
imum number of iterations allowed tmax (which is set to 1000), the number of
colours K and the number of vertices N .

In order to update the output, V , of the neurons a motion equation is defined.
This motion equation has to fulfill two criteria:

1. Each vertex should be assigned exactly one colour.
2. No two vertices sharing an edge should be assigned the same

colour.
The first criteria is meet using equation 3.1 where Vx,j is the output for vertex
x with colour j. Vx,j is 1 if vertex x is assigned colour j and 0 otherwise. For
the GCP in Figure 3.1 the output matrix V would be constructed as presented
in Table 3.2.

K∑
j=1

Vx,j − 1 (3.1)

The second criteria is fulfilled by equation 3.2 where Adjy,x is 1 if vertices y
and x share an edge and 0 otherwise.

N∑
y=1,y 6=x

Adjy,xVy,i (3.2)

Together with equation 2.3, equations 3.1 and 3.2 form the motion equation
(equation 3.3) where U and V are related as in equation 2.1 [7].

dUx,i

dt
= −(

K∑
j=1

Vx,j − 1)− (
N∑

y=1,y 6=x

Adjy,xVy,i) (3.3)

The motion equation above finds a minimum solution but can not make sure
that the solution is not a local minimum. Due to this another term is added
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to the algorithm that sets the highest colour value to 0. By doing so the ver-
tex with the highest colour value changes colour and the whole colouring is
reevaluated [7]. The term is presented as equation 3.4.

Vx,i = 0 if Ux,i ≥ max(Um,l) ∀m, l (3.4)

Initially all U values are set to random negative values in the interval [-20, 0)
so that all outputs (V values) are set to 0. The iterations are stopped when all
dU
dt

values are equal to 0. When all dU
dt

values are equal to 0 all U values remain
unchanged and no new colours are assigned.

Example V matrix
Exams \Time slot 0 1 2

Mathematics 1 0 0
English 0 1 0
Science 1 0 0

Geography 0 0 1
Algebra 0 1 0

Chemistry 1 0 0

Table 3.2: Example of an output matrix V . The number 1 indicates that the
referenced exam is assigned to that time slot and the number 0 indicates that
the exam is not assigned to that particular time slot.

The HNN algorithm does not always construct a proper colouring. Solutions
where vertices have no colours or more colours than one may occur. The al-
gorithm might also construct solutions where two vertices sharing an edge are
assigned the same colour. Apart from this, the algorithm always finds optimal
solutions. In order for the HNN algorithm to be comparable to the heuristic
algorithm (which always produces proper but not always optimal solutions)
one new colour is added to the existing solution of the HNN for each vertex
assigned the wrong number of colours and for each edge shared by two ver-
tices with the same colour. This results in a proper but not always optimal
colouring of the graph and is not included in Algorithm 2.
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Algorithm 2 HNN

Input: Adj, tmax = 1000, K > 0, N = |V |
Output: A proper, improper or partial colouring of G with K colours used

1: i← 0

2: U ← N× K-matrix
3: Unext ← N× K-matrix
4: V ← N× K-matrix
5: Vnext ← N× K-matrix
6: Umax ← −10000
7: Umaxnext ← −10000
8: 4t← 1

9: for x← 0 to N do
10: for i← 0 to K do
11: Unextx,i

← random value ∈ [−20, 0]
12: if Umax < Unextx,i

then
13: Umax < Unextx,i

14: end if
15: end for
16: end for
17: for t← 0 to tmax do
18: breakIterations← true

19: U ← Unext

20: for x← 0 to N do
21: for i← 0 to K do
22: if Ux,i ≤ 0 then
23: Vx,i ← 0

24: else
25: Vx,i ← 1

26: end if
27: if Vx,i ≥ Umax then
28: Vx,i ← 0

29: end if
30: 4Ux,i←−(

∑K
j=1 Vx,j−1)−(

∑N
y=1,y 6=xAdjy,xVy,i)

31: if 4Ux,i 6= 0 then
32: breakIterations← false

33: end if
34: Unextx,i

← Ux,i +4Ux,i ∗ 4t
35: if Umaxnext < Unextx,i

then
36: Umaxnext ← Unextx,i

37: end if
38: end for
39: end for
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40: Umax ← Umaxnext

41: if breakIterations = true then
42: break loop
43: end if
44: end for
45: return V

3.4 Benchmarks
The graphs used to represent ETPs in this thesis are known benchmark graphs
for GCPs [6]. The graphs named DSJC125.1, DSJC125.5, DSJC250.9 and
DSJR500.1 are all random graphs used by D. S. Johnson, et al. [11]. The
graph le450_5a is a Leighton graph [14]. The graphs queen5_5 and queen7_7
are both graphs from a book by D. E. Knuth [13] and school1_nsh, zeroin.i.1
and zeroin.i.2 are obtained from publications by G. Lewandowski [15][16].
Table 3.3 provides some basic characteristics of the benchmark graphs.

Properties of Benchmark Graphs
Graph Vertices Edges χ(G) d%

DSJC125.1 125 736 5 0.09
DSJC125.5 125 3891 17 0.50
DSJC250.9 250 27897 72 0.90
DSJR500.1 500 3555 12 0.03
le450_5a 450 5714 5 0.06
queen5_5 25 160 5 0.53
queen7_7 49 476 7 0.40

school1_nsh 352 14612 14 0.24
zeroin.i.1 211 4100 49 0.19
zeroin.i.2 211 3541 30 0.16

Table 3.3: Graph name, the number of vertices, the number of edges, the chro-
matic number and the graph density (the number of edges divided by (the
number of vertices, choose 2)) for all the benchmark graphs.

Both the HNN algorithm and the heuristic algorithm presented in this thesis
were implemented using java code and executed on an HP ENVY 64-bitsWin-
dows 10 laptop with 8 GBRAM and an Intel Core i7-8550UCPU@1.80 GHz
1.99 GHz. They were executed five times each on all benchmark graph.
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Results

From here on the HNN algorithm presented in this thesis is referred to as Hn-
nAlgo and the heuristic algorithm as HeuAlgo.

The mean time of the executions are presented in Table 4.1. All executions
with both algorithms on all benchmark graphs used the maximum number of
iterations, 1000 iterations.

Mean time of executions
Graph HnnAlgo (sec) HeuAlgo (sec)
DSJC125.1 0.1807 0.1033
DSJC125.5 0.5706 0.3138
DSJC250.9 15.7239 5.9464
DSJR500.1 10.1593 1.8507
le450_5a 2.8200 0.2917
queen5_5 0.0258 0.0293
queen7_7 0.0657 0.0512
school1_nsh 6.0050 1.0158
zeroin.i.1 5.8096 6.6856
zeroin.i.2 4.3383 3.0354

Table 4.1: Graph name, mean time for HnnAlgo executions and mean time
for HeuAlgo executions.

The average number of colours used in the solutions found by executing both
HnnAlgo and HeuAlgo on each benchmark graph is presented in the bar
chart in Figure 4.1. The Y-axis in the chart corresponds to the number of
colours used in the colouring and the X-axis displays the benchmark graphs.

19
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The error bars represent the interval of all colouring’s from the executions and
the dotted lines in the chart represent the chromatic number of the correspond-
ing graph. The blue bars correspond to the results obtained by HnnAlgo and
the red bars to the results obtained by HeuAlgo. Both algorithms were exe-
cuted five times on each benchmark graph.

Figure 4.1 shows that HnnAlgo found colouring’s with more colours than
HeuAlgo in all executions for all benchmark graphs and it never produced op-
timal solutions. HeuAlgo found optimal solutions for the graphs DSJR500.1
and zeroin.i.1, and close to optimal solutions for the graph zeroin.i.2. In short,
the solutions obtained by HeuAlgo are more satisfactory than the solutions
produced by HnnAlgo.

Neither of the two algorithms have a wide spread in the number of colours
used for colouring a specific graph in between different test runs, this can be
seen in Figure 4.1. In the same figure it is also clear that HeuAlgo provides
solutions closer to the optimal solutions than HnnAlgo, in all test runs. How-
ever, when comparing the results produced by one of the algorithms with the
results from the same algorithm in between different benchmark graphs the re-
sults lake consistency. HeuAlgo uses almost 39 times as many colours as the
optimal amount to colour benchmark graph le450_5a and HnnAlgo uses al-
most 52 times as many colours. For graph school1_nsh HeuAlgo uses almost
11 times as many colours as the optimal amount to colour the graph and Hn-
nAlgo uses almost 15 times as many colours. For the other benchmark graphs
HeuAlgo uses around 1-4 times as many colours as the optimal amount and
HnnAlgo uses around 2-7 times as many.
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Figure 4.1: The mean and full result interval of five executions of HnnAlgo
and HeuAlgo on the ten benchmark graphs. The dotted lines represent the
chromatic number of the corresponding graph.
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Discussion

The results show that the colouring’s found when HeuAlgo was executed on
the benchmark graphs, are always closer to the optimal colouring of that graph
than the corresponding colouring found by HnnAlgo. There are several pos-
sible explanations for this, the first being that both algorithms use a certain
amount of chance. There is a possibility that every time HeuAlgo was ex-
ecuted the best possible scenario was produced by the chance section of the
code and that each time HnnAlgo was executed the worst possible scenario
was produced. This might have resulted in the obtained results but seems very
unlikely since it would imply that the chance sections of the algorithms would
not behave as chance normally does.

A more feasible explanation for the obtained results is that HnnAlgo should
be implemented as hardware instead of software, as done in this thesis. When
implementing it into the hardware iterations are performed faster and due to
this more iterations can be afforded during the same period of time. More it-
erations would probably produce colourings that are closer to the optimal so-
lutions (this fact is true for both algorithms). Since HeuAlgo is designed for
software implementation it does not require as many iterations as HnnAlgo
to obtain the same results and therefore produces more satisfactory solutions
under the given circumstances.

Another explanation to the differences in performance for the two algorithms
could be that HnnAlgo is not as perfected as HeuAlgo. For the moment,
equation 3.3 weighs the criteria "Each vertex should be assigned exactly one
colour" equivalent to the criteria "No two vertices sharing an edge should be
assigned the same colour". In reality this might not be desirable. One could

22
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argue that it is more important that each vertex is assigned exactly one colour
than that no two vertices sharing an edge is assigned the same colour. This
would be equivalent to arguing that in an ETP it is more important that all ex-
ams are scheduled than that no students are doubled booked, which in reality
is the case. By adding weights to the two criteria and prioritizing the first one
through a heavier weight, colouring’s closer to the optimal colouring’s might
be obtained.

In order to compare HnnAlgo and HeuAlgo it was decided that both al-
gorithms should produce proper but not always optimal solutions. HeuAlgo
does this without any alterations to the solutions but the same is not true for
HnnAlgo. Due to this, the solutions obtained by HnnAlgo were modified
so that one additional colour was added to the solutions for each vertex that
was assigned the wrong number of colours and one for each edged shared by
two vertices with the same colour. This may have resulted in solutions with
more colours than necessary. Lets for example say that HnnAlgo produces
a solution were one vertex was not assigned any colour. If the solution would
have been inspected it might have been obvious that an additional colour was
not required to colour that vertex but instead one of the already used colours
could be assigned to the vertex. In the method used in this thesis this would
not be considered and an additional colour would be used when not actually
needed. If HnnAlgo would be modified to perform this last adding of colours
in another way, other results than those presented in this thesis might be ob-
tained.

Figure 4.1 shows that in comparison to the chromatic number, both HnnAlgo
and HeuAlgo required more colours to colour le450_5a and school1_nsh
than the algorithms required to colour the other graphs. The question then
is, whether or not le450_5a and school1_nsh in some ways deviates from the
other benchmark graphs and therefore are more challenging for the algorithms
to colour with few colours. Both graphs have a fairly large amount of edges
and quite a low graph density but neither of these properties deviates from the
same properties in the other benchmarks graphs considerably. One explana-
tion for the deviating results might be that the two graphs consist out of several
intertwined cycles that make them difficult to colour. However, the number of
cycles for each benchmark graph is data that has not been found.

Because of the delimitation’s set for the ETPs neither of the two algorithms
are most likely applicable in reality. Most schools are scheduling exams in fa-
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cilities that are of various sizes and they have other resources than students to
consider. The results can, however, be looked upon as guidelines for selecting
a method to solving ETPs.

5.1 Methodological considerations
This section reflects upon the methods used in this thesis. To what extent they
could be executed as expected and if there are other approaches that might
have served better. Some proposals for future work is also presented.

Both algorithmswere executed five times each on ten benchmark graphs which
resulted in a total of 100 result values. Although more test runs might have
resulted in even more confident conclusions it was judged that the two algo-
rithms could be compared without the concern of results being affected by few
test runs or a limited number of benchmark graphs. The number of vertices
and edges varied among the graphs to give a wide spectrum of test data. Only
varying these attributes does however not ensure that the graphs are not equal
in other aspect leading to them being equally difficult to colour. Despite of
this it was judged that ten benchmark graphs was a satisfactory amount of test
data. There are, however, other changes to the method that might have gener-
ated different results.

By varying the maximum number of iterations, now set to 1000, it might have
been determined whether or not HnnAlgo would have produced solutions
closer to the optimal ones if it were to have been implemented as hardware. It
would have been interesting to know how the quality of the solutions changes.
If the solutions approach the optimal solutions it could be assumed that HNNs
are suitable for solving ETPs. However, if the solutions approaches values
above the optimal solutions this might indicate that HNNs are not suitable for
solving ETPs since the method would never produce an optimal solution.

For similar reasons it would have been informative to know whether more
iterations would have produced other results for HeuAlgo. The fact that this
would have made the algorithm slower is not a problem since it is meant to
solve ETPs. An ETP is a problem that normally does not need to be solved
very often. Exams are only taken a few times every year and this means that an
algorithm used for solving the problem of scheduling them does not necessar-
ily need to execute quickly. A slow algorithm is therefore not a bad algorithm
as long as it produces optimal or close to optimal solutions.
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HeuAlgo might also have been improved by using a different cooling sched-
ule. Which cooling schedule that would optimize the algorithm is something
that could be examined in future work. The same goes for HnnAlgo and the
weights in equation 3.3 (as explained in the third paragraph of section 5). The
effect of these weights on the result is something that could be experimented
with in the future.



Chapter 6

Conclusions

This thesis has compared the performance of a heuristic algorithm imple-
mented with LS, SA and TS to the performance of a HNN algorithm, when
executed on ETPs reduces to GCPs. The studies indicate that the heuristic al-
gorithm used in this thesis produce more satisfactory solutions than the HNN.
This conclusion was drawn due to the fact that the heuristic algorithm always
generated solutions to the GCPs using fewer colours than the HNN algorithm
generated during test runs. There are, however, aspects of both methods, such
as number of iterations, weights in the HNN motion equation, adjustments to
the solutions in order to compare them and the choice of cooling schedule for
the heuristic algorithm, that need to be furthered examined for a clear result to
be presented.

Due to delimitation’s set for the ETPs neither of the algorithms are at this stage
applicable in reality. The heuristic algorithm does, however, generate closer
to optimal solutions given the current circumstances. The HNN algorithm is
not deemed as reliable as the heuristic since it constantly produced solutions
farther from the optimal solutions than the heuristic.
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