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Abstract—Early leakage detection is one way to make water
distribution networks more efficient and sustainable. The goal of
this project is to investigate the possibility to detect leakages in
water distribution networks with the help of artificial neural
networks. The project is based on real data collected from
Stockholm water distribution network and is focusing on how
to present the prediction from neural networks in an intellectual
manner, by implementing and analyzing the need of a time filter.
The study shows that it might be possible to detect leakages in a
water distribution network with a binary accuracy of 87%. An
improvement to 98% was achieved by implementing a time filter.

Index Terms—Water distribution network, leakage detection,
artificial neural networks, time filter.

I. INTRODUCTION

In the 21st century the attention for climate change
and sustainable cities, as well as the interest to make Water
Distribution Networks (WDNs) more efficient and sustainable,
has grown. The main task for a WDN is to provide cities and
homes with uncontaminated water with an adequate pressure
and a steady water flow. Due to the high forces, from the
pressure and water flow, the pipelines are often worn out and
the risk for a pipe to burst and for water leakage is high.
In some countries the leakage is estimated as high as 50%
[1]. Detecting leakages in pipelines is often a difficult task
due to the position and dimension of WDNs. Late detection
of leakages often results in vaste damage on building and
surroundings. Early detection could be one way to minimize
the loss of water resources and could also be an economic
benefit for water distributors e.g. by lessen the maintenance
work. Leakage detection practices could mainly be classified
as either direct observation or as an interference method.
Direct observation is to visually observe the internal or
external condition of the pipe and interference method is
based on monitoring the WDN with help from measurable
parameters such as pressure and water flow [2].

In the recent decays, Stockholms Water and Sewer
Company (SVOA) has used sensor technology to monitor
and operate the WDN. The data that are being collected
from the sensors does partly contain information about
the pressure and water flow from the pump stations in the
WDN. To extract any fruitful information from the data, with
basic analyzing tools, is a difficult task due to the complex
correlation between the data and the leakage. Therefore, the
most suitable approach would be to implement a Machine
Learning (ML) algorithm. In 2018 Stockholm Stad initiated a
research group to investigate the possibility to detect leakages
in Stockholms WDN with the use of artificial intelligence,

with a project leader from KTH Royal Technical Institution
in corporation with companies from Silicon Valley [3].

The maintenance work today is mostly based on observation
methods, which is a labor heavy method to sustain WDN.
Therefore, recent research has been focusing on the
interference methods and how to predict, detect, and locate
leakages in an early stage [2]. One method to do so is to
analyze the data with the help of Artificial Neural Networks
(ANNs) due to their good capacity to solve non-linear
and complex data related problems [4]. Earlier studies [5]
show that it could be possible to locate and detect leakages
in a WDN by looking at hydraulic parameters (flow and
pressure) by using ML algorithms, such as ANN. In [6], the
author presented an approach based on Artificial Intelligence
(AI). An optimization problem of detecting and locating
leakages was studied to decide the position of sensor nodes.
In addition, the hydraulic data was analyzed with the help
of multiple ML algorithms. However, the method was only
tested on synthetic data.

The goal of this project is to evaluate the possibility to detect
leakages in a WDN with the help of ANNs. The project will
be based on the data that has been collected from Stockholms
WDN. The area that has been selected is a sub area of
Stockholms that consists of 4 pump station of the 200 existing.
The hydraulic data from 2018 will be collected with a sensing
period of one minute, with a correlated maintenance report
for leakages. From the hydraulic data and the maintenance
report, the corresponding feature and target will be extracted.
Thereafter, the ANN will be trained with the input of the
features and the target, the results will be evaluated. When
using real data, there are some uncertainties that should be
considered for example, too much irregularity in the water
usage or lack of precision in the maintenance report. This
could make it difficult for the ANN to recognize any clear
pattern and thus performs badly. Often, the prediction from
ANN is hard to interpret directly and therefore a Time Filter
(TF) algorithm was applied to filter out some noises in the
prediction. The contributions from this project are summarized
as the following:

• This project evaluates if it is possible to detect leakage
in a WDN with the help of ANNs, on real data.

• The work investigates if it is possible to enhance
visualization and performance of an ANN prediction by
using a TF.

The structure of this paper will be as the following: In
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Section II the problem will be formulated. In Section III the
working process and necessarily theory to solve the problem
will be presented. The results will be presented in the Section
IV and the results will be discussed in Section V. The project
will be summarized in section VI, where the section will
conclude with tips on future work.

II. PROBLEM FORMULATION

In this section, the problem studied in the paper is
formulated as follows.

The data collected in Stockholm WDN contain the
flow and pressure information of four different locations.
The feature vector xt is consisting of the flow and
the pressure measurement at time t and is denoted by
xt = [x1,t, . . . , x9,t]

T ∈ X9×1, where X9×1 is the domain
set. x1,t, . . . , x4,t represents the flow of the four locations,
x5,t, . . . , x8,t represents the pressure of the four locations,
and x9,t represents the hour of the day. The desired output
is the indicator of the occurence of leakages, represented
by ypredicted, where ypredicted = 1 corresponds to the case of
leakage, otherwise ypredicted = 0.

The problem to be solved is to find a classifier f : X −→
{0, 1}, i.e. a classifier that predict leakage based on xt. More
specifically, the problem can be formulated as

minimize
f(·)

E{|ytrue − ypredicted|} (1a)

s.t. ypredicted = f(xt), (1b)

whereas ytrue is the labeled leakage state and ypredicted is the
predicted state. The prediction ypredicted will be based on the
time filtered prediction from three different ANNs, which will
be shown in the next section.

III. METHOD

ANNs is a state of the art algorithm for ML. The structure of
ANN is an imitation of how the human brain learns and is an
attempt to adapt it for computers. The type of ANN that will
be used in this project is a Deep Feedforward Neural Network
(DFNN), that is a subclass of ANN. DFNN uses so called
neurons that exist in layers that are connected by weights and
controlled by activation functions. There are different kinds
of layers. The first layer, also called the input layer, takes the
features and passes it to the next layer which is called the
hidden layer. For a fully connected hidden layer, each neuron
is connected to all the neurons from the former layer and
controlled by weights - in this case from the input layer. The
hidden layer then transfers the information to the next layer
in the same way until it reaches the last layer, also called
output layer. The output layer, for a single label classification
problem, does only contain one neuron and gives an output
on a binary form, see Fig. 1. There are two ways to train a
Neural Network (NN) - supervised or unsupervised learning.
In this project supervised learning will be in focus. Supervised
learning is about adjusting the weights that is connecting

Fig. 1. An examaple of a fully connected feed forward neural network with
one hidden layer with 3 nodes. The activation function for the hidden layer is
rectified linear unit (ReLU) and the output layer consist of one neuron with
the activation function sigmoid.

the neurons, with backpropagation, so that the last layer
produces as many true labels as possible. Creating an ANN
is an iterative working process, which includes preprocessing,
tuning of hyperparameters, validation, and testing of the model
in a real-world application.

A. Preprocessing data

The hydraulic data from SVOA was provided as an excel
file, where the different pressure and flow for each minute
was declared. The pressure and the flow was extracted from
the excel file into python with the help of python package
pandas [7]. The information about leakage was provided as an
maintenance report where leakages was labeled as ”Reparera
distributionsledning”, see Fig. 2. Where the time period that
was being selected as leakage where called ”PROJSTART”
and ”PROJFINISH” also the column 9 and 10 in the Fig. 2.
The time period is based on the reported time, and thus it
is not certain that the time period is the exact time period
of leakages. For example, the reported time period could be
delayed based on the time it takes to detect the leakage. To
ensure that no leakage data is classified as no-leakage an safety
margin will be applied. Further, the leakage was described in
a binary form where 1 means leakage and 0 means no-leakage.

Before feeding the data into the ANN, the data is
preprocessed to maximize the performance of the ANN.
One part of preprocessing is to fill out missing values in the
dataset. This could be done by replacing the values with the
mean value for the dataset, using a NN to predict the value
or to discard the value. The method depends on the dataset
and the amount of missing values [8]. In this project, missing
values will be discarded due to the small amount of missing
values in the datasets.

Because NN is based on stochastic optimization techniques
it is important to have a normalized dataset, to prevent the
NN to get stuck at local minimal and to reduce the time
needed for training. Therefore, the data should be normalized
which could be done by using different kinds of normalization
algorithms. The type of normalization methods that should be
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Fig. 2. An excerpt from the maintenance report provided by SVOA.

used depends on each dataset and the type of NN that is being
created. In this project, z-score is used as follows:

xnorm
i,t =

xi,t − µi

σi
,

where xnorm
i,t is the normalized value of the corresponding value

xi,t for the feature i and the time t. µi and σi is the mean
value and standard deviation for feature i.

B. Create Neural Network

When creating a DFNN, one should consider the
architecture of the network, e.g. how many neurons and
layers should the NN consist of. However, there is no best
architecture that suits all problems. The standard approach is
to build a variety of models based on some standard rules
and experience and further pick the model that has the best
performance. The architecture of the network that is used
are described in Section IV. Another thing to address is the
activation function that the NN should be built with. One
common activation function for classification problems is
rectified linear unit (ReLU) and for the last layer SoftMax or
sigmoid is two common choices. In this project ReLU will
be used in the hidden layers and sigmoid for the output layer.

The NN will be implemented with keras [9] which is a
high-level API package for python 3. The NN will have
the same structure as in Fig. 1 but with a different architecture.

Before training, validating and testing the NN, the data set
has to be divided into smaller sets - training, validation and
test set. First the test set is selected, where minimum one case
of leakage and no-leakage should be included, in this case only
one will be included due to 2018 dataset consist of few leakage
cases. The remaining data will then be shuffled and divided
into two sets with a 90/10 split into training and validation
set.

C. Training and validation

Training a NN is an iterative method where each training
period is called an epoch. In each epoch a subset of the
training set, called batches, is fed to the NN to train it,
in the sense that the weight of the NN is adjusted by
backpropagation. Where the number of epochs have a great
impact on the NN performance. Too many epochs might
make the NN learn the pattern in the training set to well -
so called overfitting. Too few could cause underfitting, which
means the NN has not been trained enough. If the NN is
overfitting, underfitting or trained enough could be estimated
by inspecting the loss function for a validation set compared

to the training set. If the loss value is decreasing for the
training set and increasing for the validation set there is a
clear indication of that the NN is overfitting. What type of loss
function that is being used differ depending on the problem.
For a binary classification problem binary cross-entropy loss
function [9] is preferred which in some literatures is refereed
as sigmoid cross-entropy, because it basically consists of a
sigmoid function and a cross-entropy function. Further the
choice of loss function has a crucial effect of the performance
of the NN due to the NN is optimized to minimize the loss
and not to achieve high accuracy.

Another way to validate the performance of an NN is to
look at the accuracy. The way to calculate accuracy depends
on the problem that should be solved. For classification
problems it is desirable to look at the binary accuracy which
means the number of correct predictions divided by the
number of predictions. This is a good measurement of the
performance for a NN that is training on a balanced dataset.
Another way to measure the performance is to look at the
false positive rate and false negative rate, where false positive
rate can be described as the number of false predicted
leakages divided by the number of predictions, often refereed
as false alarm rate. Similarly, the false negative rate, which
is also called miss detection, can be described as the number
of false predictions of no-leakages divided by the number
of predictions. The way to measure performance depends on
the desired functionality of the neural network. Optimizing a
NN is an exhausting task that often results in a grid search,
with various of hyperparameters, such as number of epochs,
choice of activation and loss function, learning rate etc.

When the NN is fully trained, and gives an adequate score
on the validation set, it should be validated on a test set that
is an isolated dataset from the training and validation set. For
leakage problem in a WDN it should be a period that consist
of no leakage and a period with leakage.

A way to ensure the model does not overfit and to increase
performance is to train multiple NNs and merge them into one
model [10]. The model is then combined by taking the mean
prediction for the models, the prediction will be denoted as
g(xt). The models should have equivalent accuracy, but their
prediction should vary for it to be a good merge. In this project
three different NNs are merged to prevent overfitting and to
improve performance. The NNs will be empirical constructed
by trying to get a high variance without reducing accuracy too
much.
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Fig. 3. Switch state chart of the Time filter algorithm. Where state 1 stands
for leakage and state 2 for no-leakage.

D. Time filter

The location, the size, the day of the week and the overall
usage of the WDN could affect the pattern for each leakage
case. If the correlation between different leakages are low,
it could result in noisy prediction from the NN. One of
the greatest challenges will be to present the result in an
intellectual manner that is understandable and usable for a
water distributor.

One approach to improve the performance and the visual-
ization of the NN prediction is to implement a time filtering
algorithm. Since leakages are not some phenomenon that
changes from one minute to another. This could be considered
by looking at the probability that it is leaking or not during
a period of time instead of evaluating if it is leaking or not
for each minute. This could be described as two states where
state 1 is no leakage and state 2 is leakage, as shown in Fig.
3. To enter either state, a threshold must be exceeded and the
threshold to enter or leaving a state does not have to be the
same. The threshold for entering leakage will be called ξ1
and for no-leakage ξ2. To estimate if the threshold has been
exceeded or not the mean value of the predictions for a time
interval will be evaluated against the threshold. More precise
could the time filter be described as

yprediction = F (g(xt), t) =



1 if 1
T

∑t+T
i=t g(xi) ≥ ξ1

and F (t− 1) = 0

0 if 1
T

∑t+T
i=t g(xi) ≥ ξ2

and F (t− 1) = 1

F (t− 1) otherwise

where the time filter is denoted as F , T is the length of
the time interval, ξ1 and ξ2 is threshold 1 and threshold

2, yprediction is the final prediction as in (1b) and g is the
prediction made by the NN model, see subsection training
and validation. The time filter is making the decision by
looking on the value for the next T minutes, i.e. the filter
will be delayed with the length of the time interval T .
The length of the time interval and the values of the two
thresholds could have a large effect on the performance of
the NN. A disadvantage with using such a filter is that the
delay of the prediction increases with the length of the time
interval. Thus, there is a trade off between the timeliness of
the classifier and the accuracy and how interpretive the result
will be. Therefore, the time filter should be optimized by a
grid search for ξ1, ξ2 and T . To ensure the filter does not get
bias to the test set it should be optimized against the training
set. Furthermore, the filter is then applied on the prediction
done for the test set and validation of the final accuracy will
be evaluated.

IV. RESULTS

An empirical study was carried out to extract features and
target from the data that was provided from SVOA. It was
found that the pressure and the water flow for each pump
station was good features in addition to a syntactic feature
that provides information about the time. Furthermore, the
target was interpreted from the maintenance report with four
days of safety margins from the provided days.

The NN was trained and optimized by evaluating the
results from a grid search for a reasonable range for some
of the hyperparameters. More specifically, the searching
range for numbers of hiddenlayer, numbers of neurons,
the batchsize and the number of epochs is 2-8, 32-508,
8-64 and 10-80 respectivly. It resulted in the same structure
as in Fig. 1 but with an another architecture. The NN
has 5 hiddenlayers, each of them has 256 neurons. The
number of epochs that was being used in the final model
was evaluated empirical by looking at the training and
validation loss curve, as shown in Fig. 4. It was found that
the best number of epochs, to not overfit the training data,
was around 40 to 50 epochs. Which was before the loss
function begun to increase, which is a clear sign of overfitting.

The optimal NN, Model 1, that was the result from the grid
search were then used in addition with two other NNs, Model
2 and Model 3, that had the same hyperparameters except
from the architecture. The architecture from the other two
models was empirical selected to vary from the original model
without compromising the accuracy too much, see Fig. 5.
The architecture for Model 2 was selected as 8 hidden layers
with 256 neurons and for Model 3 was 5 hidden layers with
64 neurons. The three different NN models were then merged
to one model, by taking the mean of each prediction see Fig.
6. The binary accuracy, false positive rate and false negative
rate can be seen in TABLE I. The Model 1 is optimized on
the validation set and therefore there is not certain that the
optimized model will have the best accuracy, as we can see
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Fig. 4. Loss function for the training and validation set for 80 epochs. The
loss value after 80 epochs where 0.04233 for the training set and 0.14251
for the validation set.

Fig. 5. Prediction for each model compared to the target. Where values greater
or equal 0.5 is leakage and values below 0.5 is no-leakage.

TABLE I
PREDICTION ACCURACY FOR EACH MODEL

Model 1 Model 2 Model 3 Model 1-3

Binary accuracy 0.85 0.86 0.87 0.87

False positive rate 0.07 0.06 0.05 0.05

False negative rate 0.08 0.08 0.08 0.08

in TABLE I it has the lowest accuracy. The performance for
the merged model, Model 1-3, is not significant higher, i.e.
the performance is not improved. However, the risk for the
Model 1-3 to be overfitting the training set is lower due to
the variety from each model.

The thresholds and the period length for the TF filter are
optimized by a grid search, which resulted in a threshold to
enter leakage state as ξ1 = 0.7 and the threshold to enter
no-leakage state as ξ2 = 0.01 with the time period of five
hours, i.e. 300 minutes. The TF was then applied on Model
1-3, as shown in TABLE II. After the filter is applied, the
binary accuracy goes up with 11% and the false alarm rate

Fig. 6. Mean prediction for Model 1-3 compared to the target. Where values
greater or equal 0.5 is leakage and values below 0.5 is no-leakage.

TABLE II
PREDICTION ACCURACY WITH TIME FILTER

without TF with TF

Binary accuracy 0.87 0.98

False positive rate 0.05 0.00

False negative rate 0.08 0.02

Fig. 7. Merged prediction for Model 1-3 with TF for 2018.

and miss detection decreased by 5% and 6%. It is shown that
the model with the TF works better then without the TF filter.
The higher performance comes with a cost of a time increase
of 300 minutes, see Fig. 6 and Fig. 7 for comparison.

Due to the promising result, data for January to March in
2019 was collected from SVOA and a new larger test set was
created and tested. The performance was not duplicated and
the results was considered not better than a guess, see Fig. 8.
Where the accuracy before filter was 45% and after the filter
where 44%. The drop of accuracy, between 2018 and 2019,
could be caused by variety things such as the frequency of
leakage in 2019 is two times higher than for 2018. In 2018
there were 17 leakages in total while in the three first month
of 2019 there were 11 leakage cases. It could also mean that
the prediction for the test set in 2018 is not a representative
result and that the model does not work.
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Fig. 8. Merged prediction for model(1-3) with TF for 2019.

V. DISCUSSION

The results from the 2018 data indicates it should be
possible to detect leakages with the help of NN. The
prediction should be interpreted as an indication rather than
clear classification, due to the high amount of uncertainties
when only using the NN to predict leakage. When applying
the TF, the prediction is interpreted as indications and the
threshold value could be interpreted as the probability needed
or the sensitivity to classify leakage or not. For example, the
threshold value for entering leakage 0.7 could be interpreted
as there is 70% risk that it is leaking and a 30% chance
that it is not. Therefore, the reduction of miss detection
and false alarm rate could be expected if the threshold is
chosen right. The prediction after applying the TF should
also be consider more reliable than without the filter due
to the amount of prediction used for the final prediction is
300 times larger which means that the prediction is based on
more data. However, the disadvantage of using TF is that the
smallest amount of time needed to detect leakage will also
be 300 times larger. However, the noisy prediction from the
NN will make it harder for a water distributor to make an
intelligent decision if maintenance is needed or not if only
looking at the NN. The shortest amount of time needed will
probably not be as short as 1 minute to make the decision. This
should be considered if applying this method on a real system.

The result on 2019 test set is not consistent with the results
from 2018, which could be interpreted as the NN is not
suited for predicting leakages in a WDN. But there could
be other reasons as well, such as the data from 2018 is too
different from the data from 2019 to be a good training data.
Considered the leakage frequency is increasing with a factor
of two between the two data sets. Another reason could be
that the maintenance report provided by SVOA has not enough
information about the type of leakage and the duration of it. It
could also be that the used interval is the wrong interval used,
i.e. the ”ACTUALSTART” and ”ACTUALFINISH” should be
used instead (see Fig. 2). If NN is training on wrong labeled
data, the NN will have a hard time to provide the desired
functionality. However, it is also a risk that DFNN is not a
suited NN for this task and that another type of NN should
be used such as a Recurrent Neural Network (RNN) that take

time series of data as input.

VI. SUMMARY & FUTURE WORKS

There is no clear conclusion that can be done within this
project. However, if looking at the test result from 2018 it
seems to be possible to detect leakages with the help of NNs
and that enhance performance could be done by using the
TF. In other hand, the result from 2019 data indicates that
the NN trained on 2018 data is not good enough to detect
leakage for 2019 data.

Future work should be investigating other types of ANNs
and ML algorithms, such as RNN, random forest, supported
vector machine, etc. The next step should also be to investigate
the duration of leakages to get more precise labeled data sets.
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