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Abstract—Stock market forecasting is considered to be a
particularly challenging task due to the complexity and volatility
of the stock market. In this project we evaluate the performance
of existing machine learning techniques as methods for modeling
and predicting patterns in the financial market. In our attempt
to predict the Nestlé stock closing price point, linear LASSO and
ARIMA models were implemented based on the assumption that
the volatile data has some type of linear dependency. The methods
was evaluated by calculating the Mean Absolute Deviation,
Mean Squared Error and Mean Absolute Percentage Error
values based on their performance in making short and long-
term predictions. Our results suggest that the LASSO algorithm
performs better in regards to short-term predictions whereas the
ARIMA provides more accurate long-term predictions. In terms
of prediction of future trends, both methods show good overall
performance. Finally, we propose interesting areas to consider in
order to make more precise predictions on volatile data.

Index Terms—Stock market; Forecasting; LASSO; ARIMA;
Model mixing

I. INTRODUCTION

Stock market investment can be considered the very notion
of letting your money work for you since a well placed
investment can lead to great financial gain through the passing
of time alone. Investment is inherently risky however, as a
poorly placed investment can lead to substantial loss. Thus,
knowing when to buy and when to sell is key to success in the
stock market. Stock price prediction has long been considered
one of the most challenging tasks in financial forecasting due
to the volatile and complex nature of the stock market [1].

Forecasting is an information driven process and as investors
today have access to ever increasing amounts of data [2],
analyzing this information by hand is becoming next to
impossible. This has led investors and researchers alike to
direct their focus on computers and algorithms in order to
interpret the data and draw conclusions.

In recent years, numerous methods and models have been
developed and applied in financial forecasting. Among these
are artificial neural networks (ANNs) which have become
increasingly popular due to their ability to infer solutions from
incomplete data. A few related contributions regarding the use
of ANNs in stock market predictions are found in [3] and
[4]. Another approach to forecasting arises from analyzing the
stock market as a Hidden Markov Model (HMM), which is
described in [5].

A main quandary when modeling the market is what data
to include and exclude due to not knowing how all this data
correlates to a specific stock index [6]. In our efforts to discern
influential data from non-influential, in this report we propose

Least Absolute Shrinkage and Selection Operator (LASSO)
and Autoregressive Integrated Moving Average (ARIMA)
models for modeling and predicting the stock market. We also
introduce the concept of mixed models as a way of combining
several models in an attempt to increase the accuracy of
predictions. Related works that have engaged LASSO and
ARIMA modeling for forecasting include [7] and [8]. The
algorithms were implemented on the Nestlé stock market data
which was extracted from Yahoo! Finance [9]. The data was
divided into a training set of 10 years (2000.01.03-2010.01.04)
and a test set of 6 years (2010.01.05-2016.01.04). The two
subsets of the data are shown in Figure 1.

Fig. 1. Nestlé stock closing price index divided into a training and a test set.

Notation: In this report column vectors are denoted x, row
vectors are denoted x>, matrices are denoted X and xi refers
to the i-th component of the vector x.

II. PROBLEM STATEMENT AND GOALS

The main goal of this report is to evaluate the LASSO
and ARIMA algorithms ability to learn from and recognize
patterns in the financial market. To accomplish this, partial
goals were set such as implementing the algorithms, optimiz-
ing parameters, and finding criteria for evaluating the accuracy
of both short and long-term predictions.

The LASSO and ARIMA algorithms are based on linear
relations, therefore a natural assumption is that the stock data,
although volatile, has some type of linear dependency. Another
assumption is that the investigated market and subsequently
the model is time invariant. This implies that the relationship
between the input and the response is constant with respect to
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time. The validity of these assumptions is discussed in Section
VI.

A general linear model is formulated as

y = Xw (1)

where

y =


y1

y2

...
yN

 , X =


−x>1 −
−x>2 −

...
−x>N−

 , w =


w1

w2

...
wd

 , (2)

y is the response, {x>i }Ni=1 are row vectors containing the
explanatory variables and w the coefficients or weights asso-
ciated with each explanatory variable. Because of the complex
nature of the financial market such a model rarely describes
the data completely, i.e. there are no values {w1 . . . wd}
that satisfies the equality in equation (1) for all observations
{y1 . . . yN}. The goal is instead to obtain a weight vector w
that best explains the data y.

III. MODEL DESCRIPTION AND METHODOLOGY

A. LASSO

The LASSO model is based on the linear model defined in
equations (1) and (2). A very common approach to finding
the appropriate value of w is the least squares method, which
minimizes the mean squared error (MSE) i.e., the summed
squares of the differences between the observed response and
the response predicted by the linear model. This is done
by choosing weights that minimize the objective function
according to

ŵLS = arg min
w

1

N
‖Xw − y‖2. (3)

The LASSO algorithm is similar to the least squares method
but with the addition of a penalty term which introduces the
concept of penalized linear regression. The objective function
for LASSO is formulated as

ŵLASSO = arg min
w

1

N
‖Xw − y‖2 + λ‖w‖1. (4)

A consequence of using the LASSO algorithm is that it
alters the model fitting process to select only a subset of the
provided covariates for use in the final model rather than using
all of them. This is induced by weighting the magnitude of
w through the `1-norm which will lead to sparsity in the
minimizer, as shown in equation (4). The tuning parameter,
λ, controls the strength of the penalty and λ = 0 equates to
regular linear regression. The idea behind this penalization is
that covariates with little to no influence on the response will
have their weights set at zero leading to a simpler and more
interpretable model. Therefore LASSO is an especially useful
method when there exists a large amount of data but little to no
knowledge of how this data influences the response variable.

In this report the optimal value of λ was chosen through
iteration. The process involves first dividing the training data

Fig. 2. Training data set split into a training and validation set.

set into two subsets of equal size (see Figure 2), where training
is performed on the first set and validation on the second set.
For each value of the tuning parameter {λ1 . . . λm}, the MSE
of the validation set is calculated. The optimal value of λ is
then chosen as the λ that produces the smallest MSE. Using
this criterion for the selection of λ for both the short and long-
term predictions resulted in λshort = 9.71, λlong = 3.76 and
weights according to Figure 3. The resulting model is more
sparse with only a few significant covariates left in the model.
The tolerance of the CVX solver, see Section III-D, determines
how small the weights will be in order to be considered zero.
This tolerance was set to the default value in the order of
magnitude of 10−8.

Fig. 3. The weights produced by LASSO for short and long-term predictions.

The linear model on which the LASSO algorithm was
applied consists of the Nestlé stock closing price index the last
20 consecutive trading days. Initially both 100 and 50 days
were considered, but such large number of covariates were
deemed unnecessary since weights for large lags was quickly
set at zero. Therefore the number of explanatory variables was
set heuristically at 20. In other words, the prediction at time
t can be written as

ŷt =

20∑
i=1

ŵiyt−i. (5)
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The short-term predictions were calculated as if made in
real time, i.e. using the actual closing values of the stock
price to predict the next days closing price and repeating this
to obtain predictions for 100 days. The long-term predictions
where calculated using an iterative approach, where the first
predicted value was obtained using actual data and subsequent
predictions were based on previously predicted values. The
first two steps in this approach can be formulated mathemati-
cally as

ŷt =
[
yt−20 . . . yt−1

]
ŵLASSO,

ŷt+1 =
[
yt−19 . . . yt−1ŷt

]
ŵLASSO.

(6)

B. ARIMA

An ARIMA model is used for prediction and analysis of
time series data. ARIMA is a generalized study of autoregres-
sive (AR) moving average (MA) with the added concept of
integration (I in ARIMA). ARIMA models are generally de-
noted ARIMA(p, d, q) and the structure of a standard ARIMA
model with arbitrary values of p, d, and q is

ŷt = µ+

p∑
i=1

αiyt−i +

q∑
j=1

βjet−j + et, (7)

and the parameters are:
• µ is the constant/drift term
• p is the order of the autoregressive model, AR(p), and

corresponds to the number lags used in the AR model
• d is the degree of differencing, I(d), i.e., the number of

times past values has been subtracted from the data.
• q is the moving average order, MA(q), and corresponds

to the number of lags used in the MA model
• {αi}pi=1 are the coefficients for the AR model terms
• {βi}qi=1 are the coefficients for the MA model terms
• et is a white noise error term
An ARMA model is mainly applicable to stationary time

series, however if the series is not stationary, differencing
can be a useful tool in the pursuit of making the time series
more stationary and therefore more appropriate for ARMA
modeling. Differencing is described mathematically as

∆yt = yt − yt−1. (8)

If after differencing the time series appears stationary regard-
ing mean but not regarding variance, a log transformation of
the time series can be helpful, as proposed in [10].
The data can then be written as

∆ ln(yt) = ln(yt)− ln(yt−1). (9)

Applying an ARIMA model to a time series involves the
following steps: visualize the time series to determine if the
time series is stationary, if it is not stationary apply differenc-
ing to the time series, find the optimal parameters, build the
model and make predictions. The process is visualized in the
flow chart in Figure 4.

There are several methods for model identification using
different metrics to discern what ARIMA model best fits the

Fig. 4. Flow chart of the ARIMA modeling process.

data. One method for model structure selection involves calcu-
lating and plotting the autocorrelation factor (ACF) and partial
autocorrelation factor (PACF) [11]. The ACF is a measure of
the correlation between the values of a process at different
times. A partial autocorrelation is the relationship between an
observation in a time series and observations at prior time steps
with the relationships of intermediate observations removed.
As mentioned in [12],“The partial autocorrelation at lag k is
the correlation that results after removing the effect of any
correlations due to the terms at shorter lags.”

The graphical representation of the Nestlé stock closing
price index shown in Figure 2 has a clear upward trend and is
non-stationary in time, suggesting differencing is needed. To
confirm this, the ACF and PACF of the original time series
is plotted as shown in Figure 5. The slowly diminishing ACF
is due to the trend in the data which indicates that the time
series is nonstationary and that differencing is needed [10].

Fig. 5. ACF and PACF of the original time series.
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The time series after the first degree of differencing appears
to become stationary on mean as shown in Figure 6. However,
the times series does not seem to be stationary on variance,
since the variation is increasing as we move towards the right
end of the plot. To remedy this, the original time series is
transformed through the log transform before differencing. The
result of the transformation is compared with the original one
in Figure 7. By visual inspection we conclude that the variance
in the lower graph of Figure 7 is more stationary regarding
variance than the upper one. Hence, after a log transformation
and first order of differencing, the data is more suitable for
ARMA modeling.

Fig. 6. Nestlé stock closing price index after first order differencing.

Fig. 7. (Upper) Differenced data, (Lower) Differenced and logged data.

The ACF and PACF of the differenced time series, as
shown in Figure 8, has two significant spikes at low lags
indicating a need for an increase in AR(p) and/or MA(q)
components. Following the flow chart in Figure 4 we increased
the order of the autoregressive model AR(p) by one. That is, an
ARIMA(1,1,0) model was implemented. The ACF and PACF
of the residuals, i.e., the difference of actual and predicted

Fig. 8. ACF and PACF of the logged time series after first order differencing.

Fig. 9. ACF and PACF of the residuals when ARIMA(1,1,0) is applied.

values calculated for the training set, was plotted in Figure 9.
One of the two significant spikes at low lags is removed in
both the ACF and the PACF due to the increase in the order of
the autoregressive model, but one still remains. Once again we
increased the order of the AR model by one and plotted the
ACF and PACF of the resulting residuals, see Figure 10. Both
significant spikes at low lags disappeared from the ACF and
PACF of the residuals. An interpretation of this result is that
the chosen model has extracted all the available information
from the data. The residuals should be uncorrelated, i.e.,
there are no significant dependencies between different lags
as shown in Figure 10. Thus, the residuals could be seen as
a realization of a white noise process, which indicates that
there are no significant patterns that are left unmodeled in the
time series. The residuals should also have a zero mean and
constant variance [10].

In Figure 11 the residuals appear constant regarding vari-
ance and the mean is approximately zero. To verify the
statement of having white noise, we plot the histogram of
the residuals, which seems to show a Gaussian white noise
as seen in Figure 12. Thus, the ARIMA(2,1,0) model was
selected for forecasting. The forecasts was performed by using
the function Arima() from the forecast package in R [13].
An ARIMA(2,1,0) model corresponds to

∆ŷt = α1∆yt−1 + α2∆yt−2 + et. (10)

When observing the results after implementation a drift term
was deemed useful to include since it gave better results. An
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ARIMA(2,1,0) model with a drift term corresponds to

∆ŷt = µ+ α1∆yt−1 + α2∆yt−2 + et. (11)

To predict ŷt we rewrite equation (11) as

ŷt = µ+ (1 +α1)yt−1 + (α2−α1)yt−2−α2yt−3 + et. (12)

For ŷt+1, i.e. making long-term predictions, we expand the
model accordingly

ŷt+1 = µ+(1+α1)ŷt+(α2−α1)yt−1−α2yt−2 +et+1, (13)

where the error term et+1 is replaced with zero due to the fact
that we are unbeknown of future errors [10]. The parameters
α1 and α2 are estimated through Maximum Likelihood Esti-
mation (MLE). The aim of using MLE is to obtain parameters
which maximize the probability of obtaining correct observa-
tions of the real data [10]. The MLE equation is described
by

θ̂ ∈ {arg max
θ∈Θ

L(θ | x)}, (14)

where L is the likelihood function given by

L(θ | x) = Pθ(X = x), (15)

where θ is the parameter to be estimated given an observation
x of a stochastic variable X .

Fig. 10. ACF and PACF of the residuals when ARIMA(2,1,0) is applied.

Fig. 11. Residuals when an ARIMA(2,1,0) is applied.

Fig. 12. Histogram of the residuals when an ARIMA(2,1,0) is applied.

Another, less hands on method for ARIMA model iden-
tification is to use the auto.arima() function which
is also included in the forecast v8.5 package in R. The
auto.arima() function uses a variation of the Hyndman-
Khandakar algorithm [10] and returns the best ARIMA model
according to either the AIC, AICc or BIC value [14], [15],
i.e., the model that results in the lowest value of the critera.
The parameters of the selected model are chosen with the
help of MLE. AIC and BIC are closely related and are based
on the likelihood function as well as including a different
penalty term each for the number of parameters in the model
in an attempt to avoid overfitting the data. If the size of the
sample data is small, the AIC has a tendency to overfit. This is
addressed by the AICc. The AICc criterion is similar to AIC
but considers an additional correction term for small sample
sizes. The mathematical expressions for these metrics are

AIC = 2k − 2 ln(θ̂), (16)

BIC = ln(N)k − 2 ln(θ̂), (17)

AICc = AIC +
2k2 + 2k

N − k − 1
, (18)

where θ̂ is the maximized value of the likelihood function,
k is the number of estimated parameters, N is the number
of observations. Applying auto.arima() on the Nestlé
closing price index (Figure 2) resulted in a ARIMA(0,1,2)
model with drift.

When performing long-term predictions using
auto.arima() the function selects an ARIMA(0,1,2)
model with drift. For the short-term predictions however, the
auto.arima() becomes adaptive. This is due to the fact
that we expand the data set with each prediction resulting in
an ARIMA(0,1,2) model that for some predictions include a
drift term and for others exclude it.

An ARIMA(0,1,2) model with drift is described by:

∆ŷt = µ+ et + β1et−1 + β2et−2. (19)
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Forecasts are done similarly to equation (12) and equation
(13).

C. Mixed models with altered Akaike weights

Another approach is to formulate a mixed model by combin-
ing two or more models. To achieve this we propose Akaike
weights. The concept behind Akaike weights is to be able
to determine which model is deemed the most accurate in
terms of probability based on their AIC value [16]. Instead of
using Akaike weights for model selection using the AIC, we
propose altering the Akaike weights to represent how accurate
each model performs on the training data based on their MSE
values.

To calculate the altered Akaike weights (AAWs) the models
were implemented on the training data, shown in Figure 1.
The training data was split into two sections as described in
Figure 2. For each model, long and short-term predictions were
performed on the validation set and the AAWs were calculated
from the MSE of each performance as

ξi =
e−MSEi

K∑
k=1

e−MSEk

, (20)

where i is the model and K is the total amount of models
combined. As readily observed, the sum of AAWs is equal to
one. Therefore a natural understanding is that the weights gives
the percentage of how important the model is when performing
forecasts. The mixed model prediction is then formulated as
the sum of all models to be combined multiplied with their
corresponding altered Akaike weight,

ŷMixed
t =

K∑
k=1

ξkŷ
k
t . (21)

D. Implementation

All the ARIMA implementations were done using the
forecast package in R studio while all LASSO implementa-
tions were done using MATLAB and the software CVX for
MATLAB [13], [17]–[19].

IV. EVALUATION CRITERIA

There are many different criteria for evaluating the accuracy
of forecasts. Some of the most commonly suggested measures
for forecast accuracy are the mean squared error (MSE),
mean absolute percentage error (MAPE) and mean absolute
deviation (MAD) [20]. The MSE is the average squared
difference between the estimated values and the actual value of
what is estimated. The MAPE measures the error in percentage
terms and is therefore regarded as easier to interpret than MSE
and MAD. The MAPE is calculated as the average of the
absolute value of the percentage error. The MAD is calculated
as the average of the absolute value of the errors.

The MAD and the MSE are scale dependant whereas the
MAPE is normalized by the actual value. A low value of MSE
and MAD is not necessarily giving the full truth of whether
or not the prediction is good. As an example, suppose we

have predictions of data in the magnitude of 106 and in the
magnitude of 102, then suppose we calculate the MSE and
MAD for both predictions which gives similiar values. In
this case we would not be able to determine which of the
two predictions that gave best results without knowing the
magnitude of the data. MAPE is therefore more explanatory
and gives a fair representation on how good the predictions are.
The mathematical expressions for MSE, MAPE and MAD are

MSE =
1

N

N∑
i=1

(ŷi − yi)2, (22)

MAPE =
100%

N

N∑
i=1

∣∣∣∣ ŷi − yiyi

∣∣∣∣ , (23)

MAD =
1

N

N∑
i=1

|ŷi − yi|, (24)

where N is the number of observations in the data set, y is
the observed response and ŷ is the predicted response.

V. RESULTS

Fig. 13. MSE, MAPE and MAD values for short-term prediction.

The resulting errors of the short-term predictions shown
in Figure 13, indicates that the LASSO algorithm performs
slightly better than both ARIMA models and the mixed model
in regards to MSE. In terms of MAPE and MAD values all
models performed qualitatively equal.

The errors regarding the long-term predictions in Figure 14
show that the two ARIMA models outperform LASSO and the
mixed model in regards to MSE especially. The MAPE and
MAD values also indicate that the ARIMA models are more
accurate than LASSO and mixed model.

The resulting predictions of the ARIMA(0,1,2) model with
drift and the mixed models is visually very similar to results
presented in Figure 17 and Figure 18 and will therefore not be
included. These visual similarities further support the similar
results obtained when calculating the error terms given by
Figure 13 and Figure 14.

In the graphical representations of the results, the red lines
represents the predicted values and the black lines represent
the actual values of the Nestlé stock market data.
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Fig. 14. MSE, MAPE and MAD values for long-term prediction.

Fig. 15. LASSO short-term prediction.

Additional predictions were performed on various type of
stock market data. Long-term predictions are vastly dependent
on training data selection. If there is a trend in the training
data the long-term predictions will adjust to this overall trend,
as can be envisioned in Figure 16. If there is a shift in trend
between the training and validation data the proposed methods

Fig. 16. LASSO long-term prediction.

Fig. 17. ARIMA(2,1,0) with drift short-term prediction.

Fig. 18. ARIMA(2,1,0) with drift long-term prediction.

will not pick on this change and will therefore produce
inaccurate predictions. This suggests that the results of the
long-term predictions can not be considered generalized for
all types of data. The results of the short-term predictions are
not as dependant on training data as the long-term predictions.
Short-term predictions will follow shifts in trends because of
the high dependency between consecutive lags. The results
shown in Figure 15 are very similar to results obtained for
other types of stock market data. The results of the short-term
predictions can therefore be viewed as more generalized for
different data sets than the long-term predictions.

VI. DISCUSSION

To formulate a model that performs accurate predictions on
volatile data is next to impossible. In spite of this, the methods
proposed in this report provides a fair estimate of tomorrows
stock price as well as the general direction of the stock market.

The underwhelming results of the mixed model can in part
be attributed to the appearance of the data set on which the
MSE was calculated and the altered Akaike weights was con-
sequently based on. The dissimilar appearance of the training
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and validation sets implies that the model which produces the
smallest MSE on the validation set is not necessarily the best
fit to the overall data. Therefore the concept of mixed models
should not be rejected as it could prove useful for data of a
different type and especially useful when combining models
with bias. If some models have a tendency to overestimate
and others to underestimate, then a mixed model could prove
more accurate than any of the combined models on their own.

A. Assumptions

The assumption that the stock market has a linear depen-
dency is somewhat validated by the correlations shown in
Figure 8. The graph shows that there is correlation between
yt and yt−1 as well as yt−2. Furthermore the data also has a
clear linear trend.

Financial markets sometimes undergo structural changes
and regime switches due to policy changes, therefore the
assumption that the market is time invariant seems implausible.
The data presented in this report does not however clearly
demonstrate this type of behaviour which implies that the
market data could be seen as time invariant for the chosen
period.

B. Future Work

The investigated models produced positive results although
using linear methods such as LASSO and ARIMA to describe
the complex nature of the stock market is limiting. Company
events such as a CEO resigning or a sudden increase in cocoa
bean prices could have great effect on the price point and such
events are not considered in the proposed models. Expanding
the model with data from correlated markets and including
news and events that has an effect on the investigated market
would be an interesting direction to proceed in. This could
be especially useful in a live model that constantly updates
weights and which parameters it includes as more data be-
comes available. In live models, news could give a perception
of whether the price point is increasing or decreasing before
it actually happens.

The division of the training data, as in Figure 2, may not be
optimal and expanding or limiting the training data set could
give more optimized parameters. In this report, the training
data was split in half without further investigation into how
to optimize this division. There should be some additional
testing to make sure that the model being optimized reaches
its full potential, as proposed in [21]. The λ parameter for
LASSO and the altered Akaike weights for mixed modeling
could especially benefit from this as they are heavily dependent
on how the data is split.

VII. CONCLUSION

In this report first and foremost, autoregressive models were
investigated under the assumption that there is some kind
of linear dependency between previous and future values.
As a result of the volatility of the investigated market, the
models produced have a high dependency on values at low

lags. The prediction with the smallest error is given by
models with relatively large weights at low lags and without
influence from values at high lags. When evaluating their
performance in terms of statistical accuracy, the algorithms
explored show similar results. The resulting errors do however
indicate that the LASSO algorithm is marginally more accurate
for short-term predictions than the ARIMA models. For long-
term predictions the ARIMA models gave the most accurate
predictions. The mixed model did not improve the accuracy
of predictions.

APPENDIX A
R CODE FOR ARIMA

https://gits-15.sys.kth.se/oerl/ARIMA-R/blob/master/README.md
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