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Abstract—In this report, we study the performance of two
machine learning algorithms when implemented for price pre-
dictions on the Swedish electricity market. The goal of this project
is to evaluate if these algorithms can be used as a tool for
investments. The algorithms are Kernel Ridge Regression (KRR),
and Support Vector Regression (SVR). Both KRR and SVR use
the kernel trick to efficiently find non-linear dependencies in
the volatile market. The methods are both used with an offline
approach. For the Kernel Ridge Regression, an online approach
using Stochastic Gradient Descent (SGD) to reduce the compu-
tational cost was also implemented. Both algorithms are applied
to the Swedish electricity market for the year 2017, using the
programming environment Matlab. To evaluate the performance
of the algorithms the mean absolute percentage error (MAPE),
the root mean squared error (RMSE), and the mean absolute
error (MAE) were calculated. The conclusions of this project are
that both methods show potential for being used in financial time
series predictions. The presented implementations, however, are
in need of some refinements. Examples of possible ways to refine
the results obtained in this project are discussed, with ideas of
future implementations.

Index Terms—Machine Learning, Prediction, Kernel Ridge
Regression, Support Vector Regression, Kernel trick, Time series,
Electricity market, Reproducing Kernel Hilbert Space.

I. INTRODUCTION

Machine learning is a field in computer science that focuses
on getting algorithms to perform a task without any explicit
formulations of how the task should be done. The algorithms
rely on finding patterns in data instead of these formulations.
Machine learning is commonly categorised as a subset of
artificial intelligence, and consist of a variety of sub-categories
itself. The methods used in this project is in the category of
supervised machine learning. In supervised machine learning,
the algorithms build a model using a data set called training
data, that consists of input and output. Through this training
phase, the algorithm learns how the input relates to the output.
It is then given a new set of inputs and returns its estimated
output, based on the correlation from the training set. Tom M
Mitchell [1] gave the following definition of machine learning,
”A computer program is said to learn from experience E with
respect to some class of tasks T and performance measure P,
if its performance at tasks in T, as measured by P, improves
with experience E.”.

The focus of this project is to implement Kernel Ridge
Regression (KRR) and Support Vector Regression (SVR).
Both methods are based on finding linear correlations, but the
financial market does not have a linear behaviour. To be able
to find linear relations on non-linear data the kernel trick is
used. We will through the use of kernels map the data from
the original space into a higher dimensional space where the
data can be described linearly and then transform the model
back to the original space. Both methods will, therefore, be

able to handle both non-linearity and high-dimensional inputs
simultaneously [2].

With Kernel Ridge Regression we also use an implemen-
tation with Stochastic Gradient Descent (SGD), to reduce the
computational cost. This to get an algorithm that learns online.
Online learning means that it is able to work on live data that
is continuously fed to it. Opposite of offline learning were you
have a fixed data set.

In this project, both methods will be used for predicting the
price change for region SE3 in the Swedish electricity market,
i.e. a financial time series.

SVR has previously been implemented on time series in
general [3], on wind speed prediction [4], and on financial time
series in particular [5]. Wind speed has also successfully been
predicted with KRR [6], and also in other types of predictions
such as traffic time series [7], and financial time series [2].

The remaining part of this report will be organised as
follows: in section II, a short introduction to the Swedish
electricity market are presented. In section III, mathematical
and theoretical preliminaries are introduced. In section IV, the
theory and implementation of the algorithms are described. In
section V, the pre-preparation and the handling of the data are
explained, along with how the evaluation of the performance
is made and then presented. In section VI, we reflect on how
the methods were implemented and what the results indicates.
In section VII, the conclusions of the project are given.

II. ELECTRICITY MARKET

The electricity market in Sweden consists of several com-
ponents, those of most importance are the producers, network
owners, suppliers, and customers. The producers sell the
electricity to the suppliers on the Nordic power exchange
market, Nord Pool [8]. This market consists of the countries
Sweden, Norway, Denmark, and Finland. The electricity is
then distributed to the customers via the network owners.
The network owners are controlled by the Energy Market
Inspection (Energimarknadsinspektionen) in Sweden, because
of their monopoly on the power distribution infrastructure, to
protect the costumers from overpricing and still make sure
that the electricity companies can make an earning. Due to
the different distances the electricity travel from production
to usage, which will have a different impact on the cost,
the Swedish market is divided into four different regions,
SE1-SE4, with their own electricity price. There are many
factors that affect the price, such as [9]; how much water there
is in the reservoirs, the amount of the produced electricity
and how it was produced. The price usually increases if the
production from hydropower plants drops. The same holds
for the weather, colder temperatures will increase the demand
for electricity and make the price go up. Not much of the
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production is made from coal and oil in the Nordic region,
however, the price of coal and oil will impact the price. This
is because of the import and export of electricity between
the Nordic region and the rest of Europe, where oil and coal
production is more common.

III. MATHEMATICAL AND THEORETICAL
PRELIMINARIES

A. Notation

Throughout this report, the following notations are used.
Lowercase letters with a bold font will refer to vectors, x, w.
I1 is a column vector only containing the number 1. Bold font
with uppercase letters refers to matrices, X, K, where I refers
to the identity matrix. A transpose of a vector or matrix are
denoted as, KT , xT , and an inverse of a matrix are denoted
as, K−1, I−1. A prediction function will be presented with a
caret, ŷ.

B. Kernel Trick

One way to be able to do regression on non-linear data is to
map the data from the original space to a higher dimension, a
feature space, where it can be described linearly. The feature
space we use is a Hilbert space, H. A Hilbert space [10] is
a vector space containing inner dot products that spans the
vector space into a complete metric space. For this a function
φ that transforms the data into the feature space is needed, it
is defined as

φ : x ∈ IRd −→ φ(x) ∈ H. (1)

The dimension of the Hilbert space can be arbitrarily big, even
infinity large, which will create a high cost for this operation.
And as it will be clarified further in this report, the dot product
of the input vectors is needed for solving the minimisation
problems.

To avoid the high computational cost the kernel trick is
used, by bringing the data into a Reproducing Kernel Hilbert
Space (RKHS). The kernel returns the dot product of the
transformed vectors in this higher space without having any
explicit information of the space itself, other than that it is a
Hilbert Space. The theory behind RKHS was mostly developed
by Aronszajn already in the 1950s, but has become a very
useful tool in ML. The kernel function is defined as

k(xi,xj) = 〈φ(xi), φ(xj)〉, φ(x) ∈ H,

where 〈., .〉 is the dot product in the Hilbert space.
The usefulness of an RKHS is given by the representation

theorem, that makes the optimisation problems of KRR and
SVR still valid while using the kernel trick. The representation
theorem [11] states that there is always a function f that
minimises the cost function, of a certain kind, defined in an
RKHS that is a finite linear combination of kernel products
with the data points

f =

n∑
i=1

wik(·,xi). (2)

There are many kernel functions, with different characteris-
tic. The one we use in this project is the Gaussian kernel [12],
defined as

k(xi,xj) = 〈φ(xi), φ(xj)〉 = exp(
−||xi − xj ||2

2σ2
), (3)

where σ is a width parameter for tuning the kernel perfor-
mance. When applying the kernel to the training set, each
input vector will be compared to the whole set of vectors.
Likewise, with the prediction set, each input vector will be
compared with every training vector.

K =


k(x1,x1) k(x1,x2) · · · k(x1,xn)
k(x2,x1) k(x2,x2) · · · k(x2,xn)
· · · · · · · · · · · ·

k(xn,x1) k(xn,x2) · · · k(xn,xn)

 (4)

IV. METHODS

A. Kernel Ridge Regression

To understand Kernel Ridge Regression (KRR) one is better
off knowing what linear regression is. Linear regression [13]
can be viewed as trying to fit a linear model to data points
while minimising the cost function, usually defined with the
least square error. The output [14] from a linear regression
model is formulated as

ŷ =

n∑
j=1

wjxj = wTX, (5)

where w is a vector containing the coefficients (the weights)
and X the matrix of data points vectors.

X =


−x1−
−x2−
··

−xn−


The cost function with the square error is defined as

J(w) =

n∑
j=1

(yj − ŷj)2 =
1

n
||y −wTX||2, (6)

y is a vector containing the correct output from these data
points.

Linear regression is the problem of solving for w that
minimises (6). To minimise this we take the gradient with
respect to w and set it equal to zero

∂J(w)

∂w
=

2

n
XT (Xw − y) = 0,

and arrive at the formulations for the optimal weights for the
regression model as

w = (X
T
X)−1X

T
y.

With this formulation you have a risk of overfitting the model,
a risk that it won’t work well when used with new data. Also
with the formulation in equation (5) you always try to fit a
model that goes through the origin. We will add an intercept,
b, to the equation (5), so the output [13] from our model will
be on the form
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ŷ =

n∑
j=1

wjxj + b = wTX+ b. (7)

Ridge regression is a way to avoid the risk of overfitting by
adding some bias to the error. Ridge regression is sometimes
referred to as penalised linear regression, because you penalise
the weights. The cost function [14] for ridge regression is
defined as

Jridge(w) =

n∑
j=1

(yj − ŷj)2 + λ

d∑
i=1

w2
i , (8)

d is the dimension of the input, λ is the ridge parameter, that
controls the tradeoff between bias and variance in the model.
The value of λ is determined with cross-validation, described
farther down in the report. With λ = 0 linear regression is
obtained. Using the Gaussian kernel (3) in equation (7), we are
able to use this estimation on non-linear data sets and remove
the cost of visiting the high dimensional feature space. We
arrive at our Kernel Ridge Regression formulation by using
the representation theorem, equation (2), on the cost function
(8). The minimisation problem [15] of the cost function is then
written as

min
x∈IRn

n∑
i=1

(yi −
n∑

j=1

wik(xj ,xi) + b)2 + λ||f ||2H .

The minimisation problem is described in vector form as

min
x∈IRn

1

n
(y −Kw − bI1)T (y −Kw − bI1) + λwTKw,

where K is defined as in (4). Taking the gradients of the
function with respect to w and b, setting them equal to zero
and solving them for w and b, we arrive at

b =
1

n

n∑
j=1

yj − I1
T k(·,xj)wj ,

w = (λI+ (1− 1

n
I1I1

T )K)−1(I− 1

n
I1I1

T ),

and the prediction is now

ŷKRR = wT k(·,x) + b. (9)

The minimisation is solved for the training data to get the
weights, w, and the intercept value, b, for the model. These
values are then used in the prediction equation (9) with a
new input X. Each input vector from X, in k(·,xi) will be
compared to every input of the training set in the kernel
function.

B. KRR-Online

Working with the above definition of Kernel Ridge Regres-
sion possess some problems when dealing with large data sets.
This is because it requires the inverse of a matrix the size of
the training set. And the training sets in machine learning are
preferable large to make sure it contains as much information

as possible. Using Stochastic Gradient Descent (SGD) reduces
the computational cost for the KRR and also allows for an
online approach for the predictions. The SGD is an algorithm
that minimises the cost function, J(y, ŷ), by taking iterative
steps to the opposite of the gradient of the cost function
[16]. The update step for the function that minimises the cost
function is described below

ŷ(x)t+1 = ŷ(x)t − η(∇J(yt+1, ŷ(x)t))

= ŷ(x)t − η∇(yt+1 − ŷ(x)t)2

= ŷ(x)t − 2η(yt+1 − ŷ(x)t)∇ŷ

= ŷ(x)t + 2η(yt+1 − ŷ(x))k(·,x),

where η is the step size, in our case described as η = 1√
t
. To

start the iteration a start value, S, of the function is required,
ŷ(xi)0 = S. The start guess will be the last price in the training
set to get it close to the real value, and we will iteratively feed
the algorithm values from the prediction set as if it was online.

C. Support Vector Regression

Support Vector Regression is a class of kernel-based regres-
sion algorithms, which locates a hyper-plane confining the data
[17]. With a given training set {(x1, y1), ..., (xn, yn)}, where
every x is in the input space x ∈ IRd, and y ∈ IR, i = 1, ...,n
where each yi is the corresponding output to an input xi. The
model learns the pattern from input to output in the training
set and then tries to use this pattern for future predictions.
There are numbers of different types of SVR’s, the one used
in this project is the ε-SVR which locates a hyper-plane using
boundary lines with a margin of |ε| from it. The SVR function
[18] is formulated as

ŷSV R = wTφ(x) + b, (10)

w is the weight vector, b is the offset and φ(x) is the feature
mapping for doing non-linear regression from equation (1).
And with the Gaussian kernel (3), equation (10) is formulated
as

ŷSV R = wT k(·,x) + b.

The goal with ε-SVR is to find a ŷ(x) that deviates ε at most
from all yi in the training set [19].

To take the outliers into consideration, the SVR is formu-
lated as a soft margin SVR. This allows the algorithm to have
slack variables, i.e. variables outside the boundary lines. These
slack variables [17] are defined as (ξi, ξ̂i), and a penalty is
added to regulate the bias these points add.

To calculate w, b, the following optimisation problem is
solved

min
1

2
||w||2 + C

n∑
i=1

(ξi + ξ̂i)

s.t. yi − 〈wi, k(·,xi)〉 − b ≤ ε+ ξ̂i

〈wi, k(·,xi)〉+ b− yi ≤ ε+ ξi

ξi, ξ̂i ≥ 0, i = 1, ..., n,
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where C is a parameter that penalises the slack variables. C
tells how much the model should change at every appearance
of a slack variable and will, therefore, control the flatness of
the model’s output curve and the tolerance to deviations greater
than ε in the model [19]. An illustration of this can be seen
in figure 1.

Fig. 1. Illustration of two different outputs from SVR with different values
of C.

The optimisation was solved using CV X [20], a MatLab
toolbox for convex optimisation problems. The values of, C,
and ε are determined using cross-validation.

D. Cross-Validation

Before applying any model that is based on a training set,
one should evaluate the model’s stability. That is you need to
evaluate how the model is performing when it is presented
with data it hasn’t seen before. By using part of the training
data as a validation set and the rest of it as a training set one
can evaluate how it behaves on new data. But by reducing the
training data the risk of missing important information in the
data emerges, e.g. a recession in financial data.

K-fold cross-validation [21] is a commonly used method in
machine learning that avoids the risk of missing out important
information in the training data. It does so by dividing the
training set (xi,yi), i = 1, ..., n into K approximately equally
sized subsets (F1, ..., FK), uses K − 1 subsets as the training
set and the unused subset as a validation set. Then it uses a
new group of K − 1 subsets as the training set and validates
with the unused subset. This will be done for every possible
combination of subsets as illustrated in figure 2.

After all subsets have been used as the validation set, we
calculate the average performance using mean square error
[22]

MSEk =
1

nk

∑
i∈Fk

(yi − ŷ(xi))
2,

with nk as the size of the subset. And then summarised for
all validation sets Fk, k = 1, ...,K

Fig. 2. Illustration of K-fold cross-validation.

CV =
1

K

K∑
k=1

MSEk.

The cross-validation, therefore, are a useful tool for fine-
tuning parameters, simply run the cross-validation with differ-
ent values on the parameters and compare the errors.

V. RESULTS

A. Input

As input to the model for predicting the next day’s price of
electricity, we use today’s and the two previous days prices,
today’s price of coal and oil, today’s production from hydro
and windpower plants, and today’s average temperature in the
region SE3. Region SE3 is one of four regions in the Swedish
electricity market, it is located in the south part of middle
Sweden. A precise description can be found at Nordpools
website.1

1) Data: From Nordpools website we use data of the daily
electricity price in Swedish crowns (SEK) in region SE3, daily
produced windpower in region SE3 measured in MWh and
the weekly produced hydropower from the entire Swedish
region measured in GWh.2 From SMHIs website we use data
from ten cities in the regeion SE3, measured in degrees Celsius
(°C).3 The cities are Gothenburg, Jonkoping, Linkoping, Nor-
rkoping, Karlstad, Stockholm, Vasteras, Uppsala, Borlange,
Galve. These temperatures are used to calculate the daily
average temperature in the region SE3. From Yahoo! finance
website we use the historical data of the crude oil price in
USD per barrel.4 And from Trading economics website the
data of coal price measured in USD per metric tone.5

To account for the data of hydropower are presented with
weekly production, we use the mean value for each week for
all days in that week. Both the crude oil and coal prices don’t
have data for weekends and holidays, for these days we use
the previous day’s price.

The algorithms training periods are between 01−01−2015
and 31− 12− 2016, and the testing of the prediction between
01− 01− 2017 and 31− 12− 2017.

1www.nordpoolgroup.com
2www.nordpoolgroup.com
3www.smhi.se
4www.finance.yahoo.com
5https://tradingeconomics.com/
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2) Normalisation: Since the inputs we use has different
ranges and units, we normalise these. The normalisation will
scale the values of the different inputs to a common scale
without changing the dependencies between the values, and the
inputs. All inputs are normalised to the range of the electricity
price. The normalisation we use is,

xnorm,c =
Mean(y)

Max(xc)−Min(xc)
xc.

This is done with the training set for each input separately,
meaning that the mean value of the actual price will be divided
by the difference between the maximum and minimum for
each input in the training set. The value obtained from this
is then multiplied with the input xc, both in the training and
validation set. xc here denotes the different inputs.

The normalisation of the data will improve the performance
of the algorithms to make good predictions, improve conver-
gence for the stochastic gradient descent and make the SVR
faster by reducing the time to find support vectors.

B. Evaluation

To evaluate the performance of the prediction methods, we
use the statistical metric called Mean Absolute Percentage Er-
ror (MAPE). MAPE will give the average error in percentage
over the whole predicted period. MAPE is calculated by taking
the sum of the absolute value of the real value subtracted from
the predicted value, divided by the real value and then divided
by number of samples:

MAPE =
100%

n

n∑
i=1

|yi − ŷi
yi
|.

The Root Mean Square Error (RMSE) is another common
way to evaluate the accuracy. RMSE is the root of the
summed squared differences between the actual values and
the predicted values divided by the number of samples:

RMSE =

√∑n
i=1(yi − ŷi)2

n
.

We also calculate the Mean Absolute Error (MAE). This
gives the average errors of how much the predictions deviates,
it is defined as:

MAE =
1

n

n∑
i=1

|yi − ŷi|.

C. Presentation of the Results

The results of the implementations can be viewed in Fig.
3, 4 and 5, where the predicted price of the time period can
be viewed for all three implementations along with the real
price. And in Table I the errors of each method are presented.

For both the offline and online implementation of the
Kernel Ridge Regression the values of the parameters obtained
through cross-validation are λ = 0.01, σ = 1000.

For Support Vector Regression the values of the parameters
are C = 1, ε = 1, and σ = 1000.

Fig. 3. The prediction made by Kernel Ridge Regression presented next to
the correct curve for the year 2017.

Fig. 4. The prediction made by online Kernel Ridge Regression presented
next to the correct curve for the year 2017.

VI. DISCUSSION

A. Graphs and errors

Comparing Fig. 3, 4 and 5 one would probably draw the
conclusion that KRR-Online has a prediction error that is
significantly higher than KRR and SVR. But comparing the
errors in Table I it is clear that it is not the case, although
it is slightly higher. This is because both SVR and KRR
have similar behaviour, compared to the real price graph, with

TABLE I
TABLE OF THE EVALUATED ERRORS MAPE, RMSE, AND MAE FOR THE

THREE DIFFERENT IMPLEMENTATIONS OF KRR AND SVR.

KRR KRR-Online SVR
MAPE[%] 11.05 13.34 10.35
RMSE[SEK] 44.30 54.07 43.67
MAE[SEK] 33.11 39.82 31.34
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Fig. 5. The prediction made by Support Vector Regression presented next to
the correct curve for the year 2017.

an offset of one day in their patterns. This offset makes the
predictions for KRR and SVR perform worse than what one
would believe at a first glance from the figures, and make
them performance close to the KRR-Online. The reason for
this offset, we argue, is that today’s price is the parameter that
dominates the predictions for tomorrows price the most when
using KRR and SVR. While KRR-Online deviates from this
behaviour when using the stochastic gradient descent.

B. Electricity Market

It is important to know that neither of the authors of this
report has any economic background. So the choice of the
inputs in our model was made without any knowledge on
how their correlation to the price is. Beside of what can be
found in our references about the electricity market. Gathering
more information about what parameters affect the electricity
price and use them as input would probably make our models
perform better. Such inputs could for example be the exchange
rate between Swedish Crowns and USD.

The electricity market is a very volatile one as well, with
an average movement of 17.08% per day over the prediction
period. If we had implemented our models on more than
one financial time series, we could have evaluated how their
performance are dependent on the movement of the market.
With such implementations we would acquired a deeper un-
derstanding on the methods, and their performance.

C. Regarding the Kernel

The choice of the Gaussian Kernel in this project was
made on the basis that it is a widely used kernel and its
previous usages in predictions on time series. However, neither
a real analysis of this kernel was made nor did we try any
other alternative kernels. A different kernel or a combination
of kernels, so-called multi-kernels, could have been useful
for improving the performance of both the KRR- and SVR
methods.

D. Future Work

There are several continuations of the work presented in
this project that could be of interest. One interesting way to
move forward would be to implement predictions that stretch
farther than one day into the future. This application would
not be very difficult to implement, it just a matter of changing
the desired output in the training set to be farther in the future
than tomorrow. However, to get a good prediction one would
probably have to change the input as well, to make sure it
correlates more with the future price. Another way to do this
kind of prediction is to use the tomorrow price prediction as
new input, to get the day after tomorrows price and iteratively
go farther into the future. Another possible direction one could
look at is to make the model to give a prediction with upper
and lower limits, i.e a range that the future price is predicted to
be within. This representation of the prediction could be useful
if it was used on a stock market, for helping the decision when
to buy or sell.

VII. CONCLUSION

Using an offline and online approach for Kernel Ridge
Regression, and an offline approach for Support Vector Re-
gression, on the Swedish electricity market we evaluated their
performance for predictions of a financial time series. While
there are many different financial time series each having its
own characteristic behaviour and this work only evaluates the
methods on one market, the results indicate that both methods
show good potential for predicting financial time series. The
resulting statistical errors indicate the SVR algorithm makes
slightly more accurate predictions than both of the imple-
mentations of KRR. Using an online approach for the KRR
with Stochastic Gradient Descent reduced the computational
cost, and increased the Mean Absolute Percentage Error with
2.29%.

APPENDIX A
Kernel Ridge Regression derivation.
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