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Abstract—The purpose of this study is to create targeted
adversarial examples for an audio classifier without access to the
neural networks internal structure. Previous work in this domain
has shown white box attacks that generate adversarial examples
with very high measures of similarity and more noisy adversarial
examples generated by black box attacks. By using an algorithm
that iteratively applies noise to the audio file and selects the best
candidates based on the output layer of the neural network we
have managed to create new audio that is 98% similar to the
original but manages to fool the speech to text audio classifier. By
evaluating the generated candidates based on different measures
of similarity between the proposed candidate and the original
audio file we managed to create high quality black box audio
adversarial examples using genetic algorithms.
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I. INTRODUCTION

Artificial neural networks can be used for pattern recogni-
tion problems such as image classification, speech recognition,
social network filtering and more. It has been discovered that
it is possible to design input samples that can fool the neural
network by adding only a small perturbation to the original
file [1].

Fig. 1: A demonstration of adversarial examples

These well-designed samples are called adversarial exam-
ples. In this paper we study adversarial examples in the audio
domain, specifically for automatic speech recognition (ASR)
such as what is used in Apple Siri or Amazon Echo. There
are several methods to generate adversarial examples such as
the fast gradient sign method, generative adversarial nets, or
optimization based attacks [2]. Previous work in the audio
domain has created adversarial examples using a white-box
threat model [3], meaning that the attacker has access to the
weights and biases for the model. Further study showed that it

was possible to generate adversarial examples using only the
outputs of the neural network by using a genetic algorithm
that scores the randomly generated candidates by connectionist
temporal classification (CTC) loss [4]. Adversarial examples
pose risks to the usability of audio recognition systems, for
example, video streaming sites such as youtube use audio
recognition to automatically detect copyrighted material and
let rights holders collect revenue and fooling such a system
could cause massive economic harm to multiple parties.

Our report aims to make a better algorithm that creates
less noisy adversarial examples. This is done by optimizing
for the difference in similarity, the max norm of amplitude
and phonetic content between the original audio file and the
adversarial example. We also choose to study the effects of
only changing the parts of the audio file with speech as the
added noise should be less noticeable when played over louder
audio.

II. BACKGROUND

A. Neural networks

An artificial neural network is a collection of connected
units or neurons. Each neuron can receive several input signals
and send the processed results to the next layer of connected
neurons. Neurons usually have weights that adjust the strength
of the connections between it and it’s neighbours. A layer in an
artificial neural network is an aggregation of neurons, neurons
in the same layer perform similar operations, and different
layers may perform different transformations on their inputs.
There are different types of layers, the visible input and output
layers, and the hidden transformation layers. Mathematically, a
neural network can be treated as a differentiable parameterized
function that maps from the input space to the output space.
Parameters or weights can be updated using training methods
such as gradient descent.

B. Adversarial examples

Neural networks have been shown to be vulnerable to adver-
sarial attacks. One can add a small perturbation to the original
input which can cause the neural network to make a different
classification while the original classification remains the same
for human senses on the adversarial example. Adversarial
attacks can be categorized into either a white box attack or
a black box attack depending on how much information is
required to perform the attack. A white box attack requires
full information of the neural networks such as inner weights
and biases. A black box attack, on the other hand, means
performing an attack without the knowledge of neither the
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network architecture or its parameters, only the input and the
output pairs. This requires the attacker to somehow reverse
engineer the model parameters of the neural network and it
can be computationally expensive and not always be possible
in real-world scenarios.

C. Automatic speech recognition and DeepSpeech

Automatic speech recognition or ASR is a technology that
enables the translation and recognition of spoken language
into text. In 2014 Baidu created DeepSpeech [5], a neural
network based automatic speech recognition system. The
model we attacked in this study is Mozilla’s implementation
of DeepSpeech using Tensorflow. It starts with a Mel-
frequency cepstral coefficient (MFCC) transformation layer
and followed by a recurrent neural network using LSTMs.
The output of the recurrent neural network are logits over the
distribution of all possible characters, up to 50 characters per
second or one for every 0.025 seconds, then it uses a CTC
decoder to give the final phrase. We attacked a pre-trained
english model provided by Mozilla.

MFCC transform is a way to process audio files digitally
into features that better represents linguistics [6]. DeepSpeech
uses the standard python library to do this before using it as
input. The MFCC transform in DeepSpeech splits the wav file
into 50 frames per second.

D. Connectionist temporal classification

For nearly all use cases of speech recognition, the alignment
between the input and output is unknown. How the transcrip-
tion aligns to the original input audio varies depending on the
speaking rate of the speech and other factors. This problem is
critical during the training of a speech recognizer. To solve it,
a method called CTC has been introduced [7].
CTC introduces a new ε token to the range of a recurrent
neural network f . Let X = [x1, x2...xN ] be the input and
each xi is a single frame of the input, the recurrent neural
network outputs f(X) = Y = [y1, y2...yN ], that each yi is
a probability distribution over a-z characters, space and the ε
token for each frame xi. Notice that Y does not directly give
a probability distribution over all possible phrases. Let π be a
possible sequence of length N. The probability of sequence π
under Y is

Pr(π|Y ) =
∏
i

yi(πi)

The CTC decoder C decodes sequences using the following
rule:

1) Squeeze all adjacent identical characters into a single
character. For example aabbεbbcc would become abεbc.

2) Remove all ε tokens. For example abεbc would become
abbc.

A sequence π is decoded into phrase p if C(π) = p. Notice
that different sequences can be decoded into one same phrase.
For example abbεεbbc and aaεbεbccc would both be decoded
as abbc.

The probability of a phrase p under given Y is equal to the sum
of probabilities of sequences π under Y such that π decodes
into p:

Pr(p|Y ) =
∑

π,C(π)=p

Pr(π|Y ) =
∑

π,C(π)=p

∏
i

yi(πi)

The probability Pr(p|Y ) is referred to as the CTC score of
phrase p. The CTC loss of p is the negative logarithm of the
p’s CTC score.

CTCloss(p) = −log(Pr(p|Y ))

DeepSpeech uses the CTC loss to train the network and we
will also use the CTC loss function in our implementation.

E. Genetic algorithms

Genetic algorithms are methods for solving optimization
problems based on natural selection.They were first proposed
by Holland and his colleagues in 1975 [8]. The concept
is to evolve solutions slowly through generations similar to
biological evolution. The first step of a genetic algorithm
is to generate an initial population, each individual in the
population is a candidate for being the optimal solution
and is characterized by their genes. At each generation, the
genetic algorithm selects individuals based on some score
functions from the existing population. The score function in
most implementations reflects how good the individual is as
a solution. The selected individuals are called parents, and
they are used to generate population to next generation using
crossover and mutation. Crossover are rules that pair two
parents by randomly combining their genes to create a new
individual. Mutations are rules to apply random changes on
genes of an individual.

III. PREVIOUS WORK AND LITERATURE

A. Adversarial examples in vision

Goodfellow, Shlens and Szegedy [9] have shown neural net-
works for image classification are vulnerable to well designed
adversarial inputs. The adversarial inputs are formed by ap-
plying small perturbations to the original input, these changes
will cause the neural network to output an incorrect answer
with high confidence while the changes are indistinguishable
to human eyes. They developed a method called Fast Gradient
Sign Method(FGSM) for generating adversarial examples and
evaluated on the MNIST data set. They have also argued
that the primary cause of neural networks’ vulnerability is
the property of local linearity of neural networks. This study
has sparked interest in studying visual adversarial examples,
where more methods for generating adversarial examples in
vision have been introduced such as DeepFool [10], JSMA
[11], and Carlini Wagner L2 method [12].

B. Houdini

Cisse et.al [13] have developed a gradient based white box
method for generating adversarial examples called Houdini.
They have demonstrated that Houdini works across a wide va-
riety of models including both images and speech recognition.
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The speech recognition model they attacked was one version of
the DeepSpeech network based on Baidu’s DeepSpeech paper
[5]. They have successfully generated adversarial spectrograms
but no adversarial audio file because back-propagating through
the MFCC layer was very challenging. Another limitation of
Houdini was that it can only construct adversarial examples
targeting phonetically similar phrases, targeting an arbitrary
phrase was not possible.

C. Iterative optimization based attack

Carlini and Wagner [3] developed a strong, iterative, opti-
mization based white box attack that enabled the propagation
of gradients through the MFCC reconstruction layer. The
method iteratively optimizes the perturbation using Adam
optimizer to minimize a well-designed loss function which
composed of the CTC loss and the L∞ norm of the perturba-
tion. They applied this attack to Mozzila’s implementation of
DeepSpeech and showed it has a 100% success rate. Targeting
an arbitrary phrase or silence becomes possible using this
method. However, the method is still a white box attack that
requires full information of the network.

D. Black box approaches on audio adversarial examples

The black box attacks are generally harder to construct than
the white box attacks because the attacker only has access to
the input-output pairs of the model, but the study of black box
attacks is necessary since for most malicious settings, white
box attacks are not possible.

In audio domain, Alzantot et.al [14] have first shown that
black box approaches for targeted attacks on automatic speech
recognition models are possible. They used a genetic algorithm
to perform the attack on a lightweight ASR model that could
only classify 50 short audio commands such as up, down,
stop, etc. The genetic algorithm iteratively applies noise to
the audio examples and keeps the examples with high fitness
score according to the confidence score given by the network,
and after many iterations, the perturbed version of the input
successfully fooled the system.

Taori et al. [4] extended Alzantot’s approach to work on
longer sentences and phrases. They used a mixed algorithm to
apply the attack on Mozilla’s implementation of DeepSpeech
end-to-end. The score function they used to select elite popu-
lation in the genetic algorithm was the CTC loss function, the
CTC loss can be calculated using the logits output from the last
layer of the network. They have also introduced edit distance
between the target phrase and temporarily decoded phrase and
a gradient estimation method. At first, the genetic algorithm
was used and once they got closer to generating an adversarial
example, the gradient estimation method was employed. They
have achieved 35% targeted attack success rate with 94%
correlation similarity between the final adversarial example
and the original sample.

Khare, Aralikatte and Mani [15] used a multi-objective
genetic algorithm based approach to perform both targeted
and untargeted black box attacks on ASR models. Their main
contribution was that they have shown genetic algorithm based
attack can be used to attack any automatic speech recognition

system, without knowing any underlying hidden information
about the network. They have also introduced a multi-objective
score function that takes care of both the acoustic similarity
and text similarity.

IV. METHOD FOR GENERATING ADVERSARIAL EXAMPLES

The genetic algorithm approach consists of 5 phases:
• Population Initialization
• Calculate the fitness scores
• Elite population selection
• Crossover
• Mutation

An overview of our approach has been shown in Algorithm I
and the following paragraphs will explain the details of each
phases.

Algorithm 1: Genetic algorithm [8]
Input: Original audio file x and target phrase t
Output: Adversarial example x’

1 for i← 0 to popsize− 1 do
2 noise←− GaussianNoise(0,σ2);
3 population[i] ←− x+HighPassFilter(noise);
4 end
5 OldScore←− 0;
6 while iteration≤max iteration and The best decoded text

is not t do
7 foreach individual in population do
8 Get CTC score;
9 Get Mfcc score;

10 Get Similarity score;
11 Get L∞Score;
12 end
13 Normalize MfccScore,SimScore,L∞Score;
14 best←− The individual with the highest CTC score;
15 NewScore ←− the maximum of CTC scores;
16 if iteration 6= 0 then
17 UpdateMutationProp(OldScore,NewScore);
18 end
19 OldScore←− NewScore;
20 ElitePopulation←−

EliteSelection(population,Elite size, CtcScore,
MfccScore, SimScore,L∞Score);

21 for i← 0 to popsize− 1 do
22 parents1,parent2 ←−Choose two parents

randomly;
23 offspring←− CrossOver(parent1,parent2);
24 offspring ←− Mutate(offspring, p);
25 Add the generated offspring to next generation;
26 end
27 iteration ←− iteration+1;
28 end
29 return best

A. Population Initialization
In this phase, individuals in the population has been initial-

ized. For each individual, we start with the original audio file
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and add a tiny amount of Gaussian noise with mean amplitude
0 to it. Because human are more sensitive to noises with low
frequencies, we used a high-pass filter that has a cutoff at 7000
Hz on the noise before adding it to the original audio file. We
have also tried to only add distinct noise by cutoff the low
amplitude noise bits from the noise. The population size is
the number of individuals in the population. In our setup, the
population size has been set to 100.

B. Calculating the fitness scores

We have four score functions to measure the quality of
one individual: the CTC loss function, the MFCC distance,
the infinity norm of perturbation and the audio correlation
similarity.
The CTC loss function is for measuring how likely the network
is to recognize the adversarial example as the target phrase, the
lower the CTC loss, the higher the probability of the network
recognizing it as the target phrase. By convention, the fitness
score should show how good is the individual not how bad
it is, therefore we use the negative CTC loss as one of the
fitness scores.
We then use the MFCC distance, the l∞-norm of perturbation
and the audio correlation similarity to measure the quality of
perturbation. For the same reason as the CTC loss, we use
the negation of the MFCC distance and the infinity norm of
the perturbation so that a higher score means better quality.
We also normalize these three scores so they have the same
format. Our method of normalization is very simple, assume a
data array called D, then the normalized element D′[i] would
be:

D′[i] =
D[i]−min(D)

max(D)−min(D)

C. Elite population selection

In this phase, the parents for the next generation are chosen.
Assume the elite population’s size is k. First, 2k individuals
with the highest CTC score were chosen as the initial elite
population. Then we want to choose the individuals with best
sample quality scores (the MFCC score, the l∞ score and the
similarity score) from the initial elite population, we used a
method called ”Random Weight Genetic Algorithm” which is
introduced by Murata et.al [16] in 1996. The procedure of this
phase is shown in Algorithm 2.

D. Crossover

Crossover is the phase to combine genetic information of
two parent individuals from the selected elite population to
generate new child individuals. We choose to use uniform
crossover which means each bit of the new child individual
could be inherited from both parents with the same probability.
Unlike the one-point or two-point crossover where a segment
of bits get inherit together from one parent individual, uniform
crossover let each bit be inherited individually which should
improve the diversity of children individuals.

Algorithm 2: EliteSelection
Input: population,Elite size,CtcScore,MfccScore,
SimScore,L∞Score
Output: ElitePopulation

1 Choose 2· Elite size individuals from population with
highest CTC score;

2 w1,w2,w3←− random numbers from Uniform(0,1);
3 Normalize w1,w2,w3;
4 f ←−Sum Mfcc score, similarity score and L∞ score

with weights w1,w2,w3;
5 Pr ←− [];
6 s ←− 0;
7 foreach Element in f do
8 s←− s+Element-min(f);
9 end

10 for i← 0 to 2*Elite size-1 do
11 Pr.add((f[i]-min(f)/s);
12 end
13 Select ElitePopulation from P according to probability

distribution Pr;
14 return ElitePopulation

E. Mutation

In this phase, each child that was individually generated in
the crossover phase gets mutated. Each part has a chance to be
increased or decreased by a random number with probability
pmutation. The random number is generated from a normal
distribution with expected value 0 and the same deviation Taori
et.al used [4]. We also implemented mutation with momentum
which will increase pmutation and d when the convergence
speed is low and decrease two parameters when the algorithm
converge too fast to avoid premature solutions. The formula
we used for update is the same as Taori et.al had used:

pnew = c1 · pold +
c2

NewScore−OldScore

σnew = c3 · σold +
c4

NewScore−OldScore
On top of this,we have also set an upper limit and lower limit
for p and σ so the momentum does not go overwhelm.
The most important part of our mutation algorithm is the
speech focused mutation. Before the genetic algorithm starts,
we locate the parts of the original audio file that represent
speech and we mutate more likely on these locations in the
mutation phase and less likely on other bits. This will give
less background noise compared with the original mutation
algorithm that mutates equally on all the bits. Algorithm 3
shows how this works.

V. EVALUATION OF THE ALGORITHM

A. Measuring the quality of the generated adversarial exam-
ples

The quality of the generated adversarial examples can be
evaluated by several different measurable parameters such as
audio file similarity, the maximally changed value, or the
phonetic distance taken from MFCCs.
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Algorithm 3: Mutation
Input: Individual x before mutation, mutation probability

p
Output: Individual x’ after mutation

1 noise ←− GaussianNoise(0, σ2);
2 noise ←− HighPassFilter(noise);
3 foreach bit e of x do
4 if e belongs to speech then
5 pr=SampleUnif(0,1);
6 if pr≤p then
7 x[i]← x’[i]+noise[i]
8 end
9 else

10 if pr≤0.1*p then
11 x’[i]← x[i]+noise[i]
12 end
13 end
14 end
15 return x’

1) Audio file similarity: The first measure of quality is the
correlation coefficient between the adversarial example and the
original audio file defined as:

pX,Y =
cov(X,Y )

σXσY

Note that even a correlation similarity of 99% can have a
very noticeable difference in perception for audio depending
on how the differences are distributed.

2) Measure of perturbation l∞: The l∞-norm of the per-
turbation is the absolute value of the largest deviation of the
perturbation. The perturbation is calculated by subtracting the
adversarial example from original file data, and the l∞-norm
is the just the maximum absolute value. The value of the l∞-
norm does not show anything if we don’t have a reference
point. Therefore we measure the perturbation in the Decibel
scale and use the l∞-norm of the original audio file as zero.
With the maximum amplitude of the perturbation as p, the
maximum amplitude of the original audio as a and the result
as l∞:

l∞ = 20 · log10(p)− 20 · log10(a)

Because the perturbation is quieter than the original audio,
therefore the measure will always be negative. A lower mea-
sure means quieter perturbation, for example -10 dB is quieter
than -3 dB.

3) Phonetic distance (PD): The phonetic distance aims to
quantify the change in human speech perception between the
original file and the adversarial example. This is calculated
by preprocessing both the input and output file with MFCCs
with one coefficient for every 0.025 seconds of audio. This
is followed by taking the average of the squares of the
difference between the MFCCs from the original and the
adversarial example. This is illustrated below with x being
the MFCCs from the original audio, y being the MFCCs from
the adversarial example audio, n as the number of coefficients

and PD being the calculated MFCC distance:

PD =
1

n

n∑
i=1

(xi − yi)2

B. Input audio

The input audio files are roughly two seconds in length
and cut from the Mozilla Common Voice dataset. These files
contain various amounts of noise. The input audio files used
can all be downloaded at this reports github1. Longer length
audio files are not used because of limitations in computational
power, but short audio clips should be enough to evaluate the
algorithm.

VI. RESULTS

A. Performance of the algorithm

Fig. 2: Comparison between the original audio waveform (top)
and the adversarial example (bottom)

TABLE I: Similarity and number of generations needed

Original Target Similarity Generations
Single word one single word 0.98 400
3 word phrase 3 word phrase 0.968 1100
2 seconds music one single word 0.998 2700
10 word phrase silence 0.98 4800

TABLE II: MFCC distance and l∞ norm

Original Target PD l∞
Single word a single word 6.41 -17dB
3 word phrase 3 word phrase 6.42 -14.7dB
2 seconds music a single word 12.1827 -24dB
10 word phrase silence 5.344 -21.5dB

TABLE III: Comparison with previous work, 3 word phrase
to 3 word phrase

Similarity PD l∞ Generations
Our algorithm 0.968 6.42 -14.7dB 1100
Carlini’s white box 0.99 4.36 -41dB -
Taori’s black box 0.77 9.33 -2.7dB 930

1https://github.com/GustavDowling/GeneticAudioAdversarialExamples
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Fig. 3: The audio correlation similarity when applying only
distinct noise, compared to the case we apply randomized
Gaussian noise without removing the low amplitude parts.

Fig. 4: The audio correlation similarity curves for algorithm
that focus attack on the speech part and algorithm that evenly
attack on every part of the audio.

Performance of the algorithm for different test cases. In
tables above, they show audio correlation similarity, genera-
tions needed to finish the attack, the phonetic distance and the
measure of perturbation for four test cases.

The calculation time for one generation depends on the
length of the audio clip. For a 2 seconds audio file, the calcula-
tion time for one generation is approximatly 1.2 seconds using
a Nvidia GTX 1080 graphic card and a i7-3770 processor.

B. Multi-objective scoring function

TABLE IV: Evaluation of the multi-objective scoring function

Score function Similarity l∞-norm PD
Multi-objective 0.9676 -14.73dB 6.537
CTC only 0.9349 -9.4dB 7.6

VII. DISCUSSION

A. What can the algorithm accomplish

Beside the case where both original audio and target phrase
are human speech, Carlini and Wagner [3] have also shown
that their white box attack can generate adversarial examples
to cause DeepSpeech to transcribe incorrect text based on non-
speech audio files as input. Their white box attack can also
hide speech by causing DeepSpeech to transcribe silence for

Fig. 5: Similarity by number of generations for the multi-
objective scoring function compared to without the multi-
objective scoring function

the adversarial example. It has been shown our algorithm can
also handle both of these tasks. For the non-speech audio,
this study chose to use a 2 second music clip with a single
word target phrase. The audio similarity was surprisingly high
compared to the speech to text tasks. To target silence is
usually easier compared to targeting a text, hiding a 10 word
phrase can be done within 5000 generations with a high audio
correlation similarity.

B. Performance of the algorithm
Listening to an adversarial example with 95% similarity

gives the impression of the original sample with a small
layer of noise, the reader is urged to download and listen
for themselves2. Using the criteria defined in section IV the
results can be discussed point by point.

1) Audio file similarity: For 1-3 word samples table I
shows audio file similarities of around 98% which is a good
performance. As a comparison, the results in [4] achieved an
average audio file similarity of 94.6%. The results are not
fully comparable as the Mozilla Common Voice dataset they
used may include longer samples of which our study only
created a few of with varying results.

2) Measure of perturbation: The l∞-norm of the
perturbation is on average around -15 dB compared to the
original. This means that the listener may experience a volume
spike compared to the original similar to the volume of the
sound of light rain compared to the normal conversational
volume, for some part of the adversarial example. This may
be noticeable and therefore alerting the listener that the
sample is unnatural. This in turn lessens the quality of the
adversarial example as a human may be able to tell that it has
been tampered with, although it is similar to the audio volume
spike results Carlini and Wagner [3] got for their white box
audio adversarial examples. As they stated in their work, their
white box attack gives adversarial examples with measure
of perturbation within -15 dB to -45 dB. Our attack gives -
15 dB on average which is similar to their worst case scenario.

2https://github.com/GustavDowling/GeneticAudioAdversarialExamples
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3) Phonetic distance: The DeepSpeech networks input is
in the form of MFCCs, a measure of the phonetic content
in a 0.025-second window for each coefficient. The idea
behind quantifying the change in MFCCs for the original
compared to the adversarial example stems is that it can
measure how much the phonetic content has changed. As
this is a novel measurement technique our value of around 6
from table II by itself doesn’t say much at all. Taking two
completely distinct phrases of the same length of 2 seconds,
they have a phonetic distance of approximately 20, which
means our phonetic change is 30-40% of that. The fact that
this percentage is so high implies that there is a lot of change
going on to the MFCCs compared to change to noise overall
which means that this preprocessing layer may represent
the big weakness that we are exploiting when generating
adversarial examples. The fact that the MFCCs can change
30-40% towards a new phrase without sounding any different
to a human listener may also point towards MFCCs being
suboptimal for language processing. More can be done in the
field of normalizing audio based on human hearing.

4) Multi objective scoring function: In section B of the
results, the performance increase of using the multi-objective
scoring function compared to not using it has been shown. This
approach is more similar to how genetics work in nature as
it takes into consideration performance in multiple tasks, one
task being decreasing CTC loss and generating an adversarial
example and the others being audio file similarity, phonetic
distance and l∞-norm of the adversarial example. Figure 5
shows that using multi objective score function does make
convergence a bit slower as it doesn’t just optimize for CTC
loss, but also for similarity, maximum volume perturbation and
phonetic distance which explains why those measurements are
better as seen in table IV.

C. Comparison to previous algorithms

Creating an adversarial example for the same original
audio file to the same target phrase with the algorithm in
the previous work on black box attacks, we achieved the
results shown in table III. This shows that our algorithm has
improved the quality in all measurements compared to Taori’s
black box attack, except for the computation time which ends
up 18% slower. Most notable is the similarity of 0.968 as
that is the metric used in their paper to judge the quality. As
we can see in Table III, the white box attack still generate
adversarial examples with much better quality, however, the
audio correlation similarity and the measure of perturbation
have improved to a level that is more comparable with the
the white box attack.

D. Generating only distinct noise

Generating only distinct noise resulted in the faster conver-
gence to the target phrase. This can be observed in figure 3
where the target phrase is reached after only 1100 generations
which in the end resulted in higher degrees of similarity. This
may be because we have significantly more units of noise

that are randomized compared to the number of candidates.
ASR systems have the property of being weak at correctly
identifying samples with a lot of noise, this means that the
extra low volume noise on average harms the candidates by
pushing the neural networks classification away from a letter
in the target phrase and instead towards silence, thus making
candidates that decode to characters rarer.

E. Applying noise only on the parts with speech

The motivation behind applying noise only on the parts with
speech has to do with how sounds are more recognizable to
a human when played at the same time as silence compared
to when played at the same time as other sounds. Our results
show that it also helps with overall similarity meaning less
total change has been applied to the original file. As we
can seen in Figure 4,the audio correlation similarity for the
algorithm that focus attack on the speech part is always
higher than the algorithm that evenly attack. A drawback of
the method is that it might increase the generations needed
to finish the attack, although the increase of generations is
acceptable compare to the quality improvement. Getting the
neural network to decode the file to a different phrase involves
both removing the original features and adding new ones. This
is an explanation as to why perturbing only the parts with
speech is more efficient for each unit of noise added.

F. Areas of further study

Our work has shown that our genetic algorithm is an
effective way to generate adversarial examples using only the
output layer of the neural network many times. In the domain
of adversarial machine learning and more specifically genetic
algorithms, there are still many unexplored topics.

1) Can a similar approach be used to synthesize new audio:
Attempting to use our algorithm to synthesize new audio with
the phrase ”hi” will result in something similar to one MFCC
window of time of 0.025 seconds being the h and one 0.025
seconds being the i and the rest either silent or unintelligible
noise that is interpreted as silent, similar to below.
−−−...−−h−−...−−i−−...−−−
Text to speech algorithms already exist [17] and while

machine learning to generate text to speech is an interesting
area of study using our genetic algorithm would be fruitless
on a speech classifier similar to DeepSpeech that uses CTC
decoding.

2) Ideas for further improving our algorithm: All param-
eters such as number of candidates per generation and the
threshold for cutting off the non-distinct noise are chosen
based on trial and error as opposed to systematic testing, fine
tuning parameters can almost definitely improve performance
of the algorithm. Currently we generate noise for each can-
didate based on a normal distribution for each 0.0000625 s,
equivalent to one number in a 16khz wav file. If we instead
generate the noise with some set amplitude where it either
adds it or does nothing this could have the same benefit as
cutting off the lower noises, where irrelevant low amplitude
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noise interferes with the process of generating new MFCCs.
One potential issue with this is that speech features which
consist of multiple amplitudes of noises can’t be generated in
each candidate perturbation but must be a sum of the changed
file so far and the candidate perturbation. How big these effects
are is unknown.

VIII. CONCLUSION

Using our algorithm we are able to create black box targeted
audio adversarial examples for a speech to text classifier with
high similarity to the original audio. Using a multi-objective
scoring function gave a significant increase in performance
for our algorithm, both in metrics of similarity to the audio
file but also to rate of convergence. Other successful methods
to improve the quality of the generated adversarial examples
were generating more distinct noise for each candidate and
allowing larger perturbations on the parts of the audio file
with speech. Adversarial examples and especially black box
adversarial examples need to be studied and mitigated before
the application of the classifiers in safety sensitive fields. Study
of adversarial examples also gives knowledge about how these
classifiers work, for example how the MFCC preprocessing
layer of DeepSpeech may be what is allowing these adversarial
examples.
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