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Abstract

In this report we demonstrate the usefulness of hidden Markov model estimation
as a method to construct models of mouse behavior. We used a neural network
to retrieve positional data of different body parts from overhead video recordings
of lone mice in an enclosure. We then extracted features such as velocity and
elongation from the positional data and used an implementation of the Baum-
Welch algorithm to fit hidden Markov models to the feature data. We could
identify recurring behaviors such as ”running next to wall” and ”investigating
wall” among the estimated states in several different mice, which was consistent
with what we could see in the actual videos. We thereby demonstrate that
hidden Markov model estimation by the Baum-Welch algorithm can be utilized
to automatically find models of mouse behavior.



Abstract

I denna rapport visar vi hur estimering av dolda Markov-modeller kan användas
för att konstruera modeller för beteenden hos möss. Vi använde ett neuralt
nätverk för att extrahera positionsdata för olika kroppsdelar i videoinspelningar
av enskilda möss i en inhängnad. Därefter beräknade vi egenskaper s̊asom
hastighet och kroppslängd ur positionsdatan och använde en implementation
av Baum-Welch-algoritmen för att passa dolda Markov-modeller till egenskaps-
datan. Vi kunde identifiera återkommande beteenden s̊asom ”springer längs
med väggen” och ”undersöker väggen” som estimerade tillst̊and hos flera möss,
vilket överenstämmer med vad vi kunde iakta i videomaterialet. Därigenom
visar vi att estimering av dolda Markov-modeller med hjälp av Baum-Welch-
algoritmen kan användas för att automatiskt hitta modeller av beteenden hos
möss.
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Chapter 1

Introduction

Video recording is a non intrusive way of data collection when studying ani-
mal behavior. Methods involving machine learning, such as training of neural
networks for automated labeling of frames, have become a common tool for
analyzing video data (Gomez-Marin et al. 2012; Kabra et al. 2013). Modern
software can reach human like precision in labeling even in challenging scenarios
such as keeping track of individual whiskers in close up videos of mice (Clack
et al. 2012) or identifying body parts of fruit flies with differing orientation
(Mathis et al. 2018).

Hidden Markov models are a common tool used to describe animal behavior.
Such a model can be estimated to fit observed data with machine learning,
both supervised and unsupervised (Egnor and Branson 2016; Wang 2019). A
common assumption about animal behavior is that more complex behaviors
are built from simpler recurring modules and unsupervised machine learning
methods have previously succeeded in identifying such modules (Berman et al.
2014).

Of particular relevance to this study is the work done by Wiltscko and his
colleagues (Wiltscko et al. 2015). They fitted a more complex variation of hidden
Markov models to three dimensional pose data collected with a depth camera.
Using this method, they were able to identify recurring subsecond behavioural
motifs in mice. It is of obvious interest to researchers if estimation of hidden
Markov models is also useful on data collected with less expensive and more
easily available equipment.

Drawing on this, we tested if estimation of standard hidden Markov mod-
els using the Baum-Welch algorithm on feature data extracted from regular
2D video data was a successful approach for quantifying mice behavior. Lone
mice who explored an empty rectangular surface were recorded by an overhead
camera. Using the python module DeepLabCut, we trained a neural network
on frames from the videos where we had labeled certain body parts by hand.
From the positional data retrieved by this network we extracted features such
as velocity and length of the mouse. We subjected the feature data to an imple-
mentation of the Baum-Welch algorithm, which estimated the hidden Markov
model most likely to have generated the data set.
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By analyzing the collected data and the resulting hidden Markov models,
we answered the following questions:

• If the algorithm succeeds in estimating hidden Markov models for the real
mice, do these models seem representative of what can be observed in the
videos?

• How does the retrieved data differ between the features in terms of modal-
ity, spread and similarity across different mice?

• How do these characteristics of the feature data effect the estimation of
hidden Markov models?

Our analysis showed that the estimated states generally matched well with be-
haviour that we observed in the videos. We could also conclude that the choice
of features had impacted the results in an unforeseen way, with the estimated
states being primarily defined by the most multimodal features (distance to the
closest wall and angle to the closest wall). To further evaluate the reliability of
our implementation of the Baum-Welch algorithm, we developed a simulation
of a mouse as a control.

We do not draw any general conclusions about the reliability of the Baum-
Welch algorithm, nor about general mouse behavior. Rather, we evaluate how
well the estimated hidden Markov models serve as descriptions of recurring
behaviour in the recorded scenario, as well as how the choice of features have
impacted the retrieved models.
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Chapter 2

Method

2.1 Video material

In this study we used videos of lone mice freely exploring a 40 × 40 cm square
surface enclosed by walls. The animals were recorded by an overhead camera
and an intracranial camera was embedded in the head of the mouse, connected to
outside equipment by a cord extended from the ceiling. In the overhead footage
the cord was visible. The intracranial videos were not used in this study.

2.2 Automated labeling with DeepLabCut

To extract positions for different body parts of the mice in each frame we used
DeepLabCut (DLC), a neural network available as a Python module (Mathis et
al. 2018). It is based on DeeperCut, a neural network used for pose estimation,
which is trained on ImageNet, a large image database. This makes DLC very
training efficient, only requiring a few hundred training frames to reach human
like results.

The body parts we chose for labeling were both ears, the neck, the tail base,
the middle of the tail and the tip of the tail, as shown in figure 2.1. These points
were chosen for their visibility in most frames and for their deemed usefulness
in discerning features such as velocity, length of the mouse and angle of the
head in relation to the body. The usefulness of the two points on the tail was
uncertain from the start and ended up only being used in the training of the
network as we eventually deemed them as useless to discern any features.

The developers of DeepLabCut have published recommendations for the
number of frames to use in training and evaluation of the DeepLabCut net-
work (Nath et al. 2018). In accordance to their guidelines (which are based on
tests done on qualitatively similar scenarios to the one studied in this report)
we chose 300 frames as an adequate number of frames to use for the training
set. We trained two networks on two different training sets. The first consisted
of frames chosen to represent as wide a range of behaviors as possible, taken
from a video that was not used elsewhere in this study. The second consisted
of frames chosen automatically by a built-in K-means clustering algorithm that
chose frames that were as visually diverse as possible, taken from all available
video material. We evaluated the networks using DeepLabCuts built-in evalua-
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tion function. The network trained on the data set chosen by K-means clustering
had the highest scoring on the test set and was consequently used to analyze the
videos. In total, we analyzed six videos of six different mice. The lengths of the
videos are listed in table 5.1 in the appendix. The videos were numbered 1-6
and we will refer to each mouse with the same number as the video it appears
in.

2.3 Defining features

We used the coordinate data extracted by DeepLabCut to calculate a number
of features of the mice. The features chosen were velocity, body length, distance
to the closest wall, angle to the closest wall, head angle and angular velocity.
The features, and how we derived them, can be seen in figure 2.1. We measured
the body length from the neck to the tail base as shown in figure 2.1A. We
determined the center point between the neck and the tail base in each frame
and used the change of this point to calculate the velocity and the angular
velocity, as shown in figure 2.1B. This way, the mouse spinning around its’ own
axis did not contribute to the velocity. We used coordinate data from both ears,
the neck and the tail base to derive two unit vectors, one pointing along the
body and one pointing along the head. The angle of the head was determined
by the angle between these two vectors, as shown in figure 2.1C. The angle to
the closest wall was determined by the angle between the unit body vector and
a unit vector pointing towards the closest wall, also shown in figure 2.1C. Low
values in the head angle feature corresponded to the mouse looking straight
ahead and low values in the angle to the closest wall feature corresponded to
the mouse being oriented towards the wall. We measured the wall distance from
the tail base to the closest wall, also shown in figure 2.1C.

2.4 Filtering of feature data

We low pass filtered the feature data to remove outliers. Rather than changing
the value of the feature that presented an outlier in a frame, we discarded the
entire frame. This method of filtering was chosen for its simplicity. As the
number of outliers were less than 1% of the data set, discarding the outliers
did not have a significant impact on the amount of available data. The limits
used for filtering can be seen in table 5.2 in the appendix. The cause of the
outliers were not extreme behaviors in the mice, but erroneous labeling by DLC.
Distance to the closest wall, head angle and angle to the closest wall were not
filtered as they could not be filtered with a simple low pass filter like the other
features.
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Figure 2.1: Definitions of the six features from the recorded positional data.
Orange, yellow, green and blue dots represent the four labeled body parts: right
ear, left ear, neck and tail base respectively.
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2.5 Hidden Markov models

A hidden Markov model (HMM) is a system that switches between different
states and outputs data according to state specific probabilities (Rabiner 1989).
In an HMM, the probability of the next state is only dependent on the current
state. The probability to change from one state to another is referred to as
a state transition probability. All of the state transition probabilities for an
HMM can be described with a probability matrix A whose ij:th element gives
the probability of switching to state j given the current state i. An observable
system that switches between states like this is referred to as a Markov chain
(Grinstead and Snell 2006, p. 405). In the case of a hidden Markov model, the
states of the system are assumed to be unknown and only the emitted data is
observable. We used HMMs with emissions drawn from state specific normal
distributions. An example of such an HMM, with three states, is illustrated in
figure 2.2. For continuous normally distributed multidimensional emissions, the
emission probability distribution function of state i is given by

N (y | µi,Σi) =
1

(2π)D/2|Σi|
1
2

exp(−1

2
[y − µi]Σ

−1
i [y − µi]

T ) (2.1)

where D is the dimensionality of the data point yt, µi is a vector which
elements are the means of each feature in state i and Σi is the covariance matrix
of the features in state i. The probability of starting in state i at t = 0 is given
by the i:th element in the vector π. Thus, an entire HMM can be described by
θ = (A,µ,Σ, π).

HMMs can be used as models for animal behavior (Egnor and Branson
2016). The states then typically represent different behaviors. If an algorithm
is used to fit an HMM to a given data set retrieved from recordings of animals,
the estimated HMM can be used as a description of recurring behaviors. The
emission probabilities show how these behaviors differ in the chosen features and
the transition probability matrix gives the probabilities of the animal switching
between behaviors.
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Figure 2.2: An illustration of a hidden Markov model with three states and
normally distributed emissions. Each time step t, the system switches state ac-
cording to the probabilities illustrated by the arrows. The system then outputs a
data point yt according to a state specific multidimensional normal distribution.
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2.6 The Baum-Welch algorithm

Given a data set Y = (y1, y2, . . . , yT ), the number of states N and initial guesses
for θ, the Baum-Welch algorithm (BW) can be used to re-estimate the parame-
ters θ to the HMM most likely to have generated Y (Ganapathiraju and Picone
1999). In this study, we implemented the algorithm as described by Rabiner
(Rabiner 1989).

When using Gaussian probability distributions as emission probabilities, the
likelihood of outputting yt while being in state i at time t is given by

L(Yt = yt | Xt = i) = N (yt | µi,Σi) = Ni(yt) =

1

(2π)D/2|Σi|
1
2

exp(−1

2
[yt − µi]Σ

−1
i [yt − µi]

T )
(2.2)

where Xt is the state in time t. To re-estimate the parameters, initially the
likelihood of being in state i at time t given Y is calculated. First, αi(t) =
L(Y1 = y1, . . . , Yt = yt, Xt = i | θ), the likelihood of θ having generated
y1, y2, . . . , yt and being in state i at time t, is found by the recursion

αi(1) = πiNi(yt) (2.3)

αi(t+ 1) = Ni(yt+1)

N∑
j=1

αj(t)aji (2.4)

βi(t) = L(Yt+1 = yt+1, . . . , YT = yT | Xt = i, θ), the likelihood of the ending
partial sequence yt+1, . . . , yT given starting state i at time t, is in turn found
by the recursion

βi(T ) = 1 (2.5)

βi(t) =

N∑
j=1

βj(t+ 1)aijNj(yt+1) (2.6)

Using α and β, the likelihood γi(t) of being in state i at time t given Y can
be derived using

γi(t) = L(Xt = i | Y, θ) =
L(Xt = i, Y | θ)
L(Y | θ)

=
αi(t)βi(t)∑N
j=1 αj(T )

(2.7)

One final temporary variable ξij(t), the likelihood of being in state i at time
t and in state j at time t+ 1 given Y , is calculated using

ξij(t) = L(Xt = i,Xt+1 = j | Y, θ) =
L(Xt = i,Xt+1 = j, Y | θ)

L(Y | θ)
=

=
αi(t)aijβj(t+ 1)Nj(yt+1)∑N

i=1

∑N
j=1 αi(t)aijβj(t+ 1)Nj(yt+1)

(2.8)
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The updated π, A, µ and Σ are then calculated using

π̂i = γi(1) (2.9)

âij =

T−1∑
t=1

ξij(t)

T−1∑
t=1

γi(t)

(2.10)

µ̂i =

T∑
t=1

γt(i)yt

T∑
t=1

γt(i)

(2.11)

Σ̂i =

T∑
t=1

γt(i)[yt − µ̂i] · [yt − µ̂i]
T

T∑
t=1

γt(i)

(2.12)

Normalization of the rows of A and π should be performed to ensure they
sum to one. The algorithm is repeated until a convergence criterion is met, or
for a set number of iterations. Implementing the Baum-Welch algorithm makes
it necessary to deal with values very close to zero. For example, the likelihood
of an HMM having generated the entire data sequence rapidly shrinks as the
size and complexity of the data set grows. It is necessary to perform as much
as possible of the calculations in log space to avoid errors due to values smaller
than machine epsilon rounding to zero. For this report we developed such an
implementation of the Baum-Welch algorithm in Python, which we will refer to
as our BW implementation.

We determined initial guesses to be used with our BW implementation by K-
means clustering. Since K-means clustering uses the Euclidian distance between
measurement vectors and a mean vector in feature space, we normalized each
feature before the K-means clustering was performed. If normalization had not
been implemented, features with small variance would have had less impact on
the calculated means and vice versa.
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2.7 Testing the Baum-Welch algorithm
on an artificial mouse

Since it is not possible to estimate the states or transition probabilities of the
mice by hand, some other means of testing the accuracy of our BW implemen-
tation was necessary. For this, we developed a virtual model of a mouse, which
was governed by an HMM. Our BW implementation was then tested on data
generated with the virtual mouse. The virtual mouse had 5 states with a 90%
chance of staying in the same state and a 2.5% chance to switch to any of the
other states each time step. The emission probabilities were given by feature
specific normal distributions as shown in table 2.1. When a state transition
occurred, a goal value for each feature was generated according to its emission
probability for the new state. The artificial mouse then changed its features
with feature specific, constant accelerations each frame. We chose this method
in order to generate mouse-like behavior as the real mice can not change their
speed, length or other features instantaneously.

Still, on all fours Still, upright
µ σ µ σ

Velocity [m/s] 0.025 0.025 0.025 0.025
Length [m] 0.0713 0.0038 0.045 0.3

Head angle [rad] 0 0.0628 0 0.0628
Angular velocity [rad/s] 0.2512 0.2512 0.2512 0.2512

Moving
µ σ

Velocity [m/s] 0.6 0.4
Length [m] 0.0713 0.0038

Head angle [rad] 0 0
Angular velocity [rad/s] 0.0628 0.0628

Turning Curving
µ σ µ σ

Velocity [m/s] 0.1 0.1 0.6 0.4
Length [m] 0.045 0.03 0.0713 0.00375

Head angle [rad] 0 0.0314 0 0
Angular velocity [rad/s] 1.5072 1.0048 0.8792 0.3768

Table 2.1: Feature means and standard deviation for the data output goal values
of the different states of the artificial mouse. For example, in the ”turning”
state the mean output goal value of the velocity variable is 0.1 with a standard
deviation of 0.1.
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2.8 Estimation on real mice

We initially ran the estimation with four different configurations on all six mice.
After reviewing the results, we ran the estimation with another configuration on
Mouse 2-5. The specifics for each configuration were as shown in table 2.2. We
will refer to a configuration with x features and y states as configuration FxSy.
When using only four features, we discarded the angle to the closest wall and
head angle features, as we theorized they had the least relevance for differenti-
ating behavior in the mice. We will refer to running our BW implementation
on Mouse i with configuration FxSy as attempt MiFxSy and to the estimated
HMM resulting from an attempt as the result of that attempt.

Configuration name Features States Tested on mice
F6S3 6 3 2-5
F4S4 4 4 1-6
F4S6 4 6 1-6
F6S4 6 4 1-6
F6S6 6 6 1-6

Table 2.2: State and feature configurations. FxSy represents the configuration
with x features and y states.

Convergence ck for iteration k of our BW implementation was calculated
by comparing the updated transition probability matrix Ak with the transition
probability matrix Ak−1 of the previous iteration using

ck =
1

N

N∑
i=1

√
(Ak

i,i)
2 − (Ak−1

i,i )2 (2.13)

where N is the number of states. During usage we found that our BW im-
plementation was unstable. While it initially converged as expected, after some
iterations, it started to diverge. The number of iterations and the convergence
reached before divergence occurred was unique for each attempt. Thus, each
attempt was run for a specific number of iterations, as shown in table 2.3.

Attempt N.o. iterations run Convergence ck reached

Test case 6 763 · 10−3

M1F6S4 7 0.291 · 10−3

M6F6S4 4 264 · 10−3

M2F6S3 4 224 · 10−3

M3F6S3 2 210 · 10−3

M5F6S3 2 477 · 10−3

Table 2.3: Number of iterations before stopping our BW implementation and the
convergence reached for each successful attempt. Convergence was calculated
as shown in equation 2.13.
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Chapter 3

Results

3.1 Histograms of feature data

Results from the feature extraction are displayed as kernel density estimate
(KDE) plots in figure 3.1. All mice moved very slowly for the most part, high
velocities and angular velocities were uncommon. The mice showed a clear
preference for staying close to the walls, rarely venturing toward the middle.
Not very surprisingly the mice preferred to look straight ahead and did not
favor tilting their head to the left or right.

The angle to the closest wall is the feature that displays the most diversity
across the videos as can be seen in figure 3.1F. While all mice had a preference
for being roughly parallel to the wall and avoided having their back towards the
wall, there were still clear differences. Mouse 2, Mouse 4 and Mouse 6 preferred
being almost parallel to the wall, Mouse 1 had a greater preference for facing
towards the wall and the preference of Mouse 3 lied somewhere in between. It
can also be noted that the angle to the closest wall feature showed the most
multimodality.

3.2 Estimated hidden Markov models

3.2.1 The artificial mouse

We tested our BW implementation on three sets of frames generated with the
artificial mouse. The first set consisted of 103 frames, the second of 104 frames
and the third of 105 frames. Our BW implementation performed poorly on the
first set, but it successfully retrieved seemingly reasonable states for the sec-
ond set. On the third set, our BW implementation quickly became divergent.
We believe this to be caused by probabilities becoming too low for the imple-
mentation to handle. While it makes some weaknesses in the implementation
apparent, all the actual videos that were analyzed had between 104 and 2 · 104

frames, putting them in the same order of magnitude as the amount of test
frames that produced viable results.

The result from the 104 set are shown in figure 3.2, showing the data distri-
bution, the original goal values as well as the estimated means and covariance-
ellipses. The transition probability matrix is shown as a heat map.
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Figure 3.1: KDE plots of feature density distributions for the different mice.
Velocity, wall distance, head angle and angular velocity show great similarity.
The differing peaks in the length feature, shown in figure 3.1B, is assumed to be
caused by the animals being of slightly different size. Still, the overall shapes of
the curves in this feature also look different, showing different preferences among
the mice. As shown in figure 3.1F, the angle to the closest wall feature has the
greatest discrepancies among the mice and is the most multimodal feature.
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We matched each estimated state to the true state it showed the most sim-
ilarities to and named it thereafter. Since the means of the artificial mouse are
means for the goal values, it was expected that the mouse rarely, if ever, reached
these values before switching back to a slower state. This can be clearly seen
in figure 3.2A, where the actual velocity goal values for the high velocity states
appear quite far away from the data clusters. Consequently the estimated states
showed a shorter range in their velocity mean values. This exemplifies how a
comparison of the absolute values of the means and standard deviations might
not be the most relevant analysis. It is of more interest to see how the estimated
states relate to each other and if that resembles the relations between the true
states. Is is still possible to discern fast and slow states? Viewing the results in
this perspective, our BW implementation performs reasonably well in returning
the means of the artificial mouse.

The estimated transition probability matrix matches badly. The estimated
”still, on all fours” state was so improbable it should not have occurred at all
during the 104 frames. Presumably the ”running” state and the ”still, on all
fours” state have become difficult (and perhaps irrelevant) for our BW imple-
mentation to discern since the artificial mouse did not reach its goal values.
The estimated ”curving” state was also improbable to occur at all during 104

frames. The estimation returned two catch all-states, the ”turning” state for
higher velocities and the ”still, upright” for lower velocities. The length feature
and the velocity feature showed little covariance in the actual data, which might
have rendered the length feature irrelevant.

Overall, the estimated means seem reasonable and are a relevant representa-
tion of the original states. However, the fact that three of the estimated states
were highly unlikely to occur might point to an inability in our BW implemen-
tation to discern more subtle states. This seems to have led to an overfitted
model, with three of the estimated states accounting for less than 3% of the
frame output.

3.2.2 HMM estimations on real mice

When used on the real mice, our BW implementation generally estimated HMMs
with at least one highly improbable state. This is interpreted as a failure of the
algorithm to discern as many repeated behaviors as requested and we deem these
as failed attempts. However, attempts M1F6S4, M6F6S4, M2F6S3, M3F6S3
and M5F6S3 generated results that showed more balance across the states’
frame output. We deem these as successful attempts. It can be noted that
there were no successful attempts on Mouse 4.

Some selected results are displayed and discussed in this section. All results
are included in the appendix. The results are displayed in KDE plots showing
the data distribution. In the same plots the estimated means and covariance of
each state are shown as well as the initial K-means guess for each state. The
estimated transition probability matrix is shown as a heatmap plot and the
estimated number of frames stemming from each state is shown in the top right
corner legend.
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Figure 3.2: Results for the artificial mouse. Figures 3.2A-C show kernel density
estimation plots in different feature subspaces, darker blue represents higher
data point density. Dots are the means of the estimated normal distributions for
the features, encompassing the dots are 1σ confidence ellipses. Stars represent
the actual goal values used. Figure 3.2D shows the state transition probabilities,
where the ij:th element shows the probability of transitioning from state i to
state j in the next frame.
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3.2.3 Successful attempts

To exemplify a successful result, we begin with describing the result of M1F6S4,
which can be viewed in figure 3.3. State 1 of the estimated hidden Markov model
describes the mouse being relatively still, close to the wall and angled towards
it. State 1 also has a high variance in angular velocity with the highest mean
of all states and a high variance in the head angle, which implies it is sniffing
around. State 2 describes the mouse moving slowly, a bit further from the wall
than state 1, while being parallel to the wall or facing out into the box. This
state is the most common one. State 3 and 4 describe the mouse moving at
higher velocities. They both show a low variance in head angle, probably due
to the mouse looking straight ahead while running. The difference between the
high velocity states is seen in figure 3.3C. State 4 describes the mouse being
parallel to the wall and close to it. State 3 on the other hand describes the
mouse facing the wall and running towards it. The states, in order, could be
interpreted as ”running next to wall”, ”examining wall”, ”walking along wall”
and ”running to new wall”.

When we increased the number of states in attempt M1F6S6 (shown in figure
5.7), the general character of the four states estimated in M1F6S4 seemed to
persist, with the two new states being very improbable. This implies that there
are actually four discernible behaviors in this feature space for Mouse 1 and
increasing the number of states caused over-fitting of the model, returning two
new states that did not give any additional information. Comparing the result
from attempt M1F6S4 to the result from attempt M6F6S4 (shown in figure 5.5),
the general qualities of the states are very similar. This in turn implies that
these behaviors in this feature space are not unique for one mouse.

The angle to the closest wall data is bimodal for most videos, as can be seen
in figure 3.1F. Wall distance also displays vague bimodality as can be seen in
3.1C. Viewing section C in figures 5.1, 3.3, 5.5 and 5.2 it is apparent that the data
has the most discernible modes in the angle to the closest wall - wall distance
subspace. Perhaps due to this, the estimated states in all successful attempts
are primarily separated in this subspace. While it is possible to discern slow and
fast states, the fast states often have a wide standard deviation in their velocity
and length and a lot of overlap. This implies that the results of the successful
attempts can be viewed as a description of how the mice behave dependent on
their position and orientation in relation to the walls.

Some states recurred in most of the successful attempt, such as the ”examin-
ing wall” state, the ”running next to wall” state and the ”running to new wall”
state. These behaviors can easily be recognized in the actual videos. The mice
often ran parallel to the walls and rarely ventured far from the walls. Sometimes
they stopped and attempted to climb the walls or examined the walls by sniffing
them. They were rarely seen in the middle, which is expected since open spaces
are where they would be most vulnerable to predators (Ennaceur 2012). When
they ventured the furthest from the walls they could be seen to run diagonally
from one wall to another, generally avoiding running straight across the middle.
In this way, the estimation results confirmed the impressions given by a brief
viewing of the videos.
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Figure 3.3: Results of attempt M1F6S4. Figures 3.3A-C show kernel density
estimation plots in different feature subspaces, darker blue represents higher
data point density. Dots are the means of the estimated normal distributions for
the features, encompassing the dots are 1σ confidence ellipses. Crosses represent
the K-means initial guess. Figure 3.3D shows the state transition probabilities,
where the ij:th element shows the probability of transitioning from state i to
state j in the next frame. The states, in order, could be interpreted as ”running
next to wall”, ”examining wall”, ”walking along wall” and ”running to new
wall”.
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Figure 3.4: Results of attempt M2F6S3. Figures 5.1A-C show kernel density
estimation plots in different feature subspaces, darker blue represents higher
data point density. Dots are the means of the estimated normal distributions for
the features, encompassing the dots are 1σ confidence ellipses. Crosses represent
the K-means initial guess. Figure 5.1D shows the state transition probabilities,
where the ij:th element shows the probability of transitioning from state i to
state j in the next frame.
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Chapter 4

Discussion

Since we only tested a limited number of videos, any wide claims about the
usefulness of HMM estimation by the BW algorithm as a tool for analyzing
animal behavior lie outside the scope of this study. What can be said is that
our implementation of the BW algorithm managed to estimate an HMM without
highly improbable states on five of the six mice. Furthermore, the estimated
HMMs seemed to align with what we observed in the actual videos and the
results seemed to be heavily influenced by the choice of features.

4.1 Conclusions

Unintentionally, the chosen features in this study resulted in our BW imple-
mentation seemingly giving answers to the question How does the mouse behave
depending on its’ position and orientation in relation to the walls of the box?.
We believe this to be caused by the distance to the closest wall feature and the
angle the the closest wall feature showing the most multimodality of the chosen
features. When picking features, one key point thus seems to be the modality of
the distribution. Unimodal features seem to have come second. However, uni-
modal features that showed high covariance also tended to separate the states,
albeit to a lesser extent then multimodal features. For example, in figure 5.5A
the length data is unimodal but it’s correlation with the velocity data sepa-
rates the states to some extent. The states in the result from M6S6F4 can be
characterized as either slow or fast states, even if the overlap is large.

We found another general tendency when increasing the number of states of a
successful attempt. Comparing each successful attempt with the corresponding
failed attempt that used a higher number of states, it can be seen that the states
found in the successful attempt generally persist and that the new added states
are highly improbable. We interpret this as overfitting. Rather than revealing
any new information, our BW implementation groups a few select frames with
very similar values together into a new state. It thus seems that using this
feature space, there is only a small number of recurring behaviors to be found.
When looking at the videos, it is apparent that the mice often switch between
moving and being still at subsecond speeds. This is also backed up by earlier
research (Wiltscko et al. 2015). This was not reflected in the estimated states
in this study, since the probability of switching states was generally to low to

21



make subsecond switches probable. The lack of subsecond behavior can in part
be explained by the fact that the position and orientation features dominated
the results. However, when we removed the angle to the closest wall feature,
there were no successful attempts.

4.2 Possible improvements

When estimating HMMs by using the BW algorithm, it seems to be of impor-
tance to choose features that clearly differ between the behaviors that are to
be investigated. In hindsight, acceleration would might have provided a clearer
separation between still and moving states.

Errors from the labelling in DLC and in conversion of pixels to meters are
small compared to the ranges of the features and does probably not impact the
results. Several limitations of our BW implementation became apparent during
testing and usage. An implementation less prone to divergence might have a
greater success in discerning more subtle states and consequently give other
results than what we found.
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Chapter 5

Appendix

5.1 Tables

Video Frames Time

1 23912 19 minutes 56 seconds

2 17787 14 minutes 49 seconds

3 17859 14 minutes 53 seconds

4 18351 15 minutes 18 seconds

5 17156 14 minutes 18 seconds

6 17936 14 minutes 57 seconds

Table 5.1: Lengths of the videos used in this study. The videos are all of different
mice. Each video features a unique animal and each mouse is referred to with
the same number as the corresponding video.

Feature Cutoff

Velocity 3 m/s

Length 12 cm

Angular velocity 20 rad/s

Table 5.2: Cutoff limits used for low pass filtering the feature data.

24



5.2 Figures of results from
all successful attempts

Figure 5.1: Results of attempt M2F6S3, deemed to be a successful attempt.
Figures 5.1A-C show kernel density estimation plots in different feature sub-
spaces, darker blue represents higher data point density. Dots are the means
of the estimated normal distributions for the features, encompassing the dots
are 1σ confidence ellipses. Crosses represent the K-means initial guess. Figure
5.1D shows the state transition probabilities, where the ij:th element shows the
probability of transitioning from state i to state j in the next frame.
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Figure 5.2: Results of attempt M3F6S3, deemed to be a successful attempt.
Figures 5.2A-C show kernel density estimation plots in different feature sub-
spaces, darker blue represents higher data point density. Dots are the means
of the estimated normal distributions for the features, encompassing the dots
are 1σ confidence ellipses. Crosses represent the K-means initial guess. Figure
5.2D shows the state transition probabilities, where the ij:th element shows the
probability of transitioning from state i to state j in the next frame.
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Figure 5.3: Results of attempt M5F6S3, deemed to be a successful attempt.
Figures 5.3A-C show kernel density estimation plots in different feature sub-
spaces, darker blue represents higher data point density. Dots are the means
of the estimated normal distributions for the features, encompassing the dots
are 1σ confidence ellipses. Crosses represent the K-means initial guess. Figure
5.3D shows the state transition probabilities, where the ij:th element shows the
probability of transitioning from state i to state j in the next frame.
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Figure 5.4: Results of attempt M1F6S4, deemed to be a successful attempt.
Figures 3.3A-C show kernel density estimation plots in different feature sub-
spaces, darker blue represents higher data point density. Dots are the means
of the estimated normal distributions for the features, encompassing the dots
are 1σ confidence ellipses. Crosses represent the K-means initial guess. Figure
3.3D shows the state transition probabilities, where the ij:th element shows the
probability of transitioning from state i to state j in the next frame.

28



Figure 5.5: Results of attempt M6F6S4, deemed to be a successful attempt.
Figures 5.5A-C show kernel density estimation plots in different feature sub-
spaces, darker blue represents higher data point density. Dots are the means
of the estimated normal distributions for the features, encompassing the dots
are 1σ confidence ellipses. Crosses represent the K-means initial guess. Figure
5.5D shows the state transition probabilities, where the ij:th element shows the
probability of transitioning from state i to state j in the next frame.
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5.3 Figures of results from
selected failed attempts

Figure 5.6: Results of attempt M4F6S3, deemed to be a failed attempt due to
highly improbably state(s). Figures 5.6A-C show kernel density estimation plots
in different feature subspaces, darker blue represents higher data point density.
Dots are the means of the estimated normal distributions for the features, en-
compassing the dots are 1σ confidence ellipses. Crosses represent the K-means
initial guess. Figure 5.6D shows the state transition probabilities, where the
ij:th element shows the probability of transitioning from state i to state j in
the next frame.
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Figure 5.7: Results of attempt M1F6S6, deemed to be a failed attempt due to
highly improbably state(s). Figures 5.7A-C show kernel density estimation plots
in different feature subspaces, darker blue represents higher data point density.
Dots are the means of the estimated normal distributions for the features, en-
compassing the dots are 1σ confidence ellipses. Crosses represent the K-means
initial guess. Figure 5.7D shows the state transition probabilities, where the
ij:th element shows the probability of transitioning from state i to state j in
the next frame.
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Figure 5.8: Results of attempt M3F6S6, deemed to be a failed attempt due to
highly improbably state(s). Figures 5.8A-C show kernel density estimation plots
in different feature subspaces, darker blue represents higher data point density.
Dots are the means of the estimated normal distributions for the features, en-
compassing the dots are 1σ confidence ellipses. Crosses represent the K-means
initial guess. Figure 5.8D shows the state transition probabilities, where the
ij:th element shows the probability of transitioning from state i to state j in
the next frame.
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Figure 5.9: Results of attempt M6F6S6, deemed to be a failed attempt due to
highly improbably state(s). Figures 5.9A-C show kernel density estimation plots
in different feature subspaces, darker blue represents higher data point density.
Dots are the means of the estimated normal distributions for the features, en-
compassing the dots are 1σ confidence ellipses. Crosses represent the K-means
initial guess. Figure 5.9D shows the state transition probabilities, where the
ij:th element shows the probability of transitioning from state i to state j in
the next frame.
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Figure 5.10: Results of attempt M1F4S4, deemed to be a failed attempt due
to highly improbably state(s). Figures 5.10A-C show kernel density estimation
plots in different feature subspaces, darker blue represents higher data point
density. Dots are the means of the estimated normal distributions for the fea-
tures, encompassing the dots are 1σ confidence ellipses. Crosses represent the
K-means initial guess. Figure 5.10D shows the state transition probabilities,
where the ij:th element shows the probability of transitioning from state i to
state j in the next frame.
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Figure 5.11: Results of attempt M6F4S4, deemed to be a failed attempt due
to highly improbably state(s). Figures 5.11A-C show kernel density estimation
plots in different feature subspaces, darker blue represents higher data point
density. Dots are the means of the estimated normal distributions for the fea-
tures, encompassing the dots are 1σ confidence ellipses. Crosses represent the
K-means initial guess. Figure 5.11D shows the state transition probabilities,
where the ij:th element shows the probability of transitioning from state i to
state j in the next frame.
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