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Abstract
Data-driven modeling of stochastic nonlinear systems is recognized as a very
challenging problem, even when reduced to a parameter estimation problem. A main
difficulty is the intractability of the likelihood function which renders favored estimation methods, such as the maximum likelihood method, analytically intractable.
During the last decade, several numerical methods have been developed to approximately solve the maximum likelihood problem. A class of algorithms that attracted
considerable attention is based on sequential Monte Carlo algorithms (also known as
particle filters/smoothers) and particle Markov chain Monte Carlo algorithms. These
algorithms were able to obtain impressive results on several challenging benchmark
problems; however, their application is so far limited to cases where fundamental
limitations, such as the sample impoverishment and path degeneracy problems, can
be avoided.
This thesis introduces relatively simple alternative parameter estimation methods
that may be used for fairly general stochastic nonlinear dynamical models. They
are based on one-step-ahead predictors that are linear in the observed outputs and
do not require the computations of the likelihood function. Therefore, the resulting
estimators are relatively easy to compute and may be highly competitive in this
regard: they are in fact defined by analytically tractable objective functions in
several relevant cases. In cases where the predictors are analytically intractable
due to the complexity of the model, it is possible to resort to plain Monte Carlo
approximations. Under certain assumptions on the data and some conditions on
the model, the convergence and consistency of the estimators can be established.
Several numerical simulation examples and a recent real-data benchmark problem
demonstrate a good performance of the proposed method, in several cases that
are considered challenging, with a considerable reduction in computational time in
comparison with state-of-the-art sequential Monte Carlo implementations of the ML
estimator.
Moreover, we provide some insight into the asymptotic properties of the proposed
methods. We show that the accuracy of the estimators depends on the model
parameterization and the shape of the unknown distribution of the outputs (via
the third and fourth moments). In particular, it is shown that when the model
is non-Gaussian, a prediction error method based on the Gaussian assumption is
not necessarily more accurate than one based on an optimally weighted parameterindependent quadratic norm. Therefore, it is generally not obvious which method
should be used. This result comes in contrast to a current belief in some of the
literature on the subject.
Furthermore, we introduce the estimating functions approach, which was mainly
developed in the statistics literature, as a generalization of the maximum likelihood
and prediction error methods. We show how it may be used to systematically define
optimal estimators, within a predefined class, using only a partial specification of
the probabilistic model. Unless the model is Gaussian, this leads to estimators that
are asymptotically uniformly more accurate than linear prediction error methods

when quadratic criteria are used. Convergence and consistency are established under
standard regularity and identifiability assumptions akin to those of prediction error
methods.
Finally, we consider the problem of closed-loop identification when the system
is stochastic and nonlinear. A couple of scenarios given by the assumptions on the
disturbances, the measurement noise and the knowledge of the feedback mechanism
are considered. They include a challenging case where the feedback mechanism is
completely unknown to the user. Our methods can be regarded as generalizations
of some classical closed-loop identification approaches for the linear time-invariant
case. We provide an asymptotic analysis of the methods, and demonstrate their
properties in a simulation example.

Sammanfattning
Det är välkänt att datadriven modellering av icke-linjära stokastiska system är
ett utmanande problem, även i fallen där det kan reduceras till ren parameterskattning. Den huvudsakliga svårigheten är att likelihoodfunktionen inte är analytiskt
hanterbar, vilket medför problem vid tillämpning av standardmetoder såsom maximum likelihood. Under det senaste decenniet har numeriska algoritmer baserade
på sekventiell Monte Carlo (partikelfilter) rönt stort intresse. Dessa algoritmer har
imponerande prestanda på en rad benchmarkproblem; dock så är deras praktiska
tillämpning än så länge begränsad till specialfall där fundamentala begränsningar
kan undvikas.
Den här avhandlingen introducerar nya metoder som kan användas för parameterestimering i en stor klass av icke-linjära stokastiska system. Metoderna baseras
på enstegsprediktorer som är linjära i systemets observerade utsignal. Våra nya
metoder kräver inte att likelihoodfunktionen beräknas; istället använder de, i en rad
relevanta fall, analytiskt hanterbara uttryck som gör dem högst attraktiva. I fallen
där prediktorerna är analytiskt ohanterbara (på grund av modellens komplexitet)
kan man använda vanliga Monte Carlo-approximationer. Vi visar att klassiska
resultat från asymptotisk teori kan användas under rimliga antaganden, och via
dessa, att våra föreslagna skattare är konsistenta samt asymptotiskt normalfördelade.
Skattarnas prestanda utvärderas i numeriska simulationer, samt nyligen föreslagna
benchmarkproblem baserade på verklig data, med bra resultat.
Vidare diskuterar vi de föreslagna metodernas asymptotiska egenskaper: deras
nogrannhet beror inte enbart på hur modellen har parametriserats, utan även på
datans sannolikhetsdistribution (via dess tredje och fjärde ordningens moment).
Speciellt visar vi att när modellen inte uppfyller antaganden om normalfördelning, så är en prediktionsfelsmetod baserad på ett normalfördelningsantagande inte
nödvändigtvis bättre än en prediktionsfelsmetod baserad på en viktad parameteroberonde kvadratisk norm. Vår slutsats är att det därför inte är uppenbart vilken
prediktionsfelsmetod som bör användas. Detta resultat står i kontrast mot den
vedertagna uppfattningen som finns i delar av litteraturen.
Avhandlingen introducerar även den så kallade skattningsfunktionsmetoden
(främst utvecklad inom statistiklitteraturen) som en generalisering av maximum
likelihood- och prediktionsfelsmetoderna. Vi visar hur denna metod kan användas
för att systematiskt konstruera optimala skattare, inom en specifierad modellklass,
från enbart partiella specifikationer på den underliggande probabilistiska modellen.
Detta ger skattare som asymptotiskt är likformigt mer noggrannare än linjära
prediktionsfelsmetoder baserade på kvadratiska optimeringsobjektiv. Vi härleder
konvergensresultat, såsom konsistens, för dessa skattare under standardantaganden.
Slutligen behandlar vi identifieringsproblemet för återkopplade system som är
stokastiska och icke-linjära. Vi behandlar ett par varianter på antaganden om mätsamt processbrus, och på kunskap om hur systemets återkoppling sker. Ett speciellt
utmanande fall är när återkopplingsmekanismen är helt okänd. Metoderna vi föreslår
kan ses som generaliseringar av klassiska metoder för identifiering av återkopplade

system med linjärt tidsvarierande parametrar. Vi utför en asymptotisk analys av
metoderna, och demonstrerar deras prestanda i numeriska experiment.
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Notations
A bold font is used to denote random variables and a regular font is used to denote
realizations thereof. The symbol is used to terminate proofs.
Number Sets
N, N0
Z
R, R+
Rd

the
the
the
the

set of natural numbers, N ∶= {1, 2, . . . }, N0 ∶= N ∪ {0}.
set of integers, Z ∶= {0, ±1, ±2, . . . }.
sets of real numbers and nonnegative real numbers respectively.
Euclidean real space of dimension d ∈ N.

Parameters and Constants
θ
θ○
Θ
{gk }∞
k=1
{hk }∞
k=0
dw , du , dy , dx

the parameter: a finite dimensional vector in Rdθ to be
estimated.
the (assumed) true parameter.
a compact subset of Rdθ .
impulse response sequence of a plant model.
impulse response sequence of a noise model.
the dimension of the process disturbance, the input signal, the
output signal, and the state process respectively; all in N.

Signals and Stochastic Processes
ζ = {ζ t }t∈Z
x = {xt }t∈Z
u = {ut }t∈Z
y = {y t }t∈Z
w = {wt }t∈Z
v = {v t }t∈Z
e = {et }t∈Z
ε = {εt }t∈Z
Φζ (ω)

a generic vector-valued discrete-time stochastic process.
a latent/state process.
the input signal.
the output signal.
the process disturbance.
the measurement noise (when it is white).
the prediction error process.
the (linear) innovation process.
the power spectrum of a process ζ, in which ω ∈ R.
xv

xvi

Notations

Vectors and Matrices
A(θ), B(θ), C(θ)
Z
X
Ut
Yt
U, Y
W
V
E
E
ŷ t∣t−1 (θ)
̂
Y
θ̂

deterministic matrices parameterized by θ.

a column vector, Z ∶= [ζ ⊺1 , . . . , ζ ⊺N ]⊺ .
a column vector stacking state vectors, X ∶= [x⊺0 , . . . , x⊺N ]⊺ .
a column vector stacking input vectors, U ∶= [u⊺1 , . . . , u⊺t ]⊺ .
a column vector stacking output vectors, Y t ∶= [y ⊺1 , . . . , y ⊺t ]⊺ .
denote UN , YN respectively.
a column vector stacking disturbance vectors, W ∶= [w⊺1 , . . . , w⊺N ]⊺ .
a column vector stacking measurement noise vectors,
V ∶= [v ⊺1 , . . . , v ⊺N ]⊺ .
a column vector stacking prediction error vectors, E ∶= [e⊺1 , . . . , e⊺N ]⊺ .
a column vector stacking innovation vectors, E ∶= [ε⊺1 , . . . , ε⊺N ]⊺ .
a parameterized one-step-ahead predictor of y.
a column vector stacking one-step-ahead predictors of yt ,
⊺
̂ ∶= [ŷ ⊺ , . . . , ŷ ⊺
Y
1∣0
N ∣N −1 ] .
an estimate of θ or an estimator function (when it has an argument).

Functions and Operators
(⋅)−1
(⋅)⊺
F ⊺ (θ), Σ−1 (θ)
vech[⋅]

∥⋅∥2 , ∥⋅∥Q
q
−1
q
G(q, θ)
H(q, θ)
f, g and h
ψ
`

the inverse (of an operator or a square matrix).
the transpose (of a vector or a matrix).
means [F (θ)]⊺ , [Σ(θ)]−1 respectively.
half-vectorization operator; for a symmetric matrix M of size n,
vech[M ] is the column vector of size n(n + 1)/2 obtained by
vectorizing the lower triangular part of M .
the Euclidean norm and a weighted Euclidean norm. For any
vector x√∈ Rn , n ∈ N and any positive definite matrix Q,
∥x∥Q ∶= x⊺ Qx.
the shift operator on sequence spaces, q xt ∶= xt+1 .
−1
the backward shift operator on sequence spaces, q xt ∶= xt−1 .
transfer operator plant model parameterized by θ.
transfer operator noise model parameterized by θ.
static (measurable) functions between Euclidean spaces.
one-step-ahead predictor function defining ŷ t∣t−1 .
scalar function used in the definition of prediction error
methods, (ε, t, θ) ↦ `(ε, t, θ) ∈ R+ .

Notations

xvii

Probability Spaces
(Ω, F, Pθ )
δx̃ ({x})
E[⋅; θ]
E○ [⋅]
Eζ [⋅; θ]
p(ζ; θ)
pζ (ζ; θ)
p(ζ; θ)
p(ζ∣η; θ)

ζ∣η
E[⋅∣η; θ]
cov(ζ 1 , ζ 2 ; θ)
var(ζ; θ)
↝
a.s.
Ð→
θ̂

generic underlying measure space. The measure is
parameterized by θ.
Empirical density function: δx̃ ({x}) ∶= 1 if x = x̃, otherwise
δx̃ ({x}) ∶= 0.
mathematical expectation with respect to Pθ .
mathematical expectation with respect to the true underlying
measure of the data P○ . If there exists θ○ ∈ Θ, E○ [⋅] = E[⋅; θ○ ]
mathematical expectation with respect to the distribution of a
random vector ζ. The distribution is parameterized by θ.
probability density function of a real random vector ζ
parameterized by θ with respect to the Lebesgue measure.
the value p(ζ = ζ; θ).
the likelihood function of θ given a realization of ζ.
conditional probability density function, parameterized by θ, of
a real vector-valued random variable ζ given a realization of
another random variable η; that is p(ζ∣η = η; θ). The reference
measure is always the Lebesgue measure.
a (conditional) random variable ζ with a PDF p(ζ∣η; θ).
conditional expectation given that η = η.
the covariance matrix of two random vectors ζ 1 , ζ 2 ; that is
E [(ζ 1 − E[ζ 1 ; θ])(ζ 2 − E[ζ 2 ; θ])⊺ ; θ].
the variance of a real-valued random variable ζ.
means “converges in distribution to”.
means “converges almost surely to”.
estimator of θ; that is θ̂ ∶= θ̂(D N ).

Function Spaces
L2 (Ω, F, Pθ )
Ln2 (Ω, F, Pθ )

ϕ
sp{S}
PS [⋅]

the Hilbert space of real-valued random variables with finite
second moments. Generally, the arguments will be dropped
and only L2 will be used.
the Hilbert space of random variables in Rn with entries in
L2 , and n ∈ N. Generally, the arguments will be dropped and
only Ln2 will be used.
a generic (measurable) test function.
the linear span of the subset S ⊂ L2 .
the orthogonal projection operator of L2 or Ln2 onto a closed
subspace S. The space is understood from the context.
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Notations

Data Sets
the cardinality of the data set, N ∈ N.
a set of input and output pairs, Dt ∶= {(y k , uk ) ∶ 1 ≤ k ≤ t}, t ≤ N .

N
Dt

Distributions
N (µ(θ), Σ(θ))
U ([a, b])

the multivariate Gaussian distribution with a mean vector
µ(θ) and a covariance matrix Σ(θ); parameterized by θ.
the uniform distribution over the closed interval [a, b].

Other
0, ∞
M
∶
∀
∼

the zero vector and infinity respectively.
the number of samples/particles in a Monte Carlo method.
means “such that”.
means “for all”.
means “is distributed according to”; It is used in conjunction
with probability measures, distribution functions or PDFs.

i.i.d.

means
to”.
means
means
means

∼

∝
∶=
≈
d

=
1
I
t
z
ω

“is independently and identically distributed according
“is proportional to”.
“is defined as”.
“is approximately equal to”.

sol {f (θ) = 0}

means “equal in distribution to”.
a column vector of ones with the appropriate dimension.
the identity matrix with the appropriate dimension.
discrete-time index for signals and time-dependent functions.
complex variable of the z-transform.
angular frequency variable, or a weight in an importance
sampling method.
the set of global minimizers of a real-valued function f over a
compact set Θ.
the set of solutions to the algebraic problem f (θ) = 0 over Θ.

log(⋅)
O(N )
V2
1
M2

the natural logarithm function, log ∶ R+ /{0} → R.
a function such that ∣O(N )∣≤ CN with finite C ∈ R+ , N ∈ N.
2 ⊺
for any vector V ∶= [v1 . . . vN ]⊺ we define V 2 ∶= [v12 . . . vN
] .
the Cholesky square root of a positive definite matrix M .

arg min f (θ)
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Chapter 1

Introduction
In this chapter, we introduce the topic of the thesis and motivate the considered
problem. The first two sections have appeared previously in [3]. The last section
gives an outline of the thesis content and highlights its main contributions.

1.1

Data-Driven Learning of Dynamical Models

System identification is a scientific method concerned with dynamical models learning
based on observed data (see [114, 153, 179, 215, 232]). It can be described as the
joint activity of dynamical systems modeling and parameter estimation. Like any
other scientific method, system identification is used to acquire new knowledge, or
correct and improve existing knowledge based on measurable evidence. In system
identification, the evidence is given in terms of a set of measured signals (variables)
known as the data set. The mathematical model used to describe the relation between
the measured signals constitutes the hypothesis of the method.
In engineering sciences, system identification is used as a tool for the design or
the operation of engineering systems. For example, most of the modern automatic
control techniques and signal processing and fault detection methods are based on
mathematical models obtained using system identification techniques.

1.1.1

Systems

The term “system” refers to any spatially and temporally bounded physical or
conceptual object within which several variables interact to produce an observable
phenomena (see [119, 156, 254]). The observable variables are called the outputs (or
the output signals) of the system. We will assume here that the outputs reflect the
behavior of the system in response to some external stimuli. The external variables
that can be altered by an extraneous observer are called the inputs (or the input
signals) of the system. All external variables that cannot be altered by the observer
are called disturbances (or disturbance signals). In some but not all cases, the
disturbances can be directly observed (measured).
1
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It is assumed here that a system follows some sort of causality. The inputs and
the disturbances are considered to be the causes, and the outputs are the observable
effect. This definition of a system is quite general and can accommodate many
observable phenomena. For example, a system can be a human cell, an electric
motor, an aircraft, an economic system, or the solar system. It is possible to define
inputs, disturbances and outputs for each of these systems. For instance, the solar
system is affected by the gravity of neighboring stars, which cannot be altered by
the observer; such gravitational effect is therefore a disturbance. On the other hand,
the behavior of an aircraft is influenced by the engine thrust which can be taken as
an input, but also by gust which is a disturbance. For more complex systems, the
discrimination between inputs, disturbances, and outputs becomes less clear.
In many scientific fields, including engineering sciences, most of the systems are
dynamical systems with some sort of memory. The outputs of a dynamical system
at a certain time do not only depend on the inputs and disturbances at the same
time, but also on their histories.

1.1.2

Mathematical Models

A fundamental step of any system identification procedure is the specification of
a mathematical model set. A mathematical model is an abstract representation
of a system in terms of a mathematical relation between its inputs, outputs and
disturbances. In practice, a mathematical model is seen as an approximation of the
real-life system’s behavior, and cannot provide an exact description; consequently,
one system can have several models under several assumptions and/or intended
uses.
Dynamical systems are usually modeled by a set of (partial or ordinary) differential or difference equations. Models corresponding to differential equations are called
continuous-time models, while those corresponding to difference equations are called
discrete-time models. When the coefficients of these equations are independent of
time, the models are called time-invariant models.
A generic causal discrete-time model can be defined by the equation
yt = ft ({uk }tk=−∞ , {ζk }tk=−∞ ; θt )
in which t ∈ Z is an integer representing time, yt ∈ Rdy is a real vector representing
the value of the output at time t, the sequence {uk }tk=−∞ represents the input history
up to time t, in which ut ∈ Rdu is a real vector representing the value of the input
at time t, and the sequence {ζk }tk=−∞ represents the history of the disturbances
up to time t where ζt is a real vector representing the values of the disturbances.
The symbol ft denotes a generic mathematical function modeling the cause/effect
relationship between the inputs and disturbances and the outputs. The function
is parameterized by a parameter θt that is usually a finite-dimensional real vector,
θt ∈ Rdθ for all t ∈ Z and some constant dθ ∈ N, in which case the model is said to be
parametric. The subscript t indicates that the function and the parameter may, in
general, vary with time.
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A model may be derived using physical laws and prior knowledge about the
system. However, in cases where physical modeling is not possible due to the
complexity of the system, standard classes of models can be used. An important
subset of models is the set of parametric linear time-invariant models. These are
models that assume a linear relationship between the inputs, the disturbances
and the outputs such that the parameter is time-independent: θt = θ for all t ∈ Z
(see Section 2.1.3). Linear models are used extensively in practice, even when the
underlying system exhibits a nonlinear behavior. This is mainly due to the fact that
the estimation and feedback control theory is well-developed and well-understood
for linear models (see [9, 10, 94, 117, 118, 186, 212, 255]). However, when linear
models are not accurate enough for the intended use, nonlinear models have to be
considered (see [204] for a related discussion).

1.1.3

Estimation Methods

Once a model set has been determined, the next step of the system identification
procedure is to choose a parameter estimation method. The choice is guided by
the available assumptions on the data and the model class. The main goal of the
estimation method is the evaluation of the unknown parameter vector θ. An estimate
is usually computed, based on a set of recorded input and output signals over a finite
time interval, by solving either an optimization problem or an algebraic problem.
Furthermore, the estimation method must provide some kind of accuracy measure
for the computed estimate.
Since the values of the disturbances are usually unknown, an uncertainty concept
must be introduced. There are two main approaches for the characterization of
uncertainty: the unknown but bounded approach, and the stochastic approach. In
the unknown but bounded approach (see [163]), the uncertainty is characterized
by defining a membership set for all uncertain quantities. That is, for all t ∈ Z, the
values assumed by ζt belong to some known bounded set. Based on this constraint
and the given data, a set of feasible parameters can be determined and a parameter
can be selected by minimizing the worst-case error according to some performance
measure. This approach is known as “worst-case identification”. The stochastic
approach, on the other hand, assumes a random nature of the uncertainty which is
characterized by probability distributions.
In this thesis, we will only consider the stochastic approach. The estimation step is
then seen as an application of statistical inference methods. Under the assumptions of
a frequentist (see [137]) stochastic framework, the analysis of identification methods
investigates what would happen if the experiment was to be repeated. The result of
a “good” method is expected, for example, not to vary significantly. The analysis
also examines what would happen to the result if very long (“infinite”) data records
were available. It is important to understand that, even though only finite data
records are available (and even when the experiment is only performed once), the
answers to such questions give confidence in the estimation method and are also
used to compare and choose between different available estimation methods.
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The most commonly used statistical estimation methods in system identification
are the Maximum Likelihood (ML) method and the Prediction Error Methods
(PEM(s)) based on Prediction Error (PE) minimization (see [25, 93, 153, 179, 215]).
Both are instances of a wider class of estimators known as the class of Extremum
Estimators (see, for example, [4, Chapter 4]). Estimators in this class are defined by
maximizing or minimizing a general objective function of the data and the parameter.
The result is a point estimate, i.e., a single value for the parameter, together with
an approximate confidence region.
In the case of the ML method, the objective function to be maximized is the
likelihood function of the parameter. It is defined by the joint Probability Density
Function (PDF) of the possible model outputs over some interval of time. The
likelihood function is equal to the value of the PDF evaluated at the observed
outputs and seen as a function of the parameter. Accordingly, to be able to compute
the Maximum Likelihood Estimate (MLE) for a given model, it should be possible
to compute the required joint PDF. Unfortunately, for general nonlinear models,
this task is not trivial because the likelihood function has no analytic form (see
Chapter 3).
In the case of PEMs, the objective function to be minimized is given by the sum
of the errors made by the model when used to predict the observed outputs. This
requires the definition of: (i) an output predictor function based on the model, and
(ii) a “distance” measure in the output signal space to evaluate the errors. Different
choices for the predictor functions and the distance measure lead to different instances
of the family of PEMs. An optimal PEM instance, in the sense of minimizing the
expected value of the squared prediction errors, can be defined; however, it relies
indirectly on the joint PDF of the possible model outputs. Consequently, for general
nonlinear models, the objective function of the optimal PEM instance has no analytic
form.

1.1.4

Properties of Estimators

The ML method and the PEMs are favored due to their statistical properties. To be
able to discuss and compare statistical properties of estimators, we usually need the
assumption of a true system. Namely, we assume that there exists a true parameter,
denoted by θ○ , such that the recorded observation is a realization of the outputs of
the model with θ = θ○ . The model evaluated at θ○ is said to be the true system or the
true model. Although such an assumption is never true in practice, it is convenient
for the theoretical analysis of the estimation methods.
Typically, the considered properties of estimators are asymptotic in nature.
Perhaps the weakest property that should be required for any estimation method
is consistency. Consistency is a central idea in statistics; it means that as the data
size increases, the resulting estimates become closer to the true parameter. Because
an estimator is a random variable, such a convergence is taken in a probabilistic
sense (see [34, Chapter 4]). For example, convergence can be defined as follows: for
an arbitrary probability P ∈ [0, 1] close to 1 and any topological ball centered at
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θ○ with an arbitrary small radius, we only need data records long enough so that
the estimate of θ is inside the given ball with probability P . We then say that the
estimator converges in probability to the true parameter as the data size grows
towards infinity. An estimator with such a property is called a (weakly) consistent
estimator of θ.
Efficiency is another property used to compare consistent estimators. Given two
consistent estimators of θ, it is natural to use the one that gives estimates closer to the
true parameter. This can be evaluated by comparing the (asymptotic) distributions
of a normalized version of the errors (θ̂ − θ○ ). A consistent estimator is called
asymptotically efficient if its normalized error has an asymptotic covariance
√ no larger
than any other consistent estimator. It is usually the case that limN →∞ N (θ̂ − θ○ ),
in which N is the data size and θ̂ is a consistent estimator of θ, has a multivariate
Gaussian distribution with zero mean and some covariance matrix. It is then said
that the estimator is asymptotically normal. Given several asymptotically normal
estimators of the same parameter, the estimator with the smallest asymptotic
covariance matrix should be preferred.
Under fairly general conditions, it can be shown that both the ML method and
the PEMs lead to consistent and asymptotically normal estimators (see [101, 153] for
example). Furthermore, the MLE is asymptotically efficient under week assumptions.
In some cases, the PEM with the optimal predictor and a specific choice for the
distance measure on the outputs can be shown to coincide with the MLE.

1.2

Motivation and Overview of Available Methods

In this thesis, we are concerned with the parameter estimation problem of fairly
general stochastic nonlinear dynamical models. We are specifically interested in
cases where an unobserved disturbance or latent process is affecting the outputs
through a non-invertible nonlinear transformation. This is illustrated in the block
diagram in Figure 1.1. We will make the standing assumption that a parametric
model set is given, and we will not be concerned with the important step of model
structure selection.
To motivate the problem, we consider below two cases. In the first, the stochastic
part of the outputs comes from an additive measurement noise; in this case, the
model is invertible in the sense that, for any given θ, the measurement noise can be
reconstructed from the knowledge of the inputs and the outputs. In the second, a
nonlinear contribution from an unobserved disturbance is also present; in this case,
the inputs and outputs cannot be used to reconstruct the unobserved disturbance,
and the model is said to be non-invertible.
For each case, we provide a very brief overview of the available identification
methods. There is a significant literature on this topic, and it is not possible to
cover all the relevant work in a brief overview. We refer the interested reader to the
surveys [15, 98, 198, 202, 209], the books [16, 83, 167, 171, 179], and the exhaustive
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Nonlinear
Dynamical
Model
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yt

Figure 1.1: A stochastic nonlinear dynamical model. The signals ut and y t represent
the inputs and outputs of the model respectively. The disturbance wt is an unobserved
stochastic process affecting the output through the nonlinear dynamics, and v t is
an additive measurement noise. Both wt and v t are usually assumed to be mutually
independent and to have probability distributions of known analytic forms.

references lists therein. The article [200] and the Ph.D. theses [58, 146, 199, 205]
cover the most recent methods dealing with identification for nonlinear systems.

1.2.1

Case 1: Invertible Models

Consider the static model
y t = g(ut ; θ) + v t ,

t = 1, 2, 3, . . .

(1.1)

with scalar known inputs ut and outputs y t , where g(⋅; θ) ∶ R → R is a nonlinear
function parameterized by θ, and for every t ∈ N the random variable v t has a
known PDF, that is v t ∼ p(v t ). Observe that a bold font is used to denote random
variables, and a regular font is used to denote realizations thereof. Suppose that v t
and v s are independent whenever t ≠ s, and that the input sequence {ut } is fixed
and known. Then the outputs y t are independent over t.
Let us define the vector Yt ∶= [y 1 . . . y t ]⊺ , and let Y ∶= YN . We can easily
construct the joint PDF of the model outputs,
N

N

t=1

t=1

p(Y ; θ) = ∏ p(y t ; θ) = ∏ pvt (y t − g(ut ; θ)),

(1.2)

and therefore, we have no trouble formulating the ML optimization problem (see
Definition 2.13):
N

θ̂ ML ∶= arg max ∏ pvt (y t − g(ut ; θ)).
θ

t=1

Because the outputs are independent over time, it is also easy to show, see [153,
Chapter 3], that the minimum Mean-Square Error (MSE) one-step-ahead predictor
is given by
ŷt∣t−1 (θ) ∶= g(ut ; θ),
and we can simply define a suboptimal but consistent (see Definitions 2.9 and 2.10)
PEM estimator (see Definition 2.15) as the minimizer of an unweighted nonlinear
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least-squares problem:
N

N

θ̂ PEM ∶= arg min ∑ (y t − ŷt∣t−1 (θ))2 = arg min ∑ (y t − g(ut ; θ))2 .
θ

t=1

θ

t=1

Under some weak conditions on the model, the parameterization, and the input
signal (see [153, Chapter 8]), it is known that both estimators are consistent and
asymptotically normal (see Definition 2.11).
We get a direct extension to the dynamic case if we allow the function g to
depend on previous inputs and outputs. Most of the classical research found in the
literature on nonlinear system identification is dedicated to this case, and generally
focuses on two main issues: (i) the problem of model selection and parameterization,
and (ii) the optimization methods used to fit the parameters to the data. Most of
the work is done using a slightly more general model compared to (1.1) and is given
by the equations
y t = ψ(ϕ(t; θ); θ) + v t , t = 1, 2, 3, . . .
(1.3)
The nonlinear mapping ψ is known as the predictor function, and ϕ(t; θ) is a
parameterized regression vector that is a function of past inputs, past outputs, and
past prediction errors et (θ) ∶= y t − ψ(ϕ(t; θ); θ). Observe that the model in (1.3)
assumes that wt in Figure 1.1 is identically 0 for all t but allows for a recurrent
structure; i.e., the current output may depend on previous inputs and outputs;
see [153, Chapter 5] and [209]. Several possibilities of parameterizing the predictor
function and selecting the regressor variables can be found in the above cited books
and surveys. For instance, they include Volterra kernel representations, Nonlinear
AutoRegressive eXogenous (NARX) models, Nonlinear AutoRegressive Moving
Average eXogenous (NARMAX) models, nonlinear state-space models in predictor
form, and block-oriented models with only additive measurement noise and no latent
disturbances.
The Volterra representation is an example of a nonparametric structure. It
can be seen as a generalization of the impulse response of linear models to the
nonlinear case, and may be used to approximate arbitrary well a large class of
nonlinear systems; see the book [196] and the articles [19, 20]. The identification of
a Volterra model requires the estimation of the Volterra kernels which, according to
their orders, might contain thousands of parameters. The recent research efforts in
[17, 221] concern regularization techniques for the estimation of Volterra kernels in
the hope of improving the accuracy of the estimates for reasonable data sizes.
The NARX and NARMAX models are generalizations of the linear AutoRegressive eXogenous (ARX) and AutoRegressive Moving Average eXogenous (ARMAX)
models defined in [153, Chapter 4]. They are flexible nonlinear model structures that
provide input-output representations of a wide range of nonlinear systems, including
models with nonlinear feedback; they are studied in detail in the book [16]. One
of the main advantages of such structures is their parsimony; the dimension of the
parameterization vector of a NARX or a NARMAX model is small compared to
other available nonlinear models.
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Block-oriented models (see [83, 167]) are models consisting of two main block
types: static nonlinearity blocks and Linear Time-Invariant (LTI) dynamical blocks.
The LTI blocks can be represented by parametric models such as rational transfer
operators, linear state-space models, basis function expansions or by nonparametric
models in either time or frequency domain. Similarly, the static nonlinearity can be
represented by a nonparametric kernel model, or by some linear-in-parameters basis
function model. A block-oriented model structure is developed by connecting several
of these two building blocks together in series or in parallel, or both. Feedback
connections are also possible. Although not as general as the Volterra representation
or the NARMAX models, the block-oriented structures may be used to model many
real-life nonlinear systems (see [83]). The simplest block-oriented structures are
series connections involving only one block of each type, see Figure 1.2. A Wiener
model is constructed by a single LTI block followed by a static nonlinearity block
at the output; a Hammerstein model is constructed by a static nonlinearity block
at the input followed by an LTI block. The model complexity can be increased by
connecting these simple models in series or in parallel as shown in [83].
vt
ut

LTI

Static
Nonlinearity

+

vt
yt

ut

Static
Nonlinearity

LTI

+

yt

(a) Wiener model: an LTI model followed (b) Hammerstein model: a static nonlinearby a static nonlinearity at the output
ity at the input followed by an LTI model.
Figure 1.2: A Wiener and a Hammerstein model.

One main advantage of block-oriented structures is the possibility of separating the estimation of the linear and nonlinear parts of the model. Under some
assumptions on the input signal and the noise, it is possible to construct best linear
approximations (BLA) of the model, see [58, 154, 203, 204], which can be shown
to be related to the LTI blocks, see [202, 205]. The main tool there is Bussgang’s
theorem (see [23, Section III]); it states that the cross-correlation functions of a
Gaussian signal before and after passing through a static nonlinear function are equal
up to a constant. However, the constant may well be equal to zero (see Example 4.3
on page 75).
The choice among these different representations is usually guided by prior
knowledge about the underlying system, the intended use of the model, and the
available computational resources, among others. The selection of a model structure
is fundamental to the system identification procedure and is recognized to be the
most difficult step. Several specialized methods of structure selection for nonlinear
models have been developed in both time and frequency domain, see for example
[16] and [202].
The parameter estimation step for the model in (1.3) remains relatively simple.
The ML problem can be easily formulated assuming a known distribution for v t
and known initial conditions. Observe that the regression vectors of the NARMAX
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model include delayed measurement noise; the NARMAX model is defined by the
relations
y t = ψ(y t−1 , . . . , y t−ny , ut−1 , . . . , ut−nu , v t−1 , . . . , v t−nv ; θ) + v t ,

t ∈ Z,

for some ny , nu , nv ∈ N. The values v t−1 , . . . , v t−nv can be evaluated using the model,
the initial conditions and the previous inputs and outputs (it is an invertible model).
This allows us to compute the likelihood function in closed-form. Similarly, it is
still possible to formulate a PEM problem in closed-form. A PEM estimator can be
defined, for example, as the global minimizer
N

θ̂ ∶= arg min ∑ ∥y t − ψ(ϕ(t; θ); θ)∥2 .
θ∈Θ t=1

Depending on the parameterization of the predictor function and the regression
vector, the solution is usually not available in closed-form. The resulting optimization
problem is in general non-convex. Nonlinear optimization algorithms like the damped
Gauss-Newton algorithm or the Levenberg-Marquardt algorithm (see [68, 171, 173])
are therefore required. These algorithms are numerical iterative methods that can
only find a local minimum. They require a good initial value to guarantee that
the solution is in the vicinity of a global minimizer. In the case of block-oriented
models, linear approximations can be used in some cases to initialize the optimization
algorithms. There have been some research efforts in this direction, see for example
[159, 176, 205, 208, 210, 211]. However, it should be noted that the problem of
finding a linear approximation, depending on the chosen model structure for the
LTI blocks, might still be a difficult non-convex problem.
To avoid possible local minima for complicated parameterizations, it is also
possible to use random global search strategies such as simulated annealing and
genetic algorithms (see [171, Chapter 5] or [190, Chapter 5]). However, due to
their random nature, the exploration of the entire optimization domain could
be computationally expensive and time-consuming. On the other hand, several
approaches constrain the possible parameterization of the model in such a way that
the resulting optimization problem has a closed-form solution (e.g., considering only
linear-in-parameters models (see [209, Section 8] or [16, Chapter 3]).
A limitation
The model in (1.3) ignores any possible unobservable disturbance (different from
v t ) that passes through the nonlinear dynamics. This is an idealization of the real
situation where there might exist a disturbance entering the system before some
nonlinear subsystem. It has been shown in [99] that if the process disturbance is
ignored, the resulting estimators will not be consistent. Therefore, it is important
to develop identification methods that take into account the presence of such
disturbances.
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Case 2: Non-invertible Models

Suppose that the output does not only depend on the input and the variables v t ,
but also on some (latent) unobserved process wt through a non-invertible (in wt )
nonlinear function. In this case, the output is given by
y t = g(wt , ut ; θ) + v t ,

t = 1, 2, 3, . . .

(1.4)

in which g(⋅, ⋅; θ) ∶ R × R → R is a non-invertible (with respect to wt ) nonlinear
function parameterized by θ.
Define the vector Wt ∶= [w1 . . . wt ]⊺ , let W ∶= WN , and assume that
W ∼ p(W ; θ) which has a known functional form. Let us first consider the ML
problem. Notice that in general the outputs {y t } are dependent over time; they are
independent over time only if the latent process w is independent over time. We
also observe that because W is not observed, the PDF of Y has to be calculated by
marginalizing the joint PDF p(Y , W ; θ) with respect to W ; that is
p(Y ; θ) = ∫

R dw N

p(Y , W ; θ) dW.

(1.5)

Unfortunately, even though the integrand in (1.5) has a known form, the integral
has no closed-form expression in general. The symbol dw denotes the dimension of
the latent process w, which is assumed to be a scalar process in the current example
(i.e., dw = 1). For commonly encountered models and applications, the value of dw N
is O(103 ) or O(104 ) and the evaluation of the integral in (1.5) is very challenging
due to the nature of the integrand. To be able to find an approximate solution to the
ML problem, one has to come up with computational methods that can approximate
the maximizer of the intractable function p(Y ; ⋅) over a given set Θ.
During the last decade there has been several contributions in this direction; see
for example [145, 172, 197, 244, 245] for ML estimation based on sequential Monte
Carlo (SMC) methods. The survey [198] summarizes the available state-of-the-art
algorithms and distinguishes between two main approaches: (i) the marginalization
approach, and (ii) the data augmentation approach.
In the marginalization approach, SMC filters and smoothers (also known as
particle filters) are used to “marginalize out” the latent process to approximate the
logarithm of the likelihood function (the log-likelihood) and its gradient at a given
value of θ. The resulting approximations are then used within an iterative numerical
optimization algorithm to find an approximate solution to the ML problem. In the
data augmentation approach, the SMC filters and smoothers are used in conjunction
with the Expectation-Maximization (EM) algorithm (see [45]) to approximate the
MLE as suggested in [239]. The resulting Monte Carlo EM (MCEM) algorithm
converges only if the number of the Monte Carlo samples (particles) grows with the
algorithm iterations, see for example [27, 71]. Furthermore, a new set of particles
has to be generated at each iteration of the algorithm. In order to make a more
efficient use of the particles, [44] suggested the use of a stochastic approximation
version of the EM algorithm (SAEM) which replaces the expectation step of the
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EM algorithm by one iteration of a stochastic approximation procedure. In [145], a
particle Gibbs sampler (conditional particle filter with ancestor sampling, see [143])
is used within the SAEM algorithm to generate the required particles.
We note that the available convergence proofs of the MCEM and the SAEM
algorithms (see [44, 71]) are, so far, given for cases where p(Y , W ; θ) belongs to the
exponential family (see [195, Section 2.2] for a definition of the exponential family).
This constrains the model parameterization and the distributions of w and v.
Estimation methods based on SMC approximations can be computationally
expensive. For example, the convergence of the MCEM and the SAEM algorithms
can be very slow when the variance of the latent process is small. Furthermore, cases
with small or no measurement noise are quite challenging for SMC methods (see
[224]). Moreover, due to the sample impoverishment and path degeneracy problems—
a pair of fundamental difficulties of SMC methods (see [51, 52] and Chapter 3)—the
SMC methods are so far, to the best of the author’s knowledge, applicable to models
with relatively small dy and dw . In Chapter 3 we will give a brief overview of the
main ideas of these methods and highlight their properties.
The computations of a PEM estimator using the minimum MSE predictor, for
cases with non-invertible model, are not easier than the computations of the MLE.
The minimum MSE one-step-ahead predictor depends on the history of the observed
outputs and is given by the conditional mean (see Chapter 2, page 35),
ŷ t∣t−1 (θ) ∶= E[y t ∣Yt−1 ; θ] = ∫

Rdy

yt p(yt ∣Yt−1 ; θ) dyt ,

t = 1, 2, 3, . . .

(1.6)

where the PDF p(y t ∣Yt−1 ; θ) is known as the predictive PDF and Y0 is defined
as the empty set; hence ŷ 1∣0 (θ) is constant and is equal to the expected value of
y 1 . Unlike the MLE, the integrals appearing in the PEM objective function are of
the same dimension as that of the output signal. This means that the domain of
the integrand is independent of N . For single-input single-output models (like the
model in (1.4)), these are one-dimensional integrals; however, the integrand has an
unknown form. Unfortunately, to be able to calculate the predictive PDF, we need
to evaluate multidimensional integrals. Observe that by Bayes’ theorem (see [112,
page 39]),
p(yt ∣Yt−1 ; θ) =

p(Yt ; θ)
∫Rdw t p(Yt , Wt ; θ) dWt
=
.
p(Y
;
θ)
dy
t
t
∫R d y
∫Rdy ∫Rdw t p(Yt , Wt ; θ) dWt dyt

(1.7)

It appears that the predictive PDF of the output depends on p(Yt ; θ) which does not
have a closed-form expression. To be able to formulate and solve a PEM problem,
one has to come up with either consistent instances of the PEMs without relying
on the minimum MSE predictor, or computational methods that can approximate
the conditional mean (1.6). In the latter case, it seems that the PEM does not have
any computational advantage over the efficient ML method. Both the MLE and
the conditional mean of the outputs require the solution of similar marginalization
integrals. For this reason, most of the recent research efforts found in the system
identification literature, so far, target the maximum likelihood estimator.
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One of the main contributions of this thesis is the introduction of one-step-ahead
predictors constructed using the postulated statistical model without any reference
to the data or the likelihood function (see Chapter 4). These predictors are relatively
easy to compute and can be used, in many cases, to construct consistent instances of
the PEMs. The predictors do not necessarily coincide with the minimum MSE predictor, which means that certain asymptotic properties (such as statistical efficiency)
cannot be guaranteed. However, the introduced predictors are algorithmically and
conceptually simpler than predictors based on either SMC smoothing algorithms or
Markov Chain Monte Carlo (MCMC) algorithms.
The main challenge
The two cases discussed above clarify the source of difficulty of the estimation
problems considered in this thesis. The difference between the tractable model in
(1.1) and the intractable model in (1.4) is the non-invertible nonlinear transformation
of unobserved random variables in the latter. This makes the likelihood function and
the minimum MSE one-step-ahead predictor of the output analytically intractable.
Consequently, the objective functions of the optimization problems of both the MLE
and the PEM estimator are not available in closed-form.

1.3

Thesis Outline and Contributions

The thesis concerns the estimation problem of stochastic parametric nonlinear
dynamical models; a main objective is the construction and analysis of tractable
estimators in different scenarios, when the models have intractable likelihood functions. The presented methods and examples are based on several published papers.
Below we give an outline of the thesis and a description of the main contributions.
Chapter 2: Background and Problem Formulation
Chapter 2 provides the necessary background. Here, several important remarks and
observations are made. After introducing a stochastic framework, a classical result
on the structure of general second-order stochastic processes, due to Harold Cramér
in [39], is introduced. It generalizes Wold’s decomposition (see [246]) of stationary
processes by giving a description of the second-order properties of a non-stationary
process in terms of a causal linear time-varying filtering of the innovation process.
This interesting result is used in Chapter 4 as the basis for optimal linear prediction
of non-stationary processes with nonlinear underlying models. The chapter also
reviews the ML method and the PEM. The kinship between the two approaches is
highlighted using linear dynamical models. Finally, the main problem of the thesis
is formulated.
This chapter is an edited republication of Chapter 2 in [3]

1.3. Thesis Outline and Contributions
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Chapter 3: Overview of Sequential Monte Carlo Methods
In this chapter, we give a short overview of several sampling-based approaches for
ML estimation of general stochastic parametric nonlinear state-space models. They
are based on sequential Monte Carlo and Markov chain Monte Carlo filtering and
smoothing algorithms. Our objective here is to present the state-of-the-art methods
and highlight some of their advantages and fundamental limitations. Finally, we
clarify the differences to our approach.
Chapter 4: Linear Prediction Error Methods
In this chapter, we introduce PEMs based on relatively simple predictors defined
using the first and second moments of the hypothesized model. They are linear in the
observed outputs, but are allowed to depend nonlinearly on the (assumed known)
inputs. It is shown that for several relevant models with intractable likelihood
functions (such as stochastic block-oriented models with polynomial nonlinearities),
the proposed PEM estimators are defined by closed-form (exact) expressions. We
also observe that this will be the case for a class of nonlinear dynamical networks.
The convergence of the resulting estimators is established under suitable regularity
conditions, and consistency is proven under certain identifiability condition. The
chapter also clarifies the relation between the proposed estimators and those based
on second-order equivalent models ([58, 154]). The performance of the methods is
illustrated by numerical simulations using several challenging models, in addition to
a recent real-data benchmark problem.
The content of this chapter is based on the following peer-reviewed published
articles:
● M. Abdalmoaty and H. Hjalmarsson. Linear prediction error methods for
stochastic nonlinear models. Automatica, 105:49-63, 2019.
● M. Abdalmoaty and H. Hjalmarsson. Application of a linear PEM estimator to
a stochastic Wiener-Hammerstein benchmark problem. In IFAC-PapersOnLine,
Volume 51, Issue 15, pp. 784–789, 2018.
● M. Abdalmoaty, C. R. Rojas, and H. Hjalmarsson. Identification of a class of
nonlinear dynamical networks. In IFAC-PapersOnLine, Volume 51, Issue 15,
pp. 868–873, 2018.
● M. Abdalmoaty and H. Hjalmarsson. Consistent estimators of stochastic
MIMO Wiener models based on suboptimal predictors. In the 57th IEEE
Conference on Decision and Control (CDC), pp. 3842-3847, 2018.
Some parts and examples can also be found in Chapter 4 in
● M. Abdalmoaty. Learning Stochastic Nonlinear Dynamical Systems Using
Non-stationary Predictors. Licentiate dissertation, KTH Royal Institute of
Technology, Automatic Control Department, 2017.
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Chapter 5: Simulated Linear Prediction Error Methods
In this chapter, we present simple Monte Carlo approximation methods that may be
used whenever the linear predictors defined in Chapter 4 are analytically intractable.
They are based on plain Monte Carlo simulations of the model and come with
several favored properties. For example, the Monte Carlo error is independent of
the dimension of the model. Moreover, the continuity of the approximated criterion
functions may be ensured by using common random numbers. This is particularly
important for the numerical optimization procedure, and allows us to establish the
convergence of the estimators. We use numerical simulation examples to illustrates
the properties of the method and compare to the current state-of-the-art algorithms.
Finally, a comparison and a connection are made to a PEM based on the Ensemble
Kalman filter (a Monte Carlo filter used to define a (nonlinear) suboptimal predictor).
Parts of this chapter are based on the published peer-reviewed article
● M. Abdalmoaty and H. Hjalmarsson. Simulated pseudo maximum likelihood
identification of nonlinear models. In IFAC-PapersOnLine, Volume 50, Issue
1, pp. 14058–14063, 2017.
and Sections 4.6 and 4.7 in
● M. Abdalmoaty. Learning Stochastic Nonlinear Dynamical Systems Using
Non-stationary Predictors. Licentiate dissertation, KTH Royal Institute of
Technology, Automatic Control Department, 2017.
Chapter 6: Identification Using Optimal Estimating Functions
In this chapter, we examine the asymptotic properties of the linear PEMs introduced
in Chapter 4 when quadratic criteria are used. We show that a PEM based on a
Gaussian assumption, where the mean vector and covariance matrix are jointly
parameterized, is not necessarily more accurate than an optimally weighted outputerror PEM (where the parameterized covariance matrix is not used). Thus, the
Gaussian assumption comes with no support or motivation. We then introduce
the estimating functions approach, which was almost entirely developed in the
statistics literature (see [56, 88, 90, 105]). We present a method that may be used
to systematically construct asymptotically uniformly optimal estimators among
a class of estimators including all linear PEM estimators with quadratic criteria.
The convergence and consistency of the estimators are established under suitable
conditions similar to those used in Chapter 4. We clarify the connection between the
estimating function approach and the prediction error correlation approach. The
chapter is concluded with several analytical and numerical simulation examples.
The content of this chapter is based on the following article:
● M. Abdalmoaty and H. Hjalmarsson. Identification of stochastic nonlinear
models using optimal estimating functions. In Automatica. Under review for
possible publication as a regular paper.
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Chapter 7: Closed-Loop Identification
The methods developed in Chapters 4-6 are based on the assumption that the input
is known and independent of all disturbances and measurement noises; hence, the
system is necessarily operating in open-loop. In this chapter, we consider cases where
the data is collected under closed-loop operation. We study two scenarios given
by the assumptions on the disturbances, measurement noise and the knowledge
of the feedback mechanism, where the attention is given to the consistency of the
estimators. The methods can be regarded as generalizations of classical closed-loop
identification methods of linear time-invariant systems. We provide an asymptotic
analysis of the proposed method and demonstrate their consistency on a simple
simulation example.
The content of this chapter is based on an article under preparation:
● M. Abdalmoaty and H. Hjalmarsson. Closed-loop identification of stochastic
nonlinear models. To be submitted to Automatica as a regular paper.
Chapter 8: Conclusions and Future Research Directions
In this last chapter, we summarize the conclusions of the thesis and give some
pointers for future research.
Appendices
The thesis contains four appendices where relevant definitions and results are
summarized. The first three are edited republication of those in [3]. Appendix
A introduces the idea of Monte Carlo estimation. Random sampling, common
random numbers, rejection and importance sampling, and Markov chain methods
are described. In Appendix B, Hilbert spaces of random variables are defined and the
linear minimum mean-square error predictors are derived based on the projection
theorem. Appendix C gathers some relevant properties of Gaussian random vectors
and multivariate Gaussian distributions. Lastly, Appendix D contains a classical
uniform convergence result, which is used in the proof of Theorem 5.1.

Chapter 2

Background and Problem Formulation
This chapter introduces the necessary background, makes several remarks, and
formulates the main problem. We start by introducing a stochastic framework for
the signals and then describe the models that we are concerned with. We then discuss
several statistical estimation methods and their properties. Finally, we formulate
the main problem of the thesis.

2.1

Mathematical Models

The mathematical models considered in this thesis belong to the set of stochastic
models: all the signals are modeled as stochastic processes. A stochastic process
y = {y t ∶ t ∈ T } is a family of random variables, indexed by a given index set T , and
defined over a probability space (Ω, F, Pθ ). In this thesis, the probability measure
is parameterized by a finite-dimensional real vector θ ∈ Θ ⊂ Rdθ , dθ ∈ N. The index t
always corresponds to time, and the index set T is taken as the set of integers Z
giving rise to discrete-time stochastic processes (see [47]). Let t1 , t2 , . . . , tN be an
arbitrary finite sequence of integers. Then the joint probability distribution of the
random variables y t1 , . . . , y tN in y is known as a finite-dimensional distribution of
the process y. The probability measure Pθ can be characterized by specifying all
the finite-dimensional probability distributions.
The mathematical models are deterministic functions that define the probability
measure Pθ on the space of observed signals. Because all practical systems are causal
systems, for which the current output does not depend on the future inputs or
future disturbances, we limit ourselves to causal models. For every t, we always
assume the existence of a joint probability density function p(Yt ; θ) of the vector
Yt ∶= [y ⊺1 , . . . , y ⊺t ]⊺ . We start by defining special classes of signals.

2.1.1

Signals

We will only consider dζ -dimensional real-valued second-order discrete-time stochastic processes ζ where dζ ∈ N is finite.
17
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Definition 2.1 (Second-order discrete-time stochastic process). A stochastic process
y = {y t ∶ t ∈ Z} is said to be a second-order stochastic process if it holds that
E[y t ] = µt ,

E[y t y ⊺s ]

∥µt ∥ ≤ C < ∞,

∀t ∈ Z,

= Ry (t, s), ∥Ry (t, s)∥ ≤ C < ∞, ∀t, s ∈ Z

where C is a generic constant.
One of the simplest and most used classes of stochastic processes is the class of
stationary processes.
Definition 2.2 (Stationary discrete-time stochastic process). A stochastic process
y = {y t ∶ t ∈ Z} is strictly stationary if for every set of integers {t1 , . . . , tN }, the
joint probability distribution of the random variables {y(t1 + τ ), . . . , y(tN + τ )} is
independent of τ .
It is weakly stationary, or wide-sense stationary, if it holds that
E[y t ] = µ
⊺

∀t ∈ Z,

E[(y t − µ)(y t+τ − µ) ] = Ry (τ )

∀τ ∈ Z.

A weaker concept of stationarity, commonly used in system identification (in
particular when LTI models are used), is quasi-stationarity. It allows for a common
framework for stochastic and deterministic signals, and is used to imply that the
signals satisfy certain regularity conditions (a form of ergodicity) used for the
asymptotic analysis of the identification methods.
Definition 2.3 (Quasi-stationary stochastic process [153, Section 2.5]). A stochastic
process y = {y t ∶ t ∈ Z} is quasi-stationary if
E[y t ] = µt ,

E[y t y ⊺s ]

∥µt ∥ ≤ C,

∀t ∈ Z,

= Ry (t, s), ∥Ry (t, s)∥ ≤ C,

∀t, s ∈ Z,

1
∑ Ry (t, t − τ ) = Ry (τ ),
N →∞ N t=1
lim

N

∀τ ∈ Z,

in which the expectation operator is with respect to the distribution of the random
component of the signal. If the signal is deterministic, then the expectation operator
can be omitted.
A special class of second-order stochastic processes is the class of white noise
processes.
Definition 2.4 (White noise). A stochastic process ζ = {ζ t ∶ t ∈ Z} is white noise
if E[ζ t ] = 0, ∥E[ζ t ζ ⊺t ]∥ < ∞ ∀t ∈ Z, and E[ζ t ζ ⊺s ] = 0 ∀t ≠ s.
In words, white noise is a sequence of uncorrelated random variables with zero
mean and finite second-order moments.
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This definition of white noise is “weak” and is used when the estimation method
does not rely on the exact distribution of the process, but only on the first and second
moments. In this case, the exact finite-dimensional distributions of the process are
not specified. However, it is sometimes required to work with white noise which is a
sequence of independent random variables; in this case, we speak of an independent
process (or independent white noise). Furthermore, in some cases, it is assumed that
the white noise is an independent and identically distributed (i.i.d.) process.
In system identification, the disturbances are usually understood to come from
two main sources. The first source is the imperfections of the sensing devices used
to measure the outputs; this is known as measurement noise. The second source
is the uncontrollable inputs (passing through the system) that affect the observed
outputs; this is known as process disturbances. In the linear setting, the measurement
noise is commonly assumed to be white noise, while the process disturbances are
usually modeled as linearly filtered white noise (see [106] for a unifying view on
disturbances). The inputs are typically assumed to be known deterministic signals
or known realizations of stochastic processes; in either case, it is usually assumed
that the input is quasi-stationary. Under some assumptions on the data-generation
mechanism, it is possible to show that the output is also a quasi-stationary signal
(see [153, Theorem 2.3]).
A mathematical model in this thesis is understood to be the rule that specifies the
evolution of the signals through time. In other words, it is the deterministic structure
underlying the stochastic observations. A relevant result that gives interesting
insights regarding the structure of certain classes of stochastic processes is Wold’s
decomposition, introduced in [246], and its extension in [39].
Wold’s decomposition
n
Consider a vector-valued discrete-time stochastic process y ∶={y k }∞
k=−∞ ⊂L2 (Ω, F, Pθ ).
n
Here, the space L2 (Ω, F, Pθ ) is the Hilbert space of random variables, with zero
mean and finite covariance, defined over (Ω, F, Pθ ) and assuming values in Rn (see
Appendix B). In what follows, we will be referring to this space simply as Ln2 .
Define the Hilbert spaces

Ht ∶= sp{y s ∶ s ≤ t},

∀t ∈ Z

(2.1)

in which the symbol sp{S} is used to denote the closure of the span of S ⊂ Ln2 .
Observe that we can always project y t onto Ht−1 and define the difference process
εt ∶= y t − PHt−1 [y t ]

(2.2)

in which P denotes the projection operator (see Appendix B). The vector εt is
known as the innovation in y t and is orthogonal to Ht−1 by construction. The
process ε is known as the innovation process of the process y (see [39]).
Definition 2.5 (The (linear) innovation process). The stochastic process defined by
εt ∶= y t − PHt−1 [y t ],

y t ∈ Ln2 , ∀t ∈ Z
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is called the innovation process of y. If it holds that E[εt ε⊺t ] ≻ 0 ∀t ∈ Z (i.e. the
covariance matrix of εt is positive definite), then the process y is said to be full rank.
By the definitions (2.1), (2.2), and the properties of P, it holds that
PHt−1 [y t ] = P{εt−1 } [y t ] + PHt−2 [y t ]
and therefore we may write
y t = εt + P{εt−1 } [y t ] + PHt−2 [y t ],

t ∈ Z.

Because ε has the same dimension as y and P is, by definition, a linear operator, it
holds that P{εt−1 } [y t ] = h1 (t)εt−1 in which h1 (t) is a square matrix of real numbers.
We can repeat the above projection m times and write
m−1

y t = ∑ hk (t)εt−k + PHt−m [yt ]

(2.3)

k=0

in which h0 (t) = I. Now notice that the variance of the first term on the right-hand
side of (2.3) increases with m but is bounded by the variance of y t . Due to the
orthogonality of the two terms, the variance of the second term decreases with m
and is nonnegative. Therefore, asymptotically in m we have
∞

y t = ∑ hk (t)εt−k + y dt

(2.4)

k=0

= Ht (q)εt + y dt ,

t ∈ Z.

This representation of y is known as Wold’s decomposition. Here, {hk (t)Σt−k }∞
k=0
is a square-summable sequence, Σt−k is a square root of E[εt−k ε⊺t−k ], and Ht (q) =
−k
∞
∑k=0 hk (t) q is a monic linear time-varying transfer operator (see Section 2.1.3)
and y dt ∈ Ht−m for all m ∈ N. This last observation means that y dt can be predicted
perfectly given the history Ht−m (i.e., {yk }t−m
k=t−∞ ), regardless of the value m. For this
reason, the stochastic process y d is called the linear deterministic part of y. When
this part is zero, the process y is known as a purely non-deterministic stochastic
process and it can always be written as the output of a causal linear time-varying
filter excited by white noise
∞

y t = Ht (q)εt = εt + ∑ hk (t)εt−k ,

t ∈ Z.

k=1

If the process y is weakly stationary, the coefficients of the filter H are time
independent and we may write
∞

y t = H(q)εt = εt + ∑ hk εt−k ,
k=1

t ∈ Z.

(2.5)
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The decomposition into a deterministic and a purely non-deterministic part of
a given second-order discrete-time stochastic process is the basis of time-domain
linear prediction. It has a direct connection with the representation theorems for
stationary stochastic processes ([10, Theorem 3.2], also see [192, 242]). Because
Wold’s decomposition is not based on the full distribution of the innovation process,
it only captures the first and second moments of y. This is sufficient whenever linear
predictors are to be used.
We summarize Wold’s decomposition of non-stationary stochastic processes in
the following theorem.
Theorem 2.1 (Wold’s decomposition of second-order non-stationary processes).
For any given process y with finite second moments and mean function mt , there is
a uniquely determined decomposition
y t − mt = y rt + y dt

t∈Z

with the following properties:
(a) the processes y r and y d are orthogonal and y rt , y dt ∈ Ht ⊂ Ln2 ∀t ∈ Z,
(b) the process y d is linearly deterministic, i.e., y dt ∈ Ht−n ⊂ Ln2 ∀t, n ∈ N,
(c) the process y r is purely non-deterministic and can always be expressed (linearly)
in terms of the innovations of y,
∞

y rt = ∑ hk (t)εt−k ,

t∈Z

k=0

in which εt ∈ Ln2 is the innovation in y t with a covariance matrix Λt ∶= E[εt ε⊺t ]
satisfying
∥Λt ∥ < ∞ ∀t ∈ Z, and E[εi ε⊺j ] = 0 ∀k ≠ j ∈ Z,
where ∥⋅∥ is the squared Frobenius norm, such that
∞

⊺

∑ hk (t)Λt−k hk (t) ⪰ 0,

k=0

∞

k=0

hn (t)Λt−n = E[y t ε⊺t−n ] = E[y rt ε⊺t−n ]
h0 (t)Λt = Λt = Λt h⊺0 (t),

⊺

∑ ∥hk (t)Λt−k hk (t)∥ < ∞
∀n ∈ N0 , and

∀t ∈ Z,
(2.6)

∀t ∈ Z.

Furthermore, if the covariance matrix of εt−n ∀n ∈ N, ∀t ∈ Z is full rank,
the sequence {hk (t) ∶ k ∈ N0 , t ∈ Z} is uniquely determined and the matrix
h0 (t) = I ∀t ∈ Z.
Proof. The proof is due to Harold Cramér in [39] where he also discussed a similar
decomposition for continuous-time processes.
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The last part of Theorem 2.1 states that the second-order properties of a
purely non-deterministic full rank process y correspond to the pair of sequences
({hk (t) ∶ k ∈ N0 , t ∈ Z}, {Λt ∶ t ∈ Z}). Once the second (the covariance sequence of
the innovations) is given, the first is determined uniquely (see the second row of
(2.6)). Observe that, in general, y rt can be written as the output of a time-varying
filter with an impulse response sequence {hk (t)Σt ∶ k ∈ N0 , t ∈ Z} and an input
ε˜t = Σ−1
t εt where Σt is any sequence of positive definite square matrices such that
{hk (t)Σt } is square summable. Therefore, we will be informally referring to the
representation in Theorem 2.1 by Wold’s decomposition even in cases where the
covariance of εt is not necessarily the innovation covariance.
In this thesis, we will always be assuming that the linear deterministic part y d
is identically zero. Furthermore, a property that we shall impose is the invertibility
of the processes (w.r.t. the innovations). Observe that, by definition, εt ∈ Ht .
Assumption 2.1. For every t ∈ Z, there exists a uniformly exponentially decaying
sequence {h̃k (t) ∶ k ∈ N0 } with h̃0 (t) = I such that if we are given a realization
{ys ∶ s ≤ t}, it is possible to write
∞

εt = ∑ h̃k (t)(yt−k − mt−k ),

t ∈ Z.

k=0

This assumption is used in the asymptotic analysis of prediction error methods
(see Section 4.5); it ensures that the used predictors possess a required stability
property. For the case of stationary processes, this property is linked to the spectral factorization theorem of strictly positive rational spectra (see [192]) and the
invertibility of noise models in linear system identification (see [153, Section 3.2]).
Example 2.1 (Wold’s decomposition). Consider the second-order discrete-time
stationary stochastic process given by
y t = et − 2et−1 ,

t ∈ Z,

(2.7)

where et is white noise with unit variance. Observe that we may write
0.5y t = 0.5et − et−1 = (0.5 q −1)et−1 ,

t∈Z

where q is the forward shift operator (see [9]). Assuming zero initial conditions,
the solution to this operator equation is given by
∞

et−1 = −0.5 ∑ 0.5k y t+k ,

(2.8)

k=0

showing that et−1 ∉ Ht−1 . Therefore, (2.7) is not Wold’s decomposition of y.
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To get Wold’s decomposition, we need to write y t in terms of the innovations
{εs }s≤t . Notice that, by redefining the white process in (2.7),
∞

εt − 0.5εt−1 = y t ⇔ εt = ∑ 0.5k y t−k
k=0

= (et − 2et−1 ) + 0.5(et−1 − 2et−2 ) + 0.52 (et−2 − 2et−3 ) +. . .
∞

= et − 3 ∑ 0.5k et−k
k=1

and it follows that εt is the innovation process, and Wold’s decomposition of y
is
y t = εt − 0.5εt−1 , with var(εt ) = 4 ∀t ∈ Z.
It is obvious that Wold’s decomposition is an incomplete representation that
captures only the second-order properties of the process (compare to Problem
3T.4 in [153]).

2.1.2

Nonlinear Models

The model class considered in this thesis is the class of discrete-time causal dynamical
models of the form
t−1
y t = ft ({uk }−∞
, {ζ k }t−∞ ; θ), t ∈ Z
(2.9)
in which ft (⋅, ⋅; θ) are general nonlinear maps parameterized by a finite-dimensional
parameter vector θ ∈ Θ. The models map the history of the input process {uk }t−1
−∞
and the history of the zero mean process {ζ k }t−∞ to the current output y t . All
signals are allowed to be vector-valued. For each t, we assume that ζt ∈ Rdζ , ut ∈ Rdu
and yt ∈ Rdy for some dζ , du , dy ∈ N. The process ζ is used to model all unobserved
disturbances and measurement noise. This class is quite general and includes most of
the commonly used models. So far, we only assume the finite-dimensional (sufficiently
smooth) parameterization and the compactness of the set Θ such that the output
d
process y ⊂ L2y ; the functions ft are otherwise general nonlinear functions.
Since in practice we only have access to finite input-output data records given
in terms of two vectors
⊺ ⊺
Y = [y1⊺ , . . . , yN
] ∈ Rdy N and U = [u⊺1 , . . . , u⊺N ]⊺ ∈ Rdu N

for some finite positive integer N , it is usually assumed that the history of the
input {uk }0−∞ and the history of the disturbances {ζ k }0−∞ are identically zero. This
amounts to a case with perfectly known initial conditions. When this assumption
does not hold, it is often possible to consider the unknown initial conditions as model
parameters, or assume a random initial condition which is to be lumped to the
process ζ t (observe that under stability assumptions, erroneous initial conditions do
not influence the asymptotic properties of consistent estimators). This is summarized
in the following definition.
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Definition 2.6. (Stochastic parametric nonlinear dynamical model) A stochastic
parametric nonlinear dynamical models is defined by the relations
t
y t = ft ({uk }t−1
k=1 , {ζ k }k=1 ; θ),

t = 1, 2, . . . , N ∈ N,

(2.10)

in which {ft }tk=1 is a sequence of known functions, θ ∈ Θ ⊂ Rdθ is an unknown
parameter to be identified, {uk }tk=1 is a sequence of observable inputs, and {ζ k }tk=1
is a sequence of unobservable random variables representing disturbances and measurement noise such that {y t ∶ t = 1, . . . , N } is a subsequence of a second-order
discrete-time stochastic process y = {y t ∶ t ∈ Z}.
This definition emphasizes the input-output nature of our approach. The mappings ft between the inputs, the disturbances, and the outputs are general nonlinear
maps; there are many ways to define such maps, either by using physical/semiphysical modeling, or by black-box modeling using general function expansions, see
for example [209] or [153, Chapter 6] for an overview of possible nonlinear mapping
based on basis functions. In this thesis, we are mainly interested in model classes
for which the disturbance signal acts upon the output through a non-invertible
nonlinear transformation, as explained in Section 1.2.2.
Nonlinear state-space models
A model class of interest is the class of discrete-time nonlinear state-space models,
which has been used in signal processing, systems and control theory with a wide
range of applications. These models are defined by a set of first-order difference
equations and are often based on some physical insight (see [153, Section 4.3]). A
causal stochastic discrete-time nonlinear state-space model is given by
xt+1 = ht (xt , ut , wt ; θ),
y t = gt (xt , v t ; θ),

(the state equation)

t = 1, 2, . . . , N. (the output equation)

(2.11)

Such a model is often further restricted by assuming that the input is known and
is independent of the process disturbance w and the measurement noises v, which
enter additively; that is
xt+1 = ht (xt , ut ; θ) + wt
(2.12)
y t = gt (xt ; θ) + v t .
The (latent) process x is known as the state process. Under some assumptions on
w and v (see below), the state process satisfies the Markov property. For brevity,
we will suppress the dependence on ut in all the notations in this part.
Definition 2.7. (The Markov property) A stochastic process x = {xt ∶ t ∈ Z} is said
to have the Markov property if for any finite index set {ti ∶ ti < ti+1 } ⊂ Z, it holds
that
p(xti ∣xt1 , . . . xti−1 ; θ) = p(xti ∣xti−1 ; θ).
(2.13)
In this case, the process x is said to be a Markov process.
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Models satisfying the Markov property are said to be Markovian. This property
indicates that the information in the history of the process regarding xt is summarized in xt−1 . When looking at xt , the Markov property makes it possible to
model the whole past of the process with a single initial condition x0 . The uncertain
infinite past {xt−n ∶ n ∈ N} can then be modeled by letting x0 ∼ p(x0 ; θ).
We now show that, when both the process disturbance and the measurement
noise are i.i.d. white noises that are mutually independent, the latent process {xt }
generated by the state-space model (2.12) is a Markov process. The assumption
means that p(wt , ws ; θ) = p(wt ; θ)p(ws ; θ) for all t ≠ s, and a similar relation holds
for the noise process.
Assume that the sequence {xk }tk=0 is given; that is xk = xk for k = 0, . . . , t.
According to the state equation (first row of (2.12)), it holds that
d

xt+1 ∣{xk }tk=0 = ht (xt , ut ; θ) + wt ∣{xk }tk=0

(2.14)

d

where we used = to denote equality in distribution, and the notation ζ∣η to denote
the random variable ζ ∼ p(ζ∣η = η). Due to the independence assumption on the
d
process disturbance, it then holds that wt ∣{xk }tk=0 = wt and
d

d

xt+1 ∣{xk }tk=0 = ht (xt , ut ; θ) + wt = xt+1 ∣xt ,

(2.15)

and therefore the state process is a Markov process if the disturbance process is
independent. By conditioning on xt , the model can be rewritten as
xt+1 ∼ p(xt+1 ∣xt ; θ)
where sampling (simulating) according to p(xt+1 ∣xt ; θ) is done in two steps. First,
a sample wt ∼ p(wt ; θ) is generated; then the state equation is used to define
xt+1 = ht (xt , ut ; θ) + wt . We also observe that when xt+1 = xt+1 ,
p(xt+1 ∣xt ; θ) = pwt (xt+1 − ht (xt , ut ; θ); θ).
in which the notation pwt (w; θ) denotes the value p(wt = w; θ).
Moreover, conditioning on the state process, the outputs {y t } become independent due to the independence assumption on the measurement noise, and it holds
that
y t ∼ p(y t ∣xt ; θ).
Sampling according to p(y t ∣xt ; θ) is done in two steps. First, a sample v t ∼ p(v t ; θ)
is generated; then the output equation is used to define y t = gt (xt , ut ; θ) + v t . When
y t = yt ,
p(yt ∣xt ; θ) = pvt (yt − gt (xt , ut ; θ); θ).

26

Background and Problem Formulation

Finally, the joint PDF of the states up to time t and the joint PDF of the outputs
up to time t are given by
t−1

p(Xt ; θ) = p(x0 ; θ) ∏ p(xk+1 ∣xk ; θ),
k=1

t

t

k=1

k=1

(2.16)

p(Yt ∣Xt ; θ) = ∏ p(y k ∣Xt ; θ) = ∏ p(y k ∣xk ; θ).
where Xt ∶= [x⊺0 , x⊺1 , . . . , x⊺t ]⊺ and Yt ∶= [y ⊺1 , . . . , y ⊺t ]⊺ . These PDFs are used to
construct the likelihood function of the model parameters (see Definition 2.12 and
Chapter 3).

2.1.3

Linear Models

For Linear Time-Invariant (LTI) models, the mapping between the inputs, the
disturbances and the outputs is a linear time-independent map. A causal stochastic
discrete-time LTI model is given by
∞

∞

k=1

k=0

y t = ∑ gk ut−k + ∑ hk et−k ,

t ∈ Z.

(2.17)

The model is therefore completely characterized by the impulse response sequences
{gk } and {hk }, together with all the finite-dimensional distributions of the process
e = {ek }. It is usually assumed that at least one input delay is present. This
assumption holds for many practical discrete-time systems and is usually invoked
when considering systems with feedback mechanisms. The process e represents
possible measurement noise and/or internal process disturbances. Due to the linearity
of the model, the contribution from all sources of randomness can be modeled with
the process e, which is usually assumed to be white noise. Observe that this
assumption can be motivated by Wold’s decomposition described in Theorem 2.1.
It is common to work with structures that allow the specification of the infinite
impulse response sequences in terms of a finite-dimensional parameter.
Transfer operator models
Transfer operators are defined in terms of shift operators. It is common to use the
−1
−1
backward shift operator q which is defined by the relation q uk = uk−1 , where it
is assumed that all signals are doubly infinite sequences (see [251, Chapter 7]). A
shift-operator algebra allowing division by polynomials whose roots are (strictly)
inside the unit disc is usually used ([9, Section 2.6] and [153, Lemma 3.1]).
A transfer operator corresponding to an impulse response sequence {gk } is defined
−k
by G(q; {gk }) ∶= ∑∞
k=1 gk q . This is an operator acting on the space of doubly
infinite (inputs/disturbances) sequences. To be able to characterize models in terms
of finite-dimensional parameters in the case of Single-Input Single-Output (SISO)
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models, we restrict the impulse response sequences to those that can be obtained as
−k
an expansion of rational functions, and define G(q; θ) = ∑∞
= B(q;θ)
in
k=1 gk (θ) q
F (q;θ)
which B(q; θ) and F (q; θ) are polynomials in q whose coefficients are entries of θ.
A SISO LTI model with a finite parameter can then be written as
∞

∞

k=1

k=0

y t = ∑ gk (θ)ut−k + ∑ hk (θ)et−k
= G(q; θ)ut + H(q; θ)et =

C(q; θ)
B(q, θ)
ut +
et ,
F (q, θ)
D(q; θ)

(2.18)
t ∈ Z.

The transfer operator G acting on the input is usually known as the plant model,
while the transfer operator H acting on the stochastic signal is known as the noise
model. The plant model assumes at least one input delay and it is typically assumed
that H is monic, that is h0 (θ) = 1. This last assumption is not restrictive, since
we can parameterize the variance of the white noise et . A detailed description of
possible choices for models with rational functions is given in [153, Chapter 4].
For Multiple-Input Multiple-Output (MIMO) models, a finite parameterization
can be achieved using matrix fraction descriptions, see [153, Appendix 4A] or [256].
Observe that, under the assumption that the history of the signals for all t ≤ 0 is
known to be zero and that u is known, the following vector equation holds:
⎡y ⎤ ⎡ 0
0
...
0 ⎤⎥ ⎡
⎢ 1⎥ ⎢
⎤
⎢ ⎥ ⎢
⎥ ⎢ u1 ⎥
⎥
⎢ y 2 ⎥ ⎢ g1 (θ)
⎥⎢
0
.
.
.
0
⎢ ⎥ ⎢
⎥⎢ u ⎥
⎢ ⎥ ⎢
⎥⎢ 2 ⎥
⎢ y 3 ⎥ = ⎢ g2 (θ)
⎥
g1 (θ)
...
0 ⎥⎥ ⎢⎢
⎢ ⎥ ⎢
⋮ ⎥⎥
⎢ ⋮ ⎥ ⎢
⎥
⎢
⋮
⋮
⋱
⋮ ⎥⎢
⎥
⎢ ⎥ ⎢
⎢ ⎥ ⎢
⎥⎢
⎥
⎢y ⎥ ⎢gN −1 (θ) gN −2 (θ) . . . g1 (θ)⎥ ⎣uN −1 ⎦
⎣ N⎦ ⎣
⎦ ´¹¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¶
´¹¹ ¸ ¹ ¶ ´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶ ∶=U
=Y

=∶G(θ)

⎡
⎤⎡ ⎤
I
0
. . . 0⎥ ⎢ e1 ⎥
⎢
⎢
⎥⎢ ⎥
⎢ h (θ)
I
. . . 0⎥⎥ ⎢⎢ e2 ⎥⎥
⎢ 1
⎥ ⎢ ⎥,
+⎢
⎢
⋮
⋮
⋱ ⋮ ⎥⎥ ⎢⎢ ⋮ ⎥⎥
⎢
⎢
⎥⎢ ⎥
⎢hN −1 (θ) hN −1 (θ) . . . I ⎥ ⎢eN ⎥
⎣
⎦⎣ ⎦
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶ ´¹¹ ¸¹¹ ¶
=∶H(θ)

that is,

Y = G(θ)U + H(θ)E.

(2.19)

=∶E

(2.20)

Due to the assumption that h0 (θ) = I, the matrix H(θ) is a lower unitriangular
(lower triangular with unit diagonal entries) matrix and therefore invertible. This
means that we can write the vector E in terms of the observations Y and the inputs
U by inverting H;
E = H −1 (θ)(Y − G(θ)U ).
(2.21)
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Also observe that whenever E has a zero mean and a covariance matrix ΛN , Y
has mean value µY (U ; θ) = G(θ)U and covariance matrix ΣY (θ) = H(θ)ΛN H ⊺ (θ)
regardless of the distribution of E. Hence, the first and second moments of Y are
always available in closed-form.
Linear state-space models
Discrete-time linear state-space models are a special case of nonlinear state-space
models; they describe the relation between the signals using a set of first-order linear
difference equations via the state process x. They are defined by the relations
xt+1 = A(θ)xt + B(θ)ut + wt ,

t ∈ N0

(2.22)

y t = C(θ)xt + v t .

in addition to the PDFs of wt and v t . The matrices A, B, and C are parameterized
matrices with appropriate dimensions. Linear state-space representations are not
unique; they depend on the choice of the coordinates for the state vector. However,
there are several canonical forms that link state-space representations to rational
transfer operators (see [118]).
Observe that we can write
t−1

t−1

k=0

k=0

y t = C(θ)At (θ)x0 + ∑ C(θ)Ak (θ)B(θ)ut−k−1 + ∑ C(θ)Ak (θ)wt−k−1 + v t (2.23)
for t = 1, 2, . . . , N . The first term on the right-hand side is due to the initial state
x0 . Given x0 , both the history of the input {uk }−1
k=−∞ and the history of the process
disturbance {wk }−1
k=−∞ are not needed to compute the value of the output at any
t ≥ 0. Assuming that the initial state x0 = 0 and that u is known, it holds that
⎡ y ⎤ ⎡0
⎤
0
... 0
⎢ 1⎥ ⎢
⎥⎡
⎤
⎢ ⎥ ⎢
⎥ ⎢ u1 ⎥
⎢ y 2 ⎥ ⎢C(θ)B(θ)
⎥⎢
⎥
0
.
.
.
0
⎥⎢ u ⎥
⎢ ⎥ ⎢
⎢ ⎥ ⎢
⎥⎢ 2 ⎥
⎢ y 3 ⎥ = ⎢C(θ)A(θ)B(θ)
⎥⎢
⎥
C(θ)B(θ)
... 0
⎢ ⎥ ⎢
⎥⎢ ⋮ ⎥
⎥
⎢ ⋮ ⎥ ⎢⋮
⎥⎢
⋮
⋱ ⋮
⎢ ⎥ ⎢
⎥⎢
⎥
⎥
⎢
⎥
⎢ ⎥ ⎢
u
N
−1
⎦
⎢y ⎥ ⎢C(θ)AN −2 (θ)B(θ) C(θ)AN −3 (θ)B(θ) . . . C(θ)B(θ)⎥ ⎣
⎣ N⎦ ⎣
⎦ ´¹¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¶
´¹¹ ¸¹ ¶ ´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶ =∶U
=∶Y

=∶G(θ)

⎡C(θ)
⎤ ⎡ w0 ⎤ ⎡ v 1 ⎤
0
... 0
⎢
⎥⎢
⎥ ⎢ ⎥
⎢
⎥⎢
⎥ ⎢ ⎥
⎢C(θ)A(θ)
⎥ ⎢ w1 ⎥ ⎢ v 2 ⎥
C(θ)
.
.
.
0
⎢
⎥⎢
⎥ ⎢ ⎥
⎢
⎥⎢
⎥ ⎢ ⎥
⎥ ⎢ w2 ⎥ + ⎢ v 3 ⎥ ,
+ ⎢C(θ)A2 (θ)
C(θ)A(θ)
.
.
.
0
⎢
⎥⎢
⎥ ⎢ ⎥
⎢⋮
⎥⎢ ⋮ ⎥ ⎢ ⋮ ⎥
⋮
⋱ ⋮
⎢
⎥⎢
⎥ ⎢ ⎥
⎢
⎥⎢
⎥ ⎢ ⎥
⎢C(θ)AN −1 (θ) C(θ)AN −2 (θ) . . . C(θ)⎥ ⎢wN −1 ⎥ ⎢v N ⎥
⎣
⎦⎣
⎦ ⎣ ⎦
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶ ´¹¹ ¹ ¹ ¹ ¹ ¹ ¸ ¹ ¹ ¹ ¹ ¹ ¹ ¶ ´¹¹ ¹ ¹ ¸ ¹ ¹ ¹ ¶
=∶F (θ)

=∶W

=∶V
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that is
Y = G(θ)U + F (θ)W + V .

(2.24)

Unlike (2.20), the model in (2.24) is not invertible as it is, i.e., the outputs Y
and the input U cannot be used to recover W and V . However, due to the linearity
of the model, it can be easily transformed into an invertible form.
Assume that W and V are uncorrelated with zero mean and covariance matrices
ΣW (θ) and ΣV (θ), respectively. Then, the first and second moments of Y are
preserved if the random vector F (θ)W + V in (2.24) is replaced by a random vector
H(θ)E in which E is a zero mean vector with the identity covariance matrix (for
example, a standard Gaussian random vector), and
H(θ) ∶= (F (θ)ΣW (θ)F ⊺ (θ) + ΣV (θ)) 2 ,
1

a lower triangular matrix given by the Cholesky square root (see [107, Section 6.4]).
The model can then be written in the invertible form
Y = G(θ)U + H(θ)E

(2.25)

which has the same form as (2.20). Observe that here, G(θ) and H(θ) are jointly
parameterized by θ (via A(θ)). Moreover, note that the representation in (2.25) only
captures the first and second moments of Y .

2.2

Estimators and Their Qualitative Properties

Estimators are defined as (measurable) functions of the observations. Let Θ be the
parameter space for a parametric family of models corresponding to Pθ , and let
E[⋅; θ] denote the expectation with respect to the model with a parameter θ ∈ Θ.
Define the data set
D t ∶= {(y k , uk ) ∶ k = 1, . . . t}, 1 ≤ t ≤ N,

(2.26)

that contains the outputs and inputs up to time t. We are interested in point
estimators D N ↦ θ̂ N , that map the observed data to a point θ̂N in the parameter
space.
The True System
It is always true that the assumed mathematical model does not exactly describe the
underlying “real-life” system. It is therefore always seen as a mere approximation.
However, for the purpose of analysis, it is convenient to assume the existence of a
true system in order to understand the behavior of different identification methods.
For this purpose, we will make the following assumption.
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Assumption 2.2 (True system). The observed data follow a known mathematical
rule defined by a true parameter θ○ ∈ Θ ⊂ Rdθ such that
t
○
n
y t = ft ({uk }t−1
k=1 , {ζ k }k=1 ; θ ) ∈ L2 ,

t = 1, 2, . . . , N,

(2.27)

for some known functions {ft }tk=1 , observable inputs {uk }tk=1 , and unobservable
disturbances {ζ k }tk=1 .
It is the important to understand the relation between the process {θ̂ N ∶ N ∈ N}
and the parameter θ○ . Because θ○ is unknown, any property of the considered
estimators is desired to hold equally for all possible θ○ ∈ Θ. We will now discuss
some desired properties of point estimators.
For the following definitions, we assume that all estimators have finite first and
second moments.
Definition 2.8 (Unbiased estimators). An estimator θ̂ N of a parameter θ is an
unbiased estimator if
E[θ̂ N ; θ] = θ,

∀θ ∈ Θ, ∀N ∈ N.

It is an asymptotically unbiased 1 estimator if
E[θ̂ N ; θ] → θ as N → ∞ ∀θ ∈ Θ.
Otherwise, it is an asymptotically biased 2 estimator.
Definition 2.9 (Consistency). An estimator θ̂ N of a parameter θ is a consistent
estimator if
a.s.
θ̂ N Ð→ θ as N → ∞ ∀θ ∈ Θ.
a.s.

in which Ð→ denotes almost sure convergence (see [34, Chapter 4]).
Definition 2.10 ((Statistical) efficiency). A consistent estimator θ̂ N of a parameter
θ is a minimum variance/optimal or (statistically) efficient estimator if, for any
other consistent estimator θ̃ N of θ, it holds that
E[(θ̃ N − θ)(θ̃ N − θ)⊺ ; θ] ⪰ E[(θ̂ N − θ)(θ̂ N − θ)⊺ ; θ]

∀N ∈ N.

The estimator θ̂ N is said to be asymptotically efficient if, for all other estimators
θ̃ N of θ, it holds that
lim N E[(θ̃ N − θ)(θ̃ N − θ)⊺ ; θ] ⪰ lim N E[(θ̂ N − θ)(θ̂ N − θ)⊺ ; θ],

N →∞

N →∞

assuming that the limits exist.
1 Note that some authors in the statistical inference literature define asymptotically unbiased
estimators as those estimators with the property that E[limN →∞ f (N )∥θ̂(D N ) − θ∥; θ] = 0 ∀θ ∈ Θ
in which f (N ) is a normalization sequence (see [137, Chapter 6]). This definition (without an
additional condition of uniform integrability) does not coincide with Definition 2.8.
2 In the text, we simply say that the estimator is biased to mean that it is asymptotically
biased.
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Definition 2.11 (Asymptotic normality). An estimator θ̂ N is asymptotically normal about θ if there exists a sequence of matrices {PN } such that PN ≻ δI for some
δ ∈ R+ , all sufficiently large N ∈ N, and
√

−1/2

N PN

(θ̂ N − θ) ↝ N (0, I)

as

N → ∞,

where the symbol ↝ denotes convergence in distribution of random
variables (see [34,
√
Chapter 4]). Furthermore, if PN → P ≻ 0 as N → ∞ such that N (θ̂ N −θ) ↝ N (0, P )
as N → ∞, we say that θ̂ N is asymptotically normal about θ with an asymptotic
covariance matrix equal to P .
Consistency is the weakest asymptotic property that should be required from
a “good” estimator. Consistent estimators can be used to construct asymptotically
efficient estimators (see for example [139, Theorem 7.3.3], [215, Problem 7.12] or
[234]). The asymptotic normality of estimators is important for the construction of
approximate confidence intervals.

2.3

Estimation Methods

Two favored (frequentist/Fisherian, see [57]) estimation methods in system identification are the maximum likelihood method and the prediction error methods.
In the following two subsections, we summarize the definition and some properties
of each method. Then in the last part of the section we discuss a related approach
known as the prediction error correlation approach.

2.3.1

The Maximum Likelihood Method

The Maximum Likelihood (ML) method is a statistical inference method based
on the likelihood principle. The principle essentially states that all the information/evidence obtained from an experiment about θ is contained in the likelihood
function of θ (see Definition 2.12 below) for the given data. The idea has been
used informally as early as the 1700s, by statisticians such as Carl Friedrich Gauss,
Pierre-Simon Laplace, Thorvald N. Thiele, and Francis Ysidro Edgeworth [220].
However, it is usually attributed to Sir Ronald A. Fisher (1890–1962) who promoted
the method and contributed to the theoretical analysis of its properties, see [66, 67].
Maximum Likelihood Estimators (MLE) are examples of the more general class of
extremum estimators (see [4, Chapter 4])—a general class of estimators based on
the maximization of an objective function of the data.
Definition 2.12 (Likelihood function). The likelihood function of the parameter
θ for a given realization Y of the model outputs and a known input U is defined
by the nonnegative real function p(Y ∣U ; ⋅) ∶ Θ → R+ . In addition, the function
log p(Y ∣U ; ⋅) ∶ Θ → R+ is referred to as the log-likelihood function.
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Remark 2.1. Because, in what follows, it will be assumed that U is known exactly
(except in Chapter 7), we will remove it from the notation and refer to the likelihood
function of θ simply by p(Y ; θ) seen as a function of θ.
Definition 2.13 (Maximum Likelihood Estimator). The random variable
θ̂ N ∶= arg max p(Y , θ)
θ∈Θ

(2.28)

(when it exists) is the Maximum Likelihood Estimator. Given a realization Y , any
element of the set of global minimizers θ̂N is called a maximum likelihood estimate.
From the above definitions, it is obvious that the ML method requires the
specification of a complete probabilistic model (see [153, Section 5.3, page 161]).
Next, assuming that the likelihood function is differentiable with respect to θ, we
define the score function of the model. It gives an indication of how sensitive the
likelihood function is to variations in θ.
Definition 2.14 (Score function). The random vector ∂θ log p(Y ; θ) with coordi∂
log p(Y ; θ) is called the score function. A realization of the score function
nates ∂θ
i
corresponding to Y is equal to the gradient of the logarithm of the likelihood function
of θ evaluated at Y .
The covariance of the score function is known as the Fisher information matrix,
and, under some regularity conditions, is equivalently given by −E [∂θ2 log p(Y ; θ); θ] ∣
θ=θ ○

where ∂θ2 log p(Y ; θ) denotes the Hessian matrix of the log-likelihood function of θ.
The inverse of the Fisher information matrix gives the Cramér-Rao lower bound
(CRLB) on the Mean-Square Error (MSE) matrix in the class of unbiased estimators
(see [38, 184]). It also holds, under some regularity conditions as shown in [134] or
[11], that the inverse of
IF (θ○ ) = lim

N →∞

1
cov (∂θ log p(Y ; θ), ∂θ log p(Y ; θ)) ∣
N
θ=θ ○

gives a lower bound on the asymptotic MSE of most consistent estimators, except
for parameters in a set of Lebesgue measure zero. Under some weak conditions, see
for example [8] or [101], the MLE of dynamical models was shown to be consistent,
asymptotically normal, and asymptotically efficient (i.e. with covariance matrix
IF−1 (θ○ )). It is because of these appealing theoretical properties that the MLE has
been used in many scientific fields, including system identification. However, it
is worth mentioning that, for general models, the ML method is usually justified
asymptotically and has no finite sample guarantees in general. Furthermore, depending on the model, the MLE might not be well defined and can be inconsistent as
shown for example in [135].
The ML method was first introduced in the system identification community in
[8], where it was used to estimate the parameters of linear dynamical models. The
next example defines the MLE of a first-order LTI state-space model.
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Example 2.2 (MLE of an LTI dynamical system). Assume that the outputs
Y were collected according to the state-space model
xt+1 = αxk + βut + wt , wt ∼ p(wt ),
y t = xt + v t ,

v t ∼ p(v t ),

x0 = 0,
t = 1, . . . , N,

(2.29)

with α = α○ and β = β○ . Furthermore, assume that the processes w and v are
mutually independent i.i.d. white noise processes. Let θ ∶= [α β]⊺ , and observe
that the model can be written in the vector form as in (2.24) for some parameter
dependent matrices G(θ) and F (θ).
The associated family of PDFs of Y is
{p(Y ; θ) ∶ p(Y ; θ) = ∫ pV (Y − G(θ)U − F (θ)W )p(W ) dW, θ ∈ Θ}
N
in which p(V ) = ∏N
t=1 p(v t ) and p(W ) = ∏t=1 p(w t ). If these distributions are
not Gaussian, the above integral might not have a closed-form solution. However,
in cases where w and v are Gaussian processes with zero mean and covariances
2
σw
and σv2 respectively, the process y is Gaussian and the PDF of Y is

{ p(Y ; θ) ∶ p(Y ; θ) = N (µ(U ; θ), Σ(θ)), θ ∈ Θ } ,
2
in which µ(U ; θ) = G(θ)U , and Σ(θ) = σw
F (θ)F (θ)⊺ +σv2 I. The MLE is therefore
given by

θ̂ N = arg max p(Y , θ)
θ∈Θ

= arg max
θ∈Θ

2.3.2

(2π) 2

N

1
√
exp (−0.5(Y − µ(U, θ))⊺ Σ−1 (θ)(Y − µ(U, θ))) .
det Σ(θ)

Prediction Error Methods

Prediction Error Methods (PEMs) are a large family of parameter estimation
methods considered to be the cornerstone of system identification (see [25, 153, 215]).
They offer solutions to a wide range of problems and are supported by a solid
underlying theory. Besides other advantages, they have both deterministic (see [152]
or [153, Problem 8T.1]) and stochastic motivations making them attractive for a
wide range of applications. However, since we are concerned with stochastic models,
we will only consider a stochastic framework in what follows.
In this thesis, we will consider estimation methods based on the prediction error
minimization approach. The main idea of this approach goes as follows. First, the
parameterized model is written in terms of a parameterized predictor; that is a
function of previous inputs and previous outputs that “predicts” future outputs
(see (2.30)). Then, the “distance” between the predicted output (the output of the
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predictor) and the observed output of the system is defined according to some metric.
Such a metric, a positive scalar-valued function, can itself be parameterized—either
independently or by the model parameter vector itself. Finally, the method seeks
the parameter that minimizes the metric over some predefined, usually compact set,
Θ.
In some cases, if the predictor and the metric are selected according to the
exact probabilistic nature of the data, the PEM coincides with the ML method (as
explained below).
Let us define the parameterized one-step-ahead predictor by the function
ŷ t∣t−1 (θ) = ψ(D t−1 , t; θ),

t = 1, . . . , N,

θ ∈ Θ,

(2.30)

where we assume at least one input delay in the model. In practice, such a function
is not always given as an explicit function of the data. It can be a function of a
filtered version of the previous inputs and outputs (those before time t), or can
even be constructed by running a Monte Carlo simulation (see Chapter 5). It is
important to note that the stochastic assumptions used to determine the predictor
function (2.30) do not have to be related to the exact full probabilistic structure of
D t−1 , which is an indication of the generality of the method. It is the representation
of the predictor function in (2.30) that matters. The importance of all the stochastic
assumptions of the (true) model, the initial conditions, etc. is limited by the way they
influence the definition of the predictor function. In other words, all the probabilistic
assumptions that can be used to form a “good” predictor are immaterial, and the
only important factor is the way these assumptions are reflected in the predictor.
This remark was stressed in the contribution of Ljung in [151] and later in the book
[153]. Also see [215, Sections 7.1-7.3, and Problem 7.3] where predictors are defined
using exponential smoothing.
Once the predictor is defined, the estimation of the parameter θ is a matter of
solving an optimization problem.
Definition 2.15 (Prediction Error Method estimator). Given a predictor function
ψ and a nonnegative scalar-valued function `, the random variable
N

θ̂ N ∶= min

∑ `(et (θ), t; θ)

such that

et (θ) = y t − ψ(D t−1 , t; θ), ∀t = 1, . . . , N,

θ∈Θ

t=1

(2.31)

(when it exists) is the prediction error method estimator. Given a realization DN ,
any element of the set of global minimizers θ̂N is called a PEM estimate.
The process e(θ) = {et (θ) ∶ N ∈ N} is known as the prediction error process.
Different choices for ` and the predictor function ψ lead to different instances within
the family of PEMs. A usual choice for ` is the squared Euclidean norm, which
is time- and θ-independent. With such a choice, the PEM problem (2.31) is an
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unweighted (nonlinear) least-squares problem. As we will show below, in some cases,
the choice of ` is critical for the performance of the estimation method.
To summarize, for a given model and a data set, the two components that define
an instance of the PEMs are
1. a parameterized predictor (2.30) for future outputs (function of the past
data): it can be defined according to the parameterized stochastic model with
complete or partial probabilistic assumptions, or it can be postulated directly.
2. a measure of distance, `(⋅, t; θ), defined over the space of outputs y.
A question that arises naturally is: what are the best choices for these two components? The answer is given in the following.
The best predictor
To define the best predictor for the outputs of a dynamical model, we first need to
choose a criterion. In a stochastic framework, a commonly used natural measure
(among other possibilities) is the MSE
E [∥y t − ŷ t∣t−1 (θ)∥22 ; θ○ ] .

(2.32)

It is not difficult to show that the optimal predictor in the sense of minimizing the
MSE is given by the conditional expectation
ŷ t∣t−1 (θ) = E[y t ∣D t−1 ; θ].

(2.33)

Such a predictor, known as the Minimum MSE (MMSE) one-step-ahead predictor,
has an interesting geometrical interpretation in the Hilbert space of random variables
Ln2 . Let ϕ denote an arbitrary measurable function of D t−1 representing candidate
one-step-ahead predictors. Then, using the tower property of expectations [34,
Theorem 9.1.5], it holds that
E[y ⊺t ϕ(D t−1 )] = E[E[y ⊺t ϕ(D t−1 )∣D t−1 ]] = E[E[y t ∣D t−1 ]⊺ ϕ(D t−1 )]
⇒ E[ (y t − E[y t ∣D t−1 ])⊺ ϕ(D t−1 )] = 0
which shows that the error y t − E[y t ∣D t−1 ] is uncorrelated with (orthogonal to)
every measurable function of D t−1 . Thus, the error provides no “information” that
can be used to better guess y t .
Observe that the MMSE predictor relies on the probability distribution of the
stochastic process y. In general, its computation involves a multidimensional integral
(see (1.6) and (1.7)), which can be computed analytically only in very few cases.
This is where the power of the PEM is truly apparent: it does not need an “optimal”
predictor in order to construct consistent estimators. This is something that we will
explore in this thesis.
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Kinship to the Maximum Likelihood Method
Let us now consider a narrow view of the PEMs (“narrow” because it restricts the
choices of the predictor function and the function ` according to the exact (true)
statistical properties of the data). Assume that the data is generated according to
the data-generation mechanism
y t = ψ(D t−1 , t; θ) + et ,

t = 1, . . . , N,

(2.34)

in which e is an independent zero mean process, with a PDF p(et ; θ). The joint
PDF of the observed outputs is easy to compute using the assumptions on e;
N

p(Y ; θ) = ∏ pet (y t − ψ(D t−1 , t; θ); θ).
t=1

Solving the ML estimation problem is equivalent to solving the minimization problem
N

min − log(p(Y ; θ)) = min − ∑ log(pet (y t − ψ(D t−1 , t; θ); θ)).
θ∈Θ

θ∈Θ

t=1

To define a PEM estimator, let us use the model structure and parameterization
given by the data-generating mechanism (2.34). In this case, the MMSE predictor
(2.33) is easy to compute and is given by
ŷ t∣t−1 (θ) = ψ(D t−1 , t; θ), and
et (θ) = y t − ŷ t∣t−1 (θ) with a PDF p(et ; θ).
Observe that we used the same symbol et for the prediction error process; it holds
that et (θ○ ) = et . Therefore, if we use the MMSE predictor and define
`(et , t; θ) ∶= − log(p(et ; θ)),

(2.35)

the solution of the PEM problem (2.31) coincides with the solution of the ML
problem (2.28).
In the next example, we show how to construct the PEM problem for a stochastic
LTI transfer operator model (2.18) parameterized by θ. For details, see [153, Chapter
7] or [215, Section 7].
Example 2.3 (PEM for a stochastic LTI transfer operator model). Let us
consider a parameterized LTI model in terms of a transfer operator
y t = G(q; θ)ut + H(q; θ)et ,

t ∈ Z,

(2.36)

in which the noise model H(q, θ) is monic and inversely stable and e is a
martingale difference process, i.e., E[et ] = E[et ∣{y k }k<t ] = 0.
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It is then possible to construct an optimal one-step-ahead predictor by
inverting the noise model H. Observe that we may write
y t = [I − H −1 (q; θ)]y t + H −1 (q; θ)G(q; θ)ut + et .
and therefore
ŷ t∣t−1 (θ) ∶= ψ(D t−1 , θ) = [I − H −1 (q; θ)]y t + H −1 (q; θ)G(q; θ)ut

(2.37)

is the MMSE predictor, assuming that the data has been generated according
to a mechanism like (2.36) (notice that the model does not specify the exact
full distribution of y). Observe that, in this instance, the MMSE predictor is
linear in both the known inputs and the previous outputs. For the stability of
the predictor, the parameter θ must be constrained to the subset for which the
two filters defining ψ are stable.
Under the assumption that the histories {ek }k≤0 and {uk }k≤0 are known to
be identically zero, the outputs vector Y is given in a vector form as shown
⊺
̂ (θ) ∶= [ŷ ⊺ (θ) ŷ ⊺ (θ) . . . ŷ ⊺
in (2.20). Let Y
(θ)] , that is a column
1∣0

N ∣N −1

2∣1

vector of stacked one-step-ahead predictors. It then holds that
̂ (θ) = (I − H −1 (θ))Y + H −1 (θ)G(θ)U
Y

(2.38)

in which the matrix G(θ) and the vector U are defined in (2.19) and
⎡
1
⎢
⎢
⎢ h̃ (θ)
⎢ 1
H −1 (θ) = ⎢
⎢
⋮
⎢
⎢
⎢h̃N −1 (θ)
⎣

0
1
⋮

h̃N −1 (θ)

...
...
⋱
...

⎤
0⎥
⎥
0⎥⎥
⎥
⋮ ⎥⎥
⎥
1⎥⎦

(2.39)

where {h̃k (θ)} is the impulse response of the filter H −1 (q; θ) (it is exponentially
decaying if the noise model is rational). Observe that H −1 (θ) coincides with the
inverse of the matrix H(θ) defined in (2.19).
Another, suboptimal, choice for the one-step-ahead predictor is
ŷt∣t−1 (θ) = G(q; θ)ut

(2.40)

which ignores the probabilistic properties of the second term in (2.36) by
assuming that H(q; θ) = 1. In this case, the predictor simulates the known input
using the model G(q, θ), and the mean of the process y is used as a predictor.
The predictor in (2.40) is known as the Output-Error (OE) predictor and is
given in vector form by
Ŷ (θ) = G(θ)U.
(2.41)
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The main point of Example 2.3 is the following: for linear models given in terms
of transfer operators, as in (2.36), the optimal predictor is computed by inverting
the noise model H(q; θ). By doing so, it is possible to reconstruct the process et
if θ○ and the full history of the signals are known. Notice that the invertibility
assumption is imposed as part of the model definition.
The computations of ŷ t∣t−1 require the knowledge of the complete history of the input and output signals from −∞ to t−1. In cases where the model is finite-dimensional
(rational G(q; θ) and H(q; θ)), it is sufficient to know the exact initial conditions.
If the initial conditions are unknown, they can be replaced by any reasonable
guess (say 0). The resulting predictor will be only an approximation of the optimal
predictor, but in most cases it can be used to obtain acceptable solutions. The exact
optimal predictor can be constructed by a time-varying linear filter, computed using
a the celebrated Kalman recursions (see [120]). For this, it is necessary to write
the model in terms of a state-space representation and characterize the uncertainty
regarding the initial conditions (history of the inputs and disturbances) using a
probabilistic prior over the initial state.
Example 2.4 (PEM through a time-varying Kalman filter). Consider the
following parameterized linear time-invariant state-space model
xt+1 = A(θ)xt + B(θ)ut + wt , wt ∼ p(wt ),
y t = C(θ)xt + v t ,

v t ∼ p(v t ),

x0 ∼ p(x0 )
t = 1, . . . , N.

(2.42)

We assume that the process disturbance w and the measurement noise v are
both independent processes, mutually independent and independent of x0 .
It is of interest to first observe that the model in its current form is not easy
to invert. To clarify this point, let us assume that the initial state is known; that
is p(x0 ) = δx0 ({x0 }). The question is, then, how to use the data to reconstruct
wt and v t or a function of them. We might first try to write the model in terms
of transfer operators. For a given θ,
y t = C(θ)(q I − A(θ))−1 B(θ)ut + C(θ)(q I − A(θ))−1 wt + v t .
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶ ´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
known function of θ

(2.43)

stochastic with dynamics

The difficulty seems to arise from the way the second term is written. Ideally,
we would like to write the stochastic part in terms of an independent process or
a martingale difference process which is unpredictable:
known function of θ at time t

yt =

³¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ · ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ µ
ψ(D t−1 , t, θ)

+

εt .
´¸¶

stochastic and unpredictable

Hence, the problem would be easier if it was possible to write the stochastic part
involving the process disturbance and the measurement noise in terms of filtered
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versions of an independent process εt . This requires a change of coordinates
for the model, and it is well understood that this transformation is what the
time-varying Kalman filter does (see [5, 94]).
The required form is known as the innovations form and is given by the
equations
x̂t+1 (θ) = A(θ)x̂t (θ) + B(θ)ut + Kt (θ)εt
y t = C(θ)x̂t (θ) + εt ,

(2.44)

εt is a zero mean orthogonal process with cov(εt , εt ) = Λt (θ)
in which the matrix Kt (θ) is known as the Kalman gain, and εt is the innovation
in y t . The process ε is in fact the innovation process, see Definition 4.2. It is
now easy to define the (time-varying) one-step-ahead predictor, because the
model as written in (2.44) is easy to invert. The MMSE predictor is
ŷ t∣t−1 (θ) = C(θ)x̂t (θ),

t = 1, . . . , N,

x̂t (θ) = A(θ)x̂t−1 (θ) + B(θ)ut−1 + Kt−1 (θ)(y t−1 − C(θ)x̂t−1 (θ)).

(2.45)

When both the process noise and the measurement noise are Gaussian processes
and the initial state is a Gaussian random vector, the innovation process ε is an
independent Gaussian process with covariances Λt (θ). In this case, the PEM
problem based on the time-varying Kalman filter and the criterion function
`(εt (θ), t; θ) = ε⊺t (θ)Λ−1
t (θ)εt (θ) + log det(Λt (θ))

(2.46)

coincides with the ML estimator. Observe that ` here is time-dependent and is
parameterized by θ through the covariance matrices. Another PEM is obtained
by using the optimal predictor and the squared Euclidean norm
`(εt (θ), t; θ) = ∥εt (θ)∥22 = ε⊺t (θ)εt (θ)

(2.47)

which is both time- and parameter-independent.
As we discussed above, choosing a different predictor and/or a different ` will
result in different instances of the PEMs. Some of these choices might lead to
consistent but suboptimal estimators, while others might not be consistent. It is a
well-known fact, as shown in [153] for example, that for linear systems operating in
open-loop, and when G and H are parameterized independently, a predictor based
on a misspecified H will not affect the consistency of the PEM estimator of G. This
is clarified in the following example.
Example 2.5 (Ignoring process noise for LTI models of systems operating in
open-loop). Assume that the data is generated according to the model structure
y t = G(q; θ○ )ut + ζ t

(2.48)

40

Background and Problem Formulation

in which u and ζ are independent stationary processes with spectra Φu (ω) and
Φζ (ω) respectively. Assume that ζ is colored (this could be the case of a linear
state-space model with process noise as in (2.43)). To construct a PEM estimator,
we need to define a predictor and a nonnegative function `. Consider the OE
predictor defined in (2.40) which ignores any predictable features of the process
ζ, and let us pick `(⋅) = ∥ ⋅ ∥22 which is both time- and parameter-independent.
Then, the PEM problem is defined by the unweighted nonlinear least-squares
problem
N

∑ ∥et (θ)∥2

min
θ∈Θ

2

t=1

such that

(2.49)

et (θ) = y t − ŷt∣t−1 (θ),
ŷt∣t−1 (θ) = G(q; θ)ut ,

t = 1, . . . , N.

The limiting estimate of the resulting estimator can be checked by applying
Parseval’s relation to the criterion function (see [153, Section 8.5, page 266]); it
holds that
θ∗ = arg min ∫
θ∈Θ

π
−π

∣G(eiω ; θ○ ) − G(eiω ; θ)∣2 Φu (ω) dω + ∫

π
−π

Φζ (ω) dω.

It is evident that when Φu (ω) > 0 ∀ω, and under the identifiability condition
G(eiω ; θ○ )−G(eiω ; θ) = 0 for almost all ω (with respect to Φu (ω) dω) ⇒ θ○ = θ
it holds that θ∗ = θ○ . Therefore, the estimator defined by (2.49) for data coming
from (2.48) is consistent.
PEM when it is not ML
Even though the estimator defined by the PEM in Example 2.5 is consistent, it does
not coincide with the MLE. We note here that the predictor is defined using only
the first moment of y and that an exact full probabilistic model is not required.
It is of interest to observe that the PEM still solves a likelihood problem which
happens to be misspecified. To clarify this point, we look at the choices made by
the PEM (in terms of the predictor and the used criterion function) and examine
their implications if the PEM problem were to coincide with an ML problem.
First, for the used predictor to coincide with a conditional mean, the data should
be generated according to a data-generation mechanism y t = G(q; θ)ut + ζ̃ t in which
ζ̃ is a zero mean independent process. Second, for the criterion function of the PEM
problem (2.49) to match a likelihood function, the relation (2.35) has to be satisfied.
This occurs if ζ̃ is a Gaussian process with a constant θ-independent variance; that
is (for a scalar signal)
p(ζ̃ t ) =

1
N
(2πσ 2 ) 2

exp (−

1
∥ζ̃ ∥2 ) ,
2σ 2 t 2

∀t ∈ Z.

(2.50)
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This would imply that y is an independent Gaussian process with a mean function
mt (θ) = G(q; θ)ut and a constant (θ-independent) variance. Under this model, the
(misspecified) likelihood function of θ is
N

p̃(Y ; θ) = ∏ pζ̃ (y t − G(q; θ)ut ).

(2.51)

t=1

Solving the misspecified ML estimation problem is equivalent to solving the minimization problem
N

min ∑ ∥y t − G(q; θ)ut ∥22
θ

(2.52)

t=1

where all the θ-independent terms are dropped. This problem coincides with the
PEM problem given by (2.49). In Chapter 4, we will extend this notion to stochastic
nonlinear models.

2.3.3

The Prediction Error Correlation Approach

The PE correlation approach is a general approach for parameter estimation, where
estimators are given as solutions to algebraic problems. It is based on the characterization of a “good” model as one with PEs that are independent of past data (see
[153, Section 7.5]).
The procedure goes as follows. First, a linear filter L(q) is chosen and used
to define a filtered PE process εF
t (θ) ∶= L(q)εt (θ). Second, the model and past
data are used to construct a sequence of dθ × dy matrices ζ t (θ) = ζ t (θ, D t−1 ),
known as correlation vectors (they are column vectors if dy = 0). Finally, a function
α ∶ Rdy → Rdy is chosen and the PE correlation estimator is defined as
θ̂ N ∈ sol [
θ∈Θ

1 N
F
∑ ζ (θ)α(εt (θ)) = 0] .
N t=1 t

(2.53)

The filter L, the correlation vectors ζ, and the transformation α are all user choices,
which is an indication of the generality of the method. In fact, it can be shown
that, in some cases, the PE estimators defined in Definition 2.15 can be seen as PE
correlation estimators for a particular choice of L, ζ, and α.
We will revisit this approach in Chapter 6 where we consider the more general
approach of estimating functions.

2.4

The Closed-Loop Identification Problem

In many practical situations, the data are generated by systems operating in closedloop (CL). For instance, this may be the case when the systems have an inherent
feedback mechanism, or when an output feedback controller is used in order to satisfy
some operation’s requirement. In these cases, the input signal is partially determined
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by the feedback mechanism, and therefore it is not known a priori: future inputs
become dependent on past disturbances (and potentially measurement noise). For
this reason, applying estimation methods that are defined under open-loop operation
assumptions to closed-loop data will generally result in biased estimators. Moreover,
in some cases, the presence of feedback controllers may lead to data sets that are
not informative. Depending on the application, these effects may not be tolerated,
and it may be necessary to take special considerations to obtain acceptable results.
The CL identification problem of linear models is well-studied and well-understood;
see for example [153, Section 13.4], [215, Chapter 10] and the surveys [97, 231]. It
is known that when there exists a true parameter θ○ ∈ Θ and the plant model G
and the noise model H (see (2.18)) are both correctly specified, the consistency and
asymptotic normality results of PEM estimators from the open-loop case also hold
for the CL case if some technical conditions on the feedback mechanism are satisfied.
However, if the noise model is misspecified, PEM estimators will not be consistent
in general. This is in contrast to the open-loop case (see Example 2.48). A coherent
framework for a number of CL identification approaches for linear models is given
[69]. It broadly classifies the methods into three main approaches: direct, indirect,
and joint input-output approaches.
Indirect approaches for CL identification of LTI models
Two popular indirect methods that rely on the knowledge of an external reference
signal, which is assumed independent of all the disturbances in the system, are the
two-stage method ([228]), and the projection method ([70]). While the two-stage
method assumes that the feedback mechanism is LTI, the projection method can
handle nonlinear and time-varying feedback. In both methods, no knowledge of
the feedback mechanism is not needed. Approaches based on instrumental variable
methods (see [214]) have also been proposed. See for instance [79, 80, 216, 217].
These methods are representatives of the correlation approach described in the
previous section (see [153, Section 7.6]) and, similarly to the two-stage and projection
methods, rely on the knowledge of an external signal and do not need the knowledge
of the feedback. Due to their generality, these methods have been extended and
used for the identification of linear models in complex networks.
Identification of LTI networks
The general identification problem of LTI dynamical networks is closely related to the
CL problem. A framework for consistency-based identification of a single module in
an LTI network, with known interconnection structure, has been introduced in [230].
In that framework, it is assumed that all the nodes are observed and the two-stage
and projection methods [69, 229] were generalized to the LTI dynamical networks
scenario. Other approaches have also been proposed in [62, 140] and conditions for
identifiability have been studied in [237, 238] and more recently in [74].
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The CL problem for stochastic nonlinear dynamical models
So far, the CL identification problem of stochastic nonlinear dynamical models has
not been given a similar attention. As we saw in the previous chapter, even in the
open-loop case, the stochastic nonlinear identification problem is challenging due
to the intractability of commonly used methods. In Chapters 4-6, we will propose
several computationally attractive approaches for open-loop identification. They
include estimators that may be defined using closed-form expressions for a wide
range of models, including a class of nonlinear networks with no feedback loops (see
Section 4.4). In Chapter 7, we will see that, under certain assumptions, some of
these approaches can be applied to CL data.
Before summarizing this chapter, we formulate the main problem of the thesis.

2.5

Problem Formulation
Suppose that a finite data set DN , as defined in (2.26), is given. Assume that a discrete-time stochastic parametric nonlinear dynamical
model, as defined in Definition 2.6, is given such that the unobserved
stochastic process ζ follows a well-defined (partially or completely specified) distribution that can be parameterized (possibly independently) by
θ ∈ Θ. The objective is to use the data to identify the model using point
estimates θ̂N (DN ) ∈ Θ. Particular consideration is given to the computational tractability of the methods and the properties and accuracy of
the estimators.

2.6

Summary

In this chapter, we summarized the necessary background, provided an overview
of some existing results, and made several important remarks. In Section 2.1, we
introduced a stochastic framework for the signals and defined both parametric linear
and nonlinear models in discrete-time. We presented Wold’s decomposition of a class
of non-stationary processes in Theorem 2.1. In Section 2.2, we defined estimators
and their properties. In Sections 2.3.1 and 2.3.2, we defined the ML method and
the family of PEMs. We presented several examples of both methods for parametric
linear models. In Sections 2.3.3 and 2.4 we presented the PE correlation approach
and discussed the CL identification problem, respectively. Finally, in Section 2.5 we
formulated the main problem of the thesis.

Chapter 3

Overview of
Sequential Monte Carlo Methods
In this chapter, we give an overview of several methods that are able, in many
cases, to approximately solve the ML problem or a PEM problem defined using
the MMSE predictor. These methods rely on sequential Monte Carlo (SMC) and
particle Markov chain Monte Carlo (PMCMC) algorithms. The literature on this
subject is enormous (see, for instance, the surveys [28, 51, 121, 122, 198], the thesis
[146], the books [27, 49, 54] and the references therein) and we cannot hope to cover
all relevant results and methods in a few pages. Although SMC methods can be
applied to a large class of models, including non-Markovian latent variable models
(see e.g., [143, Section 4]), we limit our discussion to Markov nonlinear state-space
models in the form of (2.12). Our intention here is to describe the main ideas behind
these methods, and highlight some of their advantages and fundamental limitations.

3.1

Introduction

Suppose that a data set DN is given, where the input is fixed and known, and that
Assumption 2.2 is satisfied. Consider a state-space model on the form
xt+1 = ht (xt , ut ; θ) + wt
y t = gt (xt ; θ) + v t ,

θ ∈ Θ,

t ∈ N0

(3.1)

where the measurement noise v and the disturbance process w are mutually indei.i.d.
i.i.d.
pendent such that wt ∼ p(wt ; θ) and v t ∼ p(v t ; θ).1 Then, using the Markov
property, as described in Section 2.1.2, the joint PDF of the states up to time t
and the joint PDF of the outputs up to time t conditioned on the states up to time
t are given by (2.16). The MLE of θ○ is given by θ̂N = arg maxθ∈Θ p(Y ; θ) where
the function to be maximized, the likelihood function, is analytically intractable in
general.
1 The

i.i.d.

symbol ∼ means “independently and identically distributed as”.
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Constructions of the likelihood function
Because the states vector X ∶= X N = [x⊺0 , x⊺1 , . . . , x⊺N ] is not observed, the PDF of
Y has to be calculated by marginalization, namely by solving the integral
p(Y ; θ) = ∫

R dx N

p(Y ∣X; θ)p(X; θ) dX = EX [p(Y ∣X; θ); θ]

(3.2)

where dx ∈ N is the dimension of the state process, and EX [⋅; θ] denotes the mathematical expectation with respect to the distribution of X. Since the integrand
in (3.2) is a known function of θ, one may consider using deterministic numerical
integration. However, since deterministic numerical integration is based on deterministic gridding, it is typically extremely inefficient and practically infeasible for
large values of N . For instance, applying Simpson’s rule with only 10 points per
dimension requires a grid of size 10dx N . Thus, alternative methods have to be used.
Fortunately, due to the sequential nature of the state-space model (3.1), the
integral (3.2) may be reduced to a product of N integrals of dimension 2dx , namely
N

p(Y ; θ) = ∏ ∫
t=1

R dx

∫

Rdx

p(y t ∣xt )p(xt ∣xt−1 ; θ) p(xt−1 ∣Y t−1 ; θ) dxt−1 dxt .

(3.3)

To see this, observe that p(Y ; θ) = ∏N
t=1 p(y t ∣Y t−1 ; θ) where
p(y t ∣Y t−1 ; θ) = ∫
=∫

R dx
R

p(y t , xt ∣Y t−1 ; θ) dxt = ∫

∫
dx

Rdx

R dx

p(y t ∣xt )p(xt ∣Y t−1 ; θ) dxt

p(y t ∣xt )p(xt ∣xt−1 ; θ) p(xt−1 ∣Y t−1 ; θ) dxt−1 dxt .

(3.4)

The last two equalities hold because, for every t, y t ∣xt is independent of Y t−1 and
xt ∣xt−1 is independent of Y t−1 by the Markov property. While the PDFs p(y t ∣xt )
and p(xt ∣xt−1 ; θ) are given by the model (see Section 2.1.2), the state filtering density
p(xt−1 ∣Y t−1 ; θ) is unknown in general. However, it may be computed sequentially
using sequential filtering algorithms. The problem of computing filtering distributions,
and evaluating expectations with respect to them, is known as the filtering problem.
Sequential filtering algorithms are recursive implementations of Bayes’ rule that
involve two steps:
p(xt ∣Y t ; θ) =

p(y t ∣xt ; θ)p(xt ∣Y t−1 ; θ)
p(y t ∣Y t−1 ; θ)

p(xt ∣Y t−1 ; θ) = ∫

R dx

p(xt ∣xt−1 ; θ)p(xt−1 ∣Y t−1 ; θ) dxt−1

(Update step)

(3.5)

(Prediction step)

For linear state-space models where the disturbance process and the measurement
noise are Gaussian, these two steps can be computed explicitly using the celebrated
Kalman recursions; see [120] or [117, Chapter 9]. However, in general, the involved
integrals are analytically intractable. In Section 3.3, we will describe a solution
based on a SMC method.
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It is also possible to construct the likelihood function using the posterior PDF
of X, which is known in this context as the joint smoothing density and denoted
p(Y,X;θ)
by p(X∣Y ; θ). To see this, observe that p(Y ; θ) = p(X∣Y
for any feasible Y and θ,
;θ)
and that the right-hand side is independent of any specific value assumed by X.
The problem of computing smoothing distributions, and evaluating expectations
with respect to them, is known as the smoothing problem. From the above, it is clear
that the ML problem is tied to the smoothing problem. As we will shortly see, a
popular class of algorithms shifts the difficulty of the ML problem to the problem
of computing an expectation with respect to the smoothing density.
A solution to the smoothing problem is given by the forward filtering/backward
smoothing recursion (see [51] or [49]). It is based on the solution to the filtering
problem, and relies on the fact that the smoothing density of the state at time t
can be written as an expectation with respect to the marginal smoothing density of
the state at time t + 1:
p(xt ∣Y ; θ) = ∫

R dx

p(xt ∣xt+1 , Y ; θ)p(xt+1 ∣Y ; θ) dxt+1 .

(3.6)

Notice that the smoothing density of xN is given by the filtering density p(xN ∣Y ; θ).
By the Markov property and Bayes’ rule, it then holds that
p(xt ∣xt+1 , Y ; θ) = p(xt ∣xt+1 , Y t ; θ)
=

p(xt+1 ∣xt ; θ)p(xt ∣Y t ; θ)
p(xt+1 ∣xt ; θ)p(xt ∣Y t ; θ)
.
=
p(xt+1 ∣Y t ; θ)
d
∫R x p(xt+1 ∣xt ; θ)p(xt ∣Y t ; θ) dxt

(3.7)

Using this in (3.6), we see that
p(xt ∣Y ; θ) = p(xt ∣Y t ; θ) ∫

Rdx

p(xt+1 ∣xt )p(xt+1 ∣Y ; θ)
dxt+1
∫Rdx p(xt+1 ∣xt ; θ)p(xt ∣Y t ; θ) dxt

= p(xt ∣Y t ; θ)α(xt ; θ),

where α(xt ; θ) can be seen as a state-dependent weight. Therefore, the resulting
marginal smoothing densities are given by weighted filtering densities. Finally, notice
that the joint smoothing density can be decomposed as follows:
N −1

p(X∣Y ; θ) = p(xN ∣Y ; θ) ∏ p(xt ∣xt+1 , Y ; θ)
t=1

N −1

= p(xN ∣Y ; θ) ∏ p(xt ∣xt+1 , Y t ; θ)

(3.8)

t=1

N −1

= p(xN ∣Y ; θ) ∏
t=1

∫

Rdx

p(xt+1 ∣xt ; θ)p(xt ∣Y t ; θ)
.
p(xt+1 ∣xt ; θ)p(xt ∣Y t ; θ) dxt

For linear state-space models, these recursions are known as Rauch-Tung-Striebel
recursions. They were introduced and used in [185] for ML estimation of linear
state-space models. See [117, Section 10.3] or [5, page 189] for example.

48

3.2

Overview of Sequential Monte Carlo Methods

Expectation-Maximization Algorithms

The Expectation-Maximization (EM) algorithm is an iterative algorithm used to
solve the ML estimation problem when the likelihood function is written in terms
of a marginalization integral, like the one in (3.2). The algorithm is originally due
to [45]; it was published in 1977 and has been extensively used in the statistical
inference and signal processing communities. A comprehensive treatment of the EM
algorithm and related algorithms can be found in [160].
The main idea of the EM algorithm is to break the ML optimization problem
into two related problems. In the first one, it is assumed that θ is known, and the
algorithm computes a distribution for the unobserved vector X. In the second one, it
is assumed that such a distribution is given, and the algorithm computes a value for
θ by solving a maximization problem. To explain the idea, suppose that a value θ(i)
is given and used to compute the smoothing density p(X∣Y ; θ(i) ). Then, because
log p(Y ; θ) = log p(Y, X; θ) − log p(X∣Y ; θ), it holds that
log p(Y ; θ) = E[log p(Y, X; θ)∣Y ; θ(i) ] − E[log p(X∣Y ; θ)∣Y ; θ(i) ] .
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶ ´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
=∶Q(θ,θ (i) )

(3.9)

=∶V(θ,θ (i) )

The quantity
Q(θ, θ(i) ) = ∫

R dx N

log p(Y, X; θ)p(X∣Y ; θ(i) ) dX

is known as the intermediate quantity (or the Q-function) of the EM algorithm.
It is a real-valued function over Θ, indexed by θ(i) . The step of evaluating the
intermediate quantity is known as the Expectation step (E-step) of the algorithm.
The quantity −V(θ, θ(i) ) = ∫Rdx N − log p(X∣Y ; θ)p(X∣Y ; θ(i) ) dX is known as the
entropy of p(X∣Y ; θ(i) ). The increment (V(θ(i) , θ(i) ) − V(θ, θ(i) )) is the KullbackLeibler divergence (relative entropy) between p(X∣Y ; θ(i) ) and p(X∣Y ; θ) and is
always nonnegative, see [35] for example. Using (3.9), it holds that
log p(Y ; θ) − log p(Y ; θ(i) ) = (Q(θ, θ(i) ) − Q(θ(i) , θ(i) )) + (V(θ(i) , θ(i) ) − V(θ, θ(i) )) .
Therefore, for every value θ(i+1) such that Q(θ(i+1) , θ(i) ) − Q(θ(i) , θ(i) ) ≥ 0 it holds
that
log p(Y ; θ(i+1) ) − log p(Y ; θ(i) ) ≥ 0.
(3.10)
The EM algorithm, as introduced in [45], defines θ(i+1) as the global maximizer
of Q(θ, θ(i) ) over Θ. This guarantees that the inequality (3.10) is satisfied, and
means that the EM algorithm is a monotone optimization algorithm. The step of
computing θ(i+1) is known as the Maximization step (M-step) of the algorithm.
Iterating over the above two steps will result in a sequence {θ(i) } mapped by the
likelihood function into a nondecreasing sequence of positive reals.
In general, there is no guarantee that the sequence {θ(i) , i ∈ N0 } converges to a
ML estimate. Convergence to a local maximum of the likelihood function may be
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guaranteed under certain conditions (see [21, 248]); however, these conditions are
not easy to verify in practice.
The EM algorithm is usually very helpful in cases where (i) it is possible
to evaluate the intermediate quantity (i.e., compute the E-step) at a reasonable
computational cost, and (ii) the intermediate quantity has a sufficiently simple
form to allow for a closed-form solution of the M-step. Usually, see [160, Section
1.5.3], these two conditions hold when the joint PDF p(Y , X; θ) is a member of the
exponential family (see [195] for the definition and properties of the exponential
family of distributions). In such cases, the intermediate quantity takes the form
Q(θ, θ(i) ) ∝ β ⊺ (θ)E[s(Y, X)∣Y ; θ(i) ] − c(θ) where s is a natural sufficient statistic,
the E-step reduces to the conditional expectation of s, and the M-step is available
in closed-form whenever arg maxθ∈Θ β ⊺ (θ)S − c(θ) takes a closed-form for every
given vector S. In this situation, the EM algorithm is known to be parameterizationindependent or scale-free. This means that, for any one-to-one transformation of θ,
the EM iterations remain unchanged and the convergence rate of the EM algorithm
is not affected. Furthermore, for cases with a simple M-step, it is possible to consider
constraints implicitly by introducing Lagrange multipliers (see [155, Chapter 11]).
In cases where the E-step is computationally expensive and/or the M-step is a
complicated maximization problem by itself, it is not clear whether the EM algorithm
is advantageous or not. The intractability of the E-step is usually solved using a
Monte Carlo implementation of the algorithm. Several options have been suggested
in the literature to overcome the intractability of the M-step. One possibility is to
use conditional maximization (see [161]). Another option is to use only one step of
a Newton’s method in the M-step (see [133]).

3.2.1

The Monte Carlo Expectation-Maximization algorithm

The idea of the Monte Carlo Expectation-Maximization (MCEM) algorithm was
introduced in [239], where cases with intractable E-step were considered. It was
assumed that it is possible to easily obtain random samples according to the (assumed
known) smoothing distribution. The principle consists in approximating the E-step
using the Monte Carlo (MC) method: the intermediate quantity is then given as
Q(θ, θ(i−1) ) ≈ QMi (θ, θ(i−1) ) =

1 N
(i,m)
; θ)
∑ log p(Y, X
Mi m=1

where X (i,1) , . . . , X (i,Mi ) are conditionally i.i.d. random variables given the set
of random variables F (i−1) ∶= {θ (0) } ∪ {X (j,m) ∶ j = 1, . . . , i − 1, m = 1, . . . , Mj } and
distributed according to p(X∣Y ; θ(i−1) ). The first superscript i of X (i,m) is the
EM iteration index, and the second superscript m is the sample index such that
X (i,m) ∼ p(X∣Y ; θ(i−1) ), m = 1, . . . , Mi , and i ∈ N. As indicated by the notations,
the number of samples Mi can be iteration-dependent. The M-step is then replaced
by the maximization of the approximate intermediate quantity QMi+1 (θ, θ(i) ).
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Due to the conditional independence assumption, it is possible under some
conditions (see [71] or [170] for example) to prove the convergence of the MCEM
algorithm, if the number of simulations Mi approaches infinity fast enough as the
algorithm approaches convergence (that is as i → ∞). The available proofs require
that p(Y , X; θ) belongs to the exponential family; the simplest proof can be found
in [27] for example, where it is assumed that exact i.i.d. samples are used. These
assumptions are quite restrictive, especially the independence assumption.
For general models, the posterior p(X∣Y ; θ) is typically unknown, and obtaining
i.i.d. samples from the smoothing distribution, that minimizes the MC approximation
errors, is not a trivial task. In principle, the known PDF p(X; θ) can be used to
generate i.i.d. samples, which are then weighted using the conditional likelihood
function to obtain a consistent sample for the intractable smoothing density. However,
almost all the weights will be close to zero, and resorting to this inefficient method will
result in a very high variance. Approximate sampling methods that may avoid this
difficulty include SMC and particle MCMC methods (see Section 3.3). Unfortunately,
besides the increased computational cost, using approximate sampling methods
complicates the algorithm and introduces further errors due to the dependence
between the generated samples. Consequently, the algorithm analysis gets more
involved; see [71] for the convergence analysis when p(Y , W ; θ) is a member of the
exponential family and when the used samples are based on an MCMC kernel.

3.2.2

The Stochastic Approximation EM algorithm

An alternative to the MCEM algorithm is the Stochastic Approximation EM (SAEM)
algorithm, which was introduced in [44]. Similarly to the MCEM algorithm, the
main idea is to approximate the E-step using a MC method. However, instead of
using MC integration, the SAEM uses an implicit stochastic averaging procedure. It
replaces the Q-function by
M

̂i (θ) = Q
̂i−1 (θ) + αi (M −1 ∑ log p(Y, X (m) (θ(i) ); θ) − Q
̂i−1 (θ))
Q

(3.11)

m=1

in which X (m) (θ(i) ) ∼ p(X∣Y ; θ(i) ), and αi is a decreasing sequence of positive step
sizes with α1 = 1. The algorithm is initialized with an arbitrary feasible point θ(0) .
̂i (θ).
The M-step is then carried out as usual; namely θ(i+1) = arg maxθ∈Θ Q
Unlike the MCEM algorithm, the number of samples M in an SAEM algorithm
is independent of the iteration number i, and can be fixed to any positive number
greater than or equal to 1. Thus, the SAEM algorithm makes a more efficient use
of the samples. When M is fixed, the convergence of the iterates θ(i) depends on
the decreasing step size sequence {αk }, and may be established as shown in [44],
when i → ∞, under some assumptions which require that p(Y , W ; θ) belongs to the
exponential family.
The MCEM algorithm has been used with different SMC methods (see next
section) for nonlinear state-space models identification in [172, 175, 197, 244, 245],
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among others. The SAEM algorithm has been employed in [141] with a PMCMC
algorithm known as “Particle Gibbs with Ancestor Sampling” (PGAS) [142] (see
Section 3.4). To the best of the author’s knowledge, using the PGAS within a SAEM
algorithm is considered to be the current state-of-the-art for (offline) nonlinear
state-space models identification.
Ideas based on SMC algorithms are the topic of active research, and most of the
recently proposed methods for the identification of general nonlinear models rely on
it. These methods were able to achieve remarkable results on several benchmark
problems. However, their performance highly depends on the application and is
limited a couple of fundamental difficulties known as particle/path degeneracy.

3.3

Sequential Monte Carlo Algorithms

In this section, we present a couple of SMC algorithms that are commonly used
to approximately solve filtering and smoothing problems for general models. We
remind the reader that a description of the MC method is given in Appendix A. An
overview of general SMC methods is given in [51, 165] and more recently in [169].

3.3.1

Particle Filters

PFs are MC implementations of the sequential filtering algorithms described in the
previous section. They are essential elements of most ML parameter estimation
algorithms for general state-space models. The first working and simplest PF, the
bootstrap PF, was introduced in [95]. Before describing the bootstrap PF and its
properties, we will describe the most basic form of SMC filtering. We discuss the
fundamental problem of weight degeneracy and a solution using resampling.
Sequential importance sampling
The basic idea underlying PFs is to approximately solve the two steps of sequential
filtering (3.5) using MC approximations of the PDFs. The algorithm is initialized
by generating M independent random samples (known as particles) of the initial
(m)
state vector x0 ∼ p(x0 ; θ), which are used to define an empirical PDF p̂(x0 ; θ) ∶=
M −1 ∑M
m=1 δx(m) ({x0 }). This is a MC approximation of the filtering density at t = 0.
0
Now suppose that at time t ≥ 1 we are given a MC approximation of the filtering
(m)
density p̂(xt−1 ∣Dt−1 ; θ) ∶= ∑M
m=1 ωt−1 δx(m) ({xt−1 }). It may then be easily used to
t−1
approximate the integral defining the prediction step (see (3.5)), that is
p(xt ∣Dt−1 ; θ) = ∫ p(xt ∣xt−1 ; θ)p(xt−1 ∣Dt−1 ; θ) dxt−1 ,
where p(xt ∣xt−1 ; θ) is given by the model. The result is a weighted average
M

(m)

(m)

p̂(xt ∣Dt−1 ; θ) = ∑ ωt−1 p(xt ∣xt−1 ; θ).
m=1
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(m)

(m)

(m)

Sampling xt ∼ p̂(xt ∣Dt−1 ; θ) is then done by conditioning on xt−1 = xt−1 and sim(m)
(m)
(m)
(m)
ulating the state equation: xt = f (xt−1 , ut−1 ; θ) + wt−1 , where wt−1 ∼ p(wt−1 ; θ),
(m)
independently over m. In this step the particle xt−1 , known as the ancestor (or
(m)
parent) particle, is propagated through the model to a new particle xt . By repeating this for all the particles and all t ≥ 0, the “prior” p(x0 ; θ) is approximately
propagated in time through the dynamical part of the model. The obtained set of
particles is then used to define the predictive density as
M

(m)

p̂(xt ∣Dt−1 ; θ) ∶= ∑ ωt−1 δx(m) ({xt−1 })

(3.12)

t−1

m=1

This concludes the prediction step. The update step amounts to computing the
filtering density p(xt ∣Dt ; θ) = p(yt ∣xt ; θ)p(xt ; θ)/p(yt ; θ). Since p(yt ; θ) is unknown,
the unnormalized form p(xt ∣D t ; θ) ∝ p(yt ∣xt ; θ)p(xt ∣D t−1 ; θ) is used with (3.12) to
construct the self-normalized empirical PDF
M

(m)

p̂(xt ∣Dt ; θ) ∶= ∑ ω t
m=1

(m)

ωt

(m)

∶= ω t−1

δx(m) ({xt }),

(m)

p(yt ∣xt

where

t

; θ)

(m)
(m)
M
∑m=1 ω t−1 p(yt ∣xt ; θ)

,

m = 1, . . . , M.

(3.13)

This completes the update step and the first iteration. The algorithm iterates over
these steps for t = 0, . . . , N .
This simple algorithm is an example of a sequential importance sampling filter.
To see where the importance sampling is used, first notice that
p(x0 , . . . , xt−1 , xt ∣Dt ; θ) ∝
p(yt ∣xt , x0 , . . . , xt−1 , Dt−1 ; θ)p(xt ∣x0 , . . . , xt−1 , Dt−1 ; θ)p(x0 , . . . , xt−1 ∣Dt−1 ; θ)
(m)

(m)

and assume that we have a realization of {x0 , . . . , xt−1 } ∼ p(x0 , . . . , xt−1 ∣Dt−1 ; θ)
for m = 1, . . . , M . Then for every m it holds that, for some weight ω̃t ∈ R+ ,
(m)

(m)

(m)

(m)

(m)

(m)

p(x0 , . . . , xt−1 , xt ∣Dt ; θ) = ω̃t p(x0 , . . . , xt−1 ∣Dt−1 ; θ) p(xt ∣x0 , . . . , xt−1 , Dt−1 ; θ).
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶ ´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶
joint at t

joint at t − 1

predictive at t − 1

(m)

(m)

Thus, it is possible to generate M samples {x0 , . . . , xt } ∼ p(x0 , . . . , xt ∣Dt ; θ)
(m)
(m)
by conditioning on {x0 , . . . , xt−1 }. This is done by keeping the old samples
(m)
(m)
(m)
and generating M samples xt ∼ p(xt ∣x0 , . . . , xt−1 , Dt−1 ; θ). Notice that by the
(m)
(m)
(m)
Markov property, p(xt ∣x0 , . . . , xt−1 , D t−1 ; θ) = p(xt ∣xt−1 ; θ).
These observations show that the sequential algorithm presented above generates samples from the joint smoothing distributions {p(x0 , x1 , . . . , xt ∣D t ; θ)}N
t=1 . It
does this sequentially, using the empirical PDFs {p̂(x0 , x1 , . . . , xt−1 ∣D t−1 ; θ)} and
(m)
the predictive distribution p(xt ∣xt−1 ; θ) as a proposal density for xt . The weight
(m)
(m)
associated with the mth particles trajectory {x0 , . . . , xt } is
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(m)

ωt

(m)

∝ ω t−1

(m)
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(m)

∣D t ; θ)
(m)
(m)
(m) (m)
p(x0 , . . . , xt−1 ∣D t−1 ; θ)p(xt ∣xt−1 ; θ)
p(x0

, . . . , xt

(m)

= ω t−1 ω̃(y t ),

(3.14)

(m)

where ω̃(y t ) is an importance weight for xt . Observe that, due to the Markov
property of x, the weight update in (3.14) is identical to the update in (3.13).
As with all importance sampling methods, there is some freedom in the choice
of the proposal density (see Section A.4). Efficient SMC algorithms usually employ
a data-dependent proposal density; this is particularly important when dx is large
(see e.g., [168, 243]). As shown in [52], for the above described algorithm, the
optimal proposal density for xt (in the sense of minimizing the variance of the
incremental importance weights) is given by the conditional density p(xt ∣xt−1 , yt ; θ).
Unfortunately, it is the rule rather than the exception that such a density is
intractable; however, variant approximations may be used.
The weight degeneracy problem
It has been found that the recursive weights update (3.14) has a severe limitation.
It can be shown with a simple argument (see e.g., [190, Section 14.3.3]) that when
t grows, most of the weights will be close to zero and only very few will be close
to one. This is a fundamental difficulty known as weight degeneracy, or sample
impoverishment. It manifests itself in different ways in most SMC filtering algorithms,
and may be observed in toy simulation examples after only a few iterations (see e.g.,
[27, Example 7.3.2]). The weight degeneracy problem in the i.i.d. case was analyzed
in [131], where it was shown that the variance of the normalized importance weights
increases with t at an exponential rate. This occurs as long as there is a difference
between the used proposal density and the target density.
A way to reduce (but not eliminate) the effects of the weight degeneracy problem
was introduced in the seminal paper [95] using the concept of resampling.
Sequential importance sampling with resampling
Resampling is used to generate random samples (samples with equal weights)
approximately distributed according to an intractable target distribution. The
distribution is first approximated using importance sampling, or any other method
that results in a weighted sample, and a resampling step is then performed.
Assume that we are given a consistent sample (see Section A.4) {x̃(m) , ω̃ (m) }M
m=1
(i)
1
for a PDF p(x). A new sample {x(m ) , M
}, where m(i) ∈ {1, . . . , M̃ } and i =
1, . . . , M is formed by drawing random samples from the set of indices {1, . . . , M }
using a categorical distribution according to the weights {ω̃ (1) , . . . , ω̃ (M ) }. The
resampling step can thus be seen as a mechanism transforming the weighted sample
to a sample with uniform weights.
A simple approach, known as multinomial resampling, uses the weights {ω̃ (m) }
directly as selection probabilities. In this case, an index m is selected with probability
ω̃ (m) , and the number of times each particle x(m) is selected in the resampling step,
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denoted as M m , follows a binomial distribution. The vector of selected indices will
then have a multinomial distribution.
The effect of resampling becomes clear by noticing that particles with small
weights are most likely to be discarded after resampling, and only those with
considerable weights will survive. The result is a sample distributed approximately
according to p(x), which may then be approximated by the empirical PDF p̂(x) =
M
Mm
1
(m)
δ
({x}) = ∑M̃
}] = M ω̃ (m) (see
m=1 M δx̃(m) ({x}), where E[M m ∣{ω̃
M ∑i=1 x(mi )
[54, Chapter 2]). Depending on how the resulting particles are used, the variance
of the offspring var(M m ∣{ω̃ (m) }) may be of interest. For example, when the PF
is used to approximate expectations, the variance of the approximation error is a
function of the variance of M m . Several available methods may be used, if required,
to decrease the variance incurred by resampling; see [27, Section 7.4].
The bootstrap PF
The seminal paper [95] introduced a multinomial resampling step within the simple
sequential importance sampling algorithm described above, to mitigate the weight
degeneracy problem. The resulting algorithm, known as the bootstrap PF, is described in Algorithm 1. Variants of this simple version employ different resampling
strategies and/or proposal densities. A commonly used variant is known as the
auxiliary PF (see [180]), that uses the measurement yt+1 when performing the
(m)
resampling step for xt ; this makes the computations more efficient. Most of the
current research efforts on PF methods are focused on implementing better proposal
density functions and improving the resampling strategies.
Properties of PFs and the curse of dimensionality
PFs can be thought of as random number generators, and may be modeled as
Markov chains. However, the use of resampling prevents the application of classical
bounds and central limit theorems, due to the introduced interaction between the
initially independent particles. Nevertheless, under certain regularity assumptions,
many sharp convergence results may be established; see the survey [40], the articles
[33, 164], [27, Chapter 9] and the monograph [166]. The available results are numerous
and vary in type. We will mention here only a few relevant results.
Suppose that the expectation E[ϕ(xt )∣Dt ; θ] = ∫ ϕ(xt )p(xt ∣Dt ; θ) dxt , where
(m)
(m)
ϕ is a test function, is estimated by Ê M [ϕ(xt )∣Dt ] ∶= ∑M
ϕ(xt ) where
m=1 ω t
(m)
(m) M
the weighted particle system {(xt , ω t )}m=1 is obtained using a bootstrap PF.
Then, under some
√ assumptions on the model and the test function (see [33, 166])
it holds that M (Ê M [ϕ(xt )∣Dt ] − E[ϕ(xt )∣Dt ]) ↝ N (0, σt2 (ϕ)) as M → ∞. The
asymptotic variance σt2 (ϕ) is time-varying and depends on the nature of ϕ and
the model. In cases where the state-space model has an exponential forgetting
property (the dependence between xt and xs decays exponentially in ∣t − s∣), the
asymptotic variance is uniformly bounded in time (see [241] and [166, Chapter 4]).
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Algorithm 1: Bootstrap particle filter [95]. O(M N )
input : state-space model, data set Dt , and the number of particles M
(m)
(m)
output : a weighted particle system {(xt , ω t )}M
m=1 consistent for
p(xt ∣Dt ; θ) for t = 1, . . . , N
1
2

for each m ∈ {1, . . . , M } do
(m)
(m)
Sample x0 ∼ p(x0 ; θ), w0 ∼ p(w0 ; θ)
(m)

3

Propagate the samples: x1

4

Update the weights: ω̄ 1

5
6
7
8
9
10

(m)

Normalize the weights

(m)

= f0 (x0

(m)

= p(y1 ∣x1

(m)
ω1

←

(m)

, u0 ; θ) + w0

; θ)

(m)

ω̄ 1

∑M
m=1 ω̄ 1

(m)

end
Set index t ← 2
while t ≤ N do
for each m ∈ {1, . . . , M } do
(m)
(m)
Resample {xt−1 , ω t−1 } with multinomial resampling to get a
(m)

1
sample {x̃t−1 , M
} with uniform weights.
(m)
wt−1

∼ p(wt−1 ; θ)

11

Sample

12

Propagate the samples: xt

13

Compute the unnormalized weights: ω̄ t

14

Normalize the weights

(m)

(m)
ωt

(m)

(m)

←

17
18

return A weighted particle system {(xt

16

(m)

= p(yt ∣xt

; θ)

(m)
ω̄ t
(m)
M
∑m=1 ω̄ t

Set index t ← t + 1
end
end

15

(m)

= ft−1 (x̃t−1 , ut−1 ; θ) + wt−1

(m)

(m)

, ωt

)}N
t=1 .

However, in all cases, the bound depends on the state dimension dx . This may
explain the failure of bootstrap PFs for large-scale applications. As demonstrated
in [12, 14, 213], in order for the bootstrap PF to give acceptable approximations,
M has to grow exponentially in the dimension dx . This is a manifestation of the
curse of dimensionality, which indicates that the bootstrap PF is impractical for
many applications where dx is large. There have been some attempts to address
this problem using different approximations of the optimal proposal density; see for
example [168, 243]. Moreover, the use of block (or local) PFs was proposed in [187].
Block PFs are based on the assumption that the exponential forgetting property
of the model holds not only in time, but also in space. In these cases, as shown in
[187], the errors are independent of dx ; instead, they are functions of dy and an
effective dimension smaller than dx (the dimension of the blocks). Other alternative
approaches for SMC filtering in high-dimensional models are given in [207].
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PFs can also be used to estimate the likelihood function by estimating the
marginalization integral in (3.4). For example, an estimator of the predictive den(m)
sity p(y t ∣Dt−1 ; θ) can be defined as p(y t ∣Dt−1 ; θ) ∶= M −1 ∑M
; θ) where
m=1 p(y t ∣xt
(m)
{xt } are the particles obtained using the bootstrap PF. Thus, an estimator of
(m)
−1 M
the likelihood function may be defined as p(Y ; θ) ∶= ∏N
∑m=1 p(y t ∣xt ; θ). It
t=1 M
then holds that, as shown in [181], E [p(Y ; θ); θ] = p(Y ; θ) for any finite M , where
the expectation is with respect to the distribution of the output of the PF. This
unbiasedness property is important when the estimator is used within an MCMC
algorithm. It allows for the use of “exact approximation” MCMC methods (see [6]).
A central limit theorem for this likelihood estimator can be proven [166, 181], which
shows that the asymptotic variance of the approximation grows linearly in time
(hence M has to be chosen accordingly).
⋀

⋀

⋀

The ancestors and path degeneracy
By recording the ancestor dependence of the particles after the resampling step in
(m)
(m)
a PF, a weighted particle system {{xk }tk=1 , ω t }M
m=1 for all t = 1, . . . , N may be
obtained. Thus, in principle, PFs provide a solution to the filtering and the smoothing
problem. However, in practice, the solution of the smoothing problem obtained
by PFs has a serious problem known as path degeneracy (see e.g., [125, 145]): the
trajectories are “degenerate” in the sense that all of them have common ancestors.
Therefore, they are concentrated on a tiny fraction of the support of p(X∣Y ; θ) and
do not provide a good MC representation. This problem is caused by the repeated
resampling over time, and reflects the underlying weight degeneracy problem.
Due to the path degeneracy problem, PFs are mainly used to solve filtering
problems or fixed-lag smoothing problems. However, as described below, the weighted
particle systems obtained by PFs may be used to construct algorithms that are able
to provide acceptable solutions to the smoothing problem. Notice that if only one
trajectory X ∼ p(X∣Y ; θ) is required, as in some recent particle MCMC methods,
path degeneracy does not pose an obstacle. Therefore, a PF may be successfully
used within an MCMC algorithm to sample one trajectory from the smoothing
density or obtain an unbiased estimate of the likelihood function; see [6].

3.3.2

Particle Smoothers

Particle smoother are algorithms used to approximately solve marginal and joint
smoothing problems based, on a weighted particle system obtained by a PF. Several
particle smoothers that come with different properties and computational complexities have been proposed; see e.g., [48, 51, 53, 91, 141]. In this part, we will
only describe the Forward Filtering/Backwards Simulator (FFBSi) smoother. This
algorithm provides an approximate solution to the joint smoothing problem; it was
introduced and analyzed in [53] and [91] (also see [48]).
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The FFBSi is based on the following relation (see Section 3.1)
p(xt ∣DN ; θ) = ∫

p(xt+1 ∣xt )p(xt ∣Dt ; θ)
p(xt+1 ∣DN ; θ) dxt+1 .
∫ p(xt+1 ∣xt ; θ)p(xt ∣Dt ; θ) dxt
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶

(3.15)

known as the backward kernel

which provides a recursion for marginal smoothing densities backward in time.
(m)
(m)
The FFBSi smoother uses weighted particle systems {xt , ω t }M
m=1 , t = 1, . . . , N ,
obtained by a PF to approximate the backward kernel at time t by
(m)

p(xt+1 ∣xt

)

δ

x
(m)
(m)
M
∑m=1 ωt p(xt+1 ∣xt ; θ) t

(m)

({xt }).

(3.16)

By doing so, sampling xt ∼ p(xt ∣DN ; θ) is the same as selecting a particle among
(m)
(m)
{xt } according to a new set of weights {ωt∣N }, which are computed based on a
sample x̃t+1 ∼ p(xt+1 ∣DN ; θ). In case t = N − 1, x̃t+1 is sampled using the weighted
particle system at time N . For t < N − 1, the particles x̃t+1 being used are those
that were sampled at the previous time point. The sample x̃t+1 is then used to
(j)
(m)
(m)
compute the new weights wt∣N ∝ wt p(x̃t+1 ∣xt ). By repeating this procedure
(starting at t = N −1 to t = 0) M̃ times, the algorithm generates backward trajectories
N
{{x̄(m) }N
t=1 }m=1 that are approximately distributed according to the joint smoothing
(m)
(m) M
density p(X∣Y ; θ). Unlike the forward filter trajectories {{xt }N
}m=1 that
t=1 , ω t
(m) N N
suffer from path degeneracy, the backward trajectories {{x̄ }t=1 }m=1 are, when
conditioning on the weighted particle systems, i.i.d. samples. Thus, they are more
diverse and may be used to obtain acceptable solutions to smoothing problems.
An analysis of the properties of the FFBSi smoother and related methods is given
in [48]; convergence and several bounding inequalities are proved. The computational
complexity of the FFBSi smoother when used to solve a joint smoothing problem is
O(M M̃ N ). To obtain accurate approximations, M and M̃ need to be sufficiently
large. Therefore, the computational complexity of the algorithm may be prohibitive,
in particular if it is used within an MCEM algorithm. Several approaches based
on either alternative implementations or numerical approximations may reduce the
computational complexity; see e.g., [126, 127]. Rejection sampling methods were
also proposed to potentially reduce the computations; see [48] and [141, Section 3.3].

3.4

Particle MCMC Algorithms

Recall that, in principle, PFs may be used to sample state trajectories from the joint
smoothing density; however, the obtained trajectories are degenerate. A solution
to this issue is given by what is now known as conditional SMC algorithms (or
conditional PFs). These algorithms, introduced in the influential paper [6], construct
a Markov chain kernel (see Section A.5) on the space of state trajectories, denoted
here by X , such that it has the smoothing distribution as a limiting distribution.
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The conditional PF algorithm was developed in a Bayesian framework (see [6,
Section 3.3]) to sample from a full conditional density in the basic Gibbs sampler.
In a typical setup, the Gibbs sampler targets a joint distribution p(θ, X∣DN ) by
sampling iteratively in two steps: in the first step it samples θ (m+1) ∼ p(θ∣X (m) , DN )
and in the second step it samples X (m+1) ∼ p(X∣θ(m+1) , DN ). At first glance, one
might think of using one of the forward trajectories obtained from a bootstrap
PF for the second step. However, this will affect the target distribution of the
Gibbs sampler, and the resulting trajectories cannot be said to come from the joint
distribution p(θ, X∣DN ). The key idea underlying the conditional PF is to replace
the sampling in the second step by simulating a valid X -valued Markov chain with
a kernel known as the Gibbs kernel. It turns out that it is possible to design such
a kernel (implicitly) by running a SMC algorithm that is p(X∣θ, DN )-invariant.
Furthermore, as shown in [6, 32, 144], the resulting chain is uniformly ergodic and
the limiting distribution is given by p(X∣θ, DN ). A Gibbs sampler simulating a
Markov Chain with a Gibbs kernel based on a SMC algorithm is known in the
literature as a Particle Gibbs sampler.
Simulating a Markov Chain with a Gibbs kernel essentially amounts to running
(m)
a PF. The main difference is that one particle trajectory, i.e {xt }N
t=1 with fixed
m, is given a priori and all the calculations are conditioned on it. Within the Gibbs
recursion, this trajectory is the sample X (m−1) of the chain that we condition on
to sample X (m) . The fixed trajectory is passed through the PF, excluding all its
particles from the sampling and resampling steps, since their linkage and particle
values are assigned deterministically. It is then returned as part of the output
sample. The interaction with other particles is reflected in the weights they are
given at the end. The algorithm is completed by sampling one trajectory from the
returned sample according to their weights to obtain X (m+1) . Assuming that X (m)
was actually a sample from p(X∣θ(m−1) , DN ), it holds that the simulated samples
(θ (m+τ ) , X (m+τ ) ) ∼ p(θ, X) for τ = 1, 2, . . . ; see [6].
Observe that when θ is known, it is only required to iterate over the second step
of the Gibbs sampler (keeping θ constant) to simulate a Markov chain in X with a
limiting distribution equal to the joint smoothing density p(X∣DN ; θ).
Particle Gibbs with Ancestor Sampling (PGAS)
Because the particle Gibbs sampler relies on a weighted particle system constructed
by a PF (that suffers from path degeneracy), the mixing rate of the resulting chain
is poor (see [32, 145]). Mixing can be improved by a small modification to the
algorithm as described in [143]. The modified algorithm, known as Particle Gibbs
with Ancestor Sampling (PGAS) (or conditional PF with AS), introduces an ancestor
sampling step: at time t ≥ 2, a genealogy for the part {xk }N
k=t of the given trajectory
is assigned by sampling the ancestor index instead of assigning it deterministically.
This causes the resulting trajectories to slightly depart from the given trajectory
and therefore reduces the path degeneracy problem (see [143]).
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Discussion

The PGAS algorithm has been used together with a SAEM algorithm for ML
estimation of general nonlinear state-space models (see [145]). Its performance has
been illustrated on several examples with very good results. However, since it relies
on a solution to the filtering problem obtained using a PF, it can only give acceptable
solutions when the underlying fundamental difficulties of the PFs can be avoided. As
was explained briefly in this chapter, the weight degeneracy problem may be reduced
by the use of appropriate resampling methods. However, in some cases (where the
models are actually simple), more involved approaches may be required. For instance,
a feature of PFs methods is that highly-informative data (i.e., data with little or no
measurement noise) are difficult to handle. In these cases, standard SMC algorithms
cannot be used. A solution may be obtained by a tempering approach using a model
with artificial measurement noise whose variance is reduced iteratively to zero; see
[224]. Unfortunately, this approach further increases the computational complexity.
Another problematic case is when the state-space model is degenerate, in the sense
that one or more states are deterministic when conditioned on the initial conditions
(i.e., some states depend only on the known input). In some cases, the problematic
states may be removed by rewriting the original model as a non-Markovian model
which, in some cases, may be possible to handle; see [141, Section 4.6].
As mentioned in Section 1.2.2, the available literature on MLE follows two main
approaches: the marginalization approach, and the data augmentation approach
[198]. The EM algorithms described in this chapter belong to the second approach
(e.g., [145, 175, 197]). The marginalization approach, on the other hand, seeks a
direct MC approximation of the (log-)likelihood function (and possibly its gradient
vector and Hessian matrix). A main difficulty of this approach, when using SMC
algorithms, is that the likelihood function approximations are discontinuous in θ
(even when common random numbers are used). To bypass this problem, importance
sampling (e.g., [1, 3, 26, 55, 76]) and modified SMC algorithms (e.g., [43, 109–
111, 130, 158, 174, 206, 225]) have been proposed. However, some of these solutions
restrict the model class that can be handled, while the other have an increased
computational complexity due to complicated resampling schemes.
The approaches proposed in this thesis do not make use of the likelihood
function, and do not require solutions to any smoothing problems. Thus, they do
not share the same difficulties encountered by the methods outlined in this chapter.
Depending on the model, the proposed estimators may be defined using closed-form
criterion/estimating functions, and MC approximations are not necessarily used.
This makes the approaches computationally attractive in many cases. The cost
of bypassing the computations of the likelihood function is a loss of asymptotic
efficiency (and, depending on the model, a possible loss of identifiability). Yet,
consistent estimators may be modified to attain asymptotic efficiency using one
iteration of a Newton-Raphson scheme (see [137, Chapter 6]). This requires an
approximation of the score function, which may be done by a single run of any SMC
smoother (see [27, Section 10.1.3]).

Chapter 4

Linear Prediction Error Methods
In this chapter, we look at the problem formulated in Section 2.5 from a prediction
error perspective where we do not necessarily seek an optimal predictor. We show
that it is possible to use computationally attractive predictors to construct consistent
estimators in a prediction error framework for a fairly large class of models.

4.1

Introduction

A fundamental step of any PEM is the computation of an output predictor for the
assumed model. The MMSE one-step-ahead predictor (see (2.33) on page 35), which
minimizes the variance of the prediction errors, is usually the preferred choice. It
can be computed efficiently for Gaussian linear models using the celebrated Kalman
recursions. However, as shown in Chapter 1, this predictor is in general analytically
intractable and the computations required to obtain an acceptable approximation are
as complicated as those used to approximate the MLE. Fortunately, as we discussed
in Section 2.3.2, predictors in the PEMs are user choices that can be defined in
many ways that might even include some ad hoc non-probabilistic arguments (also
see [153, Section 3.3]).
In this chapter, we introduce consistent instances of the PEMs that may be used
for the estimation of fairly general models. They are based on predictors that are
linear in the past outputs, and can be seen as extensions of those from the linear
case (see Examples 2.3, 2.4, and 2.5 in Chapter 2). Moreover, they may be motivated
using Wold’s decomposition of the model’s output as given in Theorem 2.1.
The methods in this chapter will be developed under the following assumption:
Assumption 4.1. The input signal u is known and is independent of all disturbances
in the system and any measurement noise in the observed output y.
This assumption necessarily means that the underlying system is operating in
open-loop. The input signal may be a bounded deterministic signal or a known
realization of a stochastic process independent of the disturbances in the system.
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In either case, the input is assumed to be known exactly and all the subsequent
development will be based on this assumption (except in Chapter 7 where we
discuss the closed-loop problem). Therefore, the models are conditional on u and
parameterized by θ.
Assuming that the centered process y t − E[y t ; θ] is purely non-deterministic1
with zero initial conditions, Wold’s decomposition (see Theorem 2.1) ensures the
existence of the unique representation
Y = µ(U, θ) + Z(U, θ)
where µ(U, θ) is the mean vector of Y and Z(U, θ) ∶= L(U ; θ)E, where L(U ; θ) is
a lower unitriangular matrix of decaying elements and the vector E ∶= [ε⊺1 . . . ε⊺t ]⊺
is a columns vector of innovations; i.e., a vector whose elements are white noise2
with finite covariance such that [E]t ∈ Ht . We invite the reader to compare this
representation to the models in (2.20) and (2.25) on pages 27 and 29 respectively.
We see that regardless of the underlying model, as long as the conditions of
Theorem 2.1 are satisfied, Y can always be written as the sum of its mean vector
and a causally linearly filtered white noise. It is important to notice that, in general,
the filtering matrix L (the equivalent of the noise model) depends on the used input.
Moreover, note that Wold’s decomposition does not specify the distribution of E, but
only its second moments; therefore, it is an incomplete representation characterizing
only the first and second moments of y. Fortunately, this characterization is sufficient
for the construction of a couple of useful linear predictors.

4.2

PEMs for Nonlinear Models

Notice that what we are suggesting here are linear predictors for a process with
a nonlinear underlying model. The objective is to estimate the parameters of the
assumed nonlinear structure by using a linear predictor in a PEM (a different
objective compared to [58] where the goal is to identify linear models). To do so, we
need to construct a predictor that is parameterized by θ, and linear in the observed
output. However, the dependence on the known input can be nonlinear. We clarify
this in the following example.
Example 4.1 (Linear prediction of a non-stationary process). Consider a
second-order stochastic process defined by the relation
y t = µt (θ) + ζ t ,

t ∈ Z,

where µt (θ) is a bounded deterministic signal generated according to some
known recursion; e.g., µt (θ) = f (µt−1 (θ), . . . , µt−nµ (θ), ut−1 , . . . , ut−nu ; θ), for
the linear deterministic part of y t − E[y t ; θ] is zero.
that we define white noise as a sequence of uncorrelated, but not necessarily independent,
random variables, and that Ht ∶= sp{y s ∶ s ≤ t} ∀t ∈ Z.
1 i.e.,

2 Recall

4.2. PEMs for Nonlinear Models

63

some nµ , nu ∈ N , known parameterized function f and known deterministic
sequence {uk }, but it can be generated in any other way. Assume for the moment
that ζ is a purely non-deterministic zero mean stationary process with a strictly
positive rational power spectrum.
Notice that the model of y can be easily written in the form of Wold’s
decomposition. Indeed, the signal µt (θ) = E[y t ; θ] is the mean of the process y,
and according to the spectral factorization theorem (see [192]), we can write
ζ t = H(q, θ)εt where H(q, θ) is a causal and causally and stably invertible LTI
filter that can be parameterized (independently) by θ, and ε is white noise, i.e.,
y t = E[y t ; θ] + H(q; θ)εt ,

t ∈ Z.

(4.1)

It is clear that εt ∈ Ht , and (4.1) is Wold’s decomposition of y. Hence, this
case is not much different from the case of LTI models in Example 2.3 (on page
36) where the mean of the process is µt (θ) = G(q, θ)ut . Regardless of how the
(assumed known) mean is modeled, the process y has the same representation
in terms of the mean signal and causally filtered (linear) innovations. Thus, we
may proceed similarly and define two linear predictors. We may define
ŷt∣t−1 (θ) = µt (θ),

t ∈ Z,

(4.2)

which is independent of the observed outputs. Under some conditions on the
used inputs and µt as functions of θ, the PEM estimator
θ̂ N ∶= arg min
θ∈Θ

such that

N

∑ ∥et (θ)∥

2

t=1

et (θ) = y t − µt (θ), ∀t = 1, . . . , N,

can be shown to be consistent (see Example 2.5 for the linear case). However,
it is obvious that the predictor in (4.2) is suboptimal, even in the restricted
class of linear predictors. Note that it does not coincide with the unique linear
predictor which relies on the covariance function of y. The linear (in y) MMSE
predictor can be constructed by inverting the noise model H(q, θ); we define
ŷ t∣t−1 (θ) ∶= [1 − H −1 (q; θ)]y t + H −1 (q; θ)µt (θ),

t∈Z

where ŷ t∣t−1 (θ) denotes the predicted output at time t given all outputs and
inputs before t.
Now assume that the process ζ is a purely non-deterministic zero mean
non-stationary process. Then, by Theorem 2.1, we can write
∞

y t = µt (θ) + ∑ hk (t)εt−k ,

t ∈ Z,

k=0

in which ε is the (linear) innovation process of y, and the linear filter is timevarying with a square-summable impulse response sequence that may depend on
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u. Assuming zero initial conditions; i.e., that both µt (θ) and εt are identically
zero for all t < 1, we have the vector representation
⎡ y ⎤ ⎡ µ1 (θ) ⎤
⎢ 1⎥ ⎢
⎥
⎡
⎤⎡ ⎤
1
0
. . . 0⎥ ⎢ ε1 ⎥
⎢
⎢ ⎥ ⎢
⎥
⎢ y 2 ⎥ ⎢ µ2 (θ) ⎥
⎢
⎥⎢ ⎥
⎢ ⎥ ⎢
⎥
⎢ h (2)
1
. . . 0⎥⎥ ⎢⎢ ε2 ⎥⎥
⎢ 1
⎢ ⎥ ⎢
⎥
⎢ y 3 ⎥ = ⎢ µ3 (θ) ⎥ + ⎢
⎥ ⎢ ⎥,
⎢ ⎥ ⎢
⎥
⎢
⋮
⋮
⋱ ⋮ ⎥⎥ ⎢⎢ ⋮ ⎥⎥
⎢
⎢ ⋮ ⎥ ⎢ ⋮ ⎥
⎥
⎢
⎥⎢ ⎥
⎢ ⎥ ⎢
⎢ ⎥ ⎢
⎥
⎢hN −1 (N ) hN −2 (N ) . . . 1⎥ ⎢εN ⎥
⎢y ⎥ ⎢µN (θ)⎥
⎣
⎦⎣ ⎦
⎣ N⎦ ⎣
⎦
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶ ´¹¹ ¸¹ ¶
´¹¹ ¸ ¹ ¶ ´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶
=∶HN
=∶E
=Y

(4.3)

=∶M (θ)

that is, Y = M (θ) + HN E. Because M (θ) is a known deterministic vector-valued
function of θ, HN is a unitriangular matrix of deterministic coefficients, and the
innovations vector E has zero mean and finite covariance, it is possible to define
the best linear predictor of Y by inverting the matrix HN .
Let us define the vector of stacked one-step-ahead linear predictors
̂ (θ) ∶= [ŷ ⊺ (θ)
Y
1∣0

...

⊺

ŷ ⊺N ∣N −1 (θ)] .

(4.4)

Then, similar to (2.38), we have
̂ (θ) = [I − H −1 ]Y + H −1 M (θ)
Y
N
N

(4.5)

which is parameterized by θ and the coefficients of HN . Observe that HN is
̂ is well
invertible for any finite N ; however, to be able to guarantee that Y
defined as N → ∞, it is required to assume that y is such that the entries of
−1
HN
are decaying as time grows (see Assumption 2.1 on page 22).
The above example showed how linear predictors (in y) can be defined when
models are given in the form of Wold’s decomposition. These cases are similar to
the case of LTI models: the linear MMSE predictor is defined by inverting the noise
model. In the next example, we define five PEM instances for a relatively simple
stochastic nonlinear model. The first step is to rewrite the given model in the form
of Wold’s decomposition, then linear predictors and PEMs are defined.
Example 4.2 (PEM for a scalar stochastic nonlinear model). Assume that the
data is generated by the model
y t = θ(ut−1 + wt )2 + ζ t ,

t = 1, . . . , N

(4.6)

where all signals are scalar, θ = 0.7, u is a known input signal, w is an unobserved
independent white noise with time-independent variance λw = 1, and ζ is a
linearly filtered white noise defined as
ζ t ∶=

1
1 − 0.9 q

ε,
−1 t

t ∈ Z,
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where ε is a stationary white noise with variance λε = 3. Note that the distributions of w and ζ are not specified in the model; however, it is assumed that w
and ζ are independent.
Assuming that ζ 0 = 0, the model can be written in the vector form
Y = θ(U + W )2 + Z
Z = HE
in which U ∶= [u0 . . . uN −1 ]⊺ , W ∶= [w1 . . . wN ]⊺ , the filtering matrix
⎡ 1
⎢
⎢
⎢ 0.9
⎢
⎢
H = ⎢ 0.92
⎢
⎢ ⋮
⎢
⎢ N −1
⎢0.9
⎣

0
1
0.9
⋮
N −2
0.9

0
0
1
⋮
...

...
...
...
⋱
...

0⎤⎥
⎥
0⎥⎥
⎥
0⎥⎥ ,
⋮ ⎥⎥
⎥
1⎥⎦

(4.7)

and the exponent is applied entry-wise; i.e., for any vector V ∶= [v1 . . . vN ]⊺ we
2 ⊺
define V 2 ∶= [v12 . . . vN
] . It is then easy to see that
Y = θU 2 + θW 2 + 2θU ○ W + Z,
µ(U ; θ) ∶= E[Y ; θ] = θU 2 + θE[W 2 ] + 2θE[U ○ W ] + E[Z]
= θ(U 2 + λw 1)
where ○ denotes the Hadamard product3 , and 1 ∈ RN is a column vector of
ones. Using this result, it is possible to compute the covariance matrix of Y in
closed-form. It holds that
Σ(U ; θ) ∶= cov(Y , Y ; θ)
= E [Y − µ(U ; θ))(Y − µ(U ; θ))⊺ ]
= E [(θW 2 + 2θU ○ W + HE − θλw 1)(θW 2 + 2θU ○ W + HE − θλw 1)⊺ ]
= E [θ2 (W 2 )(W 2 )⊺ + 4θ2 (W 2 )(U ○ W )⊺ + 2θ(W 2 )(HE)⊺
− 2θ2 λw (W 2 )(1)⊺ + 4θ2 (U ○ W )(U W )⊺ + 4θ(U ○ W )(HE)⊺
−4θ2 λw (U ○ W )(1)⊺ + HEE ⊺ H ⊺ − 2θλw (HE)(1)⊺ + θ2 λ2w I]
in which the products (⋅)(⋅)⊺ evaluate to diagonal matrices whose diagonal is
given by the entry-wise product of the vectors, and therefore
Σ(U ; θ) = λε HH ⊺ + D(U ; θ)

(4.8)

in which D is a diagonal matrix with entries [D]tt ∶= 2θ2 λw (2u2t−1 + λw ) for all
t = 1, . . . N . The first term on the right-hand side of (4.8) is due to the additive
3 For

every two matrices A and B with the same dimensions, [A ○ B]ij ∶= [A]ij [B]ij .
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noise Z and is independent of θ, while the second term is due to the process
disturbance W and depends on the model (the nonlinearity), the variance λw and
1
1
the input signal. Consider the Cholesky square-root Σ 2 (U ; θ) = L(U ; θ)Λ 2 (U, θ)
in which L a the unique lower unitriangular4 matrix, and Λ is a diagonal matrix,
and define lk (t, Ut−1 ; θ) ∶= [L(U ; θ)]tk . The output can then be written as
t

y t = θ(u2t−1 + λw ) + ∑ lk (t, Ut−1 , θ)εt−k ,

t = 1, . . . , N,

k=0

in which Ut−1 ∶= [u0 . . . ut−1 ]⊺ , {εt }N
t=1 is a sequence of linear innovations whose
variances are time-dependent and given by the diagonal entries of Λ(U ; θ), and
lt (0; Ut−1 , θ) = 1 for all t. This representation of the outputs coincides with
Wold’s decomposition under the assumption of zero initial conditions. Note
that in a scenario where ζ is an independent process, it holds that H = IN ,
L(U ; θ) = IN , and y is a linear process such that E[y t ; θ] = E[y t ∣Ht−1 ; θ].
We now define the following four predictors:
Ŷ1 (θ) ∶= θU 2 ,
Ŷ2 (θ) ∶= θ(U 2 + λw ),
̂3 (θ) ∶= (I − λ−ε 2 H −1 )Y + λ−ε 2 H −1 θ(U 2 + λw ),
Y
̂4 (θ) ∶= (I − L−1 (U ; θ))Y + L−1 (U ; θ) θ(U 2 + λw ),
Y
1

1

(4.9)

and the following five PEM estimators
̂k (θ)∥2
θ̂ k ∶= arg min ∥Y − Y
2
θ

for k = 1, 2, 3, 4 and
N

̂4 (θ)∥2 −1
θ̂ 5 ∶= arg min {∥Y − Y
Λ (U ;θ) + ∑ log[Λ(U ; θ)]tt } .
θ

(4.10)

t=1

The first two predictors are deterministic and both (as justification for their
definition) assume that y is an independent process with unit variance; however,
the first one ignores w completely. The third and fourth predictors are linear in Y
and quadratic in U . Notice that both H −1 and L−1 (U ; θ) are lower unitriangular
̂3 (θ) and Y
̂4 (θ) are one-stepmatrices, and therefore the entries of the vectors Y
ahead predictors similarly to (4.4).
To compare the five estimators defined in (4.10), we used simulated data
generated using the true model in (4.6). We generated 1000 independent realizations of W and Z for different values of N between 100 and 3000, assuming
Gaussian distributions with zero mean and the given variances. For each N
and each realization, the input U is given as a known (fixed) realization of an
independent Gaussian white noise with variance λu = 5.
The average MSE and the average bias of each estimator, for the different
values of N , is shown in Figure 4.1 .
4 A lower unitriangular matrix is a lower triangular matrix whose main diagonal entries are
equal to the identity matrix.
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Figure 4.1: The average MSE and the average bias over 1000 MC simulations of the
five PEM estimators defined in (4.10).

The first observation to be made here is that the first estimator is biased.
̂1 (θ) ignores the process w;
To understand why, observe that the predictor Y
i.e., it is defined assuming wt = 0 ∀t and it is well-known that PEM estimators
based on this false assumption are biased (see [99]). Due to the simple model
parameterization, the estimator has the closed-form expression
θ̂ 1 =

1
N

N

∑t=1 y t u2t−1

1
N

N

∑t=1 u4t−1

,

N ∈ N,

and it is possible to analyze the asymptotic estimate. By using the model in
(4.6) to substitute for y t in the above expression, we see that
θ̂ 1 = θ

1
○ N

∑t=1 u4t−1 +
N

1
N

∑t=1 w2t u2t−1 + 2 N1 ∑t=1 wt u3t−1
N

1
N

N

N

∑t=1 u4t−1

.

Under some conditions on the input signal, a direct application of the law of
large numbers together with Slutsky’s theorem ([34, Chapter 5]) shows that
lim
⎛
a.s.
θ̂ 1 Ð→ θ○ 1 + λw N →∞
lim
⎝
N →∞
a.s.

1
N
1
N

∑t=1 u2t−1 ⎞
N
∑t=1 u4t−1 ⎠
N

as

N → ∞.

Therefore θ̂ 1 Ð→ θ∗ ≠ θ○ as N → ∞ when λw ≠ 0. The asymptotic bias depends
λw
on the true parameter and the input signal; it is given by θ○ − θ∗ = −θ○ 3λ
. For
u
the values used in the current example, this gives an asymptotic bias equal to
1
−0.7 15
= −0.04666 which agrees with the simulation results in Figure 4.1.
On the other hand, the simulation results show that the other four estimators
are consistent but have different accuracies. To compare to the above analysis
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of θ̂ 1 , observe that
θ̂ 2 =
=

N
1
y (u2t−1 + λw )
N ∑t=1 t
N
1
(u2t−1 + λw )2
N ∑t=1
N
1
∑t=1 ((ut−1 + wt )2 + ζ t )(u2t−1 + λw )2
,
θ○ 1N N 4
N
2λw
2
2
u + N1 ∑N
t=1 λw + N ∑t=1 ut−1
N ∑t=1 t−1

and thus the asymptotic estimate exists; it holds that
θ̂ 2 Ð→ θ○
a.s.

[Nlim
→∞

1
N
1
[Nlim
→∞ N

∑t=1 u4t−1 ] + 2λw [Nlim
→∞
N

1
N
N
1
∑t=1 u4t−1 ] + 2λw [Nlim
→∞ N

∑t=1 u2t−1 ] + λ2w
N

∑t=1 u2t−1 ] + λ2w
N

as N → ∞,

a.s.

and it is clear that θ̂ 2 Ð→ θ○ as N → ∞ for every λw > 0 which shows that,
unlike θ̂ 1 , θ̂ 2 is consistent.
It is of interest to observe that the four consistent PEM instances have
prediction errors of the form Ek = Qk (Y − µ(U ; θ)), k = 2, 3, 4, or 5, in which
Qk is a square positive definite matrix (prefiltering/weighting);
Q2 = I,

−1

Q3 = λε 2 H −1 , and Q4 = Q5 = L−1 (U ; θ).

Regardless of the used Q, the three predictors deal with w in the same way:
instead of ignoring it, they average over all possible values of W according to
its (partially) known distribution. Furthermore, observe that since the weighted
norm defining θ̂ 5 , see (4.10), is θ-dependent, the objective function has a
correction term that ensures the consistency of the estimator. We will discuss
these observations further in the next section.
While Example 4.2 assumes a quite simple model, it illustrates the main ideas
of this chapter. We saw that it is possible to define simple distribution-independent
predictors that are linear in the observed outputs which result in consistent PEM
estimators. The good news is that these ideas are still applicable for much more
complicated models. In the next section, we define a couple of predictors and define
several corresponding PEM estimators. We shall also clarify the definitions of the
estimators used in Example 4.2.

4.3

Linear Predictors for Nonlinear Models

The general prediction problem can be described as follows: at time t − 1, we have
observed the outputs y 1 , . . . , y t−1 for some t ∈ N and wish to estimate a value for
the next output, y t . In general, for a known input u and a given θ, a one-step-ahead
predictor is defined as a measurable function of Yt−1 ∶= [y ⊺1 , . . . , y ⊺t−1 ]⊺ , usually
chosen to minimize a given criterion function. As pointed out in Section 2.3.2,
the MMSE predictor is a common choice; however, in general, it is given by an
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intractable integral. Instead, we propose the use of predictors that are linear in the
past outputs and given by
t−1

ŷ t∣t−1 (θ) = µ̃t (Ut−1 ; θ) + ∑ ˜lt−k (t, Ut−1 ; θ)y k ,

t∈N

k=1

in which µ̃t and ˜lt−k are, possibly nonlinear, functions of θ and the known inputs up
to time t − 1. Linear predictors are easy to work with. Notice for example that for
any second-order process, a unique linear MMSE one-step-ahead predictor always
exists among the set of linear one-step-ahead predictors (see Lemma 4.1). Moreover,
the computations are straightforward, and closed-form expressions for the predictors
are available in several relevant cases.

4.3.1

The Optimal Linear Predictor (OL-predictor)

By considering the outputs of the model in (2.10) as elements of the Hilbert
d
space L2y , the projection theorem can be used to define the linear MMSE one-stepahead predictor. This is a standard result of Hilbert spaces; the key idea is that
such a predictor can be thought of as the unique orthogonal projection of y t onto
the closed subspace spanned by the entries of Yt−1 , when the MSE is used as an
optimality criterion.
d

Definition 4.1 (Linear MMSE one-step-ahead predictor). Let S ⊂ L2y be the
closed subspace spanned by the entries of Yt−1 . Then, a linear Minimum MSE
(MMSE) predictor of y t in S is defined as a vector ŷ t∣t−1 ∈ S such that
E [∥y t − ŷ t∣t−1 ∥22 ; θ] ≤ E [∥y t − ỹ∥22 ; θ]

∀ỹ ∈ S.

A characterization of the linear MMSE predictor is given in the following classical
lemma. Note that all the expectations are functions of the input which is assumed
to be known and deterministic.
Lemma 4.1 (Existence and uniqueness). The linear MMSE one-step-ahead predictor defined in Definition 4.1 exists and is unique. It is given by
ŷ t∣t−1 (θ) = E[y t ; θ] + Ψt (Ut−1 ; θ) (Yt−1 − µt−1 (Ut−1 ; θ)) ,

(4.11)

for 1 < t ≤ N , where µt−1 (Ut−1 ; θ) ∶= E[Yt−1 ; θ], Yt−1 = [y ⊺1 , . . . , y ⊺t−1 ]⊺ and Ψt (Ut−1 ; θ)
is given by any solution to the normal equations
Ψt (Ut−1 ; θ)[cov(Yt−1 , Yt−1 ; θ)] = cov(y t , Yt−1 ; θ).

(4.12)

Furthermore, ŷ 1∣0 (θ) = E[y 1 ; θ].
Proof. The proof is given in Section B.4.2, by a direct application of Theorem
B.2.
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For brevity, we will refer to the linear MMSE predictor in (4.11) as the Optimal
Linear predictor (OL-predictor).
Remark 4.1. The coefficients in (4.12), which are used in the expression of the
OL-predictor, depend only on the unconditional first and second moments of y up to
time t. Therefore, the computations of the OL-predictor can be simpler than that of
the unrestricted MMSE predictor (the conditional mean) which, as shown in Section
1.2.2, required computing the integrals (1.6) and (1.7).
To connect Lemma 4.1 to Wold’s decomposition of y, note that the predictor
in (4.11) would be easy to compute if the matrices cov(Yt−1 , Yt−1 ; θ) were diagonal.
This holds only if the output vectors y 1 , . . . , y t−1 are orthogonal (uncorrelated),
which is rarely the case in most applications. Nevertheless, the Gram-Schmidt
procedure (see [117]) can be used to causally transform the output vectors into a
set of orthogonal vectors {εk } such that
εt (θ) ∶= y t − ŷ t∣t−1 (θ),

1 ≤ t ≤ N,
t−1

= y t − E[y t ; θ] − ∑ cov(y t , εk ; θ)λ−1
εk εk (θ),

(4.13)

k=1

with ε1 (θ) = y 1 − E[y 1 ; θ], and λεk = cov(εk , εk ; θ). Let
E t−1 =[ε⊺1 . . . ε⊺t−1 ]⊺ ,

Ȳ t−1 ∶= Y t−1 − µ(Ut−1 ; θ)

and, y¯t ∶= y t − E[y t ; θ].

Then, for the purpose of linear prediction, the vectors E t−1 and Ȳ t−1 are equivalent
in the sense that they span the same subspaces, and it holds that
Psp{Ȳ t−1 } [ȳ t ] = Psp{E t−1 } [ȳ t ].
Consequently, under the assumption that all signals are known to be zero for all
t ≤ 0, the above construction is identical to Wold’s decomposition (see the second
row of (2.6) and compare to (4.13)).
Definition 4.2 (The linear innovation process). The linear innovation process of
y is defined as
εt (θ) ∶= y t − ŷ t∣t−1 (θ), t ∈ Z,
where ŷ t∣t−1 (θ) is the OL-predictor defined by (4.11).
The next lemma concerns the computations of the OL-predictor. It shows
that finding the predictors and the innovations corresponds to a (block) LDL⊺
decomposition of the covariance matrix of Y = [y ⊺1 , . . . , y ⊺N ]⊺ . See [92, Section 4.1]
for the definition and properties of this decomposition.
Lemma 4.2 (Computations of the OL-predictor). Consider the general nonlinear
model in (2.10) such that y t = 0 ∀t ≤ 0. Suppose that
µ(U ; θ) ∶= E[Y ; θ],
Σ(U ; θ) ∶= cov(Y , Y ; θ) ≻ 0

(4.14)
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are given. Then the unique OL-predictor of y t , t = 1, . . . , N , is given by
t−1

ŷ t∣t−1 (θ) = E[y t ; θ] + ∑ ˜lt−k (t, Ut−1 ; θ) (y k − E[y k ; θ])

(4.15)

k=1

in which ˜lj (t, Ut−1 ; θ) ∶= [L−1 (U ; θ)]tj , where the matrix L(U ; θ) is the unique (block)
lower unitriangular matrix given by the (block) LDL⊺ decomposition of Σ; that is,
L(U ; θ)Λ(U ; θ)L⊺ (U ; θ) ∶= Σ(U ; θ).

(4.16)

Moreover, ŷ 1∣0 (θ) = E[y 1 ; θ] and the vector of OL-predictors is given by
⊺

̂ (θ) = [ŷ ⊺ (θ) . . . ŷ ⊺
Y
1∣0
N ∣N −1 (θ)]

∶= Y − L−1 (U ; θ)(Y − µ(U ; θ)).

(4.17)

Proof. The last statement of the theorem is straightforward: given no observations
(or zero initial condition), the subspace S is equal to {0} because the span of an
empty set is the zero vector. Therefore, the orthogonal projection of y 1 − E[y 1 ; θ]
onto S is 0.
To establish (4.15), first recall that whenever the covariance matrix Σ is positive
definite, the decomposition in (4.16) is unique (see [92, Theorem 4.1.3]). Then
observe that, using Wold’s decomposition or (4.13), we may write
Y = µ(U ; θ) + L̃(U ; θ)E,
⎡
I
⎢
⎢
⎢ cov(y , ε )λ−1
⎢
2 1
ε1
L̃(U ; θ) = ⎢
⎢
⋮
⎢
⎢
⎢cov(y N , ε1 )λ−1
ε1
⎣

(4.18)

⎤
. . . 0⎥
⎥
. . . 0⎥⎥
⎥.
⋱ ⋮ ⎥⎥
⎥
. . . I ⎥⎦
From (4.18), due to the linearity of the expectation operator, cov(Y , Y ; θ) =
L̃(U ; θ)Λ̃(U ; θ)L̃⊺ (U ; θ). Consequently, the uniqueness of the decomposition in (4.16)
implies that L̃(U ; θ) = L(U ; θ), and Λ̃(U ; θ) = Λ(U ; θ) is a block diagonal matrix of
innovation covariances. Now, observe that it is possible to compute the innovations
vector by inverting the unitriangular matrix L (which is always invertible for any
finite N ) to get
E(θ) = L−1 (U ; θ)(Y − µ(U ; θ))
(4.19)
0
I
⋮
cov(y N , ε2 )λ−1
ε2

and by definition (see (4.13)) we have
̂ (θ).
E(θ) = Y − Y

(4.20)

Therefore, the vector of OL-predictors is given by
̂ (θ) = Y − L−1 (U ; θ)(Y − µ(U ; θ))
Y
= (I − L−1 (U ; θ))Y + L−1 (U ; θ)µ(U ; θ)

(4.21)

from which (4.15) follows after making use of the unitriangular form of L−1 (U ; θ).
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The computations of the innovations in Lemma 4.2 are similar to that of the
standard Kalman filter in the linear case (see [117]); however, an important difference
here is that L and Λ depend on the input.
Remark 4.2. The vector of OL-predictors (4.21) has the same form as the vector
of optimal predictors of the linear case in (2.38) and (2.39). There, the entries of the
matrix L are given by the impulse response coefficients of the noise model. Observe
that here—unlike the linear case—the entries of L−1 depend on the used input.
̂4 (θ) in the fourth row of (4.9),
Example 4.2 (continued). The predictor Y
which we used to define θ̂ 5 in Example 4.2, is the vector of OL-predictors of the
model in (4.6).
In the next part, we relate the above results to the two special cases of stationary
and quasi-stationary signals.
The stationary case
In the special case where y is a stationary (centered) process observed from t = −∞
with autocovariance function sk = cov(y t , y t+k ) and t, k ∈ Z, the MMSE one-stepahead linear predictor is given by the Wiener filter (or recursively by the Kalman
filter) and the solution is equivalent to computing the canonical factorization of the
spectrum Φy (z) of the process (see [5, Section 9.5] or [117, Chapter 7]).
Let Φy (z) be a strictly positive rational spectrum of a scalar stationary process
y. Then, it holds that
Φ(z) = L(z)Λε LT (z −1 ) = Z[sk ]

(4.22)

in which Z[sk ] denotes the z-transform of the autocovariance sequence, and
∞

L(z) = 1 + ∑ lk z −k

(4.23)

k=1

is a minimum-phase causal LTI filter, known as the spectral factor of y. Hence,
˜ −k
L(z) has a well-defined causal and stable LTI inverse: L−1 (z) = 1 + ∑∞
k=1 lk z . The
MMSE one-step-ahead predictor is then given by the pure prediction Wiener filter
(see [117, Section 7.6.1]),
ŷ t∣t−1 = (1 − L−1 (q)) y t ,

t ∈ Z,

(4.24)

and the innovation process is given by
εt = L−1 (q)y t ,

t ∈ Z.

(4.25)

Under the assumption of zero initial conditions, that is y t = 0 ∀t ≤ 0, only the first
t − 1 coefficients of the impulse response of L−1 (q) are used to compute ŷ t∣t−1 . Due
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to the uniqueness of the linear MMSE predictor, this implies that for a stationary y
the matrix L in Lemma 4.2 is a Toeplitz lower unitriangular matrix whose entries
are given by the first t − 1 impulse response coefficients of the spectral factor (4.23).
We summarize this in the following corollary.
Corollary 4.3. Assume that y is a second-order weakly stationary discrete-time
stochastic process, with a strictly positive rational spectrum and zero initial conditions.
Then, the matrix L defining the MMSE one-step-ahead linear predictors in Lemma
4.2 has a Toeplitz structure, and its first column coincides with the first N entries
of the impulse response sequence of the spectral factor L(q) of y.
Proof. See above.
For a general case of a non-stationary output, the matrix L will not be Toeplitz;
however, as can be seen from the discussion after Lemma 4.1, the entries of its
rows correspond to the square-summable impulse response of a time-varying filter.
The ith row corresponds to the first i coefficients of the impulse response at time
t = i. The question of how to compute these time-varying filters in terms of a finite
parameterization is not trivial though.
Next, we consider a simple alternative linear predictor. We are thinking of the
simplest possible predictor that can be potentially used to still obtain consistent
estimators of θ.

4.3.2

The Output-Error predictor (OE-predictor)

In order to define a sensible linear predictor without using an optimality criterion,
we first recall how a suboptimal predictor may be defined in the linear case. Suppose
that y t = G(q; θ)ut + H(q)εt , where G(q; θ) is a stable transfer operator, ε is white
noise. Then, it is well known that, if the data is collected in open-loop, and when
standard regularity and identifiability conditions hold, a PEM estimator based on
the Output-Error (OE) predictor, ŷt (θ) = G(q; θ)ut , is consistent [153, Theorem
8.4]. Notice that this predictor neither requires the specification of the exact noise
model H(q), nor the distribution of ε. The only used information regarding the
probabilistic structure of the model is the mean of its output. It is thus possible
to generalize the above observation to a large class of stochastic nonlinear models
whose output has a finite mean, such as the model in (2.10). This leads us to the
following definition.
Definition 4.3 (The OE-predictor). Consider the general model in (2.10). The
Output-Error predictor (OE-predictor) of y t is defined as the deterministic quantity
ŷt∣t−1 (θ) ∶= E[y t ; θ],

t ∈ N.

(4.26)

The predictor in (4.26), although deterministic and independent of Yt−1 , is different from the “nonlinear simulation predictor” [153, Section 5.3, page 147] which is defined by fixing the unobserved random variables {ζ k }tk=1 in (2.10) to zero and taking
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t−1
ŷt (θ) = ft ({uk }k=1
, 0 ; θ). Instead, the OE-predictor (4.26) averages the output over
all possible values of the unobserved disturbances.

Example 4.2 (continued). The predictor Ŷ2 (θ) in the second row of (4.9),
which we used to define θ̂ 2 in Example 4.2, is the vector of OE-predictors of
the model in (4.6). While the (nonlinear simulation) predictor Ŷ1 (θ) ignores the
disturbance w, the OE-predictor is defined by averaging over all possible values
of w.
In the following section, we discuss the relationship between the proposed
predictors and linear predictors obtained based on LTI second-order equivalent
models.

4.3.3

Relation to LTI Second-Order Equivalent Models

Linear time-invariant approximations of nonlinear systems are usually considered
under different sets of assumptions and objectives [58, 154, 204]. They are generally
studied in an MSE framework, where assumptions and restrictions on the systems to
be approximated are implicitly given as assumptions on the input and output signals.
It is commonly assumed that the input and the output are zero mean stationary
stochastic processes, such that the input belongs to a certain class; for example,
a class of periodic processes, or processes that have a specific spectrum. In such
a framework, explicit assumptions on the underlying data-generating mechanism
(such as a parametric nonlinear model) are not necessarily used or required. The
goal there is to use spectral assumptions on the data to obtain an LTI model—linear
in both y and u—that approximate the behavior of the underlying nonlinear system.
Once a model is computed, it might be used to construct a predictor of y t that is
linear in the past inputs and outputs.
An Output-Error LTI Second-Order Equivalent (OE-LTI-SOE) model is defined
in [58, Section 4.2] as
GOE (q) ∶= arg min E [∥y t − G(q)ut ∥2 ] ,
G∈G

(4.27)

where G is the set of stable and causal LTI models, and the expectation operator is
with respect to the joint distribution of y and u. Notice that these models are not
necessarily rational in q. When the stability and causality constraints are dropped,
the minimizer is called the best linear approximation (BLA) [179].
An OE-LTI-SOE model only captures the causal part of the cross-covariance
function between y and u. A better approximation is obtained by a General-Error
LTI-SOE (GE-LTI-SOE) model defined as (see [58, Section 4.4] or [154])
(GGE , HGE )∶= arg min E [∥H −1 (q)(y t − G(q)ut )∥2 ]
G,H

such that H −1 (q), H −1 (q)G(q) ∈ G.

(4.28)

4.3. Linear Predictors for Nonlinear Models

75

It captures the second-order properties in terms of the covariance function of y and
the cross-covariance function between y and u. In other words, the process
ỹ t ∶= GGE (q)ut + HGE (q)ε̃t

(4.29)

has exactly the same spectrum as y, where ε̃ is a stationary white noise with variance
−1
λ0 ∶= E [∥HGE
(q)(y t − GGE (q)ut )∥2 ] .

By definition, LTI-SOE models depend on the assumed distribution of the input
process. Notice that the models in (4.27) and (4.28) are defined by averaging, not
only over y, but also over all realizations of the input u. Therefore, one has to speak
of an LTI-SOE model with respect to a certain class of input signals. In this chapter,
by contrast, the inputs are assumed fixed and known. They are used to describe
the mean and covariance functions of y, which is not necessarily stationary, and
therefore all the computations are conditioned on the given input. To further clarify
these important remarks, we have the following example.
Example 4.3 (LTI-SOE predictor models). Consider a stochastic Wiener model
defined by the relations
y t = β(ut + wt )2 + v t − 2β,
t = 1, . . . , N , in which β ∈ R. Suppose that u, w and v are independent and mutually independent zero mean stationary Gaussian processes with unit variances.
⊺
Then y is a zero mean stationary process. Let θ ∶= [β λw λv ] .
Using the independence assumptions
E[y t ut−τ ] = 0 ∀τ > 1,
E[y t ut ] = E[βu3t +βut w2t +2βu2t wt +ut v t −2βut ]
= 0,
and therefore the cross-spectrum between y and u is Φyu (z) = 0. Moreover,
straightforward calculations show that the spectra of u and y are given by
Φu (z) = 1, and Φy (z) = 8β 2 + 1. Consequently, the OE-LTI-SOE model in (4.27)
is given by (see [58, Corollary 4.1])
GOE (q) =

Φyu (q)
= 0,
Φu (q)

which is independent of β and Φu (q). Similarly, the GE-LTI-SOE model in
(4.28) is given by (see [58, Theorem 4.5])
GGE (q) = 0,

HGE (q) = 1,
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and λ0 = 8β 2 + 1. Therefore, in this case, ỹ t = HGE (q)ε̃t has exactly the same
spectrum as y, and the linear predictor constructed based on either LTI-SOE
models is independent of β and u; it is given by
−1
−1
ŷt∣t−1 = (1 − HGE
(q))y t + HGE
(q)GGE (q)ut = 0.

On the other hand, the OL-predictor and the OE-predictor suggested in this
chapter are defined by conditioning on the assumed known (realization of the)
input (see Assumption 4.1). Assuming that u is known, it is straightforward to
see that the mean and the variance of the model’s output are given by
E[y t ; θ] = β(u2t − 1)
var(y t ) = 2β 2 (2u2t + 1) + 1.
Hence, Wold’s decomposition of y (given u) is
y t = β(u2t − 1) + Ht (q; β)εt ,

var(εt ) = 1,

(4.30)

in which Ht (q; β) is a time-varying filter with impulse response coefficients
√
hk (t) = 0 ∀k ≥ 1,
h0 (t) = 2β 2 (2u2t + 1) + 1 ∀t ∈ Z.
In fact, because y is an independent process, it holds that the OE-predictor and
the OL-predictor coincide with the unrestricted MMSE predictor:
ŷt∣t−1 (β) = E[y t ; β] = E[y t ∣Y t−1 ; β] = β(u2t − 1)
which is quadratic in ut .
Thus, the main difference between the models in (4.29) and (4.30) is the
way the input is handled and the assumption on the model structure. While
LTI-SOE models are defined by averaging over a stationary input, the model in
(4.30) is obtained (using a parametric nonlinear model) by conditioning on a
given realization, typically leading to non-stationary predictors.

4.4

Linear PEM Estimators

We now define four different PEM estimators based on the predictors defined in the
previous section. Their asymptotic analysis is given in Sections 4.5.1 and 4.5.2.
The first estimator is based on the OL-predictor and the squared Euclidean norm;
we will refer to it as the OL-QPEM (OL-predictor Quadratic PEM) estimator.
Definition 4.4 (The OL-QPEM estimator). The OL-QPEM estimator is defined
as
̂ (θ)∥2
θ̂ N = arg min ∥Y − Y
θ∈Θ
(4.31)
̂ (θ)=Y − L−1 (U ; θ)(Y − µ(U ; θ)),
where Y
in which µ and L are defined in (4.14) and (4.16).
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Note that the definition of the OL-predictor implies that the expectation of the
criterion function in (4.31) is minimized at θ○ (when it exists and belongs to Θ),
namely
̂ (θ)∥2 ; θ○ ] ≥ E[∥Y − Y
̂ (θ○ )∥2 ; θ○ ] ∀θ ∈ Θ,
E[∥Y − Y
2
2
̂ (θ○ ) = Y
̂ (θ) Ô⇒
and whenever U and the parameterization of µ and L is such that Y
○
○
θ = θ, the true parameter θ is a unique minimizer. In the classical case of LTI
models, the OL-QPEM estimator is nothing more than the commonly used PEM
estimator defined by the squared Euclidean norm and the OL-predictor:
ŷ t∣t−1 (θ) = y t − H −1 (q; θ)(y t − G(q; θ)ut ),
t−1

= G(q; θ)ut + ∑ h̃t−k (θ) (y k − G(q; θ)uk ) ,

(4.32)

k=1

where G(q; θ) is the plant model and {h̃k (θ)} is the impulse response of the inverted
noise model H −1 (q; θ) [153, Chapter 3]. In that case, [µ(U ; θ)]t = G(q; θ)ut and
[L−1 (U ; θ)]ij = h̃∣i−j∣ (θ). Furthermore, conditions on u and the parameterization are
given by the concepts of informative experiment and identifiability [153, 215].
The second estimator is based on the OL-predictor and a weighted time- and
θ-dependent criterion function; we will refer to it as the OL-GPEM (OL-predictor
Gaussian PEM) estimator because the criterion function is in the form of a Gaussian
log-likelihood function.
Definition 4.5 (The OL-GPEM estimator). The OL-GPEM estimator is defined
as
̂ (θ)∥2 −1
θ̂ N = arg min ∥Y − Y
Λ (U ;θ) +log det Λ(U ; θ)
θ∈Θ
(4.33)
̂ (θ)=Y − L−1 (U ; θ)(Y − µ(U ; θ)),
where Y
in which µ, L and Λ are defined in (4.14) and (4.16).
Observe that the used criterion function is both input- and θ-dependent via
the linear innovation covariance matrices. The log det term is important for the
consistency of the estimator due to the dependence of the weighting matrix Λ(U ; θ)
on θ. As with the OL-QPEM problem, the properties of the OL-predictor imply
that the expected value of the criterion function in (4.33) is minimized at θ○ (see,
for example, [24, (3.1) and (3.2)]).
The third estimator is based on the OE-predictor and the squared Euclidean
norm; we will refer to it as the OE-QPEM (OE-predictor Quadratic PEM) estimator.
Definition 4.6 (The OE-QPEM estimator). The OE-QPEM estimator is defined
as
θ̂ N = arg min ∥Y − Ŷ (θ)∥2
θ∈Θ
(4.34)
where
Ŷ (θ) = µ(U ; θ),
in which µ is defined in (4.14).
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Once more, the expected value of the criterion function in (4.34) is minimized at
θ○ , since µ(U ; θ○ ) is the MMSE predictor of Y (given zero initial conditions). Note
that the criterion functions in (4.31) and (4.34) can be weighted using a θ-independent
positive definite matrix to potentially improve the asymptotic properties of the
estimators. In the latter case, we refer to the resulting estimator as the OE-WQPEM
(OE-predictor Weighted Quadratic PEM) estimator.
Definition 4.7 (The OE-WQPEM estimator). Let M be a given θ-independent
bounded positive definite matrix. The OE-WQPEM estimator corresponding to M is
defined as
θ̂ N = arg min ∥Y − Ŷ (θ))∥2M
θ∈Θ
(4.35)
where
Ŷ (θ) = µ(U ; θ),
in which µ is defined in (4.14).
Example 4.2 (continued). In Example 4.2, the estimators θ̂ 2 , θ̂ 4 , and θ̂ 5 are the
OE-QPEM estimator, the OL-QPEM estimator, and the OL-GPEM estimator,
respectively, of the model in (4.6). The estimator θ̂ 3 is an OE-WQPEM estimator
−⊺ −1
where the weighting matrix M is given by λ−1
where the matrix H is
ε H H
defined in (4.7).
Notice that the use of the weighting matrix M in the definition of the OEWQPEM estimator has a similar effect as applying a (possibly time-varying)
causal prefilter to the PEs. As in the LTI case, this corresponds to changing
the noise model (see Remark 4.2 and [153, pages 199 and 200]). We will come
back to this observation in Chapter 6, where we discuss the optimal choice of
the weighting/prefiltering matrices for the OE-WQPEM (see Section 6.3.1).
We now give a couple of illustrative examples. In the first example, we consider
a SISO Wiener model in two different scenarios. In the first scenario, the outputs
are independent over time, such that the likelihood function can be efficiently
approximated using deterministic numerical integration. We then compare the
OE-QPEM and the OL-GPEM estimators defined in (4.34) and (4.33) to the
asymptotically efficient MLE. Recall that in this scenario, as we remarked before,
the OE-predictor and the OL-predictor coincide with the unrestricted MMSE
predictor. Therefore, in this instance, the OE-QPEM and the OL-GPEM estimators
are using the same predictors but different criterion functions. In the second scenario,
the outputs are dependent over time. In this case we compare the OE-QPEM (which
is very simple to compute) to a PEM estimator ignoring w.
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Example 4.4 (PEM for stochastic Wiener model). Let the observations be the
outputs of a first-order SISO stochastic Wiener model given by the relations
y t = x2t + v t ,
xt =

q

−1

1−θq

−1

t = 1, . . . , N,
ut + w t ,

(4.36)

θ = 0.7,

in which we assume that u is a known signal, w is an independent Gaussian
process with zero mean and variance λw = 1, and v is an independent Gaussian
process with zero mean and variance λv = 3, independent of w. We will assume
that the input u is a known realization of an independent Gaussian process
with zero mean and variance λu = 3. This model is very similar to the model
of Example 4.2; however, here, we assume that we know the distributions of
w and v to be able to compute the MLE. Since the outputs are independent,
it is possible to use deterministic numerical integration, the Gauss-Hermite
quadrature for example, to approximate the likelihood function.
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Figure 4.2: The average MSE and the average bias over 1000 MC simulations of the
OE-QPEM and OL-GPEM estimators defined in (4.34) (blue) and (4.33) (red) and
the MLE (black dashed line) for the model in (4.36).

Figure 4.2 shows the result of a MC simulation over 1000 independent
realizations of the inputs, W and V for different values of N between 100 and
3000. The quasi-Newton algorithm, initialized at the true parameter, was used
to compute the estimates. As expected, the two PEM instances are consistent.
Furthermore, for this example, their MSE follows closely the MSE of the MLE,
but the MSE of the OL-GPEM estimator is smaller than that of the OE-QPEM
estimator. Figure 4.3 compares the criterion functions of the three estimators
for a single realization when N = 1000. Note that, for the model in (4.36), the
criterion functions of the PEM estimators are available in closed-form, however
the criterion function of the MLE is not and it was approximated using the
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Gauss-Hermite quadrature. Hence, the computations of the two PEM estimators
are several times faster than the MLE, especially for large N .
OE-QPEM

-1

OL-GPEM

0.6939

-1

MLE

0.6934

-1

0.6924

Figure 4.3: Sample of the criterion functions of the three estimators in Example
4.4 for N = 1000. From left to right, the figure shows the criterion function of (4.34),
(4.33), and the approximated negative log-likelihood function.

Let us now assume that w is in fact colored; for example, consider
wt =

q −1
1 − 0.9 q

−1

w̃t ,

t ∈ Z,

in which w̃ is an independent Gaussian process with zero mean and unit variance.
In this case, the output process y is colored and the computations of the MLE
are challenging. While any predictor ignoring the process noise ([153, Section
5.3]) leads to a biased PEM estimator, the OE-QPEM estimator is a simple
consistent estimator. By only assuming the stationarity of w, we may write
E[y t ; θ, λw ] = µt (θ) + λw ,

where µt (θ) ∶= (

q −1
1−θq

2

u) ,
−1 t

t∈Z

and thus the OE-QPEM estimator is given by
N

θ̂ N = arg min ∑ (y t − E[y t ; θ, λw ])2 ,
θ,λw t=1

(4.37)

in which we also optimize over λw . Figure 4.4 shows the result of a Monte Carlo
simulation over 1000 independent realizations of the inputs, the colored W and
V for different values of N between 100 and 5000.
The results of the above example are encouraging. The simulation examples indicate
that the proposed PEM estimators are consistent, while the computations are
straightforward. In fact, the proposed predictors lead to closed-form criterion
functions for several models with intractable likelihood functions that are usually
considered challenging. For example, this will be the case for the class of stochastic
Wiener-Hammerstein models whenever the static nonlinearity is a polynomial; that
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Figure 4.4: The average MSE (log-lin scale) and the average bias over 1000 MC
simulations when the disturbance is colored; the OE-QPEM estimator defined in (4.37)
is shown in blue, and a PEM estimator using a simulation predictor (ignoring w) is
shown in red.

is, when the model is
y t = G2 (q; θ)f (xt ; θ) + v t ,

t = 1, . . . , N

xt = G1 (q; θ)ut + wt ,

(4.38)

where f is a multivariate polynomial. In this case, the mean value of the model’s
outputs is an explicit function of the moments of w, which may be either known or
used as decision variables in the optimization problem. This is a great advantage
that simplifies the computations and is expected to reduce the computational time
significantly. This is demonstrated in the following example.
Example 4.5 (Stochastic Wiener-Hammerstein Models). Consider the model,
depicted in Figure 4.5 given by the relations
(1)

y t = G2 (q, θ)f (yt (θ) + wt ) + v t ,
(1)

yt (θ) = G1 (q, θ)ut ,
(2)

wt = H1 (q)εt ,
(2)

v t = H2 (q)εt
(1)

(2)

t = 1, . . . , N

in which εt and εt are stationary white noises. The function f (⋅) denotes a
static nonlinearity, and G1 (q, θ), G2 (q, θ) are rational transfer operators. The
processes w and v are an unobserved colored stationary process disturbance and
measurement noise, respectively. Therefore, methods relying on the likelihood
function are analytically intractable. However, with minimal assumptions, a
consistent estimator can be constructed by considering the PEM in (4.34).
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To look at a concrete case, assume that all the signals are scalar, the static
nonlinearity is f (x) ∶= x2 ∀x ∈ R, and recall that w is stationary. Then define
(1)

(2)

ŷt∣t−1 (θ) = E [G2 (q, θ)f (yt (θ) + wt ) + H2 (q)εt ]
(1)

= G2 (q, θ)E [f (yt (θ) + wt )]
(1)

(4.39)

(1)

= G2 (q, θ)E [[yt (θ)]2 + w2t + 2yt (θ)wt )]
(1)

= G2 (q, θ)([yt (θ)]2 + λw ).
The OE-QPEM estimator is given by the minimization of a closed-form criterion
function; using (4.39) it holds that
N

2

θ̂ N = arg min ∑ (y t − G2 (q; θ)([G1 (q; θ)ut ]2 + λw )) ,

(4.40)

θ,λw t=1

(1)

ut

G1(q; θ)

(1)

(2)

εt

εt

H1(q)

H2(q)

wt

vt

yt (θ)

+

f (·)

G2(q; θ)

(2)

+

yt

y t (θ)

Figure 4.5: A stochastic Wiener-Hammerstein model. The LTI blocks are modeled
with rational transfer operators G1 (q; θ) and G2 (q; θ). The function f (⋅) denotes a
known static nonlinearity. The processes w and v are a colored unobserved stationary
process disturbance and measurement noise, respectively.

Notice that the unobserved process v is related linearly to the outputs;
consequently, the estimator in (4.40) can be easily improved by assuming a noise
model for v. Let us assume that v is stationary with a rational and strictly
positive spectrum (such that H2 can be modeled by a rational function) and
append the new parameters to θ. It is then possible to define the PEM estimator
N

2

θ̂ N = arg min ∑ H2−1 (q; θ) (y t − G2 (q; θ)([G1 (q; θ)ut ]2 + λw )) ,
θ,λw t=1

(4.41)

in which H2 (q, θ) might be known or independently parameterized by θ. We
note here that this estimator is similar to the third estimator θ̂ 3 , see (4.9) and
(4.10), defined in Example 4.2. Observe that the used assumption regarding w
and v is nothing but stationarity.
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To look at a simulation example, consider the case where
G1 (q, θ) =
H1 (q) =

q

−1

1 − θ1 q
q −1

−1

1 − 0.9 q

G2 (q, θ) =

,

−1

H2 (q) =

,

(1) i.i.d.

and let θ1 = 0.7, θ2 = 0.5, εt
(1)

q −1
−1

,

−1

,

1 − θ2 q
q −1

1 − 0.7 q

(2) i.i.d.

∼ N (0, 1), and εt

∼ N (0, 3), independent

i.i.d.

of ε for all t. Let the input be a realization of ut ∼ N (0, 3), independent
of w and v. Assume that the noise model H2 (q) is known, and consider the
estimation problem of θ1 and θ2 .
Figure 4.6 shows the result of a MC simulation over 1000 independent
realizations of ut , wt and v t for different values of N between 100 and 3000. As
expected, it is clear that both estimators are consistent. Moreover, it is obvious
that using the noise model improves the accuracy of the estimator.
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Figure 4.6: The average MSE and the average bias over 1000 MC simulations when
the disturbance is colored. The OE-QPEM estimator defined in (4.40) is shown in
blue, and the weighted version (OE-WQPEM) defined in (4.41) is shown in red. On
the right, the solid lines correspond to θ1 , and the dashed lines correspond to θ2

The observations made in the above examples may be generalized to a much
larger class of model structures. Observe for example that MIMO models can be
handled and, because the disturbances are allowed to enter at arbitrary points
in the model, the models do not have to represent a single isolated system. This
means that similar computationally attractive estimators may be defined for large
classes of models including general stochastic block-oriented models with polynomial
nonlinearities and stochastic Volterra models. For these cases, both the OL-predictor
and the OE-predictor may be obtained using closed-form expressions. In the next
section, we consider the class of (acyclic) nonlinear dynamical networks.
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Figure 4.7: An example of a block-oriented dynamical network with no loops. Only
y t is measured and all the other nodes are latent variables.

General models with closed-form OE-QPEM problems
The dynamic network identification framework used in [230] can be extended as
follows. Consider a parametric nonlinear dynamical network, with no feedback loops,
(1)
(n)
consisting of n ∈ N internal variables, called nodes and denoted z t , . . . , z t . The
dynamics of each node is defined by the relation
(i)

(j)

z t = ∑ Gj (q; θ)z t
j∈Ji

(k)

(i)

(i)

+ ∑ fk (z t ; θ) + ut + wt
k∈Ki

in which θ is a finite-dimensional real vector of parameters, Gj (q; θ) are stable
(i)
rational LTI systems, fk (⋅; θ) are static nonlinear functions, ut are external de(i)
terministic known signals, and wt are unobserved zero mean strictly stationary
process disturbances. Here, Ji ⊂ {1, . . . , n} ∖ {i} is the set of nodes connected to the
ith node through LTI systems, and Ki ⊂ {1, . . . , n} ∖ {i} is the set of nodes connected
to the ith node through static nonlinear functions.
To clarify this idea, consider the network shown in Figure 4.7. It is defined by
interconnecting five nodes using three LTI systems and two static nonlinearities;
there is only one external known scalar signal: ut , and only one node is measured:
y t . This network may, for instance, be a part of a bigger and more complicated
network, where it can be seen as a nonlinear module; in this case, the effect from
other modules in the bigger network can be modeled using the disturbance signals
(i)
wt . An alternative representation of the same network is shown in Figure 4.8,
where it is clear that the network is acyclic; i.e., has no feedback loops. However, due
to the existence of the nonlinear links, the MMSE predictor of y t and the likelihood
function are analytically intractable.
Assume that the nonlinearities f1 and f2 are either polynomials or can be
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w(1)
u

w(2)
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w(4)

z (2)

w(5)

z (4)

y

z (3)
w(3)

Figure 4.8: Node-and-Link visualization of the network in Figure 4.7. Blue links
denote LTI modules, and green links represent nonlinear modules. Only the shaded
node is measured.

approximated arbitrarily well using polynomials. For all x ∈ R, let us define
F1

f1 (x; θ) ∶= ∑ f1k xk ,
k=1

F2

f2 (x; θ) ∶= ∑ f2k xk ,
k=1

1
{f1k }F
k=1

2
for some F1 , F2 ∈ N and real coefficients
and {f2k }F
k=1 that are entries of θ.
Then, it is straightforward to see that the OE-predictor is given as

(2)

(4)

(4)

ŷt∣t−1 = E[y t ; θ] = E[f1 (z t )] + E[f2 (z t )] + G2 (q; θ)E[z t ]
F1

(2)

F2

(4)

= ∑ f1k mk + ∑ f2k mk + G2 (q; θ)G3 (q; θ)ut ,
k=1

where symbols

(2)
mk

and

(4)
mk

k=1

denote the k th moments of the random variables

(2)

= G1 (q; θ)ut + G1 (q; θ)wt

(4)

= G3 (q; θ)ut + G3 (q; θ)wt

zt

zt

(1)

+ wt

(2)

(1)

+ wt

(4)

respectively. These are known functions of the known signals {uk }tk=1 , the parameters
(1)
(2)
(4)
of G1 and G2 , and the moments of the disturbances wt , wt and wt . Thus, the
OE-predictor of y t is given in terms of a closed-form expression; it is parameterized
by a vector θ that may subsume any unknown moments of wt .
For general nonlinearities or more complicated topologies (e.g., those with feedback loops), MC integration methods may be used to evaluate the expectation
defining the OE-predictor. Notice that even in these scenarios, the required computations are simpler than those of the MMSE predictor, because there are no
marginalization integrals to compute. We will discuss this more in the next chapter
(also see Chapter 7).
In the next section, an asymptotic5 analysis of the proposed estimators is given.
We show that the existing classical asymptotic theory of the PEMs is applicable.
The obtained results are based on the original work of Ljung in [151] and Ljung
and Caines in [148] where the dependence structure of the processes is specified in
a generic form in terms of an exponential forgetting hypothesis [150].
5 The

term asymptotic in this thesis is restricted to large-sample scenarios, i.e., N → ∞.
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4.5

Asymptotic Analysis

Ideally, one would like to obtain exact information regarding the accuracy of the
estimator when a data record of finite length is used. However, except in very
few situations (e.g., in the case of linear least-squares estimators), the analysis
of frequentist estimators based on finite data records is intractable. On the other
hand, it is usually possible to obtain precise asymptotic properties of the estimation
method as N → ∞. This is the objective of this section.
Besides providing a theoretical justification and confidence in the used estimation
methods, the results of an asymptotic analysis are usually used to compare estimators
(in terms of asymptotic variances or rates of convergence for example), and evaluate
the accuracy of the estimates. The main disadvantage of this type of analysis is the
lack of any guarantees when N is finite. For example, consider an estimator that
returns a constant value regardless of the data as long as N < 106 but is equal to
the MLE for every N ≥ 106 . Asymptotic analysis does not distinguish between such
an estimator and the MLE; they are asymptotically equivalent.
Furthermore, it should be noted that the results of an asymptotic analysis
are merely limit results and not approximation results: they do not provide any
lower bounds for N such that the obtained asymptotic expressions are reasonably
applicable. Consequently, asymptotic results must be used with care and should
be accompanied by simulation studies (see [182] for the idea of bootstrapping for
example).

4.5.1

Convergence and Consistency

Let us denote the normalized PEM criterion function by
VN (θ) ∶=

1 N
∑ `(et (θ), t; θ),
N t=1

(4.42)

in which e(θ) is the Prediction Error (PE) process (the difference between the
observed and predicted y), `(et (θ), t; θ) = ∥et (θ)∥2 for the OL-QPEM and the
OE-QPEM,
`(et (θ), t; θ) = e⊺t (θ)Λ−1
t (Ut ; θ)et (θ) + log det Λt (Ut ; θ)
for the OL-GPEM (where e = ε, the linear innovations), and `(et (θ), t; θ) =
e⊺t (θ)Mt et (θ) for the OE-WQPEM, where Mt is a known θ-independent bounded
positive definite matrix6 . The corresponding PEM estimators, defined in Section
4.4, are then given by
θ̂ N = arg min VN (θ),
θ∈Θ

N ∈ N.

that for the OE-WQPEM problem et (θ) = y t − ŷt∣t−1 (θ), where ŷt∣t−1 (θ) is the OEpredictor, only when M in Definition 4.7 is block diagonal. Otherwise, et (θ) = [L−⊺ (Y − Ŷ (θ))]t
where L is given by the LDLT decomposition of M −1 .
6 Note
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The classical asymptotic analysis usually involves the study of the asymptotic
behavior of the sequence of criterion functions {VN (θ) ∶ N ∈ N, θ ∈ Θ} and the use
of a compactness assumption on the parameter set Θ to control the corresponding
process of global minimizers {θ̂ N }N ∈N . As far as the PE framework is concerned,
the simplest cases are those involving (quasi-)stationary ergodic processes, such that
the sequence of criterion functions converges uniformly over Θ to a well-defined
deterministic limit; namely,
a.s.

sup ∣VN (θ) − V̄(θ)∣ Ð→ 0
θ∈Θ

as N → ∞,

(4.43)

such that the limit V̄(θ) is continuous over Θ and has a unique global minimizer
a.s.
θ∗ . The symbol Ð→ denotes the almost sure convergence (see [34, Chapter 4]). In
general, the limit in (4.43) depends on the system and the input properties. Under
identifiability conditions and a compactness assumption on Θ, it is straightforward
a.s.
to conclude, when (4.43) holds, that θ̂ N Ð→ θ∗ = θ○ as N → ∞. These are
essentially the arguments used in the convergence and consistency proofs in an
ergodic environment (see [153, Chapter 8] for the LTI case).
In a general non-stationary environment however, the sequence of criterion
functions does not converge to any limit and may well be divergent. Consider, for
example, a linear model
y t = θ○ ut−1 + v t , t ∈ Z,
in which v is a zero mean independent process with increasing variance, and observe
that the MMSE predictor is given by ŷt∣t−1 (θ) = θut−1 . It then holds that the
expected value of the criterion function with respect to the true distribution of the
data, when `(ε, t; θ) = ∥ε∥2 , is
N

N

t=1

t=1

E○ [VN (θ)] = ∑ E○ [(y t − θut−1 )2 ] = ∑ ((θ○ − θ)2 u2t−1 + E○ [v 2t ])
and is not necessarily convergent (even when normalized by dividing by N ), but the
global minimizer is arg minθ E○ [VN (θ)] = θ○ ∀N ∈ N. These cases are of interest,
particularly when the predictors are non-stationary or when the user cannot control
the identification experiment to ensure their convergence. Nevertheless, as the above
simple example shows, it is possible to establish the convergence of the minimizers by
showing that VN (θ) asymptotically behaves like the averaged criterion E○ [VN (θ)]
uniformly in θ. This is the main idea of the convergence and consistency analysis
developed in [149, 151].
Below, we discuss sufficient regularity conditions regarding the data, the predictor
and the used criterion, given in [151], when applied to the linear PEMs proposed in
this thesis.
Conditions on the data-generating mechanism
In order for an increasing sequence of observations to give a correct picture of the
underlying system, the effect of the (unobserved) disturbances at time k on the
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outputs at times s ≥ t should not be predominant. In other words, the observed
process should forget erroneous remote past or initial conditions, which is a property
of stable systems. For the convergence of PE methods, it is sufficient that the
dependence of the moments of y upon the history of the process decays at an
exponential rate. It will be assumed that Assumption 2.2 holds, and therefore the
terms “model” and “system” are used interchangeably.
Definition 4.8 (r-stability). A discrete-time causal dynamical system with an
output y is said to be r-stable with some r ≥ 1, if for all s, t ∈ Z such that s ≤ t there
exist doubly-indexed random variables {y t,s ∶ y t,t = 0} such that
1. y t,s is a (measurable) function of {y k }tk=s+1 and independent of {y k }sk=−∞ ,
2. for some positive real numbers c < ∞ and λ < 1, it holds that
E○ [∥y t − y t,s ∥r ] < cλt−s .

(4.44)

The outputs of r-stable systems form a class of stochastic processes known as
r-mean exponentially stable processes or exponentially forgetting processes of order
r [150]. Observe that the definition implies that E○ [∥y t ∥r ] < c ∀t ∈ Z, and therefore
the output of an r-stable model must have a bounded mean. Generally speaking,
the random variables y t,s can be interpreted as the outputs of the system when
the underlying basic stochastic process ζ is replaced by {ζ t,s }t∈Z such that {ζ t,s }t<s
are given by a value independent of {ζ t }t<s , say zero, but ζ t,s ∶= ζ t ∀t > s. Note
that the above definition of stability includes the conventional stability definition
of dynamical systems. For example, in the case of LTI rational models, the output
process is exponentially stable when all the poles of the model transfer functions
are strictly inside the unit circle.
Models of Definition 2.6 are quite general, and need to be restricted for the results
to hold. Observe that not every second-order process is exponentially forgetting,
even if the associated linear innovation process is independent. The next proposition
clarifies this point.
Proposition 4.4. Assume that y is a second-order discrete-time stochastic process
with independent linear innovations {εt } and no linearly deterministic part; then y
is not necessarily exponentially forgetting.
On the other hand, if supt E○ [∥εt ∥4 ] < ∞ and the sequences {hk (t) ∶ k ∈ N0 , t ∈ Z}
in Wold’s decomposition (2.4) are uniformly exponentially decaying, i.e., there exist
positive constants c < ∞ and 0 < λ < 1 such that ∣hk (t)∣ < cλk for every k ∈ N0 and
t ∈ Z; then y is an exponentially forgetting process7 of order 4.
Proof. The first assertion is straightforward; we only need to find an example of
a second-order stochastic process whose innovations are independent but which is
7r

= 4 is sufficient for the analysis of PEMs, see Lemma 4.5.
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−1
not exponentially stable. Consider for example the process y t ∶= ∑∞
k=1 k εt−k where
{εk } are independent innovations. This is clearly a second-order process that also
forgets the remote past, however only linearly. To prove the second part, we use
Wold’s decomposition of y assuming zero mean, namely y t = ∑∞
k=0 hk (t)εt−k , with
the hypothesis that the sequence {hk (t) ∶ k ∈ N0 , t ∈ Z} is uniformly exponentially
decaying. By the triangular inequality, it holds that ∀t ∈ Z and ∀n ∈ N
n

4

4

n

∥ ∑ hk (t)εt−k ∥ ≤ ( ∑ ∥hk (t)∥∥εt−k ∥)
k=1

k=1

4

n

3 n

n

≤ c4 ( ∑ λk ∥εt−k ∥) ≤ c4 ( ∑ λk ) ∑ λk ∥εt−k ∥4
k=1

k=1

k=1

k

k

in which we used Hölder’s inequality ([34, page 50] applied to (λ p )(λ q ∥εt−k ∥) with
p = 43 , q = 4) for the last implication. By applying the expectation operator to both
sides and letting N → ∞ we get the inequality
E○ [∥y t ∥4 ] ≤

∞
c4
k
4
∑ λ E○ [∥εt−k ∥ ] .
3
(1 − λ) k=1

(4.45)

Finally, by defining y t,s ∶= ∑∞
k=0 hk (t)εt−k,s such that εt,s = εt for t > s and zero
otherwise, (4.45) and the assumption supt E○ [∥εt ∥4 ] < ∞ imply that
E○ [∥y t − y t,s ∥4 ] ≤

∞
c4
λk E○ [∥εt−k ∥4 ] ≤ c̃λt−s ,
∑
(1 − λ)3 k=t−s

∀t > s

which proves the statement.
More explicit conditions can be given for specific model sets. The next example
considers the class of stochastic Wiener models.
Example 4.6 (Exponentially stable data). Suppose the system is described by
the stochastic Wiener model
xt = G(q; θ○ )ut + H(q; θ○ )wt ,
y t = f (xt ; θ○ ) + v t ,

t ∈ Z,

(4.46)

and suppose that the LTI part of the system is rational and stable; i.e., the
poles of G(z; θ○ ) and H(z; θ○ ) are strictly inside the unit circle. Furthermore,
suppose that w and v are independent and mutually independent white noises
with bounded moments of all order.
Then, in the light of Proposition 4.4, we see that x is an exponentially
forgetting process. Because the nonlinearity f is static, we only need to guarantee
that moments of y are bounded and that f (x; θ○ ) is exponentially decaying
whenever x is. This holds when f is a polynomial, or bounded, in x, for example.
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Conditions on the predictors
Conditions on the predictors are mainly used to guarantee that the PE process
is exponentially forgetting uniformly in θ. Apart from a differentiability condition
with respect to θ and a compactness condition on Θ, it is required that the remote
past observation has little effect on the current output of the predictor and its
derivative. From the asymptotic analysis, this means that all the observed outputs,
regardless of their order in time, may have a comparable contribution to the choice
of the parameter. From the practical point of view, this is required for the numerical
stability of the minimization procedure. This reasonable condition means that the
used predictors should have a stability property.
Definition 4.9 (Uniformly stable predictors). The one-step-ahead predictor function
ŷ t∣t−1 (θ) = ψ(D t−1 , t; θ), θ ∈ Θ, where Θ is compact, is said to be uniformly stable
if there exist positive real numbers c < ∞ and λ ∈ (0, 1) such that the following
conditions hold:
1. θ ↦ ψ(Dt−1 , t; θ) is continuously differentiable over an open neighborhood of
Θ ∀t and for every data set Dt−1 .
2. ∥ξ(0, t; θ)∥ ≤ c ∀t, ∀θ in an open neighborhood of Θ, where ξ is used to
denote both the predictor function ψ and its derivative with respect to θ, and 0
represents a data set of arbitrary inputs and zero outputs of length t − 1.
t−k
3. ∥ξ(Dt−1 , t; θ) − ξ(D̄t−1 , t; θ)∥ ≤ c ∑t−1
∥yk − ȳk ∥, where θ is in an open
k=0 λ
neighborhood of Θ, and Dt−1 , D̄t−1 are data sets corresponding to arbitrary
realizations, y and ȳ, of the output, and a fixed input u.

First, observe that the OE-predictor is deterministic and depends only on u;
therefore, it always satisfies the third condition of the above definition. Moreover,
note that the compactness of Θ is part of the definition.
For the OE-predictor and the OL-predictor to be uniformly stable, it is clear
that the parameterization of µ(U ; θ) and Σ(U ; θ) is required to be continuously
differentiable over Θ; this translates into smoothness conditions on the parameterization of the postulated model. To check the remaining conditions, we first recall
that the predictors have the form (see (4.15) and (4.26))
t−1

ψ(D t−1 , t; θ) = E[y t ; θ]+ ∑ ˜lt−k (t, Ut−1 ; θ) (y k − E[y k ; θ]) ,
k=1

in which ˜lj (t, Ut−1 ; θ) ∶= [L−1 (U ; θ)]tj , 1 < t ≤ N for the OL-predictor, and
˜lj (t, Ut−1 ; θ) ∶= 0 ∀t, j for the OE-predictor. In either case, we observe that the
second condition of Definition 4.9 requires the function (t, θ) ↦ E[y t ; θ] and its
derivative with respect to θ to be uniformly bounded in t and θ.
The third condition of Definition 4.9 only concerns the OL-predictor. To understand the condition, we invite the reader to compare the OL-predictor (4.15) to the
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OL-predictor in the LTI case (2.37) on page 37, and recall our earlier discussion
regarding the interpretation of the coefficients {˜lk (t)} (see Remark 4.2). There, the
predictors satisfy the required stability property by imposing the assumption that
the transfer function H −1 (z; θ)G(z; θ) is rational and stable for all θ ∈ Θ, in addition
to the assumption that the noise model H(z; θ) is rational and causally inversely
stable over Θ, see [153, Lemma 4.1 and Lemma 4.2 on pages 109 and 110]. As with
the LTI case, we shall here impose the assumption of causal and (exponentially)
stable invertibility of y with respect to the linear innovations for all θ ∈ Θ. We will
assume that, for every t, it is possible to write
∞

εt (θ) = ∑ ˜lk (t, Ut−1 ; θ)(yt−k − E[y t−k ; θ]),
k=0

where the sequence {˜lk (t, Ut−1 ; θ)∶k ∈ N0 , t ∈ N} and its derivative in θ are uniformly
exponentially decaying8 with ˜l0 (t; θ) = I ∀t. Note that in the LTI case, this is
equivalent to the assumptions on the noise model H(z; θ); but here, it involves the
used input. Under these assumptions, the OL-predictor is uniformly stable once the
smoothness conditions on the parameterization and the regularity conditions on
E[y t ; θ] are satisfied.
Conditions on the identification criterion
The simplest and most commonly used choice for the criterion function is the squared
Euclidean norm, i.e., `(e, t; θ) ∶= ∥e∥2 . In this case, the convergence of the PEM
estimators can be established with no further conditions. For the general case, where
the criterion function is time- and/or θ-dependent, it is sufficient to require that the
functions are quadratically bounded according to the following definition.
Definition 4.10 (Quadratically bounded criteria). The family of prediction error
criterion functions {VN (θ) ∶= N1 ∑N
k=1 `(et (θ), t; θ) ∶ N ∈ N, θ ∈ Θ} is quadratically
bounded if {`(⋅, t; ⋅)} are continuously differentiable for every t, and for some c1 , c2 <
∞ and every e the following conditions hold
1. ∥`(0, t; θ)∥ ≤ c1 ,

∀θ ∈ Θ, ∀t ∈ N,

∂
2. ∥ ∂e
`(e, t; θ)∥ ≤ c1 ∥e∥,

∀θ ∈ Θ, ∀t ∈ N,

∂
3. ∥ ∂θ
`(e, t; θ)∥ ≤ c1 ∥e∥2 + c2 ,

∀θ ∈ Θ, ∀t ∈ N.

Notice that the conditions of Definition 4.10 are slightly different compared
to condition C1 in [151, page 775]; here, the conditions are modified to cover the
OL-GPEM criterion function which is parameterized by θ. It is clear that the squared
Euclidean norm (used to define the OL-QPEM and the OE-QPEM estimators) and
8 i.e.,

∣l̃t−k (t, Ut−1 ; θ)∣ < cλk for some c < ∞, ∣λ∣ < 1, ∀t, θ and similarily for the derivatives.
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the weighted norm (used to define the OE-WQPEM estimator) are θ-independent
and quadratically bounded. For the case of OL-GPEM, the criterion is defined as
`(e, t; θ) = e⊺ Λ−1
t (θ)e + log det Λt (θ).
Because this function is quadratic in e, it is only required to verify that
∂
∂Λt (θ) −1
∂Λt (θ)
`(e, t; θ) = −e⊺ Λ−1
Λt (θ)e + tr (Λ−1
)
t (θ)
t (θ)
∂θ
∂θ
∂θ
is well-defined and quadratically bounded. This is a requirement on the parameterization of the covariance matrices Λt (θ) of the innovations. Observe that these
matrices are defined via an LDL⊺ decomposition, which is a continuous operation;
see [92]. When the parameterization is continuously differentiable, such that the
covariance matrices are uniformly bounded for all t and θ, the condition is satisfied.
Thus, once more, we end up with conditions on the parameterization of the model.
We are now ready to state the basic convergence result.
Lemma 4.5 (Convergence of PEM estimators). Suppose that the nonlinear system
generating the data is r-stable with r = 4, the used predictor is uniformly stable
according to Definition 4.9, and the identification criterion is quadratically bounded.
Then, the sequence {E○ [VN (θ)]}N ∈N is equicontinuous on Θ and
a.s.

sup ∣VN (θ) − E○ [VN (θ)]∣ Ð→ 0

N → ∞.

as

θ∈Θ

Furthermore,
a.s.

θ̂ N Ð→ DI ∶= {θ ∈ Θ∶ lim inf E○ [VN (θ)] ≤ min lim sup E○ [VN (β)]}
N →∞

β∈Θ

N →∞

where θ̂ N denotes the OL-QPEM, the OL-GPEM, the OE-QPEM, or the OEWQPEM estimator and V(θ) denotes the corresponding identification criterion.
Proof. The proof is due to Ljung in [151]. Observe that the proof there remains
valid under the conditions in Definition 4.10 (compare to condition C1 there). In
particular (A.6) in [151, page 781] still holds true.
This result means that the criterion function becomes arbitrary close to its
expected value such that, almost surely, for every  > 0 there exists n ∈ N such that
for all N > n, the set DI ∩ {θ ∶ ∥θ̂N − θ∥ < } ≠ ∅. Observe that the result is given for
a general case that includes scenarios where the true system is not in the assumed
model set (i.e., there is no true parameter θ○ , or θ○ ∉ Θ). For all θ∗ ∈ DI it holds that
lim inf E○ [VN (θ∗ )] ≤ lim sup E○ [VN (θ)]
N →∞

N →∞

∀θ ∈ Θ,

(4.47)

and therefore, DI can be interpreted as the set of parameters that give “the best
average prediction” according to the chosen predictor and criterion function. Note
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that Lemma 4.5 established the convergence of the process {θ̂ N }N ∈N only to a subset
of Θ. However, for cases when θ○ ∈ Θ (see Assumption 2.2), and assuming that an
identifiability condition holds such that the limit set is a singleton, DI = {θ○ }, a
consistency proof is completed by an application of the lemma. Formally, we will
use the following identifiability conditions.
Definition 4.11 (Identifiable parameterization). Let Let µ(U ; θ) and Σ(U ; θ) be
defined by 4.14. For a model (2.10) and an input u, we say that Θ constitutes
• a first-order identifiable parameterization if there exists Ñ ∈ N, such that
∀θ, θ̃ ∈ Θ, and N > Ñ , it holds that
µ(U ; θ) = µ(U ; θ̃) ⇔ θ = θ̃.

(4.48)

• a second-order identifiable parameterization if there exists Ñ ∈ N, such that
∀θ, θ̃ ∈ Θ, and N > Ñ , it holds that
µ(U ; θ) = µ(U ; θ̃), Σ(U ; θ) = Σ(U ; θ̃) ⇔ θ = θ̃.

(4.49)

The definition of identifiability involves the used input. In the linear case, the
first-order condition (4.48) is analogous to identifiability conditions for OE models,
and the second-order condition (4.49) is analogous to identifiability conditions when
the plant model G and the noise model H share parameters (see [153, Chapter 8]).
Note that the user is free to restrict the definition of the identifiability property
to a subset of Θ. For instance, the model y t = (ut−1 + θwt )2 + v t where wt is a
stationary process with zero mean and unit variance and where v t has zero mean
(then E[y t ; θ] = u2t−1 + θ2 ∀t) is not parameter identifiable over Θ = (−a, a) for any
positive real a, but is first-order identifiable over Θ = (0, a).
Remark 4.3.
• In the PEM literature, a martingale difference exact model for the output
process is usually assumed. Under this assumption, the conditional mean
of the outputs is readily available; i.e., the optimal predictor has a (directly
parameterized) standard form ŷ t∣t−1 (θ) = ψt (D t−1 ; θ), θ ∈ Θ and t ∈ N. If there
exists θ○ ∈ Θ, the prediction error process et (θ○ ) = y t − ŷt∣t−1 (θ○ ) is a martingale
difference and E[et (θ○ )∣e0 (θ○ ), . . . , et−1 (θ○ ); θ○ ] = 0. This is not the case for
the predictors used in this thesis; for example, the prediction error process
due to the linear MMSE predictor (the linear innovation process) is merely
orthogonal. Note that if it were a martingale difference (or independent), then
the linear MMSE predictor would be in fact the unrestricted MMSE predictor.
• Assuming that the (appropriate) identifiability assumption given above holds,
the PEMs defined in the previous section satisfy
θ○ = arg min E○ [VN (θ)],
θ∈Θ

∀N ∈ N.

(4.50)

See the discussions under the definitions of the predictors in Section 4.4.
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We now state our main consistency theorems.

Theorem 4.6 (Consistency of the OL-QPEM and the OL-GPEM estimators).
Suppose that the true system, given by Assumption 2.2, is r-stable with r = 4. Assume
that the input u is such that Θ constitute a second-order identifiable parameterization,
and that the OL-predictor is uniformly stable. Then, the OL-QPEM estimator (4.31)
a.s.
is strongly consistent; i.e. θ̂ N Ð→ θ○ as N → ∞.
Moreover if, in addition, the parameterization is such that the linear innovations
covariances are continuously differentiable and uniformly bounded in t and θ, then
the OL-GPEM estimator (4.33) is strongly consistent.
Proof. First observe that the OL-QPEM estimator and the OL-GPEM estimator
satisfy (see Section 4.4)
θ○ = arg min E○ [VN (θ)],
θ∈Θ

∀N ∈ N,

(4.51)

and due to the identifiability assumption, θ○ is a unique minimizer when N is
sufficiently large. Moreover, for both estimators, due to the form of VN (θ), the
compactness of Θ and the continuity of E○ [VN (θ)] over Θ, it holds that for every
 > 0, there exists δ > 0 such that
min

{θ∈Θ∶∥θ−θ ○ ∥≥}

E○ [VN (θ)] − E○ [VN (θ○ )] > δ

(4.52)

for all sufficiently large N . Consequently,
min

{θ∈Θ∶∥θ−θ ○ ∥≥}

VN (θ) − VN (θ○ ) ≥

min

{θ∈Θ∶∥θ−θ ○ ∥≥}

+

[VN (θ) − E○ [VN (θ)]]

min

[E○ [VN (θ)] − E○ [VN (θ○ )]]

{θ∈Θ∶∥θ−θ ○ ∥≥}

+ [E○ [VN (θ○ )] − VN (θ○ )]
≥

min○

{θ∈Θ∶∥θ−θ ∥≥}

[E[VN (θ)] − E○ [VN (θ○ )]]

(4.53)

− 2 sup ∣VN (θ) − E○ [VN (θ)]∣
θ∈Θ

>0

a.s. for sufficiently large N ,

where we used (4.52) and Lemma 4.5 to deduce the last inequality. However, by the
definition of θ̂ N and the conditions on `, it holds that
VN (θ̂ N ) − VN (θ) ≤ 0

∀θ ∈ Θ and every N,

particularly for θ = θ○ . Then, in the view of (4.53), it must hold that ∥θ̂ N − θ○ ∥ < 
a.s.
a.s. for all sufficiently large N . But since  was arbitrary, this means that θ̂ N Ð→ θ○
as N → ∞, and thus DI = {θ○ } and the estimators are strongly consistent.
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In cases where the stronger condition of first-order identifiability holds, consistency of the OE-QPEM and the OE-WQPEM estimators can be established.
Theorem 4.7 (Consistency of the OE-QPEM and the OE-WQPEM estimators).
Suppose that the true system, given by Assumption 2.2, is r-stable with r = 4. Assume
that the input u is such that Θ constitutes a first-order identifiable parameterization,
and that the OE-predictor satisfies the first two conditions of Definition 4.9. Then,
the OE-QPEM estimator (4.34) and the OE-WQPEM estimator (4.35) are strongly
a.s.
consistent; i.e. θ̂ N Ð→ θ○ as N → ∞.
Proof. The proof follows the proof of Theorem 4.6.
Remark 4.4. An equivalent proof of the consistency may be obtained by reducing
(4.47), the defining inequality of DI , into an equality; e.g., in the OL-QPEM case to
̂ (θ○ ) − Y
̂ (θ)∥2 = 0, θ ∈ DI , and then showing, using
the equation lim inf N →∞ N1 E○ ∥Y
the identifiability conditions, that it can only be satisfied at θ○ (see [149] or [151]).

4.5.2

Asymptotic normality

Subject to a strengthening of the hypotheses of the consistency theorems in Section
4.5.1, it is possible to establish that the OL-QPEM, OL-GPEM, OE-QPEM and
OE-WQPEM estimators are asymptotically normally distributed around θ○ . The
additional conditions are used to ensure that V ′′N (θ) asymptotically behaves as
E○ [V ′′N (θ)] uniformly over √
Θ, and that the derivative V ′N (θ○ ) is asymptotically
normal when multiplied by N and normalized [148].
Condition 4.2 (Conditions for asymptotic normality).
C1. The underlying system is r-stable with r > 4.
C2. The predictors are three times continuously differentiable with respect to θ,
such that the derivatives satisfy the second and third conditions in Definition
4.9.
C3. The criterion functions are three times continuously differentiable with respect
to θ, and twice continuously differentiable with respect to e such that for all
θ ∈ Θ and t ∈ N there exists c1 , c2 < ∞ such that
k

2

∂
∂
1. ∥ ∂θ
k ∂e2 `(e, t; θ)∥ ≤ c1 ,

k = 0, 1,

k

k = 0, 1, 2,

k

k = 1, 2, 3.

∂
∂
2. ∥ ∂θ
k ∂e `(e, t; θ)∥ ≤ c1 ∥e∥,
∂
2
3. ∥ ∂θ
k `(e, t; θ)∥ ≤ c1 ∥e∥ + c2 ,

Note that these conditions are modified versions of those in [148, page 33], to
allow for the OL-GPEM criterion function. Apart from an increased smoothness
requirement on the parameterization of the predictor and the criterion function, the

96

Linear Prediction Error Methods

additional set of conditions C1-C3 requires the second and third derivatives of the
predictor to have the uniform stability property.
The criterion functions of the PEM instances defined in the previous section are
all quadratic in e. In the case of OL-GPEM, the criterion function is parameterized
by θ, and the covariances Λt (θ) have to be three times continuously differentiable
and uniformly bounded according to the above conditions. This translates into a
smoothness requirement on the parameterization of the covariance of the model.
Theorem 4.8 (Asymptotic normality). Assume that, in addition to the hypotheses
of Theorem 4.6 and Theorem 4.7, Condition 4.2 is satisfied. Furthermore, let
WN (θ) ∶= E○ [VN (θ)] and assume that for some δ > 0 and some N0 ∈ N,
′′
WN
(θ) ≻ δI,

∀θ ∈ Θ, ∀N > N0 .

(4.54)

Introduce the matrices
′′
′′
PN ∶= [WN
(θ○ )]−1 UN [WN
(θ○ )]−1 ,

where

UN ∶= E○ [N V ′N (θ○ )(V ′N (θ○ ))⊺ ].

Assume that PN ≻ δI and UN ≻ δI for some δ > 0 and all sufficiently large N . Then
√
−1
N PN 2 (θ̂ N − θ○ ) ↝ N (0, Id ) as N → ∞,
(4.55)
where the symbol ↝ denotes convergence in distribution, Id denotes the identity matrix of size d, and where θ̂ N denotes the OL-QPEM, the OL-GPEM, the OE-QPEM
or the OE-WQPEM estimator and V(θ) denotes the corresponding identification
criterion.
Proof. The proof is due to Ljung and Caines [148]. As with Lemma 4.5, the proof
of the asymptotic normality remains valid under the modified condition C3. In
particular, Lemma 3 in [148] still holds true.
The condition in (4.54) requires the strict convexity of the criterion functions
VN (θ) over the whole postulated set Θ for sufficiently large N , which might seem
quite restrictive. However, one may think of it as restricting the minimization
problem to a local neighborhood of θ○ (using a good initial candidate θ(0) in the
iterative minimization algorithm).
In (quasi-)stationary ergodic scenarios where the average criterion WN (θ) →
¯ uniformly in θ as N → ∞ and the matrices UN → Ū as N → ∞ such that the
W(θ)
√
limit is invertible, it is not difficult to show that N (θ̂N − θ○ ) ↝ N (0, P ) as N →
∞, where P = [W̄ ′′ (θ○ )]−1 Ū[W̄ ′′ (θ○ )]−1 is the asymptotic covariance matrix of the
estimator. In such cases, it is possible to derive an expression for P that can be
used for the design of an optimal criterion for a given predictor function; i.e., a
criterion that leads to a minimal P with respect to the usual partial ordering of
positive semidefinite matrices (see [253] for the LTI case).
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With no (quasi-)stationarity assumptions, an optimality analysis can be done, in
the same spirit, by studying the normalizing sequence of matrices {PN ∶ N ∈ N}. The
scalar function ` to be preferred is the one corresponding to a minimal normalizing
−1/2
sequence; in other words, the one leading to the largest normalization factors PN
such that the convergence in (4.55) still holds. However, computing the expressions
of PN requires the knowledge of up to the fourth moments of the linear innovation
process for t = 1, . . . , N . We will return to this problem in Chapter 6.

4.6

Examples

We now demonstrate the performance of the methods proposed in Section 4.4, in
comparison to the current-state-of-the-art, using a couple of examples. The estimated
models are single-input single-output models; but it should be clear that the methods
cover the multiple-input multiple-output case as well.

4.6.1

First-order bi-modal nonlinear state-space model

In this example, we demonstrate the asymptotic properties of the PEM estimators
defined in Section 4.4 and compare their performance to the current state-of-the-art
ML method [145]. Suppose that the true model is described by the relations
xt+1 = θ○ xt + ut + wt ,
yt =

x2t

+ vt ,

x1 = 0,

(4.56)

t ∈ N,

where θ○ = 0.7, wt ∼ N (0, λw ), v t ∼ N (0, λv ) for all t, in which λw = 1, and
λv = 0.1 such that w and v are mutually independent. Let the input be a known
realization of a standard Gaussian process and assume that λw and λv are known.
To obtain an identifiable parameterization, let Θ ∶= [, 1 − ] for a small positive .
The model in (4.56) is a stochastic Wiener model with a single output; the
static nonlinearity is a second-order monomial which makes the problem challenging.
In particular, note that the posterior distribution of the state is bi-modal, and
that the MMSE predictor and the likelihood function are analytically intractable.
Nevertheless, as was shown earlier, it is possible to compute the first two moments
of y analytically; thus, the OL-predictor and the OE-predictor are given in terms of
closed-form expressions. Let us use the vector notation
i.i.d.

i.i.d.

Y = X2 + V
= (F (θ)W + F (θ)U )2 + V ,
⎡ w ⎤
⎢ 0 ⎥
⎢
⎥
W = ⎢⎢ ⋮ ⎥⎥ ,
⎢
⎥
⎢wN −1 ⎥
⎣
⎦

⎡v ⎤
⎢ 1⎥
⎢ ⎥
V = ⎢⎢ ⋮ ⎥⎥ ,
⎢ ⎥
⎢v N ⎥
⎣ ⎦

⎡
⎢ 1
⎢
⎢ θ
⎢
F (θ) = ⎢
⎢ ⋮
⎢
⎢ N −1
⎢θ
⎣

0
1
⋱

θN −2

...
...
...

⎤
0⎥
⎥
0⎥⎥
⎥
⎥
⎥
⎥
1⎥⎦
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and recall that we apply the exponent entry-wise. Then,
µ(U ; θ) = E[X 2 ; θ] = E[(F (θ)W + F (θ)U )2 ; θ]
= E[(F (θ)W )2 + (F (θ)U )2 + 2(F (θ)W ) ○ (F (θ)U ); θ]
= λw F (θ2 )1 + (F (θ)U )2 ,
where the symbol ○ denotes the Hadamard (entry-wise) product; for the last equality,
we used E[(F (θ)W )2 ; θ] = λw F (θ2 )1. Moreover,
Σ(U ; θ) = cov(X 2 , X 2 ; θ) + λv IN
because w and v are mutually independent. Due to the assumption that w is
Gaussian, the ij th -entry of cov(X 2 , X 2 ) is given by
λ2w [M (θ)]ij + 4λw [(F (θ) ○ F (θ)U )(F (θ) ○ F (θ)U )⊺ ]ij − λ2w [(F (θ2 )1)(F (θ2 )1)⊺ ]ij
for all i, j ∈ {1, . . . , N }, where M (θ) is a symmetric matrix whose entries are given
by
2
⎧
⎪
θ2t − 1
⎪
⎪
⎪
3
(
)
, if i = j = t
⎪
⎪
⎪ θ2 − 1
[M (θ)]ij ∶= ⎨
⎪
⎪
(1 − θ−2i )(3θ2(j+i) − 2θ2j − θ2i )
⎪
⎪
⎪
, if j > i.
⎪
⎪
(θ2 − 1)2
⎩

We conducted MC simulations using 1000 data sets, corresponding to independent
realizations of w, v and the input, for values of N between 100 and 2000. For each N
and each data set, we computed the OE-QPEM, OL-GPEM, OL-QPEM estimators
in addition to the following two versions of the OE-WQPEM estimator:
OE-WQPEM:

arg min ∥Y − µ(U ; θ)∥2Σ−1 (U ;θ̂
θ∈Θ

OE-WQPEM(true weight):

arg min ∥Y
θ∈Θ

OE )

− µ(U ; θ)∥2Σ−1 (U ;θ○ )

where θ̂OE denotes the OE-QPEM estimate computed using the same data set.
This is to examine the role of weighting on the accuracy (see Chapter 6). For
comparison, we also computed the MLE approximated using a SAEM algorithm,
based on a conditional PF with ancestor sampling (CPF-SAEM) as in [145] (see
Section 3.4). For the SAEM algorithm, we used 20 particles and 2000 iterations; the
step size for the stochastic approximation step is γi = 0.98 ∀i ≤ 100 and γi ∼ i−0.7 for
100 < i ≤ 2000. To improve the convergence rate, we applied Polyak averaging (see
[183]) over the last 500 iterations. The OL-QPEM and OL-GPEM problems were
solved using a quasi-Newton algorithm (fminunc in Matlab 2017a). The OE-QPEM
and OE-WQPEM problems were solved using the Levenberg-Marquardt algorithm
(lsqnonlin in Matlab 2017a). To ensure stability, the one-to-one transformation
θ = 1/(1 + exp (−τ )) was used during optimization. In all cases, the problems were
initialized at θ○ to avoid possible local solutions.
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The simulation results are reported in Figure 4.9; they clearly indicate the
consistency of all the six estimators. The accuracy of the OL-QPEM and OL-GPEM
estimators lie between that of the OE-QPEM estimator and the MLE. The MSE of
the OE-WQPEM estimator almost coincides with the OE-WQPEM(true weight)
estimator and comes very close to that of the asymptotically efficient MLE; the
difference at N = 500 is 1.3 × 10−4 and at N = 1000 is only 8.8 × 10−5 . However, the
average time for computing the OE-WQPEM estimator is 1.8 seconds, compared
to 135 seconds for the MLE (OE-WQPEM is about 70 times faster here)9 . It is
also of interest to observe that the accuracy of the OE-WQPEM estimator is better
than both the OL-QPEM and OL-GPEM estimators. A detailed explanation of this
behavior is given in Chapter 6.

10-2

OE-QPEM
OL-GPEM
OL-QPEM
OE-WQPEM
OE-WQPEM (true weight)
CPF-SAEM (~MLE)

10-3

10-4
102

103
N

Figure 4.9: The MSE of six different estimators for the model in (4.56), approximated
using 1000 MC realizations.

4.6.2

Application to a real-data benchmark problem

In this part, we consider a recent challenging real-data benchmark problem provided
by [201]. The benchmark data10 was generated using an electronic circuit representing a stochastic Wiener-Hammerstein (WH) model with a saturation nonlinearity.
To test the performance of the estimated models, two test data sets measured with
wt = 0 are provided: the outputs due to a random multisine input, and the outputs
9 These

values are obtained using a personal laptop with 2.7 GHz Intel Core i7 processor and
8 Gbyte RAM operated by Windows 7 SP1. They are averages over 100 data sets when N = 2000
and θ○ is used to initialize the algorithms.
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due to a sine-sweep input. To allow for comparison of different models and methods,
the following performance measure is used [201]
RMSEN

¿
Á1 N
À ∑ (y − ȳ )2 ,
=Á
t
t
N t=1

in which yt is the estimated model simulated output due to the inputs of the test
data, and ȳt is the output of the test data due to the same input.
The problem has two main challenges: (i) the contribution of the process disturbance is large, (ii) the LTI model succeeding the saturation is not stably invertible;
therefore the nonlinearity is not directly accessible using the available data. Both
the input and the output signals are measured; however, the measurement noise
is relatively small compared to the process disturbance and may be ignored. The
objective is to use the measured data to identify a model of the circuit. While the
absence of measurement noise poses a challenge for SMC methods (see [224]), the
OE-QPEM estimator is straightforward to apply as we now show.
The OE-QPEM problem
Consider a SISO stochastic WH model, as in Figure 4.10, where the output is defined
by the relations
y t = G2 (q; θ)z t , t = 1, 2, 3 . . .
z t = f (xt ; θ)

(4.57)

xt = G1 (q; θ)ut + wt ,
wt = H(q)εt ,

in which G1 (q, θ) and G2 (q, θ) are stable rational functions with known order, and
f is a parameterized nonlinear function. Suppose that the input is known and that
v t and wt are zero mean stationary stochastic processes, whose distributions may
be parameterized by θ, such that y t has a finite mean value for all t.

wt
ut

G1(q; θ)

xt

f (·; θ) z t

G2(q; θ)

yt

Figure 4.10: A stochastic Wiener-Hammerstein model. The blocks G1 , G2 are LTI
models and f is a static nonlinearity.

Using (4.57), the OE-predictor is given by
ŷt∣t−1 (θ) = G2 (q; θ)E[f (z t ; θ); θ] = G2 (q; θ)E[f (G1 (q; θ)ut + wt ; θ); θ],
10 publicly

available at http://www.nonlinearbenchmark.org/
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where the expectation is with respect to wt . The OE-QPEM estimator given as
θ̂ N = arg min ∥y t − G2 (q; θ)E[f (G1 (q; θ)ut + wt ; θ); θ]∥22 .
θ∈Θ

In general, the minimizers have no closed-form expressions, and numerical optimization routines have to be used. Therefore, a good initial guess of θ○ is required, in
particular when a local optimization algorithm, such as the quasi-Newton algorithm
or Levenberg-Marquardt algorithm, are used.
An initialization algorithm
It has been shown in [81] that the Best Linear Approximation (BLA) (see Section
4.3.3) converges almost surely to the concatenation of the two LTI blocks of the WH
model, modulo a scalar parameter, even when wt is present. Therefore, one may use
the BLA to obtain an initial estimate of G1 (q; θ)G2 (q; θ) up to a scalar multiple,
and then use an algorithm similar to the one introduced in [208] to find estimates
of G1 , G2 and f . Observe that applying the algorithm in [208] (which is known as
the best split algorithm) when w ≠ 0 will result in biased estimators; see [82].
Our idea is simply to use the OE-QPEM: for each possible split of the BLA,
a WH model is estimated by estimating the nonlinearity using the OE-QPEM
estimator, and the split with the minimum OE-QPEM criterion is selected. The
effectiveness of this method was illustrated on a couple of simulation examples in
[2]. It is not difficult to see that the same arguments used for the consistency proof
in [208] can be used to show the consistency of the proposed extension.
Estimation results
To estimate a model, we used the multisine experiments11 provided in the benchmark
data. There are 10 independent multisine experiments, each of which corresponds to
two steady-state periods with N = 8192. The first experiment was used to identify a
BLA model in the time-domain using the oe function in Matlab 2017a; then, the
best split of the estimated BLA was found using the OE-QPEM estimator and the
same data. The nonlinearity is modeled by a sigmoid function of the form
f (x; θ) =

L
L
− .
1 + exp (−kx) 2

Observe that the expected value of f (x; θ) with respect to x, can be well approximated using either numerical integration or the normal cumulative distribution
function when x is Gaussian12 . The following initial values were used in the splitting
algorithm: L = 0.05, k = 1, and λw = 0.25, and the number of poles for each LTI
11 Stored

in the benchmark data file WH EstimationExample.mat.
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Table 4.1: The RMSE of the model estimated using the multisine input11 . The result
in the third column was obtained using the 7th multisine experiment (see the text).

Swept-sine
Multisine

BLA

BLA+NL

0.0281
0.0339

0.0127
0.0261

OE-QPEM
(exp. 7)
0.0116
0.0171

OE-QPEM
(all data)
0.0091
0.0148

model was fixed to 3, and only strictly causal splits were allowed. The obtained
estimate is then used to initialize the OE-QPEM problem.
To solve the OE-QPEM problem, the estimation data from the 10 multisine
experiments were concatenated to obtain a long data set of length N = 81920. Figures
4.11 and 4.12 compare the simulated output of the final estimated model against
the two provided test data sets (those are measured when w = 0). The estimated
nonlinearity is shown in Figure 4.13. The RMSE of the residuals is reported in Table
4.1. The first column gives the RMSE of the BLA, and the second gives the RMSE
of the initial model. The values in the third column are obtained when only the 7th
multisine experiment is used; this is the smallest RMS value over the 10 multisine
experiments. The last column shows the RMSE of the final model, when all the data
is used. The estimation time (on a personal laptop13 ) is about 10 seconds for one
experiment (N=8192), and about 30 seconds when all the data is used (N = 81920).
Furthermore, with the same initial model, we estimated models using the first
10 experiments of the modulated multisine data sets14 . Here, N = 65536 for each
experiment; the obtained RMSEs are given in Table 4.2. The best result was achieved
using the second experiment, and in all cases the total estimation time was about
30 seconds.
The accuracy of the model obtained using the proposed OE-QPEM estimator
is comparable to those reported in [224, Table 1] and [82, Section 4.2] for models
estimated using approximate ML methods. Observe that, due to the negligible
measurement noise, the above benchmark problem is challenging for methods based
on PF algorithms [224]. While the computational time of the OE-QPEM proposed
here is a matter of seconds, the computational time of the method reported in [224]
is a few hours.

1
x
approximation for 1−exp(−x)
when x is a standard Gaussian random variable is Φ( 1.702
)
where Φ is the cumulative distribution function of the Gaussian distribution. The maximum error
is 0.0095 at x = ±0.57 (see [18]).
13 Operated by a 2.7 GHz Intel Core i7 processor and 8 Gbye RAM, while running Windows 7
Enterprise SP1
14 Stored in the benchmark data file WH Triangle2 meas.mat. It contains 50 independent experiments of modulated multisine inputs with a triangular envelope.
12 An
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output (V)

Test data: Sine-sweep
Meas
Sim

0.2
0
-0.2
-0.4
0

0.01

0.02

0.03

0.04

0.05

0.06

0.07

time (s)

Figure 4.11: The first part of the swept-sine test data: the measured is in blue, and
the simulated is in red. Observe how the simulated output follows closely the test data.

output (V)

Test data: Multisine
Meas
Sim

0.2
0
-0.2
-0.4
0.05

0.06

0.07

0.08

0.09

0.1

time (s)

Figure 4.12: A part of the multisine test signal: the measured is in blue, and the
simulated is in red. Observe how the simulated output follows closely the test data.

5

10-3

output of the nonlinearity

Initial
OE-QPEM

0

-5
-5

0

5

input of the nonlinearity

Figure 4.13: In blue: the estimate obtained using the best split of the BLA. In red:
the OE-QPEM estimate obtained using a concatenation of the multisine data.
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exp 1
0.0074
0.0155

exp 2
0.0072
0.0143

exp 3
0.0085
0.0262

exp 4
0.0074
0.0190

exp 5
0.0084
0.0243

exp 6
0.0097
0.0264

exp 7
0.0089
0.0237

exp 8
0.0073
0.0185

exp 9
0.0082
0.0150

exp 10
0.0086
0.0252

Table 4.2: The RMSE of the models estimated using the OE-QPEM estimator and a triangularly modulated multisine input14 .
Here, N= 65536 and the estimation time is about 30 seconds for a single experiment. The used initial value is the same as the
one used for the results in Table 4.1: a BLA model is estimated using the first experiment in the multisine data set.

Swept-sine
Multisine
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Relation to Maximum Likelihood Methods

It is also possible to arrive at the estimators defined in Section 4.4 through the use
of misspecified models. Let us, incorrectly, assume that
Y = µ(U ; θ) + Z

(4.58)

where Z ∼ N (0, IN ). Then the likelihood function is given by
N

p1 (Y ; θ) = ∏
t=1

1
(2π)

dy
2

1
exp (− ∥y t − ŷt∣t−1 (θ)∥22 ) ,
2

(4.59)

where ŷt∣t−1 (θ) is the OE-predictor, and we see that the OE-QPEM estimator
maximizes this function. Likewise, the more refined model
1

Y = µ(U ; θ) + L(U ; θ)Λ 2 (U ; θ)Z,

(4.60)

i.e., a Gaussian model with the same first and second moments as the true model,
gives the likelihood function
p2 (Y ; θ) =

√
det Σ−1 (U ; θ)
1
exp (− ∥Y − µ(U ; θ)∥2Σ−1 (U ;θ) )
√
2
(2π)dy N

(4.61)

where Σ−1 (U ; θ) = L−⊺ (U ; θ)Λ−1 (U ; θ)L−1 (U ; θ), and we see that the OL-GPEM
estimator maximizes this function. Similarly, it can be shown that the OE-WQPEM
estimator maximizes a function on the same form as (4.61) where Σ−1 (U ; θ) is
replaced by the weighting matrix M defining the OE-WQPEM estimator.
From this exercise, we obtain some insight into why our estimators are consistent:
the distribution of the error term is misspecified but, as in the linear case (e.g., for
OE models; see Section 4.3.2), this is not critical for consistency, but only hampers
asymptotic efficiency.
Notice that the OE-QPEM estimator ignores any possible correlation in time
or in space: the model (be it full or partial) is used only to specify the mean
value of the individual outputs. To further clarify this, suppose that the output is
multidimensional and denote the k th output at time t as y t (k) ∶= [y t ]k and observe
that (4.59) is equal to
N

p1 (Y ; θ) = ∏ p1 (y t ; θ),

(4.62)

dy
1
1
2
p1 (y t ; θ) ∶= ∏ √ exp (− (y t (k) − [ŷt∣t−1 (θ)]k ) )
2
2π
k=1

(4.63)

t=1

where

is a Gaussian likelihood function for the individual outputs.
The above interpretations show that it is in fact possible to obtain consistent
estimators using general models that misspecify the dependence structure of the
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data (in time and in space) as long as some marginal model is correctly specified;
see (4.58) and compare to (4.60). For instance, instead of maximizing (4.62), two
alternative estimators may be defined as the global maximizers of
N

dy

p3 (Y ; θ) = ∏ ∏ √
t=1 k=1

2

1
2π [σt (θ)]kk

⎛ 1 (y t (k) − [ŷt∣t−1 (θ)]k ) ⎞
exp −
[σt (θ)]kk
⎠
⎝ 2

(4.64)

and
N

p4 (Y ; θ) = ∏ √
t=1

1

1
exp (− ∥y t − ŷt∣t−1 (θ)∥2σt (θ) )
2
2π det[σt (θ)]

(4.65)

respectively, where the matrix σt (θ) represents the covariance of y t (the tth dy × dy
diagonal block of Σ(U ; θ)). An asymptotic analysis, identical to that of the OLGPEM in Section 4.5, may be used to establish their convergence and, with a slightly
modified version of the identifiability conditions, their consistency.
An alternative approach is to use the marginal distributions of [y]k to define the
criterion function; that is, the true marginal likelihoods given by the PDFs of y t (k),
for all t, k. In this case, the criterion function of the resulting estimator, which we
call the marginal MLE, does not have the form of a Gaussian likelihood function
in general. However, it is given by a product of scalar integrals regardless of the
values of N and dy . Therefore, it may be evaluated efficiently using deterministic
numerical integration.
Definition 4.12 (The marginal MLE). The marginal ML estimator is defined as
θ̂ N = arg min
θ∈Θ

N dy

− ∑ ∑ log(p(y t (k); θ))

(4.66)

t=1 k=1

where p(y t (k); θ) is the PDF of y t (k).
Observe that, using Wold’s decomposition, the outputs are given by
y t = E[y t ; θ] + ζ t ,

t∈Z

(4.67)

in which ζ t is an Rdy -valued random variable with zero mean and some PDF pζ t ;
it depends on θ and the used input {uk }tk=1 . As a matter of fact, the process ζ is
the PE process defined by the OE-predictor. Let the PDF of the k th entry of ζ t be
denoted as pζ t (k) (ζ t (k); θ). Then, the true marginal likelihood functions are given
as
p(yt (k); θ) = pζ t (k) (ζt (k); θ)
(4.68)
= pζ t (k) (yt (k) − E[y t (k); θ]; θ)
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Thus, the marginal ML estimator is equivalently given by solving a PEM problem
defined using the following partial probabilistic model (see [153, Section 5.7])
ŷt∣t−1 (θ) ∶= E [y t ; θ] ,

OE-predictor:

ζ t = yt − ŷt∣t−1 (θ),

PE process:

(4.69)

N dy

Cost function: − ∑ ∑ log pζ t (k) (ζ t (k); θ)
t=1 k=1

In other words, we obtain an Output-Error PEM estimator similar to (4.34)—except
that instead of using a time- and parameter-independent squared Euclidean norm,
the criterion function here is defined using the true negative marginal log-likelihood
functions, which are input- and parameter-dependent.15
One may think that using a marginal MLE may be preferred over the OE-QPEM,
since the former makes use of the true marginal distribution of the output. However,
as we show in the following example, this does not hold in general (also see Chapter
6). To demonstrate this, we will use the MIMO stochastic Wiener model depicted
in Figure 4.14.
Example 4.7. Consider a MIMO Wiener with two inputs and two outputs
related by the equations
y t (1) = f1 (z t (1); θ) + v t (1),
z t (1) = G11 (q; θ)ut (1) + G12 (q; θ)ut (2) + wt (1),
wt (1) = H1 (q)εt + ζ t (1),

(4.70)

y t (2) = f2 (z t (2); θ) + v t (2),
z t (2) = G21 (q; θ)ut (1) + G22 (q; θ)ut (2) + wt (2),
wt (2) = H2 (q)εt + ζ t (2),

t = 1, 2, 3, . . .

in which the transfer operators
bij

Gij (q, θ) =
H1 (q) =

1 + aij q
0.7

1 − 0.2 q

−1

+0.8 q

−1

,

,
−2

i, j ∈ {1, 2},
H2 (q) =

0.75 − 1.2 q
1 − 0.2 q

−1

−1

+0.5 q

−2

,

and the nonlinear functions
f1 (x; θ) = f2 (x; θ) =

L
L
−
1 + exp (−cx) 2

15 Consistency and asymptotic normality of the marginal ML estimator can be established using
the arguments of Section 4.5 if (i) the conditions on the data and the OE-predictor that were used for
the OE-QPEM analysis hold (ii) the identifiability condition p(yt (k); θ) = p(yt (k); θ○ )∀k, yt ⇐⇒
θ = θ○ , ∀θ○ ∈ Θ, holds and (iii) the criterion functions {`(e, t; θ) ∶= − log(pζ t (e, t; θ))}, where ζ t is
as in (4.68), satisfy condition C3 in Condition 4.2. However, condition (iii) does not seem simple
to verify for general models.
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vt(1)

ζt(1)
ut(1)

+

zt(1)

yt(1)

f1(·; θ)

+

f2(·; θ)

+

ζt(2)

G(q; θ)
ut(2)

zt(2)

+

H2

yt(2)

vt(2)

H1

εt
Figure 4.14: 2-inputs 2-outputs stochastic Wiener model with colored process noise.

represent saturations at the outputs. The inputs u(1) and u(2) are known
independent realizations of standard Gaussian processes. The noise processes
v(1), v(2), and the disturbance ε are independent and mutually independent
stationary Gaussian processes with zero mean and variance 0.1. The disturbances ζ(1) and ζ(2) are independent and mutually independent stationary
Gaussian process with zero mean and variances 4.9 and 3.6 respectively; they
are independent of v(1), v(2) and ε. Therefore, the process disturbances wt (1)
and wt (2) are zero mean stationary processes with variances λw(1) = 5.04 and
λw(2) = 3.84 (rounded to the second decimal digit).
For this model, the process disturbances are clearly colored and dependent;
thus, the outputs of the model are colored and dependent as well. The parameters
of the models are constrained to ensure stability: ∣aij ∣ < 1, i, j ∈ {1, 2} and the
value c in the nonlinearity is assumed known and is fixed to 1. The true parameter
is fixed to
θ○ = [a11

a12

a21

a22

b11

b12

= [0.5

0.1

−0.8

0.7

4.9

2.1

b21 b22
−1.2

3

L]
2] .

These choices lead to a difficult problem where the disturbances saturate outputs
which would otherwise be in the (almost) linear part of the nonlinearity.
We made a MC simulation experiment using 1000 data sets, corresponding
to different realizations of the disturbances and noise, for increasing values of N
ranging from 200 to 1600. The parameter vector θ was estimated using three
different methods: the marginal MLE, the OE-QPEM estimator, and a PEM
ignoring w completely. The optimization problems were initialized at θ○ to avoid
possible local solutions. The results are reported in Table 4.3 and Figures 4.15
and 4.16.
The simulation results indicate that the marginal ML estimator is consistent
and asymptotically normal. However, the OE-QPEM estimator performs better
in the current example.
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Figure 4.15: The MSE of the marginal MLE and the OE-QPEM estimator for the
model in (4.70)
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Figure 4.16: Unnormalized histograms of 1000 independent realizations of the
marginal MLE with fitted Gaussian PDFs when N = 1200; the results indicate that
the estimator is asymptotically normal about the true parameter in this case.
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Table 4.3: The mean value and the standard deviations of the three estimators
approximated based on 1000 MC simulations when N = 1200.

True

Marginal ML

OE-QPEM

PEM ignoring w

a11 = 0.5
a12 = 0.1
a21 = −0.8
a22 = 0.7
b11 = 4.9
b12 = 2.1
b21 = −1.2
b22 = 3
L= 2
λw(1) = 5.04
λw(2) = 3.84

0.499 ± 0.015
0.097 ± 0.053
−0.798 ± 0.016
0.700 ± 0.011
4.943 ± 0.373
2.114 ± 0.194
−1.205 ± 0.109
3.001 ± 0.209
1.999 ± 0.022
5.081 ± 0.772
3.822 ± 0.508

0.499 ± 0.016
0.098 ± 0.057
−0.798 ± 0.018
0.700 ± 0.012
4.913 ± 0.286
2.100 ± 0.164
−1.201 ± 0.098
2.994 ± 0.172
1.991 ± 0.026
5.032 ± 0.103
3.840 ± 0.043

0.500 ± 0.017
0.103 ± 0.057
−0.799 ± 0.020
0.699 ± 0.012
2.833 ± 0.186
1.214 ± 0.108
−0.748 ± 0.068
1.879 ± 0.115
2.033 ± 0.030
not estimated
not estimated

Remark 4.5. The idea of using a misspecified likelihood function to construct
tractable estimators is not new. It can be traced back to [13, Section 3.3] under
the name of pseudo-likelihood methods, where it was used for data with spatial
dependence, when the likelihood function was unavailable. It has also been suggested
and studied in Econometrics; for example, the asymptotic properties were investigated
in [96] for conditionally independent models.
Gaussian approximation of p(Y , W ; θ)
In this part, we would like to comment on the implicit assumption made by the
proposed PEMs regarding the joint distribution of Y and the latent process W
(e.g., or the state X). Recall that the likelihood function is given by marginalizing
p(Y , W ; θ) with respect to W , and that p(Y , W ; θ) = p(Y ∣W ; θ)p(W ; θ); see (1.5)
in Section 1.2.2 or Section 3.1.
It is not difficult to show that, if p(W ; θ) is a multivariate Gaussian PDF, then
the above arguments can be extended to imply a Gaussian approximation of the
joint PDF p(W , Y ; θ) and the posterior p(W ∣Y ; θ).
As explained above, the OL-GPEM can be seen as the MLE of the model
p(Y ; θ) ≡ N (µ(U ; θ), Σ(U ; θ)).
Let us assume that

p(W ; θ) ≡ N (0, ΣW (θ)).

4.7. Relation to Maximum Likelihood Methods

111

It is easy to conclude that (see Appendix C), for the vectors Y and W to be jointly
Gaussian, it must hold that
⎛⎡⎢ 0 ⎤⎥ ⎡⎢ ΣW (θ)
⎥,⎢
p(W , Y ; θ) ≡ N ⎢
⎝⎢⎣µ(U ; θ)⎥⎦ ⎢⎣ΣY W (U, θ)

ΣW Y (U ; θ)⎤⎥⎞
⎥
Σ(U ; θ) ⎥⎦⎠

(4.71)

in which the covariance ΣW Y (U, θ) is defined (via the model) by
ΣW Y (U, θ) ∶= cov(W , Y ; θ)
and ΣY W (U, θ) = Σ⊺W Y (U, θ).
Even though the proposed methods do not require any reference to the posterior
density of W , (4.71) implicitly defines a Gaussian approximation. Using the standard
results of conditioning Gaussian random vectors, it is easy to see that (4.71) implies
the posterior
p(W ∣Y ; θ) ≡ N (µW ∣Y (θ), ΣW ∣Y (θ))
(4.72)
in which

µW ∣Y (θ) =ΣW Y (U ; θ)Σ−1 (U ; θ) (Y − µ(U, θ)) ,
ΣW ∣Y (θ) =ΣW (θ) − ΣW Y (U ; θ)Σ−1 (U, θ)ΣY W (U ; θ).

The posterior in (4.72) is defined in terms of the first two moments of the model.
Regardless of the number of modes of the true posterior, (4.72) is centered at a
mean value computed via Gaussian conditioning.
In the case of linear Gaussian models, the PDF in (4.72) coincides with the true
posterior of W ; however, in general, they differ. Yet, this does not threaten the
consistency of the estimator. To clarify this, let us consider the following bi-modal
example.
Example 4.8 (Likelihood approximations of a bi-modal model). Consider the
model
y t = (ut−1 + θwt )2 + v t , t ∈ Z,
(4.73)
in which wt ∼ N (0, λw ), v t ∼ N (0, λe ) independent over t and mutually
independent. The input ut = 0.1 for all t, λw = 2, λe = 0.1, and θ = 0.5. We fixed
N = 100 and simulated one realization of the data.
The outputs of this model are independent over time. Therefore Σ(U ; θ) is a
diagonal matrix, and it is easy to compute the mean and the covariance of the
outputs which are available in closed-form:
[µ(U ; θ)]t = E[y t ; θ] = u2t−1 + θ2 λw ,
[Σ(U ; θ)]tt = var(y t ; θ) = λw θ2 (2λw θ2 + u2t−1 ) + λv .
Thus, the criterion function of the OL-GPEM problem (4.33) is available in
closed-form and computing the OL-GPEM estimate is straightforward.
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OE-QPEM cost
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Figure 4.17: On the left: the true negative log-likelihood function (blue) and the
criterion function of the OL-GPEM problem (4.33) (red) of the model in (4.73). On the
right: the true posterior of wt at five selected time points (blue) and the approximation
underlying the OL-GPEM (4.72) (red).
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Figure 4.18: Plots of the true likelihood function (blue) and the misspecified likelihood
(4.61) (red) of the model (4.73). Observe that regardless of the scale, both have very
close global maximizers.

Figure 4.17 shows the true negative-log likelihood and the true posterior of
wt against the posterior implied by the OL-GPEM (4.33). In addition, Figure
4.18 compares the true likelihood function to the misspecified likelihood function
(4.61) underlying the OL-GPEM. The simulation results show that the criterion
functions defining the two considered estimators have the same shape, and, more
importantly, they have very close minimizers. The PEM captures the two global
minimizers of the true negative log-likelihood. However, the PEM estimator is
computationally simpler than the MLE.
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Summary

In Section 4.3, we introduced the OE-predictor and the OL-predictor, and clarified
their relation to second-order LTI equivalent models. It was shown that these
predictors are relatively easy to compute for a large class of models. In Section 4.4,
we defined the OL-QPEM, OL-GPEM, OE-QPEM and OE-WQPEM estimators;
their asymptotic analysis was given in Section 4.5. Our main results, given in
Theorems 4.6, 4.7 and 4.8, establish the consistency and asymptotic normality of
these estimators under standard assumption on the data, and certain regularity and
identifiability conditions on the model. Convergence may also be established in cases
where no true parameter exists (see Lemma 4.5). In Section 4.6, we demonstrated the
performance of the estimators, in comparison to the state-of-the-art, in a simulation
example and a challenging real-data benchmark problem; the results are promising
and indicates (at least in these cases) that the loss of efficiency is not significant, while
the reduction in computational time is considerable. Finally, we gave the methods a
ML interpretation and showed that a marginal ML estimator (see Definition 4.12)
can be seen as a PEM using the OE-predictor and a specific choice for the criterion
function. This estimator, while defined using the true (marginal) likelihood functions,
is not necessary more accurate than the ones introduced in Section 4.3 (see Example
4.7). We will come back to this observation in Chapter 6.

Chapter 5

Simulated Linear Prediction Error Methods
In Chapter 4, we showed that it is possible to compute the OE-predictor and the OLpredictor analytically, using closed-form expressions, for a large class of stochastic
nonlinear dynamical models. However, in general, the computations of the mean
vector and the covariance matrix of the outputs Y may be analytically intractable.
In this case, as we show in this chapter, it is possible to resort to plain MC methods
to obtain approximate solutions. We also discuss the Ensemble Kalman filter, a
SMC algorithm based on Gaussian approximations. We remind the reader that a
brief description of the MC method is given in Appendix A.

5.1

Introduction

Consider a general stochastic parametric nonlinear model defined by
t−1
y t = ft ({uk }k=1
, {ζ k }tk=1 ; θ),

t = 1, 2, . . . , N ∈ N,

(5.1)

as described in (2.10), and assume that Assumption 4.1 holds; that is, that the
input signal is known and independent of the unobserved process ζ (which represent
process disturbances and measurement noises). In order to simplify the notations, let
us use the symbol ζ t to denote the sequence {ζ k }tk=1 and define the (input-dependent)
time-varying function
t
ht (ζ t , θ) ∶= ft ({uk }t−1
k=1 , {ζ k }k=1 ; θ)

(5.2)

such that the model’s output at time t is given as y t (θ) = ht (ζ t , θ). This notation
distinguishes between the data, denoted by y t , and the model’s outputs, y t (θ). Let
us define the vector of outputs
Y (θ) ∶= [y ⊺1 (θ) . . . y ⊺N (θ)]⊺ .
Depending on the model, the expected value E[Y (θ); θ] and the covariance matrix
cov(Y (θ), Y (θ); θ), which are required for the definitions of the OE-predictor and
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the OL-predictor in Chapter 4, may be analytically intractable. Fortunately, for
a large class of models, it may be possible to obtain utile approximations using a
plain MC method. We will assume the following:
Assumption 5.1 (The model can be simulated). The model is such that the unobserved disturbance process ζ has a fully specified probability distribution independent
of θ, denoted as Pζ , such that for every t ∈ N, independent random (MC) samples of
ζ t can be easily generated.
This assumption is not restrictive. First, note that it is a model assumption
and therefore, the user is free to specify Pζ . If it is assumed that a true parameter
θ○ ∈ Θ exists, the correct specification of this distribution will be required in order
to establish consistency. Second, note that the assumption may be relaxed to cover
cases where the distribution is known except for a finite-dimensional parameter,
which we subsume in θ. In that case, without real loss of generality, we assume
that there exist a known distribution Pζ̃ (independent of θ) and known tractable
t
d
(measurable) functions Fζ t (⋅; ⋅) ∶ Rt × Rdθ → Rt such that, ζ t = Fζ t (ζ̃ ; θ) ∀t ∈ N
t
when ζ̃ ∼ Pζ̃ . For example, if ζ t ∼ N (0, Σ) where Σ is an unknown covariance matrix,
t
it is possible to write ζ t = M (θ)ζ̃ where M (θ) is a triangular matrix parameterized
by θ, and ζ˜t ∼ N (0, I).
Monte Carlo simulations
Suppose that Assumption 5.1 holds, and let {ζ tm ∶ m = 1, . . . , M }, be a sequence of
independent random vectors that are copies of ζ t , namely
i.i.d.

ζ tm ∼ Pζ ,

m = 1, . . . , M,

for some M ∈ N. Then, for every θ ∈ Θ and t ∈ N, it is possible to define M
independent copies of the model’s outputs as
(m)

yt

(θ) ∶= ht (ζ tm , θ),

m = 1, . . . , M

and use them to define the vectors
(m)

Y (m) (θ) ∶= [[y 1

(m)

⊺

(θ)]⊺ . . . [y N (θ)]⊺ ] ,

m = 1, . . . , M.

(5.3)

Observe that these vectors are independent and identically distributed copies of
Y (θ). Therefore, MC estimators of the mean vector and the covariance matrix of
Y (θ) can be defined as
µ̂M (U ; θ) ∶=

1 M
(m)
(θ),
∑Y
M m=1

M
⊺
̂ M (U ; θ) ∶= 1 ∑ (Y (m) (θ) − µ̂ (U ; θ)) (Y (m) (θ) − µ̂ (U ; θ)) .
Σ
M
M
M m=1

(5.4)
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The idea is then to replace the intractable mean vector and covariance matrix of
Y (θ), in the definition of the OE-predictor and OL-predictor and their associated
PEM problems (see Section 4.4), by the above MC estimators. We refer to the
resulting methods as Simulated Linear PEMs.

5.2

Simulated Linear PEMs

Let us first define MC estimators of the OE-prediction and OL-prediction, before
using them to define four simulated PEM estimators. The performance and characteristics of a couple of these estimators are then demonstrated in simulation
examples.
Definition 5.1 (Simulated Output-Error Predictor (SOE-predictor)). Suppose that
Assumption 5.1 holds. Then, the simulated OE-predictor is defined as
̂
̂ M (θ) ∶= µ̂ (U ; θ),
Y
M

M ∈ N,

(5.5)

where µ̂M (U ; θ) is defined in (5.3)
̂ M (U ; θ), defined in (5.4), and assume
Consider the covariance matrix estimator Σ
that M is taken sufficiently large such that the estimator is positive definite. Then,
define the unitriangular matrix L̂M (U ; θ) and the diagonal matrix Λ̂M (U ; θ) by the
LDL⊺ decomposition
⊺
̂ M (U ; θ),
L̂M (U ; θ) Λ̂M (U ; θ) [L̂M (U ; θ)] ∶= Σ

(5.6)

and let their inverses be denoted as
−1

−1

−1

−1

L̂M (U ; θ) ∶= [L̂M (U ; θ)]

Λ̂M (U ; θ) ∶= [Λ̂M (U ; θ)]

(5.7)
.

We may now define the simulated OL-predictor.
Definition 5.2 (Simulated MMSE Linear Predictor (SOL-predictor)). Suppose that
Assumption 5.1 holds. Then, the simulated OL-predictor is defined as
̂
̂ M (θ) ∶= (I − L̂−1 (U ; θ))Y + L̂−1 (U ; θ)µ̂ (U ; θ),
Y
M
M
M

M ∈ N,

(5.8)

−1

where µ̂M (U ; θ) is defined in (5.3) and L̂M (U ; θ) is defined by (5.6) and (5.7).
Remark 5.1. Common random numbers may be used for the definition of the
SOE-predictor and SOL-predictors as functions of θ (see Section A.2). In other
words, one fixed realization of the sequence {ζ N
m }m=1 is used ∀θ ∈ Θ.
Next, we define four different simulated PEM estimators.
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Definition 5.3 (The Simulated OL-QPEM (SOL-QPEM) estimator). The simulated
OL-QPEM (SOL-QPEM) estimator is defined as
ˆ
̂
̂ M (θ)∥2 ,
θ̂ N,M ∶= arg min ∥Y − Y
θ∈Θ

(5.9)

̂
̂ M (θ) is the SOL-predictor defined in (5.8), N, M ∈ N.
where Y
Definition 5.4 (The Simulated OL-GPEM (SOL-GPEM) estimator). The simulated
OL-GPEM (SOL-GPEM) estimator is defined as
ˆ
̂
̂ M (θ)∥2 −1
θ̂ N,M = arg min ∥Y − Y

Λ̂M (U ;θ)

θ∈Θ

+log det Λ̂M (U ; θ)

(5.10)

̂
̂ M (θ) is the SOL-predictor defined in (5.8), and the diagonal matrix Λ̂M (U ; θ)
where Y
is defined in (5.6), N, M ∈ N.
Definition 5.5 (The Simulated OE-QPEM (SOE-QPEM) estimator). The simulated OE-QPEM (SOE-QPEM) estimator is defined as
ˆ
̂
̂ M (θ)∥2
θ̂ N,M ∶= arg min ∥Y − Y
θ∈Θ

(5.11)

̂
̂ M (θ) is the SOE-predictor defined in (5.5), N, M ∈ N.
where Y
Definition 5.6 (The Simulated OE-WQPEM (SOE-WQPEM) estimator). Let
M be a θ-independent bounded positive matrix. Then, the simulated OE-WQPEM
(SOE-WQPEM) estimator is defined as
ˆ
̂
̂ M (θ)∥2
θ̂ N,M ∶= arg min ∥Y − Y
M
θ∈Θ

(5.12)

̂
̂ M (θ) is the SOE-predictor defined in (5.5), N, M ∈ N.
where Y
To illustrate the idea, we have the following two examples where we use the
SOL-GPEM estimator that relies on the MC estimators (5.4) of both the mean
vector and the covariance matrix of Y (θ). Common random numbers were used for
the definition of the predictors.
Example 5.1. (Stochastic Wiener model with colored disturbance) Consider
the state-space model
xt+1 = θxt + wt ,
y t = x2t + v t ,
i.i.d.

t ∈ Z,

i.i.d.

where θ = 0.7 and wt ∼ N (0, 0.1), v t ∼ N (0, 0.1) are mutually independent.
For simplicity, assume x0 = 0. The model can be rewritten in the vector form
Y = (X)2 + V = (F (θ)W )2 + V

5.2. Simulated Linear PEMs
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in which the square operator (⋅)2 is applied entry-wise, and
⎡
⎢1
⎢
⎢θ
⎢
F (θ) = ⎢
⎢⋮
⎢
⎢ N −1
⎢θ
⎣

0
1
⋮
θN −2

...
...
⋱
...

⎤
0⎥
⎥
0⎥⎥
⎥.
⋮ ⎥⎥
⎥
1⎥⎦

Even though the state process x is colored and the outputs are dependent,
the model is still simple enough to proceed with analytic computations of the
predictors. However, we will apply the SOL-GPEM estimator here, which makes
use of the MC estimators in (5.4). Figure 5.1 shows the result of a MC simulation
over 1000 independent realizations of w and v for different values of N between
100 and 1000. The number of used sample M is fixed to 105 for each N . As
expected, the simulations indicate the consistency of the estimator.
0.03

MSE

0.02

0.01

0
200

400

600

800

1000

N

Figure 5.1: The average MSE over 1000 MC simulations when the SOL-GPEM
estimator is used, fixed M = 105 .

In the next example, we consider a challenging, highly nonlinear model that has
been used as a benchmark problem for SMC methods.
Example 5.2. (A non-stationary growth model) Consider the nonlinear time
series model given by the relations
y t = 0.05x2t + v t , t = 1, . . . , N,
xt−1
xt = θxt−1 +
+ 8 cos(1.2(t − 1)) + wt−1 ,
1 + x2t−1

(5.13)

and let θ○ = 0.5. Variants of this model have appeared in [30, 95, 124] and
have been considered by many others, see for example [29, 145, 197]. Due to its
nonlinearity and the bi-modal posterior distribution of the state, it has been used
to illustrate the workings of SMC filtering/smoothing algorithms and parameter
estimation methods. Observe that the output equation looks like the ones in
Examples 4.2, 4.4 and 4.8. However, in this instance the state process x is not
white; it is a dependent Markov process generated by w using the recursion in
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SOE-QPEM
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Figure 5.2: A sample of the criterion function of the SOL-GPEM and the SOE-QPEM
estimators of θ in the model in (5.13) (assuming known λw and λv ). On the left: MC
approximation of (4.33). On the right: MC approximation of (4.34).

the second row of (5.13). As a consequence, it is not possible to evaluate the
moments of the outputs analytically, regardless of the distributions of w and v.
To proceed, assume that w and v are independent and mutually independent
Gaussian white noises with zero mean and variances λw = λe = 1, and let
N = 1000. The model can then be written using our vector notation as
Y = 0.05X 2 + V ,
such that V ∼ N (0, IN ) and X ∼ p(X; θ). The PDF of X is constructed using
the Markov property of the model (see (2.16)); p(X; θ) = ∏N
t=1 p(xt ∣xt−1 ; θ).
Now, observe that the expectation E[Y ; θ] = 0.05 E[X 2 ; θ] is analytically
intractable due to the fraction in the state equation. However, the mean value
and the covariance matrix of Y can be estimated via MC simulations. Recall
that sampling according to p(X; θ) is done sequentially, as explained on pages
24 and 26 in Chapter 2.
We solved the SOE-QPEM and SOL-GPEM estimation problems of θ and λw
for a simulated data set. To guarantee the continuity of the criterion functions,
we used common random numbers for the MC approximations. Figure 5.2 shows
the criterion functions of the solved problems when evaluated at the true value
of λw and a grid of values of θ between 0.2 and 0.8. The results show that
two problems have minimizers located very close to the true value. We also
observed that they have two global minima close to 0.5 and −0.5 respectively,
similar to the true likelihood function (not shown here). Figure 5.3 shows the
criterion functions when evaluated at the true value of θ and different values of
λw between 0.25 and 4. The behavior observed is similar as before.
Table 5.1 shows the mean value and standard deviation of the SOL-GPEM
estimator, approximated using 1000 independent realizations of w and v when
N = 100. The number of used samples M = 104 . The initial values for the
parameters were chosen uniformly at random from an interval, centered at the
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Figure 5.3: A sample of the criterion function of the SOL-GPEM and the SOE-QPEM
estimators of λw in the model in (5.13) (assuming known θ and λv ). On the left: MC
approximation of (4.33). On the right: MC approximation of (4.34). Observe that, due
to the use of common random numbers, the functions are smooth.
Table 5.1: The mean value and the standard deviations of the SOL-QPEM estimator
of θ and λw using 1000 MC runs, when N = 100 and M = 104 .

Parameter

True value

Estimated

θ
λw

0.5
1

0.4997 ± 0.0223
0.9883 ± 0.208

true parameter, and have a diameter equal to 50% of the corresponding true
parameter. We see that, while the model is highly nonlinear, the simulation
results indicate the consistency of this relatively simple estimator.
To compare the SOL-GPEM estimator to the state-of-the-art SMC algorithms
approximating the MLE, we performed a numerical experiment similar to that
in [145, Section 4], where the coefficients of the model are assumed known,
while the variances of w and v are to be estimated. We considered two cases:
in Case 1 the true values are λw = 1 and λv = 0.1, and in Case 2 the true
values are λw = 0.1 and λv = 1. The SOL-GPEM estimator (computed using an
implementation of quasi-Newton algorithm in MATLAB 2017a) is compared to
two algorithms approximating the MLE: (i) the Conditional Particle Filter with
ancestor sampling used within a SAEM (CPF-SAEM) algorithm, as suggested in
[145], and (ii) the MCEM algorithm based on a (fast rejection-sampling-based)
Forward Filtering/Backward Simulation (fast RS-FFBSi) smoother (also known
as Particle Smoother EM (PSEM)).
For each MC realization, the three algorithms are initialized at the same
random point (∼ U([1, 1.4]) for both parameters). We used 100 MC realization
with N = 1500, and 2000 iterations for the CPF-SAEM algorithm; the step
size for the stochastic approximation step is γi = 0.98 ∀i ≤ 100 and i−0.7
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Table 5.2: The mean value and the standard deviations for the three estimators based
on 100 MC runs, when N = 1500, λw = 1 and λv = 0.1.

Parameter

λw (true = 1)

λv (true = 0.1)

Avg. CPU time (sec.)

SOL-GPEM
CPF-SAEM
PSEM

0.9976 ± 0.0685
0.9982 ± 0.0596
0.9904 ± 0.0595

0.1089 ± 0.0111
0.1007 ± 0.0089
0.1024 ± 0.0088

187
126
7713

Table 5.3: The mean value and the standard deviations for the three estimators based
on 100 MC runs, when N = 1500, λw = 0.1 and λv = 1.

Parameter

λw (true = 0.1)

λv (true = 1)

Avg. CPU time (sec.)

SOL-GPEM
CPF-SAEM
PSEM

0.0889 ± 0.0670
0.1871 ± 0.0500
0.0972 ± 0.0604

1.0071 ± 0.0477
0.9656 ± 0.0429
1.0029 ± 0.0456

190
125
17071

100 < i ≤ 2000. Here, M = 2 × 104 trajectories were used for the computations of
the SOL-GPEM estimator. For the PSEM algorithm, the number of forward
filter particles is 1500 and the number of backward trajectories is 300. The
results of the two cases are given in Tables 6.1 and 6.2, and Figures 5.4 and 5.5.
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Figure 5.4: Parameter estimates for 20 realizations of the three estimators. Each line
corresponds to one realization of the data. The true values are λw = 1 and λv = 0.1.
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Figure 5.5: Parameter estimates for 20 realizations of the three estimators. Each line
corresponds to one realization of the data. The true values are λw = 0.1 and λv = 1.

The simulation results show that, for the current example, the accuracy of
the SOL-GPEM estimator is comparable to that of the state-of the-art MLE
approximations obtained by the CPF-SAEM algorithm or the PSEM algorithm.
Observe that for the case where λw is small, the EM algorithm has a slow
convergence, and as a result, the CPF-SAEM algorithm requires more iterations
for convergence.
In the following section, we prove the consistency and asymptotic normality of
the OE-SQPEM estimator under certain regularity and identifiability conditions.

5.3

Asymptotic Analysis of the SOE-QPEM Estimator

Observe that the MC estimators in (5.4) are defined using i.i.d. random variables.
Therefore, they enjoy several desired asymptotic properties; for example, for every
fixed θ, they are almost surely consistent and their convergence is given by a direct
application of Kolmogorov’s law of large numbers (see [34, Theorem 5.4.2]). Suppose
that V N (θ) denotes the criterion function of any of the linear PEM problems
defined in Section 4.4, and let us denote the criterion function of the corresponding
̂ N,M (θ). Then, the asymptotic analysis of the simulated
simulated linear PEMs by V
̂ N,M (θ)
linear PEMs reduces essentially to establishing the uniform convergence of V
to V N (θ) over Θ. In this section, we will prove the consistency and asymptotic
normality of the SOE-QPEM estimator when M → ∞ and then N → ∞ (in that
order). The result also applies to the SOE-WQPEM estimator, by recalling that
the weighting matrix M used in its definition is bounded and independent of θ. In
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principle, a similar analysis can be done for the other two simulated PEM estimators;
however, we have only studied the case for the SOE-QPEM estimator here. We will
make use of the following assumption:
Assumption 5.2 (On the model).
1. Assumption 5.1 holds.
2. The model is such that, for every t ∈ N, the function ht (ζ t , θ) in (5.2) is
continuous in θ for all ζ t ∈ Rt .
3. For every t ∈ N, it holds that E [supθ∈Θ ∥y t (θ)∥] < ∞ , where y t (θ) are the
model outputs and the expectation is with respect to Pζ .
This is a reasonable assumption which will, in most cases, be satisfied when the
parameterization of the model is continuous and all disturbances and noises have
finite moments. For the following theorem, let us denote the analytically intractable
OE-QPEM criterion function as
V N (θ) ∶=

1
1
∥Y − Ŷ (θ)∥22 = ∥Y − E[Y (θ); θ]∥22
N
N

(5.14)

where Ŷ (θ) ∶= E[Y (θ); θ] is the OE-predictor. Furthermore, denote the SOE-QPEM
criterion function as
̂
̂ N,M (θ) ∶= 1 ∥Y − Y
̂ M (θ)∥2
V
(5.15)
2
N
̂
̂ M (θ) is the SOE-predictor defined in (5.5). Then, the SOE-QPEM estimator
where Y
is given by
ˆ
̂ N,M (θ).
θ̂ N,M ∶= arg min V
θ∈Θ

Theorem 5.1 (Consistency and Asymptotic Normality of the SOE-QPEM estimator). Suppose that Assumption 5.2 holds and that the conditions of Theorem 4.7
and Theorem 4.8 (on pages 95 and 96, respectively) are satisfied for the OE-QPEM
estimator. Then, if M → ∞ and then N → ∞ (in that order), the SOE-QPEM
estimator is consistent and asymptotically normal; namely
ˆ
lim ( lim θ̂ N,M ) = θ○ a.s.

N →∞ M →∞

and as N → ∞

√

1
ˆ
N P − 2 ( lim θ̂ N,M − θ○ ) ↝ N (0, Idθ )

M →∞

(5.16)
(5.17)

where ↝ denotes convergence in distribution and
PN ∶= [∂θ2 WN (θ○ )]−1 UN (θ○ ) [∂θ2 WN (θ○ )]−1 ,
UN (θ) ∶= E○ [N ∂θ V N (θ) ∂θ V ⊺N (θ)],
WN (θ) ∶= E○ [V N (θ)],
where V N (θ) is defined in (5.14).

(5.18)
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Proof. We first show that, when the hypotheses of the theorem hold, for a given
fixed N ,
a.s.
̂ N,M (θ) − V N (θ)∣ Ð→
sup ∣V
0 as M → ∞.
(5.19)
θ∈Θ

Using the reverse triangle inequality, it is straightforward to see that
√
√
̂ N,M (θ) − V N (θ)∣ ≤ √1 sup ∥Ỹ M (θ)∥
sup ∣ V
N θ∈Θ
θ∈Θ

(5.20)

̂
̂ M (θ) − Ŷ (θ) is the MC error of the vector of SOE-predictors.
where Ỹ M (θ) ∶= Y
Without loss of generality, assume that dy = 1 and consider each entry of Ỹ M (θ).
By definition, it holds that
sup ∣[Ỹ M (θ)]t ∣ = sup ∣
θ∈Θ

θ∈Θ

1 M (m)
∑ y (θ) − ŷt∣t−1 (θ)∣
M m=1 t

(5.21)

(m)

where y t (θ) ∶= [Y (m) (θ)]t is the mth MC sample of the output at time t, and
ŷt∣t−1 (θ) ∶= E[y t (θ)] is the OE-predictor. Now observe that, for every t ∈ N, the
(m)
random variables (y t (θ) − ŷt∣t−1 (θ)) are independent over m and identically
distributed with zero mean value. Moreover, by the triangle inequality and the
properties of the supremum,
(m)

sup ∣y t
θ∈Θ

(m)

(θ) − ŷt∣t−1 (θ)∣ ≤ sup ∣y t
θ∈Θ

(θ)∣ + sup ∣ŷt∣t−1 (θ)∣.
θ∈Θ

Therefore, Assumption 5.2 and the uniform stability of the OE-predictor imply that
for every t, m ∈ N, there exists a finite c ∈ R+ such that
(m)

E [sup ∣y t
θ∈Θ

(θ) − ŷt∣t−1 (θ)∣] < c

(5.22)

where the expectation is with respect to Pζ . This uniform boundedness condition,
the compactness of Θ and the continuity condition in Assumption 5.2 imply that as
M →∞
1 M (m)
a.s.
(5.23)
sup ∣
∑ y t (θ) − ŷt∣t−1 (θ)∣ Ð→ 0
θ∈Θ M m=1
and consequently

a.s.

sup ∥Ỹ M (θ)∥ Ð→ 0
θ∈Θ

as M → ∞.

(5.24)

This is a consequence of [134, Lemma 5] where the key assumption is a dominance
condition implied by (5.22); also see [108, Theorem 2], [113, Theorems 1 and 2], and
[227, Lemma 1]. For completeness, we have included this result in Appendix D. 1
1 We also observe that a specialized version of [151, Lemma 3.1] may be used to show (5.23)
(see [151, (A.6)-(A.7)] and compare to (5.22)). However, this would require stronger assumptions
on the model than the ones used here, because it does not make use of the i.i.d. property of
(m)
{y t (θ)}m∈N .
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From (5.20) and (5.24), keeping N fixed, it holds that
a.s.
̂ N,M (θ) − V N (θ)∣ Ð→
sup ∣V
0
θ∈Θ

as M → ∞.

(5.25)

Because V N (θ) is continuous over Θ, the almost sure uniform convergence in (5.25)
ˆ
implies that any converging subsequence of {θ̂ N,M }M ∈N converges almost surely to
the set of global maximizers of V N (θ). To see this, first notice that
̂ N (θ̂ˆN,M ) ≤ V N (θ) − V N (θ̂ˆN,M ) + (V
̂ N,M (θ) − V
̂ N,M (θ̂ˆN,M )),
V N (θ) − V
ˆ
̂ N,M (θ) − V
̂ N,M (θ̂ˆN,M ) ≥ 0 ∀θ ∈ Θ. From (5.25),
since, by the definition of θ̂ N,M , V
the right-hand side of the above inequality goes to zero almost surely. Thus, the conˆ
tinuous mapping theorem implies that V N (θ) ≤ V N (θ ⋆N ) where θ ⋆N ∈ limM →∞ θ̂ N,M .
The conclusion is established by observing that the last inequality holds for arbitrary
θ ∈ Θ. Observe that for small values N , the criterion function V N (θ) may have
ˆ
several global maximizers, and that in this case, limM →∞ θ̂ N,M is the set of limit
ˆ
points of {θ̂ N,M }M ∈N , which is nonempty by the compactness of Θ.
Finally, the proof is completed by using the same arguments used in the proof
of the consistency and asymptotic normality theorems of the OE-QPEM estimator
(Theorems 4.7 and 4.8).

5.4

PEM Based on the Ensemble Kalman Filter

In this section, we will discuss the relation between the simulated linear PEMs and
the Ensemble Kalman Filter (EnKF) for the general class of nonlinear state-space
model (2.11). The EnKF (see [22, 60]) is a MC implementation of the classical
Kalman filter (KF) recursions (see [120]). It was originally introduced to replace the
Kalman recursions for high-dimensional problems by replacing the error covariance
matrices by sample covariance matrices. Due to its flexibility, it is also used for
approximate filtering in nonlinear non-Gaussian models in lieu of classical nonlinear
extensions of the Kalman filter, such as [115], and particle filters (see [78], [136] and
[191]). It has been used for combined state and parameter estimation in [61] and
recently in [132] for online Gaussian regression and learning.
Our main results in this part show that the predictor obtained using the EnKF
is nonlinear in both u and y; however, in cases where the filter gain is zero (the
measurements are not used to update the ensembles), the EnKF predictor coincides
with the OE-Predictor. In general however, while nothing can be said regarding
estimators derived using the EnKF, the simple SOE-QPEM is consistent and
asymptotically normal as shown in the previous part (see Theorem 5.1).
We start by a short presentation of the Kalman filter, which will be used to
motivate the EnKF.
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The Kalman Filter
Consider the LTI state-space model used in Example 2.4,
xt+1 = A(θ)xt + B(θ)ut + wt , x0 ∼ p(x0 ; θ),
y t = C(θ)xt + v t ,

t ∈ N0 ,

(5.26)

in which w and v are independent processes with zero mean and finite covariances
λw Idw and λv Idv . Moreover, assume that the initial state x0 has mean value x̂0
and covariance matrix P0 and that x0 is independent of w and v for all t. It is well
known that, without any further assumptions, the Kalman filter gives the best linear
estimator of the state and the best linear one-step-ahead predictor of the outputs
(see [5, 117]). With the additional assumption that x0 , w, and v are Gaussian
processes, the Kalman filter gives the optimal solution to the filtering problem. In
this case, due to the linearity of the model, the filtering distributions are Gaussian,
and are completely defined by the mean value x̂t∣t and the covariance matrix Pt∣t of
the filtering PDF p(xt ∣Yt ; θ).
The filter proceeds recursively. Assume that the filtering density at time t − 1 is
given by
p(xt−1 ∣Yt−1 ; θ) = N (x̂t−1∣t−1 (θ), Pt−1∣t−1 (θ)) .
(5.27)
The state equation is then used to propagate p(xt−1 ∣Yt−1 ; θ) through the dynamics
of the model, and the result is adjusted according to the observation yt to arrive at
a filtering density at time t. This is done by solving the update step in the first row
of (3.5). Due to the linearity of the model and the Gaussian assumption, the update
step has an analytical solution given by the Gaussian PDF
p(xt ∣Yt−1 ; θ) = N (x̂t∣t−1 (θ), Pt∣t−1 (θ))
in which

x̂t∣t−1 (θ) = A(θ)x̂t−1∣t−1 (θ) + B(θ)ut

Pt∣t−1 (θ) = A(θ)Pt−1∣t−1 (θ)A⊺ (θ) + λw Idw .

(5.28)
(5.29)

This is an elegant result; observe how (5.27) is propagated to (5.28) by only pushing
the mean and the covariance through the state equation in (5.29). Using similar
arguments, it holds that the one-step-ahead predictor of the output is
ŷt∣t−1 (θ) = C(θ)x̂t∣t−1 (θ), with a covariance
λt (θ) = C(θ)Pt−1∣t−1 (θ)C ⊺ (θ) + λv Idv

(5.30)

which completely defines the predictive density
p(y t ∣Yt−1 ; θ) = N (ŷt∣t−1 (θ), λt (θ)) .
The likelihood of the state is easily computed using the output equation and the
PDF of v t . It follows that
p(yt ∣xt ; θ) = N (yt ; C(θ)xt , λv Idv ) .
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Since all the PDFs are Gaussian, the filtering density at time t is also Gaussian and
is easily found to be
p(xt ∣Yt ; θ) = N (x̂k∣k (θ), Pt∣t (θ))
in which

x̂t∣t (θ) = x̂t∣t−1 (θ) + Kt (θ)(yt − ŷt∣t−1 (θ)),
Pt∣t (θ) = Pt∣t−1 (θ) − Kt (θ)C(θ)Pt∣t−1 (θ), and
Kt (θ) = Pt∣t−1 (θ)C

⊺

(5.31)

(θ)λ−1
t (θ)

where the matrix Kt (θ) is known as the Kalman gain. It is used to compute
the filtering density by adjusting the mean and the covariance of the predictive
distribution. The steps in (5.29) and (5.30) are usually known as the time update
steps, and the computations in (5.31) are known as the measurement update.
The essential step of the filter is the measurement update step, where the data
is used to update the PDFs. Observe that it relies on the covariance matrices
of the state and the one-step-ahead predictor of the outputs. The main idea of
the EnKF is to avoid computing and storing the matrices {Pt∣t } by propagating
MC samples of the states. Once MC simulations are used, the method becomes
flexible for application to general nonlinear models. In the following, we will describe
the algorithm for nonlinear state-space models of the form in (2.12), assuming
time-independent functions h and g, and that v t has zero mean value for all t.
The Ensemble Kalman Filter (EnKF)
To keep the notation uncluttered, the dependence of all the samples and all the
estimators on θ and M will not be explicit in the notation. The procedure of the
EnKF is simple and intuitive. The filter starts by generating M independent samples
according to the prior PDF of the state and the PDF of the process disturbance:
(m) i.i.d.

x0

∼ p(x0 ; θ),

(m) i.i.d.

w0

∼ p(w; θ)

m = 1, . . . , M.

It then simulates x1 using the state equation M times. Let us define the (ensemble)
matrices
(2)
(M )
X0 ∶= [x(1)
x0
. . . x0 ] ,
0
W0 ∶= [w0(1)

(2)

w0

...

(M )

w0

].

with as many rows as the state dimension, and M columns. Then, the predictive
ensemble at time t = 1
(1)

X1∣0 = [x1∣0

(2)

x1∣0

...

(M )

x1∣0 ]

= h(X0 , u0 1⊺ , W1 ; θ),
where the symbol h, with a slight abuse of notation, is used to also operate on
ensembles (entry-wise). The symbol 1 denotes a column vector of ones and has a
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dimension M . Generally, at time t > 1, assume that an ensemble Xt−1∣t−1 is available.
The filter simulates the time updates
(1)

Xt∣t−1 = [xt∣t−1

(2)

xt∣t−1

(M )

xt∣t−1 ]

...

= h(Xt−1∣t−1 , ut−1 1⊺ , Wt−1 ; θ)
in which

(1)
Wt−1 = [wt−1

(2)

wt−1

(5.32)

(M )
wt−1 ]

...

(m) i.i.d.

and wt−1

∼ p(w; θ). The next step is to simulate the (predicted) output as follows
(1)

Yt∣t−1 = [yt∣t−1

(2)

yt∣t−1

(M )

yt∣t−1 ]

...

= g(Xt∣t−1 ; θ) + Vt ,
in which

Vt = [vt(1)

(2)

vt

...

(M )

vt

(5.33)

]

(m) i.i.d.

and v t
∼ p(v; θ). Observe that, with a slight abuse of notation, the symbol g is
used to also operate on ensembles.
The two steps in (5.32) and (5.33) are analogous to the time update step of
the Kalman filter. Observe that the samples (ensemble or particles) Xt∣t−1 and
Yt∣t−1 provide empirical approximations to the predictive densities p(xt ∣Yt−1 ; θ) and
p(y t ∣Yt−1 ; θ) respectively. Similarly, Xt−1∣t−1 is seen as an empirical approximation
of the filtering density p(xt−1 ∣Yt−1 ; θ). The important observation here is that
whenever Xk−1∣k−1 contains exact i.i.d. samples according to the filtering density
p(xt−1 ∣Yt−1 ; θ), the samples of Xt∣t−1 and Yt∣t−1 will be exact i.i.d. samples of the
respective distributions. This observation suggests the use of the following MC
estimators of the mean
x̂t∣t−1 ≈ x̃t∣t−1 ∶=M −1 Xt∣t−1 1,
ŷt∣t−1 ≈ ỹt∣t−1 ∶=M −1 Yt∣t−1 1,

(5.34)

and the covariances
⊺
cov(xt∣t−1 , xt∣t−1 ) ≈ Pt∣t−1 = (M − 1)−1 X̃t∣t−1 X̃t∣t−1
,
⊺
cov(y t∣t−1 , y t∣t−1 ) ≈ λt = (M − 1)−1 Ỹt∣t−1 Ỹt∣t−1
+ λv Idv ,

(5.35)

⊺
cov(xt∣t−1 , y t∣t−1 ) ≈ St = (M − 1)−1 X̃t∣t−1 Ỹt∣t−1
,

where

X̃t∣t−1 = Xt∣t−1 − x̃t∣t−1 1⊺ ,
Ỹt∣t−1 = g(Xt∣t−1 ; θ) − ỹt∣t−1 1⊺ .

If the ensemble Xt−1∣t−1 were exact with i.i.d. samples, a standard version of the law
of large numbers would apply, and the above mean and covariance estimators would
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converge almost surely to their true values as M → ∞. However, the used samples
are dependent, and the way the filter employs the observations and the prior at t to
compute the ensemble Xt−1∣t−1 relies on a couple of approximations as we shall now
explain.
The ensemble Xt∣t is computed based on an approximate solution of the update
step (3.5). The joint predictive density p(xt , y t ∣Yt−1 ; θ) is approximated by the
multivariate Gaussian distribution
⎛⎡⎢x̃t∣t−1 ⎤⎥ ⎡⎢Pt∣t−1
⎥,⎢
p(xt , y t ∣Yt−1 ; θ) ≈ N ⎢
⎝⎢⎣ ỹt∣t−1 ⎥⎦ ⎢⎣ St⊺

St ⎤⎥⎞
⎥ ,
λt ⎥⎦⎠

where the means and covariances were defined above in (5.34) and (5.35). By
conditioning on y t , we get a measurement update equation similar to the linear
case; namely
x̌ = x̂t∣t−1 (θ) + Kt (θ)(yt − y̌),
in which x̌ and y̌ are place holders. This relation defines the mechanism used by
the EnKF to update each element of the ensembles, that is
Xt∣t = Xt∣t−1 + K(yt 1⊺ − Yt∣t−1 )

(5.36)

in which the effect of K is defined by multiplying each column of the argument
matrix by the gain
Kk = Sk λ−1
k =

M
1
T
−1
∑ X̃t∣t−1 Ỹt∣t−1 λk .
M − 1 1=m

(5.37)

This is analogous to the Kalman gain in the linear case. We note here that in practice,
the empirical covariance matrix Pt∣t is not computed or stored. The computations
of the Kalman gain Kk are sample-based, which allows the filter to work with very
high-dimensional state-space models. In addition, because the time update step is
based on simulations, the filter can be applied to any nonlinear model that can be
simulated.
In the following example, we compute the log-likelihood function of a linear
Gaussian model by using the EnKF.
Example 5.3. This example demonstrates the convergence of the EnKF in the
linear case. We consider a model similar to the one in (2.29) in Example (2.2);
xt+1 = θxt + wt ,
y t = xt + v t ,

t ∈ N0 ,

(5.38)

such that θ = 0.7, w and v are stationary independent and mutually independent
Gaussian white noises with unit variance. With N = M = 1000, we simulated
one realization of the model outputs, and evaluated the negative log-likelihood
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function at several values of θ. The results in Figure 5.6 show that the EnKF
(almost) coincides with log-likelihood as computed by the sequential KF or
direct evaluations.
We note here that the convergence of the EnKF to the KF for linear models
is not a trivial result. Observe that the used samples in (5.34) and (5.35)
are not independent. Each element of the filtering ensemble depends on the
whole prediction ensemble Xt∣t−1 , and therefore the samples are dependent;
however, the dependence only exists through the empirical covariance matrix
computations. A law of large numbers still holds, as shown in [136] where the
convergence of the EnKF is established.
1950
Lik
EnKF
KF

-log p(Y; )

1900

1850

1800

1750
0

0.2

0.4

0.6

0.8

1

Figure 5.6: Comparison between EnKF and KF for the LTI model in (5.38). The
figure shows the negative log-likelihood computed with three methods: (i) direct
computation (in blue), (ii) sequential computation using the EnKF (in red), and (iii)
sequential computation using the time-varying KF (in yellow)

PEM based on the EnKF
In this last part, we first define a PEM instance based on the one-step-ahead
predictors (5.34) given by the EnKF. We then investigate the relationship between
the resulting PEM estimator and the SOE-QPEM estimator and the SOL-GPEM
estimator defined earlier.
Definition 5.7 (The EnKF one-step-ahead predictors). The EnKF one-step-ahead
predictors of the outputs at time t are defined as
ỹt∣t−1 (θ) ∶=

1
Yt∣t−1 (θ)1
M

(5.39)

in which Yt∣t−1 (θ) is the predictive ensemble of the outputs.
The following proposition shows that these predictors are nonlinear in the data.
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Proposition 5.2. The EnKF one-step-ahead predictor of y t is nonlinear in both
previous outputs Y t−1 and previous inputs Ut−1 .
Proof. To see this, it is only required to write the predictors in terms of the inputs
and the outputs. Note that the predictive ensembles are defined by propagating the
ensemble members through the nonlinear state and output equations, see (5.32) and
(5.33). Therefore, assuming that v t has zero mean, the predictors are given by
ỹt∣t−1 (θ) =
=

1 M
(m)
∑ g(xt∣t−1 ; θ)
M m=1
1 M
(m)
(m)
∑ g(h(xt−1∣t−1 , ut−1 , wt−1 ; θ); θ)
M m=1

The state filtering ensemble is updated according to (5.36), and we end up with
(m)

xt∣t−1

³¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹· ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹µ
1 M
(m)
(m)
(m)
ỹ t∣t−1 (θ) =
∑ g( h( xt−1∣t−2 + Kt−1 (y t−1 − yt∣t−1 ), ut−1 , wt−1 ; θ) ; θ)
M m=1
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
(m)

xt−1∣t−1

It is obvious that the EnKF one-step-ahead predictors are different from the
SOE-predictor and the SOL-predictor defined earlier in this chapter. However, as
the following lemma asserts, there are some cases where the EnKF predictor is
related to the SOE-predictor.
Lemma 5.3. Assume that the state process and the output process of the state-space
model are such that cov(xt , y t ) = 0 for all t ∈ Z. Then, the EnKF one-step-ahead
predictor ỹt∣t−1 (θ) is a MC approximation of E[y t ; θ] and therefore is measurementindependent.
Proof. The proof is straightforward. In all cases where cov(xt , y t ) = 0, the Kalman
gain is Kt = 0, see (5.37). In this case, the measurement update step has no effect,
and the measurement is never used to update the prediction ensemble. This means
that for all t, it holds that Xt∣t = Xt∣t−1 and therefore the samples of the ensemble Yt∣t
are just i.i.d. samples distributed according to p(y t ; θ). Consequently, the predictor
(5.39) is equivalent to the first row of (5.4).
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Example 5.4. Consider the case of a stochastic Wiener model
xt+1 = θxt + wt
y t = x2t + v t ,

t ∈ N0

where x0 ∼ N (0, λx0 ), wt ∼ N (0, λw ) and v t ∼ N (0, λv ) for all t. Furthermore,
assume that v t is independent of both x0 and wt for all t. Then, xt is a Gaussian
random variable and cov(xt , y t ) = 0 for every t. In this case, the predictor (5.39)
is a MC approximation of the OE-predictor (4.26) (it does not depend on y t ).
In the following definition, a PEM estimator is defined based on the EnKF
one-step-ahead predictors.
Definition 5.8 (PEM based on the EnKF). The PEM estimator based on the
EnKF is defined by
θ̂M (D N ) = arg min
θ∈Θ

such that

∥Y − Ỹ (θ))∥2Λ−1 (U ;θ) + log det Λ(U ; θ)
Ỹ (θ) ∶= [ỹ ⊺1∣0 (θ)

ỹ ⊺2∣1 (θ)

⋯

⊺

ỹ ⊺N ∣N −1 (θ)] ,

where the one-step-ahead linear predictions ỹ t∣t−1 (θ) are defined in Definition 5.7,
and Λ(U ; θ) is a diagonal matrix with entries λt (θ) as defined in (5.35).
It is clear that this estimator is similar to the SOL-GPEM estimator. Both solve
a prediction error problem with a parameterized criterion using simulated predictors
(note that an unweighted version may also be defined). However, they differ in the
way they define the predictor and the covariances. The SOL-GPEM is based on
a MC approximation of linear predictors. However, as shown above, the EnKF
predictors are nonlinear and it is not obvious how to assess the properties of the
resulting estimator. To get an idea about the relation between the two, we consider
the following example:
Example 5.5. First, we consider a model for which the relation between xt
and y t is linear.
xt+1 = θ

xt
+ wt ,
x2t + 1

y t = xt + v t ,

wt ∼ N (0, 0.1)
v t ∼ N (0, 0.1),

(5.40)

We assume that x0 = 0, θ○ = 0.7 and N = 100. We then simulate one realization
of the outputs and compute the one-step-ahead predictors (5.39) and the SOLpredictor (5.8) using the true parameter θ○ and M = 105 . Figure 5.7 shows plots
of the prediction errors, prediction error variance, the one-step-ahead predictions,
and the criterion function for both estimators for a grid of values for θ. To
further control the comparison, we used the same random numbers for both
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Figure 5.7: Simulation results for the model in (5.40).

cases. Although not identical, the EnKF predictor follows the linear MMSE
predictor closely. More interestingly, the criterion functions have the same shape
and seem to have very close minimizers.
Next, we repeat the same experiment with identical settings but using a
quadratic observation model
xt
xt+1 = θ 2
+ wt ,
xt + 1
(5.41)
y t = x2t + v t .

Figure 5.8 shows similar conclusions to those found in the case of a linear
observation model.
Observe the difference in the computations of the EnKF predictor and the
SOL-predictor. While the computations of the EnKF predictor is sequential, the
SOL-predictor is defined by an LDL⊺ decomposition of the covariance matrix of Y
which requires the knowledge of the whole input sequence a priori. Also note that
the observed outputs are used when generating the particles in an EnKF, unlike the
SOE-predictor and the SOL-predictor which are defined without any reference to
the observed outputs. The question of how to efficiently employ the data to reduce
the MC variance of the SOE-predictor and SOL-predictor is on our agenda for future
research.
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Figure 5.8: Simulation results for the model in (5.41).

5.5

Summary

In this chapter, we considered a class of models whose outputs may be simulated
as functions of the parameter. This allowed us to define MC estimators of the
OE-predictor and OL-predictor. In Section 5.2, we defined four simulated linear
PEM estimators that may be seen as MC approximations of the ones defined in
Chapter 4. These new estimators may be used for the estimation of complicated
models where the OE-predictor and the OL-predictor are analytically intractable.
As shown in Example 5.2, simulation results indicate a good performance compared
to the state-of-the-art algorithm. Because they do not rely on any marginalization
integrals, they do not encounter the same difficulties as the methods described in
Chapter 3. Furthermore, the use of common random numbers in the simulations
guarantees the continuity of the criterion functions. In Theorem 5.1, we established
the almost sure uniform convergence of the SOE-QPEM criterion function when
M → ∞ then N → ∞. Finally, in Section 5.4, we discussed the Ensemble Kalman
Filter (EnKF) and an associated PEM. We saw that the EnKF one-step-ahead
predictor is nonlinear in both y t and ut ; however, in some cases it coincides with
the OE-predictor. While the PEM estimator based on the EnKF have no theoretical
guarantees, at present, the convergence of the SOE-QPEM can be established. In
Chapter 7, we will provide an asymptotic analysis of the SOE-QPEM estimator,
under a different assumption on the model, when M and N grow simultaneously.

Chapter 6

Identification Using
Optimal Estimating Functions
In this chapter, we examine the asymptotic properties of the estimators defined in
Section 4.4. We show that their accuracy depends on the model parameterization
and the shape of the unknown distribution of its outputs. Therefore, in general, it is
not obvious which linear prediction error method should be preferred. We then use
the estimating functions approach to construct estimators that are asymptotically
optimal with respect to a specific class of estimators, that includes those defined in
Section 4.4.

6.1

Introduction

The linear PEM estimators defined in Section 4.4 rely on the first two moments of
the model and are relatively easy to compute. However, it is generally not obvious
which linear PEM estimator should be preferred. For instance, in the simulation
example in Section 4.6.1, the OE-WQPEM estimator is more accurate compared
to the OL-GPEM estimator. We also saw in Example 4.7 that the OE-QPEM
estimator is more accurate than the marginal MLE, unlike what may have been
believed initially. Therefore, there is a need for a systematic way of constructing
estimators based on partial probabilistic models—perhaps beyond the first two
moments—that have covariance matrices uniformly smaller than, for example, the
Gaussian Cramér-Rao lower bound.
This chapter may be divided into two parts. Firstly, we define an “optimal”
version of the OE-WQPEM estimator. Then, we show that a PEM estimator based
on a Gaussian assumption (OL-GPEM), where the mean vector and the covariance
matrix of the model’s outputs are jointly parameterized, is not necessarily more
accurate than the optimal OE-WQPEM estimator. This comes in contrast to the
claim in [233, Section IV-D], for instance, which seems to be a widely held claim in
the system identification community (see e.g., [219, Remark 14.13 on page 332]). We
show that the third and fourth moments of the model outputs play an important
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role in this behavior, and we provide conditions under which one of these PEMs
may be preferred.
Secondly, we introduce the Estimating Functions (EFs) approach (see the seminal
papers [56, 88] and the books [90, 105]) which can be seen as a generalization of the
ML method and the PEMs (as well as most criterion-based estimation method). The
EFs approach has been developed mainly in the statistics literature with varying
areas of applications such as survey sampling, stochastic processes, and biostatistics
[90]. We show how it can be used to define optimal estimators among estimators
based on partial probabilistic models. We propose the use of the OE-predictor or
the OL-predictor and quadratic EFs which, in some common cases, assume closedform expressions. Unless the model is Gaussian, this leads to estimators that are
asymptotically uniformly more accurate than linear PEMs with quadratic criteria
(which includes all those defined in Section 4.4).
We start in the next two sections by a brief discussion of several features of the
ML method and PEMs, where we also make a few important remarks.

6.2

The Maximum Likelihood Method

Recall that the MLE (Section 2.3.1) is defined as the global maximizer of the
(log-)likelihood function, that is
θ̂ N ∶= arg max p(Y ; θ).

(6.1)

θ∈Θ

Hence, the ML method requires the specification of a full probabilistic model (i.e.,
the form of the true distribution has to be known). If p(Y ; θ) is differentiable in
θ over an open neighborhood of Θ for all Y , the score function is defined as the
Rdθ -valued random vector
S N (θ) ∶= ∂θ log p(Y ; θ) =

∂θ p(Y ; θ)
,
p(Y ; θ)

θ ∈ Θ,

and therefore according to the definition in (6.1), the MLE is a root of the score
function1 ; i.e.,
θ̂ N ∈ sol [S N (θ) = 0] .
θ∈Θ

Let us assume the following:
Assumption 6.1. S N (θ) ∈ Ld2θ ∀θ ∈ Θ.
MLE may also be defined as any solution to the likelihood equations SN (θ) = 0; see [37,
page 499] for example. A class of efficient likelihood estimators may also be defined as roots of the
likelihood equations; see [137, Section 6.4, page 451].
1 The
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Assumption 6.2. The support of the PDF p(Y ; θ) is independent of θ, and the
real vector-valued function (Y, θ) ↦ ∂θ p(Y ; θ), where Y ∈ Rdy N and θ ∈ Θ, is locally
dominated integrable with respect to the Lebesgue measure on Rdy N (see [137] or
[31]), and therefore ∫ ∂θ p(Y ; θ) dY = ∂θ E[1; θ] = 0.
Under Assumptions 6.1 and 6.2, the score function has the following well-known
important properties. First, it follows immediately from Assumption 6.2 that
E[S N (θ); θ] = 0,

∀θ ∈ Θ.

Second, the covariance matrix of the score function exists and it holds that (see
[137])
E[S N (θ)S ⊺N (θ); θ] = −E[∂θ S N (θ); θ], ∀θ ∈ Θ.
(6.2)
Furthermore, when certain assumptions and regularity conditions hold (e.g., as
shown in [11, 134]), the inverse of
1
E[S N (θ)[S N (θ)]⊺ ; θ]∣ ○ ,
N →∞ N
θ=θ
lim

when it exists, is equal to the asymptotic covariance matrix of the MLE, which
we denote by P ML . It gives a lower bound on the asymptotic covariance matrix
of consistent and asymptotically normal estimators2 , except for parameters in a
Lebesgue null set (see [134]). In other words, the MLE is asymptotically efficient
within a large class of estimators, which is usually the main justification for its use.
From the above description, it is clear that the properties of the ML method
are related to the score function that plays a key role in both the analysis and the
computations of the MLE; see [64, 139]. Unfortunately, inference based on the score
function has a couple of weaknesses: First, the computations of the score function
requires evaluations of the log-likelihood function and its gradient vector. As was
discussed in Chapter 3, depending on the model, this may be a very challenging
task. Second, the performance is sensitive to the distributional assumptions; e.g., the
optimal asymptotic properties of the MLE are only valid if the distribution of the
data is correctly specified, otherwise the estimator may even become inconsistent;
see for example [240].

6.3

Prediction Error Methods

Recall that the PE criterion function (see Section 4.5.1) is denoted as
V N (θ) =

1 N
∑ `(et (θ), t, θ),
N t=1

(6.3)

where ` is a user-defined non-negative real-valued function, et (θ) = y t − ŷ t∣t−1 (θ)
is the PE process, and ŷ t∣t−1 (θ) is the user-defined one-step-ahead predictor. The
2 Also

see the remarks in [153, page 287]).
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corresponding PEM estimator θ̂ N is then defined as the global solution to the
minimization problem
min V N (θ).
(6.4)
θ∈Θ

Under some assumptions, as shown in Section 4.5.2, it holds that
√

−1

N PN 2 (θ̂ N − θ○ ) ↝ N (0, Idθ ) as N → ∞,

(6.5)

PN ∶= [∂θ2 WN (θ○ )]−1 UN (θ○ ) [∂θ2 WN (θ○ )]−1 ,

UN (θ) ∶= E○ [N ∂θ V N (θ) ∂θ V ⊺N (θ)],

(6.6)

WN (θ) ∶= E○ [V N (θ)],
The factors PN in (6.5) play an important role in this chapter, and we will refer to
them as the normalizing factors (regardless of how θ̂ N is defined). In the special
case where UN (θ○ ) → Ū(θ○ ), WN (θ) → W̄N (θ) uniformly over Θ as N → ∞ such
○
2
○
○
that
√ θ is a ○unique global minimizer of W̄N (θ), ∂θ W̄N (θ ) ≻ 0, Ū(θ ) ≻ 0 and
N ∂θ WN (θ ) → 0, it holds that
√
N (θ̂ N − θ○ ) ↝ N (0, P PEM ),
P PEM ∶= [∂θ2 W̄(θ○ )]−1 Ū(θ○ )[∂θ2 W̄(θ○ )]−1
where P PEM is the asymptotic covariance matrix.
Now, notice that, because the MLE is asymptotically efficient, it holds that
P PEM ⪰ P ML for every θ○ and all choices of ` and ŷ t∣1−1 that lead to asymptotically
normal estimators. Equality is obtained, for example, when for some c > 0,
∂θ V N (θ) = −cS N (θ)

∀θ ∈ Θ,

at least asymptotically. This will be the case for example when
`(et (θ), t, θ) ∶= − log(p(et (θ)∣e1 (θ), . . . , et−1 (θ); θ))

(6.7)

where p(et (θ)∣e1 (θ), . . . , et−1 (θ); θ) is the conditional PDF of et (θ) when θ○ = θ.
However, this definition is not standard in the PEM literature because, in this
instance, we allowed ` to depend on previous PEs. Nevertheless, this still gives
a well-defined problem (6.4) where the size of the PEs is measured using a datadependent (time-varying) scalar function3 . In the special case where the one-stepahead predictor is given by the conditional mean, i.e. ŷ t∣t−1 (θ) ∶= E[y t ∣Yt−1 ; θ], and
{et (θ)} is a sequence of independent random variables when θ○ = θ, the conditioning
in the definition in (6.7) is not required, namely `(et (θ), t, θ) ∶= − log(p(et (θ); θ))
(see [153, page 216]).
3 Allowing

for these cases provides a motivation for the use of a time-dependent `, even when
is strictly stationary (see [153, page 200] for the commonly used motivation). It also makes
the MLEs a strict subset of PE estimators.
e(θ○ )
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The commonly used stochastic assumption in the PEM literature is that the
i.i.d.
PE process e(θ) is standard Gaussian when θ○ = θ, i.e., et (θ○ ) ∼ N (0, Idy ). This
leads to the common choices ŷ t∣t−1 (θ) ∶= E[y t ∣Yt−1 ; θ] and `(et (θ), t, θ) ∶= ∥et (θ)∥2 .
However, all the above choices narrow the scope of the PEMs significantly, and
lead to the same computational problems one usually faces in likelihood estimation:
the computations of conditional distributions and conditional expectations are
analytically intractable in general. As we showed in Chapter 4, it is possible to
define several computationally attractive PEM by using relatively simple predictors.
However, it is not clear in general which estimator should be used. In the next part
of this section, we will study this issue in some detail.

6.3.1

Optimal weights for quadratic `

Let us define the vector
where

E(θ) ∶= Y − µ(θ),
µ(θ) = E[Y ; θ],

(6.8)
(6.9)

is the vector of OE-predictor (see (4.14)); observe that, for brevity, we dropped the
dependence on U in the notation. Let us consider the following two cases:
1. Consider a positive definite dy N × dy N parameter-independent matrix Q, and
let LΛL⊺ ∶= Q be its block LDL⊺ decomposition, where the blocks are of size
th
dy × dy . Let `(1) (et , t; θ) ∶= 12 e⊺t Q−1
dy × dy block
t et , in which Qt ≻ 0 is the t
−1
of Λ, and consider the (filtered) PEs et (θ) = [L E(θ)]t .
1
2. Let `(2) (εt , t; θ) ∶= 12 ε⊺t Q−1
t (θ)εt + 2 log det Qt (θ), in which Qt (θ) is the covariance matrix of the linear innovation at time t, and let the PEs correspond
to the linear innovation process: εt (θ) ∶= y t − ŷ t∣t−1 (θ), where ŷ t∣t−1 (θ) is the
OL-predictor (4.15).

Note that the log det term in the definition of `(2) is necessary for consistency: the
matrices Q−1
t (θ) and the PEs, in this case, are jointly parameterized by θ, and there
are no additional parameters compared to the first case. The estimator obtained in
the first case is an OE-WQPEM (weighted OE-QPEM, see Definition 4.7) estimator.
The estimator obtained in the second case is the OL-GPEM estimator (see Definition
5.8). Our goal is to find the optimal weighting matrix, denoted Q⋆ , in the first case,
and then compare the resulting estimator to the OL-GPEM estimator. We will not
assume the convergence of the matrices in (6.6), and therefore the term “optimal”
here is understood in the sense of minimizing the normalizing factors PN of the
errors (θ̂ N − θ○ ), in the partial ordering of positive semidefinite matrices, such that
the convergence in (6.5) still holds.
(1)
Let us denote the normalizing factors corresponding to the first case by PN (Q),
in which the dependence on Q is made explicit, and the normalizing factors corre(2)
sponding to the second case by PN .
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Case 1: Parameter independent weights
We now consider the problem of finding the optimal matrix Q⋆ ≻ 0 for the OEWQPEM estimator
1 1 ⊺
(6.10)
θ̂ N = arg min
E (θ)Q−1 E(θ).
θ∈Θ N 2
The following proposition is a straightforward extension of the LTI case. The
difference here is the dependence of the weighting matrix on u.
Proposition 6.1 (Optimal weights for OE-WQPEMs). Consider the OE-WQPEM
estimator defined in (6.10). Suppose that Assumption 2.2 and (6.5) hold, and denote
(1)
the normalizing factors by PN (Q). Define Q⋆ ∶= Σ = cov(Y , Y ; θ○ ), and assume
that Σ ≻ 0. Then,
(1)
(1)
PN (Q) ⪰ PN (Q⋆ ) ∀Q ≻ 0,
and

(1)

PN (Q⋆ ) = N [∂θ µ⊺ (θ○ )[Q⋆ ]−1 ∂θ µ(θ○ )]

−1

,

where µ(θ) is defined in (6.9).
Proof. From (6.10) and (6.6), it holds that
1
∂θ µ⊺ (θ○ )Q−1 ΣQ−1 ∂θj µ(θ○ ),
N i
1
∂θij WN (θ○ ) = ∂θi µ⊺ (θ○ )Q−1 ∂θj µ(θ○ )
N
[UN (θ○ )]ij =

where Σ is the covariance matrix of Y . Therefore,
(1)

PN (Q) = N [∂θ µ⊺ (θ○ )Q−1 ∂θ µ(θ○ )]−1
[∂θ µ⊺ (θ○ )Q−1 ΣQ−1 ∂θ µ(θ○ )]
⊺

○

−1

○

(6.11)
−1

[∂θ µ (θ )Q ∂θ µ(θ )] .
(1)

Now observe that PN (Q) has the same form as the covariance matrix of the PEM
estimators in the LTI case (see [215, Section 7.5 and Appendix A7.1]), and therefore
we may use the same arguments. Under the assumption that Σ ≻ 0, it holds that
⎡∂ µ⊺ (θ)Q−1 Σ⎤
⎢ θ
⎥ −1
⎢
⎥Σ [ΣQ−1 ∂θ µ(θ) ∂θ µ(θ)] =
⎢ ∂θ µ⊺ (θ) ⎥
⎣
⎦
⎡∂ µ⊺ (θ)Q−1 ΣQ−1 ∂ µ(θ) ∂ µ⊺ (θ)Q−1 ∂ µ(θ)⎤
θ
θ
θ
⎥
⎢ θ
⎥⪰0
⎢
⊺
−1
⎢ ∂θ µ⊺ (θ)Q−1 ∂θ µ(θ)
∂θ µ (θ)Σ ∂θ µ(θ) ⎥⎦
⎣
and therefore, using the Schur complement condition for positive semidefiniteness
(see [102, Theorem 14.8.4.]),
(1)

PN (Q) ⪰ [

−1
1
∂θ µ⊺ (θ)Σ−1 ∂θ µ(θ)] for every N.
N

(6.12)
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Thus, the optimal weighting matrix is Q⋆ = Σ, and
(1)

PN (Q⋆ ) = N [∂θ µ⊺ (θ○ )[Q⋆ ]−1 ∂θ µ(θ○ )]

−1

because UN (θ○ ) = [∂θ2 WN (θ○ )]−1 when Q = Q⋆ .
We will refer to the estimator defined by (6.10) when Q = Σ as the optimal OEWQPEM estimator. Because the optimal matrix depends on the unknown parameter
θ○ , the optimal OE-WQPEM estimator cannot be directly realized. A solution is to
use a two-step procedure where in the first step Q⋆ is estimated using a consistent
estimator; this can be achieved in a few ways depending on the assumptions. An
alternative is to directly use the parameterized covariance matrix implied by the
model. However, this requires adding a log det term to the criterion function to
preserve consistency, and leads to the second case where `(2) is used. We now argue
that, when resorting to this option, the resulting estimator is not necessarily better
than the optimal OE-WQPEM in the sense that it may require larger normalizing
factors in (6.5).

Case 2: Parameter dependent weights
The criterion function (6.3) when `(2) is used with the OL-predictor can be written
on the Gaussian negative log-likelihood function form, and thus the OL-GPEM
estimator is given by
θ̂ N ∶= arg min
θ∈Θ

1
[E ⊺ (θ)Q−1 (θ)E(θ) + log det Q(θ)]
2N

(6.13)

where Q(θ○ ) is the covariance of Y . It is important to note here that Q(θ) and µ(θ)
are jointly parameterized. Elementary calculations, which we shall omit, show that
N ∂θij WN (θ○ ) =∂θi µ⊺ (θ)Q−1 (θ○ )∂θj µ(θ○ )
1
+ tr (Q−1 (θ○ )∂θj Q(θ○ )Q−1 (θ○ )∂θi Q(θ○ )) ,
2
N [UN (θ○ )]ij =∂θi µ⊺ (θ○ )Q−1 (θ○ )∂θj µ⊺ (θ○ )
1
− tr(Q−1 (θ○ )∂θi Q(θ○ ))tr(Q−1 (θ○ )∂θj Q(θ○ ))
4
1
+ Aij (θ○ ) + Bij (θ○ ),
4
where
Aij (θ○ ) ∶= E [E(θ○ )∂θi Q−1 (θ○ )E(θ○ )E ⊺ (θ○ )∂θj Q−1 (θ○ )E ⊺ (θ○ )] ,
Bij (θ○ ) ∶= E [E(θ○ )∂θi Q−1 (θ○ )E(θ○ )E ⊺ (θ○ )Q−1 (θ○ )∂θj µ⊺ (θ○ )] .
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Now, observe that the evaluation of Aij (θ○ ) and Bij (θ○ ) is only possible if up to
(2)
the fourth moments of the model are known, and that the expression of PN does not
○
2
simplify in general. This is because, unlike the first case, UN (θ ) ≠ [∂θ WN (θ○ )]−1
in general. In the special case where the true model is Gaussian, it holds that
1
1
Aij (θ○ ) + Bij (θ○ ) = tr(Q−1 (θ○ )∂θi Q(θ○ ))tr(Q−1 (θ○ )∂θj Q(θ○ ))
4
4
1
+ tr (Q−1 (θ○ )∂θj Q(θ○ )Q−1 (θ○ )∂θi Q(θ○ )) ,
2
(2) −1

N [[PN ] ] = ∂θi µ⊺ (θ○ )Q−1 (θ○ )∂θj µ(θ○ )
ij

1
+ tr (Q−1 (θ○ ) ∂θj Q(θ○ )Q−1 (θ○ )∂θi Q(θ○ )) ;
2

(6.14)

see, for example, [123, Appendix 3C]. Thus,
(2)

PN = N [∂θ µ⊺ (θ○ )Q−1 (θ○ )∂θ µ(θ○ ) + P̄N (θ○ )]−1 ,
where P̄N (θ○ ) is defined as having the ij th entry equal to the second term in (6.14).
Because P̄N (θ○ ) is positive semidefinite4 , it holds that
(1)

(2)

PN (Q⋆ ) ⪰ PN ,

for every θ○ , N.

(6.15)

It shall be stressed here that the expression in (6.14) is valid only when the true
model is Gaussian. If this is not the case, that expression is not generally valid and
the inequality in (6.15) may or may not hold.5 We clarify this issue next.

6.3.2

Analysis for SISO models with a scalar parameter

In this part, we give conditions under which the inequality (6.15) holds even when
the model is non-Gaussian. To simplify the analysis, we will study the problem
under the following assumption:
Assumption 6.3. The model is such that
(a) dθ = 1, i.e., Θ ⊂ R,
(b) the output process y is an independent process,
(c) the convergence in (6.5) holds for the OL-GPEM estimator (6.13) and the
optimal OE-WQPEM estimator, defined by (6.10) when Q = Q⋆ .
4 Note

that [P̄N (θ○ )]ij ∶= tr(Q−1 (θ○ )∂θj Q(θ○ )Q−1 (θ○ )∂θi Q(θ○ )); straightforward calculations
2

show that x⊺ P̄N (θ○ )x = tr ([∑i [x]i [Q−1 (θ○ )∂θi Q(θ○ )]ii ] ) ≥ 0. ∀ x ∈ Rdy ∖ 0.
5 Note that the linear innovations are not independent in general.
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Denote the first four central moments of y as:
µt ∶= E[y t ],
(3)

mt

λt ∶= E[(y t − E[y t ])2 ],
(4)

∶= E[(y t − E[y t ])3 ],

mt

∶= E[(y t − E[y t ])4 ]

where, for brevity, we omitted the dependence on θ. When these four moments are
time-independent, we say that y is fourth-order stationary.
Using these notations, the expression of the normalizing factors of the optimal
OE-WQPEM estimator becomes
(1)

PN (Q⋆ ) =

N
( ∑N
t=1 At )

(6.16)

and that of the OL-GPEM estimator becomes
N

(2)

PN =
where

(N ∑ (At + Ct ))

(∂θ µt )2
,
λt
1 ∂θ λt 2
Bt ..= (
) ,
2 λt

2

+ Bt ))

1
Ct ..= Dt + Et − Bt ,
2
2
1
(4)
Dt ..= (∂θ
) mt ,
2λt

At ..=

Et ..= − (∂θ

(6.17)

t=1

(∑N
t=1 (At

(6.18)

(3)

1 mt ∂θ µt
)
.
λt
λt

We now have the following results:
(1)

(2)

Theorem 6.2. Suppose that Assumption 6.3 holds. Then, PN (Q⋆ ) ≥ PN if and
only if
2
N
(∑N
5 N
t=1 Bt )
+
(6.19)
∑ (Dt + Et ) ≤
∑ Bt
N
2 t=1
∑t=1 At
t=1
where At , Bt , Dt and Et are defined in (6.18). In particular, if y is fourth-order
stationary, (6.19) reduces to
κ≤[

(∂θ λ)2
4 ∂θ µ (3)
−
m + 5] ,
2
λ (∂θ µ)
λ ∂θ λ

(6.20)

where κ ∶= m(4) /λ2 is the kurtosis of y. Moreover, if the distribution of y is symmetric
around µ, the condition becomes
κ≤[

(∂θ λ)2
+ 5] .
λ (∂θ µ)2

(6.21)
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Proof. To simplify the notations, let A∶= ∑N
t=1 At , and similarly define B, C, D, and E.
(1)
(2)
Using (6.16) and (6.17), it follows that PN (Q⋆ ) ≥ PN if and only if
A+C
1
B2
≤
⇐⇒
C
≤
+ 2B
(A + B)2 A
A
B2 5
+ B
⇐⇒ D + E ≤
A 2

(6.22)

which is the same as (6.19). If y is fourth-order stationary, the first four moments
are time-independent and,
Ct = (

2∂θ µ (3) 1 (4) 1
m + m − ) Bt ,
λ ∂θ λ
2
2

for all t, which, when used in (6.22) together with the definition of κ, gives (6.20).
Finally, (6.21) follows directly from (6.20) after recalling that m(3) = 0 for any
symmetric distribution.
Note that inequality (6.21) can be satisfied for well-known heavy tailed distributions. For example, a standard Laplace (double exponential) distribution has a
kurtosis equal to 6. Moreover, the Pearson type VII parametric family of distributions include one-parameter distributions whose kurtosis may be arbitrarily adjusted
while keeping the first three moments fixed; see e.g., [222, Chapter 6].
Summary
From the above results, we conclude the following:
1. In general, the inequality (6.15) does not always hold; its validity does not only
depend on the shape of the distribution, but also on the parameterization.
2. In the very special case where y is Gaussian with jointly parameterized mean
and covariance, (22) holds. In other words, the optimal OE-WQPEM estimator
defined using the true covariance matrix is inferior to the OL-GPEM (MLE)
estimator, because the information provided by the parameterization of the
covariance matrix is not used.
In the next part of the chapter, we introduce a systematic way of constructing
efficient estimators of θ using the estimating functions approach. We are interested
in cases where the user is unable or unwilling to compute the score function, due to
either the lack of a full probabilistic model, or the analytic intractability of the full
model. We assume that the first two or four moments of y can be computed using
the given parametric model.

6.4. The Estimating Functions Approach

6.4
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The main idea of the estimating functions approach is to replace the unknown or
analytically intractable score function S N (θ) by a user-defined function
GN (θ) ∶= GN (Y ; θ),
known as an estimating function (EF), that is in some sense “close” to the score
function, and therefore keep some desirable properties of likelihood estimation.
When the EF satisfies a certain optimality criterion, it is referred to as a quasi-score
function (see Definition 6.6).
Definition 6.1 (Estimating function (EF)). A function GN ∶ Rdy N × Θ → Rdθ
is called an EF if GN (⋅; θ) is Pθ -measurable for every θ ∈ Θ, and GN (Y ; ⋅) is a
well-defined function over Θ for every Y ∈ Rdy N .
A point estimator may then be derived by equating GN (θ) to zero and solving
for θ, namely
θ̂ N ∈ sol [GN (θ) = 0] .
θ∈Θ

That is, the estimator is given, when it exists, as a root of the EF. Note that, by the
definition of EFs, θ̂ N is a well-defined estimator—and that in general there might be
multiple roots or no roots at all; this depends on the data, the model, and the EF.
To clarify the idea of the EFs approach, we will use the following two examples.
Example 6.1 (EF corresponding to a PEM). Let ŷ t∣t−1 (θ) be the OL-predictor of
y. Then the OL-QPEM estimator is defined as
N
1
θ̂ N ∶= arg min ∑ ∥εt (θ)∥2 ,
θ∈Θ t=1 2

(6.23)

where εt (θ) = y t − ŷ t∣t−1 (θ) is the linear innovation process. Assuming that εt (θ) is
a smooth function of θ for every t and that Θ is compact, the estimator in (6.23) is
equivalently given as a root of the EF
N
1
GN (θ) = ∂θ ∑ ∥εt (θ)∥2
t=1 2
N

= − ∑ [∂θ ŷ t∣t−1 (θ)]⊺ (y t − ŷ t∣t−1 (θ)).
t=1

Note that GN coincides with the score function S N (θ) if and only if θ○ ∈ Θ and
i.i.d.
εt (θ) ∼ N (0, Idy ) when θ○ = θ.
The above example shows that the PEM and the ML method may be formulated
as EF methods, simply by using the gradient vector of the criterion function as
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an EF. However, the main idea here is that EFs do not have to be associated to
any optimization-based method; they may well be directly designed as functions of
the data and the parameter (see Definition 6.1). Hence, the main focus of the EFs
approach is on the choice of families of EFs and the characterization of the “best”
EF within a given family. As will become evident below, shifting the focus from
selecting/weighting the criterion function in the PEMs to selecting EFs comes with
a few advantages.
Example 6.2 (EFs do not necessarily correspond to ML or PE methods). Assume
that the linear innovation process in Example 6.1 is non-stationary with covariance
matrices Λt (θ) that share parameters with ŷ t∣t−1 (θ). In this case, in order to improve
the asymptotic properties, a weighted PEM estimator, defined as
N

θ̂ N ∶= arg min ∑ εt (θ)⊺ Λt (θ)−1 εt (θ),
θ∈Θ t=1

may be proposed. However, it can be easily shown that such an estimator cannot be
consistent. Adding the term log det Λt (θ) to the summand of the criterion function
leads to the OL-GPEM estimator. However, as shown in the previous section, it
is not necessarily better than the optimal OE-WQPEM estimator and it is not
generally known which one should be preferred. Moreover, the optimal OE-WQPEM
estimator cannot be directly realized.
On the other hand, as shown in the coming sections, the estimator θ̂ N obtained
as a root of the EF
N

GN (θ) = −2 ∑ [∂θ ŷ t∣t−1 (θ)]⊺ Λ−1
t (θ)(y t − ŷ t∣t−1 (θ)),
t=1

under standard regularity and identifiability assumptions, is consistent and asymptotically normal, namely
√

−1

N PN 2 (θ̂ N − θ○ ) ↝ N (0, Idθ ) as N → ∞,

with the least normalizing factors PN when only the knowledge of the first two
moments of y are used; see Section 6.5.1. Notice that this EF may not correspond to
any PE criterion function or any likelihood function, even when it is the derivative
of some function over Θ.

Optimal Estimating Functions
A desired property of EFs is unbiasedness, which permits a type of likelihood
inference.
Definition 6.2 (Unbiased EF). An estimating function GN is called unbiased if
E[GN (θ); θ] = 0 ∀θ ∈ Θ in which the expectation is with respect to Pθ .
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Estimators defined as roots of unbiased EFs are invariant under smooth bijections,
but they are not necessarily unbiased. The unbiasedness of an EF, together with some
regularity and identifiability assumptions, implies the consistency of the associated
estimator (Section 6.6.1).
In what follows, we will also assume that Assumptions 6.1 and 6.2 hold when
making reference to the score function. The theory of optimal EFs is used to construct
asymptotically optimal estimators within a given class of estimators. It is developed
for regular families of estimating functions according to the following definition.
Definition 6.3 (Regular EFs). An EF GN is called regular if it is unbiased,
GN (θ) ∈ Ld2θ , ∀θ ∈ Θ, and there exists N̄ ∈ N such that it is differentiable in θ for
all Y over an open neighborhood of Θ, and the dθ × dθ matrices E[∂θ GN (θ); θ] and
E[GN (θ)G⊺N (θ); θ] are positive definite for all θ ∈ Θ, when N > N̄ . A regular family
GN of EFs is a set of regular EFs.
Now, notice that for any given EF G̃N it is always possible to construct a new
EF of the form
GN (θ) = M (θ)G̃N (θ),
∀θ ∈ Θ,
in which M (θ) is a bounded dθ × dθ positive definite matrix that is independent
of Y (i.e., M is a constant in Ld2θ ). In this case, GN (θ) and G̃N (θ) have exactly
the same roots, and therefore they are called equivalent. However, the covariance
matrices of two equivalent EFs may differ. In order to relate the properties of the
EFs to the estimators they define, a standardization is required. We will adapt the
following standardization, similar to [105].
Definition 6.4 (Standardized EF). The standardized EF corresponding to a regular
EF GN is defined as
ḠN (θ) ∶= −E[∂θ G⊺N (θ); θ]E[GN (θ)G⊺N (θ); θ]−1 GN (θ).
It follows directly from the definition that the covariance matrices of equivalent
standardized EFs are always equal and are given by the Godambe information
matrix.
Definition 6.5 (Godambe information matrix). The Godambe information matrix of a regular EF GN , belonging to a regular family GN of EFs, is defined as
⊺
E[ḠN (θ)ḠN (θ); θ], or equivalently as
E[∂θ G⊺N (θ); θ]E[GN (θ)G⊺N (θ); θ]−1 E[∂θ GN ; θ].
The importance of the Godambe information matrix stems from its relation to
the asymptotic accuracy of the resulting estimator. It can be seen as a generalization
of the Fisher information matrix—they are in fact equal if GN is equivalent to the
score function.
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To further clarify this, suppose that θ○ ∈ Θ and assume that θ̂ N is a root of
ḠN (θ) that converges almost surely to θ○ . Then, under appropriate conditions (see
Theorem 6.12), as N → ∞ it holds that
√
−1
N PN 2 (θ̂ N − θ○ ) ↝ N (0, Idθ )
⊺

where PN = E[N −1 ḠN (θ)ḠN (θ); θ]−1 is the inverse of the normalized Godambe
information matrix. Therefore, an optimal EF in a regular family GN of EFs, leading
to optimal estimators among those defined using EFs in GN , may be defined as the EF
in GN with the largest Godambe information matrix in the partial ordering of positive
semidefinite matrices. This optimality notion is known as Godambe (GodambeDurbin) optimality (see [56, 86, 88, 89]) and can be seen as a generalization of the
optimality criterion of unbiased estimators in the Gauss-Markov theorem ([137,
Theorem 4.12 ]) to unbiased EFs. Notice that it is a finite sample criterion on the
EF, which is tied to the asymptotic optimality of the resulting estimator.
Definition 6.6 (Optimal EF). Let GN be a regular family of EFs. An EF G⋆N is
called a quasi-score function in GN , if G⋆N ∈ GN and the matrix
⋆

⋆

⊺

E[ḠN (θ)[ḠN (θ)]⊺ ; θ] − E[ḠN (θ)ḠN (θ); θ] ⪰ 0
for all θ ∈ Θ and all GN ∈ GN .
We will refer to any EF satisfying the above definition as the quasi-score function
in GN . An estimator based on the quasi-score function in GN may now be defined.
Definition 6.7 (The GN -optimal estimator). The GN -optimal estimator is defined,
when it exists, as
θ̂ N ∈ sol [G⋆N (θ) = 0] ,
(6.24)
θ∈Θ

where G⋆N is the quasi-score function in GN .
It has been shown in [86] (under a mild regularity condition) that every quasiscore function G⋆N in a regular family GN of EFs is such that
E[(S N (θ) − ḠN (θ))(S N (θ) − ḠN (θ))⊺ ]
⋆

⋆

− E[(S N (θ) − ḠN (θ))(S N (θ) − ḠN (θ))⊺ ] ⪰ 0
for all GN ∈ GN . Hence, the quasi-score function is the element in GN minimizing
the dispersion distance to the score function. If GN is large enough to contain the
score function, the quasi-score function EF is then equivalent to the score function;
⋆
namely ḠN (θ) = S N (θ). From the above, a geometric interpretation of the Godambe
optimality notion can be given in the Hilbert space Ld2θ : for a given θ, the quasi-score
function in GN is the orthogonal projection of the score function onto GN (see [116]
and [105]).
The next result, due to Heyde in [104], gives a very useful characterization of
quasi-score functions.
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Lemma 6.3 (Characterization of optimal EFs). Suppose that the regular family
GN of EFs is closed under addition. Then G⋆N is a quasi-score function in GN if
and only if G⋆N ∈ GN and
E[∂θ GN (θ); θ]−1 E[GN (θ)[G⋆N (θ)]⊺ ; θ] = E[∂θ G⋆N (θ); θ]−1 E[G⋆N (θ)[G⋆N (θ)]⊺ ; θ]
for all GN ∈ GN , or equivalently
E[∂θ GN (θ); θ]−1 E[GN (θ)[G⋆N (θ)]⊺ ; θ]

(6.25)

is a constant matrix for all GN ∈ GN .
Proof. See [104, Theorem 1] or [105, Theorem 2.1].
Lemma 6.3 provides an easy way of examining the optimality of EFs. However,
finding a quasi-score function in a general regular family GN of EFs is not an
easy task. Fortunately, restricting GN to EFs with a specific form usually makes it
possible to compute the quasi-score function. In the following section, we consider
regular families of EFs that are linear and quadratic in the data (or equivalently
in the linear innovations). We then make use of Lemma 6.3 to find the quasi-score
functions. Specific forms of these two families were considered by several authors in
the statistics literature, in particular when the EFs have independent differences;
see, for example, [41, 42, 65, 86, 87, 236].

6.5

Linear and Quadratic Families of EFs

We start by considering a family of linear EFs.

6.5.1

Linear regular EFs

Define the linear regular family of EFs as
N

L
GN
∶={GN ∶ GN regular, GN (θ) ∶= ∑ at (θ)(y t − µt (θ)), at (θ) ∈ Rdθ ×dy ∀t, θ }.
t=1

L
The EFs in GN
are linear in the outputs y t , µt (θ) ∶= E[y t ; θ] is the OE-predictor,
and for all θ and t, at (θ) is a dθ × dy deterministic matrix with properties ensuring
L
that GN is regular. Different EFs in GN
are obtained by varying at (θ) as functions of
θ. Note that these EFs arise naturally in PEMs. For instance, if there exists a unique
root of the EF defined by taking at (θ) = ∂θ µ⊺t (θ), then the obtained estimator is in
fact the OE-QPEM estimator. However, such an EF is not a quasi-score function in
L
L
GN
, as we will see. It is of interest to note that every EF in GN
can be written in
the form
N

N

G̃N (θ)= ∑ ãt (θ)(y t − ŷ t∣t−1 (θ))= ∑ ãt (θ)εt (θ)
t=1
t=1 ´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
=∶g t (θ)

(6.26)
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where ε(θ) is the linear innovation process. This form becomes convenient when
analyzing the asymptotic properties of the EFs and the corresponding estimators
(see Section 6.6). We formalize this remark in the following proposition.
Proposition 6.4. An EF of the form (6.26), where ŷ t∣t−1 (θ) is the OL-predictor
L
of y t , and ãt (θ) ∈ Rdθ ×dy for all θ ∈ Θ such that the EF is regular, belong to GN
.
dθ ×dy
Furthermore, varying ãt (θ) over R
-valued functions of θ, such that the EF is
L
regular, spans GN
.
Proof. By definition, the vector of linear innovations is given as E(θ) = L−1 (θ)E(θ)
(see (4.19) and (6.8)) where L(θ) is an input-dependent lower unitriangular matrix.
Using this in (6.26) we see that
G̃N (θ) = [ã1 (θ) . . . ãN (θ)]L−1
N (θ)(Y − E[Y ; θ])
N

= ∑ at (θ)(y t − µt (θ))
t=1

−1
where [a1 (θ) . . . aN (θ)] = [ã1 (θ) . . . ãN (θ)]L−1
N (θ), and LN (θ) is nonsingular.
L
Thus, in GN
, using the OE-predictor is equivalent to using the OL-predictor,
because the resulting functions are related by a non-singular linear transformation.

L
The quasi-score function in GN
L
The following theorem shows that the quasi-score function in GN
is determined by
the second moments of y.
L
L
). The quasi-score function in GN
is
Theorem 6.5 (The quasi-score function in GN
given by
N

G⋆N (θ) = ∑ a⋆t (θ)(y t − µt (θ))
t=1

⊺

(6.27)

−1

= −[∂θ µ(θ)] Σ (θ)(Y − µ(θ))
where µ(θ) ∶= E[Y ; θ], Σ(θ) ∶= cov(Y , Y ; θ) ∀θ ∈ Θ.
Proof. This is a special case of Theorem 6.7 when H(θ) = Y − µ(θ).
L
The GN
-optimal estimator is then defined as a root of the quasi-score function in
(6.27). Notice that, while only the first moment of y is required to define a function
L
in GN
, the second moments of y are needed to compute the quasi-score function.
When the EFs are quadratic in the data, higher moments will be required.
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Quadratic regular EFs

Define the family of quadratic regular EFs as
N

Q
GN
∶= {GN ∶ GN regular, GN (θ) ∶= ∑ g t (θ),
t=1

t

dy

i

g t (θ) ∶= at (θ)et (θ) + ∑ ∑ ∑ bti sj (θ) ([et (θ)]i [es (θ)]j − [σts (θ)]ij ) ,
s=1 i=1 j=1

et (θ) ∶= y t − E[y t (θ); θ], at (θ) ∈ Rdθ ×dy , bti sj (θ) ∈ Rdθ ∀t, θ},
where we used the notation [et (θ)]i to denote the ith entry of et (θ), and σts (θ) to
Q
denote the covariance matrix cov(y t , y s ; θ). Notice that EFs in GN
arise naturally
in PEMs. For example, the derivative of the OL-GPEM criterion function (6.13)
Q
belongs to GN
; however, as we will see, it is not necessarily a quasi-score function in
Q
GN .
Q
Every GN in GN
can be written in vector form as
GN (θ) = ÃN (θ)E(θ) + B̃N (θ)Ṽ (θ)
where ÃN (θ) is a dθ × dy N matrix, B̃N (θ) is a dθ × dy N (dy N + 1)/2 matrix, both
of rank dθ , and
Ṽ (θ) ∶= vech[E(θ)E ⊺ (θ) − Σ(θ)]
is a random vector of dimension dy N (dy N + 1)/2, where vech[⋅] is the halfQ
vectorization operator6 . Moreover, it is possible to write every EF in GN
in terms
L
of linear innovations, just as with GN . The following proposition is similar to
Proposition 6.4.
Q
Proposition 6.6. Every EF GN ∈ GN
may be expressed in terms of the linear
innovations as follows
GN (θ) = MN (θ)H N (θ)
(6.28)

where MN (θ) is a dθ × dy N (dy N + 3)/2 matrix of rank dθ ,
⊺

V ⊺ (θ)] , and

(6.29)

V (θ) ∶= vech[E(θ)E ⊺ (θ) − Λ(θ)],

(6.30)

H N (θ) ∶= [E ⊺ (θ)

where Λ(θ) ∶= cov(E(θ), E(θ); θ).
Proof. The proof is elementary, and is similar to the proof of Proposition 6.4;
therefore, it is omitted.
6 The half-vectorization of a symmetric matrix M of size n is the column vector of size n(n+1)/2
obtained by vectorizing the lower triangular part of M .
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Notice that (6.28) can be expanded as follows
N

GN (θ)= ∑ at (θ)εt +bt (θ)(εt (θ)ε⊺t (θ)−Λt (θ)) + ∑ ct,s (θ)εt (θ)εs (θ)⊺

(6.31)

s<t

t=1

where cross-products of linear innovations appear.
Q
The quasi-score function in GN

We now use the necessary and sufficient conditions of Lemma 6.3 to find the quasiQ
score function in GN
. The following theorem shows that the quasi-score function in
Q
GN is determined by the first four moments of y.
Q
Q
Theorem 6.7 (The quasi-score function in GN
). The quasi-score function in GN
is
given by
G⋆N (θ) = E[∂θ H ⊺N (θ); θ]E[H N (θ)H ⊺N (θ); θ]−1 H N (θ)
(6.32)

where H N (θ) is defined in (6.29).
Proof. First, observe that by Definition 6.3, the matrices E[∂θ H N (θ); θ] and
E[H N (θ)H ⊺N (θ); θ] are well-defined and nonsingular over Θ.
Then, using (6.28)-(6.30), it holds that
E[∂θ GN (θ); θ] = MN (θ)E[∂θ H N (θ); θ]
and
E[GN (θ)[G⋆N (θ)]⊺ ; θ] = MN (θ)

E[H N (θ)H N (θ)⊺ ; θ][M ⋆ (θ)]⊺ .

Therefore, its straightforward to see that condition (6.25) of Lemma 6.3 is satisfied
when
⋆
MN
(θ) = E[∂θ H ⊺N (θ); θ]E[H N (θ)H ⊺N (θ); θ]−1 ,
which proves (6.32).
Q
Remark 6.1. If y is a Gaussian process, the score function S N ∈ GN
is equivalent
Q
to the quasi-score function in GN
. In this case, the linear innovation process ε is
an independent process and the quasi-score function given in terms of ε does not
contain any cross-products; i.e, the factors ct,s in (6.31) are identically zero. In
general, however, these factors will be different from zero.

An estimator based on the quasi-score function in (6.32) may be defined; however,
when N is large, such an estimator would require computing and inverting matrices
of relatively large dimensions. It is of interest in this case to observe that if the
distribution of E(θ) is symmetric around its mean value, E[E(θ)V ⊺ (θ); θ] = 0 for
every θ and therefore the quasi-score function reduces to
⋆

G⋆N (θ) = G̃N (θ) + E[∂θ V (θ)]⊺ E[V (θ)V ⊺ (θ); θ]−1 V (θ)

(6.33)
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⋆

L
where G̃ (θ) is the quasi-score function in GN
.
To simplify the computations, one may be tempted to use (6.33) even when the
third moments are not zero. However, if the symmetry assumption is not maintained,
Q
the combination (6.33) will not be optimal in GN
; what is more, there is no guarantee
that the Godambe information matrix of the EF in (6.33) will be larger than that
L
of the quasi-score function in GN
. The reason for this is that, if the two terms on
the right-hand side of (6.33) are correlated, the contribution due to the second
L
term to the Godambe information matrix of the quasi-score function in GN
may
7
be negative . This issue is related to the general question of how to combine two
(or more) EFs that may not necessarily belong to nested subspaces. For example,
it may be of interest to use EFs that have different forms or that are constructed
based on two different experiments (thus, different data sets). A solution is obtained
by orthogonalization, as we show in the following theorem.

Theorem 6.8 (Optimal combinations of EFs). Let G⋆N be a quasi-score function
in a regular family GN of EFs and consider a regular EF G̃N (θ). Define
GN (θ) ∶= G⋆N (θ) + E[∂θ H N (θ); θ]⊺ E[H N (θ)H ⊺N (θ); θ]−1 H N (θ),

(6.34)

where
H N (θ) = G̃N (θ) − E[G̃N (θ)[G⋆N (θ)]⊺ ; θ]E[∂θ G⋆N (θ); θ]−1 G⋆ (θ).
Then, it holds that
⊺

⊺

E[ḠN (θ)ḠN (θ); θ] − E[J̄ N (θ)J̄ N (θ); θ] ⪰ 0
for every J N (θ) = G⋆N (θ) + M (θ)G̃N (θ), where M (θ) is a dθ × dθ data-independent
matrix. In particular,
E[GN (θ)G⊺N (θ); θ] − E[G⋆N (θ)[G⋆N ]⊺ (θ); θ] ⪰ 0.
In other words, the Godambe information matrix of GN is at least as large as that
of G⋆N .
Proof. The proof is based on Lemma 6.3, and follows the proof of Theorem 6.7. Note
that the two terms defining GN (θ) in (6.34) are orthogonal by construction.
The above discussion shows that, when considering a quadratic EF, third and
fourth cross-moments have to be used to correctly weight the contribution from
the linear and nonlinear parts. The use of marginal moments when the data are
correlated is not sufficient to guarantee improvement over the quasi-score function
L
in GN
. Nevertheless, as we now show, not all the cross-moments are required to
obtain an improvement on top of linear EFs. The idea is simply to use only the
diagonal of E(θ)E ⊺ (θ) to define the quadratic part of the EF.
7 The

L ; see Example 6.4.
obvious case is when S N ∈ GN
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Define

[V d (θ)]i ∶= [E(θ)E ⊺ (θ) − Σ(θ)]ii , i = 1, . . . , N,

where E(θ) is defined in (6.8), and define the regular family of EFs
q
GN
∶= {GN ∶ GN regular, GN (θ)∶=A(θ)E(θ)+B(θ)V d (θ),

A(θ), B(θ) ∈ Rdθ ×dy N ∀θ are of rank dθ }.
L
Let G⋆ be the quasi-score function in GN
, and let

G̃N (θ) ∶= E[∂θ V d (θ); θ]⊺ E[V d (θ)V ⊺d (θ); θ]−1 V d (θ).
q
Then, by Theorem 6.8, the EF defined in (6.34) gives the quasi-score function in GN
;
L
we will refer to the corresponding estimator as the GN -optimal estimator. Notice
q
that EFs in GN
may be written in terms of the linear innovations as
N

GN (θ) = ∑ at (θ)εt +bt (θ)(εt (θ)ε⊺t (θ)−Λt (θ))
t=1 ´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶

(6.35)

=∶g t (θ)

q
L
for some sequence of vectors {at (θ)} and {bt (θ)} and that GN
⊂ GN
(see (6.26)).
q
Therefore the quasi-score function in GN is guaranteed to have a Godambe informaL
tion matrix at least as large as that of the quasi-score function in GN
. We now have
the following important remark.
q
L
Remark 6.2. Observe that, due to the definitions of GN
and GN
, the quasi-score
⋆
⋆
⋆
q
L
⊺
functions in GN and GN satisfy the relation E[ḠN (θ)[ḠN (θ)] ; θ] = −E[∂θ ḠN (θ); θ]
for all ∀θ ∈ Θ, which is a property of score functions (see (6.2)). Moreover, using
⋆
Definition 6.4, it holds that ḠN (θ) = −G⋆N (θ) and the Godambe information matrix
⋆
⋆
in this case is given by E[ḠN (θ)[ḠN (θ)]⊺ ; θ] = E[G⋆N (θ)[G⋆N (θ)]⊺ ; θ].
L
In the following section, we provide an asymptotic analysis for the GN
-optimal
q
and GN -optimal estimators. The analysis is performed under analogous assumptions
as those used for the analysis of PEM estimators in Section 4.5. A similar analysis
Q
may be done for the GN
-optimal estimator; however, due to the presence of the
Q
cross-products εt (θ)εs (θ)⊺ in the quasi-score function in GN
(see (6.31) and Remark
6.1), a more stringent set of assumption will be required. A thorough study of this
case is postponed to a future contribution.

6.6

Asymptotic Analysis

In what follows, we will only be concerned with the standardized quasi-score functions
and therefore, for brevity, we will drop the overbar and star superscript from the
notations.

6.6. Asymptotic Analysis

6.6.1
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Convergence and Consistency

The convergence of the estimators will be established under the following assumptions,
similar to PEMs.
Assumption 6.4.
1. The nonlinear system generating the data is r-stable with r = 4 (see Definition
4.8).
2. Θ is compact, and the parameterization of the mean vector µ(θ) and the
covariance matrix Σ(θ) (see 4.14) is two times continuously differentiable over
an open neighborhood of Θ.
3. The function (t, θ) ↦ E[y t ; θ] and its derivative with respect to θ are uniformly
bounded in t, θ.
4. The covariance matrices Λt (θ) of the linear innovations are uniformly bounded
in t, θ.
5. Let L(θ)Λ(θ)L⊺ (θ) ∶= Σ(θ) be the LDL⊺ decomposition of Σ(θ). Then the
entries of L−1 (θ) are uniformly exponentially decaying in t, θ.
Assumption 6.5. In addition to Assumption 6.4, the third and fourth moments of
the linear innovations εt (θ) are uniformly bounded in t, θ.
Assumption 6.5 concerns the model and the used inputs. It is required only for
q
the convergence of the GN
-optimal estimator. The basic convergence result is given
in the following lemma where E○ denotes the expectation with respect to the true
distribution of the data.
Lemma 6.9 (Uniform convergence). Suppose that Assumption 6.4 holds. Then as
N → ∞,
a.s.
sup ∥GN (θ) − E○ [GN (θ)]∥ Ð→ 0,
(6.36)
θ∈Θ

and

a.s.

sup ∥∂θ GN (θ) − E○ [∂θ GN (θ)]∥ Ð→ 0,

(6.37)

θ∈Θ

L
where GN is the quasi-score function in GN
. In addition, the sequence {E○ [GN (θ)]}
is uniformly equicontinuous over Θ. Moreover, if Assumption 6.5 holds, the concluq
sions hold true for the quasi-score function in GN
.

Proof. The proof is constructed componentwise, i.e., for [∂θ GN (θ)]ij , i, j = 1, . . . , dθ ,
and is analogous to the proof of [151, Lemma 3.1]: to establish (6.36) and (6.37)
replace the function l(t, θ, ε) there by [g t (θ)]ij and [∂θ g t (θ)]ij respectively, where
L
g t (θ) is on the form in (6.26) for the GN
-optimal estimator and on the form in
q
(6.35) for the GN -optimal estimator. Observe that here, the used EFs are linear and
quadratic in the (linear) prediction errors, and thus, when Assumptions 6.4 and 6.5
hold, the conditions required by [151, Lemma 3.1] are satisfied.
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Before proving the convergence of the above defined estimators, we need to
establish their existence. In order to establish the existence of at least one sequence
of roots, we will rely on the following assumption.8
Assumption 6.6. For all sufficiently large N the set
ZN ∶= {θ ∈ Θ ∶ E○ [GN (θ)] = 0}
is non-empty and for every θ∗ ∈ ZN it holds that E○ [∂θ GN (θ∗ )] ≻ 0, so that there
exists r > 0 such that θ∗ is a unique root of E○ [GN (θ)] on Br (θ∗ ) ∶= {θ ∈ Θ ∶
∥θ − θ∗ ∥ ≤ r}.
Assumption 6.6 requires that the expected value of GN , with respect to the true
distribution of the data, has at least one root when N is sufficiently large. For EFs
L
in GN
it means that
∃θ∗ ∈ Θ ∶ E○ [Y ] = µ(θ∗ )

for all large N .

(6.38)

Q
For EFs in GN
it means that, in addition to (6.38),

E○ [Y Y ⊺ ] = Σ(θ∗ ) + µ(θ∗ )µ(θ∗ )⊺ .
This automatically hold once θ○ ∈ Θ and µ and Σ are correctly specified. However,
in general when θ○ ∉ Θ, the condition is not easy to analyze and the existence of a
solution is not generally guaranteed. In this case, a direct check of the condition
for the used model is necessary. In case several roots exist, the assumption requires
that they are isolated.
q
L
The following lemma establishes the existence of the GN
-optimal and GN
-optimal
estimators when subject to Assumption (6.6); it is a modified version of [252,
Theorem 1].
Lemma 6.10 (Existence and convergence of roots). Suppose that Assumption 6.6
holds. Then, for all sufficiently large N , θ∗ ∈ ZN , there exists θ̂ N ∈ Br (θ∗ ) for some
a.s.
r > 0, such that GN (θ̂ N ) = 0 almost surely. Furthermore, θ̂ N Ð→ θ∗ as N → ∞.
Proof. Note that, for all sufficiently large N ,
∥∂θ GN (θ) − E○ [∂θ GN (θ∗ )]∥ ≤ ∥∂θ GN (θ) − E○ [∂θ GN (θ)]∥

+ ∥E○ [∂θ GN (θ)] − E○ [∂θ GN (θ∗ )]∥

< cθ∗

for all θ ∈ Bs (θ∗ ), where 0 < s ≤ r and cθ∗ is a constant dependent on θ∗ . The
last inequality is a consequence of Lemma 6.9: the first term converges to zero
and the second is equicontinuous in θ. Now, observe that Lemma 6.9 also implies
8 In the special case where the EF corresponds to a criterion function, Assumption 6.6 may be
replaced by assumptions on the criterion function (e.g., smoothness); see [137, Theorem 3.2, 3.7].
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a.s.

that, ∀θ∗ ∈ ZN for all N sufficiently large, GN (θ∗ ) Ð→ 0 as N → ∞ . Thus, by
−1
[252, Lemma 2], and taking cθ∗ = 12 ∥E○ [ [∂θ GN (θ∗ )]−1 ∣]∥ as required there, there
exists θ̂ N ∈ Bs (θ∗ ) which is almost surely a root of GN (θ) for sufficiently large
N . The second part of the theorem holds because, by Assumption 6.6, θ∗ is a
unique root of E○ [GN (θ)] on Br (θ∗ ). Let θ̄ be any limit point of θ̂ N . Then all
a.s.
subsequences {θ̂ Ni } converge to θ̄, and it holds that GNi (θ̂ Ni ) − E○ [GNi (θ̄)] Ð→ 0.
Thus E○ [GNi (θ̄)] = 0 for Ni sufficiently large. Hence, the assumption that θ∗
is a unique root of E○ [GN (θ)] over Bs (θ∗ ) for sufficiently large N implies that
a.s.
θ̂ N Ð→ θ∗ as N → ∞.
Consistency of the estimators can now be established whenever θ○ ∈ Θ and u
is such that θ○ is identifiable (see Definition 4.11). Notice that when θ○ ∈ Θ, and
due to the unbiasedness of the EFs, it holds that E○ [GN (θ)] = E[GN (θ○ ); θ○ ] =
0 for every N , and therefore θ○ ∈ ZN for every N . It is straightforward to see that
if u and Θ are such that the parameterization is identifiable, then θ○ is the only
element in ZN when N is sufficiently large as the following theorem asserts.
Theorem 6.11 (Consistency). Suppose that Assumptions 6.4 and 6.6 hold. Let the
input u be such that Θ constitute a first-order identifiable parameterization. Then, if
a.s.
L
θ○ ∈ Θ, the GN
-optimal estimator is strongly consistent, i.e., θ̂ N Ð→ θ○ as N → ∞.
Suppose that, in addition, Assumption 6.5 holds and the input signal u is such
q
that Θ constitute a second-order identifiable parameterization. Then the GN
-optimal
a.s.
○
estimator is strongly consistent, i.e., θ̂ N Ð→ θ as N → ∞.
Proof. The proof has the same structure as the proof of Theorem 4.6. Let GN
q
L
denote the quasi-score function, either in GN
or GN
, and define the set
S ∶= {θ ∈ Θ ∶ ∥θ − θ○ ∥ >  > 0}.
Note that, by the properties of {E[GN (θ); θ○ ]} and the identifiability assumption,
it holds that for every  > 0 and sufficiently large N , there exists δ > 0 such that
min ∥E○ [GN (θ)]∥ > δ .
θ∈S

(6.39)

Consequently
min ∥GN (θ)∥ − ∥GN (θ○ )∥
θ∈S

≥ min{∥GN (θ)∥ − ∥E○ [GN (θ)]∥} + min ∥E○ [GN (θ)]∥ − ∥E○ [GN (θ○ )]∥
θ∈S

θ∈S

+ {∥E○ [GN (θ○ )]∥ − ∥GN (θ○ )∥}
≥ min{∥GN (θ)∥ − ∥E○ [GN (θ)]∥} + min ∥E○ [GN (θ)]∥
θ∈S

θ∈S

+ {∥E○ [GN (θ○ )]∥ − ∥GN (θ○ )∥}
≥ min ∥E○ [GN (θ)]∥ − 2 sup ∥GN (θ) − E○ [GN (θ)]∥
θ∈S

θ∈Θ

> 0 a.s. for sufficiently large N,

(6.40)
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where the third inequality holds because, by the reverse triangle inequality we have
min{∥GN (θ)∥ − E○ [∥GN (θ)∥]} + {∥E○ [GN (θ○ )]∥ − ∥GN (θ○ )∥}
θ∈S

≤ min ∥GN (θ) − E○ [GN (θ)]∥ + ∥GN (θ○ ) − E○ [GN (θ○ )]∥
θ∈S

≤ 2 sup ∥GN (θ) − E○ [GN (θ)]∥
θ∈Θ

The last inequality is a consequence of Lemma 6.9 together with (6.39). Let θ̂ N denote
q
L
either the GN
-optimal or the GN
-optimal estimator—their existence is guaranteed by
Lemma 6.10. Then, by definition, ∥GN (θ̂ N )∥ − ∥GN (θ○ )∥ = −∥GN (θ○ )∥ ≤ 0, where
GN is the quasi-score function defining θ̂ N , which in the light of (6.40) implies
that θ̂ N ∉ S a.s. for a sufficiently large N . Because  was arbitrary, it holds that
a.s.
θ̂ N Ð→ θ○ as N → ∞.

6.6.2

Asymptotic Normality

q
L
Based on the consistency results of the GN
-optimal and GN
-optimal estimators, their
asymptotic normality can be shown with no additional assumptions on the model.
This advantage is due to the definition of θ̂ N as roots and the use of Assumption
6.6. However, a slight strengthening of the assumption on the data is required as
shown in the following theorem.

Theorem 6.12 (Asymptotic normality). Assume that the hypotheses of Theorem
6.11 hold. Furthermore, assume that the system generating the data is r-stable with
r > 4 (see Definition 4.8). Introduce the (normalizing) matrices
PN ∶= E[N −1 GN (θ○ )G⊺N (θ○ ); θ○ ]−1 , N ∈ N.
Then

√

−1

N PN 2 (θ̂ N − θ○ ) ↝ N (0, Idθ )

as

N → ∞,

q
L
where θ̂ N denotes either of the GN
-optimal and GN
-optimal estimators, and GN (θ)
denotes the corresponding defining quasi-score functions.
Moreover, if the data and the model are such that

then

√

E[N −1 GN (θ)G⊺N (θ); θ○ ]−1 → Q(θ) ≻ 0

as

N →∞

(6.41)

N (θ̂ N − θ○ ) ↝ N (0, P ), where P ∶= Q(θ○ ).

Proof. The proof is analogous to that of Theorem 1 in [148] when the derivative
and the Hessian of the criterion function there are replaced by G(θ) and ∂θ GN (θ).
Observe that here, by Definition 6.3 and the assumption that θ○ ∈ Θ, the sequence of
normalizing factors {PN } is well-defined and every PN is positive definite. Moreover,
due to the properties of quasi-score functions, it holds that −E[∂θ GN (θ); θ] =
E[GN (θ)G⊺N (θ); θ] for all θ ∈ Θ, N ∈ N (see Remark 6.2), which leads to the given
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(reduced) expression of the normalizing factors (compare to those of PEM estimators
(6.6)).
The second part of the theorem is an implication of the first part, and the
assumption in (6.41) by a direct application of Slutsky’s theorem ([34, Chapter 5]).
The assumption in (6.41) will be satisfied, for example, when y is asymptotically
stationary, quasi-stationary or periodic.
We end this section by the following important concluding result.
Theorem 6.13. Suppose that the hypotheses of Theorem 6.11 and Theorem 6.12 are
q
L
satisfied for the GN
-optimal and GN
-optimal estimators. Denote the corresponding
q
normalizing factors as PNL and PN respectively. Then, it holds that
PNL ⪰ PNq ,

N ∈N

q
L
Moreover, if (6.41) holds for the GN
-optimal and GN
-optimal EFs, then P L ⪰ P q
with obvious notations.

Proof. These are straightforward consequences of the definition of quasi-score funcq
L
tions, the fact that GN
⊂ GN
, ∀N ∈ N, and the definitions of PN and P in Theorem
6.12.
In the next section, we briefly discuss the relation between the prediction error
correlation approach of system identification, see Section 2.3.3, and the EFs approach.

6.7

Links to the PE correlation approach

The idea of defining point estimators as solutions to algebraic equations is not new
to the system identification community. For instance, the well-known instrumentalvariable method was introduced in the system identification literature in the 1960s;
see e.g. the articles [247, 249, 250], and the books [63, 215]. Such methods are
representatives of the PE correlation approach (see Section 2.3.3).
The formal links between the PE correlation approach and the more general
L
EFs approach are obvious. It is straightforward to see that the GN
-optimal estimator can be seen as a PE correlation estimator: let e = ε, the linear innovation process, α(ε) = ε, and define the (outputs-independent) correlation vectors
ζt (θ) ∶= E[∂θ εt (θ); θ]⊺ E[εt (θ)ε⊺t (θ); θ]−1 (See (2.53)). However, estimators defined
q
Q
as roots of EFs in GN
or GN
do not necessarily fit in the PE correlation approach
as described in Section 2.3.3; compare (6.31) and (6.35) to (2.53) and notice that
the function α(⋅) in (2.53) is static, and that ζt (θ) is a dθ × dy matrix derived from
Dt−1 .
The theory of optimal EFs provides a criterion for optimal weighting of the sum
in (2.53). It also unifies the PE minimization and the PE correlation methods under
one framework with a systematic way of constructing efficient estimators based on
partial model specifications.
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Numerical Examples

In this section, we consider several simulation examples where we compute the
q
L
asymptotic covariance matrices of the GN
-optimal and GN
-optimal estimators in
addition to different PEM estimators. The examples show that the linear and
quadratic quasi-score functions may be used to systematically construct optimal
estimators when only the knowledge of the first two and four moments is used,
respectively. While the examples are given for nonlinear models, it should be clear
that the conclusions also apply to the linear case when the full distribution is not
specified.
Example 6.3 (A Gaussian model). Suppose that
y t = θ○ u2t + 2θ○ u4t wt ,
2

i.i.d.

wt ∼ N (0, 1),

t = 1, . . . , N

(6.42)

in which θ○ = 1 and the input signal u is a known realization of an independent
standard Gaussian process. In this case, conditioned on ut ,
y t ∼ N (θ○ u2t , 2θ○ u4t ),
i.i.d.

2

t = 1, . . . , N.

Let et (θ) = y t − θu2t and consider three estimators obtained using a criterion
function where
1
1. `(1) (et (θ)) = et (θ)2 ,
(OE-QPEM)
2
1 et (θ)2
2. `(2) (et (θ), t) =
,
(optimal OE-WQPEM)
2 2θ○ 2 u4t
3. `(3) (et (θ), t, θ) =

1 et (θ)2
+ log(θ).
2 2θ2 u4t

(OL-GPEM)

These are the OE-QPEM estimator defined in (4.34), the optimal OE-WQPEM
estimator defined in Section 6.3.1, and the OL-GPEM defined in (4.34). In
q
L
addition, consider the GN
-optimal and GN
-optimal estimators. Observe that
we used the true parameter in the definition of `(2) , so that we are using the
optimal weights (see Proposition 6.1). Also, note that the OL-GPEM estimator
coincides with the MLE in this example.
L
By Theorem 6.5, the quasi-score function in GN
is given by
−1
(y t − θu2t ),
2 2
t=1 2θ ut
N

GN (θ) = ∑

N
therefore E[GN (θ)GN (θ)⊺ ; θ] = 2θ
2 . By Theorem 6.12, the asymptotic variance
L
of the GN -optimal estimator is E[N −1 GN (θ○ )GN (θ○ )⊺ ; θ○ ]−1 = 2. On the other
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Table 6.1: The asymptotic variance for five estimators of the Gaussian model in
Example 6.3 (Notice that the optimal OE-WQPEM requires the knowledge of θ○ in
order to define the weighting.)

Estimator

Analytic asy. var.

OE-QPEM
optimal OE-WQPEM
OL-GPEM (≡ MLE)
L
GN
-optimal
q
GN -optimal (≡ MLE)

70 ○ 2
θ
3

≈ 23.333
2θ○ 2 = 2
0.4θ○ 2 = 0.4 (CRLB)
2
0.4 (CRLB)

MC approx
23.185
2.019
0.4022
2.019
0.4022

Q
hand, by Theorem 6.7, the quasi-score function in GN
is given by

−1
−1
1
(y t − θu2t ) + 3 4 (y t − θu2t )2 + .
2
2
2θ ut
θ
t=1 2θ ut
N

GN (θ) = ∑

q
This quasi-score function coincides with the quasi-score function in GN
and
is equivalent to the score function because y is an independent Gaussian process (see Remark 6.1). In this case, E[GN (θ)GN (θ)⊺ ; θ] = 5N
and therefore,
2θ
q
by Theorem 6.12, the asymptotic variance of the GN
-optimal estimator is
E[N −1 GN (θ○ )GN (θ○ )⊺ ; θ○ ]−1 = 0.4, which is equal to the asymptotic CramérRao lower bound (CRLB) for the model in (6.42).
Table 6.1 shows the asymptotic variance of the five estimators. The OEQPEM estimator has the largest asymptotic variance. The OL-GPEM estimator
is asymptotically efficient and coincides with the MLE with an asymptotic CRLB
equal to 0.4. The optimal OE-WQPEM estimator, which uses the knowledge of
the exact variances of y t for all t but ignores the joint parameterization of the
mean and the variance, has an asymptotic variance of 2; five times larger than
L
the CRLB. The GN
-optimal estimator has the same asymptotic variance as the
q
optimal OE-WQPEM estimator. The GN
-optimal estimator is asymptotically
efficient and achieves the asymptotic CRLB. The analytic results are confirmed
by running MC simulations in which we used 104 observations and 104 MC
realizations.

If the assumption that y is Gaussian is not maintained, the results will be very
much different as we now show in the following example.
Example 6.4 (A Gamma model). Suppose that
y t = θ○ u2t w2t ,
i.i.d.

wt ∼ N (0, 1),

t = 1, . . . , N.

(6.43)
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Table 6.2: The asymptotic variance for five estimators of the Gamma model in
Example 6.4

Estimator

Analytic asy. var.

OE-QPEM
optimal OE-WQPEM (≡ MLE)
OL-GPEM
L
GN -optimal (≡ MLE)
q
GN
-optimal (≡ MLE)

70 ○ 2
θ
3
○2

≈ 23.333
2θ = 2 (CRLB)
74 ○ 2
θ = 2.96
25
2 (CRLB)
2 (CRLB)

MC approx
23.282
1.983
2.948
1.983
1.983

In this case, the outputs have a Gamma distribution; namely
y t ∼ Γ(α, βt (θ○ )),
i.i.d.

t = 1, . . . , N,

where α = 21 , βt (θ○ ) = 2θ○ u2t , θ○ = 1. Notice that the first two moments of the
Gamma model in (6.43) coincide with the Gaussian model in Example 6.3;
namely µt = θu2t , λt = 2θ2 u4t . However, the third and fourth moments here are
(3)
(4)
mt = 8θ3 u6t , mt = 60θ4 u8t , where we used the notations introduced after
Assumption 6.3.
Consider the same five estimators used in Example 6.3 and observe that
because the definitions of the OE-QPEM estimator, the optimal OE-WQPEM
L
estimator, and the GN
-optimal estimator depend only on the first and second
moments of y, their asymptotic variances are exactly the same as with the
q
Gaussian case. However, the quasi-score function in GN
is now given by
−1
(y t − θu2t ),
2 u2
2θ
t=1
t
N

GN (θ) = ∑

L
which coincides with the quasi-score function in GN
and the score function (the
multipliers of the quadratic terms in (6.31) and (6.35) are zero). The asymptotic
q
variance of the GN
-optimal estimator is E[N −1 GN (θ○ )GN (θ○ )⊺ ; θ○ ]−1 = 2, which
is also the asymptotic CRLB for the model in (6.43).
Table 6.2 summarizes the results for the five estimators. Here, the optimal
L
OE-WQPEM and the GN
-optimal estimators are both efficient. However, the
weighting of the optimal OE-WQPEM estimator requires the knowledge of θ○ ,
L
unlike the GN
-optimal estimator.

From these results, it is clear that under departure from normality, a misspecified
score function based on a Gaussian log-likelihood function has no optimality properties (e.g., within the class of quadratic regular EFs), and therefore comes with no
support or motivation. On the other hand, using a quasi-score function within a
q
well-defined family, say the regular family GN
, leads to optimal estimators (within
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the given class) regardless of the true distribution, once the conditions discussed in
Sections 6.6.1 and 6.6.2 are satisfied.
To further clarify the above conclusions, we consider next an example where the
score function is analytically intractable.
Example 6.5 (A non-invertible model). Suppose that
y t = θ○ (ut + wt )2 ,
= θ○ u2t + θ○ w2t + 2θ○ ut wt ,

t = 1, . . . , N,

where wt ∼ N (0, 1), and once more, θ○ = 1 and the inputs are known reali.i.d.
izations of ut ∼ N (0, 1). Observe that in this case, the log-likelihood of θ is
analytically intractable. However, the mean and the variance of y are given by
the closed-form expressions:
i.i.d.

µt = θ(u2t + 1)λt

= θ2 (4u2t + 2).

The third and fourth centered moments are also available in closed-form and
are given by
(3)

mt

(4)

= θ3 (24u2t + 8),

mt

= θ4 (48u4t + 240u2t + 60).

We now consider the five estimators used in the above two examples. StraightL
forward computations show that the GN
- optimal EF is given by
−(u2t + 1)
(y t − θ(u2t + 1)),
2 (4u2 + 2)
θ
t=1
t
N

GN (θ) = ∑

q
and the GN
-optimal EF is given by
N

GN (θ) = ∑ a⋆t (θ)[(y
t=1

(y t − θ(u2t + 1))
]
2
2
2
2
−
θ(u
t
t + 1)) − θ (4ut + 2)

where
t +64ut +120ut +24)
a⋆t (θ) = [ θ2−(32u
(128u6 +384u4 +288u2 +48)
6

t

4

2

t

t

−8u4t
].
θ 3 (128u6t +384u4t +288u2t +48)

Except for the OE-QPEM estimator, the analytical expressions of the asymptotic
variance for all the considered estimators involve limits of ratios of polynomials
of the input, and therefore are analytically intractable; they are approximated
here using MC simulations. The values are given in Table 6.3. Once more, we see
that the asymptotic variance of the optimal OE-WQPEM estimator is smaller
q
than the OL-GPEM estimator. As expected, see Theorem 6.13, the GN
-optimal
estimator has the least asymptotic variance among all the estimators, followed
L
by the GN
-optimal estimator.
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Table 6.3: Asymptotic variances for the five estimators in Example 6.5

Estimator

Analytic asy. var.

MC approx

25 ○ 2
θ
9

≈ 2.777
N/A
N/A
N/A
N/A

OE-QPEM
optimal OE-WQPEM
OL-GPEM
L
GN
-optimal
q
GN -optimal

2.774
1.475
2.061
1.475
1.452

In the following example, we consider the identification of a relatively challenging
model whose output is dependent over time.
Example 6.6 (First-order stochastic Wiener model). Suppose that
y t = (G(q; α○ )ut + wt )2 + H(q)v t ,
where
G(q; α○ ) =
i.i.d.

1
1 + α○ q

−1

,

H(q) =

t = 1, . . . , N,
1
1 − 0.8 q

−1

,

i.i.d.

and wt ∼ N (0, λ○ ), independent of v t ∼ N (0, 0.1), and
θ○ ∶= [α○ λ○ ]⊺ = [−0.7 1]⊺ .
i.i.d.

Let the inputs be known realizations of ut ∼ N (0, 1). In this case, the
likelihood function of θ is analytically intractable, and the outputs y t are
dependent over time, which makes the problem challenging. Also notice that
this model has a degenerate state-space, and thus standard SMC methods for
Markovian models cannot be applied (see [141][Section 4.6]). However, it is
still possible to compute the first four moments of y in closed-form; thus, one
may use any of the linear PEM estimators or the EFs estimators proposed in
this thesis. Tables 6.4 and 6.5 show the MSE, approximated using 1000 MC
realizations, of six estimators of θ○ when N = 500 and 1000 respectively. The
estimator OE-WQPEM refers to the weighted OE-QPEM estimator when the
weighting matrix is given by Σ−1 (θ̂N ), where θ̂N is the OL-GPEM estimate
obtained using the same data set. The results show that the OE-QPEM estimator
has the largest MSE. The optimal OE-WQPEM estimator (that uses the true
parameters to compute the optimal weighting) has an MSE (approximately)
L
equal to that of the GN
-optimal estimator and the OE-WQPEM estimator. The
q
GN -optimal estimator has the smallest MSE among all the estimators.
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Table 6.4: MSE for the six estimators in Example 6.6, approximated using 1000 MC
simulations when N = 500.
⋀

⋀

Estimator

MSE(α̂)

MSE(λ̂)

MSE(θ̂)

OE-QPEM
OL-GPEM
OE-WQPEM
optimal OE-WQPEM
L
GN
-optimal
q
GN -optimal

6.033×10−4
6.818×10−4
3.555×10−4
3.568×10−4
3.547×10−4
3.149×10−4

2.709×10−2
1.282×10−2
1.605×10−2
1.606×10−2
1.611×10−2
0.720×10−2

2.769×10−2
1.350×10−2
1.641×10−2
1.641×10−2
1.647×10−2
0.751×10−2

⋀

Table 6.5: MSE for the six estimators in Example 6.6, approximated using 1000 MC
simulations when N = 1000.
⋀

⋀

Estimator

MSE(α̂)

MSE(λ̂)

MSE(θ̂)

OE-QPEM
OL-GPEM
OE-WQPEM
optimal OE-WQPEM
L
GN
-optimal
q
GN -optimal

2.733×10−4
3.038×10−4
1.643×10−4
1.642×10−4
1.643×10−4
1.459×10−4

12.72×10−3
7.636×10−3
8.280×10−3
8.256×10−3
8.266×10−3
3.700×10−3

12.99×10−3
7.940×10−3
8.444×10−3
8.420×10−3
8.430×10−3
3.846×10−3

⋀

6.9

Summary

In this chapter, we showed that the accuracy of linear PEMs based on the Gaussian
assumption depends not only on the shape of the unknown distribution of the
outputs, but also on the model’s parameterization; see Section 6.3.1 and Theorem
6.2. Therefore, it is not generally obvious which linear PEM estimator should be
preferred. On the other hand, the EFs approach, described in Section 6.4, provides
a systematic way to construct optimal consistent estimators, within a given class,
for many challenging models. While all PEM estimators from the previous chapters
are also defined by EFs, they are not necessarily optimal. In Section 6.5, we defined
q
L
the GN
-optimal and GN
-optimal estimators based on quasi-score functions that are
linear and quadratic in the PEs, respectively. In Theorems 6.11 and 6.12, their
convergence and consistency were established under standard assumptions akin to
those of PEMs. As shown by the theoretical analysis and the simulation examples,
q
unless the model is Gaussian, the GN
-optimal estimator is uniformly asymptotically
more accurate than linear PEMs when using a quadratic criterion (see Theorem
6.13).

Chapter 7

Closed-Loop Identification
In this chapter, we consider the closed-loop identification problem of stochastic
parametric nonlinear dynamical models. Two scenarios including cases where the
feedback mechanism is completely unknown are considered. The convergence and
consistency of the resulting estimators are established under suitable regularity and
identifiability conditions.

7.1

Introduction

The methods introduced in the previous chapters, and most of the methods available
in the literature for the estimation of general stochastic nonlinear models, are
based on the assumption that the data were collected under open-loop operation.
Meanwhile, many real-life applications do not allow for open-loop experiments. This
could be due to, for example, an inherent feedback mechanism in the system or
the use of a feedback controller when recording the data to ensure certain safety,
performance, or economic considerations. Another case, of recent interest, is when
the system is a part of a large dynamical network (see e.g., [62, 140, 230] for the LTI
case). In many of these cases, experimental data are only available under closed-loop
operation.
Unfortunately, as known from the simpler LTI case (see [215, Chapter 10] and
[153, Sections 13.4-13.5]), using data from closed-loop experiments may introduce
some difficulties. A primary problem is the dependence between the model’s input
and the unobserved disturbances and measurement noises. This dependence, if
not dealt with properly, may often cause estimators constructed under open-loop
assumptions to loose desired asymptotic properties, such as consistency, when
applied to closed-loop data. If the application aims at extracting information about
the underlying system, this cannot be tolerated. In the general case, where the
model is stochastic and nonlinear, the difficulty is increased due to the intractability
of the commonly used identification methods. To the best of the author’s knowledge,
the closed-loop identification problem of stochastic nonlinear models have not been
addressed in the literature so far.
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Nonlinear
Model
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ξt
Figure 7.1: The general closed-loop model considered in the chapter. The shaded
block denotes the model to be estimated. The signals ξ and w represent unobserved
stochastic disturbances. The signals r, u and y represent an external signal, the inputs
and the measured outputs, respectively.

In this chapter, we introduce a couple of methods that may be applied to
data obtained from closed-loop experiments. The methods correspond to different
assumptions on the available data, process disturbances, measurement noise, and
the feedback mechanism. They can be regarded as generalizations of some of the
approaches from the LTI case (see the survey [69]). We provide an asymptotic
analysis for the proposed estimators, and demonstrate their properties in a simulation
example.

7.2

Problem Formulation

Similar to the framework used in the previous chapters, we formulate the problem
in a probabilistic setup. Because the data are collected under closed-loop operation,
both the du -dimensional input signal u, and the dy -dimensional output signal
y are modeled as discrete-time stochastic processes defined over a probability
space (Ω, F, Pθ ), dy ∈ N. The probability measure Pθ is parameterized by a finitedimensional real vector θ ∈ Θ ⊂ Rdθ , and a dr -dimensional external signal r ∶= {rt ∶
t ∈ Z}, that may or may not be designed by the user.
We will consider cases where Pθ is fully or partially specified by a closed-loop
model, as described in Figure 7.1. It will be assumed that all initial conditions are
zero and that a delay exists in the system, so that the output at time t does not
depend on the input at the same time. For easier notations, we will assume a delay
of only one sample.
Let the model be described by the relations
ut = rt − gt (y t , ξ t ),
y t = ft (ut−1 , wt ; θ) + v t

t = 1, 2, . . . ,

(7.1)

where y t ∶= {y k }tk=1 for t ≥ 1 and zero for t = 0, similarly for ut−1 , wt , ξ t . The
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sequence {ft (⋅, ⋅; ⋅)} is a sequence of known (measurable) nonlinear functions, and
{gt (⋅, ⋅)} is a sequence of (measurable) functions that may or may not be known.
Here, the signal w represents unobserved process disturbance, ξ represents
unobserved disturbance in the feedback link, u is the du -dimensional input signal,
and v represents measurement noise. We will limit ourselves to cases where the
mean function of y t , given either rt−1 or ut−1 , is well-defined over Θ for all t ∈ N
and satisfies some regularity conditions, as described in Section 7.4. While the
dependence on r is suppressed in the notations, the dependence of the model’s
outputs on θ will be made explicit in some cases by using the notation y t (θ).
The model in (7.1) is fairly general, and accommodates a wide range of model
structure. Observe that the sequences of functions {ft } and {gt }, which define the
feed-forward and the feedback parts of the model, respectively (see Figure 7.1),
may correspond to very general nonlinear time-varying model structures. To clarify
this, suppose that the nonlinear model to be estimated corresponds to a state-space
model on the form
xt+1 = βt (xt , ut , wt ; θ),
y t = γt (xt ; θ) + v t ,

x1 = 0, wt ∼ pw (wt ),
v t ∼ pv (v t ),

t ∈ N.

Then, the parameterized time-varying functions {βt } and {γt } of the state-space
model determine a sequence of function {ft } as follows:
f1 (0, 0; θ) ∶= γ1 (0, ; θ),
f2 (u1 , w1 ; θ) ∶= γ2 (β1 (0, u1 , w1 ; θ); θ),
⋮
ft (u

t−1

, w ; θ) ∶= γt (βt−1 (. . . β1 (0, u1 , w1 ; θ) . . . , ut−1 , wt−1 ; θ); θ).
t

For brevity, let us lump the effects from any measurement noise v to the
disturbance w; this is always possible since one may redefine the function {ft }
accordingly to get the same model class1 . Assume that the probability distributions
of ξ and w are exactly known. In this case, we define the process ζ t ∶= [w⊺t ξ ⊺t−1 ]⊺
(with ξ 0 = 0) such that every model given in the form of (7.1) can be written
using the sequence ζ t ∶= {ζ k }tk=1 and (measurable) time-varying functions ht (⋅, ⋅) ∶
2
Rdw dξ t × Rdθ → Rdy as follows
y t (θ) = ht (ζ t , θ)

t = 1, 2, . . . ,

(7.2)

where ζ follows a known distribution Pζ (compare with (5.2)). Notice that the
functions ht are deterministic and unique; they are defined using the external signal
r and the recursive nature that the relations in (7.1) offer. The form in (7.2) will
be used with an assumption similar to Assumption 5.1 to define a SOE-QPEM
estimator for the model in (7.1).
1 Note that the measurement noise v is additive; thus, it can be ignored when defining the
OE-predictor as long as E[v t ; θ] = 0 for all t.
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Define the data sets
D ry
N ∶= {(y k , rk ) ∶ k = 1, . . . , N },
D N ∶= {(y k , uk ) ∶ k = 1, . . . , N },

(7.3)

that correspond to two different experimental scenarios. They contain inputs, outputs
and external known signals up to some time N ∈ N.
The problem studied in this chapter is the construction of point estimates θ̂N
of θ○ based on a given realization of one of the (closed-loop) data sets in (7.3),
with particular consideration given to conditions under which the estimators are
consistent and asymptotically normally distributed.

7.3

Identification Methods

We will consider two different scenarios given by the available information regarding
the closed-loop system and the assumptions on the disturbances and measurement
noises. Estimators of θ○ will be defined, in both cases, using the OE-predictor.
The OE-predictor
We recall that, in the open-loop case (see Chapter 4), the OE-predictor is defined
as the expected value of the model’s outputs conditioned on the known fixed input
u, which is independent of all disturbances and measurement noise in the system.
Similarly, and in a straightforward manner, an OE-predictor for the closed-loop
model (7.1) may be defined as the expected value of the model’s outputs conditioned
on the external signal r, which is independent of w, ξ, and v. In other words,
it is defined by averaging over all external unknown signals (disturbances and
measurement noises).
For example, when the data set D ry
N is observed, the OE-predictor at time t is
given by
ŷt∣t−1 (θ) = E[ft (rt−1 − gt−1 (y t−1 (θ), ξ t−1 ), wt ; θ); θ]
(7.4)
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶
=ut−1

where y t−1 (θ) ∶= [y ⊺1 (θ) . . . y ⊺t−1 (θ)], t ≥ 1. When the functions {gt } are known,
this case is not different from the open-loop one. The difference here is that the
OE-predictor may have a more complicated parameterization due to the feedback.
On the other hand, when the functions {gt } are unknown, but the input u is given
by observing D N , an OE-predictor at time t may be defined by assuming that the
input u = r. Notice that the user is free to assume so: it is a model assumption. The
predictor in this case is given by
ŷt∣t−1 (θ) = E[ft (ut−1 , wt ; θ)]
where the expectation is with respect to wt , and ut−1 is the given realization of ut−1 .
It turns out that, under some conditions on the true model and the disturbances (as
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given in Section 7.3.2), such an assumption (which is equivalent to the assumption
that gt = 0 for all t) will not have any harmful effects on the asymptotic properties
of the OE-QPEM estimator.
For a general case where the feedback is unknown and the disturbances are
colored, the problem of estimating θ becomes very challenging. We will briefly
discuss a difficulty of this general case in Section 7.6.

7.3.1

Scenario 1: Known feedback, known external signal, and
known distributions

Suppose that the functions {gt } are known exactly and that D ry
N is observed. This
is the case, for instance, when {gt } corresponds to a feedback controller designed by
the user. Then, the OE-QPEM estimator, when the predictor is defined by (7.4)
and (7.1), may be used to estimate θ○ .
Depending on the relations in (7.1), the expectation in (7.4) may or may not be
possible to express analytically in r and θ. For instance, if the functions {ft } and
{gt } correspond to a block-oriented model (e.g., a Wiener model; see [83]) where
the static nonlinearities are polynomials, the predictor in (7.4) may be given in
closed-form. In such cases, the OE-predictor can be constructed analytically and
thus, the OE-QPEM estimator may be realized.
We clarify this point by giving an example.
Example 7.1. Suppose that the model is given by the relations
ut = rt − g(y t ; θ) − ξ t ,
xt = G(q; θ)ut ,
y t = f (xt + wt ; θ) + v t ,

t = 1, 2, 3, ...

where all the signals are scalar, and

G(q; θ) ∶= θ1 q

−1

−2

+ θ2 q ,

df

f (x; θ) ∶= ∑ fk xk ,
k=0

g(x; θ) ∶= Kx,

θ ∶= [θ1

θ2

f0

...

fdf

⊺

K] .

Assume zero initial conditions, and suppose that w, ξ, and v are stationary,
independent, and mutually independent. In this case,
y 1 = f (w1 ; θ) + v 1 ,
u1 = r1 − K(f (w1 ; θ) + v 1 ) − ξ 1 ,

(7.5)
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which are polynomials in w, ξ, and v. For all t > 1
y t = ȳ t + v t ,
df

k

k!
l
fk wk−l
t xt
k=0 l=0 (k − l)! l!

ȳ t ∶= ∑ ∑

(7.6)

Therefore, by the independence assumption, the OE-predictor (7.4) is given by
df

k

k!
(w)
fk mk−l E[xlt ; θ].
(k
−
l)!
l!
k=0 l=0

E[y t ; θ] = ∑ ∑
(w)

in which mk denotes the k th moment of w. Now notice that, by the multinomial
formula, it holds that
ult =

l! (−1)k2 +k3 k1 k2 k2 k3
rt K y t ξ t ,
k1 +k2 +k3 =l k1 ! k2 ! k3 !
∑

l

l!
ȳ lt−1 ȳ l−k
t−2 ,
(l
−
k)!
k!
k=0

y lt = ∑

and

(7.7)

l

l!
θ1l θ2l−k ult−1 ul−k
t−2
(l
−
k)!
k!
k=0

xlt = ∑

for every l ∈ N. Thus, ult is a polynomial in y t and ξ t for every t and l. Also, y t is
a polynomial in wt , v t , and, xt which is a polynomial in ut−1 and ut−2 . Therefore,
from (7.5)-(7.7), the expectation E[xlt ; θ], and therefore the OE-predictor, is a
polynomial in r1 , . . . , rt−1 and the moments of w, ξ, and v.
While in some simple cases, it is, in principle possible to get an analytical expression
for the OE-predictor, as shown in the above example, it is not difficult to imagine
that the required computations can be quite complicated or even infeasible for some
models. Fortunately, as we showed in Chapter 5, it is usually possible to obtain
an acceptable MC approximation of the OE-predictor by generating independent
MC samples of the vector of outputs. We will work with a similar setup as that of
Section 5.1.
Assumption 7.1 (The closed-loop model can be simulated). The model in (7.1)
is such that the unobserved process w and ξ have a fully specified joint probability
distribution, denoted as Pζ , such that it is independent of θ, and for every t ∈ N,
independent random (MC) samples can be easily generated.
Suppose that Assumption 7.1 holds, and recall our definition for ζ t ∶= [w⊺t ξ ⊺t−1 ]⊺ .
Let {ζ tm ∶ m = 1, . . . , M } be a sequence of independent random vectors that are
copies of ζ t , namely
i.i.d.
ζ tm ∼ Pζ , m = 1, . . . , M ∈ N.
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Then, for every θ ∈ Θ and every t ∈ N, it is possible to define M independent copies
of the model’s outputs as
(m)

yt

(θ) ∶= ht (ζ tm , θ),

m = 1, . . . , M.

That is, for every θ ∈ Θ and every t ∈ N, the M random vectors
(m)

{y t

(θ) ∶ m = 1, . . . , M }

(7.8)

are independent and identically distributed according to the distribution specified by
the model in (7.1). It is then possible to define the SOE-predictor using the random
variables in (7.8); that is,
(M )

ŷ t

(θ) ∶=

1 M (m)
∑ y (θ).
M m=1 t

(7.9)

The SOE-QPEM estimator is defined as
ˆ
̂ N,M (θ),
θ̂ N,M ..= min V

(7.10)

N
N
̂ N,M (θ) ..= 1 ∑ ∥y − ŷ (M ) (θ)∥2 = 1 ∑ ∥e(M ) (θ)∥2
V
t
t
N t=1
N t=1 t

(7.11)

θ∈Θ

where the criterion function

and

(M )

et

(M )

(θ) ∶= y t − ŷ t

(θ)

(7.12)

is the PE process due to the SOE-predictor.
These definitions are exactly the same as the ones in Sections 5.1 and 5.2, except
that here, we condition on an external signal r instead of the model’s input u. The
consistency and asymptotic normality of the SOE-QPEM estimator were established
in Theorem 5.1, using Assumption 5.2, when M → ∞ then N → ∞. In Section 7.4,
we will establish the consistency when N, M grow at the same time, using a slightly
different set of assumptions compared to Theorem 5.1.
It is important to understand that constructing a useful MC approximation of
the OE-predictor is a lot easier than constructing a useful approximation of the
MMSE predictor. The latter is defined by an integral with respect to an analytically
intractable conditional distribution, which is fundamentally harder to approximate,
in particular when dy is large (see Chapter 3 and [14, 51, 52, 213]). On the other
(M )
hand, the MC approximation error ŷ t (θ) − E[y t (θ)] is independent
√ of dy ; it is
a function of only cov(y t (θ), y t (θ)) and M with the typical MC 1/ M rate (see
[190, Section 3.2]).
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Scenario 2: Unknown feedback, known input, and
independent disturbances

Suppose that the functions {gt } are completely unknown. Let D N be observed
and suppose that the process disturbance w and the measurement noise v are
independent over time. Then, if y t depends on {ws }s≤t only through wt (i.e., wt
does not go through any dynamical parts of the system), using an OE-QPEM
estimator and carrying on as if the data in D N were collected under open-loop
operation does not threaten the consistency (or the asymptotic normality) of the
estimator.2 These assumptions are equivalent to the assumption that the model is
given by the relation
y t = ft (ut−1 , wt ; θ) + v t

t = 1, 2, . . . ,

(7.13)

where the observed realization ut−1 is assumed fixed and independent of w and v.
In this case, the OE-predictor is given by
ŷt∣t−1 (θ) ∶= E[ft (ut−1 , wt ; θ)].

(7.14)

where the expectation is with respect to wt , and ut−1 is considered fixed. The
predictor in (7.14) is given as a deterministic function of ut−1 and θ; when it is
evaluated at the data ut−1 , it becomes a random vector.
The dependence condition of y on w is satisfied whenever wt affects y t through a
static nonlinear relation similar to the case of stochastic Wiener models for example;
see Figure 7.2. Note that neither the knowledge of the feedback functions {gt } nor
the external signal r are required, and therefore this scenario is very close to the
open-loop case from an estimation point of view. Even though, in this scenario, y
is dependent over time, the dependence is in fact only due to the filtering of the
disturbances and the measurement noise through the dynamics of the model and
the feedback link.3 Consequently, in this case, the OE-predictor defined in (7.14)
coincides with the (unrestricted) MMSE predictor of y t given D t−1 ; i.e. the MMSE
one-step-ahead predictor. To clarify this observation, we have the following simple
example.
Example 7.2. Suppose the true system is given by the relations
ut−1 = rt−1 − gt (y t )
y t = θ(ut−1 + wt )2 + v t ,

t = 1, 2, . . .

(7.15)

in which the sequence {gt } is unknown, and w and v are independent over time
such that, for all t ∈ N, v t has zero mean value, and wt has zero mean value,
unit variance, and bounded moments. Let the model be defined as
y t = θ(ut−1 + wt )2 + v t .
2 Assuming
3 If

(7.16)

the required conditions from the open-loop case are satisfied; see Theorem 4.7.
gt = 0 for all t, y becomes an independent process.
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wt
rt

ut

G(q; θ)

vt
yt

f (·; θ)

gt(·, ·)

ξt

Figure 7.2: A stochastic Wiener model in closed-loop: : G(q; θ) and f (⋅; θ) are a
transfer function and a static nonlinear function. The signals w, ξ and v represent
unobserved disturbances and a measurement noise, respectively.

where {uk } is the observed input sequence. Then, the OE-predictor of y t , defined
using (7.16) and a given D N , is given by
ŷ t∣t−1 (θ) = θ(u2t−1 + 1),
which coincides with the MMSE predictor given by E[y t ∣D t−1 ; θ]. The OEQPEM estimator is thus given by
N

θ̂ N = arg min ∑ (y t − θ(u2t−1 + 1))2 .
θ

t=1

Because the criterion function is quadratic and the predictor is linear in θ,
the estimator is given by a closed-form expression as a solution to the normal
equation
N

N

N

t=1

t=1

t=1

0 = ∑ −2(y t − ŷ t (θ))∂θ ŷ t (θ) = ∑ (y t (u2t−1 + 1) − θ ∑ (u2t−1 + 1)2 .
Hence,
θ̂ N =

N
1
y (u2t−1 + 1)
N ∑t=1 t
N
1
(u2t−1 + 1)2
N ∑t=1
1

= θ○ N

1

= θ○ N

∑t=1 ((ut−1 + wt )2 + v t )(u2t−1 + 1)
N

1
N

∑t=1 u4t−1 +
N

2
N

∑t=1 u2t−1 + 1
N

∑t=1 (ū4t−1 + u2t−1 + w2t (u2t−1 + 1) + 2wt (u3t−1 + ut−1 ) + v t (u2t−1 + 1))
N

1
N

∑t=1 u4t−1 +
N

2
N

∑t=1 u2t−1 + 1
N

where we used the second row of (7.15) to get the second equality. Therefore,
assuming that the limits of the sums exist, it is straightforward to see that the
fraction in the last equation goes to one almost surely by a direct application of
a.s.
a strong law of large numbers. This means that θ̂ N Ð→ θ○ as N → ∞.
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Notice that if the independence assumption of w and v is not maintained, or if
y t depends on ws when s < t, the resulting estimator will not be consistent. In the
following section, we analyze the convergence of the estimators.

7.4

Asymptotic Analysis

First, we prove the consistency of the SOE-QPEM estimator when M and N
grow towards infinity with no specific order or rate. For this, we will use the
following definition and assumptions. Note that the constant c in different lines is
not necessarily the same.
Definition 7.1 (Uniform r-stability). The model in (7.2) is said to be uniformly
r-stable, over Θ, with some r ≥ 1 if for every θ ∈ Θ, and for all s, t ∈ N such that
s ≤ t, there exists a doubly-indexed output process {y t,s (θ) ∶ y t,t (θ) = 0} such that
1. y t,s (θ) is a function of {y k (θ)}tk=s+1 and independent of {y k (θ)}sk=1 ,
2. for some positive real numbers c < ∞ and λ < 1, it holds that
E [sup∥y t (θ) − y t,s (θ)∥r ] < cλt−s ,

(7.17)

θ∈Θ

where E denotes the mathematical expectation with respect to Pζ . It is then
said that the model is uniformly r-stable over Θ, or that y t (θ) is uniformly
exponentially stable of order r over Θ.
Assumption 7.2 (On the data). The data-generating mechanism is r-stable with
r = 4 (see Definition 4.8 and the associated discussion).
Assumption 7.3 (On the model).
1. The model is uniformly r-stable with r = 4.
2. The external signal r is a realization of a stochastic process.
3. The model is such that there exists a finite c ∈ R+ such that
sup Er E [∥y t (θ) − E[y t (θ)]∥2 ] < c
θ∈Θ

∀t ∈ N,

where E and Er denote the expectation with respect to ζ and r, respectively.
4. The model is such that, the outputs y t (θ) are differentiable in θ over an open
neighborhood Θ of Θ and there exists a finite c ∈ R+ such that
E [sup ∂θ ∥y t (θ)∥4 ] < c
θ∈Θ

∀t ∈ N.
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We may now state the consistency result.
Theorem 7.1 (Consistency of the SOE-QPEM estimator when N and M grow
simultaneously). Suppose that Assumptions 7.1-7.3 hold and that the conditions
required for the consistency of the OE-predictor are satisfied (see Theorem 4.7). Then,
as M, N → ∞ the SOE-QPEM estimator, defined in (7.10), is strongly consistent;
namely
a.s.
ˆ
(7.18)
θ̂ N,M Ð→ θ○ as M, N → ∞.
Proof. See Appendix 7.A at the end of this chapter. Notice that the conditions
required for consistency of the OE-QPEM estimator include that there exists
θ○ ∈ Θ, where Θ is compact, and that the used input/external signal is such that Θ
constitutes a first-order identifiable parameterization (see Section 4.5.1).
The next result establishes convergence of the (direct) OE-QPEM estimator
defined using D N when the disturbances are independent.
Theorem 7.2 (Consistency and asymptotic normality of the OE-QPEM estimator
in Scenario 2). Suppose that the closed-loop system is such that w and v are
both independent over time. Furthermore, assume that y t depends on {ws }s≤t only
through wt and that all signals are quasi-stationary for all feasable θ. Then, the
PEM estimator defined using the predictor in (7.14) and a criterion function given
by the squared Euclidean norm is strongly consistent and asymptotically normal
under the same conditions used in Theorems 4.7 and 4.8.
Proof. It is sufficient to show that, when a first-order identifiability condition
2 ○
holds, the function E [ N1 ∑N
t=1 ∥y t − ŷ t∣t−1 (θ)∥ ; θ ] where ŷ t∣t−1 (θ) is as in (7.14), is
○
uniquely minimized by θ for sufficiently large N .
Similarly to the LTI case (see [153, Section 8.5]), using the quasi-stationarity
assumption, it is possible to obtain a frequency domain expression for the limit
function
1 N
V(θ) ∶= lim E [ ∑ ∥y t − ŷ t∣t−1 (θ)∥2 ; θ○ ] .
N →∞
N t=1
It is straightforward to see that
et (θ) = y t − µt (θ)

= µt (θ○ ) − µt (θ) + εt (θ○ ).

Using the independence assumption on w and v, the assumption that the y t depends
on {ws }s≤t only through wt , and the assumption that a delay of one sample is present
in the system, we conclude that εt (θ○ ) is independent of, and thus uncorrelated to,
the difference µ̃(θ) ∶= µt (θ○ ) − µt (θ).
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Consequently, the limit function

π
1
∫ Φe (ω; θ) dω
2π −π
π
π
1
1
○
=
∫ Φµ̃ (ω; θ) dω +
∫ Φε (ω; θ ) dω,
2π −π
2π −π
where Φe , Φµ̃ , and Φε denote the spectra of e, µ̃t , and ε respectively, is minimized
when Φµ̃ (ω; θ) = 0 for almost all ω ∈ [−π, π]. This occurs only when µt (θ○ ) = µt (θ)
for every t except for some values t in a finite set T ⊂ N. Therefore, subject to the
first-order identifiability condition

V(θ) =

µt (θ○ ) = µt (θ) only if θ = θ○
for all t ∉ T , the limit criterion function is minimized uniquely by θ○ . Consistency and
asymptotic normality then follow using standard uniform convergence arguments
(see [153, Chapters 8 and 9]).

7.5

Numerical Example

In this section, we give a numerical example demonstrating the consistency of the
proposed estimators for a relatively simple closed-loop stochastic Wiener model.
Suppose that the model is given by the relations
y t = f (G(q; θ1 )ut + wt ; θ2 ) + v t
ut = rt − 0.1y t ,
where
G(q; θ) =
i.i.d.

q

t = 1, 2, . . .

−1
−1

(1 + θ1 q )

,

f (x; θ) = θ2 x2 ,

i.i.d.

and wt ∼ N (0, θ3 ), v t ∼ N (0, 0.5) such that w and v are mutually independent.
Suppose that the true system corresponds to θ○ = [0.7

0.2

⊺

1] and let r be a

(1)

realization of a standard Gaussian process. Let θ̂ N denote the (direct) OE-QPEM
estimator obtained using a data set D N (Scenario 2, where the knowledge of the
(2)

feedback mechanism is not required). Moreover, let θ̂ N denote the SOE-QPEM
4
(defined in (7.9)) obtained using D ry
N when M = 10 (Scenario 1).
We performed 100 MC simulations, corresponding to independent realizations
of w and v, for values of N between 2000 and 104 . The average MSE for the√two
estimators for each N is shown in Figure 7.3. The results clearly indicate N consistency of both estimators. Notice that the OE-predictors used to define the
(1)

(2)

OE-QPEM problems of θ̂
and θ̂
have different gradient vectors (sensitivities)
with respect to θ. Therefore, the difference in the accuracy of the two estimators is
expected; see Theorem 4.8 for an expression of the asymptotic covariance matrix.
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Figure 7.3: MSE of two estimators. Here, θ̂
estimator defined using D ūy
N , and θ̂
defined using D ry
.
N

7.6

(2)

(1)

(in blue) denotes the direct OE-QPEM

(in red) denotes the SOE-QPEM estimator

Discussion

One may argue that the conditions of the two scenarios considered above may be
restrictive for many applications. For instance, it may also be the case that the
functions {gt } are unknown while the disturbances are colored. Moreover, the input
u may only be available from noisy sensors. In any of these cases, directly applying
the OE-QPEM to the model
y t = ft (ut−1 , wt ; θ) + v t
using the input-output data D N , while ignoring the presence of the feedback and/or
the measurement noise in u, will fail to provide consistent estimators. This issue
is present even for the simpler LTI case; see [215, Chapter 10] and [153, Sections
13.4-13.5]. A popular method in the LTI case is the two-stage method; it does not
require a knowledge of the feedback, and can handle colored disturbances. In this
section, we would like to reflect on the difficulty of the problem in the nonlinear
case by showing that an approach similar to the two-stage method from the LTI
case cannot be used.4
Consider the model in (7.1) and observe that we may regard it as a model with
one input (namely, r) and two outputs (y and u). A general representation of the
input is given by Wold’s decomposition as5
ut = ût∣t−1 + Ht (q)εt ,
ût∣t−1 = E[ut ]

(7.19)

4 Similar conclusions can be made for the projection method ([70]); in both methods, the
assumption of a linear model is crucial for the success of the approach.
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where Ht (q) is a time-varying transfer function (and may depend on r; see Theorem
2.1), ε is a linear innovation process independent of r, and the expectation is
conditioned on r. Recall that the OE-predictor ût∣t−1 is, by definition, equal to this
expected value, and that it is a function of r. Now suppose that the model is LTI
such that
y t = G(q; θ)ut + v t
(7.20)
ut = rt − K(q)y t − ξ t
where K(q) is unknown. In this case, a solution may be obtained using the two-stage
method (see [228]). The main step of the two-stage method can be described as
follows: use (7.19) to rewrite the outputs of the model in (7.20) as a function of the
OE-predictor of u. That is, the model is rewritten in the following form
y t = G(q; θ)ût∣t−1 + eyt
ut =
where

ût∣t−1 + eut

eyt = G(q; θ)Ht (q)εt + v t
eut = Ht (q)εt

(7.21)

have zero mean and independent of r. By doing this, the noise contribution on the
input u is removed; thus the OE-QPEM estimator defined using the OE-predictor
ŷt∣t−1 (θ) = G(q; θ)ût∣t−1 may be used to estimate θ.
From the above description, we see that, in the LTI case, the main problem is
solved by computing the OE-predictor of u which is linear in r, and is given by the
sensitivity function. In a general nonlinear case however, the relation between r and
u is nonlinear and typically has an unknown form. Yet, even when an exact model
for the OE-predictor of u is obtained, it does not solve the problem. To clarify this,
we have the following example.
Example 7.3. Consider the model given by the relations
y t = θ(ut + wt )2 + v t
ut = rt − gt (y t−1 )

(7.22)

Assume that the set D N is observed and that a model is obtained for the
OE-predictor of u. Let us ignore the modeling errors in this step and assume
that ût∣t−1 is available with no errors. Then from (7.19), it holds that
ut = ût∣t−1 + Ht (q)εt .

(7.23)

Unfortunately, this model, while very useful in the linear case, cannot be used
to estimate nonlinear models using the OE-QPEM estimator. The reason is that
the time-varying noise model Ht (q) depends on the external signal r.
5 Assuming

that it is a purely non-deterministic second-order process.
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Consider the output equation in (7.22) and let us replace the unknown input
by (7.23). Then the model becomes
y t = θ(ût∣t−1 + ζ t )2 + v t .

(7.24)

where ζ t ∶= Ht (q)εt + wt . The OE-predictor of y t , using this model, is given by
ŷt∣t−1 (θ, β) ∶= Eζ [θ(ût∣t−1 + ζ t )2 ]
= θ((ût∣t−1 )2 + 2β1 ût∣t−1 + β2 )
where
β = [β1

⊺

β2 ] ∶= [E[ζ t ]

⊺

E[ζ 2t ]]

(7.25)

(7.26)

is an unknown nuisance parameter. The OE-QPEM estimator is given by
N

(θ̂ N , β̂ N ) ∶= arg min ∑ (y t − ŷt∣t−1 (θ, β))2 .
θ,β t=1

(7.27)

Now, assuming that the system is in the model set, we get the expression
ŷt∣t−1 (θ ○ ,β ○ )

³¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹· ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹µ
y t = θ○ ((ût∣t−1 )2 + 2β1○ ût∣t−1 + β2○ ) +θ○ (ζ 2t − β2○ + 2ût∣t−1 (ζ t − β1○ )) + v t ,
β ○ = [β1○

⊺

β2○ ] ∶= [E○ [ζ t ]

⊺

E○ [ζ 2t ]] .

Therefore
y t − ŷ t (θ, β) = [θ○ ((ût∣t−1 )2 + 2ût∣t−1 β1○ + β2○ ) − θ((ût∣t−1 )2 + 2ût∣t−1 β1 + β2 )]
+ [θ○ (ζ 2t − β2○ + 2ût∣t−1 (ζ t − β1○ ) + v t ] .
Unfortunately, due to the dependence on r, ût∣t−1 is correlated to monomials
of ζ t , which means that the two terms on the right-hand side of the above
equality are correlated. Using Parseval’s theorem to obtain an expression for
the asymptotic criterion function (as in the linear case (see [153, Section 8.5]))
shows that the obtained estimator is not guaranteed to be consistent (compare
to the analysis of the projection method; see [153, page 440]).
The above example indicates the difficulty of the problem: in the nonlinear case,
splitting the input into a part that depends only on the external reference and a
second that depends only on unobserved disturbances and noises seems infeasible.
Therefore, other approaches have to be found.
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7.7

Summary

In Section 7.3, we considered two different scenarios. In the first scenario, we assumed
that the external signal, the feedback mechanism and the full distributions of the
disturbances are known. In this case, a SOE-QPEM estimator may be used, under
some conditions, to obtain a consistent estimator. In the second scenario, we neither
assumed the knowledge of the feedback mechanism nor the full distributions of
any disturbance; instead, we assumed that the measurement noise and the process
disturbance are independent over time, and that the direct influence of the process
disturbance on y is through a static relation. In this case, ignoring the presence
of the feedback and using the input-output data directly in an OE-QPEM still
provides a consistent estimator, under similar conditions to the open-loop case; for
this to hold, the feedback is required to generate signals leading to an identifiableparameterization (see Definition 4.11). In Section 7.5, we tested the methods in a
simulation example. Finally, we briefly discussed the difficulty of the general problem
in Section 7.6.

7.A

Proof of Theorem 7.1

Remark 7.1. Note that, while the data is defined on a probability space (Ω○ , F○ , P○ ),
(m)
the collection {{y t (θ)}N
t=1 ∶ m = 1, . . . , M } is defined on another (ΩM C , FM C , Pθ ).
These two probability spaces are independent. When there exists θ○ ∈ Θ such that the
model completely specify the distribution of the data, it holds that P○ = Pθ○ .
Remark 7.2 (Notation). We will use the symbol E○ [⋅] to denote the mathematical
expectation with respect to the probability space of the data, and the symbol EMC [⋅]
to denote the mathematical expectation with respect to the probability space of the
MC variables. Note that both are conditioned on the known signal r. We will use the
symbol Ē to denote Er E○ EMC ; that is, the expectation with respect to all signals.
Notice that
(M )

EMC [ŷ t
(M )

where ŷ t

(m)

(θ)] = EMC [y t

(θ)] = E[y t (θ)] = ∫ y t (θ) dPζ = ŷt∣t−1 (θ)

(θ) is the SOE-predictor, m = 1, . . . , M , and ŷt∣t−1 (θ) is the OE-predictor.

Proof of Theorem 7.1. First observe that if
a.s.
̂ N,M (θ) − Ē[V N (θ)]∣ Ð→
sup ∣V
0 as M, N → ∞

(7.28)

θ∈Θ

holds, the convergence in (7.18) follows using the same arguments used for the
proof of Theorem 4.6. Therefore, it is sufficient to prove (7.28). Using the triangle
inequality, it holds that
̂ N,M (θ) − Ē [V N (θ)]∣ ≤ T 1 (M, N, θ) + T2 (M, N, θ)
∣V
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̂ N,M (θ) − Ē [V
̂ N,M (θ)]∣ ,
T 1 (M, N, θ) ∶= ∣V
̂ N,M (θ)] − Ē[V N (θ)]∣ .
T2 (M, N, θ) ∶= ∣Ē [V

By Lemma 7.6 (see below), for every M ∈ N, it holds that
a.s.

sup T 1 (M, N, θ) Ð→ 0

as

θ∈Θ

N → ∞.

(7.29)

Now, by definition,
N
̂ N,M (θ) = 1 ∑ ∥y − ŷ (M ) (θ)∥2
V
t
N t=1 t

=

1 N
(M )
(M )
2
2
⊺
∑(∥y t − ŷt∣t−1 (θ)∥ + ∥ŷt∣t−1 (θ) − ŷ t (θ)∥ + 2(y t − ŷt∣t−1 (θ)) (ŷt (θ) − ŷ t ))
N t=1

= V N (θ) +

1 N
(M )
(M )
2
⊺
∑(∥ŷt∣t−1 (θ) − ŷ t (θ)∥ + 2(y t − ŷt∣t−1 (θ)) (ŷt∣t−1 (θ) − ŷ t )).
N t=1
(M )

Because Ē[ŷ t

(θ)] = Ē[ŷt∣t−1 (θ)], it holds that
1 N
(M )
2
∑ Ē [∥ŷt∣t−1 (θ) − ŷ t (θ)∥ ]
N t=1
2⎤
⎡
⎥
⎢ 1 M
1 N
(m)
⎥
⎢
=
∥
E
E
∥ŷ
(θ)
−
y
(θ))∥
∑ r MC ⎢
∑ t∣t−1
⎥
t
N t=1
⎥
⎢ M m=1
⎦
⎣
M
1 1 N
(m)
2
= 2
∑ Er ∑ EM C [∥ŷt∣t−1 (θ) − y t (θ)∥ ]
M N t=1 m=1

̂ N,M (θ)] − Ē[V N (θ)]∣ ≤
∣Ē [V

=

1 1 N
2
∑ Er E [∥ŷt∣t−1 (θ) − y t (θ)∥ ]
M N t=1

1 1 N
2
∑ Er E [∥E[y t (θ)] − y t (θ)∥ ]
M N t=1
c
≤
,
M
=

(m)

where the second and third equalities hold because {y t (θ)}m are i.i.d. copies of
y t (θ), and the last inequality follows from part 3 of Assumption 7.3.
Therefore, for every N ∈ N,
a.s.

sup T2 (M, N, θ) Ð→ 0 as M → ∞.
θ∈Θ

This completes the proof.
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Similarly to [151], we will apply the ergodicity lemma [36, pages 94-96] to the
supremum of the criterion process (7.11) to prove (7.29). The arguments go as
(M )
follows. Define the process β t,M (α, θ̄) ..= supθ∈Bα (θ̄) ∥et (θ)∥2 where α ∈ R+ and
θ̄ ∈ Θ such that Bα (θ̄) ..= {θ ∈ Θ ∶ ∥θ − θ̄∥ < α} ⊂ Θ is an open ball in Θ. Establish the
convergence of β t,M (α, θ̄) over Bα (θ̄), and then use the compactness assumption to
extend it to Θ.
We start by deriving some properties of the PE process which rely on the
properties of the data and the predictor. We will need the following definition
Definition 7.2 (Approximate PE process). Suppose that Assumptions 7.1-7.3 hold.
For every t, s ∈ N such that s ≤ t, define a data approximation process y t,s as the one
given by the definition of r-stability of the data-generating mechanism (see Definition
4.8). Similarly, for every θ ∈ Θ, t, s ∈ N such that s ≤ t, define M approximation
(m)
processes y t,s (θ) of the MC sample trajectories of the output (see Definition 7.1) .
An approximation of the SOE-predictor is then defined as
(M )

ŷ t,s (θ) ∶=

1 M (m)
∑ y (θ),
M t=1 t,s

and the approximate PE process is defined as
(M )

(M )

et,s (θ) ∶= y t,s − ŷ t,s (θ).
(M )

(M )

Note that, by the definition of r-stability, et,s (θ) is independent of ek

(θ) ∀k ≤ s.

Proposition 7.3 (Properties of the PE process). Suppose that Assumptions 7.1-7.3
hold. Then the prediction error process, defined in (7.12), satisfies the following:
⎡
⎤
⎥
⎢
(M )
(i) sup Ē ⎢⎢ sup ∥et (θ)∥4 ⎥⎥ < c,
⎢
⎥
t,M ∈N
⎦
⎣θ∈Bα (θ̄)
⎡
⎤
⎢
⎥
(M )
4⎥
⎢
(ii)
sup Ē ⎢ sup ∥et,s (θ)∥ ⎥ < c,
⎥
t,M ∈N,s≤t ⎢θ∈Bα (θ̄)
⎣
⎦
⎡
⎤
⎢
⎥
(M )
(iii) sup Ē ⎢⎢ sup ∥∂θ et (θ)∥4 ⎥⎥ < c,
⎥
t,M ∈N ⎢θ∈Bα (θ̄)
⎣
⎦
⎡
⎤
⎢
⎥
(M )
(M )
(iv) Ē ⎢⎢ sup ∥et (θ) − et,s (θ)∥4 ⎥⎥ < cλt−s
⎢θ∈Bα (θ̄)
⎥
⎣
⎦

∀t, s, M ∈ N, such that s ≤ t,

in which c ∈ R+ , λ ∈ (0, 1), both independent of t and M .
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Proof. We prove (i) and note that the same arguments are valid for (ii) and (iii)
(M )
(M )
(M )
by replacing et (θ) by et,s (θ) then ∂θ et (θ), respectively. Note that c ∈ R+ ,
λ ∈ (0, 1) are not necessarily the same in different lines.
(M )
(M )
By definition, et (θ) = y t − ŷ t (θ), t, M ∈ N. Thus,
(M )

sup ∥et

θ∈Bα (θ̄)

(M )

(θ)∥4 = sup ∥y t − ŷ t
θ∈Bα (θ̄)

(θ)∥4
(M )

{triangle inequality} ≤ sup (∥y t ∥ + ∥ŷ t
θ∈Bα (θ̄)

(θ)∥)

(M )

≤ 8 sup (∥y t ∥4 + ∥ŷ t
θ∈Bα (θ̄)

4

(θ)∥4 )
4

M
⎛
⎞
1
(m)
∥y t ∥4 + 4 ( ∑ ∥y t (θ)∥)
M m=1
⎠
θ∈Bα (θ̄) ⎝

{from (7.9)} ≤ 8 sup

3
1
⎛
4
4⎞
M
1 ⎛ M
(m)
4
4
⎜
{Hölder’s inequality} ≤ 8 sup ⎜∥y t ∥ + 4 ⎜( ∑ 1) ( ∑ ∥y t (θ)∥ ) ⎟
M ⎝ m=1
m=1
θ∈Bα (θ̄) ⎝
⎠

4

≤ 8 sup (∥y t ∥4 +
θ∈Bα (θ̄)

≤ 8∥y t ∥4 +
(m)

Therefore, using that y t
that

⎞
⎟
⎟
⎠

1 M (m)
4
∑ ∥y (θ)∥ )
M m=1 t

8 M
(m)
4
∑ sup ∥y (θ)∥ .
M m=1 θ∈Bα (θ̄) t

(θ) are i.i.d. copies of the model output y t (θ), it holds

⎤
⎡
⎤
⎡
⎢
⎥
⎢
⎥
(M )
sup Ē ⎢⎢ sup ∥et (θ)∥4 ⎥⎥ ≤ 8 sup Ē [∥y t ∥4 ] + 8 sup Ē ⎢⎢ sup ∥y t (θ)∥4 ⎥⎥ .
⎢θ∈Bα (θ̄)
⎥
⎥
t,M ∈N ⎢θ∈Bα (θ̄)
t∈N
t∈N
⎣
⎦
⎣
⎦
Observe that the right-hand side of the above inequality is independent of M , and
by Assumptions 7.2 and 7.3, namely that the data is exponentially forgetting of
order 4, and the model is uniformly r-stable with r = 4, it holds that the two terms
on the right-hand side are bounded by a finite real number. Hence, there exist c ∈ R+
such that
⎡
⎤
⎢
⎥
(M )
sup Ē ⎢⎢ sup ∥et (θ)∥4 ⎥⎥ < c,
⎥
t,M ∈N ⎢θ∈Bα (θ̄)
⎣
⎦
which completes the proof of (i). The same arguments hold for (ii) and (iii).
To establish the last assertion, observe that, by definition,
(M )

et

(M )

(θ) = y t − ŷ t

(M )
et,s (θ)

=

(θ),

(M )
y t,s − ŷ t,s (θ),

t ∈ N,
t, s ∈ N such that s ≤ t,
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which means that
(M )

et

(M )

(M )

(θ) − et,s (θ) = (y t − y t,s ) + (ŷ t

(M )

(θ) − ŷ t,s (θ)).

By Assumption 7.3 and recalling that for exponentially stable data of order 4,
it holds that E[∥y k − y k,s ∥4 ] < cλk−s
for all k > s and some λ ∈ (0, 1), and that
1
E[∥y k − y k,s ∥4 ] < c when k ≤ s, we see that
⎡
⎤
⎢
⎥
(M )
(M )
Ē ⎢⎢ sup ∥et (θ) − et,s (θ)∥4 ⎥⎥ < cλt−s ∀t, s, M ∈ N, such that s ≤ t, λ ∈ (0, 1)
⎢θ∈Bα (θ̄)
⎥
⎣
⎦
This completes the proof.
Proposition 7.4 (Exponentially decaying covariance function). Consider the process
(M )
β t,M (α, θ̄) ..= sup ∥et (θ)∥2
θ∈Bα (θ̄)

where α ∈ R+ and θ̄ ∈ Θ such that Bα (θ̄) ..= {θ ∈ Θ ∶ ∥θ − θ̄∥ < α} ⊂ Θ is an open ball
in Θ. Then, ∃c ∈ R+ and λ ∈ (0, 1) such that for every Bα (θ̄) ⊂ Θ it holds that
cov(β t,M (α, θ̄), β s,M (α, θ̄)) ≤ cλt−s

∀t, s, M ∈ N, such that s ≤ t.

Proof. Define the (approximation) process
(M )

η t,s,M (α, θ̄) ..= sup ∥et,s (θ)∥2 ,
θ∈Bα (θ̄)

t, s, M ∈ N, s ≤ t.

(M )

Because et,s (θ) is independent of ek (θ) ∀k ≤ s, it holds that η t (α, θ̄) is independent
of β t (α, θ̄). For brevity, let us drop the dependence on (the fixed values) α and θ̄
and simply write η t,M and β t,M . By the properties of the covariance operator and
independence, it holds that
cov(β t,M , β t,M ) = cov(β t − η t,s,M , β s,M ),

t, s, M ∈ N, s ≤ t.

By the Cauchy-Schwartz inequality (see [34, page 50]), it holds that
1

1

cov(β t,M , β t,M ) ≤ (Ē [∣β t,M − η t,s,M ∣2 ]) 2 (Ē [∣β s,M ∣2 ]) 2 , t, s, M ∈ N, s ≤ t. (7.30)
Consider the difference β t,M − η t,s,M and observe that by definition
(M )

β t,M − η t,s,M = sup {∥et
θ∈Bα (θ̄)

(M )

(θ)∥2 } − sup {∥et,s (θ)∥2 }.
θ∈Bα (θ̄)

Using that for two functions f and g,
sup f (x) = sup f (x) − g(x) + g(x) ≤ sup f (x) − g(x) + sup g(x)
x

x

x

x
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and the corresponding inequality for inf x f (x) gives
inf {∥et

(M )

θ∈Bα (θ̄)

(θ)∥2 −∥et,s (θ)∥2 } ≤ β t,M −η t,s,M ≤
(M )

sup {∥et

(M )

(θ)∥2 −∥et,s (θ)∥2 }.
(M )

θ∈Bα (θ̄)

Because for vectors x and y, the reverse triangle inequality gives
∣∥x∥2 − ∥y∥2 ∣ = (∥x∥ + ∥y∥)∣∥x∥ − ∥y∥∣ ≤ (∥x∥ + ∥y∥)∥x − y∥,
it holds that
(M )

∣∥et

(M )

(M )

(θ)∥2 − ∥et,s (θ)∥2 ∣ ≤ (∥et

(M )

(M )

(θ)∥ + ∥et,s (θ)∥)∥et

(M )

(θ) − et,s (θ)∥

Consequently,
(M )

inf {(∥et

θ∈Bα (θ̄)

(M )

(M )

(θ)∥ + ∥et,s (θ)∥)∥et

(M )

(θ) − et,s (θ)∥}

≤ β t,M − η t,s,M ≤
(M )

sup {(∥et

θ∈Bα (θ̄)

(M )

(M )

(θ)∥ + ∥et,s (θ)∥)∥et

(M )

(θ) − et,s (θ)∥}.

This means that
2

∣β t,M

⎞
⎛
(M )
(M )
(M )
(M )
sup {(∥et (θ)∥ + ∥et,s (θ)∥)∥et (θ) − et,s (θ)∥}
− η t,s,M ∣ ≤
⎠
⎝θ∈Bα (θ̄)
2

(M )

(θ)∥ + ∥et,s (θ)∥)2 ∥et

(M )

(θ)∥ + ∥et,s (θ)∥)2 } sup {∥et

≤ sup {(∥et
θ∈Bα (θ̄)

≤ sup {(∥et
θ∈Bα (θ̄)

(M )

(M )

(M )

(θ) − et,s (θ)∥2 }

(M )

(M )

θ∈Bα (θ̄)

(M )

(θ) − et,s (θ)∥2 }.

Applying the expectation operator Ē to both sides, using the Cauchy-Schwartz
inequality, and that (a + b)4 ≤ 8(a4 + b4 ) for any two positive number a and b, we get
Ē[∣β t,M − η t,s,M ∣2 ]
⎡
⎤ 21
⎡
⎤ 12
⎛ ⎢
⎞⎛ ⎢
⎞
(M )
(M )
(M )
(M )
4 ⎥
4 ⎥
⎢
⎥
⎢
≤ Ē ⎢ sup {(∥et (θ)∥+∥et,s (θ)∥) }⎥ Ē ⎢ sup {∥et (θ)−et,s (θ)∥ }⎥
⎥
⎝ ⎢θ∈Bα (θ̄)
⎥⎠ ⎝ ⎢θ∈Bα (θ̄)
⎥⎠
⎣
⎦
⎣
⎦
⎤
⎡
⎤ 12
⎡
⎤ 12
⎡
⎢
⎥
⎥
⎢
⎞
⎞
⎛ ⎢
⎛
(M )
(M )
(M )
(M )
4⎥
4⎥
4 ⎥
⎢
⎢
⎢
.
≤ 8 Ē ⎢ sup ∥et (θ)∥ ⎥ + Ē ⎢ sup ∥et,s (θ)∥ ⎥ Ē ⎢ sup {∥et (θ)−et,s (θ)∥ }⎥
⎥
⎝ ⎢θ∈Bα (θ̄)
⎥⎠ ⎝ ⎢θ∈Bα (θ̄)
⎥
⎢θ∈Bα (θ̄)
⎥⎠
⎣
⎦
⎦
⎣
⎦
⎣

Proposition 7.3 then implies that
Ē [∣β t,M − η t,s,M ∣2 ] ≤ cλt−s ∀t, s, M ∈ N, s ≤ t.
(M )

Now, observe that because β t,M = supθ∈Bα (θ̄) ∥et (θ)∥2 , Proposition 7.3 also implies
that Ē [∣β t,M ∣2 ] ≤ c for all M ∈ N (where c depends on α but this is not important
here). Therefore, referring back to (7.30) completes the proof.
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Proposition 7.4 and the ergodicity in the mean lemma (see [36, pages 94-96] and
[151]) establish the almost sure convergence
∣

1 N
a.s.
∑ (β (α, θ̄) − Ē [β t,M (α, θ̄)])∣ Ð→ 0
N t=1 t,M

∀M ∈ N as N → ∞.

(7.31)

To extend this result to almost sure uniform convergence over Θ, we use the following
proposition.
Proposition 7.5.
sup {Ē [β t,M (α, θ̄)] −

t,M ∈N

(M )

inf

θ∈Bα (θ̄)

Ē [∥et

(θ)∥2 ]} ≤ cα

where c ∈ R+ is independent of α and θ̄.
(M )

Proof. Consider the value ∥et
value theorem, it holds that
(M )

∥et

(M )

(θ̌)∥2 − ∥et

(θ)∥2 seen as a function of θ. Then, by the mean
(M )

(θ)∥2 = (∂e(M ) (θ̃) ∥et
t

(M )

(θ̃)∥2 )∂θ et

(θ̃) (θ̌ − θ).

where θ̃ ∈ Bα (θ̄) between θ̌ and θ. Now, observe that
(M )

β t,M (α, θ̄) − ∥et

(M )

(θ)∥2 = sup {∥et
θ̌∈Bα (θ)

(M )

(θ̌)∥2 − ∥et

(θ)∥2 }

and therefore
(M )

β t,M (α, θ̄) − ∥et

(M )

(θ)∥2 = sup {(∂e(M ) (θ̃) ∥et
θ̌∈Bα (θ)

t

(M )

(θ̃)∥2 )∂θ et
(M )

≤ α sup (∥(∂e(M ) (θ̃) ∥et
t

θ̃∈Bα (θ)

(θ̃) (θ̌ − θ)}
(M )

(θ̃)∥2 ))∂θ et

(θ̃))∥)

by the Cauchy-Schwartz inequality and the properties of the supremum. Using the
Cauchy-Schwartz inequality once more, we see that
(M )

β t,M (α, θ̄) − ∥et

(M )

(θ)∥2 ≤ α sup (∥∂e(M ) (θ̃) ∥et
t

θ̃∈Bα (θ)

(M )

(θ̃)∥∥∂θ et

(M )

(θ̃)∥ sup ∥∂θ et

= 2α sup ∥et
θ̃∈Bα (θ)

≤ 2α sup ∥et
θ̃∈Bα (θ)

(M )

(θ̃)∥2 ∥ ∥∂θ et
(M )

(θ̌)∥
(M )

θ̃∈Bα (θ)

(θ̃))∥)

(θ̃)∥.

By applying the expectation operator Ē to both sides, it holds that
(M )

Ē [β t,M (α, θ̄)] − Ē [∥et

⎡
⎤
⎢
⎥
(M )
(M )
(θ)∥2 ] ≤ 2α Ē ⎢⎢ sup ∥et (θ̃)∥ sup ∥∂θ et (θ̃)∥⎥⎥
⎢θ̃∈Bα (θ)
⎥
θ̃∈Bα (θ)
⎣
⎦
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Using the Cauchy-Schwartz inequality
(M )

Ē [β t,M (α, θ̄)] − Ē [∥et

(θ)∥2 ]

⎡
⎤ 2⎞
⎤ 2
⎛⎛ ⎡⎢
⎥⎞
⎥⎞ ⎛ ⎢
(M )
(M )
Ē ⎢⎢ sup ∥∂θ et (θ̃)∥2 ⎥⎥ ⎟
≤ c̃α ⎜ Ē ⎢⎢ sup ∥et (θ̃)∥2 ⎥⎥
⎥⎠ ⎠
⎥⎠ ⎝ ⎢θ̃∈Bα (θ)
⎝⎝ ⎢⎣θ̃∈Bα (θ)
⎦
⎦
⎣
1

1

By Proposition 7.3, the right-hand side is bounded, for every M ∈ N, by cα for some
constant c ∈ R+ and therefore the proof is completed.
The next lemma extends the convergence to Θ using the compactness assumption
and standard arguments using the Heine-Borel theorem.
Lemma 7.6 (Uniform convergence). Suppose that Assumptions 7.1-7.3 hold. Then,
for every M ∈ N, it holds that
a.s.
̂ N,M (θ) − E [V
̂ N,M (θ)]∣ Ð→
sup ∣V
0 as N → ∞

(7.32)

θ∈Θ

Proof. By (7.31), it holds for almost all ω ∈ Ω (product sample space of all random
variables) that for any given ¯ > 0 ∃N (α, θ̄, ¯, ω) such that
∣

1 N
∑ (β (α, θ̄) − E [β t (α, θ̄)])∣ < ¯
N t=1 t

(7.33)

whenever N > N (α, θ̄, ¯, ω). Observe that
1 N
(M )
(M )
2
2
∑ (∥et (θ)∥ − E [∥et (θ)∥ ] )
N
t=1
θ∈Bα (θ̄)
sup

≤

1 N
(M )
2
∑ (β (α, θ̄) − inf E [∥et (θ)∥ ])
N t=1 t
θ∈Bα (θ̄)

=

1 N
(M )
2
∑ ((β t (α, θ̄) − E [β t (α, θ̄)]) + (E [β t (α, θ̄)] − inf E [∥et (θ)∥ ]))
N t=1
θ∈Bα (θ̄)

Using the triangle inequality on the above upper bound followed by (7.33) and
Proposition 7.5 gives,
sup ∣

θ∈Bα (θ̄)

1 N
(M )
(M )
2
2
∑ (∥et (θ)∥ − E [∥et (θ)∥ ])∣ ≤ ¯ + cα
N t=1

(7.34)

whenever N > N (α, θ̄, ¯, ω).
ε
Consider now an arbitrary ε > 0 and pick ¯ = 2ε and α = 2c
. Since Θ is compact,
the Heine-Borel theorem guarantees the existence of a finite open covering of Θ by
balls of radius α
Θ ⊂ {Bα (θi ) ⊂ Θ, θi ∈ Θ, i = 1, . . . , n ∈ N}.
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Using this setting for ¯ and α in (7.34) gives
̂ N,M (θ) − E [ V
̂ N,M (θ) ]∣ =
sup ∣V
θ∈Θ

= max

sup

θ∈⋃n
i=1 Bα (θi )

sup

i=1,...,n θ∈B (θ )
α
i

∣

∣

1 N
(M )
(M )
2
2
∑ (∥et (θ)∥ − E [∥et (θ)∥ ])∣
N t=1

1 N
(M )
(M )
2
2
∑ (∥et (θ)∥ − E [∥et (θ)∥ ])∣
N t=1

≤
whenever
N > max N (
i=1,...,n


ε
, θi , , ω) .
2c
2

This proves the result.
Remark 7.3. Observe that the above lemma is fairly general: it does not require
the true system to be in the model set, and therefore, fits within the view of system
identification as approximation.

Chapter 8

Conclusions and Future Research Directions
The content of this thesis concerns the identification problem of discrete-time
stochastic parametric nonlinear dynamical models. The problem is considered under
the following main assumptions:
• The model structure is given.
• The model is such that there exists an unobserved (latent) stochastic process
influencing the outputs through a non-invertible nonlinear relation.
In this setting, the commonly used point identification methods, such as the ML
method and the PEM (when using the MMSE predictor), are analytically intractable.
While ignoring the existence of the unobserved stochastic disturbance leads to
tractable problems, it is well-known that the resulting estimators are biased.
We provided a brief description of SMC and PMCMC methods in Chapter 3.
These are sampling-based algorithms that can be used to provide approximate ML
solutions in many relevant cases. They have attracted a considerable attention in
the system identification community, and remain a topic of active research. However,
a main drawback shared by most of these methods, besides their fundamental
limitations, is the use of a full probabilistic model. If the model is misspecified, these
methods are not necessarily statistically optimal, and in some cases may lead to
biased estimators.
In this thesis, we presented several estimation methods that do not require the
likelihood function. In many cases, the estimators may be defined using closed-form
expressions; thus, they are attractive from a computational point of view. Their
convergence and consistency may be established even in cases when there is no
true model. Optimal estimators relying on partial model specification have also
been defined. In the following section, we give a very short summary of the primary
results of the main chapters.
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8.1

Conclusions and Future Research Directions

Thesis Conclusions

Linear PEMs
In Chapter 4, we defined a couple of one-step-ahead predictors: the OE-predictor
and the OL-predictor. The OE-predictor was defined by conditioning on a known
input signal, and averaging the model’s output over all unobserved signals; the OLpredictor was defined as the optimal, linear in the outputs, one-step-ahead predictor.
It was shown that these predictors are relatively easy to compute for a large class of
models, and we explained that the differences compared to second-order equivalent
models are the used assumptions and how the input is handled. Four different linear
PEM estimators were defined using these two predictors, and their convergence and
consistency were established. Moreover, a simulation example and a benchmark
problem showed that, in some cases, their performance may be comparable to a
state-of-the-art SMC implementation of the ML estimator, with a considerable
reduction in the computational time.

Simulated linear PEMs
In Chapter 5, we considered cases where the OE-predictor and the OL-predictor are
analytically intractable. We used a vanilla MC method to define the SOE-predictor
and the SOL-predictor. We then used them to define four different simulated
linear PEM estimators, which are simulated counterparts to the ones in Chapter
4. These estimators do not rely on any marginalization integrals, and thus do not
encounter the same difficulties as the SMC/PMCMC methods. Furthermore, the
use of common random numbers in the simulations guarantees the continuity of the
criterion functions. We established consistency of the SOE-QPEM (the simulated
OE-QPEM) estimator assuming that the number of MC samples M → ∞ then the
number of observation N → ∞.

The EFs approach
In Chapter 6, we showed that a linear PEM based on the Gaussian assumption is
not necessarily more accurate than other linear PEM estimators. Therefore, it is
not generally obvious which linear PEM estimator should be preferred. We used the
EFs approach to systematically construct estimators that are optimal within the
classes of linear and quadratic, in the prediction error, estimating functions. These
q
include the GN
-optimal estimator, which is—unless the model is Gaussian—uniformly
asymptotically more accurate than linear PEMs when using a quadratic criterion.
Their convergence and consistency were established under standard assumptions
akin to those of PEMs.

8.2. Some Research Directions
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Closed-loop methods
In Chapter 7, we considered the closed-loop identification problem and showed
that, in two scenarios, the OE-QPEM estimator may be used to define consistent
estimators. We briefly discussed the difficulty of the problem in a general case. We
also proved the consistency of the SOE-QPEM estimator when the number of MC
samples M and the number of observations N grow together towards infinity.
Finally, the next section gives four possible direction for future research.

8.2

Some Research Directions

Regularization and flexible nonlinear structures
For general models, the ML method and the PEMs come with an asymptotic
motivation. Thus, when the data size is relatively short, the accuracy of these
estimators may not be acceptable. One approach that may be used to improve
the accuracy is regularization. In the Bayesian interpretation of regularization, any
prior knowledge regarding the system is encoded in a probabilistic distribution over
the parameter space (see for example [178]). Then, all inference is performed using
the parameter posterior distribution. This requires the knowledge of the likelihood
function, which as we saw is analytically intractable in general. Available methods
(see e.g. [198, 223]) rely on sampling-based algorithms and can be computationally
demanding, in particular when resorting to Markov chain algorithms. One possibility
to reduce the computational burden, is to use partial probabilistic models. For
instance, instead of using the true likelihood function, one may opt for a tractable
quasi-score function. Similar ideas may be beneficial for the estimation of nonparametric Bayesian models. For example, the moments of the flexible models
suggested in [223] may by approximated using standard MC simulations, and
therefore the SOE-predictor may be used to define linear quasi-score functions.

Improving the accuracy of the Simulated PEMs
The accuracy of the MC estimators of the OE-predictor and the OL-predictor do
not depend on the dimensions of the model; however, it does depend on its moments.
Notice, for example, that whenever the variance of the model output is relatively
large, a large number of MC samples may be required to achieve an acceptable
accuracy, when approximating the mean vector and the covariance matrix of the
output. It is therefore necessary to develop variance reduction techniques. A possible
solution is to use sequential importance sampling (for moments approximation); the
question is then shifted to the choice of the importance sampling density, which will
be data-dependent. Note that the goal here is to approximate the moments, and
not the full distributions.

196

Conclusions and Future Research Directions

Errors-in-variables problems and CL identification
In some practical situations (e.g., when the user is not in control of the identification
experiment), the inputs have to be measured. In these cases, a few challenging
technical problems arise due to the presence of measurement errors in the input.
Several approaches have been developed for the LTI case [219]; however, the nonlinear
case has not received the same attention, perhaps due to its increased difficulty.
We encounter another challenging problem in closed-loop identification, when the
disturbances are colored and the input is available only via noisy measurements.
A question of interest is whether the approaches developed in this thesis may be
extended to provide solutions to these challenging cases.
Theoretical analysis
A possible continuation of the analysis of the SOE-QPEM estimator, given in
Chapter 7, is to devise a proof for the asymptotic normality when M, N grow
together. Because the normalization of the errors is important for central limit
theorems, one would expect that, unlike the consistency result, the number of MC
samples M have to increase faster than N with a certain rate. Such a result will be
important whenever confidence regions are to be constructed.

Appendix A

The Monte Carlo Method
In this appendix, we describe the Monte Carlo idea for approximating PDFs and
integrals. For more details, we refer the reader to any of the several books on the
Monte Carlo methods. See for example, the books [190], [147], or [59].

A.1

The Monte Carlo Idea

The Monte Carlo (MC) idea is based on replacing some unknown or intractable
PDF by an empirical distribution based on a set of random samples.
Consider a random variable ζ defined on some set Z (usually a Euclidian real
space) and distributed according to a probability distribution function F (ζ); in
addition, consider a sequence of independent random variables
ζ (m) ∼ F (ζ),
i.i.d.

m = 1, . . . , M

that are copies of ζ. These random variables can be used to define the empirical
distribution
1 M
dF
F M ∶=
(A.1)
∑ δ (m) (dζ),
M m=1 ζ
in which δζ (m) (dζ) denotes a Dirac measure on the singleton {ζ (m) }, and a corresponding PDF
1 M
p̂M (ζ) ∶=
∑ δ (m) ({ζ}).
M m=1 ζ
Let ϕ be some test function, defined over Z, such that it is integrable with respect
to F , and consider the problem of evaluating the integral
E[ϕ(ζ)] ∶= ∫ ϕ(ζ) dF (ζ).
Z

A MC estimator of this integral can be defined using (A.1) as the random variable
Ê M [ϕ(ζ)] ∶= ∫ ϕ(ζ) dF
FM =
Z
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1 M
(m)
).
∑ ϕ(ζ
M m=1

(A.2)
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A MC estimate is given by a realization {ζ (m) }M
m=1 and is written as a MC sum
ÊM [ϕ(ζ)] = ∫ ϕ(ζ) dFM =
Z

1 M
(m)
).
∑ ϕ(ζ
M m=1

It is immediate that the estimator (A.2) of E[ϕ] is unbiased and, due to the
assumption that the random variables ζ (m) are independent over m, a direct
application of the strong law of large numbers (see [34, Chapter 5]) shows that
a.s.

Ê M [ϕ(ζ)] Ð→ E[ϕ(ζ)]

as

M → ∞.

(A.3)

a.s.

The symbol Ð→ denotes almost sure convergence. This means that, if we use
sufficiently large number of samples M , we can achieve any required approximation
accuracy of the expectation of ϕ by averaging the values {ϕ(ζ (m) )}. It is also not
difficult to see that when the function ϕ has a finite variance (with respect to F ),
a standard version of the central limit theorem (see [34, Chapter 7]) implies the
convergence in distribution of the normalized (MC) errors; that is
√

M (Ê M [ϕ(ζ)] − E[ϕ(ζ)]) ↝ N (0, var(ϕ))

as

M →∞

(A.4)

in which the symbol ↝ denotes convergence in distribution. This last result can
be used to construct asymptotic confidence regions for the estimator in (A.2). The
important observation to be made here is that the variance of the estimator does
not depend directly on the dimension N . This is a notable advantage of the MC
method over deterministic approximation methods. The accuracy of the MC method
depends however on the number of used samples M and the variance var(ϕ) of the
integrand under the true measure. It follows that the approximation error decreases
at a rate of O(M −1 ); however, it should be noticed that the proportionality constant
can be quite large depending on how the samples are generated.
Monte Carlo estimators rely on the assumption that it is possible to generate
i.i.d. samples according to F . However, this is usually not possible in practice. Even
if it is possible to generate i.i.d. samples, and depending on the properties of the
integrand function, the required number of samples M to achieve a certain accuracy
might be prohibitively large. Therefore, most of the research performed on methods
relying on the MC idea aim at answering one or both of the following two questions:
1. How to sample according to a high-dimensional distribution that has an
intractable probability density/distribution function?
2. How to decrease the computational complexity and accelerate the convergence
of the method in the sense of minimizing the number of required samples M ?
In the following sections, we explain briefly what is meant by generating a random
sample according to some distribution.

A.2. Random Sampling and Common Random Numbers

A.2
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Random Sampling and Common Random Numbers

The MC idea presented in the previous section is based on the assumption that it is
possible to generate (using a computer machine) as many realizations as wished of
certain random variables. In some cases, it is required to do so for a random variable
whose PDF has no explicitly known closed-form expression.
We first consider the problem of producing realizations of a uniform random
variable in the interval [0, 1]. The first difficulty that one faces when trying to
solve such a problem is how to deal with the philosophical notion of randomness.
Without dwelling on such a notion, what we really want to obtain is a completely
deterministic method known as a uniform pseudo- random number generator. This
is a well-defined algorithm characterized by a transformation T on the unit interval. The transformation defines a recursion that when started at a known initial
(deterministic) value ζ (0) ∈ [0, 1], called the seed, it produces a sequence of values
{ζ (m) } = {T m (ζ (0) )} ⊂ [0, 1], 1 ≤ m ≤ M such that the statistical hypothesis
H0 ∶ ζ (1) , ζ (2) , . . . , ζ (M ) are i.i.d. ∼ U([0, 1]) is accepted under a usual family of
uniformity and independence tests, see [138, Chapter 14] for example. This means
that the elements of this sequence are required to behave statistically in a similar way as i.i.d. samples of U([0, 1]). In such a case, we allow ourselves to write
i.i.d.
ζ (m) ∼ U([0, 1]). Due to the deterministic nature of the algorithm, using the
same seed ζ (0) will always produce the same unique sequence. Many of the available
software packages like MATLAB, Mathematica, Julia, R, ..., etc. come equipped
with efficient pseudo-random number generators. The user is able to control the
seed of the algorithm every time a random sample is generated, which makes all
MC simulations repeatable. In this case, we say that the MC method is using
common random numbers. Using common random numbers is required for some of
the algorithms developed in this thesis (to preserve the continuity and smoothness
of the objective functions, see [84]).
Because any generic probability space (Ω, F, P), can be constructed by defining
random variables ζ over the basic probability space ([0, 1], B([0, 1]), U([0, 1])) such
that, ζ ∶ [0, 1] → Ω (see [128, Theorem 1.104] and recall that R is equipotent to the
unit interval), it is evident that a uniform pseudo-number generator is sufficient
to produce pseudo-realizations of many random variables (at least theoretically).
This is indeed the case if the distribution function F is known. Assume that we
have ζ ∼ U([0, 1]), then it is not difficult to show that F −1 (ζ) is a pseudo-random
sample according to the given distribution F (see [147, Lemma 2.1.1]). In practice,
however, this approach can be used only when F is available in closed-form and
its inverse can be easily evaluated. Even if these two conditions hold, generating
samples this way might not be the best option in terms of algorithmic efficiency.
For more details on this we refer the interested reader to [46, 129, 189].
In the next sections, we present the accept-reject sampling method and the
importance sampling method that can be used as a variance reduction technique or
in situations where direct sampling is not possible, or is very time-consuming.
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Accept-Reject Sampling

Consider a situation where it is required to sample from a distribution p(x) which is
only available up to a normalization constant. The accept-reject sampling algorithm
(also known as rejection sampling) employs a proposal (instrumental) distribution
q(x) defined on the same space and which is easy to sample from. The conditions
that the proposal must satisfy are p(x) ≤ M q(x) for some M ∈ R+ and that the
proposal density has a heavier tail compared to p. The idea is then to sample
according to x(i) ∼ q(x) and reject the sample if p(x(i) ) < u ∼ U([0, M q(x(i) )]. It
then holds that the accepted samples are distributed according to p(x). This simple
method is illustrated in Figure A.1.
Observe that the efficiency of this simple method is limited by the choices of M
and q. The optimal choice is M = 1 and q = p; in this case we are sampling directly
from p. However, we are considering a case where sampling from p is not possible.
In this case, M q has to be selected as close as possible to p in order to minimize the
number of rejected samples. Observe that if M is too large the acceptance probability
P (u < Mp(x)
) will be very small and thus almost all the samples will be wasted. This
q(x)
makes the method impractical for problems with high-dimensional support. Several
variants of the algorithm, such as the envelop accept-reject algorithm, Atkinson’s
Poisson simulation, and the Adaptive Rejection Sampling for log-concave densities,
can be used to accelerate the method. They are all based on a concept known as
the squeeze principle in which the density p is bounded from below and above to to
be able to decrease the number of evaluations of p; see [46, 77].
One method that can avoid wasting samples is known as importance sampling.
Unlike the rejection sampling, the importance sampling method keeps all the
generated sample but assigns each individual sample a weight according to how
likely it is under p. The rejection sampling method can be seen as a special case of
1
the importance sampling method where the weights are either M
or 0.

A.4

Importance Sampling

The importance sampling solution can be traced back to the beginning of MC
techniques. It has been introduced in [100] and [193] as a variance reduction technique
for MC approximation methods, and was used in [75] for Bayesian inference and in
[85] for the simulation of Markov chains. The importance sampling idea is nothing
more than a change of measure trick. Assume that we are interested in generating a
random sample according to a PDF p, but we have one of the following situations:
1. the normalizing constant of p is unknown or sampling from p is difficult or
time-consuming.
2. p is known and easy to sample from, but the resulting MC estimators have
high variance.

A.4. Importance Sampling
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Figure A.1: Illustration of rejection sampling: sample x(i) ∼ q(x) and a standard
uniform u. Accept x(i) if uM q(x(i) ) < p(x(i) )

In either case, we may introduce an importance sampling density q (also known as
proposal or instrumental density) defined on the same space as p, and for any value
ζ we define the ratio
p(ζ)
ω(ζ) ∶=
q(ζ)
which is known in this context as the importance weight or merely the weight. For
these values to be finite for all ζ, we require that the support of q, i.e., the set
supp(q) = {ζ ∣ q(ζ) ≠ 0}, contains the support of p. Because both densities are
defined on the same space, the random samples {ζ (m) ∼ q, m = 1, . . . , M } with the
weights {ω(ζ (m) ) ∶ m = 1, . . . , M )} can be used to define the empirical probability
density function p̂M ,
p̂M (ζ) =

1 M
(m)
) δζ (m) ({ζ}).
∑ ω(ζ
M m=1

See Figure A.2 for an example of importance sampling of a triangular distribution.
When the random variables ζ (m) are independent over m and p and q are exactly
known, the strong law of large numbers implies that
1 M
a.s.
∑ ω m Ð→ 1
M m=1

as M → ∞

in which
ω m ∶= ω(ζ (m) ) =

p(ζ (m) )
q(ζ (m) )

(A.5)

.

The estimator of ∫ ϕ(ζ)p(ζ) dζ, for any integrable ϕ, given by
Ê M [ϕ(ζ)] =

1 M
(m)
), in which ζ (m) ∼ q.
∑ ω m ϕ(ζ
M m=1

(A.6)
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Figure A.2: Importance sampling of a triangular distribution with a PDF p(x) = x + 1
whenever −1 ≤ x ≤ 0, p(x) = 1 − x whenever 0 < x ≤ 1, and p(x) = 0 whenever ∣x∣ > 1.
The plot on the right shows 200 direct samples, and the plot on the left shows 200
weighted sampled generated according to U([−2, 2]).

is unbiased for every M , and almost surely consistent. The central limit theorem
for i.i.d. samples can be directly applied and deviation inequalities can be used to
check the accuracy of the estimates.
Self-normalized importance sampling
In many situations, the target distribution p is known only up to a normalization
factor. This means that the importance weight function is known only up to a
constant scaling factor, and the convergence (A.5) does not hold anymore. In this
case, importance sampling can still be used by adopting the self-normalized form.
For this, normalized importance weights (self-normalized weights) are defined as
ω̄ m ∶=
and

ω̃ m
M

∑m=1 ω̃ m

in which

p̃(ζ (m) ) ∝ p(ζ (m) ),

ω̃ m =

p̃(ζ (m) )
q̃(ζ (m) )

q̃(ζ (m) ) ∝ q(ζ (m) ).

The self-normalized form of the empirical distribution is then given by
M

p̂M (ζ) = ∑ ω̄ m δζ (m) ({ζ}) =
m=1

1
M

∑m=1 ω̃ m δζ (m) ({ζ})
M

M
1
(M
∑m=1 ω̃ m )

.

This is a ratio of two sample means that, by the strong law of large numbers,
converges almost surely to p, but is biased for every finite value M . The resulting
weighted sample {(ζ (m) , ω̄m )} is said to be consistent for p (see [27, Definition 9.2.2]).
The importance sampling idea is quite general; it introduces only little restrictions
on the choice of the proposal density q which is assumed to be easy to sample from.
The idea can even be taken further by assuming that the proposal density itself is
(m)
(m)
given in terms of a weighted sample {(ζ (m) , w̄q )}, where w̄q denotes the mth
weight with respect to the PDF q. In this case, the importance sampling algorithm

A.5. Markov Chain Monte Carlo
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makes the transformation
{(ζ (m) , ω̄q(m) )} ↦ {(ζ (m) , ω̄p(m) )}
by only modifying the weights. More complex transformations can be applied to
modify both the samples and the weights.
One interesting property of the importance sampling method is that the consistency (of ÊM [ϕ(ζ)] or p̂(ζ)) can be established in some cases where the MC
samples are dependent. For instance, as shown in [157], it is possible to use MCMC
samplers within an importance sampling algorithm without introducing any bias.
However, this generality and flexibility of the method hides the difficulty of the
original problem in the step of choosing a proposal density q. Even though the
method officially makes use of all the samples, a careless choice for q might lead to
very small weights that are practically 0. In this case, most of the samples will not
contribute to the MC sum and the method will be computationally inefficient. In
other words, only very few samples (in the worst case only one) will contribute to
the approximation of the target distribution.

A.5

Markov Chain Monte Carlo

Markov Chains Monte Carlo (MCMC) methods form a large class of MC methods.
They are based on the theory of Markov chains and are used to generate samples from
general distributions. An X -valued Markov chain {xt }t≥0 is fully characterized by
an initial distribution µ0 on X and a transition kernel K(x′ ∣x) ∶ X × X → [0, ∞] such
that ∀x′ ∈ X , ∫X K(x′ ∣x) dx = 1 and for any measurable set A ⊂ X , ∫A K(x′ , x) dx
is a measurable function. The transition kernel is therefore seen as a PDF for
the consecutive “states” of the chain. It replaces the concept of transition matrix
for discrete chain, and it holds that P (xt ∈ A∣xt−1 = x) = ∫A K(x, ζ) dζ. To run
(simulate) the chain, an initial state, x0 ∼ µ(0) , is sampled followed by iterative
sampling from the transition kernel: xt ∼ K(xt ∣xt−1 ), t = 1, 2, . . . . The PDF of the
state at any time k is given by µ(k) (x) = ∫X µ(k−1) (ζ)K(x, ζ) dζ. This relation
describe the propagation of the marginal densities over time and is represented by
the short hand notation µ(k) = Kµ(k−1) .
A special class of Markov chains are those with a stationary marginal density; i.e
there exist a distribution π, known as the stationary distribution for K, satisfying
π = Kπ. A more interesting case is when the kernel K is such that the marginal
densities approach π as k grows. In this case the sample path of the chain can be
used to estimate expectation with respect to π. Under some conditions, it is possible
to establish the ergodic theorem which states that
1 T
a.s.
∑ ϕ(xt ) Ð→ ∫ ϕ ddπ
T t=1

as T → ∞.

(A.7)

where ϕ is a test function. We invite the interested read to check [190] and the
recent monograph [50] for a comprehensive treatment of Markov chain.
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For the MCMC theory to be useful, a systematic way of constructing Markov
kernels that satisfy the conditions of the ergodic theorem and have any desired
stationary probability. Fortunately, kernels exist and are defined by two celebrated
algorithms: The Metropolis-Hastings sampler [103, 162], and the Gibbs sampler
[72, 73, 177, 226]. The Metropolis-Hastings is one of the most used MCMC algorithms
due to its generality. However, it is usually used in a Bayesian context. The Gibbs
sampler is on the other hand naturally connected to the EM algorithm, see [226]
and [190, Section 9.4]. The Gibbs sampler can be seen as a special case of the
Metropolis-Hastings algorithm. However, its historical development and motivation
took place separately. The idea behind the algorithm relies on the fact that sampling
from a joint distribution is the same as sampling from the full conditionals. For a
detailed account on these algorithms see [190].

Appendix B

Hilbert Spaces of Random Variables
In this appendix, we review some relevant definitions, properties and theorems of
the Hilbert space of random variables with zero mean and finite second moment.
The proofs of all the statements and more details can be found in any book on
functional analysis. See for example [194], [251], [188], or [7].

B.1

Inner Product Spaces

Let H be a vector space over the reals R. One way to define a topological structure
over H is by defining an inner product, denoted ⟨⋅, ⋅⟩. The pair (H, ⟨⋅, ⋅⟩) is known
as an inner product space or a pre-Hilbert space.
Definition B.1 (Inner product space). A real vector space H is an inner product
space if there is an inner product (a function)
⟨⋅, ⋅⟩ ∶ H × H → R+ ,
that is a mapping such that for any three vectors x, y and z ∈ H and two scalars
α, β ∈ R+ ,
i. ⟨x, y⟩ = ⟨y, x⟩,
ii. ⟨αx + βy, z⟩ = α⟨x, z⟩ + β⟨x, y⟩,
iii. ⟨x, x⟩ ≥ 0

∀ x ∈ H and ⟨x, x⟩ = 0 ⇐⇒ x = 0.

An inner product can be used to define a norm.
Definition B.2 (Induced norm). The inner product of an inner product space H
can be used to define the quantity
√
∥x∥H = ⟨x, x⟩ for any vector x ∈ H.
∥⋅∥H is said to be the induced norm on H.
205
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It is easy to check that the induced norm is indeed a norm on H, and therefore
(H, ∥⋅∥H ) is a normed space. It can be used to define usual topological concepts
over H, such as closure, openness, convergence and completeness. On the other
hand, the underlying inner product can be used to define geometrical concepts like
orthogonality, parallelism and angles between vectors. This allows us to generalize
the intuitive geometrical concepts from the standard Euclidean space R3 to abstract
infinite dimensional function spaces.
Definition B.3 (Orthogonality). Let (H, ⟨⋅, ⋅⟩) be an inner product space. Any two
vectors x, y ∈ H are said to be orthogonal if
⟨x, y⟩ = 0.
This is symbolized by writing x ⊥ y. A vector x ∈ H is said to be orthogonal to a set
S (written x ⊥ S) if x ⊥ s for all s ∈ S.
Definition B.4 (Cauchy Sequence). A sequence {xn ∶ n = 1, 2, . . . } of vectors in
an inner-product space (H, ⟨⋅, ⋅⟩) is said to be a Cauchy sequence if
∥xn − xm ∥H → 0 as m, n → ∞.
Definition B.5 (Hilbert space). A Hilbert space is a complete inner product space.
That is, every Cauchy sequence converges in the topology generated by the induced
norm.
Definition B.6 (Closed subspaces). A linear subspace S of (H, ∥⋅∥H ) is said to be
a closed subspace if for any sequence {xn } ⊂ S and some x ∈ H
∥xn − x∥H → 0 as n → ∞ Ô⇒ x ∈ S.
Lemma B.1 (Finite dimensional subspaces). Let (H, ∥⋅∥H ) be a Hilbert space. Any
finite dimensional subspace S of H is closed in H.
Definition B.7 (Orthogonal complement). For any S ⊂ H, its orthogonal complement is
S ⊥ ∶= {x ∈ H ∶ ⟨x, y⟩ = 0 ∀y ∈ S}.
An important theorem of Hilbert spaces is the projection theorem.
Theorem B.2 (The projection theorem). If S is a closed subspace of H and x ∈ H,
then:
i. There is a unique element x̂ ∈ S such that
∥x − x̂∥H = inf ∥x − y∥H .
y∈S

ii. If x̂ ∈ S then ∥x − x̂∥H = inf y∈S ∥x − y∥H if and only if (x − x̂) ∈ S ⊥ .

B.2. The Space L2 (Ω, F, Pθ )

B.2
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Given a fixed parameter θ ∈ Θ ⊂ Rd , consider the set L2 (Ω, F, Pθ ) of all real-valued
random variables x, defined over the probability space (Ω, F, Pθ ), with zero mean
and
E[x2 ; θ] < ∞.
Observe that such a set is a vector space over R with the usual addition of random
variables and scalar multiplication. The zero vector is taken as the measurable
function which is identically zero over Ω. Furthermore, by Minkowski inequality, it
holds that
√
√
√
E[(x + y)2 ] ≤ E[x2 ] + E[y 2 ], ∀x, y ∈ L2 (Ω, F, Pθ )
which implies that L2 (Ω, F, Pθ ) is closed under addition. For any x, y ∈ L2 (Ω, F, Pθ )
define
⟨x, y⟩ ∶= E[xy; θ].
(B.1)
It is easy to show that this definition satisfies the properties of inner product on the
set L2 (Ω, F, Pθ ), except that
⟨x, x⟩ = 0 does not imply that x = 0,
but only that

Pθ (x = 0) = 1.

If we work instead with the vector space of classes of Pθ -equivalent functions, in the
set L2 (Ω, F, Pθ ), which is defined by the equivalence relation
x, y are equivalent if Pθ (x = y) = 1,
(B.1) becomes an inner product. Let us denote such a set of equivalent classes (or
the set of representatives) by L2 (Ω, F, Pθ ).
Theorem B.3 (Hilbert space of random variables). The inner product space
L2 (Ω, F, Pθ ) is complete, and therefore is a Hilbert space.
For brevity, we will drop the argument of L2 (Ω, F, Pθ ) and refer to the space by
the symbol L2 .
Definition B.8 (The projection mapping). If S is a closed subspace of L2 , and
idL2 is the identity map on L2 , the projection PS of L2 onto S is defined by
PS x ∶= x̂,

for any x ∈ L2 ,

in which x̂ is the unique element such that
∥x − x̂∥L2 = inf ∥x − y∥L2 .
y∈S

The existence and uniqueness of the projection mapping is given by the projection
theorem. We also have the complement projection map (idL2 − PS ) mapping L2 onto
S ⊥.
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The projection mapping can be shown to satisfy the following properties

i. PS (αx + βy) = αPS x + βPS y,

∀x, y ∈ L2 and α, β ∈ R.

ii. ∥x∥2L2 = ∥PS x∥2L2 + ∥(id L2 − PS )x∥2L2 , for any x ∈ L2 .
iii. For any given closed subspace S ⊂ L2 , every x ∈ L2 has a unique representation
as a sum of a vector in S and a vector in S ⊥ , i.e., x = PS x + (id L2 − PS )x.
iv. PS xn → PS x if ∥xn − x∥L2 → 0, for any {xn } ⊂ L2 , and x ∈ L2 .
v. x ∈ S ⇐⇒ PS x = x, and x ∈ S ⊥ ⇐⇒ PS = 0.
vi. For any S1 , S2 ⊂ L2 , it holds that S1 ⊂ S2 ⇐⇒ PS1 PS2 x = PS1 x

∀x ∈ L2 .

Definition B.9 (The prediction equation). Let S ⊂ L2 be a closed subspace. For
any x ∈ L2 , the equation
⟨x − x̂, y⟩ = 0 ∀y ∈ S
defining x̂ are known as the predictions equation. Here, x̂ is the unique vector defined
by the projection theorem. The prediction equation is therefore seen as a restatement
of condition (ii) in Theorem B.2.
The above development can be generalized to real vector-valued random variables.

B.3

The Space Ln2 (Ω, F, Pθ )

Consider the set Ln2 (Ω, F, Pθ ) of random vectors X = [x1 , x2 , . . . , xn ]⊺ , in which
xi ∈ L2 for i = 1, 2, . . . , n, for some finite n ∈ N. Such a set forms a vector space over
R with the usual notion of random vector addition and multiplication by reals. We
can introduce the function
⟨X, Z⟩ ∶= E[X ⊺ Z; θ]

for any X, Z ∈ Ln2 .

It is easy to show that such a function satisfies the definition of an inner product on
the set of classes of Pθ -equivalent random vectors in Ln2 (Ω, F, Pθ ), and therefore we
get an inner product space which we denote Ln2 (Ω, F, Pθ ). This inner product space
can be shown to be complete, and therefore it is a Hilbert space. This means that all
the statements developed in Section B.2 hold for the space Ln2 (Ω, F, Pθ ), including
the projection theorem. For brevity, we will drop the argument of Ln2 (Ω, F, Pθ ) and
refer to the space by the symbol Ln2 .

B.4
B.4.1

Linear Minimum Mean-Square Error Prediction
Projection in L2

Let y 1 , . . . , y N be vectors in L2 . These vectors generate a finite-dimensional subspace
DN ∶= sp{y 1 , . . . , y N } ⊂ L2 .

B.4. Linear Minimum Mean-Square Error Prediction
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Given an arbitrary vector x ∈ L2 , we seek a vector x̂ ∈ DN that best approximates x
in the sense of minimizing ∥x − x̂∥L2 . Since the subspace DN is finite dimensional, it
is closed in L2 , and the projection theorem guarantees the existence and uniqueness
of the solution. Due to the finite dimensionality of DN , the prediction equations
can be easily used to characterize the solution. Since x̂ ∈ DN , we have
x̂ = α1 y 1 + ⋅ ⋅ ⋅ + αn y n ,

α1 , . . . , αN ∈ R.

Therefore, the problem reduces to finding the N scalars αi , i = 1, . . . , N . The
prediction equations imply that
α1 ⟨y 1 , y 1 ⟩ + α2 ⟨y 2 , y 1 ⟩ + . . . αN ⟨y n , y 1 ⟩ =⟨x, y 1 ⟩,
α1 ⟨y 1 , y 2 ⟩ + α2 ⟨y 2 , y 2 ⟩ + . . . αN ⟨y n , y 2 ⟩ =⟨x, y 2 ⟩,
⋮
α1 ⟨y 1 , y N ⟩ + α2 ⟨y 2 , y N ⟩ + . . . αN ⟨y n , y N ⟩ =⟨x, y N ⟩.
Define the vectors

α = [α1 , . . . αN ]⊺ ,

β = [⟨x, y 1 ⟩, ⟨x, y 2 ⟩, . . . ⟨x, y N ⟩]⊺ ,

Y = [y 1 , . . . , y N ]⊺ ,
and the matrix

⎡
⎢ ⟨y 1 , y 1 ⟩
⎢
⎢ ⟨y , y ⟩
⎢
Σ=⎢ 1 2
⎢
⋮
⎢
⎢
⎢⟨y 1 , y N ⟩
⎣

⟨y 2 , y 1 ⟩ . . .
⟨y 2 , y 2 ⟩ . . .
⋮
⋱
⟨y 2 , y N ⟩ . . .

⎤
⟨y N , y 1 ⟩ ⎥
⎥
⟨y N , y 2 ⟩ ⎥⎥
⎥.
⎥
⋮
⎥
⎥
⟨y N , y N ⟩⎥⎦

Then, finding x̂ is equivalent to solving, for α, the system of linear equations
Σα = β.
The projection is given by
⎡
⎢ ⟨y 1 , y 1 ⟩
⎢
⎢
⊺ ⎢ ⟨y 1 , y 2 ⟩
x̂ = Y ⎢
⎢
⋮
⎢
⎢
⎢⟨y 1 , y N ⟩
⎣

B.4.2

⟨y 2 , y 1 ⟩ . . .
⟨y 2 , y 2 ⟩ . . .
⋮
⋱
⟨y 2 , y N ⟩ . . .

⎤
⎤−1 ⎡
⟨y N , y 1 ⟩ ⎥ ⎢ ⟨x, y 1 ⟩ ⎥
⎥
⎥ ⎢
⟨y N , y 2 ⟩ ⎥⎥ ⎢⎢ ⟨x, y 2 ⟩ ⎥⎥
⎥.
⎥ ⎢
⎥ ⎢
⎥
⋮
⋮
⎥
⎥ ⎢
⎥
⎥ ⎢
⟨y N , y N ⟩⎥⎦ ⎢⎣⟨x, y N ⟩⎥⎦

(B.2)

Projection in Ln2

Let a vector Y = [y 1 , . . . , y N ]⊺ with entries in L2 be given and consider the subspace
(j)

S = sp{ {y i } ∶ i = 1, . . . , N, and j = 1, . . . , n},
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(j)

in which y i ∈ Ln2 is the vector-valued random variable with the j th entry equal to
y i and all other entries are equal to the zero vector of L2 . The subspace S is a finite
dimensional subspace of Ln2 . It can be equivalently represented by multiplying the
vector Y with an arbitrary n × N matrix, that is to say
S = {LY ∶ L is an arbitrary n × N matrix of real numbers} ⊂ Ln2 .
We are interested in finding the projection of an arbitrary element
X = [x1 , . . . , xn ]⊺ ∈ Ln2
onto S. We assume that X ∉ S. The projection theorem guarantees the existence
and uniqueness of a projection X̂ = L∗ Y that satisfies the orthogonality condition
(X − X̂) ⊥ S, or
⟨X − L∗ Y , LY ⟩ = 0 for all matrices L.
It is not difficult to show (by expanding the matrix multiplication and choosing L
appropriately) that this is equivalent to
E[(X − L∗ Y )Y ⊺ ; θ] = 0
where the zero is the n × N zero matrix and therefore, the projection matrix L∗ is
given by
L∗ = cov(X, Y )Σ−1 ,
in which Σ = cov(Y , Y ). The projection is given by
⎡
⎤−1 ⎡
⎤
⎢ ⟨y 1 , y 1 ⟩ ⟨y 2 , y 1 ⟩ . . . ⟨y N , y 1 ⟩ ⎥ ⎢ ⟨x1 , y 1 ⟩ ⟨x2 , y 1 ⟩ . . . ⟨xn , y 1 ⟩ ⎥
⎢
⎥ ⎢
⎥
⎢
⊺
⟨y 2 , y 2 ⟩ . . . ⟨y N , y 2 ⟩ ⎥⎥ ⎢⎢ ⟨x1 , y 2 ⟩ ⟨x2 , y 2 ⟩ . . . ⟨xn , y 2 ⟩ ⎥⎥
⊺ ⎢ ⟨y 1 , y 2 ⟩
⎥ ⎢
⎥.
X̂ =Y ⎢
⎢
⎥ ⎢
⎥
⋮
⋮
⋱
⋮
⋮
⋮
⋱
⋮
⎢
⎥ ⎢
⎥
⎢
⎥ ⎢
⎥
⎢⟨y 1 , y N ⟩ ⟨y 2 , y n ⟩ . . . ⟨y N , y N ⟩⎥ ⎢⟨x1 , y N ⟩ ⟨x2 , y N ⟩ . . . ⟨xn , y N ⟩⎥
⎣
⎦ ⎣
⎦
This comes in agreement with the obtained results in [117] where a different space
is used with matrix-valued inner products. Comparing with [117, Theorem 3.2.1 in
page 81], we see that the projection X̂ does not only minimize ∥X − Z∥Ln2 over all
Z ∈ S, but also minimizes the error covariance matrix
E [(X − Z)(X − Z)⊺ ; θ]
over all Z ∈ S.
Comparing this result with the results of the scalar case in (B.2), we see that the
projection of a vector-valued random variable X ∈ Ln2 is given by the projections (in
L2 ) of its individual entries xi for i = 1, . . . , n onto DN , then stacking them together
in one column vector.

B.5. Summary

B.5
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Summary

In this appendix, we reviewed the definition and some properties of Hilbert spaces
of random variables. The main result relevant to the material of this thesis is the
projection theorem. It guarantees the existence and uniqueness of a linear minimum
mean-square estimator of a random variable given a set of correlated but arbitrary
random variables with finite second order moments. Due to its linearity, such an
estimator relies only on the first and second order moments of the involved random
variables.

Appendix C

The Multivariate Gaussian Distribution
In this appendix, we gather some results of multivariate Gaussian random variables.
The material is standard and can be found in [5], [117], or [218] for example. The
importance of multivariate Gaussian distributions stems from its mathematical
properties. For example, the Gaussian family of distributions is closed under affine
transformations and their marginalization integrals can be computed analytically. A
Gaussian distribution is also completely determined by the mean vector and the
covariance matrix. Moreover, it appears as a fundamental limiting distribution in
central limit theorems.

C.1

Multivariate Gaussian Random Variables

Let X = [x1 , . . . , xn ]⊺ be a vector valued random variable. We say that X is a
Gaussian random variable and write
X ∼ N (µ(θ), Σ(θ)),
if its PDF is
p(X; θ) =

1
1
exp (− (X − µ(θ))⊺ Σ−1 (θ)(X − µ(θ)))
2
(2π)n/2 [det Σ(θ)]1/2

for a vector µ(θ) ∈ Rn and an n × n matrix Σ(θ) ≻ 0. We say that X is a standard
Gaussian random variable if
X ∼ N (0, I).
Let X ∼ N (µ(θ), Σ(θ)) take values in Rn . Then it holds that
E[X; θ] = µ(θ),

and cov(X, X; θ) = Σ(θ).
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Define

Y = AX + b

in which b ∈ Rp and A is a matrix of dimension p × n with full row rank. Then it is
easy to show that
Y ∼ N (Aµ(θ) + b, AΣ(θ)A⊺ ).
Because X and Y are related linearly, it also holds that they are jointly Gaussian.
This means that the vector
⊺
Z = [X ⊺ Y ⊺ ]
is a Gaussian random variable.

C.2

Conditional Distribution of Multivariate Gaussian
Random Variables

The conditional distribution of jointly Gaussian random vectors is also a Gaussian distribution. It is completely characterized by the conditional mean and the
conditional covariance matrix.
Theorem C.1. Consider a partitioned Gaussian random vector
⎡X ⎤
⎛⎡⎢µ1 ⎤⎥ ⎡⎢ Σ1
⎢ ⎥
Z = ⎢ ⎥ ∼ N ⎢ ⎥,⎢
⎢Y ⎥
⎝⎢⎣µ2 ⎥⎦ ⎢⎣Σ21
⎣ ⎦

Σ12 ⎤⎥⎞
⎥ .
Σ2 ⎥⎦⎠

Then it holds that
X ∼ N (µ1 , Σ1 ),
Y ∼ N (µ2 , Σ2 ),
−1
X∣Y ∼ N (µ1 + Σ12 Σ−1
2 (Y − µ2 ) , Σ1 − Σ12 Σ2 Σ21 ), and
−1
Y ∣X ∼ N (µ2 + Σ21 Σ−1
1 (X − µ1 ) , Σ2 − Σ21 Σ1 Σ12 ).

Observe that the conditional expectation
E[X∣Y ; θ] = µ1 + Σ12 Σ−1
2 (Y − µ2 )
coincides with the projection X̂ of (X − µ1 ) ∈ Ln2 onto the subspace spanned by the
entries of (Y − µ2 ) in Ln2 , see Appendix B. Therefore, the linear minimum meansquares error estimator of X given Y coincides with the unconstrained minimum
mean-square error estimator.

Appendix D

A Classical Uniform Convergence Result
The following classical result establishes a uniform strong law of large numbers
when the random variables are independent and identically distributed. The proof is
based on the monotone convergence theorem and is similar to Wald’s proof ([235])
of consistency of MLEs. The result can be found in [134, Corollary 4.1 and Lemma
5], [227, Lemma 1] and [113, Theorems 1 and 2]. While the proof in [227, Lemma 1]
assumes continuity in θ, the proof in [134, Lemma 5] only requires semicontinuity.
Also see the general results of Huber in [108].
Lemma D.1. Suppose that Θ ⊂ Rdθ , where dθ is a finite positive integer, is compact
and that for some fixed positive integer t the real-valued function ht (ζ t , θ) ∶ Rt ×Rdθ →
R is upper semicontinuous in θ for all ζ t . Let P be a probability measure defined on
Rt such that {ζ tm }m∈N is a sequence of independent random variables each distributed
according to P. Assume that for all θ ∈ Θ and all sufficiently small real numbers
% > 0 the function sup∥θ̄−θ∥<% ht (ζ t , θ) is P-measurable.
Then, if there exists a real-valued function h̄(ζ t ) ∶ Rt → R such that
E[∣h̄(ζ t )∣] < +∞

and

ht (ζ t , θ) ≤ h̄(ζ t ) ∀ζ t ∈ Rt , θ ∈ Θ,

where the expectation is with respect to P, it holds that
P {lim sup sup
M →∞ θ∈Θ

1 M
t
∑ ht (ζm , θ) ≤ sup µt (θ)} = 1
M m=1
θ∈Θ

where µt (θ) ∶= E[ht (ζ tm , θ)] for all m = 1, . . . , M .
Proof. Define the function
ϕ(ζ t , θ, %) ∶= sup ht (ζ t , θ̄).
∥θ̄−θ∥<%

and observe that ϕ(ζ t , θ, %) ↘ ht (ζ t , θ) as % ↘ 0 by the upper semicontinuity of ht .
Then by the monotone convergence theorem and the dominance condition on ht it
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holds that lim%↘0 E[ϕ(ζ t , θ, %)] = µt (θ). Thus for every  > 0 and every θ ∈ Θ there
exists a positive real number %θ such that for all % ≤ %θ , E[ϕ(ζ t , θ, %)] < µt (θ) + .
By the compactness of Θ there exist a finite number of balls
B(θi , %θi ) ∶= {θ ∶ ∥θ − θi ∥ ≤ %θi }

i = 1, . . . , I < ∞

that cover Θ. Therefore, the definition of ϕ implies that for every θ ∈ Θ
sup
θ∈Θ

1 M
1 M
t
t
∑ ht (ζ m , θ) ≤ sup
∑ ϕ(ζ m , θi , %θi ).
M m=1
M
1≤i≤I
m=1

Using the independence assumption on the variables {ζ tm }, a pointwise strong law
of large numbers may be applied to the right-hand side of the above inequality (see
Kolmogorov’s law of large numbers [34, Theorem 5.4.2]) to conclude that
P {lim sup sup
M →∞ θ∈Θ

1 M
t
∑ ht (ζ m , θ) ≤ sup µt (θ) + } = 1.
M m=1
θ∈Θ

The proof is completed by observing that, because  was arbitrary, the conclusion
holds for  = 0.
Observe that, if the function ht (ζ t , θ) is continuous in θ over Θ for all ζ t ∈ Rt such
that there exists an integrable function h̄(ζ t ) satisfying the dominance condition
∣ht (wt−1 , ζ t , θ)∣ ≤ h̄(ζ t ) for all ζ t ∈ Rt and θ ∈ Θ, the dominated convergence theorem
implies that µt (θ) is continuous in θ over Θ and by applying the above lemma to ht
and −ht it holds that
sup ∣
θ∈Θ

1 M
a.s.
t
∑ ht (ζ m , θ) − µt (θ)∣ Ð→ 0
M m=1

as

M → ∞.

Now notice that because the inequality ∣ht (ζ t , θ)∣ ≤ supθ∈Θ ∣ht (ζ t , θ)∣ always
hold, we may define the dominating function h̄(ζ t ) ∶= supθ∈Θ ∣ht (ζ t , θ)∣. Hence, the
dominance condition of the lemma is satisfied whenever E[supθ∈Θ ∣ht (ζ t , θ)∣] < ∞.
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[7] R. B. Ash and C. A. Doléans-Dade. Probability and Measure Theory. Academic
Press, 2000.
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[201] M. Schoukens and J. Noël. Three benchmarks addressing open challenges in
nonlinear system identification. IFAC-PapersOnLine, 50(1):446 – 451, 2017.
[202] M. Schoukens and K. Tiels. Identification of block-oriented nonlinear systems
starting from linear approximations: A survey. Automatica, 85:272 – 292, 2017.
[203] J. Schoukens, A. Marconato, R. Pintelon, Y. Rolain, M. Schoukens, K. Tiels,
L. Vanbeylen, G. Vandersteen, and A. V. Mulders. System identification in a
real world. In 13th IEEE International Workshop on Advanced Motion Control,
pages 1–9, 2014.
[204] J. Schoukens, M. Vaes, and R. Pintelon. Linear system identification in a
nonlinear setting: Nonparametric analysis of the nonlinear distortions and their
impact on the best linear approximation. IEEE Control Systems, 36(3):38–69,
2016.
[205] M. Schoukens. Identification of parallel block-oriented models starting from the
best linear approximation. PhD thesis, Vrije Universiteit Brussel, 2015.
[206] D. Sen, A. Thiery, and A. Jasra. On coupling particle filter trajectories. arXiv
preprint arXiv:1606.01016, 2016.
[207] F. Septier and G. W. Peters. An Overview of Recent Advances in MonteCarlo Methods for Bayesian Filtering in High-Dimensional Spaces, pages 31–61.
Springer Japan, 2015.
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