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Abstract—Reinforcement Learning has been getting a lot of
attention in recent years, mostly due to its use in teaching
computers to play video and board games. In this report we
investigate how well algorithms from this area can be used to
solve a multi-agent problem. The multi-agent problem to be
solved is teaching robots how to transport items in a warehouse
without colliding. First, we propose a Q-learning based algorithm.
However, the performance of Q-learning scales poorly as the
complexity of the system increases. The system’s complexity
is characterized by the number of agents and the size of the
environment. Due to these scalability issues, we also propose an
algorithm based on Deep Q-Networks (DQN). Simulations are
made to illustrate the behavior of the proposed algorithms. The
results of the simulations suggest that DQN converges quicker
compared to Q-learning for systems of higher complexity.

Index Terms—Markov Decision Process, Reinforcement Learn-
ing, Q-learning, Deep Q-Network, Neural Networks, Multi-Agent
Systems
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I. INTRODUCTION

Learning through interaction is one of the most fundamental
processes of life. From the moment of birth, we are repeatedly
faced with a myriad of new impressions such as locations,
visions, noises and smells. When presented with a scenario,
we are expected to evaluate the situation and act appropriately
based on what our previously attained experience tells us.
However, occasionally we find ourselves in new settings
where we have no prior knowledge to rely on; the natural
reaction would be to investigate the optimal course of action
through trial and error. By exploring all available responses
and observing their effects it is possible to determine the
behavior that results in the desired outcome. More succinctly,
you learn as you go.

The manner through which we learn in a dynamical envi-
ronment is central to our intellectual growth and development.
Therefore it is not unreasonable to assume that this method
would prove effective in teaching artificial systems how to
achieve a specified goal. By transferring this learning pattern
from humans to machines it has been made possible for
computers to solve complex problems without supervision
from humans. The discipline of artificial intelligence that
operates under the trial and error principle in a changing
environment is formally referred to as Reinforcement Learning
(RL).

RL has risen to notoriety in recent years due to its success in
mastering video games such as a number of Atari 2600 games
[1]. In 2015, Google Deepmind’s AlphaGo made international
headlines as the first ever AI program to defeat a professional
in the board game Go. Since then, it has gone on to best the

reigning Go world champion. AlphaGo utilizes a combination
of classical RL techniques and deep neural networks [2], a
computational tool loosely inspired by the human brain [3].

The problem investigated in this project concerns multiple
robots operating in a warehouse, transporting items from one
point to another. The robots must move around the warehouse
while avoiding collisions with each other and other obstacles.
The robots should eventually learn the optimal paths that
minimize transportation time and the risk of collisions. Each
robot is at any time aware of the current position of the other
robots. The goal of this project is to solve that problem. In
order to do so, deep reinforcement learning is proposed as a
possible solution to this problem. The main tasks of the project
include: modeling the problem, developing the algorithm and
implementing it in each agent and simulating the resulting
complex dynamical system.

Section II introduces the key theoretical concepts featured
in this text, such as Markov Decision Processes (MDP), Q-
learning, Neural Networks and Deep Q-Networks. Section
III presents the model and the algorithms used. The results
are shown and analyzed in section IV and V respectively.
Summary and conclusions are given in section VI.

II. THEORY AND BACKGROUND

This section introduces the key concepts of RL and neural
networks. Two algorithms are presented. The definitions and
results stated here regarding RL are mainly based on [4] and
[5], whereas the theory of neural networks is based on the
information presented in [6] and [7].

A. Markov Decision Processes

RL concerns a process in which an agent interacts with a
dynamical environment through a range of selectable actions
and eventually learns what actions to perform in a given state
to bring it closer to its specified objective. A simple way
to envision an agent would be a robot capable of making
decisions based on received sensory input of its surroundings.
As the agent chooses and subsequently executes an action,
the environment changes and the agent observes the change.
Formally, this sequence of events is modeled as a finite MDP.
Here, the definition of a finite MDP is given as in [5].

Definition 1 (Finite Markov Decision Process). A finite
Markov Decision Process is defined by:
• A set S of states.
• An initial state s0 ∈ S.
• A set A of actions.
• A state transition function
p = Pr{St+1 = s′|St = s,At = a}.
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• A reward probability Pr{Rt+1 = r|St = s,At = a}.

In an MDP, the transition probability from one state to
another is independent of previously visited states.

Fig. 1. Schematic diagram of an MDP. At time t, the agent is situated in state
St. The agent chooses an action At thus altering the environment, which at
time t+ 1 responds by updating the state to St+1 and awarding the agent a
numerical reward Rt+1 based on the desirability of the newly attained state.

A visual representation of MDPs can be seen in Fig. 1.
At each time t, the agent observes the current state of the
environment, St ∈ S Then, the agent chooses an action At
from the action space A. The action alters the environment
which in turn presents the agent with a new state St+1 ∈ S

at the next time step t+ 1. The agent then receives a reward
signal Rt+1 ∈ R depending on the new state.

The goal of the agent is to maximize the expected cumu-
lative reward received over its entire life. This sum over all
future rewards is called the return and is denoted Gt. However,
it is often convenient to instead consider the discounted return,
which takes into consideration that rewards received in the
near future are valued more than those received in the distant
future. Accounting for this, the discounted return at time t is
defined as

Gt =

∞∑
k=t+1

γk−t−1Rk

where γ ∈ (0, 1) is the discount rate, determining how much
future rewards are worth in relation to immediate rewards.
Maximizing the expected return E[Gt] corresponds to the
agent optimally performing its task [4].

The agent’s behaviour is determined by its policy:

Definition 2 (Policy). A policy π is a probability distribution
over all available actions in a certain state. The probability of
choosing action a in state s is written as
π(a|s) = Pr{At = a|St = s}.

In the end, solving a RL problem amounts to finding an
optimal policy π∗ for the agent to follow, that is, a policy
that yields the maximum expected return. To evaluate the
performance of a certain policy π, one could calculate its
corresponding action-value function q:

Definition 3 (Action-value function). The action-value func-
tion qπ(s, a) under policy π is defined as

qπ(s, a) = Eπ[Gt|St = s,At = a]

Put into words, qπ(s, a) is the return corresponding to the
state-action pair (s, a) the agent is expected to receive when

using policy π. By comparing the corresponding action-value
functions of different policies, it is possible to determine the
more optimal one. The best policy corresponds to the policy
with the highest q-value for all state-action pairs. The optimal
q-function q∗ is defined as

q∗(s, a) = max
π

qπ(s, a), ∀(s, a) ∈ S×A

Once the optimal q-function has been computed, finding the
optimal policy is trivial: π∗ corresponds to, in each state s,
choosing the action with the highest q-value, that is, choosing
At such that

At = argmax
a∈A

q∗(St, a)

Moreover, q∗ is a solution to the Bellman optimality equation
[4]:

q∗(s, a) = E[Rt+1 + γmax
a′

q∗(St+1, a
′)|St = s,At = a]

Therefore, calculating q∗ is equivalent to solving the Bellman
optimality equation. Calculating q∗ can sometimes be chal-
lenging depending on the nature of the problem, even compu-
tationally. Q-learning, is a classic algorithm in RL literature [4]
that estimates the solution to the Bellman optimality equation.
Q-learning will serve as the cornerstone of the RL methods
presented in this text.

B. Q-learning

The original paper on Q-learning was published by Christo-
pher J.C.H. Watkins in 1989. In his thesis, Watkins introduced
an algorithm capable of estimating the optimal action-value
function q∗(s, a) without any previous knowledge of the
environment [8]. During Q-learning, the estimated q-values
for each state-action pair, here denoted as Q(s, a), are updated
continuously as the agent visits each state s and performs each
available action a. Concisely, the update rule for Q-learning
can be expressed as

Q(St, At)← Q(St, At)

+ α[Rt+1 + γmax
a

Q(St+1, a)−Q(St, At)]

where α ∈ (0, 1) is known as the learning rate. Under
the assumption that the agent continues to perform each
possible action as it repeatedly samples each state-action pair,
Q(s, a) has been shown to converge to q∗(s, a) for all state-
action pairs [9]. As previously covered, following the optimal
policy amounts to at in each state choosing the action that
corresponds to the highest q-value. Using Q-learning, the agent
learns the optimal policy as it updates the q-values.

C. Neural Networks

Q-learning is very appealing due to its intuitive understand-
ing and easy implementation. However, as the state-action
space of the MDP grows, so does the number of elements in
the Q-table. For large state-action spaces, a Q-table becomes
impractical for storing all the q-values as there are simply too
many of them. Consider the board game Go for example: the
number of possible states exceeds the number of atoms in the
universe [10]. In this case, the size of the Q-table would be
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unfathomable. To deal with complex systems with large state-
action spaces, a different approach is needed. Instead of storing
the value of each state-action combination, it is possible to
approximate the associated q-values of a state using a neural
network.

Fig. 2. An example of a three-layer neural network. The input layer consists
of three neurons (nodes), whereas the hidden layer and the output layer have
four neurons and two neurons respectively.

A neural network (NN) is a function approximator. More
specifically, it is a structure of layers that is capable of learning
patterns from large data samples. The networks encountered in
this text are referred to as deep feedforward networks. A deep
feedforward network f(x; θ) learns to approximate a function
y = f∗(x) by adjusting its parameters θ [7].

A feedforward NN consisting of n layers is a composite
function f(x) = f (n) ◦ f (n−1) ◦ ... ◦ f (1)(x). Here, f (1) is
referred to as the input layer whereas f (n) is the output layer.
A layer f (i) consists of an arbitrary number K of nodes known
as neurons. Neuron number j holds a single value representing
its activation, aj . Each neuron is connected to all neurons in
the previous layer (see Fig. 2). These connections are called
weights and determine how much each neuron in the previous
layer contributes to the value of the connected neuron in the
subsequent layer. The activation value of a neuron j in layer
i is computed by taking the weighted sum of all activation
values in layer i−1 multiplied with the corresponding weights,
adding a bias bj and then passing the total sum through
some activation function σ. The weights and biases are the
parameters of the network, θ. Initially, θ is set arbitrarily. The
activation values of a layer i, consisting of K neurons, are
thus given by the vector expression

a(i) = σ(Wa(i−1) + b)

where a(i−1) is a M × 1 vector, W is a K × M matrix
holding the values of the weights and b is a K × 1 vector.
The output values y of a n-layered network is then given
by y = a(n). Training the neural network corresponds to
adjusting the parameters θ in such a manner that the network
learns to output values corresponding to a desired result [7].

A classic example would be how in image analysis, a
network can learn to recognize and classify hand-written digits
[11]. In this case, the pixel image serves as input to the
network. Then, the number of neurons in the input layer
equals the number of pixels in the image and their activation
values correspond to the brightness value of the pixels. The
output value of the network would then correspond to a digit

between 0 and 9. To judge the performance of the network,
a loss function could be specified as the square difference
between the output value (the network’s guess) and the value
corresponding to the correct digit. The network’s objective is
to minimize the loss function, as that would correspond to the
network being able to predict the correct digit [11]. At first,
the output values will be completely random since the output
depends on the weights and biases of the network, which have
been initialized arbitrarily. However, modifying the weights
and biases as to minimize the loss function would result in the
network learning how to identify the sought pattern. Adjusting
the weights can be done by using a gradient descent algorithm
[11].

When used in RL, a neural network can be thought of as a
function taking the state as input and mapping it into a q-value
for each available action in that state.

D. Deep Q Network

The second algorithm used is known as the Deep Q-network
(DQN) algorithm. Deep Q-networks was first introduced by
Google Deepmind in their paper ”Playing atari with deep rein-
forcement learning” and utilizes a combination of fundamental
Q-learning concepts and deep neural networks [1].

A neural network is used to approximate the q-values,
q(s, a). In this case, the network Q (also referred to as the
policy network), receives the state s as input and outputs an
array of q-values – one for each action a. The output of a
neural network depends on its current weights θ, effectively
making the output q-values a function of θ, Q(s, a; θ). As pre-
viously covered, the Bellman equation states that the optimal
q-value for a state-action pair (s, a) is given by

q∗(s, a) = E[Rt+1 + γmax
a′

q∗(St+1, a
′)|St = s,At = a]

(here a specific policy is assumed why the π subscript is
omitted). As the network Q is initialized, its weights θ are
set arbitrarily. Thus, passing a state to the network before it
has undergone any training will return random q-values. After
sufficient training however, the output of the network should
converge towards the optimal q-values. Evidently, to compute
the optimal q-value, q∗(s, a), for a certain state-action pair
(s, a), one first needs to know the optimal target value y,

y = Rt+1 + γmax
a′

q∗(St+1, a
′)

Due to the optimal q-values not being known beforehand, this
value cannot be calculated exactly and is instead approximated
by another network, the target network, Q̂. A DQN is trained
by adjusting its weights, θ, as to minimize the loss function
L(θ), here defined as

L(θ) = E[(E[y|St = s,At = a]−Q(s, a; θ))2]

where the target y is calculated from a pass to Q̂:

y =

{
Rt+1, if St+1 is terminal
Rt+1 + γmax

a′
Q̂(St+1, a

′), otherwise

In practice, the weights are updated by performing a gradient
descent step with respect to θ on (y − Q(s, a; θ))2. If this
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procedure is repeated the output q-values will gradually tend
towards the optimal q-values.

As previously demonstrated, this algorithm utilizes two
separate networks, Q and Q̂. The weights θtarget of the target
network Q̂ remain fixed until updated every C th time step with
the weights θ of the policy network Q: θtarget ← θ. Using fixed
targets increases the stability of the algorithm [12].

At time t, each agent finds itself in a state St. The agent
chooses an action At and observes the following state St+1

and received reward Rt+1. The sequence (St, At, Rt+1, St+1)
is known as an experience, e, and is stored in the agent’s
replay memory D. After these events, the agent initializes a
training session. First, a random batch of experiences of size B
is sampled from the agent’s replay memory. This batch is then
iterated through. For each experience in the batch {ej}j=1,..,B ,
the target yj is calculated from (1) and gradient descent is
performed on (yj−Q(Sj , Aj ; θ))

2 with respect to θ to update
the weights of the policy network. This is then repeated at
every time step for all agents. Every C th time step the weights
of the target network are updated with the weights of the policy
network.

III. METHOD

A. Model

Fig. 3. Image of the environment, a 10 × 10 grid with 4 obstacles and 4
agents. The black boxes constitute static obstacles, such as storage shelves,
whereas the gray boxes represent the agents. The red crosses mark the agents’
delivery points.

The warehouse is modeled as a square grid of arbitrary size.
The agents occupy one cell each. Two agents cannot reside
in the same cell. The grid also contains a number of static
obstacles – representing storage shelves or similar hindrances
– that the agents will have to avoid while moving around the
warehouse as can be seen in Fig. 3.

The state s presented to an agent is the entire grid including
its own position, meaning that the agent is aware of the
positions of the obstacles and other agents. Thus, for a 10×10
grid, the state of an agent can be described using a 10 × 10
matrix m, where the matrix element mij describes the current

occupation status at grid position ij. If the agent occupies cell
with indices i, j, then mij = 1; otherwise mij = 0 if the
cell is unoccupied, mij = 2 if occupied by another agent or
mij = 3 if occupied by a static obstacle. Thus, the state space
S can be written as:

S =

{
matrices m : mij =


0, If unoccupied
1, If agent
2, If other agent
3, If obstacle

}

At each time t, each agent chooses an action At from the
action set A = {Right, Left, Up, Down}. After performing
an action, the agent transitions to a new state and receives a
reward R.

The agents move one cell in the chosen direction at each
iteration. The agents move one at a time. If an agent takes
an action that would place it in an already occupied cell
or transport it off of the grid, the agent remains in place
but registers a collision and consequently receives a negative
reward. The goal of each agent is to reach an assigned
destination on the grid, its delivery point. An episode is defined
as the sequence of events that transpire before all agents have
reached their delivery point. After each episode, all agents
emerge at their given starting position and a new episode
starts. Once all agents have arrived at their designated spot,
the episode ends.

The agents all follow the ε-greedy policy. Here ε ∈ (0, 1)
and corresponds to the agent’s exploration rate, meaning that
ε is the fraction of times the agent selects an action randomly.
Thus, in every state, the agent chooses an action at random
with probability ε, otherwise it performs the action associated
with the highest q-value, q(s, a). However, after each step, the
agent’s exploration rate ε is decreased by a factor εdecay unless
it has already reached its minimum value εmin.

The agent should reach its destination as quickly as possible.
Therefore, for every non-terminal step the agent takes, it
receives a negative reward. It is rewarded with a positive
reward once it reaches its destination and punished if it collides
with an obstacle or another agent. The state transitions and
their corresponding rewards are listed in Table 1 below.

TABLE I
REWARD TABLE

State transition Reward
Taking non-terminal step -0.1

Colliding with agent or obstacle -2
Reaching destination (terminal step) 10

B. Implementation

As possible solutions to the problem considered, both Q-
learning and the DQN algorithm were implemented for a
multi-agent system. Their performance when applied to a
single-agent system as well as a multi-agent system was
investigated and compared.

Q-learning utilizes a Q-table for storing the q-values for
each possible state-action pair. If there are M possible states
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in S, each of which have N actions from A available, then
there are M ·N state-action pairs in total. Storing all associated
q-values in a Q-table would then require a M · N array.
Each agent has its own Q-table where it stores its estimated
q-values. See Algorithm 1 for the full Q-learning algorithm
implemented.

The DQN algorithm implemented instead utilizes two net-
works, a target and a policy network, for approximating the
q-values for each state-action pair. Each agent has its own
pair of networks. Both networks have the same architecture:
consisting of two hidden layers, with 24 nodes each, as well as
an output and an input layer. The input layer takes the state as
input whereas the output layer outputs four q-values, one for
each possible action. The activation function between the input
layer and the first hidden layer as well as between the first and
second hidden layer was the rectified linear unit, whereas the
activation function between the second hidden layer and the
output layer was a linear function. See Algorithm 2 for full
DQN algorithm implemented.

The parameters used for the implementations are shown in
Table II.

TABLE II
TABLE OF PARAMETERS USED

Parameters Values Description
εstart 0.9 Initial exploration rate
εdecay 0.995 Decay factor for exploration
εmin 0.01 Minimum exploration rate
α 0.001 Learning rate
γ 0.9 Discount factor
B 32 Number of experiences sampled in minibatch
C 50 Time interval for updating target weights

Algorithm 1 Q-learning for a multi-agent system
Initialize Q table with random values for each agent
for episode = 1, M do

while agents not in their terminal states do
for each agent do

Initialize St
if St is not terminal then

With probability ε select random action At
otherwise select At = argmaxa Q(St, a)
Q(St, St)← Q(St, St)+
α[Rt+1 + γmaxaQ(St+1)−Q(St, At)]

end if
end for

end while
end for

IV. RESULTS

A. Simulations

In total, five simulations were performed to evaluate the
performance of the algorithms in order to compare them. The
cases are described in Table III. Out of these five, one was
performed using an empty grid with no obstacles whereas the
rest were performed using the grid seen in Fig. 3. The grid used
had dimensions 10×10. Q-learning was used for the first two

Algorithm 2 Deep Q-Network with experience replay for a
multi-agent system

for all agents do
Initialize replay memory D to capacity N
Initialize policy network Q with random weights θ
Initialize target network Q̂ as copy of policy network Q

end for
for episode = 1, M do

while agents not in their terminal states do
for each agent do

Observe St
if St not terminal then

With probability ε select random action At
Otherwise select At = argmaxaQ(St, a; θ)
Execute action At and observe reward Rt+1 and
next state St+1

Store experience (St, At, Rt+1, St+1) in D
Sample random minibatch of experiences
(Sj , Aj , Rj+1, Sj+1) from D
for experience in minibatch do

Compute target yj through pass to target net-
work, Q̂:
if Sj+1 is terminal then
yj = Rj+1

else
yj = Rj+1 + γmaxa Q̂(Sj+1, a; θtarget)

end if
Compute output q-values through pass to policy
network, Q
Compute loss between target q-values and out-
put q-values
Use gradient descent step on
(yj − Q(Sj , Aj ; θ))

2 with to respect policy
weights θ to minimize loss

end for
Every C th time step, update target network
weights to policy network weights, θtarget ← θ

end if
end for

end while
end for

cases after which the DQN algorithm was utilized. At most,
four agents occupied the grid at the same time. Each agent had
its own unique ”spawn” point located at one of the four corners
of the grid. In each scenario, the goal of the agent was to move
from its spawn point to the diagonally opposite corner of the
grid. 1000 episodes were run for all cases. The data recorded
in all cases were the number of occurred collisions, the number
of steps taken and the reward received. The cumulative reward
received over all episodes was then plotted against the number
of episodes elapsed, see figures 4–8 and Table IV.

B. Experimental setup

The simulations were performed using the programming
language Python 3. In addition to its core library, the following
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libraries and packages were utilized: NumPy, Keras, Tensor-
flow and Matplotlib. The Keras library was used to implement
and train the neural networks.

C. Plots and tables

TABLE III
TABLE DESCRIBING THE DIFFERENT CASES SIMULATED

Case Number of agents Environment Algorithm
1 1 10× 10 grid, 4 obstacles Q-learning
2 2 10× 10 grid, 4 obstacles Q-learning
3 2 10× 10 grid, 4 obstacles DQN
4 4 10× 10 grid, 0 obstacles DQN
5 4 10× 10 grid, 4 obstacles DQN

Fig. 4. Cumulative reward received by a single agent using Q-learning plotted
against number of episodes elapsed. Obstacles are present.
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Fig. 5. Cumulative reward received by two agents using Q-learning plotted
against number of episodes elapsed. Obstacles are present..

Fig. 6. Cumulative reward received by a two agents using the DQN algorithm
plotted against number of episodes elapsed. Obstacles are present.

Fig. 7. Cumulative reward received by four agents using the DQN algorithm
plotted against number of episodes elapsed. No obstacles are present.

Fig. 8. Cumulative reward received by four agents using DQN algorithm
plotted against number of episodes elapsed. Obstacles are present.

TABLE IV
RECEIVED REWARD, NUMBER OF COLLISIONS EXPERIENCED AND STEPS
TAKEN TO REACH THE DELIVERY POINT AVERAGED OVER THE LAST 100

EPISODES FOR EACH CASE. THE CASE NUMBER REFERS TO THE CASES
PRESENTED IN TABLE III.

Case 1 2 3 4 5
Reward, agent 1 8.3 -1.9 7.4 1.6 0.56
Reward, agent 2 - -3.5 7.6 3.2 0.46
Reward, agent 3 - - - 7.8 4.7
Reward, agent 4 - - - 6.7 4.1
Steps, agent 1 18 119.3 19.3 24.9 23.5
Steps, agent 2 - 134.7 18.8 23.6 34.7
Steps, agent 3 - - - 18.5 24.3
Steps, agent 4 - - - 18.9 24.1

Collisions, agent 1 0.0 0.0 0.4 3.2 3.5
Collisions, agent 2 - 0.1 0.3 2.4 3.2
Collisions, agent 3 - - - 0.3 1.6
Collisions, agent 4 - - - 0.8 1.9

V. ANALYSIS

First, consider the system consisting of a single agent
moving on a 10×10 grid while using the Q-learning algorithm.
Fig. 4 shows the received cumulative reward as a function of
the number of elapsed episodes. The slope of the curve quickly
converges towards a constant positive value, demonstrating
that in each subsequent episode the agent receives the same
positive reward as in the previous. On a 10 × 10 grid, the
smallest possible number of steps needed to diagonally move
from one corner to another is 18. Optimally, the agent should
not collide with any obstacles while it traverses the grid. The
highest reward the agent can receive a episode is therefore
−0.1·17+10 = 8.3. The last 100 episodes, the agent averages
0 collisions, 18 taken steps and 8.3 received reward a episode
(see IV). This indicates that the agent has found its optimal
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policy π∗.
The quick convergence of Q-learning for a single-agent

system is easily explained. Through an iterative process, the
agent estimates the q-values Q(s, a) corresponding to each
encountered state-action combination. In order for the esti-
mated q-values to converge towards the optimal q-values, the
corresponding state-action pair need to be repeatedly ”visited”
by the agent. In this system, one agent is free to visit any of the
non-occupied cells on the grid. The state representation used
in this model includes both the position of the agent and the
entire surrounding cell, but since the agent constitutes the sole
non-static object on the grid, the state could for this case just
as well be considered the agent’s current position. An empty
10 × 10 grid would thus correspond to 99 accessible non-
terminal states. In this model there are four actions available
at each state, resulting in a state-action space of roughly
400 state-action pairs. Therefore, the Q-table would consist
of roughly 400 elements, which appears to be a sufficiently
small number of elements due to the quick convergence of
Q-learning.

However, as the number of non-static objects increases, so
does the size of the state-space. Two agents interacting with a
10×10 grid yields a state-space of roughly 100 ·100 = 10000
possible states. Thus, the Q-table would increase in size by
approximately a factor 100. The results from a two-agent-
system can be seen in Fig. 5. Evidently, this increase in state-
space results in a drastic change in convergence time compared
to the single-agent system. For this case, the accumulated
reward for each agent keeps decreasing instead of initially
dropping and then quickly increasing as in the single-agent
case. Towards the end of the simulation, the line flattens out,
signifying that the agents are starting to receive less negative
rewards each episode.

Simulating the same two-agent system using the DQN
algorithm yields much better results, as can be seen in Fig. 6.
Unlike the single-agent case simulated with Q-learning, this
system exhibits occasional ’spikes’ indicating fluctuations in
the received reward each episode. However, towards the end of
the simulation the trend lines adopt a more consistent behavior.
The average reward recorded by Agent 1 and Agent 2 over the
final 100 episodes were 7.4 and 7.6 respectively (see table IV)
when using DQN, compared to -1.9 and -3.5 for Q-learning.
Clearly, DQN is better suited as a learning algorithm for this
system, but why? Most likely, this is due to neural networks
being function approximators. A neural network is capable of
detecting patterns in received data, meaning that, unlike Q-
learning, the DQN algorithm approximates the q-values given
any state as input based on some previous detected pattern
instead of storing the associated q-value in a table. Whereas
the size of a Q-table grows proportionally to the number of
agents currently occupying the grid, the number of weights
and biases used by the network is independent of the number
of agents and only depends on the network architecture.

Fig. 7 shows the cumulative reward received for the four-
agent DQN case in an environment without obstacles. The
average reward received by agents 1–4 over the last 100
episodes were 1.6, 3.2, 7.8 and 6.7, demonstrating that optimal
behavior has yet to be achieved. Adding obstacles results in

increased fluctuations, as shown in Fig. 8. Adding obstacles
to the system results in a higher average collision count for
each agent the last 100 episodes and a lower received average
reward. This should mostly be due to the agents being ”forced”
into the middle of the grid as they are denied the possibility
of traveling alongside its edges. In the middle of the grid
the agents experience a greater risk at colliding with each
other. There is also the added possibility of colliding with an
obstacle.

VI. SUMMARY AND CONCLUSIONS

As discussed in the analysis section, the simulations for Q-
learning and DQN showed that DQN outperformed Q-learning
in the sense that it converged quicker when there were multiple
agents in the system. This is due to DQN not being limited
to the dimensionality of the problem to the same extent as
Q-learning. Even though Q-learning performed well for the
single-agent case it is only reliable for small state spaces, as
could already be seen in the second case when the performance
dropped significantly.

As for possible future research, the DQN algorithm pre-
sented in this text could be extended by instead of supplying
each agent with its own ”pair” of neural networks allowing
all agents to share the same networks. That would enable the
agents to use each other’s experiences to train themselves,
utilizing already collected data, perhaps resulting in improved
performance. Furthermore, other state representations and re-
ward functions could be considered. In this case, the agent was
given a negative reward for each non-terminal step it took. As
an example, one could instead consider awarding the agent a
positive reward for every action it performs that minimizes its
distance to the delivery point, while penalizing actions that
increase that distance.

Both Q-learning and the DQN algorithm utilize several
adjustable parameters such as learning rate α, exploration rate
ε and discount factor γ. Finding the optimal configuration to
use for this problem would require a thorough parameter-study
that is outside the scope of this project. However, finding the
parameter settings resulting in peak performance would be
of great help for future research concerning this or similar
problems.
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