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Abstract
Multicomponent superconductors described by several complex matter
fields have properties radically different from those of their single-component
counterparts. Examples include partially ordered phases and spontaneous
breaking of time-reversal symmetry due to frustration between Josephsoncoupled components. Recent experimental results make such symmetry breaking a topic of central interest in superconductivity. Multicomponent gauge
theories appear as effective theories e.g. for quantum antiferromagnets, and
are thus of interest well beyond superconductivity. The nature of the phase
transitions in these models is of great importance in modern physics, and
yet remains poorly understood. These models and phenomena are studied
theoretically in this thesis, mainly using large-scale Monte Carlo simulations.
Superconducting s + is states have recently been described for superconductors with N = 3 components. The novelty of these states is that they
break time-reversal symmetry due to frustration of interband couplings. In
the first paper, we consider whether there can be new states in N -component
Ginzburg-Landau models with bilinear Josephson couplings when N ≥ 4. We
find that these models have new states associated with accidental continuous
ground-state degeneracies. Also, we show that the possible combinations of
signs of the couplings can for any N be divided into equivalence classes in a
way that is related to the graph-theoretical concept of Seidel switching.
In the second paper, we consider fluctuation effects in models of SU(N )
symmetric superconductors. We demonstrate that there is a novel type of
paired phase that is given by proliferation of non-topological vortices for N =
3 and 4, and that despite the absence of topologically stable vortices these
systems form vortex lattices in external magnetic field; these lattices involve
structures that are not simply hexagonal and differ between components.
In the third paper, we consider fluctuation effects in London models of
U(1)N symmetric superconductors. These models are of central interest due
to the theory of deconfined quantum criticality, according to which such gauge
theories may describe phase transitions beyond the Ginzburg-Landau-Wilson
paradigm. The direct transitions from fully ordered to fully disordered phases
have been reported to be continuous for N = 1 and N = 183, and discontinuous for N = 2. The nature of the phase transitions for small N is an
outstanding open question. We demonstrate that the degree of discontinuity
of the direct transitions increases with N , at least for small N , and that the
transitions from paired phases to fully disordered phases can be discontinuous.
Both these results are in contrast to previous expectations.
In the fourth and final paper, we report the first experimental observation of a state of matter that has an order parameter that is fourth order
in fermionic fields: a bosonic Z2 metal, in which time-reversal symmetry is
broken due to partial ordering of Cooper pairs despite superconducting order
being absent. By considering fluctuation effects in phase-frustrated threecomponent Ginzburg-Landau models, we place constraints on the models used
to describe the material in question. Also, we give an example of this anomalous state occurring in a type-2 Ginzburg-Landau model in external magnetic
field, despite it not occurring in this model in the absence of external field.
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Sammanfattning
Multikomponentsupraledare beskrivna av flera komplexa materiefält har
egenskaper radikalt olika de hos deras motsvarigheter med en komponent.
Exempel på detta är delvis ordnade faser samt spontan brytning av tidsinversionssymmetri på grund av frustration mellan Josephsonkopplade komponenter. Nya experimentella resultat gör sådan symmetribrytning till ett ämne av
centralt intresse inom supraledning. Gaugeteorier med flera komponenter förekommer som effektiva teorier exempelvis för kvantmekaniska antiferromagneter, och är således av intresse väl bortom supraledning. Egenskaperna hos
fasövergångarna i dessa modeller är av stor betydelse inom modern fysik, men
förblir ändå bristfälligt förstådda. Dessa modeller och fenomen studeras teoretiskt i denna avhandling, främst genom storskaliga Monte Carlo-simuleringar.
Supraledande s + is-tillstånd har nyligen beskrivits för supraledare med
N = 3 komponenter. Det nya med dessa tillstånd är att de bryter tidsinversionssymmetri på grund av frustrerade kopplingar mellan komponenter. I den
första artikeln betraktar vi huruvida det kan finnas nya tillstånd i GinzburgLandau-modeller med N komponenter och bilinjära Josephsonkopplingar då
N ≥ 4. Vi finner att dessa modeller har nya tillstånd förknippade med kontinuerliga grundtillståndsdegenerationer som inte ges av en symmetri. Vi visar
också att de möjliga kombinationerna av tecken på kopplingarna kan för godtyckligt N delas in i ekvivalensklasser på ett sätt som är relaterat till det
grafteoretiska begreppet Seidel-växling.
I den andra artikeln betraktar vi fluktuationseffekter hos modeller av
SU(N )-symmetriska supraledare. Vi visar att det finns en ny typ av parad fas
som ges av mångfaldigande av icke-topologiska virvlar för N = 3 och 4, samt
att trots avsaknaden av topologiskt stabila virvlar kan dessa system bilda
virvelgitter i externt magnetfält; dessa gitter är inte enkla hexagonala gitter
och skiljer sig åt mellan komponenter.
In den tredje artikeln betraktar vi fluktuationseffekter hos Londonmodeller av U(1)N -symmetriska supraledare. Dessa modeller är av centralt intresse på grund av teorin om frigjord kvantkritikalitet, enligt vilken sådana
gaugeteorier kan beskriva fasövergångar bortom Ginzburg-Landau-Wilsonparadigmet. De direkta övergångarna från helt ordnade till oordnade faser
har rapporterats vara kontinuerliga för N = 1 och N = 183, och diskontinuerliga för N = 2. Egenskaperna hos fasövergångarna för små N är en öppen
fråga. Vi visar att graden av diskontinuitet ökar med N , åtminstone för små
N , samt att övergångarna från parade faser till helt oordnade faser kan vara
diskontinuerliga. Både dessa resultat står i kontrast till tidigare förväntningar.
I den fjärde och sista artikeln rapporterar vi den första experimentella observationen av ett materietillstånd med en ordningsparameter av fjärde ordningen i fermioniska fält: en bosonisk Z2 -metall, i vilken tidsinversionssymmetri är bruten på grund av partiellt ordnade Cooperpar trots att supraledande
ordning saknas. Genom att betrakta fluktuationseffekter hos fasfrustrerade
Ginzburg-Landau-modeller med tre komponenter begränsar vi de modeller
som kan användas för att beskriva materialet i fråga. Vi ger även ett exempel
på förekomsten av denna atypiska fas i en typ-2 Ginzburg-Landau modell i
yttre magnetfält, trots frånvaron av denna fas i avsaknad av yttre fält.
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Chapter 1

Superconductivity
Superconductivity is a phenomenon of both great scientific interest and great technological value. Evidence of the former is given by the fact that 20 people have
been awarded Nobel prizes in physics for work related to superconductivity or the
closely related phenomenon of superfluidity. Examples of the latter include the
use of powerful superconducting electromagnets in maglev trains and magneticresonance-imaging scanners, as well as the production of highly sensitive magnetometers based on so-called SQUIDs. Superconductivity has also played a vital role
(again via powerful electromagnets) in the Large Hadron Collider at CERN, famous
for its discoveries related to the Anderson-Higgs mechanism, which was itself discovered in the context of superconductivity [2,3]. Finally, there is the possibility of
superconductors being used to build quantum computers.
Experimentally, superconductivity is characterized by perfect conductance [51]
(zero dc resistivity) and perfect diamagnetism [67] (Meissner effect). Theoretically,
superconductivity is most fundamentally characterized by topological order in the
phase of a complex field coupled to the electromagnetic gauge field. (The corresponding characterization of superfluidity being the same, but for the presence of
the coupling to the gauge field.) It is often claimed that superconductivity is an
intrinsically quantum phenomenon, but the preceding observation shows that this
is not unconditionally correct: quantum mechanics is necessary for the description
of the essential features of superconductivity only if one insists on a description in
terms of particles, a description in terms of classical fields being both possible and
natural.
We now discuss such classical field theory, which is used extensively in all scientific papers included in this thesis. First, we briefly discuss the theoretical essence
of superflow phenomena, i.e. superconductivity and superfluidity. Subsequently we
discuss particular models and concepts relevant to the research presented in this
thesis, beginning with the acclaimed Ginzburg-Landau theory of a single-component
superconductor. We then consider superconductors with several components, which
may have properties radically different from what one would expect on the basis of
3
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single-component theory.
The main reference for this chapter is the book by Svistunov, Babaev and
Prokofev [87]. Standard references on superconductivity include the books by
Schmidt [80] and Tinkham [89]; however, these do not consider multicomponent
systems. More specific references are given throughout the chapter.

1.1

Essential nature of superflow

We begin our discussion of the essential nature of superflow phenomena with the
simplest case of a single-component neutral matter field (neutral here means electrically neutral, i.e. not coupled to the vector potential). This is a classical complex
field
ψ(r) = |ψ(r)|eiφ(r) ,
(1.1)
which has an associated velocity
v(r) = γ ∇φ(r).

(1.2)

Here γ is a system-specific parameter. If the classical field arises as an effective
description of an underlying quantum field, then γ is the inverse particle mass
(recall that we set ~ = 1).
Now, consider a case in which the region of space on which ψ(r) is defined has a
toroidal geometry. Suppose at first that the amplitude |ψ(r)| is nonzero everywhere
within the system. Then the integral of the gradient of the phase around a closed
contour is well defined, and must be equal to an integer multiple of 2π:
I
I=
∇φ(r) · dr = 2πM.
(1.3)
Γ

Under the assumption that |ψ| 6= 0 throughout the system, the integral I will
change continuously under continuous deformation of the contour Γ, and also under
continuous time evolution of the field ψ. However, since the value of I is quantized,
it cannot change continuously and thus cannot change at all. This implies that
the value of I must be zero if the contour Γ does not encircle the central void of
the toroid, since in this case the contour can be continuously shrunk to a point.
If the contour does encircle the central void, the value of the winding number M ,
and thus of I, can be nonzero. In this case, we are led to the conclusion that
there is a current around the toroid that cannot decay in time, and thus must be
dissipationless. This is the essential nature of superfluidity: an emergent constant
of motion (I), associated with order of the phase of the matter field, protects the
superflow from decay.
However, in general there is no restriction that the matter field is nonzero in the
bulk, and we need to understand the origin of superfluidity also in the more general
case. If we allow ψ = 0 at certain points in the interior, the winding integral I may
take nonzero values around these points. If there is such a point, there must in fact
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be a line of such points, such that any contour that encircles this line and no other
points where ψ = 0 gives the same value of I. Such a line is called a vortex line,
and the object as a whole is called a vortex. Since I cannot change by continuous
deformation of Γ over regions where ψ is nonzero, vortex lines cannot terminate
in the bulk, but must either form loops or extend to the boundary of the system.
For energetic reasons vortices will usually be such that the phase winds only once
(i.e. M = 1): a vortex with M > 1 will decay into M vortices with single phase
winding.
If vortices are present, the value of I for a contour which encircles the central void
of the toroid can be changed by a vortex crossing it. Thus it may appear that the
presence of vortices will destroy superfluidity. However, this is not necessarily the
case. With regards to the presence of vortices, there are two distinct possibilities:
either they are all microscopic (form loops much smaller than the system size) or
some of them are macroscopic (can extend across the whole system). In the first
case, although the value of I for a given contour is strictly speaking not conserved,
the vortex loops can only induce short-lived fluctuations of the value of I around
some average. Another way to think about this is to say that in the case of only
microscopic vortex excitations, the field ψ may be regularized in such a way that it
retains its original topological structure on long length scales, but is free of vortex
excitations. Then the previous argument for the conservation of I stands, albeit in
terms of the regularized field.
Now consider the case of a (single-component) superconductor. This is different
from the case of a superfluid in that the matter field ψ(r) is now coupled to the
electromagnetic vector potential A(r), and the velocity of superflow is thus
v(r) = γ[∇φ(r) + qA(r)],

(1.4)

where the electric charge q gives the strength of the coupling to the vector potential.
To a certain extent, the above analysis of a superfluid remains valid in the case of
a superconductor. In particular, there will still be a topological invariant that is an
emergent constant of motion and gives rise to persistent currents.
However, as can be seen from (1.4), the circulation of the velocity of superflow is
not quantized in a superconductor. In fact, as will be explained in the next section,
at large enough distances away from the boundary the superflow will exponentially
decay to zero. This leads to a new phenomenon, not present in the case of a superfluid, namely the quantization of magnetic flux. Consider a contour Γ that encircles
the central void and is deep enough in the bulk that the velocity of superflow is
zero on Γ. Integrating v(r) = 0 around this contour using the expression (1.4),
and using Stoke’s theorem to relate the integral of A along Γ to the magnetic flux
though a surface bounded by Γ, we find that this flux must take on a quantized
value given by the winding number M of the phase φ. More precisely, the flux will
be a multiple of the magnetic flux quantum
Φ0 =

π
2π
= ,
q
e

(1.5)

6
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where in the second equality we used the fact that q = 2e in real metallic superconductors (this is due to the fact that electrons form so-called Cooper pairs, each
of which have a charge that is twice the fundamental charge). Note that this expression contains only fundamental constants and that the magnetic flux quantum
is thus a universal quantity. Also, note that the above argument would apply also
to the flux carried by a vortex that extends trough the superconductor, as long as
the vortex is not too close to the boundary.
As noted above, a finite density of free macroscopic vortices destroys superfluidity and superconductivity. Such a finite density of vortices can come about by
thermally induced proliferation of vortex loops. We mention briefly that there is
a second possibility, namely that of vortex-lattice melting. For a superfluid under
rotation, or a superconductor in an applied magnetic field, a lattice of vortices may
be induced parallel to the axis of rotation or the applied field (more on this later).
Such a vortex lattice can melt, i.e., spatial translation symmetry can be restored
by thermal fluctuations in the positions of the vortices. This renders the vortices
free to move and thus destroys the superflow. For multicomponent systems, there
will be several types of vortex, and the presence of a finite density of free vortices
of a certain type will destroy the order in the sector in which these vortices carry
topological charge (again, more on this later).

1.2

Ginzburg-Landau theory

Ginzburg-Landau theory [41] describes a superconductor in terms of two classical
fields: a complex matter field ψ = |ψ|eiφ that describes the superconducting condensate, and the electromagnetic vector potential A. Ginzburg-Landau theory is
based on Landau’s general theory of continuous phase transitions (which is now
known not to be completely general). Consequently, the theory posits that, in the
vicinity of the critical temperature, the free-energy density may be approximated
by an expansion in the (complex) order parameter ψ:
f=

1
2

b
2
|(∇ + iqA)ψ| + a|ψ|2 + |ψ|4 +
2

1
2

2

(∇ × A) ,

(1.6)

where we use some appropriate theoretical units (in the notation of the previous
section we have set γ = 1). The first term in the above expression for f is a
covariant-derivative term, which couples the field ψ to the vector potential A, and
gives the energy due to superconducting currents and spatial variations of ψ. The
next two terms constitute a Mexican-hat potential which sets a preferential value
for the amplitude |ψ|. The final term gives the energy density of the magnetic field.
Terms of higher order in ψ are assumed to be negligible.
Ginzburg-Landau theory is a mean-field theory. Thus it is based on the assumption that the fields ψ and A assume the configuration that minimizes the free
energy, and that fluctuations around this minimizing configuration are negligible.
If there is no applied field, the free energy is minimized by having A(r) = 0 and
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ψ(r) equal to a constant value that minimizes the potential. This value is zero if
the coefficient a is positive and non-zero if a is negative (b must be positive in order
for the free energy to be bounded from below). Thus the mean-field critical temperature is that for which a is zero, and to leading order the temperature dependence
of the potential parameters in the vicinity of the critical point is a = a0 (T − Tc ),
where a0 is independent of T , and b = const. When T < Tc and thus a < 0, the
potential is minimized for
r
−a
.
(1.7)
|ψ| = ψ0 ≡
b
The squared modulus |ψ|2 is the density of the superconducting condensate. Multiplying this density by the electric charge q we get the charge density, and multiplying this by the velocity of superflow (1.4) gives the electric current density
j = q|ψ|2 (∇φ + qA).

(1.8)

There are two length scales that characterize single-component Ginzburg-Landau
theory: the coherence length ξ and the penetration depth λ. These are characteristic length scales for the exponential recovery from small perturbations of the
amplitude of the matter field and the magnetic field, respectively. Equivalently,
they are characteristic length scales for the asymptotically exponential recovery
from arbitrary perturbations. In the superconducting state, in which |ψ| = ψ0 > 0,
the values of these length scales are
1
ξ= √
2 −a

and λ =

1
.
q|ψ|

(1.9)

The expression for the coherence length ξ can be understood intuitively as follows: The exponential recovery of |ψ| from a perturbation is given by minimization
of the free energy. The gradient energy is minimized by having a very slow recovery, whereas the potential energy is minimized by having a very fast recovery.
The rate of recovery that minimizes the total free energy is thus controlled by the
ratio between the coefficients of the gradient and quadratic potential terms, which
in our case is parameterized by a. (The coefficient a of the quadratic term controls
the second derivative at the nonzero minimum, even though the position of the
minimum depends also on b.)
Having made the aforementioned observation about the coherence length, one
may ask if the penetration depth can be understood in the same way. However, for
the vector potential A there is no term in the free energy that is a direct equivalent
of the quadratic potential term for |ψ|. However, when the amplitude |ψ| is nonzero,
the covariant-derivative term acts as such a potential term for the vector potential.
This is the essence of the aforementioned Anderson-Higgs mechanism: that one
field (A) is rendered massive by the nonzero amplitude of another (ψ). That a
field is massive means that it recovers exponentially from perturbations; the mass
in question being the inverse of the length scale characterizing this exponential
recovery.

8

CHAPTER 1. SUPERCONDUCTIVITY

The fact that magnetic fields decay exponentially to zero in the superconducting
state underlies the so-called Meissner effect of perfect diamagnetism, i.e. of complete expulsion of applied magnetic field from the bulk. This expulsion immediately
implies another closely related effect, namely the expulsion also of electric currents
from the bulk: If there where electric currents in the bulk, these would generate
magnetic fields in the bulk. However, the Meissner effect prevents such fields from
existing, whence there can be no currents in the bulk. Having made this striking
observation, one may almost be tempted to rename superconductors as superinsulators, since they do not allow currents to flow through them, except in a very
thin surface layer (of thickness λ). This feature sets superconductors apart from
superfluids, and demonstrates the crucial significance of the coupling to the vector
potential.
Consider the expression (1.6) for the single-component Ginzburg-Landau freeenergy density. An expression of this type naturally has five parameters: one
coefficient for each term and the electric charge. However, we have the freedom
to rescale four quantities: the matter field ψ, the vector potential A, the spatial
coordinate r and (given that we are dealing with mean-field theory) the free-energy
density f itself. (Rescaling the spatial coordinate changes the relative coefficients
of gradient and potential terms.) This means that there is only a one-parameter
family of theories of the type (1.6). This one parameter is conventionally taken to
be the Ginzburg-Landau parameter
κ=

λ
.
ξ

(1.10)

Note that although both λ and ξ diverge at the critical point T = Tc , they both
diverge as (T − Tc )−1/2 , so that κ remains constant in this limit.
The properties of a single-component superconductor depend strongly on whether
the Ginzburg-Landau parameter κ is greater or smaller than 1. If κ < 1 the superconductor is type 1, and if κ > 1 the superconductor is type 2. These two types
of superconductor differ in their response to external magnetic field. In order to
consider external fields, we switch from using the Helmholtz free-energy density f
to using the Gibbs free-energy density
g =f −B·H
(1.11)
b
2
|(∇ + iqA)ψ| + a|ψ|2 + |ψ|4 + 12 (B − H)2 + const,
2
1
2
where B = 2 (∇ × A) is the actual magnetic field within the superconductor and
H is the applied field. Assume that the temperature is lower than the critical
temperature, so that a < 0, and consider the following two possible states of a
superconductor: a uniform superconducting state for which
=

1
2

|ψ| = ψ0

and B = 0,

(1.12)

|ψ| = 0 and B = H.

(1.13)

and a uniform normal state for which
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From the expression (1.11) we see that there is a free-energy cost associated with
having B = 0 despite H 6= 0, and that there is a free-energy cost associated with
having |ψ| = 0 despite a < 0. For small enough applied field the superconducting
state will have lower free energy in total, and for large enough applied field the
normal state will have lower free energy. The strength of applied field for which the
two states have the same free energy is by definition the thermodynamic critical
field Hc .
Now consider a superconductor in an external field of strength H equal to the
critical field Hc . In particular, consider a situation in which there is a (planar)
domain wall between one part of the system that is in the superconducting state
and another part of the system that is in the normal state. We now ask: Does
the system have higher or lower free energy with the domain wall present than
it would in a uniform state? (The two uniform states have the same free energy
since H = Hc .) In other words, does the domain wall have positive or negative
free energy? The answer depends on the Ginzburg-Landau parameter κ: If the
superconductor is type 1 then the domain wall has positive free energy, and if the
superconductor is type 2 then the domain wall has negative free energy. This can
be understood intuitively by considering the length scales involved. (Although the
length scales ξ and λ by definition give the length scales for asymptotic exponential
recovery, here they do also set the widths of the domain walls.) In the (very) type
1 case, there is a considerable region in which both the magnetic field B and the
amplitude |ψ| of the matter field are strongly suppressed. In the (very) type 2 case,
there is a considerable region in which neither the magnetic field nor the amplitude
of the matter field is strongly suppressed.
The positivity of the free energy of a superconducting-normal domain wall in
the type 1 case implies that the equilibrium state of a type 1 superconductor is
uniform: superconducting if H < Hc and normal if H > Hc . The negativity of the
free energy of a superconducting-normal domain wall in the type 2 case signals the
instability of either uniform state in an external field H = Hc (and, by continuity,
for applied fields in some range around Hc ). The equilibrium state is instead a
vortex-lattice state; this will be discussed further in the section on response to
external field later in this chapter.
The free energy given by (1.6) has a local U(1) symmetry referred to as gauge
symmetry or gauge invariance. More precisely, the free energy is invariant under
the transformation
φ(r) 7→ φ(r) + χ(r)
(1.14)
A(r) 7→ A(r) − q −1 ∇χ(r)
where χ(r) is an arbitrary single-valued real function (i.e. one that does note induce
vortices). The invariance is seen from the fact that gradients are irrotational and
that the extra terms in the covariant derivative cancel. Local symmetries such as
(1.14) cannot be spontaneously broken [32]; this is known as Elitzur’s theorem. This
implies that the use of the term “order parameter” in reference to the matter field
ψ is strictly speaking not correct, as superconductors are in fact not described by a
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local order parameter. However, for simplicity we shall sometimes allow ourselves
to speak of superconducting order parameters and breaking of local U(1) symmetry.
We now discuss the validity of Ginzburg-Landau theory. Ginzburg-Landau theory is based on expansion in small fields and gradients; this can be justified only
sufficiently close to the critical point. At the same time, being a mean-field theory,
it is not valid arbitrarily close to the critical point, at which fluctuations inevitably
become important. However, in low-Tc superconductors the temperature range in
which fluctuation effects must be taken into account is extremely narrow. On the
other hand, this is not universally true of high-Tc materials. Furthermore, although
an expansion can only be justified by the smallness of the terms sufficiently close to
the critical point, it is not a priori ruled out that Ginzburg-Landau theory can give
a valid description also at lower temperatures. Even in the absence of quantitative
validity, Ginzburg-Landau theory may give a qualitatively correct description of
phenomena at lower temperatures.
Ginzburg-Landau theory was originally proposed on purely phenomenological
grounds. However, it was later shown that it can be derived [42] from the microscopic BCS theory of weakly interacting fermions [12, 13].

1.3

Multicomponent superconductivity

It may occur that a superconductor, instead of being described by an order parameter with a single complex component, is described by an order parameter with
several complex components. This is known as multicomponent superconductivity. Examples of physical systems in which this can occur are: materials in which
superconductivity occurs in electrons from several bands, e.g. magnesium diboride
MgB2 [73,92] and iron-pnictides [26,52,66]; systems, such as Josephson junctions, in
which multicomponent superconductivity is induced by proximity effects; and mixtures of independently conserved superconducting condensates, e.g. the projected
superconducting state of metallic hydrogen [11] and nuclear superconductivity in
the interior of neutron stars [49]. Multicomponent models have been derived microscopically [38, 39, 60, 64, 85], and have been discussed in the context of so-called
deconfined quantum criticality [25, 57, 71, 81, 82].
The simplest example of a Ginzburg-Landau theory that describes a multicomponent superconductor is given by the free-energy density that is obtained from
(1.6) by simply duplicating the terms that depend on the field ψ:
f=

1
2

2

(∇ × A) +

X
i

1
2

2

|(∇ + iqA)ψi | + ai |ψi |2 +

bi
|ψi |4 ,
2

(1.15)

where i indexes the components. Even though in this example there are no terms
that directly couple the different fields ψi , the components are coupled to each
other since they are all coupled to the same vector potential. Consequently, even
for this simplest example, the properties of multicomponent superconductors can
be radically different from those of superconductors with only one component. A
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prominent example of this is so-called type 1.5 superconductivity [5, 6, 8, 10, 21–23,
28, 70, 76, 79, 84, 85]. Since the free-energy (1.15) has several fields ψi it will also
have several coherence lengths ξi . It may occur that at least one of these is shorter
than the penetration depth λ, while at least one is longer, i.e.
ξi < λ < ξ j

(1.16)

for some i and j. In this case, the superconductor can neither be classified as type
1 nor as type 2; instead, it is type 1.5. The properties of type 1.5 superconductors
will be discussed in the section on response to applied field.
In general the electric charges in a free energy such as (1.15) could be different,
and in particular could have different signs. However, in this thesis we only consider
cases in which the charges are all equal. This will be the case when the presence
of several superconducting components is due to the occurrence of superconductivity in several electronic bands. Note that although differences in sign between
components are physically meaningful, an overall sign change is of no consequence:
simply mapping A 7→ −A reverses the change.
An N -component superconductor has N − 1 neutral modes and one charged
mode. We illustrate the meaning of this statement by considering the simplest
example of the free-energy density (1.15) with N = 2. In particular, we note that
the covariant-derivative terms can be written as
2
1
2 (∇|ψ1 |)

+

1
|ψ1 |2 |ψ2 |2
2
2
j
+
[∇(φ2 − φ1 )] ,
2q 2 ρ2
2ρ2

(1.17)

where j is the total superconducting current:
j = j1 + j2 ≡ q|ψ1 |2 (∇φ1 + qA) + q|ψ2 |2 (∇φ2 + qA),

(1.18)

and ρ2 is the total superconducting density:
ρ2 = |ψ1 |2 + |ψ2 |2 .

(1.19)

We see that the energy from the covariant-derivative terms consists of three contributions: energy associated with gradients in the densities, energy associated with
electrical supercurrents, and energy associated with gradients in the phase difference. This final contribution stems from counterflows of equally charged condensates that do not result in any net transport of charge. In other words, the system
has one mode of charged superflow (i.e. one superconducting mode) and one mode
of neutral superflow (i.e. one superfluid mode). For superconductors with higher
numbers of components, there will be N − 1 independent linear combinations of
phases associated with such neutral modes. (There is always only one charged mode
since there is only one vector potential.)
In multicomponent superconductors there are several superconducting phases.
Each of these can have nontrivial phase winding, and consequently there are several
types of vortices. By reconsidering the argument for flux quantization given above

12

CHAPTER 1. SUPERCONDUCTIVITY

for the single-component case, one can show that a vortex that has winding in only
one phase carries a flux that is a fraction of the superconducting flux quantum.
More precisely, a vortex that has 2π winding in the phase of component i and no
phase winding in the other components carries the flux
|ψ |2
P i 2 Φ0 .
j |ψj |

(1.20)

From the above expression we see that a vortex that has a 2π winding in the phase
of each component carries the ordinary flux of one quantum (the fluxes simply add).
In single-component superconductors, vortices have finite energy (per unit length).
This is a consequence of the fact that supercurrents decay exponentially away from
the vortex, which in turn is a consequence of the coupling to vector potential.
For superfluids, the energy of a vortex diverges logarithmically with system size.
In other words, the logarithmic divergence that results from phase winding in the
absence of coupling to vector potential can be removed by the vector potential compensating for the phase gradients away from the vortex core. However, if there are
several superconducting components, a configuration of vector potential that compensates for the gradients of phase in one component will in general not compensate
for the gradients of phase in the other components. Thus a vortex in a multicomponent superconductor generically has divergent energy, as in a superfluid. This
is in particular true for the so-called fractional vortices that have winding in the
phase of only one component. For the equal-charge multicomponent superconductors considered here, it is only vortices that have equal winding in the phase of each
component that have finite energy. As noted above, such a vortex carries a flux
equal to one flux quantum. Consequently, for the vortices that have finite energy
per unit length, flux is quantized in multicomponent superconductors in the same
way as in single-component superconductors.
In addition to the terms present in the free-energy density (1.15), one may also
have terms that directly couple the superconducting components. In this thesis we
consider two types of such coupling. The first is Josephson coupling, which consists
of adding the terms [63]
X ηij
i<j

2

(ψi ψj∗ + c.c.) =

X

ηij |ψi ||ψj | cos(φj − φi )

(1.21)

i<j

to the free-energy density f (the abbreviation c.c. stands for complex conjugate).
Depending on the sign of the coefficient ηij , such a term will be minimized either
when the corresponding phase difference is 0 (sometimes referred to as phase locking) or when it is π (sometimes referred to as phase antilocking). Consequently, the
presence of Josephson coupling will reduce the symmetry of the system from U(1)N
to U(1) [in each case, one of the U (1) factors corresponds to a local symmetry and
the rest to global symmetries]. There can also be higher-order Josephson couplings
consisting of higher-order products of the fields and their complex conjugates, e.g.
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the biquadratic (as opposed to bilinear) coupling
X

κij |ψi |2 |ψj |2 cos[2(φj − φi )].

(1.22)

i<j

The second type of direct intercomponent coupling considered in this thesis is
density-density coupling, which consists of adding the terms
X
gij |ψi |2 |ψj |2
(1.23)
i<j

to the free-energy density f . Depending on the sign of a given coefficient gij , the
presence of one component may either enhance or suppress the other. If densitydensity couplings are fine-tuned in a certain way, the P
potential may become such
that there is a preferential value for the total density i |ψi |2 , but no preferential
distribution of density between components. In this case the symmetry of the
system is enlarged from U(1)N to SU(N ). The two-component Ginzburg-Landau
model can be mapped onto a model that has a real three-component vector as a
degree of freedom [9]. The case of SU(2) symmetry in the Ginzburg-Landau model
then corresponds to the case of O(3) symmetry for the target model, which is a
version of the nonlinear O(3) σ model.
We conclude this section by noting that although multicomponent superconductors are occasionally described as having several superconducting order parameters,
in general this is not correct: in addition to what was said in the previous section
on the use of the term order parameter, the presence of additional superconducting
components does not in itself imply the breaking of additional symmetries.

1.4

Phase frustration

Phase frustration is a phenomenon that may occur in superconductors with bilinear
Josephson couplings between at least three components, or with both bilinear and
biquadratic couplings between at least two components, and is a central topic in
this thesis. Here we consider only the case of bilinear couplings. As noted above,
a (bilinear) Josephson-coupling term is minimized when the corresponding phase
difference is either 0 or π. However, if there are more than two components it
is not necessarily the case that each Josephson-coupling term can be minimized
simultaneously. Consequently, at least one phase difference will be forced to assume
a value that does not minimize the corresponding Josephson-coupling term; this is
phase frustration.
The simplest example of phase frustration is probably the case of a threecomponent superconductor [19,22,64,72,86] with complete symmetry between components (i.e. invariance under permutation of component indices) and all Josephson couplings repulsive (all phase differences want to equal π). In this case, the
ground-state phase configuration will be a “Mercedes-Benz” configuration of the
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Figure 1.1: Chiral ground-state phase configurations that break time-reversal symmetry. Since a Z2 symmetry is spontaneously broken, there are two distinct ground
states.

type illustrated in Fig. 1.1. Note that there are two equivalent ground-state phase
configurations, corresponding to the two possible chiralities of the phases. Thus a
Z2 symmetry is spontaneously broken, and in total the system breaks U(1) × Z2
symmetry (in the improper sense in which local symmetries can be broken). Experimental evidence for such a state has recently been reported [43, 44].
In examples, such as the one just considered, in which strong enough phase
frustration leads to the ground-state phase differences not all being 0 or π, the
Z2 symmetry that is spontaneously broken is time-reversal symmetry. We now
explain this. If a Josephson-coupled pair of superconducting components has an
intercomponent phase difference not equal to 0 or π, then there will be persistent intercomponent currents, i.e. continuous conversion of one condensate into the other.
In this way, a pair of Josephson-coupled components is analogous to a Josephson
junction, a crucial difference being that the intercomponent currents present here
are not currents in real space. Now consider, as an illustrative example, the groundstate phase configurations in Fig. 1.1. In one of the ground states, component 1 will
be continuously converted into component 2, component 2 into component 3, and
component 3 into component 1. In the other ground state the order of intercomponent conversion will be reversed. Thus time-reversal symmetry is spontaneously
broken as the system chooses one chirality of the phases, and thus one order of
intercomponent conversion currents.
From the above discussion it is clear that Josephson coupling between superconducting components is only possible in systems in which the components can
be converted into one another. An example of such a system is an electronic multiband superconductor: cooper pairs of electrons in one band can be converted into
cooper pairs of electrons in another band. An example of a system that cannot have
intercomponent Josephson coupling is the projected state of liquid metallic hydrogen with coexisting electronic and protonic condensates: copper pairs of electrons
cannot be converted into cooper pairs of protons, or vice versa.
We now consider another aspect of multicomponent superconductors with bilinear Josephson couplings, namely the possible equivalence of different combinations
of signs of the coupling coefficients ηij . We call a particular combination of signs
of the couplings coefficients a signature. Obviously, signatures that can be mapped
to each other simply by relabeling the components are equivalent. However, there
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is also a less trivial way in which signatures can be equivalent: If one changes the
sign of all Josephson-coupling coefficients involving one particular component and
simultaneously adds π to the phase of this component, then the free energy is unchanged. The reason for this is that adding π to the phase reverses the sign of all
the corresponding cosine functions, which negates the sign changes of the coefficients. Thus, for example, the cases of attractive and repulsive Josephson coupling
are equivalent for a two-component system with only bilinear Josephson couplings.
This type of equivalence is the basis of a classification scheme for systems with
arbitrary numbers of components presented in Paper 1.
Finally, consider the four-component analog of the three-component case considered at the beginning of this section, i.e. a four-component superconductor with
complete symmetry between components and all Josephson couplings repulsive. Intuitively one might expect the ground-state phase configuration to be of a “cross”
type, with π/2 phase differences between successive pairs of phases. This is indeed one possible ground-state configuration. However, a moments reflection shows
that as long as the two pairs of phases that are antilocked remain so, the pairs of
phases can be rotated relative to each other at no energy cost. The same clearly remains true if the strengths of the couplings between antilocked phases are increased.
These degeneracies are in a sense rather trivial. However, Josephson-coupled fourcomponent systems can also have less trivial degeneracies. These degeneracies are
accidental, meaning that they do not stem from a symmetry of the system, and are
described in Paper 1.

1.5

Length scales and normal modes

As discussed in the section on single-component Ginzburg-Landau theory, superconductors described by such theory have two length scales which characterize the
exponential recovery from perturbations of the magnetic field B and the amplitude |ψ| of the matter field. In multicomponent superconductors the situation is
complicated in two ways. First, as briefly discussed in the section introducing multicomponent superconductivity, the number of characteristic length scales is greater
than two, whence the properties of the system are no longer given by a simple ratio
κ = λ/ξ. Second, a length scale associated with the superconducting components
is in general no longer associated with the amplitude of one single component.
Instead, such a length scale will in general be associated with a normal mode of
excitation that involves several components, and may involve the phases of the
components.
We are interested in the recovery from infinitesimal perturbations of the ground
state. The first step of the analysis is thus in general the determination of the
ground state itself. This is in itself nontrivial in general multicomponent cases, and
often cannot be done analytically. Therefore some numerical minimization method
must be used, e.g. a gradient-descent method. Once the ground state is known,
the next step is to make an expansion of the free-energy density in small deviations
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from the ground-state values of the amplitudes, phases and vector potential. This
expansion should include terms of second order in deviations from ground-state
values and derivatives thereof (terms of first order are zero since we are expanding
around the ground state). From this expansion one can then determine the normal
modes of the system and the associated length scales. This type of calculation
is described in detail for the Josephson-coupled case in paper 1 and in the earlier
paper Ref. [22]. Here we give the general idea together with an illustrative example.
We begin with the aspect of the multicomponent case considered here that is
most similar to the single-component case, namely the penetration depth λ. As
in a single-component superconductor, infinitesimal perturbations of the magnetic
field decay exponentially, without exciting other degrees of freedom. In the case
considered here, the expression for the penetration depth becomes
1
.
λ = pP
2
q
i |ψi |

(1.24)

In terms of the total superconducting density, this is the same as the expression in
(1.9) for λ in the single-component case.
Now we consider the remaining characteristic length scales, which are associated
with the matter fields ψi . Expanding the free-energy density in the way described
above, we get an expression of the form
f = f0 + fmag (A) + 12 (∇v)2 + 21 vT M2 v + ... .

(1.25)

Here f0 is the ground-state value of the free-energy density, fmag is the part of
the free-energy density that depends on the vector potential, M2 is a matrix that
depends on the parameters of the free energy and the ground-state values of the
amplitudes and phases, and v is a vector of perturbations around the ground state
of amplitudes and phases. (For technical reasons, the phase degrees of freedom are
actually represented as products of phases and ground-state amplitudes.) The final
ellipsis denotes terms of higher order. Integrating the free-energy density (1.25) over
space we get a free-energy functional, and minimizing this functional with respect
to v(r) (with appropriate boundary conditions) we obtain the normal modes and
corresponding length scales. We illustrate how this works using a very simple
example, and then describe how this example generalizes to the case considered
here.
Consider the simplest example of a functional of the type obtained by integrating
(1.25) over space, namely
Z
F [v(x)] = dx f (v(x), v 0 (x))
Z
(1.26)


≡ dx 12 v 0 (x)2 + 21 m2 v(x)2 ,
where v(x) is a real-valued function of one real variable and m is a parameter.
The functional (1.26) is stationary with respect to variations of v(x) if the Euler-
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Lagrange equation
∂f
d
−
∂ v(x) dx



∂f
∂ v 0 (x)


=0

(1.27)

is fulfilled (the partial derivatives should be understood in the way that is standard
in this context). Inserting f from (1.26) into (1.27) gives
m2 v(x) − v 00 (x) = 0.

(1.28)

It is easy to see that this equation is solved by
v(x) = v0 e−mx ,

(1.29)

where v0 is an arbitrary constant. Thus if we impose the boundary condition that
v(x) have a certain nonzero value at x = 0, the functional F will be minimized by
an exponentially decaying solution of the type (1.29). We see that the parameter
m gives the inverse characteristic length scale of this decay, i.e. the mass of the field
v(x).
Now consider how to generalize the example just given to the case we are interested in. This is fairly simple given that one begins by making a change of basis that
diagonalizes the so-called square mass matrix M2 . Once this is done, the problem
is essentially reduced to a number of copies of the above simple example. The linear combinations of amplitudes and phases that constitute the basis vectors in the
diagonalizing basis are the normal modes. In other words, it is these linear combinations of the fundamental degrees of freedom that can be exited independently
and that will decay exponentially. The corresponding inverse-square characteristic
length scales are the eigenvalues of the matrix M2 . [The statement that normal
modes can be exited independently is in principle only true for infinitesimal excitations. For large enough excitations, higher-order terms in (1.25) will come into
play.]
To summarize, the problem at hand consists of (i) finding the ground state
numerically, (ii) calculating the squared-mass matrix M2 semi-analytically, and
(iii) diagonalizing M2 numerically. We now give an illustrative example of the
result of such a calculation.
Consider a three-component superconductor described by a free-energy density
f that is the sum of the simple expression (1.15) and the Josephson-coupling terms
(1.21), i.e.
f=

1
2

2

(∇ × A) +

X

1
2

2

|(∇ + iqA)ψi | + ai |ψi |2 +

i

+

X

bi
|ψi |4
2

ηij |ψi ||ψj | cos(φj − φi ). (1.30)

i<j

More specifically, consider the parameters ai = 0, bi = 1, q = 0.2 and η13 = η23 = 1,
and let η12 vary in the range from 0.5 to 1. (These parameters are relevant for

18

CHAPTER 1. SUPERCONDUCTIVITY

Ground-state amplitudes
0.8

Ground-state phases

4
2

0.7

0

0.6
0.6

0.8

1

Masses

-2

0.6

0.8

1

Mode 1

1

Mode 2

1

2
0

1
0

0.6

0.8

1

Mode 3

1

0.6

0.8

1

Mode 4

1

0

-1

-1

0

0.8

1

-1

0.6

0.8

1

Mode 5

1

0

0.6

-1

0

0.6

0.8

1

-1

0.6

0.8

1

Figure 1.2: Ground-state values of amplitudes and phases together with normal
modes and corresponding masses (inverse length scales) as functions of the coupling coefficient η12 for an illustrative example of a three-component system with
broken time-reversal symmetry. The model is the free-energy density (1.30) and
the parameters are ai = 0, bi = 1, q = 0.2 and η13 = η23 = 1, with η12 varying in
the range from 0.5 to 1. Note that components 1 and 2 are equivalent, and that
some of the curves therefore overlap.

paper 4.) Note that although the coefficients ai of the quadratic potential terms
are zero, the free energy is still minimized by having nonzero amplitudes |ψi | thanks
to the Josephson coupling terms. (In fact, in multicomponent superconductors it
is possible for a component i to be superconducting even when the coefficient ai
is positive. This is known as passive-band superconductivity.) The ground-state
values of the amplitudes and phases, as well as the normal modes and corresponding
masses (inverse length scales) are shown as functions of η12 in Fig. 1.2. Notice the
following features:
First, time-reversal symmetry is broken when η12 exceeds a critical value (ap-
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proximately equal to 0.7). At this point, one of the masses goes to zero, whence
one of the length scales diverges. The mode in question is mode 1, which is a “splitting” mode involving the phases of components 1 and 2. That this particular mode
should become massless at the point when the ground-state phase difference φ2 −φ1
is about to become nonzero is natural. Also, that some length scale will diverge is
expected since there is a continuous phase transition (more on phase transitions in
the next chapter).
Second, the normal modes are mixed in two senses. When time-reversal symmetry is not broken, the modes are mixed in the sense that they involve more than one
component. However, each mode involves either only amplitudes or only phases.
Thus there are three amplitude modes (2, 3 and 5) and two phase modes (1 and 4).
When time-reversal symmetry is broken, the modes are mixed in a stronger sense:
not only do they involve several components, they also simultaneously involve both
amplitudes and phases. Furthermore, at the point η12 = 1 at which there is complete intercomponent symmetry two pairs of length scales become degenerate. Thus
four normal modes are replaced by two two-dimensional degenerate subspaces. The
two length scales that are not part of degenerate pairs are the penetration depth
and the length scale of mode 3, which at this point is a total-density mode.
Third, note that for most of the plotted values of η12 the penetration depth
(which is set by the charge q and the total density) is the longest length scale
(meaning that the corresponding mass is the smallest). Thus the system is type 2
for these values of η12 . However, in the vicinity of the critical point at which
time-reversal symmetry is broken one other length scale becomes longer than the
penetration depth, whence the system becomes type 1.5. This effect is quite generic
since it involves the generic divergence of a length scale, which will necessarily
become longer than the penetration depth if one is close enough to the critical
point [22].
Finally, note that although phase-density mode mixing occurs here precisely
when time-reversal symmetry is broken, in general such mixing is not a direct consequence of the fact that some phase differences are different from 0 or π. Instead,
phase-density mode mixing is a consequence of the fact that perturbations of the
densities alter the ground-state values of the phases and vice versa. To see the relevant difference, consider a two-component superconductor for which the only direct
intercomponent coupling is biquadratic Josephson coupling with positive coupling
coefficient. The ground-state phase differences are in this case ±π/2. Thus timereversal symmetry is broken, but not in a way that involves phase frustration, and
there will be no phase-density mode mixing.

1.6

Density-constraining approximations

So far we have been discussing systems whose degrees of freedom are a field of
vector potential and one or more complex fields. In some cases, one may make
an approximation in which some or all degrees of freedom associated with the
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amplitudes |ψi | of the matter fields, i.e. with the densities of the superconducting
condensates, are held constant. Consequently the number of degrees of freedom
is reduced. We now discuss two such approximations: London approximation and
constant-total-density approximation.
London approximation consists in simply fixing the amplitude |ψi | of each matter field:
|ψi | = ui = const ∀i.
(1.31)
Thus the degrees of freedom present in a London model are the phases of the matter fields and the components of the vector potential. A number of properties of
superconductors can be understood in terms of such models. In particular, the
penetration depth can be calculated, whence the Meissner effect can be understood. In the simplest single-component London model the penetration depth is
the only characteristic length scale, and thus there are no free parameters in this
theory (cf. the fact that there is only a one-parameter family of single-component
Ginzburg-Landau theories). The presence of only a single length scale also applies more generally to N -component U(1)N -symmetric London models, although
in these cases one has the freedom to vary the relative densities. Adding Josephson
coupling one gets massive phase-difference modes with corresponding characteristic
length scales. Finally, vortex energies and interactions can be calculated in London
approximation. However, in this case one needs to introduce a cutoff radius around
vortex cores in which the density of the superconducting condensate is set to zero,
lest the energy density of a vortex diverge.
As mentioned previously, in the presence of fine-tuned intercomponent densitydensity interaction the potential may favor a certain total density without favoring
any particular density distribution between components. In this case the London
approximation obviously does not work. However, one may still make a Londontype approximation by fixing the total density
X

|ψi |2 = const,

(1.32)

i

and letting the distribution of densities between components fluctuate freely (i.e.
at zero energy cost). Thus the degrees of freedom present in such an N -component
model are the vector potential, the N phases, and N − 1 degrees of freedom associated with the density distribution. Such models are the simplest models of
SU(N )-symmetric superconductors.
Suppose that one makes the constant-total-density approximation for an SU(N )
symmetric N -component superconductor, so that a set of N degrees of freedom (the
amplitudes of the matter fields) is replaced by a set of N − 1 degrees of freedom.
What is the correct measure on this space of N − 1 degrees of freedom? Or, to
ask the question in a way that is more directly relevant to what will come, how
should one choose a state in this space (i.e. a density distribution) with uniform
probability distribution over all the possible states?
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For the case N = 2 of two components, this appears straightforward: one simple
picks a density for one of the components with uniform probability distribution on
the range from 0 to 1 (which we denote [0, 1]; assume for simplicity that the total
density is 1), and then assigns the remaining density to the other component.
However, it is not immediately obvious that this in fact corresponds to the correct
measure. As an aside, note that it is not correct to parameterize the two amplitudes
as
|ψ1 | = sin θ,

|ψ2 | = cos θ

(1.33)

and randomly choose the angle θ with uniform probability distribution on the range
[0, 2π]. The author has (unintentionally) confirmed the incorrectness of this approach by Monte Carlo simulation.
How can we verify that what was just said about the case of two components
is correct, and how should one treat the case of more than two components? In
the latter case, the probability distribution from which one picks the density of the
first component clearly cannot be uniform, since the average value of this density
would then be 1/2 6= 1/N and there would be an asymmetry between components.
Instead the probability distribution from which one picks the density of the first
component must presumably be a decreasing function of this density. We now
determine this function.
The general principle for picking densities with the right distribution is to consider sampling complex numbers with the constraint that the total density be in
some range around the desired value, and then taking the limit where the width
of this range goes to zero. Therefore, we begin by considering the case of simply
sampling a single complex number ψ = reiφ . Specifically, assume that we wish to
randomly select a value of this number with amplitude at most u. To randomly
select an amplitude with uniform probability distribution on the range [0, u] (and
randomly select a phase with uniform probability distribution on the range [0, 2π])
would be wrong: this would lead to oversampling of small amplitudes, since the
relevant measure is r dφ dr and not simply dφ dr. However, randomly selecting a
value of the density s = r2 with uniform probability distribution in the range [0, u2 ]
is correct: this corresponds to the measure ds = 2r dr (the constant factor only
affects the normalization of the distribution).
From the above we conclude that in order to sample N complex numbers, each
with amplitude at most u, we can randomly pick each of the densities (square amplitudes) uniformly in the range [0, u2 ] (and separately randomly pick the phases).
We now address our main question of how to pick densities when the total density
is fixed. We begin by considering the case of three components; this is the smallest
number that illustrates the general principle and the largest number that allows for
easy visualization of the situation. Consider the three-dimensional space of density
distributions (|ψ1 |2 , |ψ2 |2 , |ψ3 |2 ). The total-density constraint
|ψ1 |2 + |ψ2 |2 + |ψ3 |2 = 1

(1.34)
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is fulfilled on a certain plane in this space. Randomly selecting a density distribution
with the constraint that the total density be in some range around the value 1
corresponds to randomly selecting a point in a “slab” of certain thickness. In the
limit where the width of the total-density range goes to zero, this corresponds to
randomly selecting a certain point on the fixed-total-density plane (density plane
for short). In each case the selection is made with uniform probability distribution.
If one randomly chooses a point on the aforementioned density plane, what will
be the probability distribution for a given density, say s = |ψ1 |2 ? Note that the
region on the density plane corresponding to a range of width ds around s is a
horizontal strip, given that the |ψ1 |2 -axis is vertical. The probability density for
s is proportional to the size of this strip, and thus to 1 − s. Note that the strip
(or more precisely a corresponding line segment, of zero width) constitutes the
subspace remaining when the first density is chosen. The size of this subspace is in
this case proportional to the remaining density 1−s since there is only one degree of
freedom left in the densities. If one considers the case of four components, then the
probability density for the value s of the first density chosen will be proportional to
the size of the density plane from which the remaining three densities are picked,
and thus to (1 − s)2 . More generally, the probability distribution ρ(s) for the value
of the first density s chosen is
ρ(s) ∝ (1 − s)N −2 ,

(1.35)

where N is the number of components (whence N − 2 is the number of remaining
degrees of freedom in the densities when the first density has been picked). This
is our desired result. Note that once one has selected the first density |ψ1 |2 , the
problem of selecting the second density is simply the problem of selecting the first
density in an N − 1 component system with total density fixed to be 1 − |ψ1 |2 , and
so on.
Finally, we briefly consider the question of how to draw random numbers from
the above distributions on a computer. Given that one can draw a random number
x with uniform distribution on the range [0, 1], how does one obtain a random
number s drawn from the distribution (1.35)? The answer is to let
s = 1 − x1/(N −1) .

(1.36)

dx ∝ (1 − s)N −2 ds,

(1.37)

To see this, note that
whence a uniform distribution for x corresponds to the desired distribution for s.

1.7

Response to external magnetic field

In this section we discuss nontrivial responses of superconductors to external magnetic field. By nontrivial we mean other than complete expulsion of the field or
complete destruction of superconductivity (of course, the Meissner effect is itself
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in a sense quite nontrivial). We discuss three types of system: ordinary singlecomponent superconductors, type 1.5 superconductors and SU(N )-symmetric superconductors.
As mentioned previously, in the presence of external magnetic field superconductors may form vortex lattices [1]. Such vortex lattices lower the free energy by
allowing partial penetration of the applied field. However, for single-component
superconductors, this can only happen if the superconductor is type 2. In general,
one can define a lower critical field Hc1 as the applied field for which a state with
a single vortex has the same free energy as a uniform superconducting state. This
occurs when the energy gain of allowing a quantum of flux to penetrate the system
equals the energy cost of suppressing the density of the superconducting condensate
in the vortex core and creating the currents associated with a vortex. For type 1
superconductors the lower critical field Hc1 is larger than the thermodynamic field
Hc , so that when the applied field is strong enough that introducing a vortex would
lower the free energy of a superconducting state the system is in fact in the normal
state. For type 2 superconductors, the relation between critical fields is reversed,
and a vortex lattice will form in applied field H > Hc1 . Precisely at Hc1 the vortex
lattice is infinitely dilute. For larger values of the applied field, the lattice progressively becomes denser until superconductivity is destroyed at the upper critical field
Hc2 . Since the energy cost of expelling the applied field is reduced by the presence
of the vortex lattice Hc2 > Hc .
When a superfluid is set into rotation, a vortex lattice can form, similar to the
way a vortex lattice can form in a superconductor in applied magnetic field. This
is due to the fact that superfluid flow is in general irrotational, so that the imposed rotation is concentrated to lines at which the superfluid density is zero, i.e.
to vortices. In fact, there exists a strong relationship between superconductors in
applied magnetic field and superfluids under rotation: The rotation of a superfluid
can be described by introducing an effective vector potential that couples to the
superfluid matter field in the same way that the real vector potential couples to
the matter field in a superconductor. The “magnetic field” induced by the vector
potential in a rotating superfluid is proportional to the angular velocity of rotation.
The crucial difference between a superconductor in applied field and a superfluid
under rotation is that in the former case the vector potential is itself a degree of
freedom, whereas in the latter case it forms a static background. Consequently, the
“magnetic field” in a rotating superfluid is completely uniform, whereas the magnetic field in a superconductor hosting a vortex lattice is spatially varying. The
two cases are continuously connected by the extreme type 2 limit of a superconductor, i.e. the limit where the electric charge parameter q goes to zero. In this limit
the magnetic field in a vortex-lattice state becomes uniform, so that the situation
becomes isomorphic to that in a superfluid under rotation.
Now consider the case of type-1.5 superconductors, in which there is at least one
coherence length ξi that is shorter than the penetration depth λ and at least one
coherence length ξj that is longer. The fact that there is coherence length longer
than the penetration depth implies that vortices will attract at long range. This is
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in contrast to vortices in type 2 superconductors which repel at all separations. The
reason that type 1.5 vortices attract at long range is that the energy cost associated
with the suppression of superconducting density over the long length scale ξj is
reduced by moving the vortices closer together. At shorter separations, vortices in
type 1.5 superconductors repel for the same reasons as in type 2 superconductors,
i.e. due to electromagnetic and current-current interaction. Due to the attractive
interaction between vortices, the critical field for introducing a single vortex in
a type 1.5 superconductor is higher than the critical field for introducing a vortex
lattice with the right finite inter-vortex distance. Thus in a type 1.5 superconductor
there is in principle a discontinuous transition between Meissner state and vortexlattice state (more on phase transitions in next chapter). In practice, however,
there is a large energy barrier for the introduction of a vortex lattice at fields
slightly larger than the critical field. Thus one could expect, for dynamical reasons,
to see clusters of vortices in this situation. The term type 1.5 superconductivity was
in fact coined in connection with the experimental observation of vortex clustering
in MgB2 [70].
Finally, consider SU(N )-symmetric N -component superconductors, beginning
with the case N = 2. In this case a single vortex is not stable, as it suffers from
a spreading instability. However, this does not imply that the magnetic response
of SU(2)-symmetric superconductors is trivial: vortices in such systems can be
stabilized by external field. It has been shown numerically in mean-field theory
(i.e. by minimization of the free-energy functional) that in applied field SU(2)symmetric superconductors can form stripes of vortices in one component interlaced
with stripes of vortices in the other component [37]. Note that the preference
for a certain value of the total density creates an energy penalty for cocentered
vortices for which the total density is zero at the core. This explains the splitting
of vortices in different components into different regions. Furthermore, for the case
of zero charge (i.e. a rotating superfluid) and nonzero temperature, it has been
shown that the fractional vortices in the two components can also form somewhat
more complicated patterns [36]. In paper 2 we expand on these previous works
by considering the magnetic response of SU(3)-symmetric superconductors in the
zero-charge limit, and of SU(2)-symmetric superconductors with finite charge, in
both cases including the effects of thermal fluctuations.

Chapter 2

Phase transitions
Phase transitions are a common occurrence in nature, and are a central theme in the
fields of statistical and condensed-matter physics. By definition, a phase transition
occurs when a quantity depends non-analytically on a parameter as a result of the
presence of many degrees of freedom.
It is common, but not quite correct, to state (something approximating) the
said definition with the word “quantity” replaced by “thermodynamic potential”.
However, such a definition excludes the so-called infinite-order transitions, such
as the Kosterlitz-Thouless transition [54–56], and is therefore not viable as a universal definition. Definitions based on symmetry breaking are even less viable,
as evidenced by the example of boiling water (and the aforementioned KosterlitzThouless transition). Also, one might be tempted to replace the phrase “many
degrees of freedom” by “many interacting degrees of freedom”, but this would rule
out Bose-Einstein condensation. It is thus difficult to define the concept of phase
transition in more precise terms than above. However, no substantial difficulty is
caused by the lack of a more precise definition, it being in practice always possible
to tell those phenomena that should be considered phase transitions from those
that should not.

2.1

Order of phase transitions

All phase transitions can be classified as either discontinuous (also known as abrupt
or first order) or continuous (also known as second order, although this term can
also refer to a narrower class of transitions as in the Ehrenfest classification). A
phase transition is (dis)continuous if the macrostate of the system (i.e. probability
distribution over microstates) changes (dis)continuously at the phase transition
point. It follows that phase coexistence is possible for discontinuous transitions
and not for continuous ones. For any continuous phase transition there will be a
coherence length that diverges at the critical point. This is necessary in order for the
system to move from a disordered state to an ordered state without a discontinuous
25
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Figure 2.1: A sequence of bimodal energy (or more precisely, action-density) distributions for a system that undergoes a discontinuous phase transition (L is the
linear system size). The system is a three-component lattice London superconductor considered in paper 3.

change of state: the whole system has to “agree” on which ordered state to move to.
Furthermore, any discontinuous phase transition that is associated with a change
in temperature will necessarily involve a latent heat, and any phase transition that
involves a latent heat is discontinuous.
A consequence of the fact that temperature-driven discontinuous phase transitions are associated with a latent heat is that the energy distribution (in the
canonical ensemble) for a system at such a transition point is bimodal (i.e. has
two local maxima, see Fig. 2.1). The two peaks of such a distribution each correspond to one of the two possible phases. The system may of course be in a state
of phase coexistence, leading to an intermediate value of the energy. However, in
such a state there will be interfaces between the two phases, and such interfaces
have some free-energy cost. (If there were no cost associated with an interface, then
the interfaces would proliferate and there would no longer be two distinct phases.)
Consequently, such mixed states occur less frequently than pure states, whence the
energy values corresponding to pure states will be more probable than intermediate
energy values.
The aforementioned fact about bimodal energy distributions can be used to
determine the order of a phase transition, by simply estimating the energy distribution function from a statistical simulation (more on such simulations in the next
chapter). However, a potential problem with this approach is that the latent heat
may be very small (i.e. the transition may be only weakly discontinuous), and consequently it may not be possible to resolve the bimodality in the energy distribution
due to limitations on system size and simulation time. Another potential problem
is that bimodal energy distributions may in fact occur for continuous transitions
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(although this is quite rare). However, is such cases the bimodality vanishes for
large enough system size. In general, if the degree of bimodality increases with
system size this is a sure sign that the transition if discontinuous.
The bimodal energy distributions that occur for discontinuous phase transitions
can generally be approximated by sums of two Gaussian distributions [24]. However,
this is to some extent an approximation, and the main difference between such an
approximate distribution and the actual distribution is this: When the peaks of
the distribution are well separated (as they will be for a large enough system),
the probability density for intermediate energies will be higher that it would for a
superposition of two Gaussians. More specifically, in the region between the peaks
the probability density will be essentially flat at some small but nonzero value.
The reason for this is as follows: Intermediate energies occur when the system in a
mixed state, i.e. when one part of the system is in one phase, the rest of the system
in the other phase, and there is an interface between the two regions. Once one has
introduced such an interface that spans the whole system (say a square interface
bisecting a cubic system), the interface can be moved back and forth at essentially
zero free-energy cost. Consequently, there is a range of intermediate energies that
are essentially equally likely to occur.

2.2

Statistical field theory

Many statistical-mechanical systems can be described by a coarse-grained field of
some kind (often referred to as an order-parameter field) and a free-energy functional of this field. We choose to denote the field ψ, although what is said here is
not specific to the case of a complex field. Thus we have a free energy functional
Z
F [ψ(r)] = d3 r f (ψ(r), ∇ψ(r)) ,
(2.1)
where f is the free-energy density. The free-energy functional gives a partition
function
Z
Z = D[ψ] exp(−βF [ψ]),
(2.2)
where β = 1/T is the inverse temperature and D[ψ] denotes functional integration.
Our main method of assessing the properties of theories of this kind is Monte Carlo
simulation, which will be discussed in the next chapter.
In its original formulation, Ginzburg-Landau theory is a mean-field theory, according to which the fields will assume the most probable configuration, i.e. the one
that minimizes the free-energy functional. However, it is (in principle) straightforward to extend the theory to also take into account the effects of fluctuations in
the way described above. Henceforth we take the term Ginzburg-Landau theory to
refer also to this more general type of theory, including thermal fluctuations in the
matter field(s) and vector potential [14, 29, 45, 69, 83].
A remark on terminology: The free-energy functional F [ψ(r)] may be referred
to as an effective Hamiltonian, or simply as a Hamiltonian, and denoted H. We
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prefer this terminology in contexts that involve some other type of free energy, such
as in the below discussion of the helicity modulus. Also, the Hamiltonian H (or
free energy F ) multiplied by inverse temperature β may be referred to as action
S, so that the Boltzmann factor is e−S . None of this terminology is intended to
convey the presence of dynamics.
We now briefly discuss some general aspects of how phase transitions may occur
is statistical field theories. At zero temperature, the system will be in a completely
ordered state. At nonzero temperature, excitations will occur. These take the form
of finite-size defects in the ordered state. The nature of these defects depends on the
nature of the system in question, and in particular on the symmetry of the system
(and thus of the order parameter). For example, in a system with Z2 symmetry,
say an Ising model, the defects will be domains of magnetization opposite to the
overall magnetization of the system. These domains will have a characteristic size
that increases with temperature. At some (critical) temperature, the characteristic
size of the domains may diverge, leading to a continuous transition into a disordered
state. Another possibility is that the free energy of the disordered state becomes
lower than that of the ordered state before the size of the domains has diverged; in
this case the transition will be discontinuous. In the case of superconductors and
superfluids, the relevant defects that may destroy the ordered state are vortices.
As mentioned previously, there are several types of vortices in multicomponent
superconductors. If some types of vortices proliferate before others there may be
several separate phase transitions; more on this later in this chapter.

Discretization
As mentioned above, we will simulate statistical field theories of the type (2.1-2.2).
However, we will not simulate these theories directly in their continuum form, but
instead use discretized versions of the theories. Also, lattice London models do not
have a straightforward continuum limit, as the energy density of a vortex would
diverge if the superconducting density was fixed at a certain nonzero value at all
points in continuous space.
We illustrate the discretization of the type of theory considered in this thesis by
considering a single-component Ginzburg-Landau model. The extension to several
components, and to density-constraining approximations, is straightforward. Thus
consider the free-energy density
f=

1
2

b
2
|(∇ + iqA)ψ| + a|ψ|2 + |ψ|4 +
2

1
2

2

(∇ × A) ,

(2.3)

which we shall discretize on a three-dimensional simple cubic lattice with L3 sites
and lattice constant h. The discretization of potential terms is straightforward:
simply multiply the value of the potential density at a lattice site by the volume
of the unit cell, and add these contributions. Whereas the field ψ is naturally
considered to live on the lattice sites themselves, the components of the vector
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potential are naturally considered to live on links between nearest-neighbor lattice
sites. A component of the magnetic field is then given by the lattice curl
Fkl = Ak (r) + Al (r + k) − Ak (r + l) − Al (r),

(2.4)

where k and l signify coordinate directions, and k is a vector pointing from a lattice
site to the next site in the k-direction. The four terms above thus correspond to
the four sides of a plaquette. For lattice constants h 6= 1, the above should be
divided by h. One can think of this either in terms of a difference between partial
derivatives (each of which contain a factor 1/h), or in terms of a discrete circulation
integral around the plaquette (where each term contains a factor h) divided by the
area of the plaquette (which is h2 ). Finally, consider the covariant-derivative term.
This is discretized using the covariant lattice derivative [35]
Dk ψ =


1
ψ(r + k)ehqAk (r) − ψ(r) .
h

(2.5)

The contribution to the free-energy density from one component of the covariantderivative term is thus
2
1
2 |Dk ψ|

= 12 (Dk ψ)(Dk ψ)∗

1 
= 2 |ψ(r + k)|2 + |ψ(r)|2 − 2|ψ(r + k)||ψ(r)| cos χk (r) ,
2h

(2.6)
(2.7)

where ∗ denotes complex conjugation and
χk (r) = φ(r + k) − φ(r) + hqAk (r)

(2.8)

is a gauge-invariant phase difference. The first two terms in (2.7) give identical
contributions when summed over all lattice sites.
Putting all of the above together, we arrive at the conclusion that the discretized
version of (2.3) is given by the free-energy density
f=

1 X 2
1 X
Fkl − 2
|ψ(r)||ψ(r + k)| cos χk (r)
2
2h
h
k<l
k


3
b
+ a + 2 |ψ(r)|2 + |ψ(r)|4 . (2.9)
h
2

The total free energy is
F = h3

X

f (r).

(2.10)

r

Finally, in order to avoid surface effects, we use periodic boundary conditions in all
three spatial directions.
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Figure 2.2: Heat capacity L−3 dhEi/dT versus inverse temperature β for a sequence
of system sizes L for a system that undergoes a discontinuous phase transition. The
system is a two-component lattice London superconductor considered in paper 3.

2.3

Heat capacity and other temperature derivatives

The heat capacity is a fundamental characteristic of a thermodynamic system, and
is readily accessible in both simulations and experiments. Furthermore, the heat
capacity can often reveal the presence of a phase transition, and give information
about the nature of the transition. This occurs via characteristic features in the heat
capacity as a function of temperature. These features generally take the form of a
peak, a divergence or a discontinuity. An example is given in Fig. 2.2, which shows
heat capacity as a function of temperature for a sequence of system sizes. This
example is a discontinuous phase transition (studied in paper 3), whence the heat
capacity at the transition point must diverge in the thermodynamic limit (across the
transition there is a finite energy difference but only an infinitesimal temperature
difference). Note that the peaks become sharper with increasing system size, and
that the peak value indeed appears to diverge. Note also that the positions of the
peaks, which shift in temperature as system size increases, appear to converge; they
do of course converge to the critical temperature.
The heat capacity is by definition the derivative of a systems energy with respect to temperature. Thus, a natural way to determine heat capacity via simulation would be to simulate systems with slightly different temperatures and make a
finite-difference approximation of the relevant derivative. However, in the canonical ensemble, one can calculate the heat capacity from the variance of the energy,
and this is generally the preferred method. We now derive the formula in question,
which is a fluctuation-dissipation relation. First, note that the average energy in
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canonical ensemble is

P
i Ei exp{−βEi }
hEi = P
.
i exp{−βEi }

Taking the derivative with respect to T = 1/β, we get
"P
P
2 #
Ei exp{−βEi }
Ei2 exp{−βEi }
dhEi
2
i
i
P
P
C≡
−
=β
dT
i exp{−βEi }
i exp{−βEi }

2
2
2
2
E − hEi = β var E.
=β
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(2.11)

(2.12)
(2.13)

This is the desired formula. It is perhaps instructive to rewrite this expression in
terms of the action S as defined above (i.e. S = βE, whence the Boltzmann factor
is e−S ):
C = var S.
(2.14)
From this we see clearly that a simple rescaling β 7→ kβ, E 7→ E/k, which has no
effect on the statistical properties of the system, does not affect the heat capacity. In
other words, the heat capacity, which is a ratio between (infinitesimal) energies and
thus dimensionless, is independent of the choice of units as long as one measures all
energies in the same units. (The perception that the heat capacity is dimensionful
stems from the unfortunate practice of considering the Boltzmann constant to be
dimensionful, i.e. of considering temperature to have different physical dimension
than other energies.)
The above variance formula (2.13) for the heat capacity is a special case of a
more general formula for temperature derivatives in the canonical ensemble. For
simplicity we consider derivatives with respect to inverse temperature (which is
frequently a more convenient parameter than temperature itself). Consider the
quantity A who’s value in microstate i is Ai , so that the thermal average of A is
P
i Ai exp{−βEi }
hAi = P
.
(2.15)
i exp{−βEi }
Taking the inverse-temperature derivative of the above, we find
P
P
P
( i Ai exp{−βEi }) ( i Ei exp{−βEi })
Ai Ei exp{−βEi }
dhAi
iP
−
=
P
2
dβ
( i exp{−βEi })
i exp{−βEi }
= hAihEi − hAEi.

(2.16)
(2.17)

This is our desired general formula. Note that we have assumed that A does not
explicitly depend on temperature. If A does have explicit temperature dependence,
the formula becomes


∂A
dhAi
= hAihEi − hAEi +
.
(2.18)
dβ
∂β
The case of explicit temperature dependence is relevant e.g. to the helicity modulus,
which is discussed below.
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The above formulas can be used for consistency checks of data obtained by
Monte-Carlo simulation, in the following way: If one has data for a sequence of
closely spaced temperatures, one can calculate temperature derivatives in two ways:
by using finite-difference approximations, and by using the above statistical estimators. The two should agree within some discretization error and statistical error.
We routinely perform this type of consistency check, together with other checks.

2.4

Paired phases

As mentioned above, phase transitions in the complex-field systems we consider
are associated with proliferation of vortices. In multicomponent systems, there are
several different types of vortices and consequently there can be several separate
phase transitions [4, 7, 11, 47, 48, 58–61, 87]. This implies that there can be one
or several intermediate phases (not to be confused with the so-called intermediate
state of a type 1 superconductor) in which some order is present, but not all of the
order which exists in the lowest-temperature fully ordered state. These intermediate
phases are called paired phases for reasons that will become clear (and are unrelated
to Cooper pairing). For simplicity we will consistently speak in terms of broken
symmetries, although these considerations apply also to charged systems in which
there is superconducting order that is not associated with spontaneous symmetry
breaking.
Consider a system described by N complex fields ψi , i = 1, ..., N . Assume
that the system is U(1)N -symmetric, i.e. that rotation of any individual phase is a
symmetry. In the fully ordered low-temperature state the symmetry is fully broken
and each complex field thus has a non-zero thermal average:
hψi i =
6 0 for all i.

(2.19)

At high enough temperature, the individual fields will disorder and the above averages thus become zero. However, this does not imply that expectation values of
products of fields are necessarily zero, as they would be in a fully disordered state.
Instead, it may for instance be the case that
hψ1 ψ2∗ i =
6 0

(2.20)

despite each individual field being disordered. This implies that there is order in
the phase difference φ2 − φ1 , i.e. that the two phases tend to covary. We can now
see the origin of the term paired phase: the phases of the two fields are paired together, despite each phase being individually disordered. This phase is illustrated
in the two-component case in Fig. 2.3, together with the corresponding completely
ordered and disordered phases. Recall that a two-component equal-charge superconductor has one charged mode (corresponding to the phase sum) and one neutral
mode (corresponding to the phase difference). For this type of system, in the
paired phase just described, superfluid order is present despite superconducting

2.4. PAIRED PHASES
Superconducting superfluid

33
Metallic superfluid

Normal phase

Figure 2.3: Representative phase configurations in different phases for a twocomponent equal-charge superconductor. In the superconducting superfluid phase
there is order both in the phase difference and the phase sum. In the metallic
superfluid phase there is order in the phase difference but not the phase sum. In
the normal phase both phase difference and phase sum are disordered.

order being absent. Consequently, this paired phase is referred to as a metallic
(i.e. non-superconducting) superfluid, whereas the completely ordered phase is a
superconducting superfluid.
We now briefly describe the general characterization of paired phases, which is
based on expectation values of the type
hψαS11 ψαS22 · · · ψαSnn i,

(2.21)

where α1 < α2 < ... < αn index the fields involved (n ≤ N ) and the Si are
nonzero integers. By convention, a complex number raised to a negative power is
here considered to be the corresponding positive power of the complex conjugate.
The so-called anomalous averages (2.21) form an N -dimensional linear space. In
general, a paired phase is characterized by the averages in some subspace being
nonzero. Thus a system can in general have N − 1 paired phases.
We now discuss the connection between the aforementioned paired phases and
vortex proliferation. Consider first a two-component equal-charge superconductor. Suppose that composite vortices (vortices that have 2π phase winding in each
component) proliferate without individual fractional vortices (vortices that have
winding in only one component) proliferating. In this case, the individual phases
will be disordered. However, since composite vortices cannot disorder the phase difference, it remains ordered, and the system is in a metallic superfluid state. Since
composite vortices have finite energy per unit length, whereas fractional vortices
have logarithmically divergent energy, the aforementioned scenario could plausibly
occur (and does indeed occur in some cases). For arbitrary numbers of components,
vortices are in general characterized by a certain integer for each component: the
multiple of 2π by which the corresponding phase winds (this can be negative). Proliferation of some but not all types of vortex can give rise to the aforementioned
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more general paired phases. In this thesis, we consider N -component superconductors (N = 2–4) with complete intercomponent symmetry. Due to the equivalence of
all components, there is is only one type of paired phase that can occur, even when
the number of components is greater than two. This type of phase is characterized
by the proliferation of composite vortices without proliferation of any individual
fractional vortices.
In the above, we have discussed cases in which global U(1) symmetries corresponding to phase differences are spontaneously broken, despite superconducting
order being absent. In the presence of Josephson couplings that set preferential
values for the phase differences, there are no longer any global U(1) symmetries
that can be spontaneously broken. However, as discussed in the chapter on superconductivity, Josephson-coupled systems may break time-reversal symmetry. This
can occur in the presence of at least three components, or of higher-order Josephson
couplings. If time-reversal symmetry is spontaneously broken in the ground state,
there may be a different type of partially ordered state than those discussed above,
namely one in which time-reversal symmetry is broken despite superconducting order being absent [17, 18]. In paper 4 we report the first experimental observation
of such a state, which we term bosonic Z2 metal.
In the remainder of this chapter, we discuss three quantities that we use to detect
the presence of three types of order, and consequently to detect the aforementioned
partially ordered phases. The three types of order and the three corresponding
quantities are:
• spontaneous breaking of a continuous global symmetry (superfluid order, in
our case) and the helicity modulus
• spontaneous “breaking” of a local U(1) symmetry (superconducting order)
and the dual stiffness
• spontaneous breaking of a Z2 symmetry (time-reversal symmetry, in our case)
and the Binder cumulant of an Ising order parameter.
In each case the phase transition points are determined by studying appropriate
finite-size crossings.

2.5

Helicity modulus

The helicity modulus measures the free-energy cost of twisting the order parameter
of a system that has a continuous symmetry [34]. By twisting we mean imposing
an (infinitesimal) difference between the values of the order parameter at opposing
boundaries of the system. One can think of helicity moduli as playing a similar role
for systems with continuous symmetries as that played by domain-wall energies for
systems with discrete symmetries.
For simplicity, consider first an Ising model with two possible boundary conditions. In the first condition, the spins on two opposing boundaries are constrained
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to all have the same value. In the second condition, the spins on a given boundary
are constrained to all have the same value, but the two boundaries have opposite
values of the spin. In the disordered phase, the two boundary conditions will give
the same free energy in the thermodynamic limit. However, in the ordered phase
the second condition will force the presence of a domain wall that will have some
free-energy cost (proportional to the cross-sectional area of the system).
Analogously to how a finite free-energy cost of domain walls signifies the spontaneous breaking of a discrete symmetry, a finite value of the helicity modulus (in
the thermodynamic limit) signifies the spontaneous breaking of a continuous symmetry. In particular, finite helicity moduli associated with the phases of the fields
we consider signify superfluid order, either in a superfluid or in neutral modes of
multicomponent superconductors. We begin by discussing the simplest case of a
single-component system, and then generalize to multicomponent systems.
Consider imposing a phase twist, i.e. replacing the the phase φ by
φ0 (r) = φ(r) − δ · r,

(2.22)

where r is the position vector and δ parameterizes the direction and magnitude of
the twist. We are interested in the free-energy cost of an infinitesimal such twist.
The first derivative of the free energy with respect to δ evaluated at δ = 0 will
be zero, since the free energy is minimized (whether strictly or not) by δ = 0.
Therefore we consider the second derivative of the free energy with respect to δ.
The helicity modulus is thus by definition
Υµ =

∂ 2 f [φ0 ]
,
∂δµ2

(2.23)

where f is the free-energy density and µ signifies a coordinate direction. We now
seek an expression for the helicity modulus that will allow us to evaluate it by
Monte Carlo simulation. Using the fundamental relations
F = −T ln Z,

Z = Tr exp(−βH),

(2.24)

we can derive an expression for the second derivative of the free energy F in terms
of the first and second derivatives of the Hamiltonian H with respect to a parameter
δ:
*
 2 
2 +
∂2F
∂ H
∂H
=
−β
.
(2.25)
∂δ 2
∂δ 2
∂δ
In deriving the above, we have used that h∂H/∂δi = 0. We now specialize to the
case where the Hamiltonian density is given by the discretized single-component
model (2.9), and where δ is a component of the phase-twist vector in (2.22). For

36

CHAPTER 2. PHASE TRANSITIONS

simplicity, we also set the lattice constant h = 1. Thus we obtain
1
Υµ =
V

"*
X

+
|ψ(r)||ψ(r + µ)| cos χµ (r)

r

!2 +

*
−β

X

|ψ(r)||ψ(r + µ)| sin χµ (r)

, (2.26)

r

where V = L3 is the volume of the system.
Note that the model under consideration can be made into a model of a (singlecomponent) superfluid by simply removing the vector potential, so that χ denotes
a bare (rather than gauge-invariant) phase difference. The distinction between a
superfluid and a superconductor is crucial in this case, since it is only the former
that displays spontaneous breaking of U(1) symmetry. Consequently, it is only
for a superfluid that the helicity modulus Υ will become non-zero in the ordered
phase. The reason that the free-energy cost of imposing a phase twist is zero for
a superconductor is that the phase difference between spatially separated points
is not a gauge-invariant quantity, so that imposing such a difference is physically
meaningless and simply amounts to altering the gauge choice. Put differently, the
imposed phase difference can be compensated for by vector potential.
Before moving on to the details of helicity moduli for multicomponent systems,
we consider how to use helicity moduli to locate superfluid transitions. In the
thermodynamic limit this is straightforward: one simply asks whether the helicity
modulus is zero or nonzero. Of course, the simulations we will perform are for finite
systems, and the helicity modulus will never be exactly zero. One possible strategy
is to simulate a large system and look for a feature in the helicity modulus as a
function of temperature that would appear to correspond to a phase transition, i.e.
to a nonanalyticity in the thermodynamic limit. However, this is generally not the
best strategy.
Instead, one should simulate several different system sizes and study how the
helicity modulus scales with system size. If the transition in question is continuous,
the helicity modulus is expected to scale as 1/L at the transition temperature Tc , so
that LΥ(Tc ) is independent of system size (for large enough systems). For T > Tc
the quantity LΥ will approach zero in the thermodynamic limit, and for T < Tc it
will obviously diverge (as the helicity modulus itself is finite). Consequently, if one
plots LΥ as a function of (inverse) temperature, one would expect the curves to
intersect at the critical temperature Tc (Fig. 2.4). For finite systems, these intersections will not perfectly coincide. However, the finite-size effects are frequently
small. Also, if need be one can extrapolate the sequence of temperatures at which
the finite-size crossing occur to the thermodynamic limit. This is typically done by
considering a sequence of pairs of system sizes:
(L1 , L2 ), (L2 , L3 ), ... for L1 < L2 < L3 < ...

(2.27)
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Figure 2.4: Finite-size crossings of helicity modulus Υ scaled by system size L
versus inverse temperature β. The system is the four-component lattice London
superconductor considered in paper 3. For the case shown here the electric charge
q = 0, whence the model consists of uncoupled XY models.

(ideally with constant ratiopLi+1 /Li ). The finite-size-crossing temperature is considered as a function of 1/ Li Li+1 , and the value of this function is extrapolated
to zero value of the argument.
Finally, if the transition in question is discontinuous, then LΥ no longer has a
universal value at the transition point, at which Υ changes discontinuously. However, the high- and low-temperature phases are still characterized by LΥ approaching zero and infinity, respectively, in the thermodynamic limit. Consequently, the
sequence of temperatures at which finite-size crossings of LΥ occur must still converge to the critical temperature.
We conclude this section by considering N -component systems with (at least)
U(1)N symmetry, i.e. where the rotation of any given phase is a symmetry. In this
case one can consider imposing a twist in any linear combination of the phases, and
for each such linear combination there is a corresponding helicity modulus. Thus
we consider the phase twist
φ0i (r) = φi (r) − ai δ · r.

(2.28)

where the coefficients ai determine the linear combination of phases under consideration. Thus, for example, the phase-sum helicity modulus in a two-component
system would be obtained by setting a1 = a2 = 1, and the phase-difference helicity
modulus by setting a1 = 1 and a2 = −1. The helicity modulus for a given set of ai
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is defined analogously to the single-component case:
Υµ,{ai } =

∂ 2 f [φ0i ]
.
∂δµ2

(2.29)

We now consider the specific expression for the helicity modulus, analogous to
(2.26), that one obtains by straightforwardly generalizing the Hamiltonian density
(2.9) to the case of several components ψi . Because of the square in the second
term of (2.25), this expression will not be a simple linear combination of singlephase helicity moduli, but will contain cross-terms that involve pairs of components
[27, 47]. More precisely, the expression in question is
X
X
Υµ,{ai } =
a2i Υµ,i + 2
ai aj Υµ,ij ,
(2.30)
i

i<j

where the Υµ,i are single-phase helicity moduli given by (2.26), and
*
Υµ,ij = −β

!
X

|ψi (r)||ψi (r + µ)| sin χµ,i (r)

r

!+
×

X

|ψj (r)||ψj (r + µ)| sin χµ,j (r)

. (2.31)

r

We note that the helicity modulus for any given linear combination of phases can
be obtained from the single-phase helicity moduli and the above cross terms.
We mentioned previously that the helicity modulus for a single-component superconductors is zero. For the same reason, the helicity modulus for the phase
sum (corresponding to the charged mode) of an equal-charge multicomponent superconductor is also zero. However, the helicity modulus for other combinations of
phases (corresponding to neutral modes) need not be zero, and will not be in the
lowest-temperature state. As mentioned in the previous section, there may exist
paired phases in which there is order in the neutral sector of a multicomponent
superconductor despite the charged sector being disordered. This corresponds to
some helicity moduli being nonzero whilst superconducting order is absent. We are
thus naturally lead to the question of how to detect superconducting order, which
is the subject of the next section.

2.6

Dual stiffness

The so-called dual stiffness measures fluctuations of the magnetic field, and can
thus be used to detect the Meissner effect. Recall that in the normal state the
vector potential is massless, and consequently the magnetic field fluctuates on all
length scales. In the superconducting state, on the other hand, the vector potential
is massive, and long-wavelength fluctuations are suppressed.
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For the type of lattice model we consider, the dual stiffness is [20, 48, 71]
* P
ρµ (q) =

r,ν,λ µνλ ∆ν Aλ (r)e

iq·r

(2π)2 L3

2+

,

(2.32)

where µνλ is the Levi-Civita symbol and ∆ν is a difference operator. Note that
Bµ (r) = µνλ ∆ν Aλ (r)

(2.33)

is the µ component of the magnetic field at point r. Thus the sum in (2.32) gives the
Fourier transform of the magnetic field. We choose to consider the dual stiffness in
one particular coordinate direction (the z direction); the three coordinate directions
are equivalent.
Note that if the wave vector q is parallel to the component of magnetic field
under consideration, i.e. if q points in the µ direction, then ρµ (q) is identically
zero. This can be seen as follows. The magnetic field is divergenceless
∇ · B(r) = ∇ · [∇ × A(r)] = 0.

(2.34)

This implies that the Fourier transform B(q) is perpendicular to the vector q:
q · B(q) = 0.

(2.35)

This establishes the desired result. Note that the above result can be expressed
by saying that the Fourier transform B(q) is transverse to q. This is why the
divergenceless component of the Helmholtz decomposition of a vector field is sometimes referred to as the transverse component. For similar reasons, the irrotational
component of a vector field is sometimes referred to as the longitudinal component.
Since choosing the wave vector parallel to the considered component of magnetic
field gives an identically zero result, we choose a perpendicular wave vector. The
two perpendicular coordinate directions are equivalent, and we choose to let the
wave vector q point in the x direction. Now, we are interested in measuring longwavelength fluctuations of the magnetic field, corresponding to small wave vectors.
However, the simulations we perform are such that the average magnetic field, i.e.
the q = 0 component of the Fourier transform, is always zero. Therefore we choose
the smallest nonzero wave vector
x
qmin
= (2π/Lh, 0, 0).

(2.36)

x
), which we denote simply ρ.
The quantity we consider is thus ρz (qmin
In the thermodynamic limit, the quantity ρ is zero in the superconducting phase
in which fluctuations of the magnetic field are suppressed, and non-zero in the
normal phase. Thus it is a dual order parameter in the sense that it is zero in the
low-temperature phase and non-zero in the high-temperature phase.
The quantity ρ is similar to the helicity modulus discussed in the previous
section in that it is expected to scale as 1/L at the critical point of a continuous
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Figure 2.5: Finite-size crossings of dual stiffness ρ scaled by system size L versus inverse temperature β. The system is the SU(2) symmetric superconductor
considered in paper 2 with electric charge q = 5.

phase transition [71]. Thus we locate superconducting transitions by considering
finite-size crossings of Lρ, analogously to how we locate superfluid transitions by
considering finite-size crossings of LΥ. An example of finite-size crossings of Lρ is
shown in Fig. 2.5.
Finally, note that the dual stiffness has the convenient property that is enables
us to detect superconducting order by considering only the vector potential, and
not the other degrees of freedom of the system (i.e. the matter fields). Thus we can
proceed in exactly the same way regardless of the number of components or other
properties of the system related to the matter fields.

2.7

Ising order parameter

The Ising order parameter that we consider measures the chirality of a phase configuration; this can be +1 or −1. For definiteness we consider a three-component
superconductor with repulsive first-order Josephson couplings and complete intercomponent symmetry; the discussion applies also to other superconductors that
display spontaneous breaking of time-reversal symmetry.
As discussed in the chapter on superconductivity, the system we consider has a
Z2 symmetry, namely time-reversal symmetry, corresponding to complex conjugation of the matter fields. Since the ground state breaks time-reversal symmetry, this
operation maps a given ground state to a distinct ground state that has opposite
chirality of the phases (Fig. 1.1). We define the Ising order parameter m(r) to be
equal to +1 for one of the chiralities of the phases, say that for which the phases
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are ordered
φ1 , φ 2 , φ 3

(m = +1)

(2.37)

when going in the positive direction, and −1 for the other chirality, i.e. that for
which the phases are ordered
φ1 , φ 3 , φ 2

(m = −1).

(2.38)

Note that the chiralities discussed here have nothing to do with real space, but are
instead chiralities in the space of phase configurations.
Now, how should one use the Ising order parameter just defined in order to
locate chiral transitions, i.e. transitions in which time-reversal symmetry is broken
in the aforementioned way? In the thermodynamic limit, the “magnetization” hmi
is zero in the disordered phase and non-zero in the ordered phase. However, for
a finite system hmi is always zero on long enough time scales, and measuring hmi
itself is not a good way of locating chiral transitions in Monte Carlo simulations.
Instead, one should consider the distribution function for m, rather than just its
average. In the high-temperature phase this will have a single peak at m = 0,
whereas in the low-temperature phase it will have two peaks at m = ±m0 . In
the thermodynamic limit, these peaks will develop into separate narrow Gaussians,
and the probability of intermediate magnetizations becomes vanishingly small. The
characteristic timescale for switching magnetization then becomes extremely long,
so that on reasonable timescales only one magnetization is observed. This is the
essence of spontaneous symmetry breaking.
From the above discussion we know roughly how to locate chiral transitions
based on the shape of the distribution function for m, but we have yet to make
this idea quantitative and precise. Note that what we are interested in is the shape
of the distribution, rather than its location (mean value) or width (variance). A
quantity that characterizes the shape of a distribution is the kurtosis. By definition,
the kurtosis of a statistical variable X is the fourth standardized moment
*
4 +
(X − µ)4
X −µ
=
(2.39)
2,
σ
h(X − µ)2 i
where µ is the mean value of X and σ is the standard deviation. That a moment is
standardized means that it is centralized and normalized. This in turn means that
one considers the statistical variable obtained by subtracting the mean value from
the original variable (rendering the resulting quantity translation invariant) and dividing by the standard deviation (rendering the resulting quantity scale invariant).
Since we know that the average hmi = 0, the quantity of interest to us is
U=

hm4 i
,
3hm2 i2

(2.40)

which by definition is the Binder cumulant [15,16], and where we have introduced an
extra factor of 1/3. The kurtosis of a Gaussian distribution is 3; hence, the Binder
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Figure 2.6: Finite-size crossings of Binder cumulant U versus inverse temperature
β. The system is the phase-frustrated three-component Ginzburg-Landau model
considered in paper 4.

cumulant as defined above is U = 1 in the disordered high-temperature state.
Furthermore, the kurtosis of two well separated Gaussians is 1, whence the Binder
cumulant is U = 1/3 in the ordered low-temperature state. These statements are
exact in the thermodynamic limit.
Based on the above, we conclude that in the thermodynamic limit the Binder
cumulant will change discontinuously from U = 1/3 to U = 1 at the critical temperature Tc . Furthermore, the Binder cumulant will for any fixed temperature
below Tc approach U = 1/3 from above, and for any fixed temperature above Tc
approach U = 1 from below. Consequently, sequences of finite-size crossing temperatures of the type discussed in previous sections (but without an extra factor of L)
must approach the critical temperature in the thermodynamic limit. We use this
fact in order to locate chiral transitions (Fig. 2.6). Furthermore, for a continuous
transition, the distribution function for the order parameter is expected to have
a universal shape at the critical point. This implies that the Binder cumulant U
has a universal value at the critical point, and that the finite-size crossings should
converge in U and not only in T .

Chapter 3

Monte Carlo methods
Monte Carlo methods are a broad class of numerical methods, the defining feature
of which is the essential use of (pseudo)random numbers. A subclass of Monte Carlo
methods are the so called Markov-chain Monte Carlo methods, in which a Markov
chain is constructed in such a way as to have a certain probability distribution as
its equilibrium distribution.
In statistical physics one does not a priori know the probability of a certain
(micro)state x, but instead only the relative probability given by the corresponding
Boltzmann factor e−βH(x) . (Going from this relative probability to the probability
itself requires calculation of the partition function Z = Σx e−βH(x) ; if one can
achieve this by some other method there is presumably no need for Monte-Carlo
simulation in the first place.) However, knowledge of the relative probability is
sufficient to construct a Markov chain that has the correct equilibrium distribution
using the Metropolis-Hastings algorithm [46,68]. This algorithm is used in all three
papers on phase transitions, and we will describe it shortly. First, however, we
comment on the essential nature of Monte Carlo methods and why it is worthwhile
to use stochastic sampling.

3.1

Essential nature of Monte Carlo methods

Consider the problem of computing a high-dimensional integral (or, essentially
equivalently from a numerical point of view, of computing a correspondingly large
sum). This could for example be a thermal expectation value. If one does this using
a deterministic numerical method the computational time required will grow very
quickly with the number of dimensions (for a given error). Such methods are thus
impractical. An alternative is to use stochastic sampling. In this case, the computational time required scales much less severely with the number of dimensions.
Thus Monte Carlo methods may work well in cases when deterministic numerical
evaluation is completely infeasible. This may appear paradoxical, and too good
to be true: How can one do better by sampling points randomly, rather than in
43
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a regular, systematic way? In a sense, the intuition that this is too good to be
true is correct: something must be given up in exchange for the (potentially very
large) reduction in computational time. That which is given up is the possibility
of setting hard limits on the error. Monte Carlo simulations give stochastic error
bars, so that one can say that the answer lies in a certain range with very high
probability. However, getting a very large error is always possible in principle, just
very unlikely.
An analogy with elections and opinion polls may help to illustrate the preceding
point: In order to set significant and truly hard limits on the fractions of the population that support certain political parties, one would have to gather the opinions
of a large fraction of the population. However, in order to have relatively small
stochastic error bars, it is sufficient to conduct an opinion poll that samples a small
fraction of the population, provided that those sampled are randomly chosen (and
willing to share their opinion, and that the country in question is not abnormally
small). Furthermore, the number of people that need be included in the poll to get
a certain error bar is essentially independent of the total population size, provided
that the latter is large enough. It is thus the number of independent samples that
is the quantity of primary concern, not the fraction of the space sampled. (This is
counter to some peoples intuition, but nevertheless true.)

3.2

Metropolis-Hastings algorithm

The most straightforward way of calculating an integral by stochastic sampling is
to sample the relevant domain uniformly, and simply taking the average of the
obtained values of the integrand. However, for extremely peaked functions this is
very inefficient. (Another possible problem is that repeatedly picking random points
in a high-dimensional space from scratch may itself be challenging.) In order to
handle this problem, so called importance sampling may be used. This means that
the sampling is performed in such a way that the regions where the integrand is
large are sampled more frequently, and regions where the integrand is small less
frequently, as compared to uniform sampling.
A way of performing importance sampling is the Metropolis-Hastings algorithm,
which is used in this thesis and which we now describe. Consider a quantity A who’s
value at point i in some space is A(i). Also, let the probability of being at point i
be proportional to the weight w(i). The example we have in mind is that i is a state
of a physical system, A an observable of the system (e.g. the energy E), and the
weight w(i) is the Boltzmann weight e−βE(i) . We are interested in the probability
distribution for the quantity A, and will determine it by generating a sequence of
values of A that has as it’s limiting distribution the correct distribution for A.
The sequence of values of A just mentioned is generated by generating a sequence
of states in the following way. Pick an initial state i; this is the first state of
the sequence. Based on this initial state, pick a new state j according to some
probability distribution p(j|i). There are now two possibilities: either the update
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is accepted, in which case the sequence of states becomes (i, j), or the update is
rejected, in which case the sequence of states becomes (i, i). In other words, one
either accepts the move from i to j, or rejects it and stays at point i. The probability
of accepting the proposed update is calculated as follows. If the weight w(j) is
greater than the weight w(i), then the update is accepted with unit probability. If
the weight w(j) is smaller than the weight w(i), then the update is accepted with
probability w(j)/w(i). The probability p of accepting the proposed update is thus
(
1,
w(j) ≥ w(i)
p=
(3.1)
w(j)/w(i), w(j) < w(i).
The entire sequence of states is now generated by repetition of the above. By
calculating the value A(i) at each step, one gets the desired sequence of values of
A that has as it’s limiting distribution the correct probability distribution for A.
The algorithm just outlined is guaranteed to produce the correct asymptotic
distribution as long as the probability distribution p(j|i) for proposing updates
fulfills certain conditions. A sufficient set of conditions is that the distribution is
symmetric, p(j|i) = p(i|j), and ergodic. The condition of ergodicity means that for
any two states i and j there is a nonzero probability of going from i to j within
some finite number of steps. Although any distribution p(j|i) that fulfills these
conditions works in principle, in practice the efficiency of the algorithm can depend
strongly on the choice of p(j|i). We will shortly discuss the choice of p(j|i).
There are two related concepts that must be considered when performing simulations using the Metropolis-Hastings algorithm outlined above: correlation and
equilibration. We begin by discussing correlation. It is customary to define a concept of Monte Carlo time, which is simply the number of iterations of the algorithm
that has been performed. Thus the generated sequence of values of A is though
of as A having a dependence on (discrete) time t (although this time has nothing
to do with real physical time). In general, A will be correlated in time. One can
quantify these correlations using the autocorrelation function
CA (t) =

hAk Ak+t i − hAk i2
,
hA2k i − hAk i2

(3.2)

where the averaging is over the time k. Note that CA (t) is normalized so that
CA (t) = 1. In the limit of large times t, the autocorrelation function will approach
zero. The rate of this decay is measured by the autocorrelation time. It is common
for CA (t) to decay exponentially; in this case the (exponential) autocorrelation time
τ is given by
CA (t) = e−t/τ .
(3.3)
More generally, one may define an integrated autocorrelation time as
Z ∞
τ=
CA (t)
0

(3.4)
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It is easy to see that these two definitions agree. In the previous section, we
said that the number of independent samples gathered is the quantity of primary
concern. In terms of Monte Carlo time, this means that the primary determinant of
whether a simulation is long enough is the ratio between the total simulation time
and the autocorrelation time. Note that the autocorrelation time depends on the
quantity A, so that in general one will have several such times. Statements about
the autocorrelation time should then be understood to be about the maximum of
the relevant autocorrelation times.
In addition to being long enough relative to the autocorrelation time, our simulations also need to be equilibrated. The initial state i of the simulation may in
general correspond to a very improbable value A(i) of the observed quantity A.
Since the sequence of values of A is correlated, a number of subsequent values of
A will generally also be very improbable ones. The inclusion of these initial values
will typically significantly bias the obtained distribution of A (for a finite simulation). This is resolved by discarding the initial part of the data sequence, i.e. by
equilibrating the system before gathering data.
How does one know if one has discarded a long enough initial part of the data
sequence? In other words, how does one determine that the system is in fact equilibrated? We use the following tests: First, we compare results obtained from
the entire data sequence (excluding the initial equilibration) with results obtained
from the first half of the sequence and results obtained from the second half. This
is most straightforwardly done by comparing the obtained distributions of A. In
most of the simulations performed in this thesis, data is obtained for a number
of temperatures in a certain range. In these cases, we compare averages hAi and
variances hA2 i − hAi2 as functions of temperature. Second, when data is available
for a range of temperatures, we compare the statistical estimators of temperature
derivatives mentioned in the chapter on phase transitions with finite-difference estimates. Third, one can perform several different simulations with (very) different
initial conditions, and check that the results agree. We do this for some of the
simulated parameter sets, in order to verify that the simulations do not get stuck
in metastable states.
We now comment further on the proposal probabilities p(j|i). The simulations
we perform are all on lattices, and we perform a sequence of local updates by
sweeping though the lattice. For a given lattice point, we perform a succession of
updates of the degrees of freedom at that point. (The component of the vector
potential that live on the links in the positive x, y and z directions from a given
lattice point are by convention considered to belong to that lattice point.) When
updating phases, and when updating the density distribution in a system with
fixed total density, we simple pick a new value at random, irrespective of the old
value (e.g. picking a new value for the phase with uniform distribution on the
range from −π to π). When updating components of the vector potential, we
choose a new value with uniform probability distribution on a certain range with
half-width r around the initial value. When updating complex fields (both phase
and amplitude), we choose a direction to move in the complex plane with uniform
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distribution between 0 and 2π, and a distance to move with uniform distribution
on the range from 0 to a maximum distance r.
The sizes r of the aforementioned updates are chosen to make the probability
of acceptance of the proposed update equal to a certain value (typically 0.5). We
do this by choosing an initial value of r (typically r = 1) and then updating this
value based on the obtained acceptance probabilities. Specifically, each update is
given by


precent
rnew = rold (1 − α)
+α ,
(3.5)
ptarget
where precent is the proportion of proposed updates accepted since the last updating
of r, ptarget is the desired acceptance probability, and α is a parameter that regulates
the behavior of the update-size adjustments. We find that α = 0.5 works well. The
updating of the size of the proposed updates is performed only during equilibration,
not during the gathering of data.
A sequence of Monte Carlo updates of the type described above, for which
each degree of freedom is proposed to be updated once, is referred to as a sweep.
Measurements of the quantities of interest are typically performed at most once
per sweep, lest they be very correlated. We frequently only perform measurements
every 16 or 32 sweeps, in order to limit the size of the resulting data.
In addition to obtaining a thermal distribution at a certain temperature, the
Metropolis-Hastings algorithm can be used for minimization through simulated annealing. This is done by gradually cooling an initially disordered high-temperature
state to zero temperature. Also, by stopping short of cooling all the way to zero temperature, one can efficiently determine representative states at low (but non-zero)
temperature. We do this in paper 2 order to find representative vortex configurations in SU(N ) symmetric superconductors in external magnetic field.

3.3

Parallel tempering

Parallel tempering (also known as replica exchange) [30, 40, 88] involves simulating several systems in parallel, each with a different temperature. These systems
are periodically allowed to (possibly) exchange states with one another, in what
are known as parallel-tempering swaps. (In high-performance computer code this
is implemented as an exchange of temperatures, not as an exchange of states, in
order to minimize communication.) The probability of acceptance for a proposed
swap is chosen in such a way that each system will traverse a sequence of states
that, in the limit of infinite simulation time, is representative of the correct probability distribution. This would of course also be the case if one performed the
Metropolis-Hastings algorithm in the absence of parallel tempering. The reason for
using parallel tempering is that it can greatly increase the efficiency of the simulation. This can be understood as follows. For systems at low temperature, the
time evolution may be very slow (the slowness of the evolution between different
ordered states is the basis of spontaneous symmetry breaking, albeit in terms of
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real physical time evolution). With parallel tempering, an ordered low-temperature
state can (gradually, randomly) wander up to high temperature and become disordered. When this state again reaches low temperature, it will reach a new ordered
low-temperature state that is essentially uncorrelated to the previous one.
Before proceeding, we should note that the parameter that differs among the
various replica systems need not be temperature, but could be any parameter on
which the configuration weight w (or action S, or Hamiltonian H) depends. (One
can even vary more than one parameter, leading to grids rather than chains of
replica systems.) In our subsequent discussion we use a notation that is quite
general: the weight w(i, y) depends on the parameter y as well as the state i.
However, for definiteness we continue to refer to the parameter y as temperature.
As stated above, a parallel-tempering update consists of exchanging the states
i and j of two temperatures y and z. In terms of the time evolution for a given
temperature, this is obviously a radical change: the state of the system is changed
wholesale for a completely new, uncorrelated state. The probability of accepting a
proposed parallel-tempering swap is

p=

w(j, y) w(i, z)
,
w(i, y) w(j, z)

(3.6)

if this is not greater than one; otherwise the swap is accepted with unit probability.
As with ordinary Metropolis-Hastings updates, the exchange updates need to be
appropriately balanced. This can be achieved by proposing exchange updates with
a pre-determined frequency that does not depend on the states of the systems. Note
that with parallel tempering the sequence of states for a given temperature is no
longer a Markov chain. However, the sequence of states of all the temperatures
taken together does form a Markov chain.
The use of parallel tempering may be justified even if one is interested in simulating only one temperature, thanks to the potentially large gain in efficiency. If
one is interested in simulating a range of temperature, as is generally the case when
studying phase transitions, then the use of parallel tempering is almost certainly
appropriate, as it can significantly improve the simulations and has no significant
disadvantages.
In principle, swaps may be proposed between any two temperatures. However,
proposed swaps between distant temperatures will almost certainly be rejected, and
are thus of little value. We propose swaps between nearest-neighbor temperatures
with a certain fixed frequency. The pairings of temperatures for proposed swaps are
alternated, so that in one round swaps are proposed between temperatures 1 and
2, 3 and 4, etc., and in the next round swaps are proposed between temperatures
2 and 3, 4 and 5, etc. (For simplicity of coding, we implement this with periodic
boundary conditions in temperature, so that in the second round a swap between
the lowest and highest temperature is proposed.)
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Selection of temperatures
The choice of the values of temperature to be used in a parallel-tempering simulation
can greatly affect the efficiency of the simulation. If the temperatures are too far
apart, very low acceptance ratios for parallel-tempering swaps can result, whence
the ergodic mixing is hardly improved in the desired way. If the temperatures
are too closely spaced, an inordinate amount of computing power is required to
cover the temperature range of interest. However, the most important and difficult
problem regarding the choice of temperatures is not the choice of the average density
of temperatures, but the choice of the distribution of temperatures.
In general it pays to have a higher density of simulated temperatures in the vicinity of a phase transition, which could otherwise act as a bottleneck for the evolution
of a state in temperature. Naively one might expect that the optimal distribution of
temperatures is that for which the acceptance probabilities for parallel-tempering
swaps between nearest neighbors in temperature are all equal. However, in general
this is not the case: typically the optimal distribution will have an even higher density of temperatures in the vicinity of the phase transition than the aforementioned
naive expectation would suggest [53]. To understand this, one must realize that it
is not only the average probability of accepting a swap between two temperatures
that is of importance, but also the conditional probabilities given the temperature
histories of the involved states.
Despite what is said in the preceding paragraph, here we content ourselves with
aiming for a temperature distribution which makes all parallel-tempering acceptance probabilities equal (i.e. the naively optimal distribution). Note that this will
in general be much better that a linear distribution. We achieve this using an
iterative scheme, in which the distribution function ρ(y) for the temperatures is
updated based on the acceptance probabilities p(y) for parallel-tempering swaps.
The maximum and minimum temperatures are held constant, and the intermediate
temperatures updated. The updating procedure is given by
ρprel (y) ∝

1
ρold (y)
p(y)/ max p(y) + a

(3.7)

where the new distribution function ρprel (y) carries the index prel as in preliminary
for reasons that will become clear, and a is a parameter that regulates the behavior
of the updating procedure. (We do note specify the normalization constant, since
the normalization is easy to perform numerically.) Note that if a = 0 then the new
distribution function will diverge at temperatures for which the acceptance probability p(y) = 0. Smaller values of a thus correspond to more aggressive updating
of the temperatures. We find that values of a in the range from 0.2 to 0.4 typically
work well.
In fact, in general we do not choose the new temperatures according to the
distribution ρprel (y) given above. Instead, we choose the new temperatures ynew to
be a linear combination of the temperatures yprel and the old temperatures yold :
ynew = (1 − b)yprel + byold .

(3.8)
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We see that if the parameter b = 0 then the updating is precisely that given as
preliminary above, and if b = 1 then the temperatures are not changed at all.
Larger values of b thus give more moderate temperature updates. In order to
dampen the variations of the temperatures we choose b to be a gradually increasing
function of time. More precisely, we let b increase linearly from 0 to 1 during the first
80% of the equilibration. During the last 20% of the equilibration, no temperature
updating is performed. The purpose of this is to ensure proper equilibration prior
to data collection.

3.4

Reweighting

Ferrenberg-Swendsen reweighting [33], which we refer to simply as reweighting, is
a method by which one can use Monte Carlo data for one temperature to calculate
the corresponding properties of the system at (in principle) any other temperature.
(As we will see shortly, the parameter varied need not be precisely temperature;
for definiteness we nevertheless use the word temperature.) Reweighting is potentially useful in at least two ways. First, it allows the determination of quantities as
continuous functions of temperature (rather than just on a discrete set of temperatures). This is useful e.g. for finding the peak value of the heat capacity at a phase
transition; we do precisely this in paper 3. Second, by combining data obtained at
several different temperatures, one can reduce the statistical error. We do this for
the helicity modulus in paper 2.
Suppose that the weight w is give by the action S by
w(i, y) = exp[−S(i, y)],

(3.9)

where the action S(i, y) is of the form
S(i, y) = S 0 (i) + yS 1 (i)

(3.10)

with y being a parameter that we here refer to as temperature. [In the application
of reweighting most common in statistical physics S 0 (x) ≡ 0, y is the inverse
temperature β and S 1 (x) is the Hamiltonian.] It is then in principle sufficient to
simulate the system for one value of y in order to determine the properties of the
system for arbitrary y. More precisely, one can calculate the distribution function
for (any function of) any quantity that has been recorded during the simulation
(assuming that the values of S1 are recorded). Equivalently, one can calculate the
expectation value of any function of any quantity recorded during the simulation.
[Note that these two statements are in fact equivalent: the expectation value of a
delta function (Kronecker in the discrete case, Dirac in the continuous case) is the
value of the corresponding distribution function. For a finite data sample, the Dirac
delta function must of course be replaced by some finite-width approximation.]
We now explain how the above is achieved, following lecture notes by Rummukainen (www.mv.helsinki.fi/home/rummukai). Note that the weights w for dif-
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ferent temperatures are related by
w(i, y 0 ) = exp[−S 0 (i) − y 0 S 1 (i)]
= C exp[−(y 0 − y)S 1 (i)] w(i, y),

(3.11)

where C is a normalization constant that we will not need to determine. The
expectation value of a quantity A at temperature y 0 is thus given by
1 X
w(i, y 0 ) A(i)
Zy 0 i
C X
=
exp[−(y 0 − y)S 1 (i)] w(i, y) A(i)
Zy 0 i

hAiy0 =

=

CZy
exp[−(y 0 − y)S 1 ] A
Zy 0

y

(3.12)

,

where Zy is the partition function
Zy =

X

w(i, y).

(3.13)

i

In order to determine the coefficient that relates the expectation values in (3.12),
we simple choose A = 1. This gives
1
CZy
.
=
0
Zy 0
hexp[−(y − y)S 1 ]iy

(3.14)

We are now in a position to write the central equation of reweighting:
hAi

y0

exp[−(y 0 − y)S 1 ] A
=

hexp[−(y 0 − y)S 1 ]iy

y

.

(3.15)

This gives the expectation value of an arbitrary quantity A at temperature y 0 in
terms of expectation values at temperature y. Clearly, the observable A could be
replaced by any function f (A).
How does one use the reweighting equation (3.15) in the context of Markov-chain
Monte Carlo simulation? The expectation value of a quantity A at temperature y
is in this context given by
N
1 X
hAiy =
Ak ,
(3.16)
N
k=1

where the sum is over measurements taken during a simulation at temperature y.
Using this, we can write the reweighting equation (3.15) as
PN
0
1
k=1 Ak exp[−(y − y)Sk ]
hAiy0 = P
.
(3.17)
N
1
0
k=1 exp[−(y − y)Sk ]
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Again, the index k refers to measurements; the above sums are not over all possible
states. Also, note that it is crucially important that Ak and Sk1 are from the same
measurement, i.e. are given by the same state of the system.
From the above we can conclude that in principle it is sufficient to simulate a
system at one temperature in order to determine its properties at any temperature.
In practice however, the statistical error will scale very badly with the reweighting
distance |y 0 − y| if one tries to reweight too far.

3.5

Error estimation

Statistical errors are estimated in all our Monte-Carlo simulations using the bootstrap method [31]. This is a simple (albeit computationally demanding) method
which is based on resampling, i.e. generating new data sequences from the data obtained in the original simulation. (There is another resampling method commonly
used for the same purpose, namely the jackknife method [78,90].) We first describe
the bootstrap method in the case of a data sequence consisting of independent
identically distributed random variables, and then describe how the method can be
adapted to the case when nearby elements in the sequence are correlated. (This
latter case being relevant for Metropolis-Hastings simulations.)
The basic idea of the bootstrap method is to resample from the original data
sequence of N elements by randomly drawing a new sequence of N elements from
the original sequence with replacement. This new sequence approximates (in some
relevant statistical sense) the outcome of another simulation run. By repeating this
procedure many times (each time drawing elements from the original sequence),
one can generate what may be considered a proxy for the outcomes of many simulation runs. Hence the probability distributions for outcomes of the simulation
(e.g. average energy, or heat capacity) can be estimated directly from the outcomes
obtained by resampling. In particular, the standard deviation of such a distribution
(i.e. the standard error) can be estimated straightforwardly from these outcomes.
The above is valid for the case of a data sequence consisting of independent
identically distributed random variables. However, if there are correlations between the variables, the aforementioned method will in general underestimate the
statistical error (statements to the contrary in the literature notwithstanding [74]).
This problem is resolved by dividing the data sequence into blocks, and resampling
using these blocks rather than individual data points. Provided that the length of
the blocks is much longer than the autocorrelation time, the blocks are essentially
uncorrelated, and the method thus works in the same way as for uncorrelated data
points.
In order for error estimation by block bootstrapping to work well, one must have
a large enough number of blocks and perform a large enough number of resamplings,
in addition to having long enough blocks (relative to the autocorrelation time).
Clearly, there is no precise answer to how many are enough. Here we aim for having
at least 20 blocks that are at least 20 autocorrelation times long, and we typically
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perform 100 resamplings. This appears to give a reasonably reliable estimate of
the error, as can be judged by varying the block length and performing repeated
resamplings.
Finally, note the great generality of bootstrapping. This method of error estimation can be applied to any procedure by which one somehow obtains an outcome
from a data sequence, regardless of whether this outcome can be written as a mathematical expression containing the data points as variables.

Chapter 4

Summary of results
In this chapter we briefly summarize the main results of the scientific papers in this
thesis.

4.1

Phase-frustrated multicomponent superconductors

In paper 1, we consider N -component Ginzburg-Landau models with bilinear intercomponent Josephson couplings, especially focusing on the case N = 4. The model
is
X
2
2
4
1
1
f = 12 (∇ × A)2 +
2 |Dψi | + αi |ψi | + 2 βi |ψi |
i

−

X

ηij |ψi ||ψj | cos φij , (4.1)

j>i

where A is the vector potential, D = ∇ + ieA is a covariant derivative, the ψi =
|ψi |eiφi are complex fields representing the superconducting components, and φij =
φi − φj is an intercomponent phase difference.
First, we consider the various possible combinations of signs of the Josephson
coupling coefficients ηij ; the sign of a coefficient determines the preferred value for
the corresponding phase difference (0 or π). The results in this part only involve
the form of the Josephson coupling terms, and thus apply equally to London models. We refer to a particular combination of signs as a signature, and establish en
equivalence between signatures. If two signatures can be mapped to each other
via relabeling of the components, then they are obviously equivalent. In this case
we say that the signatures are strongly equivalent. Furthermore, the free energy is
invariant under the operation of inverting the ith phase (adding π to it), and changing the sign of all Josephson-coupling coefficients that involve the ith component.
If one signature can be obtained from another by relabeling of the components and
successive sign changes of all coefficients that involve certain components, we say
that the two signatures are weakly equivalent.
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Figure 4.1: Switching classes of complete graphs on four vertices with edges colored
red (dashed lines, attractive coupling) and blue (solid lines, repulsive coupling). The
uppermost switching class corresponds to the unfrustrated signatures, the central
class to the singly frustrated signatures, and the lowermost class to the multiply
frustrated signatures.

We solve the problem of classifying weakly equivalent signatures by showing
that it is equivalent to a solved problem in graph theory. Let the N components
be represented by the (unlabeled) vertices in a graph of order N . The Josephson
couplings are represented by edges in this graph. If a particular coupling coefficient
is negative, we let the corresponding edge be blue; if a coupling coefficient is positive,
we let the corresponding edge be red; if a coupling coefficient is zero, there is
no corresponding edge. As long as we consider the case in which the coupling
coefficients are all nonzero, we could avoid coloring the edges by letting the presence
of an edge indicate one sign and the absence of an edge indicate the other sign.
That the vertices are unlabeled means precisely that if two signatures are strongly
equivalent, then they are represented by the same graph.
Each weak-equivalence class corresponds to an equivalence class of complete
graphs on N (unlabelled) vertices with edges colored red and blue. The operation
on such a graph corresponding to the aforementioned switching of coefficient signs
is switching of the colors of all edges connected to a particular vertex. This is known
as Seidel switching, and the equivalence classes of graphs that can be transformed
into each other via Seidel switching are known as switching classes (Fig. 4.1). Thus,
the number of weak-equivalence classes for N components is equal to the number of
switching classes of complete graphs on N vertices with edges colored red and blue.
There is no closed-form formula for this number, but the corresponding enumeration
problem has been solved [65].
We now specialize to the four-component case. There are three weak-equivalence
classes of four-component signatures. We refer to the signatures in these classes
as unfrustrated, singly frustrated, and multiply frustrated, respectively. The unfrustated signatures are those for which there is no phase frustration, the singly
frustrated signatures are the frustrated signatures for which there exists a phase
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Figure 4.2: Sizes of the ranges over which ground-state phase differences can be
varied when all Josephson couplings are repulsive, φ1 and φ2 are equivalent (η̃13 =
η̃23 =: η̃1 and η̃14 = η̃24 =: η̃2 ), and η̃1 η̃2 − η̃12 η̃34 = 0. We set η̃2 = 1.

configuration in which only one Josephson coupling is frustrated, and the multiply frustrated signatures are the frustrated signatures for which more than one
Josephson coupling is frustrated, regardless of the phase configuration.
The features of systems with singly frustrated signatures are largely similar to
those of frustrated three-component systems. However, in the case of multiply
frustrated signatures novel features not present for fewer than four components
can occur. In particular, there can be additional ground-state degeneracies. First,
for some values of the free-energy parameters, there exists continuous ground-state
degeneracy corresponding to rotation of a pair of phases relative to the other two
phases. Such rotations can occur when the phases are pairwise equivalent, and
occur despite all phases being coupled. Second, for certain other values of the freeenergy parameters, there can exist other types of additional continuous ground-state
degeneracy. This can occur when two or three phases are equivalent. This latter
kind of degeneracy is illustrated by Fig. 4.2, which shows the sizes of the ranges over
which ground-state phase differences can be varied under the conditions specified
in the caption (in which we use the notation η̃ij = −ηij |ψi ||ψj |). Note that this
range of degeneracy can have any value from 0 to 2π.
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SU(N ) theories coupled to Abelian gauge field

In paper 2, we consider fluctuation effects in models of SU(N ) symmetric superconductors for which the total density is held constant. In particular, we consider
SU (N )-symmetric Ginzburg-Landau models in three spatial dimensions, given by
the Hamiltonian density
X
h = 12
|(∇ + iqA)ψi |2 + 21 (∇ × A)2 .
(4.2)
i

Here A is the magnetic vector potential and the ψi = |ψi |eiφi are matter fields
corresponding to the superconducting components. The amplitudes
are subjected
P
2
to the constraint that the total superconducting density
i |ψi | = 1, but are
otherwise allowed to fluctuate. Due to the lack of a U(1) topological invariant,
these systems are not superconductors or superfluids in the usual sense.
We perform Metropolis-Hastings Monte-Carlo simulations of a discretized form
of the above model, in order to determine its properties at nonzero temperature. In
particular, we determine the phase diagrams of the model for N = 2, 3, 4 in terms of
inverse temperature β and electric charge q. We also study the magnetic response
of such systems at nonzero temperature.
Phase diagrams for the two-, three- and four-component cases are shown in
Fig. 4.3. The main feature of these diagrams to notice is that there is a novel
type of paired phase that is driven by proliferation of non-topological vortices also
for N = 3 and 4. Two general trends with increasing N can be seen. First, the
transition lines shift to lower temperatures. The reason for this is the presence
of more constituent degrees of freedom in composite vortices, making the system
easier to disorder thermally. Second, the bicritical points shift to higher electric
charges. In other words, the paired phase is gradually suppressed with increasing
number of components.
An example of the magnetic responses we find is given in Fig. 4.4, which shows
vortex patterns in external magnetic field in the three-component q = 0 case. Note
that despite the absence of topologically stable vortices, these systems form vortex
lattices in external field. The vortex structures are not simply hexagonal, and they
differ between components. Also, note that in this three-component case the vortex
structures are such that the fractional vortices naturally can be divided into groups
of three. Similarly, in the two-component case structures can form in which the
fractional vortices form pairs.

4.3

Multicomponent lattice London superconductors

In paper 3, we consider fluctuation effects in London models of U(1)N symmetric superconductors. These models are of interest in part due to the theory of deconfined
quantum criticality, according to which such gauge theories may describe phase
transitions beyond the Ginzburg-Landau-Wilson paradigm. We consider U (1)N -
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Figure 4.3: Phase diagrams for SU(N )-symmetric superconductors with N = 2
(blue) N = 3 (red) and N = 4 (green). For low charges there is a direct transition
from a completely disordered high-temperature state to a completely ordered lowtemperature state. For high enough charge there is an intermediate phase in which
neutral order is present but superconducting order is absent. Errors are smaller
than symbol sizes, and lines are a guide to the eye.

symmetric London models with identical components in three spatial dimensions,
given by the Hamiltonian density
X
h = 12
|(∇ + iqA)ψi |2 + 21 (∇ × A)2 .
(4.3)
i

Here A is the magnetic vector potential and the ψi are matter fields corresponding
to the superconducting components. Unlike in the model considered in the previous
section, here
√ the amplitudes are individually held fixed. For
P each N the amplitudes
|ψi | = 1/ N , so that the total superconducting density i |ψi |2 = 1.
We perform Metropolis-Hastings Monte-Carlo simulations of a discretized form
of the above model, in order to determine its properties at nonzero temperature.
In particular, we determine the phase diagrams of the model for N = 2, 3, 4 in
terms of inverse temperature β and electric charge q. We also study the nature
of the direct transitions from fully order to fully disordered phases, as well as the
transitions from partially ordered (paired) phases to fully disordered phases.
Phase diagrams for the two-, three- and four-component cases are shown in
Fig. 4.5. In each case there is a direct transition from a completely ordered to
a completely disordered state for low enough electric charge, whereas there are
two separate transitions for large enough electric charge. The intermediate phase
present at high electric charges is a superfluid state in which only counterflows of
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Figure 4.4: Vortex patterns in external magnetic field in the three-component q = 0
case. Both real-space thermal averages (left) and thermally averaged structure
factors (right) are shown. The vortices form distinct patterns in each component.
Each of the patterns is such that the vortices can naturally be divided into groups
of three. There are a total of 60 vortices in each component.

different components are dissipationless. As the number of components increases,
the bicritical point between the direct transition line and the separate transition
lines moves to higher electric charge, and consequently the area of paired phase
shrinks.
The direct transitions from fully ordered to fully disordered phases have been
reported to be continuous for N = 1 [29, 50, 75, 77] and N = 183 [45], and discontinuous for N = 2 [47, 59, 62]. Due to the claimed continuity of the transition for
N = 183, it has been expected that the transitions for N ≥ 2 become monotonically
less strongly discontinuous with increased N . However, we demonstrate that the
degree of discontinuity of the direct transitions increases with N , at least for small
N . We do this as follows. For a discontinuous phase transition, the peak value
cmax of the heat capacity is expected to scale as cmax = kL3 + m. We use k as a
measure of the strength of the discontinuous transition. The result for N = 2–7
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Figure 4.5: Phase diagrams for N -component London models with N = 2 (blue)
N = 3 (red) and N = 4 (green). In each case there is a direct transition from a
completely ordered to a completely disordered state for low enough electric charge,
whereas there are two separate transitions for large enough electric charge. These
regimes are separated by a bicritical point at which the charged and neutral transitions merge. Errors are smaller than symbol sizes, and lines are a guide to the
eye.

for fixed electric charge q = 2 is shown in Fig. 4.6. (The quality of our data for
N ≥ 5 is relatively poor, and we cannot guarantee that the error bars for these N
are accurate. Nevertheless, we believe that the overall picture is correct.)
Note that even if one normalizes k by the number of components, the transition
for N = 3 is more strongly discontinuous than the transition for N = 2. This is true
despite the fact that by holding charge q constant we are effectively moving away
from the bicritical point as we increase N , which in itself tends to make transitions
less discontinuous. Thus we can say with confidence that the degree of discontinuity
does in fact increase with N , at least for small N .
Finally, we show that transitions from paired phases to fully disordered phases
can be discontinuous. We do this by showing that the energy distributions become
bimodal at the transition points, with the bimodality becoming increasingly pronounced with increasing system size. In this way, we find that all the transitions
from paired phases to fully disordered phases that we have simulated for N = 3
and 4 are discontinuous. Via a duality mapping, this suggests that van der Waals
interaction between directed loops may be the reason for the discontinuity of phase
transitions in these models.
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Figure 4.6: The strength k of the discontinuous phase transitions at fixed electric
charge q = 2 as a function of the number N of components. It increases up to N = 4
and then decreases with N . Note that the transition for N = 3 is more strongly
discontinuous than that for N = 2 even if one normalizes by N . We conclude that
the degree of discontinuity increases with N , at least for small N .

4.4

Bosonic Z2 -metal phase in Ginzburg-Landau models

In paper 4, we report the first experimental observation of a state of matter that has
an order parameter that is fourth order in fermionic fields: a bosonic Z2 -metal state
in the superconductor Ba1−x Kx Fe2 As2 . In this novel state, time-reversal symmetry
is broken due to partial ordering of Cooper pairs despite superconducting order
being absent.
We now describe the theoretical part of the paper, in which we consider fluctuation effects in the phase-frustrated three-component Ginzburg-Landau model given
by the free-energy density
f = 21 (∇ × A)2 +

X

1
2 |(∇

+ ieA)ψi |2 + ai |ψi |2 +

i

+

X

bi
|ψi |4
2
ηij |ψi ||ψj | cos(φi − φj ) (4.4)

i<j

in three spatial dimensions. This model has been argued to describe Ba1−x Kx Fe2 As2
[39]. Here A is the magnetic vector potential and the ψi = |ψi |φi are matter fields
corresponding to the superconducting components. In the presence of thermal fluctuations, there can be an anomalous Z2 -metal phase in which time-reversal symmetry is broken but superconducting order is absent, at least in a lattice version
of this model. We consider the parameter values that are most conducive to the
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Figure 4.7: Regions of e-h space for which the chiral metallic phase occurs (purple,
top right), and for which the system is type 2 and the lattice constant is the shortest
length scale (green, bottom right). The regions are well separated, which indicates
that the bosonic Z2 -metal phase does not occur in the class of continuum GinzburgLandau models we consider in the absence of external field.

occurrence of this anomalous phase. Having made this choice and used certain
freedoms to rescale, the parameters we are left with are the electric charge e, the
inverse temperature β and the lattice constant h.
We perform Metropolis-Hastings Monte-Carlo simulations of a discretized form
of the above model. In particular, we determine phase diagrams of the discretized
model in terms of inverse temperature β and lattice constant h, for various values
of the electric charge e. In this way, we determine for what values of the charge e
and lattice constant h the Z2 -metal phase occurs. We also study the response of
the system to external magnetic field.
The main result of the theoretical part of the paper is that the bosonic Z2 metal phase that was observed in the reported experiments cannot occur in the
class of continuum Ginzburg-Landau models we consider, at least not when the
system is type 2 and there is no external magnetic field. This result is established
by Fig. 4.7, which shows the regions of e-h space for which the chiral metallic phase
occurs, and for which the system is type 2 and the lattice constant is the shortest
length scale (as is required for the lattice results to apply to the continuum model).
Since the regions are well separated, we conclude that the anomalous phase cannot
occur in continuum case. This places constraints on the models used to describe
Ba1−x Kx Fe2 As2 and similar materials.
Finally, we give an example of the bosonic Z2 -metal state occurring in a GinzburgLandau model in external magnetic field. This is illustrated by Fig. 4.8. First, the
figure shows the distribution function for the Ising order parameter m for the system with external magnetic field that we consider. The distribution has two well
separated peaks at nonzero values of m, whence we conclude that Z2 symmetry is
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Figure 4.8: Left: Distribution function for the Ising order parameter m for the
system with external magnetic field that we consider. It is clear that Z2 symmetry
is broken. Right: Structure factor for the vorticity of one of the components (the
three components are equivalent). The absence of peaks corresponding to a lattice
suggests that the system is in a resistive vortex-liquid state. This implies that
time-reversal symmetry is broken despite superconducting order being absent.

broken. Second, the figure shows the structure factor for the vorticity of one of the
components (the three components are equivalent). (In the structure-factor plots,
the zero wave-vector component is removed for clarity.) There is no regular vortex
lattice, which can be seen from the absence of corresponding peaks in the structure
factor. From this we conclude that the system is in a resistive vortex-liquid state
despite time-reversal symmetry being broken, i.e. that the system is a bosonic Z2
metal.
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