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To Bengt
who left us too soon

Rieko chando jorieko
(Wisdom disturbs the wise)
- Luo proverb

Abstract
This thesis is written as a monograph covering topics in operations
research and focusing on workforce management in a contact center
environment. This text is the result of a cooperative project between
the Royal Institute of Technology (KTH) and Teleopti WFM. The
main objective is to transform everyday problems faced at Teleopti
into a mathematical modeling framework. The modeling aspect plays
a prominent role and therefore, a large portion of this thesis deals with
the modeling aspects of contact center management. The majority of
the models are proposed in terms of Markov queuing networks.
The text is divided into five chapters.
The first chapter covers the introduction and provides a short background of the basics of contact centers and workforce management. It
also briefly mentions the necessary mathematical tools.
In Chapter 2, a multiclass and multiserver queuing network with
a common budget constraint is introduced. The multiobjective optimization problem of minimizing server costs while delivering a high
quality of service is solved using the marginal allocation algorithm.
The quality of service measures used to quantify customer satisfaction
is the conditional value-at-risk measure and the fraction of abandoning
customers. It is proved that the conditional value-at-risk measure is
integer convex in terms of the number of servers when the customer
waiting time is taken as the loss function.
In Chapter 3, the contact center interagent fairness is considered.
The importance of agent happiness in face of attrition is briefly discussed. To include the interagent fairness into the modeling procedure a multiclass and multiserver queuing network is introduced. The
servers are grouped into pools of exchangeable agents serving a subset of the customer classes. The interagent fairness measure can be
introduced either as part of the objective function or as part of the optimization constraints. Robustness and multiperiod solutions are also
considered.
In Chapter 4, a limited state dependent server sharing system is
considered in the context of a chat based communication system. The
proposed model is an extension of the Markov queuing model applied to
telephone based communication systems, where the agents may serve
several customers concurrently. The service intensity provided depend
on how many concurrent customers an agent serves which increases the
complexity of the model. It is shown how agents of similar performance
can be categorised together into groups and thus be handled separately.
Several results pertaining to solving such a system are introduced and
exemplified.
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In Chapter 5, the estimation of the parameters of the model presented in Chapter 4 is considered. This process is strongly data dependent, i.e., data driven, and a data classification system is proposed
to the data available for the estimation. The chapter then proceeds
to investigate frequentist and Bayesian strategies of parameter estimation under conditions of high and low resolution data Furthermore, the
model in Chapter 4 is evaluated in terms of a real chat center data set.

Keywords: Queues; Queuing Networks; Robust Optimization;
Quality of Service; Modeling; Conditional Value-at-Risk; Interagent
Fairness; Marginal Allocation; Abandonment; Multiclass Multiserver;
Bayesian Estimation; Maximum Likelihood Estimation
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Sammanfattning
Denna avhandling är skriven som en monografi på områden inom
systemteknik med ett speciellt fokus på bemanningsplanerings frågeställningar i en contact center miljö. Texten är ett resultat av ett samarbete
mellan Kungliga tekniska högskolan (KTH) och Teleopti WFM. Huvudidén var att översätta vardagsproblem på Teleopti till matematiska
modeller. Därför har modelleringsaspekten fått en framträdande roll
och stora delar av avhandlingen behandlar modellering av contact center problematik. Majoriteten av modellförslagen bygger på Markovska
könätverk.
Avhandlingen är indelad i fem kapitel där det första kapitlet ger
en översikt och introduktion.
I kapitel 2 introduceras ett multiklass och multiserver könätverk
där delköerna är sammankopplade med en gemensam budget. Flermåls
optimeringsproblemet att minimera kostnaden för agenter medan en
högkvalitativ servicegrad levereras löses genom marginalallokeringsalgoritmen. Kvalitetsmåtten som används för att kvantifiera kundnöjdhet är conditional value-at-risk och fraktionen av kunder som överger
systemet utan service. Conditional value-at-risk bevisas vara heltalskonvext i antalet agenter när kundernas väntetid används som "loss"
funktion.
I kapitel 3 behandlas rättvisa mellan agenter i ett contact center.
Vikten av agentnöjdhet är stor i situationer med hög personalomsättning. Ett multiklass och multiserver könätverk introduceras för att
utgöra en grund till införandet av rättvisemåttet mellan agenter i modelleringen. I kapitlet visas också hur agenterna kan indelas i grupper av
utbytbara agenter, där grupperna kan erbjuda service till delmängder
av kundklasserna. Rättvisemåttet mellan agenter kan införas som en
del av målfunktionen eller i bivillkoren. Robusta och flerperiodslösningar undersöks också.
I kapitel 4 införs en begränsat och tillståndsberoende resursdelningsmodell för ett chatt kommunikationssystem. Den föreslagna modellen är en utvidgning av den Markovska kömodellen för telefonbaserade kommunikationssystem, i vilket agenterna kan serva flera kunder
samtidigt. Den resulterande serviceintensiteteten är beroende av hur
många kunder som får service samtidigt, något som ökar komplexiteten
i modellen. Dessutom visas hur agenter med liknande serviceförmåga
kan delas in i grupper och på så vis hanteras separat. Ett flertal exempel på lösningar har inkluderats.
I kapitel 5 utvecklas skattningsmetoder för att bestämma parametrarna för modellen som introducerades i kapitel 4. Processen är
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starkt beroende av data, dvs, datadriven. Ett dataklassificeringssystem införs för att ordna tillgänglig data och underlätta skattningsförfarandet. Sedan undersöks olika metoder för att skatta parametrarna, både frekventistiska och Bayesianska metoder införs för skattning av parametrar vid god och dålig upplösning på data. Prestandan
och validiteten för modellen från kapitel 4 undersöks också utifrån en
datamängd från ett verkligt chattsystem.
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Reader’s Guide

This monography is divided into three main parts. The first is the introduction,
the second addresses multi-class and multi-server systems in chapters 2 and 3, and
the third covers state dependent server sharing systems with a focus on direct
messaging systems. Chapter 5 deals with parameter estimation of state dependent
direct messaging systems.
The decision was taken to make the chapters self-sufficient and provide the
reader with all the necessary results to grasp the topic in full without having to
cross-reference results. This solution creates some repetition between chapters, in
particular for frequently occurring concepts. However, this was deemed the lesser
of two evils due to the spread of the topics. Chapter 5 is dependent on Chapter 4
however, the chapters can be read in any order.
Outline
Chapter 1
This chapter covers the introduction and provides a short background of the
basics of contact centers and workforce management. It also briefly mentions the
necessary mathematical tools.
Chapter 2
In this chapter a multi-class, multi-server queuing system is introduced. The
network of queues is bounded by a common budget constraint and the efficient front
of optimal solutions is found by applying a marginal allocation algorithm. In the
algorithm, the agent costs are posed against the conditional value-at-risk quality of
service measure.
Chapter 3
Here a multi-class, multi-server queuing network is introduced. Several mixed
integer linear optimization programs are formulated with inter-agent fairness in
mind. Conditional value-at-risk is the main quality of service measure used.

xiii

Chapter 4
A chat system also known as a direct messaging system is modeled as a Markov
queuing system. This may be viewed as an extension of the Erlang type queuing
systems. In this chat system the agents can have several chat dialogues in parallel. These simultaneous dialogues are denoted by concurrency level in the text,
consequently a state dependent server sharing system is developed.
Chapter 5
In this chapter estimation methods are developed to estimate the parameters
of the model design in Chapter 4. A classification system on available data sets
is introduced to help to decide which methods are applicable. Methods for high
quality data and for low quality are considered. A real data set is then used to
perform a model validation on the system model in Chapter 4.
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There are three kinds of people: those who can count and
those who can’t.
-unknown

Part I: Introduction
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Chapter 1

Introduction

1.1

Introduction

This work has been a collaboration between the Royal Institute of Technology (KTH) Stockholm, Sweden and Teleopti WFM, Stockholm, Sweden.
Teleopti WFM was founded by Marita och Nils Bildt. Teleopti provides software for workforce management, WFM, problems with a particular focus on
contact centers. Teleopti also proffers consultants specializing on software
and WFM solutions. The research topics originate from real day-to-day
decision making challenges at Teleopti, consequently applied mathematical
modeling is the focus of this thesis. Teleopti financed the candidate’s Ph.D.
position and has been involved in all the steps on the way, provided data,
and problem formulations.
The mathematical focus in this thesis is mainly on queuing problems
for contact centers but the results may have more general applications. The
goal of this work is to combine the theoretical underpinnings of mathematics
with applications in the field of WFM, as well as performing some model
validation.
In this thesis methods from optimization and statistics are used to model
a variety of WFM problems. Formulating a problem in terms of a mathematical program involves determining the objective and the corresponding
3
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variables, parameters, and constraints. One of the most important parts
of this formulation is the underlying problem dynamics. The dynamics of
WFM systems are commonly stochastic in nature, which makes statistics
tools and queuing theory useful beside the relevant optimization methods.
Understanding the dynamics of the underlying systems is essential when
making assumptions, approximations, setting initial conditions, and more.
In particular two main topics are studied, the first one being multiclass, multiserver, MCMS, queuing networks, and the second being queuing
systems were the servers handle several customers in parallel, with state
dependent service intensities, such as seen in contact centers offering chat
functionality.
WFM within the wider field of operations research is in many ways very
well researched, with numerous results to fall back on, all the way back to
Erlang and Palm to more recent contributors. This makes the amount of
results to draw from extensive but at the same time finding novel approaches
somewhat more difficult.

Contact Centers
Today, one of the most common ways companies interact with their customers is via a contact center. A contact center is an entity that connects
an organization with a set of resources, both in terms of staff, hardware,
and management. The contact center organization processes different types
of information, such as historical demand, and customer service measurements, as well as staffing and scheduling needs. One of the main issues facing
a contact center is the resource allocation necessary to fulfill a given set of
service requirements, whether it pertains to the company’s own customers,
or to fulfill some contractual obligations. Therefore, a contact center may
be an internal part of an organization, or it may be a separate business
specializing in WFM. For a good background description and history —see
(Gans et al., 2003). For companies, with contact center functionality, it is
of utmost importance that the efficiency of the process can be accurately
measured, since this forms the basis on which sales, support, contracts, and
more are based. This is usually covered by utilizing sets of requirements on
the delivery of certain levels of quality, most often in terms of service provided to the customers as measured by one, or more quality of service, QoS,
measures such as a required average speed with which calls are answered.
4
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Arguably the most important constituent part of a contact center is the
staff. They have to be hired, trained, and active for a contact center to
perform well. The staff need hardware, such as seats, telephones, and work
stations to perform their jobs. They need software to function efficiently,
as well as providing the means by which the offered service is measured.
There are also systems that are used communally, such as telephone routing
systems, planning tools, etc. These tools have to be used and maintained,
which leads to the need for support and management staff. For a more
thorough description —see (Koole, 2013).
Common contact center service provision includes inbound and outbound
telephone calls, chat functionality, email, back-office services, and social
media tasks — see Figure 1.1. In this work the focus will be on, but not
limited to, inbound telephone calls, and chat functionality.

Figure 1.1: This figure Illustrates some tasks in a contact center; telephony,
email, chat, and back office work.

Inbound Telephone Services
Inbound telephone calls are such that they are assumed to occur according
to some random process, often a homogeneous Poisson process. The origin
of the contact center is the call center, where telephone operators handled
incoming and outgoing calls, distributed via a routing system like the automatic call distributor, ACD — (Koole, 2013). Still telephony is the main
means of communication and consequently of great interest. In the second
5
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part of this monography the results are from, and applied to, telephone
systems, even if there are wider applications.
A pioneer in the field of queuing theory and telephone based communication systems was Agner Krarup Erlang(1878-1929). Erlang was an engineer
and statistician who introduced the queuing systems idea, in particular in
regards to resource requirements for telephone systems —see (Erlang, 1917;
Palm, 1938; Kendall, 1951). Conrad "Conny" Palm(1907-1951) was another
person who made important contributions to the field, like considering abandonments and more —see (Palm, 1943, 1953).
Chat Functionality
Chat based communication has increased dramatically over the last decade,
and therefore become a topic of serious interest for the WFM community.
The main difference in modeling a chat communication compared to modeling a telephone based one is that multiple customers can be served simultaneously by the chat. It is a reasonable assumption that the service rates
of the servers in a chat based environment varies depending on the number
of concurrent chats they are serving. This variation in service rates is both
state dependent, and a server sharing process, akin to processor sharing and
limited state dependent processor sharing —see (Cohen, 1979; Gupta and
Zhang, 2014).

Contact Center Modeling
The processes of the contact center can maybe be understood best in terms
of mathematical models. The operation of a contact center relies on accurate
predictions about customer arrival rates, the type of service they require,
as well as an estimate of how time consuming the service process will be.
To encapsulate these features in terms of a model that allows for sufficient
randomness while still being robust and useful is not a trivial matter, in
particular if the model is to be simple enough to facilitate understanding,
ease of implementation, and long term maintenance.
Different parts of the operations of the contact center may be modeled
separately, however, in the end all models have to function together. The
model need to include a state space topology of the system, on which random
phenomena occur, such as arrivals or finished services, commonly expressed
in terms of stochastic processes. It is of utmost importance to steer the sys6
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tem towards beneficial states, this is done via different control mechanisms,
such as the routing within the system, and by controlling the number of
available servers at any given time.
One powerful way to model such a system is via Markov processes, where
the state is tracked while random jumps occur. The primary feature of
the Markov process is that it is memoryless, which means that any future
transitions only depend on the current state. This type of system is the basis
for the Erlang queuing system formulas. The models in this thesis are all of
Markovian queuing type. Certain relevant topics of Markov processes will
be introduced in Subsection 1.1 and for greater insights —see for example
(Dynkin, 1965; Meyn, 1993)
When the servers are made up of human agents they cannot just be activated to balance the load of the system and then sent back home. The
human workforce must be scheduled ahead of time, i.e., be planned. Therefore, predictions of the future demands are a necessary prerequisite for the
accurate planning of the number of active servers at future time points.
Such predictions form the basis for planning the staffing of the contact center. Adding more servers will increase the throughput of the system, but
it comes at increased cost due to the need for work stations and salaries.
Consequently, there is an argument to keep the number of active agents
to a minimum, but then the service as perceived by the customer becomes
poor, which may impact the long term profitability negatively. To strike a
balance between costs and service quality, some form of optimization needs
to be performed. In the case of contact centers it is often required to, at
least in part, solve an optimization or optimal control problem with integer
valued decision variables. Important optimization techniques and ideas are
introduced in Subsection 1.1, and for a more thorough theory —see (Nash,
1996; Boyd, 2004; Wolsey, 2014).
Another important piece of modeling that needs to be performed is to
choose how to measure the delivered quality. There are many ways to do
this, some measure the efficiency of the system, some try to cater to customer satisfaction or fairness, and there are many more measures available.
Some measures will be presented briefly in Subsection 1.1 and for more on
WFM measures — see (Stolletz, 2003; Koole, 2013). However, such measures often fail to take the needs of the agents working at the contact center
into consideration — see (Gilmore, 2001) or (Russell, 2008).
7
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Markov Theory
To develop models pertinent to service systems offered by contact centers
there is a need to handle uncertainties, such as future variations and customer behavior. Such uncertainties can be formulated in terms of stochastic
processes. Markov processes are a particularly useful class of stochastic processes and will be treated in some detail below. To understand what makes
a Markov process special it is vital to understand that a Markov process is
memoryless, denoted as the Markov property. This implies that the process
will evolve into the future only depending on the current state, i.e., not the
path leading up to that state. Most of the queuing models used in this thesis
are based on continuous time Markov chains with a discrete state space in
steady state. This means that the state space is at most countable, time is
a real number, and the existence of a stable solution.
In queuing theory a special case of Markov processes is ubiquitous, where
the state space is discrete with corresponding random variables {X(t) ∈ X },
time index t, and state space X . The state space can be represented by a
countable set, which commonly correspond to the number of jobs/customers
in the system. The stochastic process {X(t)}, with discrete state space and
continuous time index, is said to possess the Markov property if
P (X(t + s)|X(r) = x(r), X(s) = i) = P (X(t + s)|X(s) = i) ,

(1.1)

for all i, j ∈ X , and for all r ≥ 0, s > r, t > 0 —see for example (Hillier,
2010).
The state changes are referred to as transitions. In the discrete time
case transition probabilities are studied, while in the continuous time case
transition rates are used. Therefore, a Markov process can be specified
in terms of an initial distribution and a transition probability matrix, for
the discrete time process, or a transition rate matrix, for the continuous
time processes. For a more rigorous treatment of Markov processes —see
(Keilson, 1979; Liggett, 2010; Banisch, 2016).
All stochastic processes lie in an appropriate probability space, (Ω, F, P ),
where Ω is a sample space, F a σ-algebra, and P a measure. For the purposes
of this thesis a strict probabilistic approach on relevant probability spaces
is deemed to obfuscate the clarity of the results and is omitted but implied.
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Transition Matrix
A Markov process, with discrete time steps, is often called a Markov
chain (even if some disambiguation exists). Let pij , i, j ∈ X , represent the
probability of jumping from state i to state j in one time step, then the
transition probability matrix for a time invariant system can be written as



P=





p00 p01 p02 . . .
p10 p11 p12 . . . 


p20 p21 p22 . . .  .

..
..
.. . .
.
.
.
.

(1.2)

Furthermore, each row, being a probability distribution, sums to one
|X |
X

pij = 1,

for all i ∈ X ,

(1.3)

j=0

where |X | is the cardinality of the state space.
Transition Rate Matrix
For time continuous processes the rate of the transitions is often of interest. The matrix representing all transition rates is referred to as the
intensity matrix or the infinitesimal generator. In this case the matrix elements are jump intensities or rates, denoted by qij , for the transition rate
of going from state i to state j. For a time invariant intensity matrix the
elements are given by (Hillier, 2010) when the limits exist

d
 qii = − dt
pii (0) = lim 1−ptii (t) ,
for all i ∈ X ,
t→0
p
(t)
 qij = d pij (0) = lim ij = qi pij , for all i =
6 j.
dt
t

(1.4)

t→0

Thus the corresponding transition rate matrix can be stated as



Q=





q00 q01 q02 . . .
q10 q11 q12 . . . 


q20 q21 q22 . . .  ,

..
..
.. . .
.
.
.
.

(1.5)

where each row sums to zero since
− qii =

X

qij ,

for all i ∈ X .

(1.6)

j6=i
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The element qii is the rate at which the system leaves state i.
In many cases a continuous time Markov process can be be transferred
to a discrete system by an embedding. The times between transitions in the
embedded chain are still dependent on their continuous transition rates.
Stability and Stationarity
If there exists a limiting distribution for the Markov process, which is
independent of the initial state, then the system has a steady state distribution, or stationary state. This feature is particularly interesting when
studying queuing systems and often forms the basis of the analysis.
Then for an ergodic and irreducible process the steady state equations
are given by
(n)
lim pij = πj ≥ 0,
(1.7)
n→∞

where the πj uniquely satisfies

 π Q = 0,
P
πj = 1.


(1.8)

j∈X

An irreducible Markov process is said to be ergodic if all states are
recurrent and aperiodic, (Taha, 2007). An ergodic stochastic process is a
process where time averages are equivalent to the ensamble averages.
Another useful quality is the PASTA (Poisson Arrivals See Time Averages) property — see (Wolff, 1982). For a system with the PASTA property
the state probability as observed by an arriving customer is the same as
observed by a random outside spectator.
Markov Queues
All systems modeling are based on queuing systems, in particular queuing systems with the Markov property. Some systems may be extended to
include other types of queuing, however, this often leads to the need for approximations and heuristics, or alternatively switching to a pure simulation
approach.
Queuing systems have several constituent parts, there is an arrival process, a service process, a routing scheme, and possibly a buffer for jobs
awaiting service.
The service process is commonly assumed to be a Poisson process and
represented by the first M in the M/M/c notation of (Kendall, 1953). In
10
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this work both M/M/c and M/M/s are used, where c or s represent the
number of servers. Examples of such a queuing systems are the systems
underlying the Erlang B/C models. More complicated arrival processes are
possible, as long as the Markov property is preserved.
The service process is the process of serving customers that have entered
the system and been routed to an appropriate agent. The time it takes to
complete the service of a customer is referred to as the service time. In this
thesis this service time is exponentially distributed as a consequence of the
Markov property. The service process may readily be extended to include
Erlang distributions at the expense of a larger state space without violating
the Markov property. Other phase type, PT, distributions can also be used
but often at the cost of needing to solve matrix equations — see (Neuts,
1994). These matrix equations will change size when trying to optimize the
system in terms of the number of agents employed.
In more complicated queuing networks the routing rule followed is of
great importance for the overall performance and dynamics of said system.
A routing rule needs to be included when an arriving job may be routed
to several agents, or when an agent can accept several types of customers.
Often such a routing design will be expressed in terms of a probability
distribution over the different possibilities. This approach assures that the
Markov property holds. The order in which customer are served is also part
of the routing. In this thesis the first come, first served , FCFS, principle is
used.
Jobs arriving to a system where all the servers are fully occupied can
either be turned away, or placed in a waiting buffer. For a M/M/c queue
these situations correspond to the Erlang B and the Erlang C models respectively. When an agent has spare capacity to serve an additional client
a service slot is said to be available. This service slot will be filled with a
job from the buffer when the buffer is not empty. When there are several
classes of customers, i.e., customers with different service needs, they may
be placed in separate waiting buffers.
Optimization Theory
Optimization theory spans a great many subfields such as linear, integer,
nonlinear, and many more but can be summarized as being a systematic
way of obtaining the best solution with respect to some given objective while
fulfilling some set, possibly empty, of constraints —see (Nash, 1996; Boyd,
11
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2004). The specific problem under consideration determines the formulation
of the optimization program, if it is of a maximization or minimization
character, which the relevant decision variables of the model are, and which
are the pertinent constraints.
In this thesis the objective functions are obtained from the WFM field
and have a connection to recurring events at Teleopti WFM, such as minimizing costs of contact centers while fullfilling some quality constraints,
minimizing over some QoS measures, while maintaining fairness, etc. The
optimization formulation determines the nature of the optimization problem, and in turn the specific methods available for solving said problem. In
this work linear-, nonlinear- and integer-problems are considered, and some
of the formulations are of the multiobjective type. The basic steps of formulating the problem remains the same, identify the variables, determine
the objective function(s), and impose the constraints. The space they are
defined on will aid in determining the available solution methods.
The decision variables of the problem can be viewed as our controls, the
means by which the solution may be steered so that it is the best achievable
while still being feasible in terms of the constraints. Variables representing
available resources, in particular number of servers, are used regularly. The
number of variables and constraints are the main factors determining the
size of the problem.
The objective function depends on the variables of the model. The objectives in this work are most often of a minimization character. The optimal
solution, when it exists, provides the values of the model variables and also
imply their mutual relationships with the constraints that determine the feasible solutions. The set of solutions to the problem will be greatly influenced
by the constraints used.
A general optimization problem can be stated as (Nash, 1996)
minimize
x∈X

subject to

f (x)
Ii (x) ≤ 0,
Ej (x) = 0,
x ∈ X,

(1.9a)
∀i
∀j

(1.9b)
(1.9c)
(1.9d)

where the variables are given by x on some state space X for the objective function f (x) : X → R, with inequality constraints I and equality
constraints E.
12
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A solution, x∗ , to the minimization problem is said to be optimal if
f (x∗ ) ≤ f (x),

∀x ∈ X .

(1.10)

Furthermore, the solution x∗ is said to be a feasible solution if the constraints
(1.9b) - (1.9d) are fullfilled.
The problem is linear if the objective function and constraints are linear,
it is nonlinear when at least one constraint, or the objective, is nonlinear,
and integer when at least one variable only takes integer values.
Linear problems are commonly solved with the simplex method, or interior point methods. For integer problems branch and bound, and cutting
plane techniques may be employed. Integer optimization methods are commonly NP-hard due their combinatorial nature.
In general a globally optimal solution cannot be guaranteed for nonlinear
problems. Typically, a local optimum will be found. Therefore, a particularly interesting subset of nonlinear problems are the convex problems where
a global optimum is possible.
Convexity
The concept of convexity is of utmost importance in optimization theory.
The reason one is interested in convex optimization is the fact that all local
optima are also guaranteed to be global optima. A convex optimization
problem is one where the feasible region is a convex set and the objective
function is a convex function. A set is convex if it is closed under convex
combinations — see Figure 1.2, and a function is convex if it is real valued
and has the property that it’s epigraph is a convex set.
A real valued twice differentiable function of one variable is convex if the
second derivative is positive and a real valued function of several variables
is convex if the Hessian is positive semidefinite on a convex set with nonempty interior (Boyd, 2004) — see Figure 1.3. A subset A in the set S in
a vectorspace V is a convex subset if all linear combinations of x, y ∈ A are
also members of the subset, i.e.,
(1 − α)x + αy ∈ A,

α ∈ [0, 1],

(1.11)

and a function on a convex set f : A → R is said to be convex if
f ((1 − α)x + αy) ≤ (1 − α)f (x) + αf (y),

∀x, y ∈ A, α ∈ [0, 1].

(1.12)

A function g is said to be concave if −g is convex.
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Figure 1.2: An example depicting a convex set.

Integer Convexity/Concavity
In WFM integer valued decision variables are frequently encountered due
to the fact that resource management is often done in terms of an integer
number of servers. Consequently making the concept of integer convexity
important. Integer convex problems are frequently encountered in staffing
prolems due to the law of diminishing returns. To define integer convexity
let
∆f (x) = f (x + 1) − f (x), x ∈ N,
(1.13)
then a function is said to be integer convex if
∆f (x + 1) ≥ ∆f (x),

∀x ∈ N,

(1.14)

—see (Svanberg, 2009a). If f (x) is convex on R, then f (x) is integer convex
on N —see Figure 1.3.
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Figure 1.3: An example illustrating a convex function, f , and an integer convex
function represented by the diamonds.

Robust Optimization
Robust optimization may be used when there is uncertainty in regard
to the objective function and/or the constraints. With the help of robust
optimization such uncertainties can be taken into consideration by finding a
solution that is optimal with respect to said uncertainties. Common forms
of robust optimization methods include minimax and expected value optimization —see (Wald, 1945; Bertsimas and Sim, 2004).
Minimax optimization is also called worst-case optimization. The aim is
to minimize the objective function when the uncertainties, on the given data
A, are allowed to be as unfavorable as possible, within some given bound
∆A,
minimize maximize f (A + ∆A, x).
(1.15)
x∈F

k∆Ak≤α

Expected value optimization, on the other hand, requires an estimation
of the probabilities of the uncertainties, once these are known the expected
value of the objective function is minimized.
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These methods are part of the field of stochastic optimization with popular methods such as scenario generation being a common approach —see
(Calafiore and Campi, 2006). If both types of robust optimization problems
are solved, the solution for the expected value optimization problem will be
somewhere between the non-robust solution and the worst-case solution. In
general, formulating a robust optimization problem gives a problem that is
NP complete, i.e., no polynomial time method is known to solve the problem —see (Ben-Tal, 2009; Fredriksson, 2013). This also holds true for the
general minimax optimization of a least-squares problem —see (El Ghaoui
and Lebret, 1997). It is also fruitful to further classify the solution in terms
of local or global robustness.
QoS Measures
In the world of contact centers the level of service provided is of utmost
importance. To facilitate the quantification of the level of service provided a
plethora of service measures have been defined. Most often the QoS measure
used is related to the service as experienced by the customer. Queuing
theory and Markov processes provides a framework from which to introduce
and measure such service in a methodical way. Common measures are the
blocking probability, average time to answer, telephone service factor, and
more.
In contact centers, based on queuing networks, the QoS often set some
limit value on acceptable levels of service in the form of minimum or maximum levels of guaranteed performance. The delivered performance is heavily
dependent on the resources employed, in particular the number and skill of
agents. Where the resource allocation acts as the control mechanism for
achieving said performance levels. Such measures also aid in the long term
design and planning of contact centers, where different customer classes may
have different needs and be subject to varying priorities. Other aspects of
the service process may also be of interest, in particular measures pertaining
to efficiency, such as throughput, from a managerial perspective. Thus, the
QoS measures may be used in several different ways, such as as a measure
on delivered performance and in planning for the future operations of the
contact center.
Here, the focus is on the planning perspective and the QoS measures
are in regards to the end user experience, or to the interagent fairness in
Chapter 3.
16

Introduction
Where explicit formulas are given it is with respect to the M/M/c queue
if nothing else is indicated.
Average Speed of Answer
Also called Average Time to Answer, ATA. The average delay of a customer entering the system. Where the waiting time distribution in the
queue, Wq , is given by (Hillier, 2010)
FWq (t) = (1 − P(Wq = 0)) e−(cµ−λ)t ,

(1.16)

where c is the number of servers, µ the service rate, λ the arrival rate, and
t being the time. Delay is defined as meaning the time waiting for service
to start and given by the expected value of Equation 1.16.
Z∞

t dFWq .

E(Wq ) =

(1.17)

0

Telephone Service Factor
Answering a certain fraction α of incoming calls within the time T > 0
is referred to as Telephone Service Factor, TSF, or simply Service Level
(Koole, 2013).
This type of measure is referred to as Value-at-Risk, VaR, in finance,
where α represents the quotient of risk and where the loss function is given
by the waiting time distribution from Equation 1.16 for the M/M/c queue.
The quotient, α, of customers receiving service within the acceptable
waiting time, AWT, is
ZT

α=

dFWq .

(1.18)

0

This formulation holds for all waiting time distributions, for the appropriate
distribution function in place of dFWq .
CVaR
The quality of provided service as measured by the TSF measure does
not take into consideration the actual waiting times for customers not served
within the AWT limit. It may be prudent to mitigate the waiting times for
the worst off customers, which means including the tail distribution into
17
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the QoS measure. One way of accomplishing this is by introducing the
conditional Value-at-Risk, CVaR, measure (Uryasev and Rockafellar, 2001;
Rockafellar and Uryasev, 2002). This type of measure is also known as
expected shortfall in finance. It gives the expected waiting time for the
customers that do not receive service within the AWT limit. This measure
has the additional advantage of being risk coherent (Artzner et al., 1999).
It can be formulated as
Z
1
φ(x) =
f (x, y) dy,
(1.19)
1−β
f (x,y)≥α

where β ∈ [0, 1) is the quotient, α the corresponding VaR value, x the
decision variable, f (y) is the loss function, and y the uncertainty of the loss
function. The loss function will always be taken as the customer waiting time
in this work. Note that when β = 0 this measure just gives the expected
waiting time or ASA.
Fraction Abandoning
Another measure that, in a sense, takes the whole customer experience
into account is the fraction of customers abandoning the system before receiving service. Systems with abandonment are not M/M/c type queues.
Abandonment measures have to take into account if a customer leaves due
to impatience, or finished service. There are several ways to define this measure, Koole (2013) makes a classification where customers are divided into
four categories:
i) cb , number of clients connected before AWT,
ii) ca , number of calls connected after AWT,
iii) ab , number of calls abandoned before AWT,
iv) aa , number of calls abandoned after AWT,
leading to three abandonment QoS measures

cb

 Ab1 = c ,

Ab2 =

cb

c+aa

 Ab = cb ,
3
c+a

,

(1.20)

where c denotes all customers that received service and a all customers who
abandoned before service.
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Remark 1.1.1. The QoS measures are commonly related to each other.
Measures on M/M/c type systems often generate similar results in terms
of staffing. The most common types of measures relate the waiting times to
the system setup. However, with that being said it is still very important to
choose a measure that is relevant for the given system. Non-M/M/c types
of queuing systems may effect the results of the measures more significantly,
in particular if the probability mass of the waiting time distribution is heavy
in the tail.

1.2

Summary and Main Contributions

The main contribution of this thesis is discussed below, chapter by chapter.
The specific contributions of the candidate, Göran Svensson, are also listed.

A Marginal Allocation Approach with Conditional
Value-at-Risk and Abandonment Measures
In this chapter a Markovian MCMS problem is formulated as a system of
M/M/c queues, each serving one customer class. The separate M/M/c
queues are bound together by one, or more, common budget constraint(s).
This multiobjective problem is solved using the marginal allocation algorithm with the agent costs and the corresponding CVaR levels as the
competing objectives. This is possible due to the fact that the functions
of the objective are monotone and separable. The agent cost is monotonly
increasing in the number of agents while the CVaR value is monotonly decreasing in the number of agents.
The merits of the CVaR measure are discussed in some detail. The CVaR
loss function is taken to be the customer waiting time before. Furthermore,
CVaR with respect to waiting time is proven to be a convex function in the
number of agents employed.
This type of problem provides a useful approximation to more complex
multiclass situations, which is in line with some of the models employed by
Teleopti WFM.
This chapter is based on the conference paper (Enqvist and Svensson,
2018b), presented at ICORES2018, and the book chapter (Enqvist and
Svensson, 2018a).
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A Multi-Class and Multi-Server System Inter-Agent Fairness
Measure
A simplified model of a MCMS queuing system is introduced. The different
customer classes are served by agents whom are distributed over a number of agent pools that can serve a subset of the customer classes. Several
optimization formulations are suggested to include an interagent fairness
criterion in the solution. Some of these mathematical programing formulations are extended to include methods for achieving robust and multiperiod
solutions.
The main idea of providing a way to define and optimize interagent
fairness is relevant to the operation of a contact center due to the serious
problem of attrition, i.e., skilled agents resigning from their place of work.
One factor contributing to high attrition rates is a perceived unfair work
environment, which includes the interagent work distribution.
This work was presented at the conference IFORS2017, Quebec, Canada.

Chat System Model a Markov Approach
Chat functionality has become prevalent at contact centers over the last
decade. A discrete state space, continuous time Markov model is employed
together with relevant measures, and routing schemes. The model takes into
consideration that agents may serve more than one client at any given point
in time and the possibility of state dependent service intensities. It is shown
how solutions may be easily obtained while still keeping track of the explicit
states of the underlying system. Furthermore, the service rates of the agents
may vary depending on skill and experience, thus, it might be reasonable
to divide the employed agents into groups corresponding to different state
dependent service rates.
This model is a natural extension to the Erlang models employed by
Teleopti WFM for call center solutions. The development of this particular chat model taps into the knowledge already available at Teleopti.
This model, implemented on a computer system, has also been patented by
Teleopti.
This chapter is based on the patent (Svensson, 2018) and the conference
paper (Enqvist and Svensson, 2019) presented at ICORES2019.
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Chat Model Parameter Estimation
Methods for estimating the model parameters of the chat system model
introduced in 1.2 are analyzed. The different types of data that might
be available is classified and general guidelines for data requirements are
investigated. Two main situations are analyzed, based on the available data,
the first being a situation where detailed data is available and the second
where data is very sparse and of low resolution due to aggregation. Methods
and examples of parameter estimations based on a real data set are included
as is a model validation based on said real data set.
Teleopti WFM has systems in place to estimate the parameters for call
center models, but to fully utilize the model in 1.2 the parameter estimation
techniques had to be extended to make the model useful.
This chapter is based on the conference paper (Enqvist and Svensson,
2017), which has been further developed.

Co-authors’ Contributions
This thesis has been the result of a collaboration between the Department
of Mathematics at KTH and Teleopti WFM. My main supervisor was Associate Professor Per Enqvist and my co-supervisors were Associate Professor
Tatjana Pavlenko and Professor Anders Forsgren.
All chapters have been in collaboration with Associate Professor Per Enqvist via weekly or twice-weekly discussion meetings. He has been involved
both on a supervisory level and with constant feedback pertaining to the
development of the mathematical frameworks and models in this thesis.
Chapter 2, the candidate proposed a multiserver problem that was appreciated as a topic of priority for Teleopti. The candidate did the majority of
the work with developing the model, and also proposed the use of the CVaR
measure. The analysis and optimization formulations were done in collaboration with the main advisor, implemented by the candidate, and published
in collaboration. The candidate presented the work at ICORES2018 and as
well as wrote both the paper and the chapter.
Chapter 3, in cooperation with Teleopti, the candidate identified interagent faimess as a research topic. The candidate surveyed the area and came
up with the faimess concept studied. The different optimization formulations
were developed during discussions with the main advisor, and implemented
by the candidate and published in collaboration. The chapter was written
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by the candidate. Furthermore, the candidate wrote an extended abstract
and presented the work at IFORS2017.
Chapter 4, the candidate proposed the chat systems model and it was
declared as a topic of interest to Teleopti. The model was developed during discussions with the main supervisor, and expertise at Teleopti, and the
analysis was done in collaboration with the main supervisor. A patent was
filed and granted on Teleopti’s behalf, where the candidate was responsible
for the documentation. Based on the documentation a publication was written in collaboration with the main advisor and presented by the candidate
at ICORES2019.
Chapter 5, builds on parameter estimation methods for the model in
Chapter 4. The statistical methods have mainly been developed by the
candidate, with support and discussions with the main supervisor, and the
expertise of the co-advisor Tetyana Pavlenko. The conference publication
was written in collaboration with the main advisor, but the substantially
extended version of Chapter 5 was written by the candidate. The early
version was presented at ICORES2017, in poster form, by the candidate.
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A Marginal Allocation Approach
with Conditional Value-at-Risk
and Abandonment Measures
2.1

Introduction

This chapter is based on (Enqvist and Svensson, 2018b), which was presented
at the ICORES2018, and an extended version (Enqvist and Svensson, 2018a)
was selected for publication.
In this chapter multi-class multi-server, MCMS, queuing networks and
the optimal allocation of agents with respect to a selection of Quality of
Service, QoS, measures are analyzed. Two types of queuing systems are
considered. The first system type is based on the Erlang-C model with
Conditional Value-at-Risk, CVaR, as the QoS measure using the waiting
time as the loss function — see (Rockafellar et al., 2000; Rockafellar and
Uryasev, 2002) for more details. In the second system type the Erlang-A
model is considered, which includes abondonment, for two QoS measures.
The first QoS measure being the weighted fraction of abandoning customers
and the second one the CVaR with the loss function as the waiting time of
customers conditioned on that they receie service eventually.
The basic model consists of a system of parallel server pools with a
corresponding set of agents (servers) that cater to customers (jobs) — see
Figure 2.1. The separate and parallel queuing systems are bound together
by a common budget constraint.
λ1

M/M/c1

..
.

..
.

λN

M/M/cN

Figure 2.1: A system of N parallel M/M/c queues, (Enqvist and Svensson,
2018b, Fig.1).
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The optimization problem is formulated and solved in terms of the
Marginal Allocation, MA, algorithm (Fox, 1966). When varying the budget constraint the whole efficient front, consisting of efficient solutions, can
be found. The MA algorithm depends on the costs of agents and on the
QoS measure used to be separable and be (integer) convex functions. In the
tradition of (Rolfe, 1971; Dyer and Proll, 1977; Weber, 1980) it is prove that
the QoS measure on the Erlang-C system, determined by CVaR, is decreasing and convex in the number of agents. In (Rolfe, 1971) it is shown that the
MA algorithm provides optimal solutions, in terms of the number of servers,
for service systems with constant service times. The average waiting time
in the queue(buffer) is shown to be a strictly decreasing convex function in
the number of servers for a M/M/c system in (Dyer and Proll, 1977). In
(Weber, 1980) the average time waiting in the queue, for a G/GI/c queuing system is shown to be a nonincreasing, convex function, in terms of the
number of servers c.
In (Parlar and Sharafali, 2014) the authors summarize various other
proofs of convexity for different QoS measures as well as their own convexity
results which include convexity in the number of servers for the n:th moment
of the average sojourn time when the arrival and service rates are fixed.
These results indicate that most of the service measures of interest in the
design of queuing based networks have the "diminishing returns" feature in
the number of servers. In a similar fashion the system of queues where
abandonments are allowed is posed and solved, using a QoS measure based
on the fraction of abandoning customers and CVaR on customer waiting
time provided service is received eventually.
The main contribution of this chapter is the following. CVaR as a QoS
measure is introduced for these types of queuing problems, and the advantages of the CVaR measure over VaR type measures is elaborated on. In
connection with this it is proved that the CVaR measure, using the waiting time as the loss function, is convex and non-increasing in the number
of servers for the Erlang-C type system. We also demonstrate the similarities between the multiobjective solutions for the Erlang-A and Erlang-C
systems.
In Section 2.2 the basic model is introduced. Then different QoS measures are analyzed in Section 2.3. In Section 2.4 the optimization formulation is introduced as well as the MA algorithm. Some numerical results
are presented in Section 2.5 and finally in Section 2.6 a summary and some
conclusions are presented.
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2.2

Model Description

Consider a system of N ∈ N queues of either M/M/c type, as in Figure 2.1,
or of M/M/c+M type (using the notation of (Baccelli and Hebuterne, 1981;
Baccelli et al., 1984)), i.e., Erlang-C or Erlang-A models.
Remark 2.2.1. The Erlang-A model consists of two parts, the first being the
traditional Kendall notation ”A/B/c” (Kendall, 1953), and the second part
being ”+D”, where ”A” describes the arrival process, ”B” the service process,
”c” the number of servers, and ”D” denotes the process of abandonments.
Each server pool has a separate and infinite first-come, first-served,
FCFS, buffer.
Let the index set I = {1, . . . , N } represent an enumeration over the
corresponding queues of the system. Let ci denote the number of servers in
queue i ∈ I and let c = [c1 . . . cN ] denote the corresponding staffing vector.
The arrival process to queue i ∈ I is modeled as a homogeneous Poisson
process with arrival rate parameter λi . This assumption often is realistic
enough for the model to be useful in practice.
The service rate of each server in queue i is denoted by µi and the service
times are exponentially distributed, which makes it a tractable model since
this type of model is Markovian. In the case of the Erlang-A type systems,
the abandonment rates of customers is modeled. The time to abandonment,
depending on the individual patience of a customer waiting for service in
queue i, is exponentially distributed with the rate parameter θi , as in (Palm,
1946, 1953). Hence, the customer will leave the system either on service
completion, or due to running out of patience - depending on whichever
occurs first. It is assumed that customers in the process of being served do
not defect. The arrival processes, the service times, and individual patience
are all independent of each other, and the system is analyzed in steady state.
The total cost of the agents is assumed to be a separable and increasing
P
integer convex function g(c) = N
i=1 gi (ci ), e.g., a linear cost function g(c) =
PN
i=1 ci ai where ai is a fixed cost for each agent of type i ∈ I. Furthermore,
the number of agents available for assignment to the different queues may
be limited. Let di ∈ N be the maximum number of available agents of type
i, and `i ∈ N be a minimum requirement of agents. Limiting the number
of agents can also help with avoiding probability issues for the CVaR type
measures — see Remark 2.3.2.
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Let b denote a budget constraint on the system, meaning that the total
cost of the servers assigned to the queuing network must be within this budget. The model may be extended to include additional budget constraints,
each of which affects only a subset of the queues.

2.3

Quality of Service Measures

To promote a positive customer experience the queuing system is endowed
with a QoS measure. Typical QoS measures for contact centers include
the average speed of answer, ASA, and the telephone service factor, TSF,
(Gans et al., 2003). TSF is also known simply as the service level, SL. ASA
measures the average time a customer spends waiting for service, while TSF
considers the acceptable waiting time, AWT, that a certain percentile of the
customers must wait before receiving service.
For the QoS measure to be suitable for optimization with MA it is important that it is convex. Often the relevant QoS measures are convex, in
both the number of agents and the arrival parameter (Parlar and Sharafali,
2014). As a consequence the law of diminishing returns’ holds for many
resource management problems, since this is an effect of convexity. However, convexity may not be taken for granted. Although it has been shown
to hold for many service measures an example where it does not hold is
demonstrated in (Koole and Pot, 2011) for a problem with varying buffer
size.

2.3.1

The Conditional Value-at-Risk Measure

In finance a measure akin to the TSF is used, under the name of Value-atRisk, VaR, to quantify the risk of (large) losses for a given loss distribution
function. The CVaR measure is often preferred to the VaR type measure
due to its convexity properties (Rockafellar et al., 2000; Rockafellar and
Uryasev, 2002) and that it is a coherent risk measure (Artzner et al., 1999).
The CVaR measure provides the mean of the extreme outcomes at quantile
level β ∈ [0, 1). For β = 0 it gives the expected value of the given loss
function. In general, β > 0, CVaR offers a means of controlling worst case
outcomes, which might be of great importance in fields like healthcare, as
pointed out in (Parlar and Sharafali, 2014). It may also be beneficial to use
CVaR for any service system were all customers must be handled within a
reasonable amount of time.
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The general expression for CVaR at quantile level β is
φ(x) =

1
1−β

Z

f (x, y) dp(y),

(2.1)

f (x,y)≥αβ (x)

where x is the decision vector, y the uncertainty of the loss function, p is
the corresponding density function, f the loss function, and αβ the VaR
value for quantile β. In terms of TSF the αβ value corresponds to the time
before which a certain percentage of clients should start receiving service.
The classic example (seldom used in practice) being 80% of the customers
should start their service period within 20s of waiting. In this example the
αβ value is 20s and represents the 80%-quantile of the loss function.
Consider the two CVaR based QoS measures: one for the Erlang-C system with the customers’ waiting time in the queue as the loss function, and
another for the measure for the Erlang-A system with the loss function given
by the waiting time in the queue conditioned on that the customer eventually
receives service. The first CVaR measure on the system of Erlang-C queues
is denoted CVaR-C, and the second on the system of Erlang-A queues is
denoted CVaR-A.
2.3.1.1

CVaR-C

First consider some preliminary results for CVaR-C networks. The waiting
time distribution for a M/M/c queue is given by (Kleinrock, 1976; Kleinrock
and Gail, 1996)
Pr(Wq > t) = Πq (c, η)e−(cµ−λ)t = 1 − FWq (t),

(2.2)

where Wq is the random variable representing the waiting time (in queue)
and Πq (c, η) is the probability of delay, i.e., of a customer being forced to
wait when there are c homogeneous agents working under load η = µλ . The
probability of delay is given by the Erlang-C formula (Kleinrock and Gail,
1996),
η c /c!

Πq (c, η) =
(1 − η/c)

c−1
P

η i /i!

.
+

(2.3)

η c /c!

i=0
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It can be calculated efficiently via the following recursion, similar to the
results in (Zeng, 2003),
Πq (c + 1, η) =

λ
(cµ − λ)Πq (c, η)

.
µ (c + 1)µ − λ c − λΠq (c, η)

(2.4)

The main advantage of this formula is that it leads to stable numerical
calculations. It can be noted that the recursion is initiated by Πq (1, η) = η,
and any value larger than one should be interpreted as one, since larger
values correspond to unstable queues when abandonments are excluded.
Various queues may have different QoS requirements; consequently let
βi denote the quantile level for queue i ∈ I and ti , which corresponds to αβ
in Equation (2.1), be the VaR (AWT) value for queue i. The loss function
from Equation (2.1) is given by the waiting time in the queue, i.e., f = Wq .
The QoS requirement for the VaR type measure is then given by
Pr(Wq,i ≤ ti ) ≥ βi ,

i ∈ I.

(2.5)

For a M/M/c system with the waiting time in the queue as the loss function
both the VaR value and the CVaR value have explicit formulations.
Proposition 2.3.1. Consider a M/M/c queuing system with arrival rate λ
and service rate µ where the β-level is given. Let the loss function be given
by the waiting time in the queue, and the load η = µλ . Then, the VaR value
is given by
log Πq (c, η) − log(1 − β)
t(c) =
,
(2.6)
cµ − λ
and the corresponding CVaR value is given by
φβ (c) = t(c) +

1
.
cµ − λ

(2.7)

Proof. The VaR is defined as
t(c) = min{t|FWq (t) ≥ β}

(2.8)

Since the distribution FWq (t) is known from (2.2 and 2.3), depends on c and
is invertible, it is possible to determine this minimum explicitly as
1 − β ≥ Πq (c, η)e−(cµ−λ)t(c) ,
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and the VaR value is achieved at the minimum of Equation (2.8), thus,
log (1 − β) = log Πq (c, η) − (cµ − λ)t(c)
log Πq (c, η) − log (1 − β)
t(c) =
,
cµ − λ

(2.10)
(2.11)

gives the VaR value and proves (2.6).
The corresponding β-CVaR is defined by
1
φβ (c) =
1−β

Z∞

τ dFWq (τ ),

(2.12)

t(c)

with explicit formulation for Πq (c, η) ≥ 1 − β, FWq (t) = 1 − Πq (c, η)e−(cµ−λ)t
from Equation 2.2 and dFWq (t) = (cµ − λ)Πq (c, η)e−(cµ−λ)t dt.
(cµ − λ)Πq (c, η)
φβ (c) =
1−β

Z∞

τ e−(cµ−λ)τ dτ

t(c)

h
i∞ 
1
(cµ − λ)Πq (c, η)
1 h −(cµ−λ)τ i∞
−
.
=
−
τe
e−(cµ−λ)τ
2
t(c)
t(c)
1−β
cµ − λ
(cµ − λ)
(2.13)

Plugging in Equation 2.6 and cancelling terms gives
1
Πq (c, η) 
1
φβ (c) =
log
+ 1 = t(c) +
,
cµ − λ
1−β
cµ − λ




(2.14)

which concludes the proof.
Using the notation of t = αβ to underscore that the VaR value, in this
case, is measured in units of time.
Remark 2.3.2 (Probability atoms and CVaR). If β is small then a probability atom might have to be handled. To avoid such an atom it is required
that Πq ≥ 1 − β holds. For a complete treatment of CVaR in cases where
there is a probability atom — see (Rockafellar and Uryasev, 2002). However,
for most realistic choices of parameters this is not an issue and is ignored
throughout the rest of the chapter.
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The QoS measure given by Equation (2.7) of the β-CVaR is integer
convex and decreasing in the number of agents, c. This condition is necessary
for the application of the MA algorithm. The integer convexity property of
Equation (2.13) is formalized in Proposition 3.2.4.
Proposition 2.3.3 (Integer convexity of β-CVaR). Consider a M/M/c
queue with constant rate parameters µ, λ > 0. If cµ > λ, and K < β ≤ 1,
where K is large enough so that there is no probability atom, then
φβi (ci ) = ti (ci ) +

1
,
ci µi − λi

i ∈ I,

is a decreasing and integer convex function in ci ∈ N.
The proof is algebra based and is given in the Appendix.
2.3.1.2

CVaR-A

In the case of the CVaR-A type system, the loss function is given by the
waiting time in queue for a customer that eventually gets served.
No penalties are incurred for having defections, so in a sense this measure
rewards the patient customer by limiting the waiting times in the queue for
clients that eventually receive service. When considering the waiting time
in queue, customers that defect the system without service are disregarded.
An explicit expression is not available for this QoS measure and this loss
function may be easiest to obtain via simulation or approximation. In the examples below, in Section 2.5, a simulation-based approach is used since this
immediately provides the probability density for different quantiles. Simulating the model with ci servers K times, the waiting times {wq1 , · · · , wqK }
are obtained, and the CVaR can be estimated by
Φβi (ci ) =

K h
i+
1 1 X
wqk − ti ,
K 1 − β k=1

(2.15)

where ti , i.e., the VaR estimate, is determined by the β quantile of the
waiting times.
The CVaR approach is easier to implement when the distribution is
parametric and known, even if a numerical approach has to be used when
the distribution function is not invertible — see (Rockafellar et al., 2000,
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Thm. 2). Otherwise sampling from the empirical distribution can be carried
out to obtain estimates.
Increasing the abandonment rate θ parameter leads to improvements of
the QoS measure for customers that get served, since the waiting time will
be reduced due to an increase in the fraction of abandonments. However,
when more customers abandon the quality of service will most likely not be
perceived as improved. Therefore this QoS measure makes most sense under
a constant (or limited) abandonment rate, and may be difficult to use for
comparisons between systems with different abandonment rates.
We have not proved the integer convex property for the CVaR-A system,
but according to numerical experiments we have no reason to believe that
this measure would not abide by the law of diminishing returns.

2.3.2

Probability of Abandonment

Systems of multi-server Erlang-A queues are open to other types of QoS
measures. In (Garnett et al., 2002; Mandelbaum and Zeltyn, 2007) different
measures for queuing systems with abandonments are considered. Erlang-A
queues are stable for arbitrary loads, while Erlang-C queues are only stable
when cµ > λ, i.e., when the total service capacity is greater than the arrival
rate. Here systems in steady state are considered, with constant (random)
demand. Perhaps the most obvious measure to use is the probability that a
customer will abandon the queue before receiving service. This may occur
if the arriving customer finds all servers occupied and therefore has towait
in the queue. The customer willsubsequently abandon it if his/her patience
runs out before a server becomes available. Let the Erlang-A system with a
QoS measure based on the fraction of abandonments be denoted by Pr-A.
(i)
Let πj denote the probability of queue i ∈ I being in state j ∈ N, where
the states are given by the number of customers in queue i. Furthermore, let
(i)
E1,ci denote the Erlang blocking formula of the i:th queue with ci servers.
The incomplete Gamma function is defined as
Zy

γ(x, y) =

tx−1 e−t dt.

(2.16)

0

Then, in accordance with (Mandelbaum and Zeltyn, 2007), let
A(x, y) =

xey
γ(x, y),
yx

x > 0, y ≥ 0.

(2.17)
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The probability of an arriving customer finding all servers busy is given by
Pr(Wq > 0) =

λ
A( cµ
θ , θ )E1,c





λ
1 + A( cµ
θ , θ ) − 1 E1,c

.

(2.18)

The fraction of customers abandoning, conditioned on having to wait when
arriving, is given by
1
1
Pr(Ab|Wq > 0) =
(2.19)
cµ λ + 1 − ρ ,
ρA( θ , θ )
λ
is the offered load per agent. Using the definition of conditional
where ρ = cµ
probability yields the fraction of customers abandoning the queue:

Pr(Ab) = Pr(Ab|Wq > 0) Pr(Wq > 0)
=

!



λ
A( cµ
ρ−1 
θ , θ )E1,c
.


+
λ
cµ λ
ρ
ρA( cµ
,
)
1 + A( θ , θ ) − 1 E1,c
θ θ

1

(2.20)

The QoS measure given by the fraction of customers abandoning is decreasing and proven to be integer convex in the number of servers for µ ≥ θ
(Armony et al., 2009). Several numerical tests indicate that the abandonment rate is convex in θ, which agrees with the findings of (Armony et al.,
2009; Koole and Pot, 2011).

2.4

Optimization Formulation

Here a general optimization framework based on the given queuing systems
and the QoS measures defined in Sections 2.2 and 2.3 is posed.
Consider the multiobjective problem that minimizes the total agent cost
and QoS measure for the corresponding queuing systems, given in Section 2.2. The optimal solutions are given by the solutions to the following
optimization problem with the weighted objective function given in Equation (2.21) with the weights ϕ, ψ > 0,
minimize
c

subject to

N
P

ϕ

gi (ci ) + ψ

i=1
N
P

N
P
i=1

ω(λi , µi )QoSik (ci ),

gi (ci ) ≤ b,

(2.21)

i=1

`i ≤ ci ≤ di ,
ci ∈ N,
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and where QoSik (ci ) denotes the k:th QoS measure for the i:th queue. The
weights ϕ and ψ determine the relative importance of the two objectives,
and the greater ψ is chosen the higher the cost, and the smaller the QoS
measure, will be. The weights ω(λi , µi ) can be used to scale the relative
importance of the queuing systems, and thus prioritize queues with higher
traffic loads or queues where the customers have higher quality demands.
Next a short description of the QoS measures QoSik (ci ) for k = 1, . . . , 3.

2.4.1

QoS : CVaR of Waiting Time (No Abandonment)

Consider the optimization problem (2.21) for the QoS measure defined for
CVaR-C discussed in Section 2.3.1.1, i.e., in Equation (2.12)
(i)

QoSi1 (ci ) = φβi (ci ).

(2.22)

The weights ω ≡ 1 are used in the numerical examples of Section 2.5. The
lower limits `i should be chosen so that `i µi > λi in order to guarantee
stability of queue i.

2.4.2

QoS : Probability of Abandonment

Consider the optimization problem (2.21), for the QoS measure defined for
Pr-A discussed in Section 2.3.2, i.e., in Equation (2.20)
QoSi2 = Pri {Ab|ci }.

(2.23)

For the weights ω we will use the offered load, i.e., ω(λi , µi ) = ηi = λi /µi .
Since the M/M/c + M queues are always stable lower limits `i is not
necessary, but in practice it is recommended to guarrantee an acceptable
abandonment rate.

2.4.3

QoS : CVaR for Waiting Time with Abandonment

Consider the optimization problem (2.21), for the QoS measure defined for
CVaR-A discussed in Section 2.3.1.2, i.e., in Equation (2.15)
(i)

QoSi3 = Φβi (ci ).

(2.24)

The weights ω ≡ 1 are used in Section 2.5. The lower limits `i can be
chosen as in the Pr-A case.
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2.4.4

The Marginal Allocation Algorithm

The MA algorithm is a powerful algorithm for finding the efficient points
of two integer convex and separable functions, as described in (Fox, 1966;
Svanberg, 2009b).
In general, when minimizing the multiobjective optimization problem for
P
separable functions f, g : NN → R where f (x) = fj (xj ) is integer convex
j

and decreasing, and g(x) =

P

gj (xj ) is integer convex and increasing

j

∆fj (xj ) ≤ ∆fj (xj + 1) < 0
0 < ∆gj (xj ) ≤ ∆gj (xj + 1)

j = 1, . . . , N, xj ∈ N,
j = 1, . . . , N, xj ∈ N,

(2.25)

the optimal vector x∗ ∈ NN minimizes ϕg(x) + ψf (x) if and only if the
following conditions are satisfied for each j = 1, . . . , N :
 −∆f (x∗ )
−∆fj (x∗j −1)
j j
ϕ

∆gj (x∗j ) ≤ ψ ≤ ∆gj (x∗j −1)
 −∆fj (0) ≤ ϕ
∆gj (0)

ψ

if x∗j > 0,
if x∗j = 0.

(2.26)

x∗j is an efficient solution if and only if there are constants ϕ, ψ > 0 such
that the conditions (2.26) are satisfied for each j = 1, . . . , N .
Marginal allocation algorithm (Svanberg, 2009b)
Step 0: Generate a table with N columns and fill the columns with the quotients
−∆fj (n)/∆gj (n) for n = 0, 1, 2, . . .
Set k = 0, x(0) = (0, . . . , 0), g(x(0) ) = g(0) and f (x(0) ) = f (0).
Step 1: Select the greatest uncanceled quotient in the table.
Cancel it and let l be the corresponding column number.
(k)
(k−1)
(k)
(k−1)
Step 2: Let k := k + 1 then let xl = xl
and xj = xj
, ∀j 6= l.
k−1
(k)
(k−1)
(k)
Let f (x ) = f (x
) + ∆fl (xl ) and g(x ) = g(x(k−1) ) + ∆gl (xk−1
).
l
Terminate algorithm if g(x(k) ) ≥ g max ; otherwise go to Step 1.
The budget constraint b can be identified to be g max and the constraint
on available agents, di , i ∈ I, to be the number of quotients to calculate
for column i. Note that (2.21) includes a lower limit on c, thus x(0) =
(`1 , . . . , `N ).
The algorithm can now be applied to the optimization problem (2.21),
where
g(c) =

N
X
i=1
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with ai > 0, and f is defined by one of the QoS measures, i.e.,

fi (ci ) =


(i)
1


 QoSi = φβi (ci )




QoSi2
QoSi3

from (2.22),
= Pri {Ab|ci } from (2.23),
(i)
= Φβi (ci )
from (2.24).

(2.28)

Given that the costs and the QoS measures in (2.21) are separable integer
convex functions in the number of servers, the MA algorithm can be used to
generate the whole efficient front of the multiobjective optimization problem
up to the given upper bound b on the budget.

2.5

Numerical Examples

The main advantage of using the MA approach is that huge systems can be
optimized almost effortlessly. An example of the efficient front for a system
of 100 M/M/c queues, with a (maximal) budget constraint of b = 3000,
is shown in Figure 2.2. The diminishing returns effect is clearly visible.
The input parameters, in terms of arrivals, service rates, and agent costs,
were uniformly randomly generated with parameters λi ∈ [5, 15], µi ∈ [0, 2],
ai ∈ [0, 4], for β = 0.8, and ω = 1. Finding the whole efficient front took
less than a second to perform on an average laptop.
To compare the Erlang-C and the Erlang-A based systems a three class
multi-server system (i.e., one with three queues) is examined. The first step
is to find the efficient points for the CVaR-C system, as illustrated in the
left graph in Figure 2.3. Next the probability of abandonment for these
points are computed and compare them to the efficient points of the Pr-A
system, as depicted in the middle and right graphs of Figure 2.3 for two different impatience rates. The input parameters are β = [.95 .95 .95]T , λ =
[15 10 20]T , µ = [0.5 0.6 0.7]T and a = [12 15 18]T . The diminishing
returns effect is still visible for the systems with abandonment but less pronounced. The outlined procedure was repeated for two sets of impatience
rates, θ = [0.25 0.25 0.25]T and θ = [10 10 10]T , respectively. The weight
function, ω(λi , µi ), in Equation (2.23) is chosen as the offered load, ηi .
A similar comparison is made between the solutions of the CVaR-C
system and the CVaR-A system. The parameters used were the same as
for the previous example, except that the patience parameters used were
θ = [0.25 0.25 0.25]T and θ = [2 2 2]T . Since a simulation-based approach
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Figure 2.2:

The figure illustrates the efficient front for a system of 100 M/M/cqueues, using the measure from CVaR-C as the QoS measure and
with a budget constraint of 3000. The parameters where randomly
generated. In the bottom figure some specific efficient points are
shown.

was used the computational time needed increased substantially. Simulations work well in an offline situation but suffer in an online environment.
The results are shown in Figure 2.4. In the middle figure the CVaR-A efficient curve looks slightly non convex at one point. This is assumed to be
due to the variance introduced by the simulation.
With respect to the patience parameter, for the example shown in Figure 2.3, the two solutions do not differ significantly. The given solutions are
very similar, which also seems to apply for larger systems in general and for
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Figure 2.3:
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The left figure shows the CVaR-C solutions for a system of three
queues. In the middle and right figures the solutions under abandonments are shown, for patience parameters θ = 0.25 and θ = 10.
The Pr-A solutions for abandonments is compared to the CVaR-C
solutions in terms of probability of abandonments. (Enqvist and
Svensson, 2018b)

a wide range of parameter values. A well calibrated CVaR-C measure might
be a good alternative to using abandonments, especially since the distribution is invertible and easy to work with. This is the case when the load per
server is not close to one. The differences between the CVaR-C solution and
the CVaR-A, of Figure 2.4, solution are more varied. This is to be expected
since the load per server for the M/M/c system will naturally be higher.
In both examples the efficient points for the measures on the Erlang-A
system might lie close to the solutions generated using the efficient points for
the Erlang-C system, but still differ in the distribution of agents. Therefore,
41

Chapter 2

45

Comparison, 3 =0.25

Efficient Front
CVaR-C sol.
budget

40

1.6

CVaR-A sol.
CVaR-C sol.

Comparison, 3 =2
CVaR-A sol.
CVaR-C sol.

1.5

3.5
35
30

1.4

25
20

f(x), CVaR

f(x), CVaR

f(x), CVaR

3
1.3

2.5
1.2

15
10
2

1.1

5
0

1
1200 1300 1400 1500

g(x), agent cost

Figure 2.4:
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The left figure shows the CVaR-C solutions for a system of three
queues. In the middle and right figures the solutions for CVaR-A are
shown for the patience parameters θ = 0.25 and θ = 2. The CVARA solutions for the CVAR-A system are compared to the CVaR-C
solutions in terms of the CVAR-A QoS measure.

it is considered that the optimal distributions in Table 2.1 illustrates this for
the examples seen in Figures 2.3 and 2.4. For the Pr-A system the first agent
pool is prioritized over the second and third, and receives one or two more
agents compared to the CVaR-C assignment. Using CVaR-A it is apparent
that the agents in pool 2 are prioritized as compared to the solutions of the
CVaR-C system, while the opposite holds for pool 3.
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Agents
77
78
79
80
81
82
83
84
85
86
87
88
89
90
91

31
31
31
32
32
33
33
33
34
34
35
35
36
36
36

CVaR-C
17
29
18
29
18
30
18
30
19
30
19
30
19
31
20
31
20
31
20
32
20
32
21
32
21
32
21
33
22
33

32
33
33
33
34
34
34
35
35
36
36
36
36
37
37

Pr-A
17
17
17
18
18
18
19
19
19
19
19
20
20
20
21

28
28
29
29
29
30
30
30
31
31
32
32
33
33
33

31
32
32
32
32
33
33
33
34
34
35
35
36
37
37

CVaR-A
19
27
19
27
20
27
21
27
21
28
21
28
21
29
22
29
22
29
23
29
23
29
24
29
24
29
24
29
24
30

Table 2.1: The table shows the partial agent distributions over the three queues
for the CVaR-C solutions (left), for the Pr-A solutions (middle), and
for the CVaR-A solutions (right). The abandonment rate is θ = 0.25
for Pr-A and CVaR-A.

2.6

Summary and Discussion

The aim of this chapter is to find distributions of agents between N queues
that optimize three different QoS measures, bound by budget constraints,
via the MA algorithm. For systems of M/M/c queues, the QoS measures
used are CVaR with waiting time as the loss function. For systems of
M/M/c + M queues, the QoS measures used are a weighted probability
of abandonment, and CVaR with waiting time conditioned on the customer
eventually receiving service as the loss function. The MA algorithm can
optimize the multiobjective problem in terms of cost and QoS measures
extremely fast. Optimality of the obtained solutions are guaranteed for convex QoS measures, and an important result is the proof of convexity for the
CVaR QoS measure for M/M/c queues.
Comparing the performance of solutions determined under different models and QoS measures show that there are variations in the optimal distributions of the servers, but the differences in the resulting QoS measures are
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relatively minor. The results indicate that the CVaR solution for M/M/c
systems may be used to approximate the solutions for systems with abandonment.

Appendix
Proof of Proposition 3.2.4.
First note that β-CVaR satisfies φβ (c, λ, µ) = (1/λ)φβ (c, 1, µ/λ), so without
loss of generality it can be assumed that λ = 1 and cµ > 1.
Let Ck = (c + k)µ − 1, then Ck+1 = Ck + µ and Ck ≥ 0 for all k ≥ 0.
Then, from (2.12), φβ (c) = (log Πc + 1 − log(1 − β))/C0 , and the forward
difference ∆φβ (c) = φβ (c + 1) − φβ (c) is given by
1
Πc+1
∆φβ (c) =
log
− µφβ (c) ≤ 0,
C1
Πc




(2.29)

since Πc is non-increasing, hence φβ (c) is non-increasing.
The second forward difference is
∆2 φβ (c) =

i
1 h 2
2µ φβ (c) + G ,
C1 C2

(2.30)

and using Equation (2.3)
Πc+1 Πc+1
Πc+1
− 2µ log
(2.31)
Πc Πc+2
Πc




C1
C1 c − Πc
C0
= C1 log
− 2µ log
.(2.32)
C0 C2 (c + 1) − Πc+1
(C1 c − Πc )µ

G = C1 log

Convexity of β-CVaR follows by showing that G ≥ 0.
Using that x/(1 + x) ≤ log(1 + x) ≤ x, we have that
log

1 µ(c + 1) − Πc+1
C1
≥ − log(c + 1) −
,
C2 (c + 1) − Πc+1
c+1
C1

and
log
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C 1 c − Πc
cµ − Πc
≥ log(c) +
.
C0
cC0 + µc − Πc

(2.33)

(2.34)
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Then
G ≥ C1 log

Πc+1
C3 (cµ − Πc )
c
+ 2µ log(cµ) − µ +
+
.(2.35)
c+1
c + 1 cC0 + (cµ − Πc )

c
Applying log c+1
≥ −1/c and log (cµ) ≥ (cµ − 1)/(cµ) on the first part
and Equation (2.3) on the fourth term, it follows that

G≥

C−1
+
c

Πc



C0
(c+1)µ



− C2 + 2µ2 c

cC0 + (cµ − Πc )

.

(2.36)

Note that cC0 + cµ − Πc > 0 since cµ > 1. Using that Πc ≤
G (cC0 + cµ − Πc ) is bounded from below by
C02

2

+ µ (2c − 1) −

1
1
cµ + 1 (c − 1)µ + 1







c+1
1
C0
−
c
(c + 1)µ

1
1
cµ+1 (c−1)µ+1 ,

µ
+ (2c − 1) (2.37)
.
c


Rearranging, letting D = (cµ + 1)((c − 1)µ + 1) then Equation (2.37) is
c+1
1
2c − 1
1
C0 /D C0 D −
+
+µ
cµ −
.
c
(c + 1)µ
c
D








(2.38)

First consider the case c = 1. Then µ > 1, C0 = µ − 1, D = 1 + µ, and
Equation (2.38) is given by B1 (µ) = 2µ3 − 4µ + 3 + 1/2(1 − 1/µ), which is
greater than zero for µ > 1. (B10 (µ) ≥ 0 for µ ≥ 1 and B1 (1) = 1)
Next consider the case c ≥ 2 and µ ≥ 1. Then C0 ≥ 1, D ≥ 2, and both
terms in Equation (2.38) are greater than zero.
What remains is the case c ≥ 2 and µ < 1. Then C0 ≥ 0, D ≥ 2.
Introduce  = cµ−1
µ , and eliminate c in Equation (2.37) to obtain
µ2 (2 + 2 +

2
H
− 1) −
,
µ
(2 + µ)(2 + µ − µ)

(2.39)

−1
1
− 1+µ+µ
.
where H = µ(2 + ) + µ2 1+µ
Consider two cases,  ≥ 1 and  < 1.
If  ≥ 1, then Equation (2.39) is greater than µ2 (2 + 2 + µ2 − 1) − H/4
1
1
which, using that 1+µ
≤ 1 and 1+µ+µ
≥ 1 − µ − µ, is greater than

(µ +

7µ − 2 2 12 + 11µ + 97µ(1 − µ)
) +
,
8
64

(2.40)
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which is non-negative.
If  < 1, then we write Equation (2.39) with a common denominator and
1
1
use 1+µ
≥ 1 − µ and 1+µ+µ
≥ 1 − µ − µ to show that the numerator is
bounded below by
h

(1 − µ) 1 − µ + µ3 + 5µ(1 − µ) + µ(1 − )
+4µ

2



13
− µ + (1 + µ)
4

for all , µ ∈ (0, 1).
Then
∆2 φβ (c, 1, µ) ≥



+ µ3 3 (4 + µ2 + 7) ≥ 0,

2µ2 φβ (c, 1, µ)
≥ 0,
C2 C1

and φβ is integer-convex, which concludes the proof.
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A Multi-Class and Multi-Server System
with an Inter-Agent Fairness Measure

3.1

Introduction

Modern inbound call centers often operate in a multi-classed environment,
i.e., with customers of different types and needs. For example customers may
speak different languages, or require technical or administrative support.
The use of multi-skilled agents contribute to balancing variations in the
different customer skill demands. Such a queuing system is called a multiclass, multi-server, MCMS, system.
Incomming calls must be answered within a certain time limit or the customer experience will be poor. To promote a positive customer experience
a sufficient number of agents must be active at the time of the call. This
takes planning. There are three main planning stages:
• Long term planning stage; which includes the location of centers, the
number of work stations, etc.
• Planning stage; Schedule agents for a future period, given the current infrastructure, employed agents, and future demand predictions.
To accomplish the scheduling of agents the needs to be met must be
known. This is known as staffing.
• Ontime planning; solving the real time issues by means of routing,
calling in short term staff, or sending staff home.
The problem of assigning arriving customers, of different classes, to agents is
often referred to as skills based routing, SBR, (Gans et al., 2003). The focus
in this chapter is on the planning stage where the staffing needs are determined and how to assign the agents to different agent groups, or agent pools,
serving a subset of customer classes. The staffing should be made so that
enough multi-skilled agents are available that the average work distribution
is assigned in a fair manner while fulfilling some quality of service, QoS,
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requirement. Therefore, the demands on staffing (and scheduling) of agents
should be based on the rate at which the different customer classes arrive
to the queuing network. The planned staffing requirement will be obtained
per intraday interval determined by the prediction and shift-structure.
The minimization of the costs for a contact center is a high priority task.
Commonly the biggest cost item in a contact center is the cost of employing
staff, then it is natural to minimize the number of agents, while maintaining
good service in terms of one or more QoS targets.
The rate at which staff resign from their jobs at a contact center is known
as the attrition rate. Attrition rates are often fairly high in contact centers
and consequently constitutes a serious problem. It is difficult to adhere to
planned schedules and satisfy goals when employee turn over rates are high.
The problems this causes in terms of available manpower are twofold, there
are fewer skilled workers available and those skilled workers need to spend
some of their time teaching the new hires how to perform the job. It leads
to a state of constant recruiting and training of new employees. Attrition
rates increase when contact center employees feel overworked, underpaid, or
unfairly treated. After interviewing several consultants at Teleopti WFM it
is found that one of the factors generating feelings of unfairness is when it is
perceived that the work-load is unevenly distributed between agents during
a shift. Therefore, it is suitable to introduce a work-load fairness criterion
in the staffing model for the contact center. Said fairness criterion can be
included in the modeling of the queuing network, with the goal of achieving
fair long term work-loads between the agents. This fairness criterion is then
included in a corresponding optimization problem as constraints on the long
term average load per server, first as a minimax program and then in terms
of an upper and a lower bound. The smaller the difference between the lower
and upper bound can be made the fairer the system is assumed to be.
The system is modeled by assuming that there exist a stable long run
solution for time homogeneous Poisson arrival rates to the system per interval. Different customer classes will have different arrival rates and arrivals
are assumed to occur independently of other arrivals and of service times.
As the customers enter the system, they either wait for service in a buffer
or receive immediate service. The service is provided by agents with the
appropriate skill. Routing to avaliable agents is done uniformly random,
as is the routing when several client classes may be served by an available
agent.
The agents are distributed amongst a set of agent pools, where each
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agent pool caters to a certain subset of customer skill demands. Agents of
the same pool are considered to be exchangeable. The goal is to find the
optimal staffing levels for the agent pools under a given system load while
fulfilling one or more QoS target levels as well as trying to keep the average
idleness gap between agents small, i.e., representing fair work-loads.
To promote a positive customer experience a well chosen QoS measures
is required. The Telephone Service Factor, TSF, (Gans et al., 2003) (often
simply referred to as the Service Level), considers the acceptable waiting
time, ATW, that a certain percentile of the customers have to endure before
receiving service. This type of QoS measure is also used in finance under
the name Value-at-Risk, VaR, to describe the risk of (large) losses. The
conditional Value-at-Risk, CVaR, measure is often preferred to the VaR
type measure due to convexity properties — see (Rockafellar et al., 2000;
Rockafellar and Uryasev, 2002), and for risk coherent measure properties —
see (Artzner et al., 1999). In this chapter the QoS measures considered are of
VaR or CVaR type, with the loss function defined by the probability density
for the waiting time in queue. Several important models for time varying
demands are investigated in (Whitt, 2007), here only time homogeneous
arrivals are considered.
The staffing problem is formulated as a mixed integer linear program,
MILP. First a model for fixed staffing vectors is studied where the fairness
concept is introduced in the objective as a minimax type program. Then
another program formulation is introduced where the objective is a minimization of costs problem where the fairness and QoS requirements appear
as constraints, and where the optimal staffing vector and the routing policy
is given as part of the solution. Several extensions of the basic model are of
great practical importance.
Since there are uncertainties in the predicted customer arrival intensities,
it is of great interest to generate robust solutions to the staffing problem,
therefore, such a robustness formulation is investigated for the staffing requirement problem. It is accomplished by including varying arrival rate
scenarios to handle uncertainty in the arrival rates. Planning is done for a
series of intraday time periods, therefore, staffing over multiple periods is
also a problem of interest. However, the multiperiod problem is often considered to be part of the scheduling/crewing problem, where specific agents
are assigned to specific work shifts.
If there are only pools of single skilled agents, then marginal allocation
can be applied — see (Rolfe, 1971; Dyer and Proll, 1977; Shanthikumar and
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Yao, 1987; Enqvist and Svensson, 2018a) to determine optimal solutions efficiently. However, when there are multi-skilled agents the objective function
is no longer seperable and marginal allocation is not applicable.
For the multi-class situation most approaches uses some form of heuristic
or are simulation based to handle the QoS constraints — see for example
(Cezik and L’Ecuyer, 2008) minimize cost of all agents such that a service
level constraint is satisfied. Solved by linear programming and simulations
to determine the constraints. (Pot et al., 2008) consider the QoS and minimize the cost of agents by considering a dual problem with a heuristic
solution. In (Harrison and Zeevi, 2005), they optimize the trade-off between
personnel costs and abandonment penalties using a multidimensional news
vendor formulation and in (Bassamboo et al., 2006) an asymptotic linear
programming approach is analysed.
The main contributions of this chapter are the introduction of an interagent fairness measure, applying said measure, and showcase examples, in
particular with regards to the CVaR QoS measure.
The structure of this chapter is organized as follows, in Section 3.2 the
queuing network is introduced and the concepts of fairness and quality of
service defined. The optimization models are formulated. Many of the
introduced concepts are demonstrated via examples. In Section 3.3 the
basic models are extended with four scenario based robustness schemes.
The multiperiod model is introduced in Section 3.4. The current chapter is
summed up and discussed in Section 3.5.

3.2

System Parametrization and Problem
Formulation

Customers from a set of different classes arrive to the system, there they are
either routed to an available agent with a suitable skill or they have to wait
for a service slot to open. The active agents are distributed into agent pools
that serve a subset of customer classes. Once a customer has been allotted
an agent the service process commences. When the service is finished the
client departs the system.
The end goal is to minimize the staffing costs under given demand, constraints on the QoS measure, and a fair work distribution between agents.
The system at hand is a multi-class multi-server contact center, that caters
to different classes of customers.
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3.2.1

Network Model

To handle each type of customer requires a particular skill. Let the total number of customer classes be denoted by N ∈ N and let the set
of skills be denoted by S = {s1 , s2 , ..., sN }, with corresponding index set
N ∈ {1, . . . , N }, where each skill corresponds to a customer class. Furthermore, assume that customers in need of skill sn ∈ S arrive independently
of each other and according to a homogeneous Poisson process with rate
parameter λn for n ∈ N .
All servers, or agents, belong to agent pools defined by the client classes
they serve. Servers in the same pool are considered to be exchangeable. Assume that there are M ∈ N agent pools and let the set P = {P1 , P2 , ..., PM }
be the set of agent pools, with corresponding index set M = {1, . . . , M },
where each agent in pool Pm ∈ P, for m ∈ M, can handle a subset of
customer classes given by the index set Jm ⊆ {1, . . . , N } and let J =
{J1 , . . . , JM } be the set of all skill index subsets. Furthermore, let In ⊆
{1, ..., M } be the set of agent pool indexes that handles skill type sn ∈ S, n ∈
N , and let I = {I1 , ..., IN }.
Assuming that all agents that can provide service for a skill, sn ∈ S,
does so according to an exponentially distributed service time depending
on the rate parameter µn . All agents are assigned to a specific agent pool
and only serve the corresponding customer classes. It will skew the system
to a certain degree. Consequently the queues in question are modeled as
M/M/c queues for single agent pools and as M/Hk /c for multi-skill agent
pools, where the M represents a Markovian type arrival or service and Hk
defines a hyperexponential service of k = |Jm | different skills.
A customer in need of a certain skill is randomly routed to one of the
pools handling that type of skill according to the probability pnm , for n ∈ N
and m ∈ In . The actual implementation of the routing would require a
corresponding routing control but that is deemed outside of the scope of this
chapter. This may generate local queues even when there are free agents
in other groups and the capacity of the system might not be used to its
full potential. However, the main goal here is to introduce and exemplify
robust fairness solutions. It constitutes a model simplification as compared
with a full SBR network. The simplification allows for straight forward fluid
approximations of queuing networks to determine the staffing under fair load
distribution in a long term average sense.
In Figure (3.1) an example is given for a system with three classes of
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customers, i.e., three skills, and with the agents distributed over seven agent
pools.
p11

λ1

P1 ; J1 = {1}

p14
p15

P4 ; J4 = {1, 2}

p1

7

P5 ; J5 = {1, 3}

p 24
p22
p27
p26

λ2

P2 ; J2 = {2}
P7 ; J7 = {1, 2, 3}

p 35
p 37
p 36

P6 ; J6 = {2, 3}

p33

λn

P3 ; J3 = {3}

Figure 3.1: Example of a system with three skills and a complete set of agent
pools, P1 , ..., P7 and where I1 = {1, 4, 5, 7}, I2 = {2, 4, 6, 7} and
I3 = {3, 5, 6, 7}.

In the particular case when all combinations are represented, the system
is said to have a complete set of agent pools.
Definition 3.2.1 (Complete set of agent pools). A complete set of agent
pools is the set that contains one agent pool per possible skill combination
subset.
Let cm , m ∈ M, represent the number of agents assigned to agent pool
Pm and define c = [c1 c2 . . . cM ]T to be the M -dimensional staffing vector,
i.e., containing the number of agents assigned to each agent pool.
Consider the load per server
ρm =

1 X pnm λn
,
cm n∈J
µn
m
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λ1
p24 λ2
For example, ρ4 = c14 ( p14
µ1 + µ2 ) from Figure(3.1).
Furthermore, let ρ = [ρ1 . . . ρM ]T be the vector of work-loads per agent
and per agent pool.

3.2.2

Fairness Between Agents

The concept of fairness is an important one in a contact center environment,
in particular in the face of attrition. One way to measure fairness during
a shift is to aim for an even work distribution between agents. This is the
type of fairness that is considered in this chapter and it is defined as
Definition 3.2.2 (Fairness). The load per server is taken as the measure
of the work-load for each agent. A fair system is one where the work-loads
for all agents are equal. Furthermore, a system is considered more fair
if deviations between work-loads per agent are smaller, according to some
suitable norm, such as the L1 -norm.
Fairness will be regulated either by inclusion in the objective or by a set
of constraints aimed at controlling the work-load per agent over the agent
pools.
Remark 3.2.3. Other types of fairness conditions are fair service distributions amongst the clients and fair work schedules. These types of fairness considerations have generally been studied in great detail, e.g. — see
(Nandagopal et al., 2000; Eryilmaz and Srikant, 2006; Stolletz and Brunner,
2012).
3.2.2.1

Higher Order Moments and Fairness

The Definition 3.2.2 of fairness between servers is given in terms of long
run averages, i.e., in terms of the first moment. It is certainly conceivable to
include higher order moments, in particular taking the variance into account.
Long run averages says very little about the instantaneous work-load. In
particular it may be fruitful to include a variance condition, however, this
is not persued in this chapter.

3.2.3

Minimizing the Maximum Load per Server: Fairness

One way of achieving fair work-loads, for a complete set of agent pools, is
by minimizing the maximum work-load per agent, which is equivalent to
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minimizing the maximum load per agent per agent pool Pm , m ∈ M, which
is shown in Proposition (3.2.4) below. Restated this program take the form


minimize

t

 subject to



t

ρm ≤ t  ,
m∈M

(3.2)



where ρm is given by Equation (3.1) and depends on the probabilities pnm .
The problem described in (3.2) can be formulated as a linear programming problem


minimize
x

(LP )


 subject to



f (x) = dT x



Ax ≥ 0
Bx = 1
x≥0



.


(3.3)

The decision variables vector x consists of the probabilities pnm and t. Let
K =

N
P

|In | be the count of the total number of probabilities pnm , where

n=1

the |.| indicates the subset cardinality. The vector of decision variables is
then
(

x = [p1 . . . pK t]T ,
x ∈ R(K+1) ,

(3.4)

where pk = pnm for some ordering of the routing probabilities. The objective
function is given by f (x) = dT x = t, where t is the minimax variable and
the cost vector is
(

d = [0 . . . 0 1]T
d ∈ R(K+1) .

(3.5)

The matrix A ∈ RM ×(K+1) contains the inequality constraints ρm ≤ t from
(3.1), and the matrix B ∈ RN ×(K+1) contains all the equality constraints
P
that arise due to the routing probabilities,
pnm = 1, for n ∈ N .
m∈In

Consider the Lagrangian to find optimal and fair solutions. The Lagrangian is given by
L(x, Θ, Ψ) = dT x − ΘT Ax − ΨT (Bx − 1),
Θ ≥ 0,
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where Ψ = [ψ1 . . . ψN ] are free dual variables and where Θ are nonnegative
dual variables. Then the dual problem of (3.3) is


maximize


Θ

 subject to

(DP )

PN



n=1

λn
µn

 

min[{θi }i∈In ]


,


Θc ≤ 1
Θ≥0

(3.7)

where Θ = [θ1 . . . θM ]T correspond to the agent pools Pm for m ∈ M.
Proposition 3.2.4. Assume that x∗ is a feasible optimal solution to the
optimization problem given in (3.3), with a complete set of skill pools, then
Ax∗ = 0 which, in turn, implies fairness. Furthermore, if Ax = 0 and x is
feasible to the LP (3.3), then x is an optimal solution to (3.3).
Proof. By first order necessary optimality conditions any candidate optimal
solution must satisfy
dT = ΘT A + ΨT B

(3.8)

which leads to the following system of equations
θm

λn
= ψn ,
µn

M
X

m ∈ In , n ∈ N

θm cm = 1.

(3.9)
(3.10)

m=1

Since the set of all agent pools is complete Equations (3.9) imply that any
feasible optimal dual solution candidate must satisfy θ1 = θ2 = · · · = θM =
θ∗ , thus, from Equation (3.10)
θ∗ =

1
1T c

> 0.

(3.11)

Hence by strict complementarity all constraints must be active in the primal
problem, i.e., Ax = 0 which implies fairness in all agent pools by Definition 3.2.2.
When Ax = 0 holds and x is feasible to (3.3), then
obj(LP ) = dT x = ΘT Ax + ΨT Bx = ΨT 1 =

N
X

ψn =

n=1

=

N
X
n=1

θm

N
X
λn
λn
= (1T c)−1
= obj(DP ).
µn
µ
n=1 n

(3.12)
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Remark 3.2.5. The condition that there is a complete set of agent pools
may be relaxed. However, Ax = 0 might not be achievable for some noncomplete systems due to there not being sufficient service capacity in regards
to one or more customer classes.
The optimal solutions of the problem (3.3) are in general not unique, but
lie on some surface of optimal capacity. To characterize the set of solutions
the following definition of the maximum achievable capacity, MAC, surface
is defined.
Definition 3.2.6 (Maximum Achievable Capacity). The set of optimal solutions, the argmin, to the optimal problem (3.3) is called the maximum
achievable capacity (MAC) surface.
The system service capacity for any solution on the MAC surface is equal
to the service capacity for any other solution on the MAC surface.
Let A = [Ã c] be a partition of the inequality constraints matrix A,
where Ã contains the first K columns and let B = [B̃ 0] be a partition of
the equality constraints matrix B, where B̃ contains the first K columns.
Furthermore, let p∗ denote the first K variables in the candidate feasible
optimal solution, and t∗ be the optimal value of (3.3). Proposition 3.2.4
gives the following corollary
Corollary 3.2.7. The MAC surface is characterized by Ãp∗ ≥ −ct∗ , where
p∗ = [p∗1 p∗2 . . . p∗K ]T ≥ 0 and B̃p∗ = [1 1 . . . 1]T .
Proof. If x = [p∗ t] belongs to the MAC surface, then t = t∗ . From feasibility
Ax∗ ≥ 0, then p∗ ≥ 0 and B̃p∗ = [1 1 . . . 1]T .
3.2.3.1

Examples

The results are mainly presented via examples. All examples presented have
three classes of customers as shown in Figure 3.1, i.e., N = 3, and they will
be serviced by agents distributed over up to seven agent pools, i.e., M ≤ 7.
The solver used is MatLabs linprog with an interior point method.
Remark 3.2.8. For this problem the staffing vector c = [c1 . . . cM ] is assumed to be known and the results show the routing probabilities and the
minimax values of the work-loads per agent and agent pool.
58

MCMS Fairness
Compairing Two Examples
Let µ1 = µ2 = µ3 = 5, λ1 = 28, λ2 = 30, λ3 = 34, N = 3 and M = 7 for
both examples. Let the routing probabilities be ordered as follows:
p = [p11 p14 p15 p17 , p22 p24 p26 p27 , p33 p35 p36 p37 ].
Example 1. Let cex1 = [4 4 4 3 3 3 2]. The resulting load per server per
agent pool, with corresponding probabilities, is
ρex1 = [0.800 0.800 0.800 0.799 0.799 0.799 0.799]T ,
pex1 = [0.57
0.19{z0.15 0.09} |0.53 0.22{z0.16 0.09} |0.47 0.23{z0.21 0.09}]T .
|
=1

=1

=1

Example 2. Let cex2 = [1 1 1 1 1 1 17]. The resulting load per server per
agent pool, with corresponding probabilities, is
ρex2 = [0.800 0.799 0.799 0.799 0.799 0.799 0.800]T ,
pex2 = [0.14
0.07{z0.08 0.71}, |0.13 0.07{z0.07 0.73}, |0.11 0.06{z0.06 0.77}]T .
|
=1

=1

=1

These results are typical for a wide range of similar example results. Here
the 0.799 terms have been rounded down for the third decimal to illustrate
that there the solver found a minute difference between them, for a stopping
criteria of the magnitude 1.0e − 6. The two solutions are for all intents and
purposes the same in terms of the ρ-vectors. In both examples the total
number of agents are the same.
Next consider the probabilities associated with the two problems and how
much they can vary while still giving the same minimax optimal value on the
load per server. The solutions are not unique in terms of the probabilities.
Any manipulation of the problem that allows for at least one feasible solution
on the MAC surface will give an optimal solution.
Example 3 (Example 1 continued). In Table 3.1 it is shown how the routing
probabilities vary when the routing probability p37 , from Example 1, is varied
from the lowest value for which a solution of t = 0.8 exists to the largest value
for which a solution of t = 0.8 exists.
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p
p11
p14
p15
p17
p22
p24
p26
p27
p33
p35
p36
p37

min
0.5714
0.1904
0.1009
0.0000
0.5333
0.2189
0.1058
0.0000
0.4706
0.1571
0.1370
0

max difference
0.5714 0.0000
0.1940 0.0035
0.2378 0.1369
0.1337 0.1337
0.5333 0.0000
0.2222 0.0033
0.2447 0.1389
0.1419 0.1419
0.4706 0.0000
0.2699 0.1128
0.2596 0.1225
0.2353 0.2353

Table 3.1: Varying the p37 routing probability for Example 1. Note that the
min and max columns do not indicate solutions, rather what is shown
in the table are the minimum and maximum values for the routing
probabilities still lying on the MAC surface when varying p37 .

When p37 attains its maximum value, for which an optimal solution exists, the routing probabilities p17 = p27 = 0, i.e., agent pool number 7 serves
only customers of type 3. It is worth noting that the pkk for k = 1, 2, 3 does
not vary with p37 since they serve only a single class of customers.

Example 4 (Example 2 continued). Consider Example 2, while varying the
routing probability of p37 . The results are shown in Table 3.2
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p
p11
p14
p15
p17
p22
p24
p26
p27
p33
p35
p36
p37

min
0.1429
0.0722
0.0000
0.6403
0.1333
0.0642
0.0000
0.6674
0.1176
0.0000
0.0000
0.6471

max difference
0.1429 0.0000
0.0740 0.0018
0.1429 0.1428
0.7843 0.1440
0.1333 0.0000
0.0659 0.0017
0.1333 0.1333
0.8015 0.1341
0.1176 0.0000
0.1176 0.1176
0.1176 0.1176
0.8826 0.2355

Table 3.2: Varying the p37 routing probability for Example 2. Note that the size
of the interval over which p37 varies is the same as in Example 3.

It can be noted that the length of the interval within which p37 can vary,
while still allowing for an optimal solution, is the same in Examples 1 and
2. This holds as long as the system is connected via common agent pools.
This follows from the linearity of the system, the situation can be viewed
as a capacity problem and when a specific routing probability is changed
the other routing probabilities change to compensate to keep the optimal
solution the same.

3.2.4

Optimizing the Cost of Servers with a Fairness Bound

In practice the number of agents in each agent pool should be determined.
This can be achieved using a similar setup as in Section 3.2.3, but with
somewhat different choices of optimization variables including the optimal
distribution of agents over the agent pools. The basic problem will be formulated in terms of the number of active agents, the agent distribution over
the agent pools, and the corresponding routing probabilities.
Consider the problem to minimize the cost for agents under the constraint that the load ρm at each agent pool, Pm , m ∈ M, is bounded from
above, and possibly from below, by some values ρmin , ρmax ∈ (0, 1). The
number of agents in each agent pool are considered to be integers which
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means that the problem at hand is a MILP type problem.


minimize

x

 subject to



(M ILP )

f (x) = dT x



Ax ≥ 0
Bx = 1
x ≥ 0,



.


(3.13)

Let the vector of decision variables be denoted by
x = [p c]T ,

(3.14)

where p represents the routing probabilities and c the staffing distribution
over the agent pools. In more detail

T

 x = [p1 . . . pK c1 . . . cM ]

p ∈ RK ,

(3.15)


 c ∈ NM .

The corresponding costs are given by
(

d = [0 . . . 0 ξ1 . . . ξM ]T
d ∈ R(K+M ) ,

(3.16)

where ξ1 , . . . , ξM represent the costs per agent in agent pools P1 , . . . , PM .
The costs of the routing probability decisions is set to zero by default. In
addition the routing probabilities should add to one for each skill as
X

pnm = 1,

n ∈ N,

(3.17)

m∈In

corresponding to the equality constraints of (3.13), i.e., the contents of the
matrix B.
The fairness constraints are given as an upper and a lower bound on the
average load per server per agent pool
0 < ρmin ≤ ρm ≤ ρmax < 1,

m = 1, . . . , M,

(3.18)

where ρm is given by Equation(3.1). This forms the basis of the inequality
constraints of the MILP formulation in Program (3.13), i.e., the matrix
A2M ×K being




P
m∈In

pnm µλnn − cm ρmin ≥ 0,


 cm ρmax −
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m∈In

pnm µλnn ≥ 0,

n ∈ N.

(3.19)
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Consider the systems for which N ≥ 3 and M > N then there are no
guarantees that there exist an unique solution. The problem becomes very
dependant on the cost vector. Some examples are included to illustrate the
solutions to (3.13).
3.2.4.1

Examples

The solver used is MatLabs intlinprog and the variables corresponding to
the staffing vector c are nonnegative integers.
Remark 3.2.9. For this problem the maximum load per server ρmax ∈ (0, 1)
is assumed to be given. In this example the minimum load per server, ρmin ,
is set to zero. The results show the routing probabilities and the staffing
vector c = [c1 . . . cM ].
Let µ1 = µ2 = µ3 = 5, λ1 = 28, λ2 = 30, λ3 = 34, N = 3, M = 7, as before, and ρmax = 0.81 for the following examples. The routing probabilities
are ordered as before, i.e.:
p = [p11 p14 p15 p17 p22 p24 p26 p27 p33 p35 p36 p37 ]
Example 5. The cost vector is defined as in (3.16), with ξ1 = · · · = ξM = 1.
Then a solution is given by


 Optimal value = 23,

p∗ = [0 0 0 1 0 0 0 1 0 0 0 1],


 c∗ = [0 . . . 0 23].

Which corresponds to the solution where all agents are placed in agent pool
P7 , i.e., the agent pool handling all classes of customers. This solution is
the natural choice since it provides the greatest possible flexibility in serving
arriving customers, at no additional cost, since all agents can serve all types
of customers. It can be noted that this solution is not unique. In a realistic call center this solution is impractical due to the necessity of complete
training for all agents.
Remark 3.2.10. Results on chaining show that careful dual skill training
gives almost the same amount of flexibility but to a fraction of the training
cost — see (Jordan and Graves, 1995; Jordan et al., 2004). A more realistic
situation would be that there are only a limited amount of multi-skilled agents
available.
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Example 6. The cost vector is defined as in (3.16), with ξ1 = · · · = ξM =
1. Adding the following limitations on availability of multi-skilled agents,
c4 ≤ 3, c5 ≤ 3, c6 ≤ 3 and c7 ≤ 2. Then a solution found is given by


 Optimal value = 23,

p∗ = [0 0.37 0.34 0.29 0.54 0.06 0.40 0 0.95 0.05 0 0],


 c∗ = [0 4 8 3 3 3 2].

Note that all added constraints are active. It is known that the solution to
this problem is not unique since in Example 1 the same optimal result was
found for the staffing vector c∗ = [4 4 4 3 3 3 2]. Forcing the solver to use
this configuration, by controlling the lower bounds, the same optimal cost is
found. This indicates that the flexibility of the network to handle different
combinations of staffing with the same result, i.e., the solution variables can
vary on some hyper surface akin to the MAC surface. The fact that all
personel constraints are active and taking into consideration the solution in
Example 5 there seem to be a preference towards staffing agents that allow
for more flexibility in terms of the customer classes they may serve.
3.2.4.2

Best Choice of ρmax and ρmin

In some situations the bounds ρmax and ρmin are not fixed. Rather the
interesting management problem may be to determine the best solution to
the multiobjective optimization problem to minimize the agent cost and the
value of ρmax . Since the objectives are not compatible a compromise has to
be made, and in practice one would consider a weighted objective function
of the form dT x + wρmax , for some weight w > 0. The weight w can be
tuned to provide some acceptable values of ρmax using some bisection type
method.
However, allowing ρmax to become a variable makes the second constraint
in (3.19) nonlinear. If ρmin = 0, then this can be reformulated as a MILP
pk
by introducing the variable transformation p̃k = ρmax
and modifying the
matrix B to ρmax B. This setup joins the approaches of Section 3.2.3 and
3.2.4.
Another approach would be to use a bisection approach directly on ρmax
in the MILP (3.13), i.e., finding sup{ρmax |Ax ≥ 0, Bx = 1}.
Finally, to increase the fairness of the obtained solution it could be attempted to increase the ρmin parameter as much as possible to reduce the
difference between ρmax and ρmin , again using a bisection type method.
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This can be interpreted, and maybe implemented, as a search on the solution hypersurface for the most fair solution.

3.2.5

Including a QoS Constraint

Depending on the type and goals of the contact center, different QoS measures may be appropriate. A VaR type measure, known as the TSF measure,
has traditionally been used. The TSF measure is tractable for Erlang type
models but is harder to explicitly model for other queuing system models.
The TSF measure is commonly used in contact centers to control the time
clients spend waiting in a buffer. It measures the fraction of customers that
get served within a certain time frame.
Paccept ≤ P(Wq ≤ t̄) = FWq (t̄),

(3.20)

where Wq is the random variable representing the waiting time for a random
customer (customer class has been repressed). This means that at least
Paccept of the total amount of customers should wait in line for at most t̄
units of time.
Different customer classes may have different QoS requirements, therefore let βn denote the quantile level for skill n and tn be the AWT for
skill n with n ∈ N . Using the (random) time a customer waits before the
commencement of the service process as the loss function.
The waiting time distribution for a M/M/c queue is given by (Kleinrock,
1967, 1976)
P(Wq ≤ t) = 1 − Πq (c, γ)e−(cµ−λ)t = FWq (t),

(3.21)

where Πq (c, γ) is the probability of delay when there are c exchangeable
agents working under the load γ = µλ . The probability of delay is given by
the Erlang-C formula (Kleinrock, 1967),
γ c /c!

Πq (c, γ) =
(1 − γ/c)

c−1
P

γ i /i!

,
+

(3.22)

γ c /c!

i=0

which can be calculated efficiently according to the recursion formula — see
(Zeng, 2003) for similar formulas,
Πq (c + 1, γ) =

λ
(cµ − λ)Πq (c, γ)

.
µ (c + 1)µ − λ c − λΠq (c, γ)

(3.23)
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It should be noted that the recursion can be initiated with Πq (1, γ) = γ, and
any value larger than one should be interpreted as one, since the larger values
corresponds to unstable queues. Then the QoS requirement P(Wq ≤ ti ) ≥ β
is given by
1 − β ≥ Πq (c, γ)e−(cµ−λ)ti ,

(3.24)

by using (3.21). The corresponding β-VaR is defined as
ti (c) = min{t|FWq (t) ≥ β, c} =

log Πq (c, γ) − log(1 − β)
.
cµ − λ

(3.25)

Also consider the conditional value-at-risk value as the QoS measure.
The CVaR measure have several nice features in terms of convexity properties, being risk coherent in terms of the given loss function, and it can
also mitigate the waiting times for the customers that arrive to a fully occupied queue. The CVaR measure with the waiting time as the loss function
is convex in the number of employed agents for a single customer class —
see (Enqvist and Svensson, 2018a). For more on CVaR — see (Rockafellar
et al., 2000), and see (Artzner et al., 1999) for risk coherence. The CVaR
measure is defined as
1
φβ (c) =
1−β

Z∞

tdFWq (t)dt.

(3.26)

ti (c)

The explicit form may be obtained in a similar manner to the β-VaR,
for β large enough
1
Πq (c, γ) 
1
log
+ 1 = ti (c) +
.
cµ − λ
1−β
cµ − λ


φβ (c) =



(3.27)

Remark 3.2.11 (Probability atoms and CVaR). If β is small enough the
non-zero probability that there is no queue will come into play. For a complete treatment of CVaR and the case of there being a probability atom (Rockafellar and Uryasev, 2002) has to be investigated. However, for most realistic
choices of parameters this is not an issue.
Expanding the Program (3.13) to include a QoS measure translates into
implementing the results from Equations (3.24) - (3.27). First note that
the probability of delay, Πq (c, γ), is only defined for integer values of c.
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Moreover, only systems with stable solutions under homogeneous Poisson
arrivals will be considered implying that cµ > λ, c ∈ N.
First the probability of delay QoS measure is considered. The probability
of delay, Πq (c, γ), is decreasing in c — see (Zeng, 2003). The constraints will
be introduced as linear bounds on subsets of skills, thus making it possible to
have different requirements for different customer classes. The set of bounds
for the β-VaR type measure are obtained by
For each skill:
Step 1:
Step 2:

Step 3:

ĉ = min( c | 1 − β ≥ Πq (c, γ)e−(cµ−λ)t ),
let g(x) = Πq (x, γ)e−(xµ−λ)t for x ∈ N,
g = g(ĉ),
g − = g(ĉ − 1),
find c∗ = ĉ − 1−β−g
g − −g ∈ R+ .

(3.28)

Step 3 is based on a lower linear interpolation bound and motivated by the
convexity of the probability of delay (Jagers and van Doorn, 1991), as seen
in Figure 3.2.
This results in a N -dimensional vector c∗ = [c∗1 . . . c∗N ]T of least number
of agents per customer class to fulfill the QoS requirements. The reason for
letting c∗n take nonnegative real values is that agent pools handling more
than one class might have some surplus capacity to handle customers from
other classes.
Let 2N denote the power set of all customer class indices. Then the
constraints take the form
X
n∈η,m∈∪n In

cm ≥

X

c∗n ,

for each subset η ∈ 2N \ {∅},

(3.29)

n∈η

for a complete set of agent pools and where cm represent the number of
agents in agent pool m ∈ M. When the set of agent pools is not complete
the corresponding subsets of 2N are removed from the set of inequalities.
This will be typical for call centers catering to many customer classes, i.e.,
not all combinations of classes will have a corresponding agent pool. It
significantly reduces the size of the resulting mathematical programming
problem.
The QoS related bounds leads to an extension of the inequality matrix
A in the Program (3.13) of the type given in (3.29) and a corresponding
extension of the right hand side of the inequality.
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Figure 3.2: The lower linear interpolation bound.

Next the β-CVaR QoS measure is considered. For many reasonable loss
functions the β-CVaR measure is (integer) convex and the full power of
(Rockafellar et al., 2000; Rockafellar and Uryasev, 2002) can be employed
to calculate solutions. The β-CVaR constraints are obtained in a similar
manner to the β-VaR constraints. Given some φmax bound, proceed with
For each skill:
Step 1:
Step 2:

Step 3:



ĉ = min c | φmax ≥
1
xµ−λ







Πq (c,γ) 
1
+1
cµ−λ log
1−β
Πq (x,γ) 
+ 1 for x ∈ N,
1−β

let g(x) =
log
g = g(ĉ),
g − = g(ĉ − 1),
−g
∈ R+ ,
find c∗ = ĉ − φgmax
− −g

,
(3.30)

and use Equations (3.29) to construct the extension to the inequality constraints of the MILP accordingly. The result is a conservative approximation.
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Furthermore, the mixed agent pools can be bounded in a similar fashion
by using the lowest service rate of each pool and take the bound on that
(with respect to all arrivals, even the ones requiring a different skill type).
This works well when the different service rates are similar in size but will
give very conservative results if the service rates differ significantly.
3.2.5.1

Examples, Continued

Examples 5 and 6 are revisited with added β-CVaR QoS constraints.
Example 7. This example is a continuation of Example 5. The cost vector
is defined as in (3.16), with ξ1 = · · · = ξM = 1, β = 0.8 and t̄ = 0.3. Then
a solution is


 Optimal value = 26,

p∗ = [0.17 0 0.18 0.65 0.15 0.15 0.65 0.05 0.58 0.42 0 0],


 c∗ = [2 2 5 2 5 5 5].

Example 8. This example is a continuation of Example 6. The cost vector
is defined as in (3.16), with ξ1 = · · · = ξM = 1, β = 0.8 and t̄ = 0.3. Adding
the following limitations on availability of multi-skilled agents, c4 ≤ 3, c5 ≤
3, c6 ≤ 3 and c7 ≤ 2. Then a solution found is


 Optimal value = 26,

p∗ = [0.70 0 0.30 0 0.64 .32 0 0.04 0.58 0.04 0.28 0.10],


 c∗ = [5 5 5 3 3 3 2].

Example 9. A slight variation of Example 8 in that the cost for assigning
servers to multi-class pools are higher. The following cost vector has been
used ξ1 = ξ2 = ξ3 = 1, ξ4 = ξ5 = ξ6 = 1.05 and ξ7 = 1.1. Then a solution is


 Optimal value = 26.6,

p∗ = [0.70 0.30 0 0 0.65 0.04 0.15 0.16 0.71 0.14 0.15 0],


 c∗ = [5 5 6 3 2 3 2].

The Examples 7 and 8 have the same optimal value but different agent
distribution, where the constraints on multi-skilled agents are active for
the latter. It may be noted that the same number of agents are used in
Examples 8 and 9 but differently distributed due to the agent costs for the
latter resulting in only some of the constraints on multi-skilled agents are
active.
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3.3

Robust Solutions

The optimization models of Section 3.2 may be extended to handle situations common in many applications. One such extension is to require that
the solution is somehow robust in terms of future uncertainties. The homogeneous arrival rates per time interval are usually based on some forecasting
operation performed on historical data. The realized demand will vary from
this forecast to some degree. Therefore it is important to staff in expectation of such variations. One way to do so is to find a solution that is
robust with respect to reasonable variations. There are many approaches
to determining robust solutions, such as stochastic programming, controling
variance, and more. Here the suggested approach is based on a conservative
scenario approach. The program (3.13) can be expanded to handle several
different scenarios. The scenarios can be constructed by randomization from
an appropriate distribution or by using historical data for the time interval
in question.
The basic idea is to solve the MILP of (3.13) extended with a QoS
measure of VaR or CVaR type for all scenarios. Two types of routing are
considered
i) fixed routing probabilities,
ii) adaptive routing probabilities.
The system can be solved for a number of scenarios with the same distribution of agents over the agent pools and the same routing probabilities.
Another possibility is to solve for the same distribution of agents but allowing the routing probabilities to vary between scenarios.
Two versions of the QoS constraints are also considered
i) average(aggregated) form,
ii) scenario specific,
where the aggregated version corresponds to the QoS constraint being fulfilled for the problem as a whole while the scenario specific version requires
each scenario to fulfill the requirement. The selection of robustness approach
would depend on the type of QoS measure used and the performace required
under said measure.
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Robustness method:
This approach consists of the following steps
a) design scenarios,
c) extend matrix A and/or B in (3.13),
b) choose parameters, robustness model, fairness and QoS requirements,
d) solve MILP simultaneously for all scenarios.
Four robustness schemes are investigated. They are summarized in Table 3.3.
Case
1
2
3
4

Routing probabilities
same for all scenarios
varies between scenarios
same for all scenarios
varies between scenarios

QoS constraints
average scenario
average scenario
one for each scenario
one for each scenario

Table 3.3: The four different variations to the robust formulation. Either the
program solves for identical routing probabilities between different
scenarios or each scenario is allowed to have its own routing probability solution. The QoS constraints are calculated either one time for
the whole program, based on the forecasted case, or one set of QoS
constraints per scenario is used.

Using the same probabilities for all scenarios implies finding a specific set
of routing probabilities that solves the problem for the different scenarios.
Letting the routing probabilities vary from scenario to scenario allows for a
more flexible routing setup. Calculating QoS for all scenarios results in a
more conservative solution in terms of number of agents needed since the
worst case will determine the minimum number required. The third case
is the most conservative while the second method has the most degrees of
freedom.
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3.3.1

Robustness with Varying Routing Probabilities

Let L ∈ N+ represent the number of scenarios.


f (x) = dT x

min .
x


 sub. to AL x ≥ 0


BL x = 1




.


(3.31)

x = [p11 . . . pK1 . . . p1L . . . pKL c1 . . . cM ]T
x ∈ R(LK+M ) ,

(3.32)

(M ILPL )

x ≥ 0.
Then the decision vector is on the form
(

where p1i . . . pKi correspond to the routing probabilities of scenario i.
The cost function is defined by




LK

z }| {

d = [0 . . . 0 ξ1 . . . ξM ]T

(3.33)


 d ∈ R(LK+M ) ,

and the inequality matrix is constructed from Āl , l = 1, . . . , L submatrices
where each Āl in turn is constructed in the same way as the matrix A of
Section 3.2.4 for each scenario, i.e., for each set of µni s and λni s , n ∈ N and
i ∈ {1, . . . , L}.



AL = 



−Ā1
0M ×K
..
.

0M ×K
−Ā2

...
...
..
.

0M ×K
0M ×K
..
.

tI
tI
..
.

0M ×K

...

0M ×K

−ĀL

tI




,



(3.34)

and correspondingly for the equality constraints matrix



BL = 



pK1
01×K
..
.

01×K
pK2

...
...
..
.

01×K
01×K
..
.

01×M
01×M
..
.

01×K

...

01×K

pKL

01×M




.



(3.35)

The solutions found are for slight variations of the same basic problem, with
the same distribution of agents over the agent pools and the same costs but
where the probabilities are allowed to vary from scenario to scenario.
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Results:
The results will be presented in terms of examples. Let µ1 = µ2 = µ3 =
5, λ1 = 28, λ2 = 30, λ3 = 34, N = 3, M = 7 and t = 0.81 for the following
examples: The routing probabilities will be ordered as follows
pl = [p11 p14 p15 p17 p22 p24 p26 p27 p33 p35 p36 p37 ]l ,

l = 1, . . . , L

T

p = [p1 . . . pL ] .
Example 10. Let the cost vector be
d = [0
. . 0} 1 1 1 1 1 1 1]T .
| .{z

(3.36)

12L

The scenarios are generated by randomly adding a Gaussian noise term to
the basic scenario given above. The distribution of the noise terms are given
as
ζj ∼ N (0, 0.252 ),

(3.37)

for 150 different scenarios. Then the different scenarios give rise to the
following distributions for the routing probabilities, shown in Figure 3.3.
Then a solution found is


 Optimal value = 23,

p

= [0 0 0.62 0.38 0 0 0.55 0.45 0 0.31 0.46 0.23],

avg

 c∗ = [0 0 0 0 7 8 8],

where pavg is the mean routing probabilities over all scenarios.
Example 11. Use the same setup as in Example10 but with the added constraint that there has to be at least four agents in all the single agent pools,
i.e., c1 , c2 and c3 . Then the different scenarios give rise to the following
distributions for the routing probabilities, shown in Figure (3.4).
then a solution is


 Optimal value = 23,

p

= [0.56 0 0.24 0.20 0.53 0 0.22 0.25 0.47 0.15 0.16 0.22],

avg

 c∗ = [4 4 4 0 3 3 5].

It is worth noting that all the single pool constraints are active, again indicating that the more flexible solutions are easier for the solver to find.
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Figure 3.3: Probability distributions for all 150 scenarios of Example 10 (only
non-zero probabilities are included).

From Examples 10 and 28 it can be observed that the resulting routing
probabilities vary between scenarios but that some probability values are
far more frequent. Therefore, it is plausible that the frequently occuring
probability values are good choices to use in the planning problem.

3.3.2

Robustness with Fixed Routing Probabilities

In the case that the probabilities are fixed over all scenarios the constituent
parts of the MILP of (3.31) are given below. The decision variables take the
form
(
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x = [p1 . . . pL c1 . . . cM ]T
x ∈ R(K+M ) .

(3.38)
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Figure 3.4: Probability distributions for all 150 scenarios of Example 28 (only
non-zero probabilities are included).

The cost function is defined by




L

z }| {

d = [0 . . . 0 ξ1 . . . ξM ]T

(3.39)


 d ∈ R(K+M ) ,

and the inequality matrix is given by



AL = 



−Ā1
−Ā2
..
.

tI
tI
..
.

−ĀL tI




,



(3.40)
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and correspondingly for the equality constraints matrix
BL = [pK 01×M ] .

3.3.3

(3.41)

Robustness Examples

Example 12. As a first example look at a medium size contact center
with small demand variations that supports three types of customers, S =
{s1 , s2 , s3 } and N = {1, 2, 3}.
Five additional scenarios are generated by adding a Gaussian noise to the
base case arrivals. Robust solutions are found for four different variations on
the model parameters. The parameter choices and the results can be viewed
in Table 3.4.
In this example the minimum number of agents in any pool is zero, while
the maximum varies. For single class agent pools the supply of agents is
assumed to be infinite, for dual class agent pools there are a maximum of
5 agents available for each, and for the triple skill agent pool there are 4
available agents. Two sets of agent costs are used, either all agents cost the
same or agents in pools serving more than one type of customer costs 20%
more per customer class.
The robustness of the problem is studied under robustness case one and
three of Table 3.3, i.e., for one routing rule and one set of QoS constraints
and for one routing rule and one set of QoS constraints for each scenario,
respectively.
This is a simulated example with the following system parameters; arrival intensities are given as λ1 = 152, λ2 = 180, λ3 = 206 and the service
intensitie as µ1 = 5, µ2 = 6, µ3 = 7. All agent pools give the same service
to customers of the same class. The scenarios are generated using the given
base case and applying a Gaussian noise of  ∈ N (0, 25) to each arrival intensity. The upper fairness bound is ρmax = 0.9 and the QoS requirement for
the α-VaR measure is given by β = 0.8, tβ = 20s, i.e., 80% of the customers
should start their service within 20s.
Summary of example variants:
a: Base case, equal costs.
b: Base case, variable costs.
c: Increased upper bound on fairness constraint, ρmax = 0.95.
d: β in QoS increased to 0.9.
At the top of Table3.4 the most important parameters are shown and the
bottom part shows the staffing, optimal value and maximum ρmin possible.
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params 1:a
1:b
1:c 1:d 3:a
3:b
3:c
3:d
β
0.8
0.8
0.8 0.9 0.8
0.8
0.8
0.9
ρmax
0.9
0.9 0.95 0.9 0.9
0.9 0.95 0.9
Costs eq. var. eq. eq. eq. var. eq.
eq.
P1
29
34
29
33
25
37
25
27
P2
24
33
24
24
31
35
31
34
35
35
35
37
36
36
36
38
P3
P4
5
5
5
5
5
2
5
5
P5
5
0
5
5
5
0
5
5
P6
5
0
5
5
5
1
5
5
P7
4
0
4
4
4
0
4
4
Value 107 108 107 113 111 111.6 111 118
ρmin 0.815 0.815 0.815 0.77 0.805 0.805 0.805 0.760
Table 3.4: Robustness example, compairing robustness method 1 and 3 from
Table 3.3.

Comparing the results for equal agent costs with varied costs, it can be seen
that robustness method three is more conservative than method one. Increasing the upper bound on the fairness constraint does not change the maximum
ρmin . Increasing the β-value of QoS constraints lowers the maximum ρmin .
Example 13. The data is taken from a relatively small energy company
with high variability in the arrival rates. The basic setup is similar to that
of Example 10, the main difference being that the QoS measure employed
is the CVaR measure at level β and that robustness methods 2 and 3 from
Table 3.4 are compared. They offer three types of services, namely general-,
credit- and technical inquiries. The base scenario is created via averaging
historical records for a chosen monday interval. The arrival intensities are
given by λ1 = 52, λ2 = 68, λ3 = 39 and the service rates by µ1 = 7.6, µ2 =
10.3, µ3 = 12.9.
The scenarios are taken as the individual monday intervals, the upper
fairness bound ρmax = 0.9, and the QoS measure is the β-CVaR for β = 0.81
and φmax = 0.5.
No real data of agent costs was available so the same agent cost sets as
in Example 29 are used.
Test cases:
Robustness method 3
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a: Base case, equal costs.
b: Base case, variable costs.
c: Increased upper bound on fairness constraint, ρmax = 0.95.
Robustness method 2
a: Comparison with 3:a above, increased β-value.
b: Comparison with 3:a above, decreased φmax .
c: Comparison with 3:b above, variable costs.
d: Increased upper bound on fairness constraint, ρmax = 0.95.
Params

3:a

3:b

3:c

2:a

2:b

φmax
0.5
0.5
0.5
0.5 0.159
β
0.81 0.81 0.81 0.995 0.81
ρmax
0.9
0.9 0.95 0.9
0.9
Costs
eq. var. var.
eq
eq
P1
0
0
0
0
0
P2
0
0
0
0
0
P3
0
0
0
0
0
P4
0
0
11
0
0
P5
0
0
6
0
0
0
0
0
0
0
P6
P7
20
20
3
20
20
Value
20
28 24.6 20
20
ρmin 0.724 0.724 0.724 0.724 0.724

2:c

2:d

0.5
0.81
0.9
var.
5
6
2
3
4
0
0
21.4
0.724

0.5
0.81
0.95
var.
5
5
2
4
2
1
0
20.4
0.762

Table 3.5: Robustness example, compairing robustness method 2 and 3 from
Table 3.3.

As can be seen in Table 3.5 the less strict method 2 allows for more flexibility than method 3. At the top the most important parameters are shown
and the bottom part shows the staffing, optimal value and maximum ρmin
possible, which was calculated using a interval halving method. Comparing
the results for equal agent costs with varied costs it may be seen that varied
agent costs lead to the solutions making use of the single class agent pools
to a greater extent than when all agents cost the same. When there is no
is no cost difference between agents then solutions offering greater flexibility
are preferred. This is the same results that would be expected if higher order
moments on the load per agent were implemented. A unique solution exists
for method 3 but not for 2. Increased ρmax for method 3 and 2 leads to
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increased maximum ρmin in case 2.

3.4

Optimization of a Multiperiod Model

The models used so far have all been one period models. In the following
section a multiperiod problem is formulated and solved for some specific
examples. In the multiperiod case the arrival rates or the service rates may
vary from period to period. Let there be V periods then λin and µin for
i ∈ {1, . . . , V } are extensions from Section 3.2 which include values per
period. For a multiperiod model shifts are introduced as
Definition 3.4.1 (Shifts). A shift is defined as a V -dimensional binary
vector, with ones representing periods worked and zeros correspond to periods
not worked for a particular shift.
An example of a shift for a five period problem could take the form
zj = [1 1 1 0 0]T , corresponding to working in period 1-3 and not working
during periods 4-5.
Assume there are Z unique shifts and amj is the number of agents working in agent pool m ∈ M under shift j ∈ {1, . . . , Z}. The assignment vector
will now contain a set of agents representing the number of agents per agent
pool per shift as a = [a11 a21 . . . aM 1 a12 . . . a1Z . . . aM Z ]T .


a ∈ NM Z ,


 M ∼ number of agent pools,
 Z ∼ number of shifts,




(3.42)

V ∼ number of periods.

The shifts can all be collected in a matrix where the columns represent
shifts and the rows indicating that the shift implies work in that period.
The multiperiod MILP can then be stated as


min
x

(M ILP )Z

f (x) = dT x


 sub. to AZ x ≤ 0,


BZ x = 1,




.


(3.43)

x≥0
Then the decision vector will be on the form
(

x = [p11 . . . pK1 . . . p1V . . . pKV a11 . . . aM Z ]T
x ∈ R(V K+M Z) ,

(3.44)
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for some ordering of the routing probabilities. The cost function is defined
by




VK

z }| {

d = [0 . . . 0 ξ11 . . . ξM Z ]T

(3.45)


 d ∈ R(V K+M Z) .

Let SH be the shift matrix, then the inequality matrix AZ is given by
AZ =

h

i

Ã t(SH ⊗ I)

,

(3.46)

where the Ã corresponds to the different partial A1 , A2 , . . . , AV matrices for
the different periods stacked on top of eachother and ⊗ is the Kronecker
product.
Example 14. Consider the same system as in previous examples, but with
V = 5 periods and Z = 4 shifts. To simplify the presentation of the solution
the routing probabilities are the same for all periods but with varying agent
assignments. The service rates are assumed to be constant µ1 = µ2 = µ3 = 5
while the arrival rates are varied as
λ1 = [28 29 30 30 28],

(3.47)

λ2 = [30 30 31 31 30],

(3.48)

λ3 = [34 36 38 37 34],

(3.49)

over the five periods. The shifts are given as
shift1
shift2
shift3
shift4

= [1 1 0 0 0]T
= [0 1 1 0 0]T
= [0 0 1 1 0]T
= [0 0 0 1 1]T












=⇒ SH = 







1
1
0
0
0

0
1
1
0
0

0
0
1
1
0

0
0
0
1
1









(3.50)

with the cost vector
d = [0
. . 0} 1| .{z
. . 1}].
| .{z
12

(3.51)

7·4

Furthermore, the problem is constrained such that all shifts will have at
least one agent in each agent pool. The solution gives the optimal value to
be 72 with
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Agent pool shift 1 Shift 2 Shift 3 Shift 4
1
1
1
1
1
2
2
1
1
2
3
7
1
7
7
4
2
1
1
2
5
7
1
7
7
6
2
1
1
1
7
2
1
1
2
Table 3.6: Agents on shifts per agent pool.

Skill pool Period 1 Period 2 Period 3 Period 4 Period 5
1
1
2
2
2
1
2
2
3
2
3
2
3
7
8
8
14
7
4
2
3
2
3
2
5
7
8
8
14
7
6
2
3
2
3
2
7
2
3
2
3
2
Table 3.7: Agents working per period for different agent pools.
with routing probability vector
p = [0.14 0 0.81 0.05 0.26 0.26 0.26 0.22 0.83 0.17 0 0].

(3.52)

It is not obvious why agent pool 3 and 5 are heavily populated in preference
to other solutions. However, looking at the routing probabilities it can be
noted that common agent pools are used the least by customers of class 3.

3.5

Summary and Discussion

The employee attrition rate can be a serious problem for contact centers.
The results of skilled workers terminating their contracts may lead to short
commings in the delivered service, as well as increased costs due to hiring
and training of replacements. To reduce attrition, efforts are being put into
increasing the well being of the agents. Percieved unfair work-loads is a
common complaint amongst agents. It then becomes important to mitigate
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such imbalances in agent work-loads. To implement fair staffing models, the
concept of fairness must be defined and quantifiable. In this chapter the
long run average of the agent work-load is taken as the basic quantity of
the fairness measure. If the agent work-load only varies slightly between all
agents the system may be considered to be fair, whereas if the differences are
large the percieved interagent fairness is low. This idea could be extended to
include higher order moments on the long run work-loads to achieve better
short term balance. The main focus of fairness in queuing networks has
mostly been targeting fair customer experiences. In this chapter that is not
specifically considered, but indirectly handled by all queues being of the first
come, first served type.
The staffing model used is based on a fluid approach to a queuing network, where each agent pool has a local buffer for waiting customers. As
soon as a customer enters the system they are routed to one of these local
buffers. This scheme is a simplification of the true SBR problem, but it is
similar to some of the software implementations at Teleopti, and as long
as there are not too many local queues this network configuration gives decent approximations. This simplification is also introduced to facilitate the
optimization formulations with regards to fairness and QoS service bounds.
The objective may be formulated as a linear function in terms of the decision
variables. The same goes for the constraints. Variables pertaining to the
number of agents employed are integer valued which makes the corresponding optimization problem a mixed integer linear program. It is certainly
possible to include higher order functions and relaxations of the integer
conditions, but that is considered to be outside of the current scope. The
model may also be extended to include differences between the service rates
between different agent pools for the same customer class.
Two main optimization programs are formulated, one that is of minimax
type where the maximum agent work-load over all agent pools is minimized,
and the other is of MILP type where fairness constraints are included. A
suggestion for combining the two is also given in terms of a multiobjective
program. The MILP formulation is also extended to include conservative
constraints on the two QoS measures, β-VaR and β-CVaR. These measures
are conservative due to a linearization of the underlying convex function,
and also since the lowest service rate is used for agent pools that serve more
than one type of customers. If the service times between different customer
types is large then the answers may be to conservative and result in over
staffing. For such problems the used service rate should take the form of
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a combination of all the corresponding service rates. Such a formulation is
not linear in nature and is not included in the analysis of this chapter.
For any problem with more than two classes of customers there may not
exist unique optimal feasible solutions to the program, instead the solutions
form a solution hyper surface (or facett), where all solutions are optimal
and feasible. For the minimax problem the surface is defined and denoted
by MAC. For the solvers used in the implementation phase of this chapter it
is found that it gives preferece to the more flexible solutions in terms of more
agents being distributed to multi-class agent pools. This is likely due to the
fact that the routing possibilities for such solutions are more numerous.
The planning process does greatly benefit from robust solutions since
reality will most certainly deviate from the forecast that the planning is
based on. To provide some robustness to the solutions four different scenario
based models are analysed. The robustness models differ in that either they
force all scenarios to adapt the same routing or allowing them individual
routing. They also differ in the application of the QoS constraints, either all
scenarios must fulfill the constraints or only the average scenario must fulfill
the constraints. It may be argued that the flexible routing and the average
fulfillment of the QoS constraints is closest to the real situation.
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Chapter 4
Chat System Model

Chat System Model

Chat System Model
a Markov Approach
4.1

Introduction

Contact centers are evolving at a rapid rate, trying to keep pace with the
advancement of technology. This calls for continually adding and modifying new features and forms of communication. One example of this is the
introduction of chat-based communication, which rapidly has grown in popularity. Its increased proliferation has heightened the need to properly model
the phenomenon. In this chapter the text is based on the patent (Svensson,
2018) and the proceedings of (Enqvist and Svensson, 2019). It describes a
chat-based communication system, CBCS, in a contact center environment.
Chat-based communication differs from the telephone based communication of call centers. There are several advantages and drawbacks. The
information exchange rate may be both higher and lower depending on the
issue. For complicated issues standard information packages may be prepared and transmitted via the chat in a way that is not possible for a phone
conversation. However, the general rate of information exchange per time
unit is commonly lower for the chat system. Chat-based systems also allow for the transferral of an open chat dialogue between agents, if another
type of expertise is called for. The most obvious difference between telephone and chat systems is that several clients can be served in parallel for
the CBCS. The response procedure, from the agents point of view, is much
like a round robin service process for which service is alternated between
clients. The agent moves from one open chat dialogue to another and then
back again. The true system is approximated by a continuous time Markov
process {X(t), t ∈ R+ } on a countable state space X in steady state. Due
to the fact that customers share a common resource, an agent or a server, a
simple queuing model like the M/M/s model will not suffice to adequately
capture the system dynamics. Furthermore, it is reasonable to expect that
the service rates are depending on the current number of clients sharing
the agent, i.e., the service rates are state dependent. Here, this feature is
modeled by attributing variable service rates to agents under different work89
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loads, depending on the number of currently served customers. This state
dependency is introduced to model a server being able to work on several
tasks in parallel, i.e., multiple concurrent chat dialogues. Furthermore, it
is straight forward to include several groupings of agents into the model.
The main reason for including more than one group of agents would be to
account for different skill levels, e.g., include a group for rookies and one for
experienced workers. The suggested system model approximates the CBCS
at a modern contact center regardless of the load and size of the system as
long as it is stable. The dynamics for smaller systems tend to be harder to
capture with fluid approximations due to the impact of system variance.
For the quality of service, QoS, measures the differences as compared
with similar measures for telephone systems are investigated, as well as
showing how such measures may impact the design of the CBCS. These
measures are intended to represent a relevant indication of customer and
provider satisfaction. Many such measures may be devised, in this text
the focus will be on the the customer sojourn time, the average customer
waiting time in queue, and the throughput of the system. Given a QoS
measure and a minimum requirement to be fulfilled the optimal number of
maximal concurrent customers per agent and group can be determined, as
well as the optimal routing in terms of where to route a new customer.
The number of customers an agent is currently serving in parallel will
be referred to as the concurrency level. This setting shares many similarities with the field of processor sharing, such as (Kleinrock, 1967; Cohen,
1979), and limited processor sharing, see (Yamazaki and Sakasegawa, 1987;
Avi-Itzhak and Halfin, 1989) and in particular it is similar to limited and
variable processor sharing (Rege and Sengupta, 1985; Gupta and Zhang,
2014). There is an important difference between the CBCS and the sharing
of a processor due to the amount of service needed to complete a chat dialogue at a contact center is not known in advance, whereas in the processor
sharing framework the job size is known once the job enters the system.
In recent years the topic of CBCS modeling and analysis has received
some attention, however, the number of papers is still limited. The model
presented in this chapter is of interest since it is in essence an extension of
the Markovian Erlang model. The model developed is not limited to chat
systems.
There are a variety of alternative approaches to modeling a CBCS, one
is to treat every chat dialogue exchange as a queued up job, another is to
approximate the system by the heavy traffic limits. The most common heavy
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traffic scheme originates from the Halfin-Whitt heavy traffic regime (Halfin
and Whitt, 1981), extended to handle state dependent sharing systems. This
has been done in (Tezcan, 2011) with respect to the average sojourn time,
and (Long et al., 2018) for a CBCS system where the authors minimize
the number of servers and find optimal controls for the staffing problem in
the limiting regime with respect to the abandonment rate. In the paper by
(Luo and Zhang, 2013) the authors introduce a multi-objective cost function
and computes staffing and control results in the many server heavy traffic
regime.
This chapter is organized as follows: in Section 4.2, the state space based
queuing model is introduced, with focus on the intensity matrix, denoted
by Q. In Section 4.3, the closed form solutions for the problem are discussed, first for a single agent handling several tasks in parallel and then
for general instances of modeled queuing systems. In Section 4.4.2, several
QoS measures and the corresponding routing rules are discussed, and the
relevant optimization formulations are introduced. In Section 4.5 numerical
examples are given. Finally in Section 4.6 a brief summary and discussion
is given.

4.2

System Model

A queuing system, where the servers can work on several tasks in parallel is
modeled. Since this work pertains to chat-based communication in a contact
center environment, the servers of general queuing theory are also referred
to as agents, and the arrivals will be considered to be arriving customers
or clients in a chat queue. In other contexts, such as processor sharing
systems, the customers are often referred to as tasks or jobs. Once an agent
answers a client then a new service period has been initiated, a new chat
dialogue exists, and this marks the end of the waiting period in the buffer for
the corresponding customer. Any change of state happens instantaneously.
All state changes (jump processes) will be right-continuous with left limits
everywhere with probability one (a.k.a. càdlàg).

4.2.1

Model Components

Let {X(t); t ∈ R+ } be a Markov process on a countable state space X , in
continuous time t. The state space is given by all possible combinations of
job distributions over all agent groups and includes the buffer for waiting
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customers. Consider a process where the parameters allow a steady state
solution, i.e., the system is stable for t → ∞. Then the transition probabilities depend only on the current state, not on time, and there exist a finite
stopping time for which the state distribution is independent of the initial
conditions. Using the idea of a chat-based system, where servers may work
on several jobs in parallel, the underlying state space can be constructed
such that the number of jobs in the system and their distributions over the
available servers and the buffer constitutes the state space. The parameters
determining the state space and the transition rates include the number of
agents (or groups of agents if they are not exchangeable), the rate at which
arrivals occur, the service rates under different customer distributions, and
the routing of customers to agents or agent groups, or to the buffer.

4.2.1.1

The Arrival Process

In the following all customer arrivals are considered to be independent and
identically distributed; furthermore it is assumed that all customers are
equal in the sense that they are indistinguishable from one another in terms
of the service amount required, i.e., there exists a single class of customers.
The arrival process is also assumed to be independent of the service process.
The rate at which new arrivals enter the queuing system is taken to
follow a homogeneous Poisson process with the rate parameter λ > 0. It is
assumed that there is one common buffer for all arriving customers, in which
they are constrained to wait when there are no service slots available. The
buffer is ordered according to the first come, first served, FCFS, principle.

4.2.1.2

The Service Process and Agent Groups

Every agent belongs to some group, indexed by G = {1, . . . , G}. Agents
from the same group are considered to be exchangeable. Let there be si ∈ N
agents in group i ∈ G and let s = [s1 s2 . . . sG ]T be the corresponding
staffing vector. Staffing in this chapter is denoted by s and not by c.
An agent can either be idle, or actively be serving a number of customers
up to the maximum concurrency limit ni , i ∈ G. Let n = [n1 n2 . . . nG ]T
represent the vector of maximum limits of the number of jobs an agent may
simultaneously work on. Then the maximum number of customers that may
be receiving service is given by Jmax = nT s, i.e., the number of service slots.
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The individual agent’s state is defined by the number of customers concurrently being served by it. Let Y i = {0, 1, . . . , ni } denote the state space
for a typical agent of group i ∈ G, corresponding to the number of customers
being served. An agent’s state may then be denoted by sij , corresponding
to agent j ∈ {1, 2, . . . , si } in group i ∈ G.
The state of group i at some time point t can be captured by a state
i
vector Xi (t) ∈ Nn +1 , which counts the number of agents in each state for
the group
i

Xi (t) =

i

s X
n
X

I(sij = k)ek ,

i ∈ G,

(4.1)

j=1 k=0

where I denotes the indicator function,
(

IA (x) =

0,
1,

x∈
/ A,
x ∈ A,

and where ek is the unit vector in the direction of k ∈ Y i . Additional
organizational structures may be imposed on the system for book keeping
purposes, when needed.
The service rate of an agent will depend on the state of that agent, i.e.,
the number of customers being served. The total service rate, pertaining to
an agent, is assumed to be split equally between the served customers. The
service times are assumed to be exponentially distributed with the intensity
parameter µik , which depends on the group i ∈ G and the current state
k ∈ Y i of the agent. It is reasonable to assume that, in most cases, the
service provided per client decreases as the agent serves more concurrent
customers due to split focus on the agents part. At some point the number
of dialogues will be overwhelming for an agent and the total provided service
will decrease, both for individual clients and for all clients combined. There
may exist inefficient agent states, depending on the QoS. An efficient routing
rule in terms of the given QoS measure will, to a large extent, avoid routing
to inefficient states, see (Tezcan, 2011) for a discussion. The total service
rate can still increase up to some point when handling to many conversations
becomes confusing. This is further complicated by possible slow-downs and
rushing in service systems with human workers. Including factors such as
rushing and slow-downs can be handled by appropriate routing schemes, the
only requirement being to preserve the Markov feature of the system.
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Assumption 4.2.1. In this chapter it will be assumed that the service intensity per customer, µik /k, is a decreasing function of the number of concurrent customers. The total service rate, µik , of an agent may increase as
more concurrency is allowed — see Figure 4.1. To avoid inefficient states,
up to the state of maximum service rate, for the agents it is further assumed
that the total service rate of an agent is an integer concave function in terms
of the number of clients being served.
Considering agent states with more clients than the state for which maximum total service rate is achieved can be of interest under certain QoS
measures and long run system performances. However, this chapter mostly
concerns systems where the maximum concurrency limit coincides with the
maximum possible service rate per agent. The integer concave assumption is
only assumed to hold up to the state of maximum total service rate beyond
that the service rate function will at some point switch to an integer convex
function since the service rate per customer will always be positive.
Total Service Intensity
1.4

Service Intensity

1.2

1

0.8

0.6

0.4

0.2
0

1

2

3

4

5

6

7

8

9

No. of Concurrent Jobs

Figure 4.1: Total service rate for a single agent under different number of concurrent customer loads. It can be noted that the function is integer
concave.

The total service rate, when all agents are serving their maximum numP
i i
ber of customers, will be denoted by µtail (n) = G
i=1 s µni . Depending on
the choice of n, µtail will take different values.
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Figure 4.2 depicts three agents, from the same group, serving a varying
number of clients. Note the varying service rates. In general there is no need
for further restrictions on the agents service intensities, however, as noted
earlier it is reasonable to expect that the service per customer is decreasing
for increasing concurrency levels.

Figure 4.2: System of three agents, where agents 1 and 3 serve several customer
simultaneously. Figure by Carl Rockman.

4.2.1.3

Buffer

If an arriving customer can not be served immediately then the customer
is placed on hold, waiting in a buffer. The buffer may be infinite in size
and is following the queuing discipline of FCFS. It may be noted that the
FCFS queuing discipline does not affect the stationary solution and may be
disregarded.
A client waits in this queue until an agent has a free service slot. Once
all the service slots have been filled there will be a waiting queue forming.
The state of the buffer is denoted by Xb ∈ {0, 1, . . . }.
4.2.1.4

Routing

The process of matching arrivals to servers is handled by a state dependent
routing rule A = {ai (x)}G
i=1 for x ∈ X . Since the stationary solution is state
95

Chapter 4
dependent it does not satisfy the insensitivity property, i.e., the product form
solution. For more on the insensitivity property see (Barbour, 1976; Stoyan,
1978; Schassberger, 1978). The term ai (x) corresponds to the probability
that the next arrival will be routed to group i given that the system is in
state x, see Assumption 4.2.2.
A provides the controls for the system when there are available service
slots while the rule needs to be extended to include the routing when there
are no available service slots. Let R = A ∪ {rb }, where rb represents routing
jobs to and from the buffer. Since the agents in the same group are exchangeable it does not matter which specific one is in which specific state,
all that is needed is the distribution of clients over the group, i.e., how many
agents in each of the concurrency states of the group. When the service rate
function is integer concave with respect to the number of simultaneous jobs
the intra-group routing is accomplished by sending the new job to the agent
with the least number of concurrent customers since this choice correspond
to the greatest marginal increase in the total service rate. If there are several servers, within a group, with an equal number of jobs the new arrival
is distributed uniformly. If a customer gets routed to the buffer then this
routing will be followed by a second routing to the first available agent when
a service slot becomes available. If there are available agents from different
groups the rule will determine which group will receive the new arrival. The
routing rule R includes only inter-group routing while the intra-group routing will be done by sending a new arrival to an appropriate agent, which
by Assumption 4.2.1 for most QoS measures will be to the agent with the
lowest current workload. The specific routing is dependent on which QoS
measures are under consideration.
If inefficient service levels are considered the intra-group routing becomes
more involved but still viable as long as the Markovian property is kept
intact.
An assignment rule could also be made to incorporate other factors, such
as fair work distribution between agents, priorities of groups and more. The
one condition on the routing rule is that it preserves the Markovian property
of the system.
Let L : X → N be a counting measure that returns the total number of
clients in the system given the current state.
Assumption 4.2.2. For each k ∈ {1, . . . , ni }, i ∈ G, and R as given above,
the routing rules satisfy
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(i) rb , ai ≥ 0 and rb +

G
P
ai (x) = 1, for all x ∈ X ,
i=1

(ii) A = 0 (identically zero) and rb = 1 if and only if L(x) ≥ Jmax ,
(iii) rb ∈ {0, 1}.

4.2.2

Matrix Formulation

Traditional queuing systems are derived from the pure birth-death process.
The assumptions in Section 4.2.1 give rise to a different type of queuing
system. Defining a Markov process in terms of generator matrices provides
a compact means of formulating the system model. The description of the
model in terms of matrices will be the focus of this section.
When all agents are fully occupied then new arrivals end up waiting
in the queuing buffer, and new arrivals/departures only change the buffer
state. This part of the system behaves as a pure birth-death process with
an arrival intensity λ and the total service rate of µtail . The corresponding
intensity matrix structure is tridiagonal.
Pooling agents with identical performance into groups limits the size of
the system. See Figure 4.3 and 4.4 for examples. The figures highlight the
advantages of grouping agents, in terms of system size. It is realistic to
expect that agents are grouped in a contact center, in terms of the service
they can provide. From the examples depicted in the figures it can be seen
that the given routing rule aims at distributing new arrivals as evenly as
possible. Clients leaving the system may result in a sub-optimal distribution
of customers over the servers.
4.2.2.1

System Intensity Matrix

As mentioned, a compact way to describe the queuing system is in the form
of an intensity matrix Q and the corresponding state probability vector p̄,
which determines the stationary state probabilities. Any continuous time
Markov process with some regularity condition on the initial distribution
can be uniquely related to an intensity matrix Q.
Definition 4.2.3 (Intensity Matrix). A matrix Q = (qij )1≤i,j≤M , i, j ∈ N,
for some system size M , possibly infinite, is defined as an intensity matrix
(infinitesimal generator) if it satisfies the following conditions:
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λ
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Figure 4.3: Example of a system with G = 2, n1 = n2 = 2 and s1 = s2 = 1 with
assignments to the least used agent, and equally distributed if there
is a tie.

(i) 0 ≤ −qii for all i ∈ {1, . . . , M },
(ii) 0 ≤ qij for all i, j ∈ {1, . . . , M } with i 6= j,
(iii)

M
P

qij = 0 for all i ∈ {1, . . . , M }.

j=1

The inequality in (i) is strict here.
The intensity matrix governs the rate of state changes of the Markov process X(t). The state of the Markov system at any given time t is determined
by
X(t) = (X1 , . . . , XG , Xb ) (t).
(4.2)
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Figure 4.4: Example of a system with G = 1, n1 = 2 and s1 = 2 with assignments to the least used agent, and equally distributed if there is a
tie.

Note: The Xi (t):s in expression (4.2) may vary in the number of positions
between different i:s. This is due to the fact that the maximum concurrency
limit may vary between different groups.
A consequence of the Markov model is that only one state change may
occur at any given time. There are four such possible types of changes that
may occur:
(i) An arrival occurs and is routed to an available agent,
(ii) An arrival occurs and is routed to the buffer,
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(iii) A departure occurs and a service slot becomes available,
(iv) A departure occurs and the buffer is decreased.
All state changes occur on group level to keep the numerical size to a minimum. For case (i) and (iii) a change of state can then be handled on
i
group level by letting ek be a unit vector in the direction of k ∈ Rn +1 and
using this to update the system state on group level. By assuming that
at most one server in the whole network transitions at any given time, the
group specific transition from state x ∈ Y i to y ∈ Y i may be denoted by
xi 7→ xi +(ey −ex ). This corresponds to a unique state change of the Markov
process X(t) on X .
In case (ii), i.e., that all servers are occupied when a new arrival occurs then the routing sends the arrival to the buffer which changes states
accordingly Xb 7→ Xb + 1.
If there is a departure when the buffer is not empty, case (iv), then the
buffer changes as Xb 7→ Xb − 1 and the state of the corresponding group
remains unchanged as xi 7→ xi + (ex − ex ).
The current state of the system is given by X(t), which is fully determined by the distribution of jobs between the different groups and the buffer.
Each state is represented by a row(column) in the intensity matrix Q.
When an arrival occurs it does so with an intensity of λ and if there is
at least one service slot free then it gets routed to an available agent, which
corresponds to a thinned state dependent Poisson process. The intensities
with which the arrivals are routed to the different groups, or the buffer, are
given by 4.2.2
(

λi (x) = ai (x)λ, x ∈ X1:Jmax ,
λi (x) = rb λ, x ∈ X(Jmax +1):M ,

for all i,

(4.3)

where X1:Jmax correspond to there being at least one service slot free to
recieve an arriving client and X(Jmax +1):M when there are no available servers
the new arrival gets routed to the buffer.
On the other hand departures leave the system from group i in state
Xi (t) with intensity
µi (x) = [µi0 µi1 . . . µini ]Xi (t),

i ∈ G.

(4.4)

Definition 4.2.4 (System Intensity Matrix). Let Q be the intensity matrix
corresponding to the Markov process X(t), satisfying Definition 4.2.3 and
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with transition intensities given by Equations (4.3) and (4.4). The states
for which Xb = 0 are first in order followed by the states for which Xb > 0,
in ascending order of the total number of clients in the system. Furthermore,
let the first row correspond to the empty system state and the (Jmax + 1):th
row be the state for which all service slots are filled but the buffer is empty.
Let N = Jmax + 1.
The intensity matrix can be partitioned into four submatrices
A B
C D

Q=

!

.

(4.5)

This partition will make further analysis of the system more tractable. The
first submatrix, A, corresponds to states for which the buffer is empty, see
Definition 4.2.4. It is a sparse band matrix of size N × N . The size becomes
considerably smaller if the servers are grouped into a few groups.
The two submatrices B and C may both be infinite but contain only one
non-zero element each.
0 0 ···

 .. . .
B= .
. ··· ,
λ 0 ···




(4.6)

0 · · · 0 µtail
 0 ··· 0
0 
C=
.
.. . . ..
..
.
.
.
.




(4.7)

The fourth submatrix, D, corresponds to the states for which there is
a queue. The intensity submatrix D has the expected tridiagonal form of
a traditional M/M/· system, i.e., it corresponds to a standard birth-death
process and may be infinite in size.


d


 µtail
D=
 0


..
.

λ
d
µtail

0
λ
d
..
.



0 ···
0 ··· 


λ ··· ,

.. ..
.
.

(4.8)

where d = −(λ + µtail ) except for the last row where it is −µtail .
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4.2.3

System Structure

The use of the intensity matrix, given by Equation (4.5), requires that the
system matrix can be created for different numbers of groupings of agents
and different maxima on concurrency levels. The structure of the submatrices B, C and D are given in (4.6) - (4.8). It is only the system size that
varies the structure of those submatrices. The construction of A is given
by Equations (4.3) and (4.4). The matrix A depends on a given assignment
rule, A, which determines the routing of new arrivals within the system.
The submatrix A is of finite size for all realistic systems, it might however
be of interest to study its behaviour under different limiting schemes, but
that falls outside of the scope of this chapter.
In the empty system, corresponding to the first row of Q, only arrivals
may occur. The exact order of the rows is important when implementing
a numerical model of the system, but here it suffices that the first and last
row of A are defined, see Definition 4.2.4.
Example 15. For a specific ordering of the states of Figure 4.3 the intensity
matrix (4.5) has the following structure


d1
 1
 µ1

 0
 2
µ
 1
 0


 0

 0

 0

 0


 0

..
.

λ
2
d2
µ12

0
µ21
0
0
0
0
0
..
.

0
0
d3
0
0
µ21
0
0
0
0
..
.

λ
2

0
0
d4
µ11
0
µ22
0
0
0
..
.

0
λ
0
λ
d5
µ12
0
µ22
0
0
..
.

0
0
λ
0
λ
2
d6

0
0
µ22
0
..
.

0
0
0
0
0
0
d7
µ11
0
0
..
.

0
0
0
0
λ
2

0
λ
d8
µ12
0
..
.

0
0
0
0
0
λ
0
λ
d9
µtail
..
.

0
0
0
0
0
0
0
0
λ
d10
..
.

0
0
0
0
0
0
0
0
0
λ
..
.



···
··· 


··· 

··· 

··· 


··· ,

··· 

··· 

··· 


··· 

..
.

where the di :s are the negative sum of the off-diagonal row elements.
The routing rule will be determined in relation to one or more QoS measures, see Section 4.4.2. Different measures may imply different routing
rules, e.g., under some circumstances minimizing the average waiting time
in the system and the average waiting time in the buffer produces different
routing and even different concurrency levels for the servers.
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4.3

State Probability Distribution

An important goal of modeling a system in steady state is to determine if
there exists a stationary state distribution, p̄, and the necessary and sufficient conditions associated with it. The solutions to this problem will be
given, first for a single agent and then for a system of multiple agents with
and without inheritance.

4.3.1

Single Agent, Multiple Clients Queuing System

Looking at a queuing system with a single agent that can serve up to n
customers concurrently. Assuming that the system is in steady state and
of the type M/M/n with fixed service rates. It is also assumed that the
service rate per customer is a nonincreasing function of the number being
served and that the provided service amount is evenly distributed among the
clients. Since only one agent is considered the group index may be dropped.
Only one class of customers is considered.
Introduce the state probabilities pi for i = 0, 1, . . . . The arrivals are
assumed to follow a time homogeneous Poisson process with intensity parameter λ. The following expressions will be used to determine the state
probability distribution for the given queuing system in equilibrium
ρi =


i λ ,

µi
n λ ,
µn

i≤n

(4.9)

i > n,

where µi is the total service intensity for state i ≤ n and µn for i > n when
there are i customers in the queue.
Let
( Q
i
ρj
if i ≤ n
j=1Q
(4.10)
ρ(i) =
n
ρi−n
ρ
if
i > n.
j
n
j=1
The load, ρ(i), depends on the number of total clients in the system, both
clients that are being served and those in the buffer. To achieve steady
state the system must be either finite or µλn = n1 ρn < 1 must hold for an
infinite buffer size. The probability of each state can be expressed in terms
of the empty system state probability, p0 , via the local or global flow balance
equations (Wolff, 1989)

 1 ρ(i)p0
i! i−n
pi =
1
 1
n
n! ρ(i)p0

if i ≤ n
if i > n.

(4.11)

103

Chapter 4
From Markov theory it is well known that for a birth-death process,
P
where λ/µn < 1, there exist a stationary distribution. Since ∞
i=0 pi is
a sum of probabilities, when the steady state condition holds, there is a
solution for p0 determined by
p0 = 1 −

∞
X

pi = 1 −

n
X
ρ(i)

i=1



= 1 − p0 

i!

i=1
n
X
ρ(i)
i=1

i!

∞  i−n
X
ρ(i)
1

p0 −

i=n+1

n

∞  i−n
X
ρ(i)
1

+

i=n+1

n

n!

n!

p0


.

(4.12)

This implies


p0 = 1 +

n
X
ρ(i)

i!

i=1

−1
∞  i−n
X
1
ρ(i) 
.
+

n

i=n+1

(4.13)

n!

To evaluate that expression the following manipulation, using Equation (4.10),
of the two summations is helpful
n
X
ρ(i)
i=1

i!

+

∞  i−n
X
1
ρ(i)
i=n+1

n

n!

=

n−1
X
i=1

∞
ρ(i) ρ(n) X
ρn
+
i!
n! i=n n



i−n

.

(4.14)

The right summation can be identified as being a geometric series with
1
n ρn < 1 which implies that the sum of the series converges to
n−1
X
i=1

∞
ρ(i) ρ(n) X
ρn
+
i!
n! i=n n



i−n

=

n−1
X
i=1

ρ(i) ρ(n) n
+
.
i!
n! n − ρn

(4.15)

This leads to the following expression for p0

p0 =

1+

n−1
X
i=1

1
ρ(n) n
ρ(i) +
i!
n! n − ρn

!−1

.

(4.16)

Since λ and the µi :s are known we can calculate p0 and hence also pi , for
any i ∈ N.
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4.3.2

Multiple Agents and Multiple Tasks Queuing System

Consider the situation where there are several agents handling incoming
clients. The agents may be grouped into pools with other agents with whom
they are exchangeable. We will look at the case where there is only one class
of customers.
First a special case is examined where the agents may inherit tasks from
one another. The inheritance scheme allows for a re-balancing of the system
in real time. This might become a more common occurrence with automated
chat-programs, which only turn the job over to a human counterpart when
it is needed.
For Markovian systems with instant transfers the inheritance scheme is
easily modeled as a birth-death process.
In Section 4.3.2.2 the problem is solved without inheritance for an arbitrary number of groupings of agents. The state probabilities will be calculated for the potentially infinite size queuing system.
4.3.2.1

With Task Inheritance

Consider a chat system where agents may inherit open tasks from other
agents or from some automated pre-processing stage, such as a chat-bot.
This is a realistic option since the whole dialogue history is available to
the new server. There might be a pre-processing stage to narrow down
the class of the customer problem in a multi-class chat system. The preprocessing will likely become more involved with the development of machine
learning. Systems with pre-processing and machine learning components are
considered outside the scope of the current chapter but important enough
that they deserved a special mention.
Moving a client from one agent to another is considered to happen instantaneously, i.e., no set-up time is required. This assumption is not very
realistic, but would be captured by the statistical estimates of the system
parameters to some degree. This idea is very similar to the preemptive system introduced in (Tezcan, 2011, Section 4.3). A task is inherited when
there is an imbalance in the system, where the balance is determined by
the routing rule, eg. one agent has two concurrent customers while another
agent is idle.
The arrival rate λ and the service rates µik , where k ∈ Y i and i ∈ G, are
assumed to be known and independent of each other. The service rate µik
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represents the total offered service intensity when the serving agent of group
i currently has k concurrent customers.
As before, let X ∈ {0, 1, ...} represent the state of the queuing system,
but with inheritance. Let L(X(t)) denote the number of clients in the system when in state X(t) ∈ X at time t. The routing/inheritance rules will
determine the exact system dynamics, and it constitutes a list of the order
in which agent groups are assigned customers to serve. When there is more
than one group involved the routing/inheritance rule is not allowed to tie
between two groups to maintain the birth-death structure of the system.
There is a second routing, namely the intra-group routing. The intra-group
routing will give the job distribution over the agents within a group but will
not necessarily determine which agent is assigned which client specifically
due to exchangeability.
The optimal routing rules are determined by the actual QoS measure
used. Thus, for every state of the system there exists a unique distribution
of clients over the groups and a unique intra-group distribution up to exchangeability, according to the routing list. The service rate associated with
a given state is also fully determined. Thus, there exist a one to one relationship between X(t) and L(X(t)) and a change of the number of customers
in the system may result in a redistribution of some or even all customers.
Therefore, A is equivalent to a list and a change of state is given by the
corresponding client distribution over the groups and agents.
The specifics of this type of construction is shown by example.
Example 16. Under Assumption 4.2.1 and with shortest expected sojourn
time as the QoS measure, the agent with the most clients has at most one
client more than the agent with the least number of clients. With no delays
in the transferral of clients from one agent to another this system can be
modeled as a birth-death process. This is possible due to the system being
of M/M/· type, see Figure 4.5. If only one group is considered then the
system can be defined in terms of s number of agents, each of which can
handle up to n simultaneous tasks. Part of the example birth-death process
is shown in Figure 4.5, where the routing divides the labour as evenly as
possible between the agents, and where s represents the number of servers.
The system in Figure 4.5 can be divided into two parts, one for which the
state L(X(t)) ≤ ns and one for which the state L(X(t)) > ns. The first
part of the system is more involved than the second part. Let pi , where
i ∈ {0, 1, ...}, be the state probabilities for being in state X(t) = i. This
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λ

λ

0

λ
...

1
µ1

λ
...

s
sµ1

2µ1

µ2 + (s − 1)µ1

Figure 4.5: Example of an inheritance system with s agents with n ≥ 2 max
number of simultaneous clients. The routing and inheritance rules
are promoting an even client distribution.

will be the case for which the model is explicitly expressed, i.e., where the
routing/inheritance aim to keep the number of customers as even as possible
over the (single) group of agents. Look at the local flow balance equations
for different states x = X(t).
px =

λ
px−1 ,
Ψx

for x ∈ {1, ...},

(4.17)

where Ψx is the service intensity from state x to x − 1, q(x → x − 1). For
an explicit expression of Ψx introduce the following notation
(

j = d xs e,
k = x − (j − 1)s,

(4.18)

where d e = min{n|n ≥ y = xs } represents the ceiling function.
n∈N

Let µ0 = 0, then Ψx can be expressed as
(

Ψx =

kµj + (s − k)µj−1 ,
sµn ,

Similarly to Equation (4.9) let σx =

x
i=1 σi ,
Qns
x−ns
σns
i=1 σi ,

(Q

σ(x) =

λ
Ψx ,

for x ≤ ns
for x > ns.

(4.19)

for x = 1, 2, ... and let
for x ≤ ns,
for x > ns.

(4.20)

The queuing system will only be in steady state if 1 > sµλn holds. This is
assumed and implies that σns < 1 for x > ns. This fact is used to pose
an expression for the state probabilities of the system in terms of the empty
system probability, p0 .
px = σ(x)p0

∀x ≥ 1

(4.21)
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This ensures the existence of a limiting distribution, which is the stationary
distribution, according to birth-death process dynamics.
Continuing in the same fashion as in Section 4.3.1 and obtaining an
expression for p0 which in turn can be used to calculate any px for x = 1, 2, ...
.
p0 = 1 −
=1−

∞
X

pi = {using Equation (4.20) }

i=1
ns−1
X

σ(i)p0 − σ(ns)

i=1

= 1 − p0

∞
X

i−ns
σns
p0 =

i=ns
ns−1
X
i=1

1
σ(i) + σ(ns)
1 − σns

!

.

(4.22)

Finally, collecting the terms gives
p0 =

1+

ns−1
X
i=1

σ(ns)
σ(i) +
1 − σns

!−1

,

(4.23)

the stationary probability for the empty state.
Inheritance queuing systems may thus be viewed as giving the best case
bounds of the problem, where the optimal system configuration in regards
to the QoS measure, is achieved at every point in time. The worst routing/inheritance rule, with regards to the QoS measure, which preserves
the Markovian property, may also be found. Implementing a worst routing/inheritance rule would mean that the clients would be distributed in
the worst way over the agents in regards to the QoS measure. Such a queuing system can be seen as a worst case bound. Such bounds may be used to
analyze general chat systems without inheritance. The heavier the load on
the system the smaller the gap between the lower and upper bounds will be.
The inheritance system gives a good approximation for a queuing system
that is saturated most of the time, akin to heavy traffic regimes.
When the objective is to minimizing average sojourn times, and when
Assumption 4.2.1 is in effect then the worst routing would be to fill as many
service slots for as few agents as possible, starting with the agents in the
least efficient groups. When the maximum throughput is considered only
the choice of maximum concurrency plays a role, see Section 4.4.2
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Remark 4.3.1 (Several Groups and Inheritance). In the case when several groups of agents are considered the basic birth-death process structure
remains, and the given routing rule consists of a list of the order in which
agents serve customers, on group level.
4.3.2.2

General System Solution

Now consider solving the general system as described in Section 4.2. A
stationary distribution p̄ can be found when µtail > λ holds. It is shown that
there exist a limiting distribution which is equivalent to the distribution of
the stationary state vector by means of showing that a solution exists when
µtail > λ.
Use the partitioning of the intensity matrix Q from Equation (4.5): Suppose that Q ∈ RM ×M , A ∈ RN ×N where N = Jmax + 1 and that M ≥ N .
The steady state solution for the Markov system then satisfies
x Q = 0.

(4.24)

It is helpful to partition the state vector into two parts, matching the partition in (4.5), such that x = (x1 x2 ) where x1 ∈ RN and x2 ∈ RM −N . Then
Equation (4.24) can be restated as
A B
(x1 x2 )
C D

!

= (0 0).

(4.25)

Since D is invertible due to tridiagonal birth-death structure, the following
holds
(

x1 A + x2 C = 0
x1 B + x2 D = 0

(

=⇒

x2 = −x1 BD−1
x1 (A − BD−1 C) = 0.

(4.26)

Remark 4.3.2. The first Equation in (4.26) shows that the probabilites of
the states of the x2 -vector only depend on the last element of the x1 -vector
since the submatrix B only contains one nonzero element, in the last row of
the first column.
That the constructed intensity matrix Q is irreducible will be used repeatedly, thus, it is prudent to show that this is indeed the case.
Lemma 4.3.3. The system matrix Q is irreducible if N is finite.
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Proof. When all service slots are filled, L(X(t)) ≥ N , the process has a pure
birth-death structure and thus this part is irreducible and communicating
with the system state corresponding to L(X(t)) = N .
For the situation when L(X(t)) ≤ N , the irreducibility may be shown
state by state. By construction no state is absorbing, the arrival and service
intensities are finite and λ, µik > 0. The state L(X(t)) = 0 and L(X(t)) = N
communicate since all accepted routing rules route new arrivals to some
system state with one more customer in the system with positive probability
and any distribution of occupied servers can always reach L(X(t)) = 0 since
all clients are assigned a positive service rate, i.e., will depart the system.
Thus all intermediate states between L(X(t)) = 0 and L(X(t)) = N are
reachable, with positive probability, from L(X(t)) = N . Thus since any
configuration can reach the empty system state and this state communicates
with L(X(t)) = N which in turn communicates with all states for which
L(X(t)) > N the whole chain of Q is irreducible.
To solve the system it is useful to first show that the submatrix A has
full rank for all systems where the size of the intensity matrix Q is at least
of size (N + 1) × (N + 1). Let the N × N matrix Ã be
(

Ã =

A,
M = N,
T
A + λeN eN , M ≥ N + 1,

(4.27)

where eN is a unit vector in the N:th direction and where the intensity
matrix Q has been ordered such that the N :th row corresponds to the state
for which all agents are fully occupied but the buffer is empty and where the
states following the N :th state are ordered in terms of increasing number of
customers in the system.
Remark 4.3.4. For an irreducible intensity matrix Q ∈ RM ×M , where
M ≥ N , it holds that rank(Ã) = N −1, since it represents a finite irreducible
Markov chain.
Lemma 4.3.5. For an irreducible Markov system defined by the intensity
matrix Q of Section 4.2.2.1, with Q ∈ RM ×M , and where M ≥ N + 1 it
holds that the submatrix A of Q has rank N .
Proof. Let Q be the following intensity matrix
Q=
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where b ∈ RN , cT ∈ RN and d ∈ R. Then Q ∈ R(N +1)×(N +1) represents an
irreducible Markov system. By construction, Q1 = 0, where 1 represents a
column vector of ones, the final column of Q can be expressed as a linear
combination of the other columns
!

b
d

=−

X
i

A
cT

!

.

(4.29)

i

Then the submatrix (A cT )T in (4.28) has at most N independent columns.
It remains to show that cT is a linear combination of the rows of A. The
submatrix (A cT )T also has N independent rows and it suffices to show that
cT is a linear combination of the rows in A. To do that turn to the matrix Ã,
which by construction has rank(Ã) = N − 1, since it is an intensity matrix
for a finite irreducible Markov system. Then there exists a vector x∗ ∈ RN
such that x∗ > 0 and (x∗ )T Ã = 0. The question becomes if there is a γ 6= 0
that satisfies
∗ T

((x )

A
γ) T
c

!

= (x∗ )T A + γcT = 0,

(4.30)

where cT = eTN µtail . Using Ã from Equation (4.27) to obtain
0 = (x∗ )T Ã = (x∗ )T (A + λeN eTN )
= (x∗ )T A + λ(x∗ )T eN eTN .

(4.31)

∗

∗ T

) eN
)N
By choosing γ = λ(xµtail
= λ(x
6= 0 a nontrivial solution to Equaµtail
T
tion (4.30) is found and hence c can be written as a linear combination
of the rows of A which in turn implies that rank(A) = N , i.e., A has full
rank.

From the structure of B, C and D the following holds
0 ... 0
 .. . .
.
−1
∗
T
BD C =  .
. ..  = y eN eN
0 . . . y∗




(4.32)

for some scalar y ∗ and Â = A − BD−1 C = A − y ∗ eN eTN , where Â = A −
BD−1 C is the Schur complement of Q. Since x1 (A−BD−1 C) = 0 according
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to Equation (4.26), the generalized eigenvalues equation becomes
ΛÂ,en eT (y ∗ ) = det(A − y ∗ en eTn ) = 0.
n

(4.33)

Furthermore since the characteristic equation can be expressed as
ΛÂ,en eT (y ∗ ) = ay + b = 0 and ΛÂ,en eT (y = 0) 6= 0 from Lemma 4.3.5 there
n
n
exist a unique generalized eigenvalue y. The unique value y ∗ = −λ gives
that Â = Ã.
The goal is to find the limiting distribution for the system in steady state
and to confirm that this is indeed equal to the stationary distribution p̄. As
before, let the first N states correspond to the states for which the buffer
is empty, Xb = 0. Partition the distribution vector into two parts as done
previously, x = (x1 x2 ), where x1 corresponds to the states L(X(t)) ≤ N
and x2 the states for which L(X(t)) > N . From general theory of Markov
systems it is known that the solution for an irreducible system in steady
state can be obtained by using the M − 1 independent equations from the
intensity matrix and augmenting the system by use of the fact that the state
P
vector is a probability distribution, i.e., x adds to one, i (x)i = 1, to obtain
a solution for the unique stationary state probability distribution p̄.
It is shown that it is sufficient to solve for a smaller problem in terms
of the first N equations, which are independent since rank(A) = N from
Lemma 4.3.5. The solution is obtained by using x1 Ã = 0, from Equation (4.27), and the fact that the rest of the state probabilities only depend
on (x1 )N , i.e., the last element of the x1 -vector. Let
1 |
|
 ..

QI =  . q2 . . . qM 
1 |
|

(4.34)

1 |
|
 ..

ÃI =  . ã2 . . . ãN  ,
ψ |
|

(4.35)









where
ψ=

MX
−N
i=0



λ
µtail

i

,

and where the ãi represent column i of the Ã matrix.
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Proposition 4.3.6. Suppose that Q is the intensity matrix for an irreducible Markov system, as given in Section 4.2.2.1, in steady state and
Equations (4.34)-(4.35) holds, then solving
(x1 x2 ) QI = (1 0 . . . 0)

(4.36)

x1 ÃI = (1 0 . . . 0)

(4.37)

is equivalent to solving



i

λ
for
and calculating the state probabilities in x2 as (x2 )i = (x1 )N µtail
i = 1, 2, ..., M − N , where (x1 )N represents the last element of the x1 -vector.

Proof. Since x := (x1 x2 ) is a probability distribution it holds that
x1 1N + x2 1M −N = 1.

(4.38)

where 1i is a vector of i ones. Due to construction of the intensity matrix
and the local flow balance equations it also holds that

 λ (x) = λ (x ) , for j = N,
1 N
N
µtail
(x)j+1 = µtail
 λ (x)j = λ (x2 )j−N , for j ≥ N + 1.
µtail
µtail

(4.39)

Using ψ and Equations (4.38) and (4.39) together gives
1 = x1 1N + x2 1M −N = (x1 )1:N −1 1N −1 + (x1 )N
+

MX
−N
i=1



λ
µtail

i

(x1 )N = (x1 )1:N −1 1N −1 + (x1 )N ψ.

(4.40)

This result is used in calculating the matrix multiplication of the first column
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of the intensity matrix.
1 |
|
.
 .. a2 . . . aN

1 |
|

xQI =(x1 x2 ) 
1 |
|

 ..
 . c2 . . . cN
1 |
|





|



1
.
 ..

c2
|

0



 = (1 0 . . . 0)
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|

a2 . . . a N
|
|
|
|


ψ

(x1 x2 ) 
0

 ..
.



B


. . . cN
|
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B




 = [1 0 . . . 0].



D

(4.42)

Solving Equation (4.42) in terms of x1 , using the result from Equation
(4.26) results in
1
 ..
x1  .


|

|





a2 . . . aN  − BD
ψ |
|


−1

C  = x1 ÃI = (1 0 . . . 0),

(4.43)



where BD−1 C is given by Equation (4.32), with y ∗ = −λ.
Corollary 4.3.7. If λ < µtail and M → ∞ then ψ →

µtail
µtail −λ

and lim x =
M →∞

p̄ . If λ ≥ µtail and M → ∞ then there is no steady state solution.

Proof. Assuming that λ < µtail , the geometric sum in (4.35’) of ψ is converging, i.e., for a fixed value of N
ψ = lim


M 
X
λ (i−N )

M →∞

=

∞ 
X
j=0

i=N

λ
µtail

µtail
j

=

= lim

µtail
.
µtail − λ

M →∞


M 
X
λ j
j=0

µtail
(4.44)

Then the solution to Equation (4.42) is unique, thus it is also the stationary
state solution.
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If λ ≥ µtail the geometric series is not convergent and no steady state
solution exists.
This method partitions the system in two, where the second part may be
handled as a pure birth-death process with corresponding probability structure. For an in depth study of such partitioning phenomena see (Boucherie,
1993).
4.3.2.3

Complexity

Solving Equation (4.37) involves solving a system of N linear equations.
Thus, the size of the submatrix A is a determining factor in how large
systems that can be solved in terms of calculation resources. The size of the
submatrix A does not give the complete story since A is also quite sparse.
The degree of sparseness is, mainly, determined by the routing rule.
Here there are a number of groups, G, possibly with different maximum
concurrency limits, ni , each with their own number of servers si . First it
is important to realize that the number of states for one group does not
influence the number of states for another. Neither does the fixed routing
rule influence the number of possible states, since all possible states for a
group may be reached from the full system with positive probability for any
time interval greater than 0. Therefore, it is enough to look at the number
of states generated by a group separately from all other groups. Any server
within a group can inhabit ni + 1 states, namely serving no customers,
i.e., the idle state, or serving a number of customers up to the maximum
concurrency limit. The same goes for all agents of that group, however,
since the agents are assumed to be exchangeable the order is not relevant
for this combinatorial problem. The type of problem is a multiset of size k
from a set S, with replacement but disregarding the order.
Proposition 4.3.8. Given a state dependent resource sharing Markov system determined by the rate matrix from Equation (4.25) with G number of
groups of exchangeable servers, s = (s1 , . . . , sG ), and where the the maximum concurrency limits are given by n = (n1 , . . . , nG ), and where the submatrix A is of size A ∈ RN ×N , then
N=

G
Y
i=1

!

ni + s i
.
si

(4.45)
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Proof. For a system with one group, with s equivalent servers and where
the maximum concurrency level is n, the state of the system is given by
the cardinality of Equation (4.1). All agents may take values according to
the number of clients they serve, i.e., sj ∈ {0, 1, . . . , n} for j ∈ {1, . . . , s}.
Thus there are n + 1 positions for each of the j agents, but since the agents
are assumed to be exchangeable it is not relevant which specific agent is
in which state, just the total distribution of the agents over the possible
states matters. This corresponds to order not being of importance. Since
several agents may be in the same state the problem is of replacement type.
Choosing a multiset of size s, with replacement but not including order,
from a set of n + 1 elements is given by
n+1
k

!!

!

(n + 1) + s − 1
s

=

!

=

n+s
,
s

(4.46)

for reference see (Benjamin, 2003, pages 71-72).
The number of states that the agents of one group may reach is independent of the other groups since all possible states for one group may be
reached from all agents in that group working at full capacity.
The following expression may sometimes be useful,
!

n+s
s

=

n+1
X





n+1
X

. . . 


k1 =1



k2 =k1

n+1
X





1 . . .  .

(4.47)

ks =ks−1

Remark 4.3.9. The size of the generator matrix becomes very large even for
moderate sized systems. The advantage of using a small number of groups
play a significant role in keeping the size of the system manageable as does
the employment of sparse numerical methods. The intensity matrix Q is a
sparse matrix. The level of sparsity increases if the routing is deterministic.
For large systems under heavy load limiting schemes provide stable and
reliable results, see (Tezcan, 2011; Long et al., 2018; Luo and Zhang, 2013).
Example 17. A contact center offering chat services want to staff 25 agents
where the maximum concurrency level is given by n = 4. Letting there be
only one group of agents would lead to
4 + 25
25
116
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= 23751,

(4.48)
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combinations. Should they instead consider each agent its own group, i.e.,
25 agents in 25 groups the number of states wold increases to
4+1
1

!!25

= 525 = 2.98 × 1017 ,

(4.49)

which is hardly manageable.

4.4

Optimization Formulation

The solutions to the general Markov based chat formulation of Section 4.3.2.2
can be used for system optimization in terms of determining the optimal
staffing vector and the optimal choice of maximum concurrency levels. The
main focus will be on determining the staffing vector given a routing scheme,
including the maximum concurrency level.
To formulate a mathematical optimization program the objective function and the constraints must be defined. The chosen QoS measure will
appear, either in the objective or in the constraints. Therefore, some of
the relevant QoS measure(s) are introduced formally in Section 4.4.1. The
routing rule that is employed will often depend on the chosen service measure. The determination of the maximum concurrency level is built into
the routing, i.e., concurrency levels above the maximum are not routed to.
In Section 4.4.2 the optimal choice of concurrency level in terms of sojourn
time and maximum throughput will be analyzed.

4.4.1

Quality of Service Measures

Finding an adequate model that fits the underlying system is often but a
stepping stone in the process of managing a queuing network. To evaluate
different system configurations some metric is needed. In service systems the
metric is commonly referred to as a QoS measure or simply as the Service
Level.
When looking at some of the measures used in traditional call centers
it becomes apparent that some modifications are in order for the CBCS.
Two common measures are Average Speed of Answer, ASA, and Telephone
Service Factor, TSF, where the first is given as the expected value of the
amount of time the client has to wait for service to commence, i.e., the call
is answered and the second one gives the fraction of clients that start their
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service within a given interval of time. For a chat system, as described
above, both of these time measures can be made zero by opening an infinite
number of service slots. However, the service rate per customer would most
likely be detrimental. This suggests that the QoS measure used should
include aspects of the time spent actually receiving service as well as the
waiting time. A simple example of such a measures is the average head
count process, i.e., the number of clients in the system at a given time t, or
equivalently, via Little’s law, the expected sojourn time.
Definition 4.4.1. The sojourn time of a client is defined as the time a
customer spends in the system, from arrival to the system until the departure
from the system. Let W ∈ R+ be a random variable denoting the sojourn
time then the expected sojourn time, is E(W ).
The consequences of minimizing the the expected sojourn time, and the
expected queuing time are analyzed next. Both minimization problems have
the advantage of being easy to calculate numerically using the stationary
solution. For the individual customer measures based on averages may be
detrimental since they do not exclude very long system or queuing times. A
drawback of using the mean sojourn time measure is that it can be difficult
to calibrate. In many cases it is easier to work with the time a customer
has to wait in line rather than the sojourn time, since the average queuing
time can be pushed close to zero, while the smallest achievable sojourn time
will depend on the arrival rate and the single customer service rates. As
mentioned before a shortcoming of the waiting time in queue measure is
that the complete customer experience is not considered, since the service
process in itself can be slow if the maximum concurrency level is set high.
It is worth noting that some routing rules and system configurations may
lead to shorter queuing times while increasing the mean sojourn time, e.g.
letting the agent concurrency level surpass the one providing maximum total
service rate may shorten the waiting queue at the expense of longer sojourn
times — see Example 18. A similar result is found in (Luo and Zhang,
2013, Section 4.1) when the authors minimize a multi-objective function in
terms of number of servers and the assigned holding cost associated with
the number of jobs in the system.
Another interesting QoS measure is the output rate from the queuing system denoted by throughput rate. It provides information about the number
of customers that have received service and departed the system.
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Definition 4.4.2 (Throughput). The rate at which customers leave the
queuing network after fulfilled service, when the arrival rate is λ, is said to
be the throughput and is denoted by Θn (λ) : R+ → R+ , where n denotes the
maximum concurrency level.
Definition 4.4.3 (Maximum
Throughput).
The maximum throughput is
(
)
given by Θ̂ =

max

n∈{1,...,z}

sup Θn (λ) , where z is the largest value for which
λ∈R+

the service rate has been measured.
For queuing systems, in steady state and with an infinite buffer, the
arrival rate is equal to the departure rate, i.e., the throughput.
Proposition 4.4.4 (Throughput). Consider the system with an infinite
buffer then the throughput is given by Θn (λ) = min{λ, cµn }.
Proof. If λ < cµn then by Corollary 4.3.7 the system is in steady state and
the output rate is equal to the input rate λ.
If λ ≥ cµn then by Corollary 4.3.7 the system is overloaded and the output rate is determined by the service rate when all servers work at maximum
concurrency n.
Remark 4.4.5 (Throughput under Blocking). For a system with a finite
buffer some customers are blocked. The fraction of customers being blocked
depends on λ and can be denoted
by B(λ). The
n
o throughput for such a system

is given by Θn (λ) = min 1 − B(λ) λ, cµn .
One of the main advantages of considering the throughput is that it is
more mathematically tractable than the sojourn time or the waiting time in
queue.
There are various other QoS measures that could be considered. One
advantage of the proposed model is that it generates a complete, long run,
solution of the system state distribution vector p̄ which allows for the use
of QoS measures that depend on the distribution and not just averages,
like Conditional Value-at-Risk with number of jobs in the buffer as the loss
function. The model and corresponding solution may also be extended to
handle the case of client abandonments when the time until a client leaves
prematurely is exponentially distributed. Another type of service measure
that might be worth considering is a fairness one, such as the time spent
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idling should be evenly distributed between groups and agents on average.
In Example 19 below it will be shown why this would be an interesting
metric.

4.4.2

Optimal Number of Concurrent Clients per Agent

The chosen QoS measure will often dictate the routing rule used. One
constituent part of the routing is the maximum concurrency level employed
per group, i.e., the routing rule simply do not route more customers to
any agent than given by the maximum concurrency level. One important
question is how to choose the planned level of maximum concurrency, so
that the system is optimal with respect to the QoS measure.
A special case is when there is only one group with a linear increase
in total service rate as a function of the concurrency level. Such a system
may be represented by an M/M/sn queuing model, since the marginal service effect, up to the concurrency level for which maximum service rate is
achieved, is the same for all routing rules preserving the Markov property.
When using the maximum throughput as the QoS it is easy to find the
optimal choice of concurrency level for the system.
Corollary 4.4.6 (Optimal Choice of Concurrency Level w.r.t. Throughput). Assume that the system has an infinite buffer. The choice of concurrency level that correspond to the maximum throughput Θ̂ is given by any
n̂ ∈ arg max{sµn }.
n

Proof. The result follows immediately from Proposition 4.4.4.
Note that the choice of the maximum concurrency level that corresponds
to the maximum throughput value, only depend on the system when there
is a queue and therefore does not determine the routing rule unambiguously. Consequently the maximum throughput may be achieved for several
routing rules. The maximum throughput value is unique, even though the
concurrency level may be non-unique.
Other choices of the QoS measures may lead to different optimal concurrency levels —see Example 18 for a comparison between the average sojourn
time and the waiting time in queue.
Under the assumption that the service intensities form an integer-concave
function the sojourn times appears to lead to the same level of maximum
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concurrency as in the maximum throughput case. A key difference when considering the average sojourn time is that this measure is also dependent on
the routing when the buffer is empty. The optimal routing rule corresponding to the average sojourn measure is believed to require the assignment of
new customers to the agent for which the marginal increase in system wide
service is greatest. It is non-trivial to prove this, and therefore a related
measure is introduced for which the optimal routing can be determined.
Definition 4.4.7 (Depletion time). Define the depletion time as the expected time until the system is empty given the current state of the system
and that no new customers arrive.
The average depletion time would be equal to the average sojourn time if
the service was not state-dependent, however new arrivals change the service
intensities and consequently makes it more complicated to calculate.
Proposition 4.4.8 (Optimal routing w.r.t. depletion time). Assume that
the system has only two exchangeable agents. If the service intensities are
integer concave in the number of customers, then to minimizing the depletion time of the system it is optimal to fill up the system evenly until the
maximum total service intensity is achieved and then use a buffer.
The proposition is proved in the Appendix, and can probably be extended to any number of agents and groups. When using the depletion time
the same optimal choice of concurrency level is obtained as for throughput.
Furthermore, a routing policy is obtained that reminds of the water filling
effect.
In the Appendix, it is also argued why the the analog of Proposition 4.4.8
should also hold for the sojourn time.

4.4.3

Optimization Formulation

Given the QoS measure, the routing, estimates of the system parameters,
and the costs of agents the problem may be formulated as an optimization
program. There are two main perspectives on the optimization problem,
the first being how many agents are enough to fullfill demands of the service
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quality as captured by the QoS measure,


min

 s

(P ) 
subj. to

P

Ci (s)

i





QoS(s, n) ≤ b ,
s, n ∈ Z+

(4.50)

and the second being, given a budget B, how to staff the CBCS to provide
the best possible service. The second formulation is of particular interest
when the budget does not allow for sufficient staff to actually fullfill the QoS
level requirements.


min
s

subj. to
(B) 



QoS(s, n)
P
i



Ci (s) ≤ B 
,


(4.51)

s, n ∈ Z+

C is the agent cost function, b the required service level, and B is a budget
constraint. It is assumed that agents from the same group cost the same.
The optimization formulations may easily be reformulated to include
multiple QoS measures and restrictions on agent availability.
In the case when the QoS measure under consideration is the E(W ), the
constraint of (4.50) must fullfill
1
min{µi1 } > ,
i
b

i ∈ G,

(4.52)

for the existence of feasible solutions, i.e., a necessary condition but not
sufficient.

4.5

Numerical Examples

The first example shows that the QoS measure used impact the routing rule.
The waiting time in the buffer is shown for two choices of controls, where
the first one routes new arrivals to agents only up to the state for which they
achieve their maximum service rate, while the second includes assignments
to agents even if they have exceeded their maximum service state. The
second choice of assignment rule leads to lower average waiting times in the
buffer under certain system loads.
In the second example an optimization procedure for a system with two
server groups is shown. The servers of one group handles single concurrency
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situations better while the other group perform better for multiple customers
in parallel. A heuristic is also used to produce the optimal solution and then
compared to the optimal solution obtained via a full iterative search for
solutions. The idleness of the agents from the two groups is also compared.
The average waiting time in the buffer and the sojourn times are used as
QoS measures.
Example 18 (Impact of the QoS measure and the Routing). This example demonstrates the impact of different choices of routing schemes under
varying service measures. Specifically, it can be seen in Figure 4.6 that
routing to inefficient states can lower the waiting time in the buffer under
some loads while the same choice of routing would not be optimal for the sojourn times. The example is given for the following parameters λ ∈ [3, 3.9],
µ1 = 2, µ2 = 2.2 and µ3 = 2.15, s = 2 and n = 2 for the first routing rule
and n = 3 for the second.
It can clearly be seen that for systems with low to medium traffic allowing
an extra service slot lowers the waiting time in the queue.
Now consider a system with two groups of servers, with given routing
and parameters. When solving these types of problems it is possible to
find the optimal solution via an iterative combinatorial approach due to
the state space being finite, however, such a method is very costly in terms
of the number of calculations needed. This really becomes an issue when
dealing with large systems, with a high degree of concurrency and many
groups. Even efficient and sparse solvers will struggle to deliver solutions
quickly. Therefore, a simple heuristic may be employed to achieve near
optimal solutions for realistic parameters. Given some starting distribution
of agents over the groups such that, sij > 0, for all i ∈ G and j ∈ {1, . . . , si },
then one agent at a time is added according to some prediction function
κ(s) : NG → G. This function calculates marginal gains for each group in
terms of service rate per cost of agent, and then returns the corresponding
group index with the largest marginal gain. The service rate used is based
on a prediction of what state an additional agent would be in and uses the
corresponding service rate.
To decide which group receives the additional agent the heuristic looks
at the current system solution and determines the most likely, based on
the steady state solution, concurrency level of each group, see Algorithm 1
below. These levels are used to calculate the corresponding marginal gains,
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Figure 4.6: Average waiting times in the buffer with the choice of n = 2
and n = 3, respectively. The arrival rate is given by λ ∈ [3, 3.9]
and service rates µ1 = 2, µ2 = 2.2 and µ3 = 2.15 with two
servers.

µik
Ci ,

to compare the benefits of adding agents to the different groups and picks
the one with the largest marginal gain. In the next step the system is solved
with the predicted agent distribution and if the new solution predicts another
agent to be added to the same group then the choice is accepted. However, if
the new solution indicates that a new group is to receive an additional agent
then all possible updates are compared and the QoS measures determine the
best update. The drawback of using this heuristic is that there are situations
where the algorithm reacts too slowly, as can be seen in the example below.
In general the heuristic will provide means to control a base distribution
of agents between groups, which may be dictated by contracts, etc. It will
also generate near optimal solutions at a much lower computational cost
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Data: G, s, n, λ, µik :s, b
initialize ;
si > 0 ∀i ∈ G ;
solve system and calculate QoS(s) ;
while QoS(s) > b do
compute k = κ(s) ;
let stmp → s + ek ;
solve system for stmp ;
compute ktmp = κ(stmp ) ;
if k equals ktmp then
s → stmp ;
else
for i=1:G do
solve system for s → s + ei
end
choose s s.t. QoS(s) = min QoS(s + ei ) ;
i=1,...,G

end
end
Algorithm 1: Starting with a staffing vector such that QoS(s) is defined, heuristically determine a new staffing vector such that QoS(s) ≤ b.

than the combinatorial approach. It works best when the service level of the
groups dominate each other consistently. Near efficient points are calculated
as a side effect of the heuristic, which may be used to solve either (4.50) or
(4.51).
Example 19. In this example the expected sojourn times, the expected waiting times, and the idleness of average agents of group 1 and 2, respectively,
have been measured. The solutions are in terms of the expected sojourn
times. The parameters used are as follows G = 2, n1 = n2 = 2 and both
groups start with s1 = s2 = 8 agents each. Agents from the first group are
more efficient than agents of the second group when working with a single
customer while the agents of group two have higher service rates for two
concurrent clients. The arrival rate is given by λ = 13.5 and the service
rates are µ10 = 0, µ11 = 0.6, µ12 = 0.8, µ20 = 0, µ21 = 0.5, µ22 = 0.9 and both
types of agents have agent costs of C = 1.
The servers in Figure 4.7 will have a decreasing workload as more servers
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Figure 4.7: The expected sojourn times and the expected queuing times for the
optimal solution as compared to the algorithm. Where E(W ) is the
expected sojourn time and E(Wq ) the time waiting in the queue.

are added, with a jump when the system changes from adding servers to
group two to group one, which can be seen in Figure 4.8. The complete set
of values may be viewed in Table 4.1 and 4.2.
The example was chosen such that the heuristic would perform suboptimally. It seems the solution, both the optimal and the heuristic, behaves
in accordance with the "law of diminishing returns", see (Koole and Pot,
2011) for a discussion, i.e., the QoS measure is integer convex in the number
of servers. Furthermore, it can be noted that although the optimal solution generates solutions with lower sojourn times the waiting times in queue
are lower for the heuristic solution which illustrates the point made in Section 4.4.1 and shown in Example 18. The intuition is that the waiting times
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Figure 4.8: The percentage of the time agents from group 1 and 2 are idle for
the algorithm solution and the optimal solution.

are more dependent on the total service provided when the concurrency level
is maximized.
Looking at Figure 4.8 it can be seen that the work distribution between
the groups, in terms of time spent in the idle state, is quite uneven. Thus a
fairness measure might be relevant to mitigate some of that effect.

4.6

Summary and Discussion

It has been shown how a queuing system, where the servers handle several
tasks simultaneously, and where the total service rate for a server varies
with the number of concurrent jobs can be constructed. The construction
is general under the imposed conditions of the system being in steady state,
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Qos
Agents E(W )

E(Wq )

Idleness
grp1
grp2

Numbers
grp1
grp2

16
17
18
19
20
21
22
23
24

11.5862
1.6885
0.7150
0.3037
0.1214
0.0450
0.0158
0.0051
0.0015

0.0016
0.0170
0.0430
0.0653
0.0831
0.0962
0.0563
0.1177
0.1276

8
8
8
8
8
8
9
10
11

11.7223
2.7588
2.3078
2.1526
2.0746
2.0278
1.9856
1.9494
1.9177

0.0009
0.0099
0.0276
0.0480
0.0715
0.0981
0.0748
0.1725
0.2228

8
9
10
11
12
13
13
13
13

Table 4.1: The algorithm solution generated.
Qos
Agents E(W )

E(Wq )

Idleness
grp1
grp2

Numbers
grp1
grp2

16
17
18
19
20
21
22
23
24

11.5862
1.6885
0.7150
0.3037
0.1276
0.0489
0.0170
0.0054
0.0016

0.0016
0.0170
0.0430
0.0653
0.0462
0.0539
0.0608
0.0672
0.0733

8
8
8
8
9
10
11
12
13

11.7223
2.7588
2.3078
2.1526
2.0718
2.0132
1.9664
1.9271
1.8934

0.0009
0.0099
0.0276
0.0480
0.0429
0.0601
0.0815
0.1079
0.1396

8
9
10
11
11
11
11
11
11

Table 4.2: The optimal solution generated.

irreducible, and having the Markov property. It can be constructed in such a
way that each agent is considered to be its own group, which means that the
impact of each agent on the system can be measured and estimated. However
the number of system states will rapidly increase which, in practice, will limit
the number of groups that can be considered. Another problem in practice
would be to estimate individual properties from data, since the available data
will often be limited —see Chapter 5. It is common for contact centers to
suffer from high rates of attrition, i.e., employees resigning. Thus, it makes
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sense to be able to divide the workforce into groups with their own set of
service rate parameters, since there will often exist a group of inexperienced
agents.
This approach allows for an analysis of the system dynamics for smaller
systems, where the impact of variability is more pronounced and systems
with several agent groupings. The system can be controlled in two ways, by
assigning agents to groups and by routing.
It is shown that it is sufficient to solve a smaller system of linear equations, corresponding to the states for which the buffer is empty, to calculate
the steady state probabilities. The size of this smaller system is RN ×N . Once
this smaller system has been solved, the remainder of the state probabilities
are given by an explicit formula.
By introducing a measure of the quality of service we can say something
about how the system performs under different conditions. By using the
average sojourn time for a customer as the measure of QoS, it is indicated
how the optimal choice of maximum number of simultaneous tasks should be
chosen to minimize average customer sojourn time. The solution is compared
to a heuristic method which is found to provide results close to the true
optimum.
A brief comparison between QoS measures of traditional call centers
and that of chat systems is included where the conclusion is that traditional
measures may be used if handled with care or poor system performance may
result. The system sojourn time is found to be a good measure for a chat
system, since it gives a fair estimate of the system efficiency, both for clients
and managers. The main drawbacks are: it can be harder to interpret than
the waiting time in the buffer since it cannot be made to approach zero, it
also only gives the average time and thus does allow for much longer times
for some clients.
The maximum throughput measure is mathematically tractable QoS
measure and gives insights into the performance of the network. The main
drawback of this measure is that it does not dictate a specific routing rule
for the case when the system is in a state for which the buffer is empty. This
becomes less of an issue for system under heavy loads.
Another relevant measure is the abandonment rate and that would be
a natural extension of this chapter. Another group of measures that are of
interest are ones that promote fairness between agents. As stated above,
attrition is often a very real problem in contact center environments and
implementing a measure that increases the agent satisfaction level is valu129
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able.

APPENDIX
Average Sojourn Time and Routing
In Section 4.4.2, Proposition 4.4.8 was stated without a proof. Before
the proof is given some notation and a technical lemma is introduced. It is
also discussed how a path-wise study of the system can demonstrate the superiority of the routing implied by the depletion measure and using coupling
it is argued that it is also optimal in terms of sojourn time.
In this appendix it is assumed that the system has 2 agents in one group.
The idea could be generalized, but would increase the complexity of the
notation and proofs substantially.
Define Ri,k as the depletion time, i.e., as the expected time until the
system is empty given that agent 1 has i customers and agent 2 has k
customers, and no new customers arrive.
The expected depletion time would be equal to the average sojourn time
if the service was not state-dependent, however, new arrivals would change
the service intensities and make it more complicated to calculate.
Then, clearly by symmetry Ri,k = Rk,i , and the following recursions
must hold:
R0,k =

1
+ R0,k−1 ,
µk

k ≥ 1,

(4.53)

where R0,0 = 0, and
1
(1 + µj Rj−1,k + µk Rj,k−1 ). j, k ≥ 1.
(4.54)
µk + µ j
A general result for the integer-concave function is needed later.
Rj,k =

Lemma 4.6.1. Let f : N 7→ R be an integer concave function, i.e., f (i −
1) − 2f (i) + f (i + 1) ≤ 0 for all i ∈ N, then
1
1
≥
,
f (k) + f (n + 1)
f (k + 1) + f (n)

k, n ∈ N and n > k.

(4.55)



(4.56)

Proof. Using a telescoping sum
f (k) = f (n) +

n−1
X
i=k
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and

n
X

f (k + 1) = f (n + 1) +



f (i) − f (i + 1) ,

(4.57)

i=k+1

hence




f (k) + f (n + 1) − f (k + 1) + f (n) =

n
X



f (i − 1) − 2f (i) + f (i + 1) < 0,

i=k+1

(4.58)
by concavity, which proves the statement.
Lemma 4.6.2. Assume the service rates are integer-concave. The depletion
times satisfies the inequality
Ri,k − Ri+1,k−1 ≥ 0

(4.59)

for each i < k.
Proof. By induction, first the base case is established. Using symmetry
R0,1 = R1,0 , hence R0,` − R1,`−1 ≥ 0 holds for ` = 1.
For the inductive step, assume that it holds for i = 0 and k = ` − 1.
Then, for i = 0 and k = `
1
1
+ R0,`−1 −
(1 + µ1 R0,`−1 + µ`−1 R1,`−2 )
µ`
µ1 + µ`−1
1
1
µ`−1
=
−
+
(R0,`−1 − R1,`−2 ) ≥ 0, (4.60)
µ` µ1 + µ`−1 µ1 + µ`−1

R0,` − R1,`−1 =

holds using Equation (4.53), the induction assumption, and Lemma 4.6.1
with µ0 = 0. By induction (4.59) holds for i = 0 and k > 0.
Again using symmetry Rj,j+1 = Rj+1,j , hence Rj,` − Rj+1,`−1 ≥ 0 holds
for ` = j + 1. Assume that it holds for j and all k ≤ ` − 1, then
1
1
1
−
+
(µj Rj−1,` + µ` Rj,`−1 )
µj + µ` µj+1 + µ`−1 µj + µ`
1
−
(µj+1 Rj,`−1 + µ`−1 Rj+1,`−2 )
µj+1 + µ`−1
µ`−1 (Rj,`−1 − Rj+1,`−2 ) µj (Rj−1,` − Rj,`−1 )
≥
+
≥ 0,
µj+1 + µ`−1
µj + µ`
(4.61)

Rj,` − Rj+1,`−1 =

holds using Equation (4.54), the induction assumption, and Lemma 4.6.1.
By induction (4.59) holds for any i < k.
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Proposition 4.4.8 can now be proven.
Proof. Proposition 4.4.8 now follows from Lemma 4.6.2 and the following
proof of the optimal concurrency level.
Assume that µn ≥ µn+1 . Consider the case when there are 2n + 1
customers in the system with maximum concurrency level n + 1 and in the
system with maximum concurrency level n. The difference in depletion time
is
1
2µn

1
1
−
µn + µn+1 2µn+1


µn
µn+1
+
Rn+1,n−1 +
− 1 Rn,n
µn + µn+1
µn + µn+1
1
µn (Rn+1,n−1 − Rn,n )
1
−
+
≥0
=
µn + µn+1 2µn
µn + µn+1



Rn+1,n − Rn,n +



=

(4.62)

which shows that the system with maximum concurrency level n has a lower
depletion time at this state. For states with fewer customers the depletion
times are the same, and for more customers the difference is just going to
1
increase with µn+1
− µ1n for every new customer.
Assume that µn ≥ µn−1 . Considering the case when there are 2n − 1
customers in the system with maximum concurrency level n and in the
system with maximum concurrency level n − 1, the difference in depletion
time is
1
1
1
Rn,n−1 − Rn−1,n−1 +
=
−
2µn−1
µn−1 + µn 2µn−1


µn−1
µn
+
Rn,n−2 +
− 1 Rn−1,n−1
µn−1 + µn
µn−1 + µn
1
µn (Rn,n−2 − Rn−1,n−1 )
1
=
−
+
≤0
µn−1 + µn 2µn−1
µn−1 + µn




(4.63)

which shows that the system with maximum concurrency level n has a lower
depletion time at this state. For states with fewer customers the depletion
times are the same, and for more customers the difference is just going to
1
− µ1n for every new customer.
increase with µn−1
This shows that to minimize the depletion time the maximum concurrency level n should be chosen so that µn ≥ µk for all k.
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The result in Lemma 4.6.2 is based on averages, and is not taking full
advantage of the Markov process properties. However, much more is known
about the process, and using an idea based on coupling theory, and the exponential distributions for the dwell times in the states, it can be shown that
it is possible to find a probability space representation where two systems
can be compared trajectory-wise.
The idea is to compare the pairwise transitions from a particular state
and to show that the superiority of the optimal process is preserved in every
step. And that the processes can be restarted whenever due to the Markov
property.
When there are two random times Tk and Tl with exponential distributions with intensities µk and µl , with distribution functions Fk and Fl , then
a coupling can be defined by letting Tk = Fk−1 (U ) and Tl = Fl−1 (U ) where
U ∈ U [0, 1]. So if µk < µl then Tk > Tl will always hold.
The depletion times can be used to define a partial order of the states.
A state (k1 , m1 ) will be called superior to (k2 , m2 ), and this is denoted by
(k1 , m1 )  (k2 , m2 ), if R(k1 , m1 ) ≤ R(k2 , m2 ).
Assuming that the service intensities are integer concave, from Lemma
4.6.2 it follows that for a system with N clients, the superior state will be
the one with a queue if and only if N > 2n where n is where the peak total
service intensity is achieved. If N > 2n, then (n, n)+{N −2n} is the superior
state, and if N ≤ 2n, then (k, m) is the superior state if k + m = N and
|k − m| ≤ 1. That is the clients are spread out as evenly as possible among
the agents. A trivial result is that (k, m) is superior to (k + k 0 , m + m0 ) for
any k 0 , m0 ≥ 0.
Let (Xtn ) be the Markov process with max concurrency n on Vn . The
process Xtn will be compared to Xtn+1 using ideas from coupling theory
(Lindvall, 1979). The idea is to find a realization such that if the process
Xtn is in a superior state to the state of Xtn+1 at some time t, then it will
always be in a superior state at all subsequent times.
To form a Markovian coupling Vn = Vn+1 is needed, which is not the case
here. Therefore, the two chains Xtn and Xtn+1 are considered on a subset
V ⊂ Vn and V ⊂ Vn+1 . The set V is defined to be all the states where
the concurrency level is less or equal to n and the queue is empty, i.e., the
intersection of Vn and Vn+1 . —see Figures 4.9 and 4.10. Within the subset
V the Markov coupling on V is coalescing, i.e., if Xtn = Xtn+1 ∈ V , then
they remain together as long as they stay in V .
What remains to study is what happens on V c , and how the process
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Figure 4.9: The figure illustrates the exit/entry process between V and V c for
the system with maximum concurrancy n.

Figure 4.10: The figure illustrates the exit/entry process between V and Vn+1
for the system with maximum concurrancy n.

re-enter V . First, consider the entry and exit points to V . For Xtn the entry
point is always the state (n, n)—see Figure 4.9. For Xtn+1 the entry point
is one of the states (k, n), where k ≤ n—see Figure 4.10. The exit point
for both processes is always the state (n, n). For Xtn the next state is then
the state (n, n) + 1, i.e., the state when both agents work with n customers
and one customer is in the buffer. For Xtn+1 the next state is then the state
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(n, n + 1).
Show that from the exit point the process returns before to the exit state
using the optimal choice of n. From the exit state the processes either return
to (n, n) and they coalesce, or the process Xtn returns to a state which is
superior to the state (k, n) that the process Xtn+1 returns to. The process
Xtn will continue to remain in a superior state or at some point they will
coalesce or Xtn+1 will exit V .
Jumps from state (n, n + 1) for X n+1 to jumps from state (n, n) + 1 for
n
X are compared. For the first process the two different agents can finish
their service with intensities µn and µn+1 , but for the other the intensity is
2µn . Either they end up in the same state (n, n) which is an entry state to
V, or the first ends up in (n − 1, n + 1) and the second in (n, n) which is
superior to (n − 1, n + 1).
Similar comparisons should be used to establish the superiority for the
tail processes, i.e., states where there is a queue, and for the case of Vn−1
for the non-superior process.
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Frequentist and Bayesian Methods
5.1

Introduction

The goal of this chapter is to estimate the model parameters for the chat
based communication system, CBCS, developed in Chapter 4. The material
is to a limited extent based on the short paper (Enqvist and Svensson, 2017).
The main ideas are set in the context of contact center environments, however, the ideas may very well be applied to other fields with similar problem
formulations such as limited state dependent processor sharing networks.
The setting considered is that of a single class of customers that arrive
according to a homogeneous Poisson process with rate the parameter λ. The
customers receive service by available agents or wait in a common first come
first served, FCFS, buffer until an agent becomes available. The agents may
serve several customers in parallel, up to some maximum concurrency level.
The service provided by an agent is dependent on the state of that agent.
The state of a particular agent at some time, t > 0, is given by the number of
concurrent clients being served. The total service rate of an agent will be assumed to be integer concave when needed and the service rate per customer
is assumed to decrease in the number of concurrent customers. Furthermore,
the service times are exponentially distributed with agent state dependent
service rate parameters µk , where k denotes the number of concurrent jobs.
The agents may be partitioned into several groups where the service rate
parameters vary between groups, while agents within the same group are
considered to be exchangeable. The service rates are then denoted by µik ,
where i correspond to the group index. The system will only be analyzed
under one specific routing rule, R, the one that routes an arrival to the agent
that will provide the best marginal service rate, i.e., to the agent such that
the total current system wide service rate is maximized.
The parameter estimation process is based on sets of measured data that
is stored in a database, DB. The methods that are suitable for parameter estimation in a certain queuing network are highly dependent on the available
data. Therefore, the estimation problem is in practice mainly data driven.
The usefulness of a model often hinges on the accuracy with which the model
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parameters can be estimated. The accuracy of the parameter estimates is
dependent on both the number of data records as well as on the resolution
of the underlying measured data. Here data resolution should be understood as the extent to which relevant details are recorded in a DB at each
data collection time point. For a CBCS the information can be gathered
at different levels, such as system wide level and agent specific level. Some
information is better suited to be organized in terms of the whole system,
such as the total number of arrivals during a given time interval, while other
types of data pertains to an individual agent such as the agent id and the
number of arrivals to that agent during a time period. The most important
levels of data collection for a CBCS are the system level and the agent level.
In the context of a contact center environment it is typical to record
data at sufficient detail to estimate the arrival rate per interval, λ̂, with
maximum likelihood estimation, MLE. Thus, it is easy to obtain an estimate
of the homogeneous Poisson rate for a queuing network in steady state. On
the other hand it is not uncommon for contact centers to aggregate data
pertaining to the service process. This type of aggregation may be applied
to both the agent and the system levels, e.g. the available data with which
to estimate the service rates is on an aggregated format and consequently
may lack sufficient resolution for a simple application of methods such as
MLE.
The number of ways in which CBCS data is stored varies greatly. Therefore, a single formula for parameter estimation is not feasible. However,
some common ground may be attained in terms of approaches and estimation tools, which then may be modified to fit a specific problem, given the
available data.
In this chapter the estimation of the parameters of the chat model specified in the previous chapter will be considered for two different data resolution and data availability levels. The estimates for the service process for
the given model is particularly sensitive to the data resolution at hand.
The first case considered is when there is a high level of data resolution, at
least on the system level. This level of resolution was achieved by simulation.
Two approaches to the parameter estimation problem are given:
First case, two approaches:
1. The chat model gives the relation between the state transition rate
and the underlying system parameters which are fitted using nonlinear least squares with weights corresponding to the prevalence of the
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states. Here it is shown that if the data resolution is sufficient to track
the state of the system over time, i.e., the state transitions and the
corresponding times are recorded then a MLE method together with
a nonlinear least squares solver are sufficient to estimate the service
rates for the agents.
2. The Bayesian update approach consists of a scheme with gamma priors
on the time spent in a particular system state and Dirichlet priors
on the conditional probabilities for particular state transitions given
that a transition occurs. Then the high resolution data is sufficient
for the update procedure and the expected values of the parameter
distributions give accurate estimates for the agent service levels.
The second case considered is when the data resolution is poor on both
the agent and the system levels. In particular, the only information given
per period consists of: the number of agents employed, the number of arrivals during the period, and the total accumulated time for all open chat
dialogues. The total accumulated sum is calculated by adding all the time
intervals for each chat dialogue from the time it first receivs service until the
time that the corresponding customer leaves the system and will henceforth
be denoted by total service time, TST. These premises are to be considered
fairly extreme, there will almost always be additional data available in a
real situation. However, the problem of working with a minimum of data
resolution is important and warrants consideration. The parameter estimation is solved in terms of an optimization problem where the objective is to
minimize the distance between the expected value of the TST for different
service rates and the TST given by the data. Several data sets are used
to estimate the service rates. These sets correspond to different intervals
of data records but with constant service rates, i.e., the data sets represent
variations in the arrival rates. The different interval data sets are independent, i.e., the autocorrelation between intervals is assumed to be zero. Yet
again a weighted nonlinear least squares fitting is employed to obtain the
final model parameter estimates.
In the case when the maximum concurrency level is large, the number
of underlying system parameters of the service process becomes somewhat
unyieldly. A family of functions that gives the total service rate of an agent
depending on the current concurrency level of that agent is introduced. This
family of functions is suggested in an attempt to facilitate the parameter
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estimation process, limiting the number of service parameters to estimate.
An explicit suggestion will be given, in terms of three parameters. The data
set size that is needed to estimate parameters accurately often depends on
the number of parameters to be estimated. Therefore, limiting this number
can lead to faster convergence rates. The family of functions should capture
the essential behavior of the service rates, at least for realistic maximum
concurrency levels. In the cases developed in this chapter the family of
functions is assumed to have the properties that it is integer concave and
decreasing in the number of concurrent customers from the first client up
until the number of simultaneous customers providing the maximum total
service rate.
Important aspects of call center optimization, such as queuing system
dependence, staffing, and more, may be found in texts such as (Dshalalow,
1997; Gans et al., 2003; Asmussen, 2008; Koole, 2013).
Some works on MLE of homogeneous Poisson arrival intensities include
(Clarke et al., 1957; Muddapur, 1972; Armero, 1994) where the latter two
include a Bayesian perspective.
The more complicated process of modeling time varying arrivals may
create estimation problems since many statistics benefit from intervals with
constant arrival intensity. The interested reader is referred to (Green and
Kolesar, 1991) where the authors look at a sinusodal arrival rate and calculate the pointwise stationary approximation, PSA. In (Whitt, 1991) it is
confirmed that PSA is asymptotically correct. Several models of time varying arrivals are summerized in (Whitt, 2007), and in (Feldman et al., 2008)
an iterative staffing algorithm for the M (t)/G/s(t) + G case is studied. The
litterature of time varying arrivals is extensive and is reviewed in (Defraeye
and Van Nieuwenhuyse, 2016).
In (Cohen, 1979; Kleinrock, 1967; Avi-Itzhak and Halfin, 1989) the authors investigate server sharing networks. Early work on limited server
sharing is treated in (Yamazaki and Sakasegawa, 1987). A state dependent server sharing system is explored in (Harris, 1966) and in (Gupta and
Harchol-Balter, 2009) control policies are analyzed with respect to a server
sharing problem. More recent works on state dependent sharing systems
include (Tezcan, 2011; Luo and Zhang, 2013; Long et al., 2018) which specifically looks at CBCSs as well as (Gupta and Zhang, 2014) for limited state
dependent processor sharing.
For a short discussion on the situation of poor data resolution, commonly
due to aggregation, see (Basawa et al., 1996). In this paper the authors also
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explore the viability of estimating parameters for the queuing system via
the waiting time.
Articles on Markov reward processes, and the long run expected service
rate and variance are investigated in (Van Dijk and Sladkỳ, 2006).
This chapter is organized as follows, in Section 5.2 data is analyzed and
a classification system is introduced. In Section 5.3 data driven methods
for relevant system parameter estimation are introduced with respect to the
given data. An evaluation of the model validity is included in Section 5.4.
The validity is tested for a real data set, both for the arrival process and
the service process. The data set in question is of the low resolution kind.
A three-parameter function family is suggested and evaluated in terms of
simulated data. Finally a summary and some discussion can be found in
Section 5.5. Tables and other results may be found in the appendix.

5.2

Data Set Structure

To accurately estimate the arrival rate λ and the service rates µik s for a full
system, including groups of exchangeable agents, with different maximum
concurrency levels under a specific routing scheme R the data underlying
the estimates must be understood. Some meta-information about the system
parameters may be known, like how systems of that nature behaves for other
data sets or via expert belief, but aside from that it is the available data that
determines the possible quality of the estimators and the suitable methods
to employ.
To facilitate the analysis of available data it is beneficial to introduce a
data classification scheme.

5.2.1

Data Description and Classification

Since estimator quality is strongly dependent on data it makes sense to
categorize data in terms of scope, quantity, and quality. We identify three
major aspects that determine the overall data quantity, quality, and three
subsets of the scope of the available sets. These are all important data set
attributes for performing queuing system parameter estimation.
• Number of data records
• Level of detail per data record
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• Scope of data sets
i) General system data
ii) Agent specific data
iii) Customer specific data
The number of data records is an important factor in determining the level
of accuracy of estimates. The level of detail dictates what type of estimation
techniques are suitable for obtaining estimates of good quality, e.g. unbiased
MLE techniques. The constituent parts of a data record will be referred to
as features, e.g., the number of arriving customers in a given interval and
the achieved service level for an interval would be features (on the system
level). In DB jargong features are often simply referred to as columns, while
features is a term borrowed from the field of machine learning.
In the context of queueing systems it is meaningful to differentiate between three types of data subsets pertaining to the level at which they
provide information, i.e., the scope of the data set. The first set concerns
data on the system level, such as offered load per interval. The second type
of subset pertains to the agent specific data such as agent-id and number of
initiated chat dialogues per interval for that specific agent. The third subset
of data records contains information on the individual customers, such as
customer-id, arrival time to the system, and waiting time in queue. The
above suggested classification system does not offer an uneqivocal way to
order data by system, agent, and customer level. Some data could possibly
be classified in several ways, but as a rule of thumb the classification may
be determined on the basis of which identity offers the highest resolution,
i.e., system-id, agent-id, or customer-id.
Example 20. Some typical data features are shown in Table 5.1 for two
data records. This system would be considered to be on the agent level since
that offers the finest resolution in terms of identifiers.
The system level might be considered to be the top level and commonly
the resolution may suffer from aggregation, and other impediments to estimation procedures. On the other hand, some data is naturally reported on
this level, such as the number of arrivals per interval.
The agent level may be seen as the intermediate level of resolution, where
states, and performance of individual agents are recorded. Many QoS mea144
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date_id interval_id queue_id agent_id dialogue_time ...
4520
31
134
1224
2361
...
4520
31
134
1225
1634
...
Table 5.1: The date and interval identities determine the time period for the
measurement, the queue and agent identities determine for which
system the job was done and by whom. The dialogue time is the
TST.

sures depend on a well structured agent level recording process to enable
reliable parameter estimations.
The finest resolution can be found on the customer level, where each customer’s experience in the queuing system, in terms of measurable features,
is recorded. Collecting data on individual customers is often not required for
producing reliable parameter estimates under many realistic QoS measures
and routing policies.
Depending on the specifics of the data structure similar information may
exist on different levels, in particular a lower level can contain information
that when aggregated provides a higher level with data about a certain
feature.
Example 21. An agent level example is given in Table 5.2. The information
may be aggregated and entered into a system level DB, the results can be seen
in Table 5.3. Note that some of the information contained in Table 5.2 is
on a customer level, however, it does not contain complete information on
the customers experience and is therefore classified as belonging to the agent
level. This exemplifies the fuzzy boundries between the levels.
In cases where there are few data records, low resolution, and when some
subcategories are unavailable tend to produce uncertainty in the estimates.
The worst case being when the parameters are not uniquely identifiable at
all given the data resolution. This type of uncertainty has to be managed,
which motivates the need for methods to provide reliable estimates in the
face of poor data quality.

5.2.2

Description of the Data Sets

Two sets of data are used in this chapter.
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...
...
...
...

interval_id
24
24
24

customer_id
24_123231
24_123239
24_123245

serv_agent
244_12
244_12
244_01

dialog_start
13:02:24
13:03:12
13:06:41

dialog_end
13:06:34
13:04:42
13:09:51

Table 5.2: A sample from a DB recording information on the agent level. Features may include the interval-id, the customer-id, the serving agentid, as well as the start and end times for a chat dialogues. Note: this
example gives a fair bit of customer specific information as well, but
this will be considered agent level information since the information
regarding the full customer experience is not included.

... interval_id queue_id agent_id tot_serv_time
... 24
244
12
00:05:40
... 24
244
01
00:03:10
Table 5.3: A sample where the information is aggregated from agent level to a
system level before being entered into the DB. Features include the
interval-id, the agent-id, and the total service time.

i) The first consisting of data on both agent and system level. The data
includes information that pertains to the queuing system in general,
such as the number of arrivals during a certain interval as well as
agent specific features such as customer identity, agent identity and
the specific service time of all chat dialogues. The data set is simulated
from the model given in Chapter 4 since no such detailed real data was
available.
ii) The second data set includes only information on the system level.
Some features have been removed to showcase a method when only
minimal data is available. Therefore, the full set of customer specific
data is missing and only aggregated exist on the agent level. This is a
real data set provided by a travel agency company. The data features
deemed useful in the context of this paper are presented, while other
data posts not deemed to influence the procedings are supressed —
see Appendix A for more details.
Remark 5.2.1. When I discussed the matter of data reliability and quality
with the responsible DB administrator I found that the data of case ii) is not
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entirely machine generated and may contain additional errors due to human
input. This type of problem requires serious attention, but for the purposes
of this text it is mostley ignored, apart from some preprocessing with respect
to outliers, obvious errors, and records with very low information content.

5.3

Parameter Estimation

Once the data has been analyzed and classified it is time to turn to the
question of how to make best use of the data for accurate estimates. To
develop a common framework for all types of data setups is not feasible.
Therefore, estimation methods for two specific data setups are developed.
In essence they represent two examples that can be modified to fit a specific
set of available data features. That is why the first methods uses high
resolution data and the second low resolution data to, in some sense, bound
the data driven parameter estimation problem.
The system parameters to be estimated, in steady state, are the arrival
rates and the service rates of the agents under varying levels of concurrency
over all intervals. Estimates for the arrival rate for a given interval is straight
forward when the number of arrivals is explicitly measured and recorded.
In the time varying case the estimates would benefit from higher levels of
data resolution, such as specific arrival times and commencement of service
times. The achieved level, in terms of the QoS measure per interval, is not
included in any of the data sets. In the first case it is not needed and for the
second case the available data is meant to contain a very limited number of
features.
A key feature for all the estimates is that the underlying system model
comprises of a Markov process. Hence, standard approaches to estimation,
such as MLE and Bayesian update schemes can be applied if modified to
suit a Markov process. Another important thing to note is that the service
rates of agents of the same group are assumed to be constant over different
periods. Therefore inter-period variation in data may be employed to find
better solutions to the estimation problem.
Example 22. In Figure 5.1, the time points ak , for k ∈ {c1, c2, c3}, are the
arrival times of customers c1, c2, and c3. The times dk represent the time
points when the service of one customer has been completed and the corresponding customer departs the system. The service intensity is µ1 between
ac1 and ac2 ; µ2 between ac2 and dc1 ; µ1 between dc1 and ac3 ; µ2 between ac3
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Figure 5.1: An agent’s customer load, where the horizontal axis measures time,
and the rectangular blocks representing different customers receiving
service.

and dc3 ; and finally µ1 between dc3 and dc2 . The results can be viewed in
Table 5.4.
Another way to view the system of agents and the total concurrency level
is depicted in Figure 5.2, where at time 0 two agents are idle, and at a1
the first arrival occurs and one of the agents changes state to serve one
customer. The corresponding number of agents at concurrency level one
increases. At time a3 a third client enters the system and one of the agents
changes state to level 2, consequently decrasing the number of agents in the
concurrency level one state with one, while increasing number at level two
with one. The results are shown in Table 5.5.

5.3.1

The High Resolution Case

To estimate the parameters of the chat system model, first the data features are presented, then the arrival rate λ is estimated via MLE, and then
methods for service rates estimations are explored. Two main approches to
service rate parameter estimation are investigated.
148

Chat Model Parameter Estimation
Interval Service rate
ac1 → ac2
µ1
ac2 → dc1
µ2
dc1 → ac3
µ1
ac3 → dc3
µ2
dc3 → dc2
µ1
Table 5.4: The total service intensity of the agent in Figure 5.1 at different time
points.

Figure 5.2: An example illustrating the different concurrency levels in terms of
number of agents occupying them. There are two agents that can
handle at most two clients.

1. The estimation process of the service rates is divided into two steps,
first the likelihood expressions are found per state, which correspond
149

Chapter 5
Interval System state
0 → a1
(2, 0, 0)
a1 → a2
(1, 1, 0)
a2 → a3
(0, 2, 0)
a3 → d4
(0, 1, 1)
d4 → d5
(1, 0, 1)
d5 → d6
(1, 1, 0)
Table 5.5: The system state corresponding to Figure 5.2. A system with two
agents that may service up to two clients concurrently. The right
column shows the state of the system, i.e., the number of agents being
in state zero, one and two.

to the state-wise behaviors for the given chat model. Since such an
estimation is over-determined the second step is to make a weighted
nonlinear least squares fit, where the weights are determined by the
prevalence of the system being in the corresponding states.
2. Another viable approach is to use a Bayesian update scheme. Due
to our knowledge of the CBCS model it is straight forward to assign
priors corresponding to the system being in the different states and
the conditional probabilities for the specific transitions.
5.3.1.1

The High Resolution Case: Data Features

The required features in steady state for a stable system per date and interval
include: the number of arrivals, the number of agents employed, and their
respective groups, the time spent in the various states and the number of
specific transitions from one state to another.
With the given high resolution data, aquired via simulation, estimation
is possible and the accuracy depends on the number of records available.
System Level
For the system level data sets the most important features are the ones
representing date, intraday intervals, and number of arrivals. The data is
given per date and per interval, let D = {1, . . . , D} represent the index set
of dates, let I = {1, . . . , II } be the index set for the intraday intervals, and
W = {1, . . . , W } index the day of the week, where W = 7. Let Ad,j ∈ N
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represent the number of arrivals on date d for interval j, i.e., offered number
of arrivals to the queuing system on date d and time of day j. The notation
is inspired by (Gans et al., 2015).
Agent Level
For this data subset the available data posts include date, d ∈ D, intraday interval, j ∈ I, agent identity, sik , the time spent with open chat
dialogues, the exact type of transitions, and the total number of transitions.
The time spent chatting is given by the TST, thus the total time can be
greater than the length of the corresponding interval. Let C = {1, . . . , S}
be the index set of all agents employed. Gathering such information would
result in something akin to the information of Table 5.2.
s,d
Let τks,d,j = [ts,d
k,b tk,f ] ∩ {j} denote the total time of a dialogue for customer k, served by agent s ∈ C, in interval j ∈ I, and on date d ∈ D.
s,d
Here ts,d
k,b denotes the initiation of service and tk,f the time of departure
of customer k. Explicit records of τks,d,j are shown in Table 5.2 of Example 21. This type of information should technically be considered part of the
customer level, however, it offers a straight forward way of collecting high
resolution data on the agent level which is sufficient.
5.3.1.2

Arrivals and Mximum Likelihood Estimation

The arrival rate can very often be determined separately from other system
parameters. This is true for the cases in this chapter, which are based on
sets of simulated and real data. According to the model given in Chapter
4, the arrivals follow a homogeneous Poisson process and are independent
of each other and of the service process. Moreover, only stable systems are
considered where the long run limit exists for the system, therefore allowing
for a stationary solution of the corresponding system state probabilities.
When arrivals per interval data is available a Poisson MLE is suitable
for stable systems where the arrivals follow a homogeneous Poisson process.
It is worth recalling that Poisson MLE gives an unbiased estimate. For
other types of arrival processes it may be that they are only asymptotically
unbiased. Which, in turn, typically necessitate large sets of data.
Assuming that arrivals follow a homogeneous Poisson process, with rate
parameter λ, is a reasonable assumption for a large population of potential
clients and where changes in the arrival rates between consecutive intervals
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are limited. Under larger fluctuations between intervals the assumption
becomes less plausible.
In Section 5.4 a real data set is used to validate the Poisson assumption
and it is found that when the change in λ̂ between two consecutive intervals
grows large the Poisson hypothesis is rejected. There are several indications
that the arrival process in general is not Poisson, such as over-dispersion.
Estimating the rate parameter λ using a standard MLE approach to
obtain such estimates. Let
x = {xi },

for i ∈ {1, ..., l} and xi ∈ N,

(5.1)

be a set of counting values, xi , representing the number of arrivals for some
time interval j ∈ I. The corresponding log-likelihood function is given by
log L(λ) = −l · λ +

l
X

(xi log λ − log(xi !)) .

(5.2)

i=1

Then to maximize the likelihood function, which is concave in λ, it is sufficient to find the solution to
0=

l
X
d
xi
log L(λ) = −l +
,
dλ
λ
i=1

(5.3)

which leads to the estimate
λ̂ =

l
1X
xi .
l i=1

(5.4)

Equation (5.4) is the mean over the set of given interval sample values
xi . Measuring the arrival intensity in this fashion is both mathematically
tractable and feasible from a realistic data set standpoint.
Normally data is collected over intervals of a certain length, t, which
allows for piecewise estimates per interval, under a stationarity assumption.
An example of variable arrival intensity from a travel agency can be seen in
Figure 5.3.
Remark 5.3.1. The assumption that the process is time homogeneous on
intervals may be unrealistic due to time variations in the arrival process.
There are several techniques to approximate an inhomogeneous process; e.g.,
the Pointwise Stationary Approximation, PSA, which treats every point in
time to be approximated by the stationary performance. This approach has
been explored by Green and Kolesar (1991). A collection of further methods
have been presented by Whitt (2007).
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One week day arrival rate estimation
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Figure 5.3: An example of average arrival rates for one week day, with halfhourly intervals for a travel agency offering chat based communication. The homogeneous Poisson approximation works best in the
middle of the day when the changes in arrival rates between intervals
is small. Note: the data has been distorted in scale at the company’s
request.

5.3.1.3

Nonlinear Least Squares Estimates of Service Intensities

Once the λ̂ estimate has been obtained, consider the service intensities, µik ,
where i corresponds to the group and k to the state of an agent in that group.
The µik values can be estimated using the λ̂ estimate as the true value of λ
in a hierarchical fashion. The service rates will be estimated first with the
help of MLE and then with a weighted nonlinear least squares approach.
The estimation process for the service rates is more complicated than that
of the arrival intensities. The condition on the routing process R is that
it preserves the Markov property of the system while allowing for varying
levels of concurrency. Therefore, the service times are modeled as being
exponentially distributed. Note that this has an equivalent interpretation
in terms of a Poisson process. Consider the system, in steady state, where
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the arrival estimates λ̂ from Section 5.3.1.2 have been obtained. Here it is
assumed that the underlying data is of sufficient resolution and quantity to
estimate the transition rates of the Markov system accurately, including the
counting measure of transitions from one state to another. Let
j
Nxy
∈ N,

for j ∈ I, and x, y ∈ X

(5.5)

be the counter of the number of times the system transitions from state x
to state y during interval j.
The estimates are obtained by looking at the embedded Markov chain
of the system model, determined by the transition probabilities at the time
points when state changes occur. Note that the time spent in each state is
not necessary in this case, only the count of times each state is visited and
the count of specific state transitions.
The transition probability matrix of the embedded chain is singular for
finite systems. Using the idea in Chapter 4, where all of the tail probability mass is put into one state corresponding to the state when all agents
work at maximum concurrency level and the buffer is empty, it is possible
to construct an equivalent system of finite size. This may then be used to
measure the conditional transition probabilities, conditioned on that a state
change occurs. The MLE can be performed either via eliminating a parameter, corresponding to that any one state can be expressed in terms of the
other states, or via Lagrange multipliers. To make the estimation the state
transition probabilities are required, to this end let pxy denote the transition
probability from state x → y, then
j
Nxy
p̂jxy = P j ,
Nxy

(5.6)

y

represents a consistent set of estimators of the system transition rates for
interval j.
The probability vector p̂jxy of the embedded Markov chain has a natural
interpretation in terms of the system model constructed in Chapter 4. The
transition probabilities correspond to a state dependent set of equations of
competition amongst exponentials type. Where the state dependent competing exponential processes have intensities based on the sought system
parameters. This is exemplified below.
Example 23. Consider a queuing system with two agents being able to serve
up to two customers simultaneously. When one agent is idle and the other
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is serving one client the state of the system is given by x = (1 1 0). From
this state two transitions are possible, either an arrival occurs which is then
routed to the idle agent, or the service process is concluded and the client
leaves the system. These transition possibilities correspond to the following
µ
state changes y 0 = (2 0 0) with estimates of the transition rates p̂xy0 = 1
µ1 +λ̂

and

y 00

= (0 2 0) with p̂xy00 =

λ̂
.
µ1 +λ̂

For each non-zero state transition

probability one equation obtained containing one or more of the µik s.
To make use of all the information of the data set a nonlinear least
squares problem is formulated to fit the state change estimates to the system
parameters, where the sum of the squared residuals is minimized by
2

X
Nxy 
min
 ,
gxy (λ̂, µ̄) − P
µ̄>0

x,y

y

Nxy

(5.7)

where gxy (λ̂, µ̄) denotes the model function of transitioning from state x →
y, which depends on one or more values of µik and λ̂. The vector of all service
rates is denoted by µ̄. Considering only one interval at a time the interval
index can be supressed. All non-zero transition probabilities, axy , are given
by the specific choice of R, see Chapter 4 for details. The function gxy ,
given by the competition amongst exponentials from the underlying Markov
model, is the natural choice due to the invariance property of MLEs —
(Casella and Berger, 2002).
Depending on the arrival and service intensities as well as on the routing
rule, some state transitions will be rare in the sense that being in state
x has a low stationary probability. Consequently the observations of such
transitions will be less frequent than others. This in turn indicates that a
weighted nonlinear least squares method could generate faster convergence
due to more weight being assigned to the transitions that are frequently
occuring and thus may be estimated to a higher degree of accuracy. If that
method is implemented then Equation (5.7) becomes
2



min
µ̄>0

X
x,y

Nxy 

wxy gxy (λ̂, µ̄) − P
 ,
Nxy

(5.8)

y
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where the weights are given by
1/2



 Nxy 
wxy =  P

Nxy

.

(5.9)

x,y

Example 24. Comparing the convergence of two estimation processes, where
the first uses weights of one and the other uses weights given by Equation 5.8.
The CBCS consist of two agents in one group with a maximum concurrency
level of 3. The results can be viewed in Figure 5.4. The use of a weighted
nonlinear least squares approach clearly improves the convergence rate for
this example.

Figure 5.4: Example of a weighted nonlinear least squares residual norm as compared with a non-weighted estimate. Resnorm is defined as the
squared 2-norm of the residual, with and without a weighting term.
The values are simulated over various interval lengths. The example
is of a system with two agents from the same group who may serve
up to 3 customers each, i.e., three service rates must be estimated.
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Remark 5.3.2. Note that the optimization formulation may be expanded to
include multiple intervals for the parameter estimation since the underlying
service rates are constant over different intervals. This may be of particular
interest in cases when the system is under a heavy load since the data corresponding to states for which the agents works with few customers will be
uncommon compared to the states corresponding to highly occupied agents.
5.3.1.4

Family of Functions

In the case that the concurrency level is set to a high value it may be
prudent to introduce a family of functions in an effort to capture the total
service rate at different concurrency levels while keeping down the number
of parameters to be estimated. To this end it is conveniant to introduce a
parametric function as
g(k) : N → R+ ,
(5.10)
where g(k) should approximate the rate of an agent in concurrency state k,
i.e., g(k) ≈ µk . The g(k) function should have the following properties
i) g(k) ≥ 0,

for all k ∈ N,

ii) lim g(k) = 0,
k→∞

iii) g(k) is weakly unimodal,
iv) g(k) is bounded,
v) g(k) should be integer concave up to it’s maximum value.
One such function family is
g(k) = C1 k

1 + C2
,
1 + C2 eC3 (k−1)

(5.11)

where C1 , C2 , and C3 are the function family parameters and poperties
(i) − (iv) are fulfilled for Ci > 0 and i ∈ {1, 2, 3}. Therefore, regardless of
the concurrency limit maximum only three parameters need to be estimated,
Cb1 , Cb2 , Cb3 . The parameters can be determined with the same nonlinear least
squares approach presented in Section 5.3.1.3. One set of parameters C1 −C3
need to be estimated for each group g ∈ G.
157

Chapter 5
5.3.1.5

Bayesian Approach

Since the underlying system model is a Markov process it is possible to
use a Bayesian approach to estimate the distribution of the state parameters, where the expected values of the state parameter distributions can
be used to estimate the underlying model parameters. For a system where
the total time and number of visits to each state are recorded as well as
the count of the number of specific state transitions, then it is possible to
implement a Bayesian update scheme for the system states given reasonable
priors. In (Muddapur, 1972) a Bayesian estimation approach for queues
is developed. In (Armero and Bayarri, 1994; Armero, 1994) the author(s)
investigate Bayesian update techniques for M/M/1 and M/M/c queues.
Given that the system is in some state, x ∈ X , all possible transitions
are independent up to the next state transition. The time to the next
state transition is of competition amongst exponentials type, i.e., the dwell
time in a state is exponentially distributed which implies that a gamma
prior is suitable. This is similar to the methods explored in (Armero and
Bayarri, 1994; Armero, 1994) where the author(s) introduce independent
gamma priors for the arrival and the service process. This is possible due
to the processes studied being of the birth-death type. However, in the case
of a CBCS there is no pure birth-death process except for when all agents
are fully occupied. The number of possible state transitions between states
vary with the state. Since some states can transition to more than two
other states the approach of assigning independent gamma distributions for
the parameters becomes ungainly. Instead determine the rate parameter
governing the rate at which the process transitions out of a state separately
form the state transition process. Consider the probability of a specific state
transition conditioned on that a state transition does occur. A suitable
prior for the conditional probability is the Dirichlet distribution, or beta
distribution if the state change is binary, as in a pure birth-death process.
Since there is no prior information about the transitions the Dirichlet prior
parameters are taken to be uniformly distributed.
Remark 5.3.3. The time until the next state transition is independent of
which new state is transitioned into.
For an introduction to Bayesian analysis in decision making see (Parmigiani, 2002). The proposed estimation procedure below is similar to the one
presented in (Welton and Ades, 2005).
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Introduce the rate parameter θxy of going from state x to state y. Let
nxy count the number of transitions from state x to y in the time interval
t > 0 for y 6= x, and let the total number of transitions out of state x be
P
denoted by Nx = y6=x nxy . Furthermore, let Mx denote the total time the
P
system spends in state x and let θx = y6=x θxy . For a continuous time
Markov process with a countable number of states the distribution of Nx is
given by
Nx ∈ P o(θx ), for all x ∈ X ,
(5.12)
where X is the state space of the system and the prior is
θx ∈ Γ(αx , βx ),

(5.13)

where αx and βx are taken as the prior information about the system, for
example they may be set to αx = βx = 0.5 (in numerical tests a value smaller
than one seemed to perform slightly better).
Let the conditional probabilities for a specific state transition, given that
a transition occurs, from state x to y be denoted by ηxy . This translates to
a probability mass function conditioned on that the system has transitioned
to a new state. For all specific state transitions the prior can be taken as the
Dirichlet distribution, since some states may have multiple transition possibilities, i.e., a multinomial type situation. The routing rule R determines
the possible state transitions. Let the index set {y1 , . . . , ykx } enumerate over
all transition possibilities from state x, then
(ηxy1 , ηxy2 , . . . , ηxykx ) ∈ Di(axy1 , . . . , axykx ), ∀x ∈ X ,

(5.14)

with uniform initial guess axy1 = · · · = axykx = 1 for all x ∈ X . Note that the
marginal distributions of the Dirichlet distribution are Beta distributions.
The transition rates ξxy of the system from state x to state y are then
given by
(
θx ηxy , x 6= y,
ξxy =
(5.15)
−θx ,
x = y.
Using the data to update these parameter distributions by



θx ∈ Γ(αx + Nx , βx + Mx ),

(ηxy1 , . . . , ηxykx ) ∈ Di(axy1 + nxy1 , . . . , axykx + nxykx ),



for all x ∈ X

(5.16)
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Then the transition intensities ξxy implicitly determine the service and
arrival rate distributions, since for each state it is known from the model
of Chapter 4 which of these parameters influence the transition rate from
that particular state. Taking the weighted expected values will then yield
the point estimates for the basic parameters of the system, namely service
rates µ1 , µ2 , . . . and the arrival rate λ. The weighting is done according to
the prelevance of the states, i.e., proportional to Nx for all x ∈ X .
Example 25. For a system with two agents in one group and with a maximum concurrency level of three the transistions from state (2, 0, 0, 0) (omitting the buffer state) may only occur when a new customer arrives, therefore
(2, 0, 0, 0) → (1, 1, 0, 0) will estimate λ via the data driven update
θ(2,0,0,0) ∈ Γ(α(2,0,0,0) + N(2,0,0,0) , β(2,0,0,0) + M(2,0,0,0) )

(5.17)

resulting in
λ = ξ(2,0,0,0)→(1,1,0,0) = θ(2,0,0,0) .

(5.18)

The state (2, 0, 0, 0) corresponds to both agents being idle.
Similarly for the transitions from the system state (1, 1, 0, 0) the data
driven updates are given by
(



θx ∈ Γ αx + Nx , βx + Mx ,

(ηxy , ηxz ) ∈ Di axy + nxy , axz + nxz ,

(5.19)

where x = (1, 1, 0, 0), y = (2, 0, 0, 0) and z = (0, 2, 0, 0), which yields the
following estimates
(

λ̂ = ηxz θx ,
µ̂1 = ηxy θx .

(5.20)

The state (1, 1, 0, 0) corresponds to one agent being idle and the other serving
one customer.
Example 26. Let G = 1, s = 3, n = 4, λ = 3 and µ̄ = (0, 0.6, 0.9, 1.1, 1.2)
and with period length of 60 minutes for a set of 2000 data records. The
resulting estimates can be seen in Figure 5.5. The errors decreas with the
number of simulations of data records.
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Figure 5.5: Example of Bayes estimation of parameters for a system where G =
1, s = 3, n = 4, λ = 3 and µ = (0, 0.6, 0.9, 1.1, 1.2) and with period
length of 60 minutes for a set of 2000 data records.

5.3.1.6

Comparison between the LSQ Fit and the Bayesian
updates

One advantage of the model in Section 5.3.1.3 is that it does not require the
time spent in each state to be recorded.
Using simulated data to test the convergance rates of the methods given
in 5.3.1.3 and 5.3.1.5 for specific examples. One such example is shown in
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Figure 5.6.

Figure 5.6: Example of simulations based on a system where G = 1, s = 2, n =
3, λ = 1 and µ = (0, 0.5, 0.65, 0.7) and with the interval length of
60min. Three simulation runs was performed for 25/50/.../200 trajectories.

In general the Bayes update formula seems to converge to the true parameter values faster than the nonlinear least squares fitting approach. This result was consistent over a set of different example simulations. The Bayesian
approach also only involves simple operations for the resulting estimates,
while the nonlinear lsq problem involves solving an optimization problem.
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5.3.2

The Low Resolution Case

In this problem the data resolution is low due to aggregation and a lack of
data features pertaining to the state of the system and to the agents. To
estimate the parameters of the model, first the relevant data features will
be presented, then the arrival rate λ̂ is estimated by the way of MLE, then
the service rates are estimated from aggregated data. The stationary probabilities of the underlying Markov system are used to match the aggregated
data. This type of problem is sometimes referred to as a Markov reward process, (Van Dijk and Sladkỳ, 2006), i.e., some type of "reward" is obtained
by visiting a system state. In this case the reward is given in terms of chat
dialogue time with only the system wide TST being observable. Performing this over multiple intervals, with variation in the arrival rate, leads to
an optimization formulation for the problem. The optimization problem is
only implemented in terms of the expected value. The use of higher order
moments is included in a short discussion but not implemented.
Example 27. To illustrate some of the difficulties arising from data on an
aggregated format an example case, as can be seen in Figure 5.7, where the
cumulative number of arrivals and departures are shown. Thus, there is no
agent specific data available, apart from the number of arrivals, the number
of employed agents, the routing used, and the maximum concurrency level.
Assuming that the model setup is suitable, the main issue consists of how to
estimate the service intensities of the agents.

5.3.2.1

The Low Resolution Case: Data Features

The features for a stable system per interval include: the number of arrivals,
the number of active agents and their corresponding groups, and the total
service time, i.e., the TST of all open chats during the interval aggregated
into one value. Since the arrival process is recorded in terms of the number of arrivals per interval this allows for MLE of the λ̂ rate in the same
fashion as in Section 5.3.1.2. However, the service rates do not allow for the
methods in Section 5.3.1.3 or 5.3.1.5 to be utilized since the state transitions
themselves are not stored in the DB. The chat dialogue time for a single chat
conversation is given by the time between the start of the conversation, i.e.,
when an agent first start active work on a chat until the dialogue window
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Cumulative chat arrivals and answered chats
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Figure 5.7: Example showing the cumulative number of arrivals and answered
chats for a chat queue where data is aggregated per interval. Note
that the figure is exaggerated in terms of the queue not being empty
at any point.

closes. This time may be split between different intervals if the dialogue
takes place across more than one interval.
Remark 5.3.4. For the real data set used it was not certain that the reporting actually worked liked this per interval or if the whole amount was
recorded for the interval during which the dialogue was closed.
5.3.2.2

Optimization and Nonlinear Least Squares Estimates

Since the data resolution pertaining to the arrival rate is the same for this
case and the previous one, the same method can be employed to estimate
the arrival rate parameter. Consequently a Poisson MLE approach is used
in order to obtain λ̂.
164

Chat Model Parameter Estimation
The main difference between the high data resolution case and the low
data resolution case is in terms of the information available to estimate the
model service parameters. In the high resolution case, state by state information is available, whereas in this case all that is known is the TST per
interval and date. Since the data given per interval consist of one numeric
value, this value should be matched by the system and corresponding model
parameters. Furthermore, making use of the fact that the service parameters are assumed to be constant for all intervals, it makes sense to include
data from multiple intervals to improve the estimates. The total chat time
Aj of a given interval j should be as closely matched by some function of the
system parameters. The construction of the matching function will depend
on the stationary state distribution of the given queuing system. Denote
the total service rate of the system, when all agents are occupied with their
maximum allowed number of clients, by µtail . There exists a unique stationary distribution for the system if λ < µtail . This due to the fact that
there are only a finite number of service slots, each corresponding to a system state with constant service rates, and the fact that the system follows
a pure birth death process when all service slots are filled.
Definition 5.3.5. The average amount of chat dialogue time produced by
the queuing system, in steady state, at time t is given by
vx (t) =

G
X

(0 1 . . . ni ) · XiT (t) ∈ R+ ,

for x ∈ X ,

(5.21)

i=1

where the first vector on the right is the vector of possible agent states of
group i in terms of possible concurrency levels. The Xi s correspond to the
agent distribution of group i over the possible states at time t. X(t) contains
the state vectors for all groups in G. vx (t) correspond to the chat dialogue
time "production rate" or "reward" rate for all groups.
Let
v(t) = (vx1 (t) vx2 (t) . . . vxe (t)),
(5.22)
where x1 , . . . , xe enumerates over all states of the system for which the buffer
is zero.
Definition 5.3.6. The limiting chat dialogue time "production rate" function, or in other terms, the continuous time Markov chain reward function
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for interval j, where s̄ is the given staffing vector is given by
ZT

1
Aj|s̄,λ̂ (µ) = lim
T →∞ T

πj|s̄,λ̂ (µ)v(t)dt.

(5.23)

0
(j)

(j)

(j)

Let rj = r1 , r2 , . . . , rMj represent data records of TST
Tj values for interval j and interval length Tj . Then the following minimization problem can be
G
formulated for any interval j, data set rj , and µ̄ = (µ10 , µ11 , . . . , µG
0 , . . . , µnG )


M
Pj

 min
 µ̄

m1 =1



kAj|s̄,λ̂ − rmj k2 

,

subject to µ̄ ∈ U

(5.24)

where U denotes a feasible set for the model parameters, which may include
different a priori information about the service intensities. Introduce the
following specified sets
U1 = {µik ≥ 0, for all i ∈ G, k ≤ ni },
U2 = U1 ∩
U3 = U1 ∩

{µik+1 ≥ µik ,
{2µik+1 ≥ µik

(5.25)

for all i ∈ G, k ≤ ni − 1},
+

µik+2 ,

(5.26)

for all i ∈ G, k ≤ ni − 2}.

(5.27)

The set U1 correspond to nonnegative service rates, the set U2 to nonnegative
and increasing service rates, and U3 to nonnegative and integer concave rates.
The formulation for the multi-interval problem then becomes

 min
 µ̄

II M
P
Pj
j=1 mj =1



kAj|s̄,λ̂ − rmj

k2


.

(5.28)

subject to µ̄ ∈ U
This can be solved with any suitable nonlinear solver, here Matlabs built in
lsqnonlin was used with the Levenberg Marquardt algorithm (LMA).
The solutions are sensitive to several factors, such as the length of the
intervals, the number of intervals as well as the system load. The best results
are achieved when λ varies between intervals and when the system load is
neither too high or low.
Remark 5.3.7. It is important to note that due to low resolution there are
no guaranteed unique solutions.
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Simulations
µ̂1
µ̂2
µ̂3

250
0.493
0.690
0.690

500
0.523
0.633
0.694

1000
0.496
0.655
0.701

Table 5.6: The case of two agents, with a maximum concurrency level of 3, arrival rates in the range λ ∈ [0.9, 1.2], and service intensities for the
simulated data of µ1 = 0.5, µ2 = 0.65, and µ3 = 0.7 for one group.
The period length is a 30 minute interval, 4 data sets with varying
arrival intensity.

Simulations
µ̂1
µ̂2
µ̂3

250
1.268
1.781
2.010

500
1.379
1.765
2.002

1000
1.412
1.733
2.001

Table 5.7: Arrival intensities λ ∈ [2.8, 3.6] and service intensities for the simulated data of µ1 = 1.40, µ2 = 1.75, and µ3 = 2.00 for one group. The
period length is a 30 minute interval and 4 data sets with varying
arrival intensity.

Example 28. This example show the results of a low resolution simulated
data fitting procedure. The case of two agents, with a maximum concurrency
level of 3, arrival rates in λ ∈ [0.9, 1.2], and service intensities for the simulated data of µ1 = 0.5, µ2 = 0.65, and µ3 = 0.7 for one group. The period
length is a 30 minute interval and 4 data sets with varying arrival intensity. The results can be seen in Table 5.6 for varying number of simulated
trajectories.

Example 29. This is another example showing a low resolution simulated
data fitting procedure. With arrival intensities in λ ∈ [2.8, 3.6], and service
intensities for the simulated data of µ1 = 1.40, µ2 = 1.75, and µ3 = 2.00
for one group. The period length is a 30 minute interval, 4 data sets with
varying arrival intensity. The results can be viewed in Table 5.7 for varying
number of simulated trajectories.
In both Example 28 and 29 the estimates for µ3 are the closest to the
parameter value used for the simulations.
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In order to reduce the number of parameters to estimate we propose that
a parametric function representation of the service rate is used — see Section 5.3.1.4 for the derivation. This function class can be chosen to represent
physical properties of the rate parameters. With this representation we ensure that the service rate per customer is nonincreasing. The corresponding
optimization program becomes

 min
 C

II M
P
Pj
j=1 mj =1



kAj|s̄,λ̂ −

g i mj k2


,

(5.29)

subject to C > 0
where C = (C11 , C21 , C31 , C12 , . . . , C3G ), i.e., the constants of the replacing
functions, which automatically produce solutions in U2 ∩U3 under the routing
R where maximum concurrency levels are set to correspond to the maximum
service rates.
Example 30. This example shows how to fit simulated data to the proposed
function and then examining the results.
With arrival rates in λ ∈ [3.5, 4.0], true service rates µ1 = 1.40, µ2 =
1.75, µ3 = 2.00, and µ4 = 2.1 for one group. T = 60. The coefficients
are given by C1 = 1.140, C2 = 6.642, and C3 = 0.283, resulting in f (1) =
1.140, f (2) = 1.776, f (3) = 2.059, and f (4) = 2.111.
With 4 service rates to estimate with 3 parameters the match is not exact, however, simulation from the true service rates and the estimates given
by the function gives similar results for the TST distributions. Performing
the Kolmogorov-Smirnov two sample tests the null hypothesis that they come
from the same distribution can not be rejected. To view resulting distributions in histogram form see Figure 5.8.
5.3.2.3

Higher Order Moments

In the case when there is only one interval available or all intervals have
the same λ̂ value, then the algorithm produces poor results. A natural
extension of the optimization model is to include higher order moments for
the Markov reward process. Experiments with including the variance, as
given in (Van Dijk and Sladkỳ, 2006), produced improvements when longer
intervals were used. The length of the intervals when a positive effect was
identified were over two hours long and therefore deemed to be too large to
be useful. Variance reduction methods was considered but not implemented.
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Figure 5.8: Comparing the TST distribution for model simulation parameters
with the estimated parameters from (5.11). The null hypothesis
that the distributions are drawn from identical source can not be
rejected by the KS two sample test at the 95% level.

Potentially higher order moments could be used, if a sufficient number of
records was available, to determine a good approximation to the empirical
distribution.

5.4

Model Validation

This section is divided into two main parts; the first part accounts for the
arrival process and the validity of the homogeneous Poisson assumption,
and the second part addresses the service process and the estimation of the
service rates for the agents, subject to varying numbers of concurrent chats.
169

Chapter 5

5.4.1

The Arrival Process

Data is given in the form of date, d, 15- or 30-minute interval, j, and number
of arrivals, N . Let Nd,j denote the number of arrivals per day and interval.
Collecting all data points pertaining to each day of the week, and intraday
interval in a vector, denoted by ãwd ,j .
All the {ãwd ,j } records are preprocessed as described in the Appendix.
Let {āwd ,j } denote the resulting processed set of vectors, now containing only
trusted data with the same number of active agents and let Lwd ,j denote the
corresponding number of elements of {āwd ,j }. Assuming that the arrivals are
independent and identically distributed allows for specifying the likelihood
function as
d ,j
d ,j
, . . . , aw
(5.30)
L(λwd ,j ; āwd ,j ) = f (aw
1
Lw ,j |λwd ,j ),
d

where f is the probability mass function. Lwd ,j varies from vector to vector
depending on the given data set. A maximum likelihood estimation of the
Poisson parameter can be performed to obtain the corresponding arrival rate
per interval and day of the week (Haight, 1967; Katti and Rao, 1968). The
estimation is unbiased and given by
λ̂wd ,j =

1
Lwd ,j

Lwd ,j

X

d ,j
aw
.
l

(5.31)

l=1

An example of estimated arrival rates for a chat system of a travel agency
company are shown in Figure 5.9. The actual arrival rates have been modified at the request of the company, but their general behavior is convayed.
It is shown for 30-minute intervals.
A common assumption for many queueing systems, in steady state, is
that arrivals can be modeled by a homogeneous Poisson process. To investigate if this assumption is plausible the data is tested via a Pearson χ2 -test,
with test the statistic given by
2

χ =

n
X
(Oi − Ei )2
i=1

Ei

,

(5.32)

where n represents the category with the larges element values, Oi the number of observations of type i, and Ei the expected number of observations
of type i. The null hypothesis, H0 , is defined to be that data is Poisson
distributed with parameter λ̂wd ,j , and the test is performed at the 99% significance level. Due to a fairly low number of sample points the Pearson
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Figure 5.9: Maximum likelihood estimation of the arrival rates per half hour
interval (Rates are modified by request from the company). Only
intervals with sufficient number of records (40) per day were included.

χ2 -test is sensitive to the number of bins and the number of samples in
each bin. At most one bin was allowed to contain less than 5 samples. By
examining the data sets it is found that the assumed Poisson arrival rate is
not rejected for the majority of the intervals and days of the week — see
Table 5.8 for a summary. The full set of results can be found in Table 5.10
in Appendix B. This type of test may be ill suited for this type of problem
due to a low number of records which leads to only a few bins.
Another way to test if the arrival process is Poisson is by measuring the
dispersion, defined as the variance over the mean. For a Poisson distribution
this quotient should be close to 1. It is found that the dispersion varies
between 1 and 3, which indicates that the Poisson approximation may not
be realistic — see Table 5.10 in Appendix B.
A Cramér-von Mises test was also performed, see (Cramér, 1955; Cramér
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Test
Total count Rejected Percentage
Pearson’s χ2
37
13
35.1%
Cramér-von Mises
37
6
16.2%
Table 5.8: The summary of hypothesis tests. There is a limited amount of overlap between the tests.

et al., 1955; Von Mises, 2014). The idea behind this test is to compare
a CDF, F , with an empirical distribution function, Fn , to determine the
goodness-of-fit. The test has been extended to the two sample case, i.e.,
comparision between two empirical distribution functions in (Anderson and
Darling, 1952). The test statistic is given by
ωn2 [Ψ(F (x))]

Z∞

=

√

n(Fn (x) − F (x))

2

Ψ(F (x))dF (x),

(5.33)

−∞

where the Ψ(y) is a function defined on [0, 1]. In the test performed here
Ψ(y) = 1 was used, which is standard practice. If the test statistic is greater
than the corresponding tabulated value the null hypothesis can be rejected.
For a summarized version see Table 5.8 and for a detailed version see Table 5.11 in Appendix B.
The intervals for which the Poisson assumption is rejected are mostly
found at the beginning and the end of the day for the given data set of a
travel agency.
It is found that the Poisson approximation does not fit the intervals when
the rate of change is large. For the intents and purposes of this chapter the
Poisson assumption will be kept, but with a disclaimer that it might not
be a good assumption when the arrival rate undergoes big changes. Similar
approaches have ben used by Brown et al. (2005) and Aksin et al. (2007).

5.4.2

The Service Process

The queue is modeled as a Markov process, consequently the service process
for a single transition is exponentially distributed. Furthermore, the service
rates of each agent depends on the number of current clients. To decide
if this model assumption is valid it is reasonable to perform hypothesis
testing. The given data set is of the low resolution type and the test is
performed by comparing the actual data set with a simulated data set where
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Figure 5.10: Data monday data, intervals 36-38 with 4 active agents compared
to Poisson distribution for the ML parameter estimates. The data
sets are fairly small but seem to have a greater variance than the
corresponding Poisson distribution. The data sets for interval 36
and 38 each have 60 records while the 37:th interval has 64 records.

the parameters for the simulation are determined by the method described
in Section 5.3.2.2. Then a Kolmogorov-Smirnov two sample test at the 95%
significance level is performed to compare the distributions.
The resulting distributions, real versus simulated data, with estimated
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parameters, as visualized in Figure 5.11 for three intervals grouped by dayof-week and the number of employed agents. The empirical distribution
functions can be viewed in Figure 5.12. The selected intervals were those
with the largest number of data records. The results are shown for the same
intervals as those shown in Figure 5.10.

Figure 5.11: The most numerous low res data sets compared to the simulated
results from estimated parameters in terms of total service time
for intervals. Data was grouped by day of the week, interval, and
number of active agents for intervals. The data sets chosen are for
mondays, intervals 36, 37, and 38 with four active agents.
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Figure 5.12: Shows the empirical distribution functions of the same data sets as
in Figure 5.11.

All three samples fail the Kolmogorov-Smirnov test and the null hypothesis can be rejected. The simulated data does not appear to be drawn from
the same distribution as the real data.

5.5

Summary and Discussion

The intent of this chapter is to investigate different approaches to estimate
the parameters of the model developed in Chapter 4. Both data quality and
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methodology are analysed.
In this chapter a classification system was introduced in order to formalize the identification of different data sets. For a chat system, in a contact
center environment, the most important data set classes are the sets pertaining to the system level and to the agent level data. A third class is
introduced for data records concerning the customers, the customer level.
Apart from the classification of data records, the resolution is discussed.
High resolution data are sets of records where the sampling frequency is high
and the number of recorded features is exhaustive.
The data sets used in the chapter are either simulated records or from a
real chat center data set. In the case of high resolution data, only simulated
data sets are studied, whereas for the low resolution case the real data set
is predominantly used.
A systematic approach to system parameter estimation is introduced,
for both the high and the low resolution cases. For the high resolution case
the estimation methods are in terms of MLE and in terms of a Bayesian
update scheme. The arrival process is handled separately from the service
processes.
It is concluded that it often suffices to perform a MLE on the arrival
intensity parameter under the assumption that there exist a stationary state
distribution for an interval of time. The system parameters can accurately
be captured by both the MLE and the Bayesian methods if a sufficient
number of data records are available, preferrably for intervals where the
arrival intensity has some variation. When comparing the two methods,
in terms of specific instances, it is found that the convergence seem to be
faster for the Bayesian approach. The Bayesian approach also only involves
a weighted expected value calculation to estimate the underlying system
parameters. The main benefit of the least squares nonlinear MLE approach
lies in that it does not require the data feature of time in each state.
A family of functions is introduced as a way of keeping the number of
parameters that need estimation down. For each group of agents only three
parameters need to be found, regardless of the maximum concurrency levels
for the groups. The assumptions on the funcion family is that it should be
increasing and integer concave up to the maximum concurrency level.
In the case with minimal data resolution a nonlinear least squares optimization approch is developed, both for the system and for the family of
functions approximation to the service rates. Robust and unique solutions
are not possible for the majority of the examples examined.
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Evaluating the homogeneous Poisson assumption for the arrival process
is done. It is found that for many intervals the null hypothesis can not be rejected, however, the variance of the arrivals indicate that the arrival process
is over-dispersed and that the Poisson assumption may be questioned.
In an effort to validate the system as a whole, estimations of the service
rate parameters is performed and then used for simulating outcomes of the
system performance. These simulated outcomes are then compared to the
available real data outcomes and tested via the two sample KolmogorovSmirnov test. The null hypothesis is rejected in all cases. The variance and
skewness of the data is greater than that of the simulations.
This chapter shows that the parameters for the model of the previous
chapter can be successfully estimated in most examples. The underlying
model is, in some sense, an extension of the standard Erlang-C model but
with limited state dependent server sharing included, as well as the possibility to evaluate different groupings of the agents. To fully evaluate the
suggested model several more data sets from different chat systems are required.

APPENDIX
Appendix A
Data Set Description
The data set used in this chapter stems from a travel agency company with
chat service functionality. At the behest of the company the numbers presented have been distorted. The complete data set includes a system level
table and an agent level table. These have been merged to form a common
table which has been used for analysis and examples. The underlying data
set contains more information than presented here. The data that was excluded was done so to illustrate what can be achieved in a case with poor
resolution.
According to the DB administrator the records may contain human input. Some default values regarding service time and arrivals may have been
manually entered due to high frequency of specific values. Furthermore, it
cannot be ruled out that the active agents also worked on other tasks, such
as back office work.
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Cleaning Process:
• Records without date or interval identifiers were removed
• Records with no arrivals in the current or previous interval were removed
• Records without service were removed
• Recorded dates with less than four hours of service were removed
• Records were service times did not match the number of cumulative
arrivals were removed, i.e., when worked time for an interval exceeded
possible maximum or when there were arrivals but no work being performed
The final data table contains the following features:
id_counter

int

identifier
Day of week number (0-6) with
day_of_week
int
monday being 0.
interval_id (0-47) int Half hour interval identification.
agent_count
int Number of active agents.
Number of records with specific
no_records
int
choice of features 2-4.
date
int The date.
Offered calls for the specific
offered_calls
int
interval and date.
The TST for all agents during the
handle_time_s
float
given interval.
Table 5.9: my text

Appendix B
Results of validation tests.
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Figure 5.13: Overview of all the cleaned data. Some distortions have been
performed at the behest of the providing company.
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Agents
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
5
5
5
5
5
5
5
5
5
5
5
5

D-o-W Interval Records Dispersion
p
h0 at .99
Mon
31
39
1.024
0.0235
0
Mon
32
41
1.421
0.0001
1
Mon
33
52
1.545
0.0297
0
Mon
34
57
1.727
0.0000
1
Mon
35
60
2.266
0.0975
0
Mon
36
60
2.452
0.3538
0
Mon
37
64
2.417
0.3426
0
Mon
38
60
2.996
0.0530
0
Mon
39
62
1.906
0.0000
1
Tue
36
30
2.610
0.2065
0
Tue
37
42
2.111
0.3698
0
Tue
38
45
2.246
0.0749
0
Tue
39
48
2.484
0.0001
1
Wed
37
30
2.248
0.2842
0
Wed
38
30
2.226
0.0123
0
Wed
39
31
1.623
0.2376
0
Thu
37
32
2.436
0.0005
1
Thu
38
34
2.136
0.0631
0
Thu
39
36
2.882
0.0010
1
Fri
37
31
1.781
0.0040
1
Fri
38
32
1.839
0.0338
0
Fri
39
33
1.455
0.2547
0
Sun
31
34
1.773
0.3448
0
Sun
32
39
1.536
0.3737
0
Sun
33
42
1.489
0.0004
1
Mon
32
33
1.441
0.2477
0
Mon
33
37
2.757
0.0004
1
Mon
34
33
2.744
0.0128
0
Mon
36
30
2.385
0.2783
0
Mon
38
32
2.694
0.0006
1
Mon
39
30
2.996
0.0882
0
Tue
37
33
2.559
0.0084
1
Tue
38
31
3.213
0.6688
0
Wed
37
42
2.611
0.1322
0
Wed
38
44
2.395
0.0499
0
Wed
39
46
2.833
0.0000
1
Thu
38
30
2.682
0.0071
1

Table 5.10: Pearson’s χ2 goodness-of-fit test. The test is performed at significance 0.99 on 30 minute intervals. The test was performed for
maximum one bin having a count of 5 or less. The null hypothesis
(h0) states that the distribution could be Poisson distributed. A 0
means that the null hypothesis may not be rejected while a 1 indicates that it is rejected. The dispersion gives the quotient of the
variance and the mean.
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Agents
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
5
5
5
5
5
5
5
5
5
5
5
5

D-o-W Interval Records
p
h0 at .99 test stat.
Mon
31
39
0.5931
0
0.099
Mon
32
41
0.3916
0
0.151
Mon
33
52
0.4582
0
0.131
Mon
34
57
0.3839
0
0.154
Mon
35
60
0.0434
1
0.484
Mon
36
60
0.0630
0
0.422
Mon
37
64
0.0667
0
0.413
Mon
38
60
0.0085
1
0.768
Mon
39
62
0.4148
0
0.144
Tue
36
30
0.2587
0
0.205
Tue
37
42
0.2074
0
0.236
Tue
38
45
0.0815
0
0.380
Tue
39
48
0.2095
0
0.235
Wed
37
30
0.2494
0
0.210
Wed
38
30
0.6216
0
0.093
Wed
39
31
0.3425
0
0.169
Thu
37
32
0.7274
0
0.074
Thu
38
34
0.6460
0
0.089
Thu
39
36
0.0407
1
0.494
Fri
37
31
0.3052
0
0.184
Fri
38
32
0.1013
0
0.345
Fri
39
33
0.6286
0
0.092
Sun
31
34
0.3529
0
0.165
Sun
32
39
0.7589
0
0.069
Sun
33
42
0.6592
0
0.086
Mon
32
33
0.6008
0
0.097
Mon
33
37
0.0117
1
0.707
Mon
34
33
0.1532
0
0.281
Mon
36
30
0.1291
0
0.307
Mon
38
32
0.2622
0
0.204
Mon
39
30
0.0374
1
0.508
Tue
37
33
0.0674
0
0.411
Tue
38
31
0.0191
1
0.622
Wed
37
42
0.0962
0
0.353
Wed
38
44
0.2654
0
0.202
Wed
39
46
0.1073
0
0.336
Thu
38
30
0.3637
0
0.161

Table 5.11: Cramèr-von Mises test of goodness-of-fit between data and the Poisson distribution. The limiting values are MC-based.
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