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Abstract

This dissertation is in the area of Computer-Aided Design (CAD) of digital Inte-
grated Circuits (ICs). Today’s digital ICs, such as microprocessors, memories, digital
signal processors (DSPs), etc., range from a few thousands to billions of logic gates,
flip-flops, and other components, packed in a few millimeters of area. The creation
of such highly complex systems would not be possible without the use of CAD tools.
CAD tools play the key role in determining the area, speed and power consumption of
the resulting circuits.

We address several problems related to the logic synthesis step of the CAD flow.
First, we investigate properties of double-vertex dominators in directed acyclic graphs.
We present an O(n) algorithm for identifying all O(n2) double-vertex dominators of
a given vertex, where n is the size of the graph. The key to the algorithm’s efficiency
is a new data structure for representing double-vertex dominators which has O(n) size
and can be efficiently manipulated. This work improves the state of the art in double-
vertex dominators identification in terms of both space and time complexity. We also
show how dominators can be used for structural decomposition of Boolean functions
represented by circuit graphs.

Next, we present a depth-optimal technology mapping algorithm for look-up table
(LUT) based Field Programmable Gate Arrays. This algorithm is two orders of mag-
nitude faster than previous technology mapping algorithms while achieving solution
with a smaller number of LUTs.

We also consider level-limited decomposition of Boolean functions which is of
particular interest for applications which require circuit representations of a limited
depth, such as control logic of microprocessors. We present an efficient algorithm for
computing the decomposition of type f = g · h + r, where f ,g,h and r are Boolean
functions.

Another contribution of the dissertation is an algorithm for identifying and re-
moving redundancy in combinational circuits. This algorithm provides a quick partial
solution which might be more suitable than exact ATPG and SAT-based approaches for
redundancy removal runs at the intermediate steps of the CAD flow. It is embedded
into the internal logic synthesis tool of IBM.

Other contributions of the dissertation are a proof that, for some Reduced Ordered
Binary Decision Diagrams, none of the bound-set preserving orderings is best, a proof
of the existence of a perfect input assignment which guarantees that two non-equivalent
Boolean functions hash to two different values, and a set of efficient algorithms for the
analysis of random Boolean networks.
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Chapter 1

Introduction

This dissertation is in the area of Computer-Aided Design (CAD) of digital Integrated
Circuits (ICs). In this Chapter, we establish the context of the problem, briefly review
previous efforts, and outline the remainder of the dissertation.

1.1 VLSI Design

Very-large-scale integration (VLSI) is the process of creating integrated circuits (ICs) by
placing a large number of transistor-based circuits into a single chip [1]. VLSI began
in the 1970s when complex semiconductor and communication technologies were devel-
oped. ICs have consistently migrated to smaller feature sizes over the years, allowing
more circuitry to be packed on each chip. Until recently microprocessors, memories, and
application-specific integrated circuits (ASICs) have benefited of a steady doubling of tran-
sistor count every 18 months (known as Moore s law). This unprecedented increase in in-
tegration levels has led to dramatic reductions in production costs and significant increases
in performance and functionality.

Integrated circuits can be classified into analog, digital and mixed signal ICs. This
dissertation addresses the problems related to digital ICs.

Digital integrated circuits can range from a few thousand to millions of logic gates,
flip-flops, multiplexers, and other components, packed in a few millimeters of area. The
creation of such highly complex systems critically depends on the use of CAD tools in
all four stages of the process: design, testing, fabrication and packaging. The design stage
consists of modeling, synthesis, optimization and validation steps. This dissertation mainly
addresses problems which correspond to the synthesis, optimization and validation steps
of the design stage.

The starting point of synthesis is typically a high-level description of the desired func-
tional behavior in an appropriate hardware description language (HDL). At this level, the
design is specified as abstract behavioral description. Common input specification lan-
guages are behavioral VHDL, algorithmic SystemC and C++. High-level synthesis trans-
forms the abstract description into an appropriate structural representation at the register-

1



2 CHAPTER 1. INTRODUCTION

transfer level (RTL), usually expressed in VHDL or Verilog. Typical RTL components in-
clude data storage elements (registers, memories, etc.), functional modules (adders, shifters,
etc.), and data steering logic (busses, multiplexers, etc.).

The next synthesis step creates a gate-level logic circuit for each of the combinational
(i.e. memoryless) parts of the RTL description. Combinatorial logic circuits are the pri-
mary focus of this dissertation. The primitive building blocks used in their synthesis are
typically 2- to 4-input single-output cells from a pre-characterized technology library, such
as 2-input NOR, 2-input NAND, inverters, etc.

The final synthesis step generates a complete layout of the design by first placing logic-
gates and other technology-mapped components of the synthesized gate-netlist. Then,
the routing which adds wires to connect the components’ signal and power terminals is
performed. Finally, floorplanning creates a basic die-map showing the expected locations
for logic gates, power and ground planes, input/output pads.

Each of the above synthesis steps (high-level, logic, and physical) involves a multiple-
objective optimization that seeks an appropriate trade-off among the design’s area, delay,
power consumption, and testability. Area minimization leads to increased chip yields, and
hence lower costs, as smaller circuits can be manufactured more reliably, and are easier
to fit on a chip. Smaller circuits also usually have decreased delay. Delay minimization
creates faster circuits, which is an essential feature in high-performance computing ap-
plications. Improving testability of a circuit may lead to a higher reliability and reduced
testing costs. Finally, minimizing power consumption is becoming more and more crucial
objective of optimization across a wide spectrum of computing devices. Low-power con-
sumption by portable computing devices always was a desirable feature. In recent years
power dissipation became a bottleneck of high-performance designs. Even some chips in
today’s ordinary PCs generate as much heat per square as an iron does. Some projections
estimate that, in the near future, the cost of computation will be dominated by the energy
cost overtaking the cost of the computation devices.

These multiple design objectives interact in a complex way. Synthesizing a circuit that
optimizes across a set of these objectives is a difficult task due to the tremendously large
space of potential solutions. Finding a solution in this space that meets the specified objec-
tives may be, therefore, quite expensive computationally, if not impossible. Facing such a
complexity, most synthesis approaches simplify the process by approximating, or ignoring,
some of the contributing components of the various optimization objectives. For example,
the logic synthesis process is usually split into two phases: a technology-independent op-
timization of the RTL specifications, followed by a technology mapping of the resulting
structure to a specified cell library. The technology-independent optimization works on
logic representations that do not directly model, and hence are unconstrained by, the par-
ticular primitive building blocks in this library. The technology mapping phase, on the
other hand, is constrained by the structure produced in the technology-independent phase
and can only achieve local optimizations as it makes choices to produce the gate-level im-
plementation. Iteration between these two phases may, therefore, be necessary to satisfy
all optimization objectives.



1.2. LOGIC SYNTHESIS 3

1.2 Logic Synthesis

As we mentioned in the previous section, logic synthesis translates an abstract RTL-des-
cription of desired circuit behavior into a netlist of logic gates. The goal of logic synthesis
is to find a minimal circuit realization of the function in terms of a given set of gates, under
some criteria of minimality. The criteria might be area minimization, delay minimization,
power minimization, or a combination of these.

A typical logic synthesis flow first constructs a multi-level Boolean network corre-
sponding to the RTL description of a design. Next, this network is optimized using
several technology-independent techniques. The typical cost function during technology-
independent optimizations is total literal count of the factored representation of the logic
function which correlates quite well with circuit area.

Finally, technology mapping transforms the technology-independent circuit into a net-
work of gates in a given technology. The simple cost estimates are replaced by more con-
crete, implementation-driven estimates during and after technology mapping. Mapping is
constrained by factors such as the available gates in the technology library, the drive sizes
for each gate, and the delay, power, and area characteristics of each gate.

Two-Level Synthesis

The roots of logic synthesis can be traced to the treatment of logic by George Boole, in
what is now termed Boolean algebra. In 1938, Claude Shannon showed that the two-
valued Boolean algebra can describe the operation of switching circuits. In the early days,
logic design involved manipulating the truth table representations as Karnaugh maps. The
Karnaugh map-based minimization of logic is guided by a set of rules on how entries in
the maps can be combined.

The first step toward automation of two-level logic minimization was the introduction
of the Quine-McCluskey algorithm that could be implemented on a computer. This exact
minimization technique presented the notion of prime implicants and minimum cost covers
that would become the cornerstone of two-level minimization. Nowadays, the much more
efficient Espresso heuristic logic minimizer has become the standard tool for this opera-
tion. Later on, the evolution from discrete logic components to programmable logic arrays
(PLAs) revive the need for efficient two-level minimization, since minimizing terms in a
two-level representation reduces the area in a PLA.

However, two-level logic circuits are of limited importance to VLSI design. Most de-
signs use multiple levels of logic. This is because, on one hand, it is computationally
infeasible optimally synthesize large functions in two levels, and, on the other hand, tech-
nology puts limits on the maximum fan-in and fan-out of logic gates. In addition, it can be
easily shown that certain multi-level realizations are both smaller and faster than the cor-
responding optimal two-level forms. Despite these shortcomings, exact and approximate
two-level synthesis is sometimes used as a step in multi-level synthesis algorithms.
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Multi-Level Synthesis

Research in multi-level synthesis emerged soon after the initial solutions to the two-level
minimization problem were stated. Similar in spirit to those of the two-level problem,
the original multi-level approaches were based on a systematic exploration of the solution
search space. The dominant view at that time was that two-level circuits were a special case
of multi-level circuits, and that the algorithmic solution to the former should generalize to
solve the latter.

The growing complexity of VLSI in the late seventies necessitated new scalable synthe-
sis techniques that sought approximate, rather than optimal, multi-level circuit solutions.
Most synthesis tools in use today are based on the premise that the search for optimal solu-
tions is intractable, and are designed, instead, to find acceptable sub-optimal realizations.
These tools typically operate on a multi-level representation of the functions being synthe-
sized, continually transforming it until a satisfactory solution is found, and can be roughly
classified into two broad categories based on the granularity of transformations used. Local
transformation approaches modify the current solution incrementally by making appropri-
ate changes in its immediate neighborhood. In contrast, global transformation approaches
seek good multi-level topologies by making large-scale changes to the implementation
structure while disregarding technological considerations; a second mapping phase insures
compliance of the resulting multi-level structure with technology constraints.

Local transformation approaches. An early system that was used to design multi-
level circuits was LSS [2] from IBM. LSS performs rule-based local transformations,
which are a set of ad hoc rules that are applied iteratively to patterns found in the network
of logic gates. In the local optimization method each rule introduces a transformation by
replacing a small subgraph of several gates in the network with another subgraph which is
functionally equivalent but has a better realization according to some cost function. Ini-
tially the network consists of AND, OR, INV gates; decoders, multiplexers, adders, etc.
After the simplification step these primitives are translated into an interconnection of INV
to NAND gates through a sequences of transformations. Technology specific transforma-
tions are then applied as a final step in the process. Such transformations have limited
optimization capability since they are local in nature, and do not have global view on the
design.

Global transformation approaches. The computational limitations of the classical
theory for functional decomposition motivated the development of algorithms which are
effective in partitioning complex logic functions. These ideas are based on the notion
of algebraic factorization applied to sum-of-products (SOP) expressions [3]. Algebraic
decomposition techniques have experienced the most success to date in the field of multi-
level synthesis. They are capable of handling large combinational blocks, and produce very
good results for control logic. However, representing logic of higher level abstraction with
SOP forms makes it difficult to explore the structural flexibility of the original description:
It can lead to the loss of a compact description of the original equations, and algebraic
decomposition is too restrictive to rediscover their structure. Examples of systems which
rely on the algebraic techniques are MIS [4], and SIS [5]. In more recent years much
attention has been also given to AND-XOR decompositions [6, 7, 8, 9].
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The advent of Binary Decision Diagrams (BDDs) [10] and their variants renewed inter-
est in classical decomposition techniques. Roth and Karp decomposition was successfully
applied in Field Programmable Gate Array (FPGA) synthesis [11, 12, 13]. These ap-
proaches decompose a function recursively until each of the generated subfunctions meets
a given fan-in constraint, typically 5. However, since fan-in count is the only notion of node
complexity in these approaches, they do not extend easily to a library-specific synthesis.

1.3 Motivation

In this dissertation, we address several problems in the area of logic synthesis: decompo-
sition, technology mapping, redundancy removal, and Boolean function hashing.

Decomposition is important for logic synthesis because if it is possible to decompose a
Boolean function f into a set of sub-functions which are simpler than f , then the synthesis
of a logic circuit realizing f may be accomplished by synthesizing circuits realizing the
sub-functions, thus reducing the overall cost of implementing f . For example, the Boolean
formula f = ad + ae + bd + be + cd + ce can be decomposed as f = g · h with g = d + e
and h = a + b + c. Decomposition aims at representing a logic function by a multi-level
expression with the least number of literals. In many design styles, the implementation of
a function is related to its multi-level expression. For instance, in complex gate CMOS,
the number of the transistors in the circuit equals to the number of literals in its multi-level
expression and therefore can be used as a measure of circuit area.

The search for a best decomposition of a given function, under a certain cost criteria,
without any restrictions on decomposition’s structure is known to be a very difficult prob-
lem. To be practical, decomposition algorithms normally restrict targeted decomposition
to a particular type, e.g. disjoint decomposition, and seek for the solution to the restricted
problem. In this dissertation, we consider four different types of decomposition:

1. Non-disjoint decomposition (Chapter 3 and 4). This is the most general decomposi-
tion type, which can be applied to any Boolean function.

2. Decomposition into subfunctions of up to k-input variables (Chapter 5). Such a
decomposition has a direct application to technology mapping for FPGAs with k-
input Look-Up Tables (LUTs). A k-input LUT can be programmed to implement
any Boolean function of up to k variables. The technology mapping for LUT-based
FPGAs is the problem of covering a general Boolean network with k lookup tables
to obtain a functionally equivalent k-LUT network.

3. Decomposition of type f = g ·h+ r (Chapter 6). Such a decomposition is of partic-
ular interest for applications which require circuit representations of a limited depth,
such as control logic of microprocessors [14].

4. We study the relation between the disjoint decomposition structure of a Boolean
function and the best variable orderings of its corresponding BDD (Chapter 7).
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Decomposition algorithms can be classified into functional and structural. Algorithms
of the first type address the decomposition problem in the functional domain. They guar-
antee that all possible decompositions will be found, but they are computationally expen-
sive. For example, no polynomial-time algorithm for computing all possible non-disjoint
decompositions a Boolean function in the functional domain is known. From all decom-
position algorithms presented in this dissertation, only the algorithm in the Chapter 6 is a
functional one.

The structural type of decomposition algorithms attempt to exploit specific structural
properties of the data structure which is used to represent the Boolean function, for exam-
ple, a logic circuit or a BDD. Although such algorithms cannot determine all decomposi-
tions, they have an advantage of the polynomial worst-case time complexity. For example,
in the Chapter 4, we present an algorithm which can compute all non-disjoint decomposi-
tions reflected in the circuit structure in polynomial time. However, these may not be all
possible decompositions of the Boolean function represented by the circuit.

Our attempt to exploit the structure of the logic circuit for decomposition lead us to
the investigation of double-vertex dominators. The result of this investigation is presented
in the Chapter 3. We introduce a data structure which is capable representing all double-
vertex dominators of a given vertex in O(n) space, where n is the size of the circuit. We
also design a linear time algorithm for computing all double-vertex dominators of a vertex
in O(n) time. The data structure and the algorithm utilize specific properties of double-
vertex dominators which do not extent to the dominators with three and more vertices.
We consider these results to be the most significant contribution of the dissertation. They
improve the state-of-the-art in dominator identification in terms of both space and time
complexity.

Another contribution of the dissertation is the redundancy removal algorithm which the
author has developed during his summer job at IBM in 2005. A gate or a line in a combina-
tional circuit is considered redundant if its removal does not change the functionality of the
circuit. Redundancy removal is usually applied as a pre-processing step before logic op-
timization because some optimization algorithms, including decomposition ones, assume
that the circuit does not contain redundancy. The presence of redundancy may even cause
incorrect results.

Our work on perfect input assignment for probabilistic verification, presented in the
Chapter 9, was a side-effect of our attempt to apply Boolean function hashing to cut-points
detection for circuit-based decomposition. Our original idea was to use hash values to
classify all internal nets in the circuit in order to identify possible cut-points. We did not
find a good algorithm for hash value-based decomposition, however, we have obtained an
interesting theoretical result which shows that there exists a “perfect” input assignment
which reduces the probability of hashing of two non-equivalent functions onto the same
hash value to zero.

Finally, our work on Random Boolean Networks (RBN), which are used in bioinfor-
matics for the modeling of gene regulatory networks, was inspired by our discovery that
many RBNs problems are linked to logic circuits problems. For example, the problem of
finding relevant elements in RBNs [15] is similar to the problem of removing redundancy
in sequential logic circuits [16]. The problem of identifying state cycles in RBNs [17]
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is related to the problem of image computation in model checking [18]. Leveraging the
techniques from logic synthesis and verification, we developed algorithms for redundancy
removal, partitioning and computation of state cycles in RBNs which are presented in the
Chapter 10.

1.4 Overview and Contributions of the Author

Chapter 3 investigates the problem of computing double-vertex dominators in Directed
Acyclic Graphs (DAGs). First, we formulate and prove several important properties of
double-vertex dominators. Second, we introduce a data structure, called dominator chain,
which allows us to represent all possible double dominators of a given vertex in linear
space. Finally, we develop and implement two algorithms for finding all double-vertex
dominators of a given vertex. One of the algorithms has linear time complexity. All results
of this Chapter are the contributions of the author. The Chapter is based on the papers [19,
20, 21, 22].

Chapter 4 focuses on non-disjoint decomposition of Boolean functions. First, we show
that the problem of computing non-disjoint decompositions of Boolean functions can be
reduced to the problem of finding multiple-vertex dominators of circuit graphs. Then, we
present an algorithm for computing all fixed-size multiple-vertex dominators of a given
vertex in polynomial time. This algorithm was developed by E. Dubrova. The author’s
contribution to this Chapter is the proof of correctness of the algorithm and its implemen-
tation. The Chapter is based on the paper [23].

Chapter 5 presents a depth-optimal LUT-based FPGA technology mapping algorithm
which is an improvement of CutMap [24]. This algorithm computes LUT mapping solu-
tions comparable to CutMap two orders of magnitude faster. The algorithm was developed
and implemented by the author. The Chapter is based on the paper [25, 26].

Chapter 6 presents an algorithm for computing the functional decomposition of type
f = g ·h+r. The algorithm repeatedly extracts from a Boolean function subsets of Boolean
cubes, called cyclic chains. The idea of cyclic chains was proposed by E. Dubrova. The
contribution of the author was to develop and, together with J. Karlsson, to implement
the algorithm which constructs cyclic chains efficiently. The Chapter is based on the pa-
per [27].

Chapter 7 studies a relation between the decomposition structure of Boolean functions
and best variable orderings of BDDs. We present a counterexample to a Theorem formu-
lated in [28]. The counterexample shows that the orderings of BDDs preserving bound sets
of the function may not be best for BDDs. The discovery of counterexample and the proof
of its correctness were done by the author. The Chapter is based on the paper [29].

Chapter 8 presents a heuristic algorithm for identifying and removing redundancy
in combinational circuits which employs fault-independent search strategy introduced in
FIRE [30], a very efficient redundancy identification algorithm presented 10 years ago.
The features of the new approach include the ability to identify gates implementing equiv-
alent or complemented functions, and an increased implication power achieved with no
extra search. The former makes it possible to remove some redundancies which cannot be



8 CHAPTER 1. INTRODUCTION

found by Automatic Test Pattern Generation (ATPG) based algorithms. All results of this
Chapter were obtained by the author as a result of his summer job at IBM. The Chapter is
based on the paper [31].

Chapter 9 proves the existence of a perfect input assignment which guarantees that non-
equivalent Boolean functions always hash to different values. We also show that perfect
input assignments provide an even distribution of hash values of all 22n

n-variable Boolean
functions in the interval [0,1]. All results of this Chapter were obtained by the author. The
Chapter is based on the paper [32].

Chapter 10 describes a set of efficient algorithms for the analysis of large Random
Boolean Networks. Redundancy removal and partitioning algorithms have linear-time
complexity and are feasible for networks with millions of vertices. These algorithms were
developed and implemented by E. Dubrova. The algorithm for computing state cycles can
handle network of order of 100 vertices. It uses BDDs for the representation for the set
of states of a network, and for the transition relation on this set. The development and
implementation of the algorithm for computing state cycles were done by the author. The
Chapter is based on the papers [33, 34, 35, 36].



Chapter 2

Preliminaries

This Chapter presents the notation, definitions, and theoretical foundations needed through-
out the dissertation. A quick review of basic set theory is followed by an introduction in
Boolean algebra and Boolean functions. We then give a brief summary of the main data
structures used for the representation of Boolean functions namely Binary Decision Dia-
grams, Boolean circuits, and And-Inverter graphs. Finally, we introduce max-flow compu-
tation problem which is used in several algorithms presented in the dissertation.

2.1 Notation

Throughout the dissertation we use ” ·” for the AND operation, ”+” for the OR operation,
”⊕” for the XOR operation, and ” ′ ” for the complement operation (NOT). ” ·” is omitted
between adjacent variables if this does not lead to any ambiguity.

Capital letters A,B,C, etc. are used for vectors or sets. The elements of a set are
denoted by indexed lower-case letters. For example, the elements of a set A are denoted by
a1,a2, . . ..

Lower-case letters f ,g,h,g1,g2, etc. are used for functions and x1,x2, . . . ,xn stand for
variables of the functions.

2.2 Sets, Relations and Functions

There are many excellent books providing comprehensive coverage of set theory. Among
those is a classic book by Fraenkel [37] which is suggested for further reading, as this
section provides only the minimum notation and definitions needed to motivate further
concepts.

Sets

A set is a collection of objects called elements, or members. If a is a member of set A then
we write a ∈ A; similarly subset membership is denoted by ⊆. Sets can be manipulated

9
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with various operations, the most common being union, intersection and complementation,
which are defined as follows. Let A and B be sets.

union: A∪B = {a|a ∈ A or a ∈ B}
intersection: A∩B = {a|a ∈ A and a ∈ B}
complementation: A = {a|a 6∈ A}

These operations can be applied in various sequences and to arbitrary numbers of sets.
They are usually applied to make new sets out of other sets. For example, the operations
of intersection and complement enable us to subtract one set from an other:

difference: A−B = A∩B

We often find ourselves in a need to impose an ordering on the elements of a set. Such
ordered sets are denoted with parentheses instead of braces. For any number of n objects
a1, . . . ,an, an ordered set (a1, . . . ,an) is also called an n-tuple. The precise definition of an
ordered set is not really important so long as the following condition is satisfied:

(a1, . . . ,an) = (b1, . . . ,bn)⇔ ai = bi,1≤ i≤ n

Throughout the dissertation, we usually refer to an ordered set as a vector.
For any sets A1, . . . ,An, not necessarily distinct, the set of all n-tuples

A1× . . .×An = {(a1, . . . ,an)|ai ∈ Ai,1≤ i≤ n}
is their Cartesian product. When the sets are identical, the Cartesian product can be ex-
pressed in shorthand as:

An = A× . . .×A

Note that An is a set.
The power set of a set A, denoted by 2A, is the set of all subsets of A, i.e.

2A = {Ai|Ai ⊆ A}
The notation 2A serves to remind us that the number of elements in the power set is 2|A|,
where |A| denotes the number of elements in A.

Relations

Many of the computational approaches we use later often rely on grouping set elements
according to certain properties. This grouping is based on a fundamental mathematical
concept known as a relation. Relations may exist among elements within a single set, as
well as elements from distinct sets.

Given two, not necessarily distinct, sets A and B, a binary relation R from A to B is
a subset of their Cartesian product A×B. Higher-order, n-ary relations are subsets of n-
tuples from the Cartesian product of n sets. In this dissertation, however, we are primarily
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concerned with binary relations. An important type of binary relation is one that is defined
from a set onto itself. Such a relation R⊆ A×A is an equivalence relation on A if, for any
elements a,b and c of A, the following three conditions are satisfied:

1. reflexivity: (a,a) ∈ R

2. symmetry: if (a,b) ∈ R then also (b,a) ∈ R

3. transitivity: is (a,a) ∈ R and (b,c) ∈ R then (a,c) ∈ R

An equivalence relation partitions a set into subsets. Formally, subsets A1, . . . ,Ak form a
partition of set A if the following two conditions are satisfied:

(i 6= j)⇒ Ai∩A j = /0,1≤ i, j ≤ k
⋃

1≤i≤k

Ai = A

The subsets Ai induced by an equivalence relation are called its equivalence classes. A
relation which is reflexive and symmetric, but not transitive, is a compatibility relation. If
the symmetry condition in the above definition is replaced with antisymmetry:

antisymmetry: (a,b) ∈ R and (b,a) ∈ R⇒ a = b

then the relation defines a partial order on the set. When two elements a and b satisfy the
partial order relation we write a ≤ b. If all pairs in the partial order are comparable, then
the order is total.

Functions

A function f from set A to set B is a mapping, denoted by f : A→ B, that associates with
each element from A exactly one element from B, i.e. it is a special binary relation. The
sets A and B are called, respectively, the domain and co-domain of f . The range of f is
the subset of B that f can assume. Unlike an unrestricted relation, each element from the
domain of a function appears in exactly one pair relating it to a range element. When the
range of a function is identical with its co-domain, it is called an onto mapping.

Viewing functions as sets of ordered pairs, we can manipulate them to define new
types of relations. Let g : A→ B and f : B→C be functions such that range(g)⊆ B. The
composition of g by f is then defined to be the set of ordered pairs:

f ◦g = {(a, f (a))|a ∈ A,b = g(a)}.
Similarly, the restriction of f : A→ B to subset C of its domain is defined as the set of pairs:

fC = {(a, f (a))|a ∈C,C ⊆ A}.
Functions can be also used to model set membership. For a subset B of set A such a
function is defined as a mapping f : A → {0,1} such that f (a) = 1 if a ∈ B and f (a) = 0
otherwise. Functions of this type are commonly referred to as characteristic functions of
the corresponding set.
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2.3 Boolean Algebra

Boolean algebra and its properties is the primary mathematical model underlying logic
synthesis algorithms. In this section, we give a brief overview of the algebraic structure
of Boolean algebra. For more detailed treatments, the reader is referred to the extensive
literature on this subject including [38, 39, 40].

Boolean algebra is an algebraic structure (B,+, ·) in which B is a set, called the carrier
of the algebra, symbols “+” (join or OR) and “·” (meet or AND) are binary operations, and
elements of B satisfy the following list of postulates:

1. For all a,b ∈ B the following equalities hold

a+b = b+a,a ·b = b ·a

2. For all a,b ∈ B the following equalities hold

a+(b · c) = (a+b)(a+ c),a · (b+ c) = (a ·b)+(a · c)

3. For the “+” operation, there exists an identity element 0 ∈ B, and for the “·” opera-
tion there exists an identity element 1 ∈ B such that

a+0 = a,a ·1 = a

4. For every element a ∈ B there exist a complement element a ∈ B such that

a+a = 1,a ·a = 0

Complementation can also be viewed as a unary operation that returns the complement or
inverse of the element it is applied to.

It can be shown that a Boolean algebra induces a partial order relation ≤ on the ele-
ments of its carrier B. Although the meaning of this relation may vary depending on the
nature of the constructed Boolean algebra, it always remains true that for all a,b ∈ B the
following holds:

a≤ b⇔ a ·b = 0⇔ a+b = 1 (2.1)

Stone showed in [41] that Boolean algebras have the same structure as the set algebra
over a power set 2A for some finite set A. In this algebra, union ∪ and intersection ∩
are direct counterparts to the join and meet operations, whereas the empty set /0 and A
correspond to the 0 and 1 elements of B. Without loss of generality we can therefore
analyze complex Boolean algebra concepts by visualizing them as set operations. The
ability to reason in terms of sets becomes very useful when working with Boolean functions
which are described next.
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2.4 Boolean Functions

Fundamentally, logic synthesis can be viewed as the guided manipulation of sets of Boolean
functions to achieve desirable forms that are suitable for circuit realizations. An n-variable
Boolean function f (x1, . . . ,xn) is defined as the mapping

f : Bn → B

where each xi is an input variable taking values from B. The input variables can also be
viewed as a vector X = (x1, . . . ,xn) whose domain is Bn, and are called the support set of
f . More formally, the support set is defined as follows:

sup( f ) = {i | fxi=0 6= fxi=1}
where fxi= j = f (x1, . . . ,xi−1, j,xi+1, . . . ,xn).

For digital circuit applications, the carrier is commonly restricted to be the 2-element
set B = {0,1} where 0 and 1 correspond to the low and high logic levels, respectively.
Functions of this algebra are also referred to as switching functions. A collection of these
functions may be organized in an r-tuple, thereby forming a vector of functions ( f1, . . . , fr).
This vector may also be treated as a function of type {0,1}n →{0,1}r with a multi-valued
codomain. In this work, we refer to such a function as a multiple-output function, and treat
each of its components as a single-output function fi.

If a variable xi is not in the support set of f , or if assignments to xi do not affect the value
of f , then f is not dependent on xi (or redundant in xi). Recalling that switching functions
are mappings from Bn to B, the number of such functions (possibly not dependent on some
variables) is 22n

. In the multiple-output case, the number of functions increases to 2r·2n
.

An element m in the domain Bn is an ordered string of 0s and 1s, and is called a
minterm, or point of Bn. Bn contains a total of 2n minterms. The weight of a minterm is the
numbers of 1s in it. A k-subset of variables from the support set of f specifies a subdomain
Bk. A point in such a subdomain can be viewed as a minterm on the subset of k variables,
it is also a cube with respect to the entire Bn domain.

A supercube of two cubes c1 and c2, denoted by scube(c1,c2), is the smallest cube
containing both c1 and c2.

Values of an incompletely specified multiple-output function partition the function s
domain into 2r subsets, some possibly empty. For a single-output function f the partition
consists of the on-set Ff , off-set R f , and don’t care-set D f defined as follows:

on-set: Ff = {m ∈ Bn| f (m) = 1}
off-set: R f = {m ∈ Bn| f (m) = 0}
don’t care-set: D f = {m ∈ Bn| f (m) =−}

where “−” denotes unspecified value. Observe that a single-output completely specified
Boolean function is nothing but a characteristic function of its on-set.

A set of cubes S is called a cover for an incompletely specified function f if Ff ⊆ S ⊆
Ff ∪D f .
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Operations on Boolean functions

It is well known that the set of n-variable Boolean functions, as well as appropriately
selected subsets, form Boolean algebras (see e.g. [39, 40]). In particular, equation 2.1,
which is stated in terms of Boolean variables, is also applicable to Boolean functions and
defines a partial order on them. Given functions f (X) and g(X), f (X) ≤ g(X), indicates
that f (X) precedes g(X) in the partial order. Furthermore, the “less than or equal” relation
between f (X) and g(X) can be expressed by the following two equivalent forms:

f (X)≤ g(X)⇔ f (X) ·g(X) = 0⇔ f (X)+g(X) = 1

Recalling that the algebra of sets is also a Boolean algebra, it is often useful to view
operations on Boolean functions in terms of corresponding set operations. Specifically, the
meet “·” and join “+” of functions f and g can be seen, respectively, as the intersection and
union of their on-sets. For each function f , its complement f is a function whose on-set is
the off-set of f .

Apart from the basic Boolean algebra operations on n-variable functions, there are
other operations that are instrumental to many synthesis algorithms. One such operation,
called the co-factor, restricts variable xi of function f to a constant and is usually denoted
as:

negative co-factor: fxi = f (x1, . . . ,xi−1,0,xi+1, . . . ,xn)

positive co-factor: fxi = f (x1, . . . ,xi−1,1,xi+1, . . . ,xn).

The cofactor operation can be applied to more than one variable at once. Applying
it with respect to a cube c yields the cofactor fc which is obtained by setting appropriate
function variables to either 0 or 1 as specified by c.

The notion of a cofactor also enables variable abstraction according to the two defini-
tions below:

existential abstraction: ∃xi. f = fxi + fxi

universal abstraction: ∀xi. f = fxi · fxi

The result of existentially abstracting xi from f is the smallest function, in the partial
order, that contains f and is independent of xi. Analogously, the result of universally
abstracting from is the largest function that is contained in f and is independent ofxi .
Such single-variable abstraction extends in a straightforward manner to the abstraction of
variable vectors.

Expansions of Boolean functions

Expansions often serve as an essential component in the representation and effective ma-
nipulation of Boolean functions. They allow functions to be expressed in a variety of forms
to suite particular computations. Alternatively, they may simply be used to obtain compact,
or canonical, representations of functions. The most important expansion with applications
in synthesis, called Shannon expansion, is defined as follows [42].



2.5. BINARY DECISION DIAGRAMS 15

The Shannon expansion of function f a is an expression of type:

f = xi fxi + xi fxi

This expansion dates back to the work of Boole [43], and is also known as Boole’s
expansion theorem. Its formal proof by induction can be found in [44](p. 98). In logic
synthesis, it is used extensively as a basic step when working with Boolean functions. For
any function f , iterative application of the expansion with respect to all its variables results
in the sum-of-products canonical form of the function.

2.5 Binary Decision Diagrams

Representing Boolean functions with a Binary Decision Diagram (BDD) was originally
proposed by Lee [45] and Akers [46]. However, it was only with the work of Bryant [10]
in 1986 that BDDs became widely used. His work brought out the canonical nature of
BDDs in representing Boolean functions. The work also introduced effective algorithms
to manipulate them. Since then BDDs has entered virtually every area of logic synthesis
and verification.

A BDD represents a Boolean function as a rooted DAG. It has two types of vertices:
terminal and non-terminal. Terminal vertices are leaves in the graph corresponding to the
0 and 1 values of a function, they have no outgoing edges. All other vertices in the BDD
are non-terminal, and they represent a Shannon expansion about some variable xi. Each
non-terminal vertex can be viewed as a root vertex of some non-constant function, and it
has a low and a high child. If v is a non-terminal vertex with index i, then its function fv is

f = xi flow(v) + xi fhigh(v)

A path from the root vertex to the 1 (0)-terminal vertex represents an assignment of vari-
ables for which the represented Boolean function evaluates to 1 (0).

To represent a function with a BDD, usually a total order is imposed on its variables.
Node variables on each of the root-to-terminal paths obey this order. A reduced BDD is
constructed using two reduction rules:

1. Nodes whose two edges point to the same child are deleted.

2. Isomorphic subgraphs are shared.

Reduced Ordered Binary Decision Diagrams (ROBDDs) are the most common type
of BDDs currently used. Further in the sequel we usually refer to ROBDD as BDD. An
exception is the Chapter 7 where we need to explicitly distinguish between the ROBDDs
and Ordered Binary Decision Diagrams (OBDD).

BDDs are unique for a given variable ordering and hence provide canonical forms
for the representation of Boolean functions. This canonicity makes them well suited for
symbolic manipulation. They are also useful of representing large combinatorial sets. A
comprehensive treatment of BDDs can be found in [44].
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Variable ordering is known to have a dramatic effect on the size of a BDD. Unfortu-
nately there is no known method which can quickly detect an optimal variable ordering.
Most of the variable ordering techniques rely on heuristics. The earlier work on this sub-
ject couples variable ordering techniques with topological information from the circuit for
which the BDD has been constructed [47, 48, 8]. A later heuristic, based on variable sift-
ing, was developed by Rudell [49]. In the sifting algorithm, each variable is moved up
and down to greedily find its best location. Since its introduction the algorithm has been
integrated into many BDD packages and various applications.

The re-ordering techniques of any typical package are applied once by an explicit func-
tion call, or they can be invoked by an implicit function call triggered by some memory
consumption criteria. In many applications such asynchronous re-ordering has a profound
effect on the resources consumed during the manipulation of BDDs. However, the dynamic
reordering of variables still remains an expensive operation, and may take a significant part
of a computation. Applications which are aware of variable orders implied by the intrinsic
nature of the problem are therefore the most desired approach to reducing BDD sizes. For
some functions however, the size of a BDD may be exponential in the number inputs re-
gardless of the variable ordering. For example, an n-bit multiplier is one such function [10].

Once the BDD for a function is constructed, many operations on it have good character-
istics. For example, taking function complement, or checking if the function is satisfiable
can be done in constant time. In general, the space and time requirements for the binary op-
erations are proportional to the number of vertices in the two composed BDDs. Deciding if
two functions are equivalent requires a graph isomorphism check, whose time complexity
for the labeled DAG is linear in the number of vertices. The check is even more efficient
when the two given functions depend on the same set of variables. If two such functions
are equivalent, a typical BDD package implementation would ensure that they reside in
the same memory space. This is achieved by virtue of a unique table, which guarantees
that at any time there are no isomorphic subgraphs. Thus the equivalence check takes con-
stant time. The unique table also allows a single multi-rooted DAG to represent all created
functions. To reduce memory consumption, modern BDD packages also attempt to share
not only isomorphic subgraphs, but subgraphs of their complement functions as well, thus
subgraphs for f and f are identical.

2.6 Boolean Circuits

Boolean circuits are the basic data structure used by multi-level synthesis algorithms[50].
A Boolean circuit is a DAG whose connections model the dependence between a set of
Boolean functions. Its primary inputs are vertices identifying externally controllable sig-
nals. Similarly, its primary outputs are vertices identifying externally observable signals.
All other vertices in the circuit are internal or constant, and are collectively called logic
gates. For every vertex in the circuit (except primary inputs) there is an associated repre-
sentation of a Boolean function.

Throughout the dissertation, we use C = (V,E,root) denote a single-output Boolean
circuit. The set V represents a set of gates and primary inputs. A particular vertex root ∈V
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is marked as the circuit output. The set of edges E ⊆V ×V describes the nets connecting
the gates.

Fanin(v) ⊂ V and Fanout(v) ⊂ V sets of a vertex v ∈ V are defined as Fanin(v) =
{u |(u,v) ∈ E} and Fanout(v) = {u |(v,u) ∈ E}, respectively.

The edges of the circuit define a partial order on the circuit vertices such that (v,u)
implies v ≤ u. A total order induced by this partial order is called topological. With each
vertex in the circuit we may associate a depth, which corresponds to the maximum number
of connections leading to the vertex from a primary input vertex. The circuit depth is
defined as a maximum depth over all fan-ins to output vertices.

Function fv associated with vertex v is referred to as the vertex s local function. It is
expressed in terms of the immediate fan-ins. For each vertex v in the Boolean circuit there
is also an implicit global function that expresses the functionality of its output signal in
terms of a subset of primary inputs in the cone of influence of v. The cone of influence (or
transitive fan-in) of a vertex v, I(v), is a subset of V containing all the vertices from which
v is reachable:

I(v) = {u|u ∈V and there exist a path from u to the root passing through v}.
The global function of a vertex v can be computed by recursively traversing vertex fan-ins
and applying the composition operation, starting from v.

And-Inverter Graphs

And-Inverter graph is a specific type of Boolean circuits which uses 2-input AND and
inverter gates only. This data structure is used in most circuit-based algorithms presented
in this dissertation.

An And-Inverter graph (AIG) consists of two-input vertices representing Boolean AND,
terminal vertices labeled with variable names, and edges optionally containing markers in-
dicating Boolean negation. Any general Boolean circuit can be easily converted into an
AIG by expressing every gate in terms of AND gates and inverters. This conversion does
not lead to unpredictable increase in memory use and runtime. This an advantage com-
pared to BDDs of two-level sum-of-products form representations, whose size may be
much larger than the size of the original Boolean circuit [51].

Circuits composed of simple gates, including AIGs, are an old research topic. The
interest in AIGs started in the late 1950s and continued in the 1970s when various local
transformations have been developed. These transformations were implemented in several
logic synthesis and verification systems, such as Darringer et al. [2] and Smith et al. [52],
which reduce circuits to improve area and delay during synthesis, or to speed up formal
equivalence checking. Several important techniques were discovered early at IBM, such
as combining and reusing multi-input logic expressions and subexpressions, now known
as structural hashing.

Recently there has been a renewed interest in AIGs as a functional representation for a
variety of tasks in synthesis and verification. That is because representations popular in the
1990s (such as BDDs) have reached their limits of scalability in many of their applications.
Another important development was the recent emergence of much more efficient Boolean
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satisfiability (SAT) solvers. When coupled with AIGs as a circuit representation, they lead
to remarkable speed-ups in solving a wide variety of Boolean problems.

AIGs found successful use in diverse CAD applications. A well-tuned combination
of AIGs and Boolean satisfiability made an impact on formal verification, including both
model checking and equivalence checking [53]. Another recent work shows that efficient
circuit compression techniques can be developed using AIGs [54]. There is a growing
understanding that logic and physical synthesis problems can be solved using AIGs simu-
lation and Boolean satisfiability compute functional properties (such as symmetries [55])
and vertex flexibilities (such as don’t-cares, re substitutions, and SPFDs [56]). This shows
that AIGs are a promising unifying representation, which can bridge logic synthesis, tech-
nology mapping, physical synthesis, and formal verification. This is, to a large extent, due
to the simple and uniform structure of AIGs, which allow rewriting, simulation, mapping,
placement, and verification to share the same data structure.

In addition to combinational logic, AIGs have also been applied to sequential logic and
sequential transformations. Specifically, the method of structural hashing was extended
to work for AIGs with memory elements (such as D-type flip-flops with an initial state,
which, in general, can be unknown) resulting in a data structure that is specifically tailored
for applications related to retiming [57].

2.7 Maximum Flow Computation

Maximum flow problem concerns with finding the maximum flow that can be sent between
a single source and a single sink in a network where each edge has a capacity which limits
the amount of flow which can be sent through it. An pioneering algorithm for solving this
problem was developed by Ford and Fulkerson in the mid 1950’s [58].

Maximum flow is computed by means of constructing augmenting paths from the
source to the sink. The algorithm repeatedly seeks an augmenting path and uses it to
increase the maximum flow by the capacity of the constructed path. At the same time, the
capacity of all edges involved in the path is reduced by the capacity of the constructed path.
Capacity of a path is the minimal capacity of an edge involved in the path. The algorithm
stops when no such augmenting path exists.

Before we proceed to the fundamental min-cut max-flow theorem, we need the defini-
tion of the notion cut.

A cut is a partition of the vertices of a graph into two sets. More formally, a cut for
a graph C = (V,E) is a partition of the vertices V into two sets S and T denoted further
as cut(S,T ). Any edge (u,v) ∈ E with u ∈ S and v ∈ T (or u ∈ T and v ∈ S, in case of a
directed graph) is said to be crossing the cut and is a cut edge.

The size of a cut is the total number of edges crossing the cut. In weighted graphs, the
size of the cut is defined to be the sum of weights of the edges crossing the cut. In network
flow, the size of a cut is defined to be the sum of capacities of the edges crossing the cut
from the source side to the sink side (but not the ones that go the other way).

A cut is minimal if the size of the cut is not larger than the size of any other cut.
The max-flow min-cut theorem states that the maximal network flow and the size of any
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minimal cut that separates the source and the sink are equal. In other words, the theorem
states that the maximum flow in a network is dictated by its bottleneck.

All pathes from the source to the sink contain at least one cut edge. If all edges in the
graph have the same capacity, then the set of cut edges of min-cut represents the smallest
set of edges which are contained in all pathes from the source to the sink. This property of
min-cut makes it useful for dominator identification of small cardinality.

A set of vertices {v1, . . . ,vk} is a k-vertex dominator for u∈V with respect to root ∈V ,
if (1) every path from u to root contains some vi, and (2) for every vi, there exist at least one
path from u to root which contains vi and does not contain any other v j, i, j ∈ {1, . . . ,k},
i 6= j.

Since dominators are defined as a set of vertices rather then a set of edges dominating
all pathes from a given vertex to another. We are interested in the flow which is limited by
vertices rather then by edges. Then a cut would partition a graph not across cut edges but
across vertices which represent a dominator with the minimal cardinality.

In order to identify cuts across vertices in a graph C = (V,E) we transform it to the
graph C′ = (V ′,E ′) as follows. For each vertex v ∈ V we create two vertices v1 and v2 in
V ′. A bridging edge (v1,v2) is added to E ′. For every edge (v,u) ∈ V an edge (v2,u1) is
added to E ′. The structure of C′ is essentially the same as C, every vertex in C is substituted
by a subgraph consisting of two vertices connected by the bridging edge. Cutting across
bridging edge (v1,v2) in C′ corresponds to cutting across v in C. Now if we assign a unit
capacity to edges (v1,v2) of all v ∈ V and infinite capacity to the rest of the edges in C′.
Then the flow is limited only by edges (v1,v2). Thus, the resulting min-cut in C′ would cut
only across the edges which correspond to vertices in graph C.

During max-flow computation on C′ only the edges with a positive capacity can be
used when a new path is constructed. The capacity of edges with infinite capacity cannot
be made negative by a finite number of unit decreases. Hence, the only essential informa-
tion that is needed to be stored, updated and checked during max-flow computation is the
capacity of edges (v1,v2). Since there is a one to one mapping between all such edges and
the vertices in the original circuit, we can store the capacity of the connecting edges as a
vertex attribute, further called vertex capacity. We adopted augmenting path algorithm to
operate with vertex capacities instead of edge capacities. Edges carry no capacity and are
used only to direct possible path construction. As a result, connecting edges do not need to
be represented explicitly and thus no vertex splitting is required. In the sequel, algorithm
which operates with vertex capacities instead of edge capacities is refereed to as modified
max-flow algorithm.

2.8 Conclusion

In this Chapter we introduced the elementary foundation for the rest of the dissertation.
The fundamental concepts of Boolean functions were introduced illustrating their set-
theoretical nature. The summarized basic manipulation operations and data structures will
be used throughout the dissertation.





Chapter 3

Double-Vertex Dominators

Graph dominators provide a general mechanism for identifying re-converging paths in cir-
cuits. This is useful in a number of applications including computation of signal probabili-
ties for test generation, switching activities for power and noise analysis, statistical timing
analysis, cut point selection in equivalence checking, etc. Single-vertex dominators are
too rare in circuit graphs to handle re-converging paths in a practical way. This Chapter
addresses the problem of finding double-vertex dominators, which occur more frequently.

3.1 Introduction

This Chapter considers the problem of finding dominators in DAGs. A vertex v is said to
dominate another vertex u if every path from u to the output of the circuit contains v [59].
For example, in the circuit graph in Figure 3.1, vertex n dominates vertex e; vertex p
dominates vertex h, etc.

Dominators provide a general mechanism for identifying re-converging paths in cir-
cuits. If a vertex v is the origin of a re-converging path, then the immediate dominator
of v is the earliest point at which such a path converges. For example, in Figure 3.1, the
re-converging path originated at e ends at n; the re-converging path originated at g ends at
f .

Knowing the precise starting and ending points of a re-converging path is useful in a
number of applications including computation of signal probabilities for test generation,
switching activities for power and noise analysis, statistical timing analysis, cut point se-
lection in equivalence checking, etc.

The signal probability of a net in a combinational circuit is the probability that a ran-
domly generated input vector will produce the value one on this net [60]. Efficient signal
probability analysis allows us to improve the coverage of test generation for biased random
simulation. The average switching activity in a combinational circuit is the probability of
its net values to change from 0 to 1 or vice versa. It correlates directly with the average
dynamic power dissipation of the circuit [61], thus its analysis is useful for guiding logic
optimization methods targeting low power consumption.

21



22 CHAPTER 3. DOUBLE-VERTEX DOMINATORS

Computation of signal probabilities and switching activities based on topologically
processing the circuit from inputs to outputs and evaluating the gate functions generally
produces incorrect results due to higher-order exponents introduced by correlated signals.
For example, if the functions f and g have variables in common, then P[ f ∧g] 6= P[ f ] ·P[g],
where P is the signal probability. Dominators provide the earliest points during topologi-
cal processing at which the re-converging paths meet. At this point all signals correlated
with signal originated at dominated vertex converge to one (if single-vertex dominator is
considered). Therefore, the computation of signal probabilities and switching activities
can be efficiently partitioned along the dominator points [62, 63, 64]. At the origin of a
re-converging path, v, an auxiliary variable is introduced. At the end of the path, the im-
mediate dominator of v, this variable is eliminated. As a result, the computation is carried
out using a minimum set of variables.

Single-vertex dominators can be found in time linear in the number of vertices of the
graph [65, 66, 67]. However, they are quite rare in circuits. It is more common that a
vertex is dominated by a set of vertices. For example, in Figure 3.1, primary input b is
dominated by the set {e,h}. To be able to deal with re-converging paths in a practical way,
an efficient algorithm for computing multiple-dominators of a small size is needed. Small
size is important because usually 2k combinations of values of a k-vertex dominator have
to be manipulated [62].

In this Chapter, we concentrate on the specific case of k-vertex dominators where k = 2,
i.e. double-vertex dominators. First, we introduce a data structure, called dominator chain,
which allows us to represent all possible O(n2) double-vertex dominators of a given vertex
in O(n) space, where n is the number of vertices of the circuit graph. Dominator chains
can be efficiently manipulated, e.g. it takes constant time to look-up whether a given pair
of vertices is a double-vertex dominator.

Second, we present two algorithms for finding all double-vertex dominators of a given
vertex: one with quadratic time-complexity and another with linear one. The former algo-
rithm was our first step towards finding an efficient way to compute double-vertex. This
algorithm improved the runtime of the existing algorithm for finding multiple-vertex dom-
inators by an order of magnitude. Developed later linear time algorithm brought further
improvement in the runtime, especially for large circuits.

The Chapter is organized as follows. Section 3.2 summarizes the previous work on
dominators. In Section 3.3 we introduce definitions of dominators and immediate domina-
tors which are more general than the traditional ones [59]. In Section 3.4 we prove some
general properties of k-vertex dominators. In Section 3.5 we derive a number of fundamen-
tal properties of double-vertex dominators. Sections 3.6 introduces the new data structure
for double-vertex dominators, called the dominator chain. In Section 3.7 we present two
algorithms for computing double-vertex dominators. The experimental results are shown
in Section 3.8. Section 3.9 concludes the Chapter.
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Figure 3.1: A circuit in which n dominates e.

3.2 Previous Work

The problem of finding single-vertex dominators was first considered in global flow anal-
ysis and program optimization. Lorry and Medlock [68] presented an O(n4) algorithm
for finding all immediate single-vertex dominators in a flowgraph with n vertices. Suc-
cessive improvements of this algorithm were done by Aho and Ullman [69], Purdom and
Moore [70], and Tarjan [71], culminating in Lengauer and Tarjan’s [59] O(eα(e,n)) al-
gorithm, where e is the number of edges and α is the standard functional inverse of the
Ackermann function which grows slowly with e and n.

The asymptotic time complexity of finding single-vertex dominators was reduced to
linear by Harel [65], Alstrup et al. [66] and Buchsbaum et al. [67]. However, these
improvements in asymptotic complexity did not contribute much to reducing the actual
runtime. For example, the algorithm [67] runs 10% to 20% slower than Lengauer and
Tarjan’s [59]. Lengauer and Tarjan algorithm appears to be the fastest of algorithms for
single-vertex dominators on graphs of large size.

One of the first attempts to develop an algorithm for the identification of multiple-
vertex dominators was done by Gupta. In [72], he proposed three algorithms addressing
this problem. The first finds all immediate multiple-vertex dominators of size up to k in
O(nk) time. Computing immediate dominators is easy because an immediate dominator
of a vertex v is always contained in the set of fan-out vertices of v. Possible redundancies
have to be removed by checking whether for every u in the fan-out of v, there exists at least
one path from u to root which contains u and does not contain any other w in the fan-out
of v.

The second algorithm of Gupta finds all multiple-vertex dominators of a given vertex.
The number of all dominators of a vertex can be exponential with respect to n. Since the
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algorithm represents each dominator explicitly as a set of vertices, it has exponential space
and time complexity.

The third algorithm of Gupta finds all multiple-vertex dominators of size up to k for all
vertices in the circuit. Due to its specific nature, this algorithm cannot not be modified to
search for all multiple-vertex dominators of fixed size for a given vertex. The complexity
of the algorithm is not evaluated in his paper. Depending on its implementation, the com-
plexity can vary from exponential to polynomial with a high degree of the polynomial. For
example, for double-vertex dominators (k = 2), the complexity of the algorithm is at least
O(n5).

In the next Chapter, we will present a more efficient than Gupta’s algorithm which finds
the set of all possible k-vertex dominators in a circuit graph C by iteratively restricting C
with respect to one of its vertices.

3.3 Preliminaries

In this section, we introduce definitions of dominators and immediate dominators which
are more general than the traditional ones [59].

For a DAG C = (V,E,root), a path P = (v1,v2 . . .v|P|) is a vector of vertices of V , such
that (vi,vi+1) ∈ E for all i ∈ {1, . . . |P|−1}. The vertices v1 and v|P| are called the source
and the destination of P respectively. The source and the destination of P are called the
terminal vertices of P.

Given two paths P1 = (p11 . . . p1|P1|) and P2 = (p21 . . . p2|P2|), the concatenation of
P1 and P2 is defined only if p1|P1| = p21. The result of the concatenation is the path
P = (p11 . . . p1|P1|, p22 . . . p2|P2|). We use the notation P = P1P2 to denote that P is a con-
catenation of P1 and P2.

Definition 1 A set of vertices A is said to dominate a set of vertices B with respect to a set
of vertices C if every path which starts at a vertex in B and ends at a vertex in C contains
at least one vertex from A. More formally, ∀P = (vb . . .vc), such that vb ∈ B and vc ∈C, it
holds that ∃va ∈ A such that va ∈ P.

Definition 2 A set of vertices A is said to be a dominator of a set of vertices B with respect
to a set of vertices C, if

(a) A dominates B,

(b) ∀v ∈ A, (A−{v}) does not dominate B, i.e. ∀va ∈ A, ∃P = (vb . . .vc), vb ∈ B, vc ∈C,
such that va ∈ P and va′ 6∈ P, ∀va′ ∈ (A−{va}).

In most applications of dominators, the dominated set B and destination set C are
known, while the dominator sets A needs to be computed. The sizes of the sets B, C
are neither important for the choice of data structure for keeping dominators, nor for the
algorithm which computes them. Vertices in the set B can be merged to a single vertex
vb which feeds all the vertices fed by any vertex in B. Similarly, vertices in the set C can
be merged to a single vertex vc which is fed by all vertices feeding any vertex in C. In
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that case finding a dominator for vb with respect to vertex vc, would be equivalent to find-
ing a dominator for B with respect to C. Therefore, an algorithm which handles the case
|B|= |C|= 1 can be extended to the sets B and C of an arbitrary size.

Contrary, the size of the dominator set A is crucial for the choice of the data structures
and the algorithm. Therefore, the size of A is the most important criteria for characterizing
the properties of a dominator. We use the term k-vertex dominator to refer to the case when
the size of the dominator set A is equal to k. If k > 1 then the dominator may be referred to
as multiple-vertex dominator. If a dominator dominates more then one vertex (i.e. |B|> 1),
it can be referred to as common k-vertex dominator.

Throughout this Chapter, unless specified otherwise, the vertex root is assumed to be
the destination for any considered domination relation. For example, if we say that A
dominates B, it means that A dominates B with respect to the destination set C, which
consists of the vertex root.

Definition 3 A set of vertices A is a strict dominator of a set of vertices B, if A is a domi-
nator of B and A

⋂
B = /0.

Any algorithm which finds only strict dominators can be easily extended to an algo-
rithm which finds all dominators by introducing a fake vertex which feeds to all nodes in
B. Then, the search is carried out with the fake vertex constituting the new B.

Definition 4 A set A is an immediate k-vertex dominator of a set B if A is a strict k-
dominator of B and A does not dominate D, where D is any other strict k-dominator of
B.

The concept of immediate dominators has a special importance for the single-vertex
dominators. All single vertex dominators of all vertices in a DAG can be represented by
a dominator tree consisting of all vertices of the DAG [59]. Each vertex in the tree is
connected to its immediate dominator. All single-vertex dominators of a given vertex are
contained in the path in dominator tree from this vertex to the root.

Let Dom(u) denote the set of all possible double-vertex dominators of a vertex u. Let
Dom_v(u) denote the set of vertices contained in at least one double-vertex dominators of
u, i.e. Dom_v(u) = {v : v ∈ ddom, where ddom ∈ Dom(u)}.

3.4 Properties of Multiple-Vertex Dominators

In this section, we derive some general properties of k-vertex dominators. These properties
will be used in the following sections of the Chapter.

Next three Lemmas show antisymmetry, transitivity and reflexivity of the domination
relation.

Lemma 1 Let A and B be two different dominators of a vertex u. If B dominates A, then A
does not dominate B.
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Proof: Set A is not equal to B by the condition of the Lemma. A is not a proper subset of
B either, because otherwise B would violate the Definition 2b. Thus, there is a vertex v ∈ A
such that v 6∈ B. Since A is a dominator of u, by Definition 2b, ∃P = (u . . .root), such that
v ∈ P, and v2 6∈ P, ∀v2 ∈ (A−{v}). The path P2 = (v . . .root) which is a part of the path P
should contain a vertex w ∈ B since B dominates A. The path P3 = (w . . .root) which is a
part of the path P2 does not contain any vertex of A by construction. Thus, by Definition 1,
B does not dominate A.

2

Lemma 2 If A dominates B and B dominates C, then A dominates C.

Proof: Consider an arbitrary path P = (v . . .root) such that v ∈C. We proof the Lemma by
showing that a vertex from A is in P. Since B dominates C, it holds that ∃w ∈ B such that
w ∈ P. The path P2 = (w . . .root) is a part of the path P. Since A dominates B, it holds that
∃u ∈ A such that u ∈ P2. Thus u ∈ P as well.

2

Lemma 3 A dominates A.

Proof: Holds By the Definition 1a.

2

It follows from the above three Lemmas that any set of dominators of a vertex u is
partially ordered by the domination relation.

3.5 Properties of Double-Vertex Dominators

In this section, we derive a number of fundamental properties of double-vertex domina-
tors. These properties lay ground for the development of an efficient data structure and
algorithms for identifying double-vertex dominators which we present in the following
sections.

The Lemma 4 says that if two dominators have a vertex in common, then one of them
dominates the non-common vertex in the other one.

Lemma 4 If {v1,v2} ∈Dom(u) and {v2,v3} ∈Dom(u), then either {v1,v2} dominates v3,
or {v2,v3} dominates v1.

Proof: If {v1,v2} dominates v3, then the Theorem holds trivially. Suppose that {v1,v2}
does not dominate v3. Since {v2,v3} ∈ Dom(u), by Definition 2b, ∃P1 = (u . . .root), such
that v3 ∈ P1 and v2 6∈ P1. Since {v1,v2} ∈ Dom(u), ∀P1 it holds that v1 ∈ P1. Furthermore,
v1 precedes v3 in P1, because, by assumption, {v1,v2} does not dominate v3. Thus the part
P2 = (u . . .v1) of the path P1 does not contain v2 and v3.
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Then, 6 ∃P3 = (v1 . . .root) such that v2,v3 6∈ P3, because otherwise the path P2P3 would
contain neither v2 nor v3. This would contradict {v2,v3} ∈ Dom(u). So ∀P3, it holds that
either v2 ∈ P3 or v3 ∈ P3. Thus, by Definition 1, {v2,v3} dominates v1.

Similarly we can show that if {v2,v3} does not dominate v1, then {v1,v2} dominates
v3.

2

Lemma 5 If {v1,v2} ∈ Dom(u) and {v2,v3} ∈ Dom(u), then {v1,v3} 6∈ Dom(u).

Proof: According to the Lemma 4, either {v1,v2} dominates v3, or {v2,v3} dominates v1.
Without loss of generality, throughout this proof we assume that {v2,v3} dominates v1.

We prove the Lemma by showing that ∃P1 = (u . . .v2) such that v1,v3 6∈ P1, and ∃P2 =
(v2 . . .root) such that v1,v3 6∈ P2. The existence of the path P1P2 proves that {v1,v3} 6∈
Dom(u).
part 1: First, we prove that ∃P1 by contradiction. Assume ∀P1, v1 ∈ P1 or v3 ∈ P1.

Since {v1,v2} ∈Dom(u), by Definition 2b, ∃P1, such that v1 6∈P1. Thus, by assumption
of case 1 v3 ∈ P1, it implies v3 precedes v2 in any path containing v2, v3.

Since {v1,v2} ∈Dom(u), by Definition 2b, ∃P3 = (v1 . . .root), such that v2 6∈ P3. Since
{v2,v3} dominates v1, this implies that v3 ∈ P3. Thus v1 precedes v3 in any path containing
v1 and v3.

Since {v2,v3} ∈Dom(u), by Definition 2b, ∃P4 = (v3 . . .root), such that v2 6∈ P4. Since
v1 precedes v3, this implies that v1 6∈ P4 either. Then, 6 ∃P5 = (u . . .v3) such that v1 6∈ P5
and v2 6∈ P5 , because otherwise a path P5P4 would contain neither v1 nor v2, which would
contradict {v1,v2} ∈ Dom(u). Since v3 precedes v2, thus ∀P5, v1 ∈ P5. Since every path
from u containing v3 contains v1 as well, we derive v1 ∈ P1, which is a contradiction.
part 2: Now, we prove that ∃P2 by contradiction. Assume ∀P2, v1 ∈ P2 or v3 ∈ P2.

Since {v2,v3} ∈Dom(u), by Definition 2b, ∃P2, such that v3 6∈P2. Thus, by assumption
of part 2, v1 ∈ P2. This implies v2 precedes v1 in any path containing v1 and v2. Since
{v2,v3} dominates v1, thus ∀P3 = (v1 . . .root), it holds that v3 ∈ P3. Since every path to the
root containing v1 contains v3 as well, we derive v3 ∈ P2, which is a contradiction.

2

The following Lemma considers the case of a pair of double-vertex dominators which
have no vertices in common and which do not dominate each other.

Lemma 6 If {v1,v2} ∈ Dom(u) and {v3,v4} ∈ Dom(u), {v3,v4} does not dominate v1,
and {v1,v2} does not dominate v4 then {v1,v4} ∈ Dom(u) and {v2,v3} ∈ Dom(u).

Proof: Vertices v1,v2,v3,v4 belong to Dom_v(u). Thus, none of them is a single-vertex
dominators of u. Therefore, any deduction showing that any pair of these vertices domi-
nates u automatically implies that this pair is a double-vertex dominator of u, i.e. the pair
satisfies Definition 2b.

First, we show that {v2,v3} ∈ Dom(u). To simplify the proof we distinguish two fol-
lowing cases:
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(1) ∃P3 = (u . . .root) such that v1,v4 ∈ P3,

(2) 6 ∃P3 = (u . . .root) such that v1,v4 ∈ P3.

case 1: One of the vertices v1 or v4 precedes another in P3.
(a) Assume that v1 precedes v4. It implies that ∀P4 = (u . . .v1), v4 6∈ P4. From condition of
the Lemma, {v3,v4} does not dominate v1. This means that ∃P1 = (v1, . . . ,root) such that
v3,v4 6∈ P1. Then, 6 ∃P4 such that v3 6∈ P4, or otherwise a path P4P1 would contain neither
v3 nor v4, and that would contradict {v3,v4} ∈ Dom(u). So, ∀P4, v3 ∈ P4. Thus, every
path (u . . .root) containing v1 contains v3 as well. Thus, v1 can be substituted by v3 in any
dominator of u. So {v1,v2} ∈ Dom(u) implies that {v2,v3} ∈ Dom(u).
(b) If v4 precedes v1, then the prove is similar to (a) case. We can show that all paths
(u . . .root) containing v4 contain v2 as well. Thus, {v3,v4}∈Dom(u) implies that {v2,v3}∈
Dom(u).
case 2: The assumption of the case 2 directly implies that for ∀P4 = (u . . .v1), v4 6∈ P4. The
rest of the proof is similar to the case 1(a).

Next, we show that {v1,v4} ∈ Dom(u). To simplify the proof we distinguish two fol-
lowing cases:

(1) ∃P3 = (u . . .root) such that v2,v3 ∈ P3,

(2) 6 ∃P3 = (u . . .root) such that v2,v3 ∈ P3.

case 1: (a) Assume that v2 precedes v3. It implies that, ∀P4 = (v3 . . .root), v2 6∈ P4. But
{v1,v2} ∈ Dom(v3) implies that ∀P4, v1 ∈ P4, i.e. v1 is a single-vertex dominator of v3.
Thus, {v3,v4} ∈ Dom(u) implies that {v1,v4} ∈ Dom(u).
(b) If v3 precedes v2, the prove is similar to (a). Then, v4 is a single-vertex dominator of
v2. Thus, {v1,v2} ∈ Dom(u) implies that {v1,v4} ∈ Dom(u).
case 2: The assumption of the case 2 directly implies that ∀P4 = (u . . .v1), v4 6∈ P4. Thus v1
is a single-vertex dominator of v3. Consequently {v3,v4} ∈Dom(u) implies that {v1,v4} ∈
Dom(u).

2

Next, we derive another property of a pair of double-vertex dominators which have no
vertices in common and which do not dominate each other.

Lemma 7 If {v1,v2} ∈ Dom(u) and {v3,v4} ∈ Dom(u), {v3,v4} does not dominate v1,
and {v1,v2} does not dominate v4, then {v3,v4} dominates v2 and {v1,v2} dominates v3.

Proof: According to Lemma 6, {v2,v3} ∈ Dom(u) and {v1,v4} ∈ Dom(u).
First, we prove that {v2,v3} does not dominate v1 by contradiction. Assume {v2,v3}

dominates v1.
Since {v1,v2} ∈ Dom(u), by Definition 2b, ∃P1 = (v1 . . .root) such that v2 6∈ P1. Since

{v2,v3} dominates v1, it implies that v3 ∈ P1. Thus, v1 precedes v3 in any path containing
v1, v3.
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Since {v3,v4} does not dominate v1, by Definition 1, ∃P2 = (v1 . . .root) such that v3 6∈
P2 and v4 6∈ P2.

Since {v1,v4} ∈ Dom(u), by Definition 2b, ∃P3 = (u . . .v1) such that v4 6∈ P3. Since v1
precedes v3, it implies that v3 6∈ P3 either.

The existence of the path P2P3 which does not contain neither v3 nor v4 contradicts the
fact that {v3,v4} ∈ Dom(u). Thus, the assumption that {v2,v3} dominates v1 is invalid.

Since {v1,v2} ∈Dom(u) and {v2,v3} ∈Dom(u), according to Lemma 4 either {v1,v2}
dominates v3, or {v2,v3} dominates v1. But, as we showed before, {v2,v3} does not domi-
nate v1, thus {v1,v2} dominates v3.

The statement that {v3,v4} dominates v2 can be proved similarly.

2

The next Lemma concerns dominators which have one vertex in common. We put it in
this part of the section because in its proof we use Lemma 7.

Lemma 8 If {v1,v2},{v2,v3},{v1,v4} ∈ Dom(u) and {v1,v2} dominates v3, then {v1,v4}
dominates v3.

Proof: According to Lemma 4, either {v1,v4} dominates v2, or {v1,v2} dominates v4. This
implies that one of the two following cases are possible:

(1) {v1,v4} dominates {v1,v2},

(2) {v1,v2} dominates {v1,v4}.

case 1: If {v1,v4} dominates {v1,v2}, then from the condition of the Lemma by transitivity
of domination relation it follows that {v1,v4} dominates v3.
case 2: If {v1,v2} dominates {v1,v4}, then by the antisymmetry of domination relation it
follows that {v1,v4} does not dominate {v1,v2}. The vertex v1 is dominated by {v1,v4},
thus v2 is not dominated by {v1,v4}.

Since {v1,v2} dominates v3, it implies that {v1,v2} dominates {v2,v3}, thus {v2,v3}
does not dominate {v1,v2}. The vertex v2 is dominated by {v2,v3}, thus v1 is not domi-
nated by {v2,v3}.

Since v2 is not dominated by {v1,v4} and v1 is not dominated by {v2,v3}, according to
Lemma 7 {v1,v4} dominates v3.

2

Next, we show that immediate double-vertex dominators are unique. As we mentioned
in Section 3.3, this property does not extend to the dominators of a larger size.

The following Theorem 1 first appeared in the paper [21]. The reader may skip it,
because later in the Chapter we will prove a more general Theorem 2 which will give a
stronger statement regarding the uniqueness of immediate double-vertex dominators.

Theorem 1 For every vertex u ∈V , the immediate double-vertex dominator, if it exists, is
unique.
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Proof: By contradiction. Suppose u has two different immediate double-vertex domina-
tors: {v1,v2} and {v3,v4}. Two cases are possible:

(1) {v1,v2} and {v3,v4} have one common vertex,

(2) {v1,v2} and {v3,v4} do not have common vertices.

case 1: Suppose that v2 is the common vertex, i.e. the second immediate dominator is
{v2,v3}. Any vertex dominates itself by Definition 1, thus v2 is dominated by both {v1,v2}
and {v2,v3}. Since both dominators are immediate, none of them should dominate the
other one by Definition 4. Thus, it should hold that {v1,v2} does not dominate v3 and
{v2,v3} does not dominate v1. This contradicts Lemma 4, which says that either {v1,v2}
dominates v3, or {v2,v3} dominates v1.
case 2: Since both dominators are immediate, none of them should dominate the other
one by Definition 4. Without loss of generality, assume that {v3,v4} does not dominate
v1 and {v1,v2} does not dominate v4. Then, according to Lemma 6, {v2,v3} ∈ Dom(u)
and {v1,v4} ∈ Dom(u) . Also, according to Lemma 7, {v1,v2} dominates v3. This in turn
implies that {v1,v2} dominates {v2,v3}. However {v2,v3} ∈ Dom(u) contradicts the fact
that {v1,v2} is immediate dominator for u by Definition 4.

2

Lemma 9 For all {v1,v2} ∈ Dom(u) and for all {v3,v4} ∈ Dom(u), there exist {v5,v6} ∈
Dom(u) such that {v1,v2} dominates {v5,v6} and {v3,v4} dominates {v5,v6}.

Proof: Three cases are possible:

(1) {v1,v2} and {v3,v4} have two common vertices, i.e they are the same,

(2) {v1,v2} and {v3,v4} have one common vertex,

(3) {v1,v2} and {v3,v4} do not have common vertices.

We prove the Lemma by identifying the dominator set {v5,v6} for all three cases.
case 1: The Lemma trivially holds by choosing {v1,v2} to be {v5,v6}.
case 2: Suppose v2 is the common vertex, i.e. the second immediate dominator is {v2,v3}.
According to Lemma 4 {v1,v2} dominates v3 or {v2,v3} dominates v1. Without loss of
generality, assume that {v1,v2} dominates v3. It immediately follows that {v1,v2} domi-
nates {v2,v3}. Thus the Theorem holds by choosing {v2,v3} to be {v5,v6}.
case 3: If one dominator dominates the other one, then the Theorem holds by choosing the
dominated dominator to be {v5,v6}.

Assume that none of the dominators dominates each other. It means at least one ver-
tex in both dominators is not dominated by the other dominator. Note that with current
assumption it is impossible that two vertices in any of the dominators are not dominated
by the other dominator, since it would contradict Lemma 7. Thus exactly one vertex from
both dominators is not dominated by the other dominator and no other cases are possible.
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Without loss of generality, assume that {v3,v4} does not dominate v1 and {v1,v2} does
not dominate v4. According to Lemma 6, {v2,v3} ∈ Dom(u). According to Lemma 7,
{v3,v4} dominates v2, thus {v3,v4} dominates {v2,v3}. Also {v1,v2} dominates v3, thus
{v1,v2} dominates {v2,v3}. The Lemma holds by choosing {v2,v3} to be {v5,v6}.

2

Lemma 10 For any non-empty subset A of Dom(u), there exist {v1,v2} ∈ Dom(u) such
that {v1,v2} dominated by all dominators in A.

Proof: We prove the Lemma by induction on the size of the set A.
Basis: If |A| = 1, then the dominator which is dominated by all dominators in A is the
dominator which constitutes A, i.e. {v1,v2} ∈ A.
Inductive step: Assume the Lemma holds for |A| = k. Next we show that the Lemma
holds for |A|= k +1, where k ∈ {1,2, . . . , |Dom(u)−1|}.

Let B be a proper subset of A such that |B|= k. Since A is a subset of Dom(u), B is a sub-
set of Dom(u) as well. According to the assumption, ∃{v3,v4} ∈Dom(u) such that {v3,v4}
is dominated by all vertices in B. Let {v5,v6} be the remaining dominator of A which does
not belong to B, i.e. {v5,v6} ∈ A−B. According to Lemma 9, ∃{v7,v8} ∈ Dom(u) such
that {v3,v4} dominates {v7,v8} and {v5,v6} dominates {v7,v8}. All dominators in B domi-
nate {v3,v4} and {v3,v4} dominate {v7,v8}, thus, using transitivity of domination relation,
all dominators in B dominate {v7,v8}. Since {v5,v6} dominates {v7,v8} as well, we can
state that all dominators in A dominate {v7,v8}. Thus {v1,v2}= {v7,v8}.

2

Theorem 2 If Dom(u) is non-empty, then there exist a unique immediate double-vertex
dominator of u.

Proof: It immediately follows from Lemma 10 that ∃{v1,v2} ∈ Dom(u) such that {v1,v2}
is dominated by all dominators in Dom(u). Due to the antisymmetry of domination rela-
tion, {v1,v2} does not dominate any other dominator in Dom(u). By Definition 4, {v1,v2}
is an immediate double-vertex dominator of u.

The uniqueness of the immediate double-vertex dominator follows directly from Theo-
rem 1. Alternately, assume there is another immediate double-vertex dominator {v3,v4} ∈
Dom(u). Since any dominator in Dom(u) dominates {v1,v2}, it means that {v3,v4} domi-
nates {v1,v2}. This contradicts Definition 4.

2

3.6 Dominator Chain

In this section, we introduce a data structure called dominator chain which allows us to
represent the information about all possible O(|V |2) double-vertex dominators of a given
vertex in O(|V |) space.

First, we define the notion of a matching vector for every vertex v ∈ Dom_v(u).
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Definition 5 For every v ∈ Dom_v(u), W = (w1, . . . ,ws) is the matching vector of v if it
satisfies the following properties:

(a) W contains all the vertices of V which, together with v, constitute a double-vertex
dominator of u. More formally, {v,wr} ∈ Dom(u) ∀r ∈ {1, . . . ,s}, and 6 ∃v′ ∈V −W
such that {v,v′} ∈ Dom(u),

(b) The order of the elements of W is given by the following consideration: If {v,wr}
dominates {v,wt}, then t < r, for all r, t ∈ {1, . . . ,s}, r 6= t.

According to Definition 5(a), the matching vector of a given vertex v contains the
information about all double-vertex dominators which contain v. Thus, matching vectors of
all vertices in Dom_v(u) contain the information about all double-vertex dominators. Each
matching vector has linear size with respect to |Dom_v(u)|, thus representing matching
vectors for all vertices in Dom_v(u) require quadratic space. In the new data structure,
which we present later, we store all matching vectors together in linear space. Before we
introduce this data structure, we investigate some properties of matching vectors.

Theorem 3 There exist a unique matching vector for every v ∈ Dom_v(u).

Proof: The set of vertices which constitute W is uniquely determined by the Definition 5a.
It remains to prove that the order of vertices in W is unique.

Let D denote the subset of all double-vertex dominators of u containing the vertex v.
By Definition 5b, the order imposed by domination relation in set D defines the order of
vertices in W . As any other subset of dominators, the set D is ordered by the domination
relation. Given any pair of dominators {v,v1},{v,v2} ∈ D, by Lemma 4, either {v,v1}
dominates v2, or {v,v2} dominates v1. This also means that either {v,v1} dominates {v,v2},
or {v,v2} dominates {v,v1}. Thus, the domination relation is total on the set D and D is
totally ordered set by the domination relation. It means that domination relation uniquely
define the order of all elements of D.

2

Theorem 4 Let Wv1 = (w11, . . . ,w1|Wv1 |) and Wv2 = (w21, . . . ,w2|Wv2 |) be matching vectors
for vertices v1 and v2, respectively. Then, the result of the intersection of Wv1 and Wv2 is
a single subvector W such that Wv1 begins with W and Wv2 ends with W, or vice versa. In
other words, the vectors Wv1 and Wv2 can be represented as Wv1 =(W ∗,w1 |W |+1, . . . ,w1|Wv1 |),
Wv2 = (w21, . . . ,w2 |Wv2 |−|W |, W ∗) or vice versa, where W ∗ represents the content of the vec-
tor W.

Proof: Let n denote the number of common vertices in Wv1 and Wv2 . If n = 0, then the
Theorem trivially holds with vector W being empty.

Assume that n > 0. We divide the prove into two parts. In the first part, we prove that
all n common vertices should be in the beginning of one vector, and at the end of the other
one. In the second part, we prove that the order of common vertices is the same in both
vectors.
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part 1: By assumption, there exists w1i = w2 j such that i ∈ {1, . . . , |Wv1 |} and j ∈ {1, . . . ,
|Wv2 |}. It implies that there exist dominators {w1i,v1} ∈ Dom(u) and {w1i,v2} ∈ Dom(u).
According to Lemma 4, either {w1i,v1} dominates v2 or {w1i,v2} dominates v1. This also
means that either {w1i,v1} dominates {w1i,v2}, or {w1i,v2} dominates {w1i,v1}. Without
loss of generality assume that {w1i,v1} dominates {w1i,v2}.

First, we prove that all vertices in the range (w11, . . . ,w1i) in Wv1 should also be present
in Wv2 and all vertices in the range (w2 j, . . . ,w2|Wv2 |) in Wv2 should also be present in Wv1 .

Due to the antisymmetry of domination relation, {w1i,v2} does not dominate {w1i,v1}.
Since w1i is dominated by {w1i,v2}, thus v1 is not dominated by {w1i,v2}.

By Definition 5b of matching vector, {w1i,v1} dominates {w1 i−k,v1} for all k∈{1, . . . ,
i−1}. Because of the antisymmetry of domination relation, {w1 i−k,v1} does not dominate
{w1i,v1}. Since v1 is dominated by {w1 i−k,v1}, thus w1i is not dominated by {w1 i−k,v1}.

To summarize, we derived that we have dominators {w1i,v2} and {w1 i−k,v1} such
that {w1i,v2} does not dominate v1 and {w1 i−k,v1} does not dominate w1i. According to
Lemma 6 {v2,w1 i−k} ∈ Dom(u). This implies that all vertices in the range (w11, . . . ,w1i)
in Wv1 should also be present in Wv2 .

Using similar arguments as above, we can show that we have dominators {w2 j,v1}
and {w2 j+k,v2} such that {w2 j,v1} does not dominate w2 j+k and {w2 j+k,v2} does not
dominate v1. According to Lemma 6, {v1,w2 j+k} ∈Dom(u). This implies that all vertices
in range (w2 j, . . . ,w2|Wv2 |) in Wv2 should also be contained in Wv1 .

Assumption that {w1i,v1} dominates {w1i,v2} according to Lemma 8 implies that
{wx,v1} dominates {wx,v2}, where wx is any of the common vertices of Wv1 and Wv2 .
None of wx can occupy a position m > n in the vector Wv1 , since otherwise m first vertices
of Wv1 should be contained in Wv2 . This would contradict the fact that there is only n com-
mon vertices in both vectors. So, all n common vertices should be in the beginning of the
vector Wv1 . Similarly, we can show that all n common vertices should be at the end of the
vector Wv2 .
part 2: Next, we prove that {v1,u1} dominating {v1,u2} implies that {v2,u1} dominates
{v2,u2}. It would imply the same order of vertices in common parts of vectors Wv1 and
Wv2 .

Assume {v1,u1} dominates {v1,u2}. If we use w1i instead of u1 and w1 i−k instead
of u2, we can re-use the first part of the prove to show that {u1,v2} does not dominate v1
and {u2,v1} does not dominate u2. According to Lemma 7, {v2,u1} dominates u2. This
implies that {v2,u1} dominates {v2,u2}.

2

Let WW denote the set of all matching vectors for every vertex in Dom_v(u), i.e WW =
{Wv|Wv is the matching vector for v ∈ Dom_v(u)}.

Definition 6 C is the composition vector of a set of matching vectors {W1,W2, . . . ,Wn} ⊆
WW if:

1. C contains each Wi as a subvector, ∀i ∈ {1, . . . ,n},
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2. C contains only vertices from Wi,

3. each vertex appear only once in C.

The obvious implication of the Theorem 4 is that for any two matching vectors, there
exists a composition vector. Furthermore if two matching vectors have vertices in common
then the composition vector is unique. It can be also shown that, for any set of matching
vectors, there exists a composition vector.

Composition vector is an excellent structure for a compact storage of matching vec-
tors. We can create a composition vector for WW . By definition, all matching vectors are
subvectors of the composition vector. Thus, if we know the first and the last element of
any matching vector Wi, we can recover from the composition vector the complete match-
ing vector Wi. Storing the first and the last element of matching vectors for all vertices
in Dom_v(u) requires 2|Dom_v(u)| space. Since no vertex occur more then once in the
composition vector, the size of the composition vector is exactly |Dom_v(u)|. This leads
us to a data structure which is capable of storing all double-vertex dominators and which
has 3|Dom_v(u)| space complexity.

A composition of two vectors which do not have vertices in common is trivial and not
unique. In a composition vector, one vector precedes the other, or vice versa. No space
reduction is achieved by keeping the composition vector instead of two separate vectors in
this case. Similarly, if we have two sets of vectors which do not have common vertices with
each other, then the composition vectors for those sets will have no common vertices either,
thus composition of these composition vectors would neither be unique nor achieve any
extra space reduction. Thus, it is not always necessary to have one monolithic composition
vector in order to have |Dom_v(u)| space complexity to store all double-vertex dominators.

Definition 7 A set of matching vectors U ⊆WW is a cluster if:

(1) the matching vectors in U have no common vertices with any matching vector in
(WW −U),

(2) U can not be partitioned into two sets satisfying the property (1).

All matching vectors in WW are partitioned into clusters. Composition vectors for
different clusters should have no vertices in common, thus making composition vector out
of these composition vectors does not bring any space reduction. On the other hand, a
composition vector of any subset of vectors in a cluster always has at least one common
vertex with some vector of the cluster excluded from the subset. Thus, in order to be able
to represent all matching vectors in WW in linear space, it is necessary that all vectors in a
cluster be stored in the same composition vector. Another property of clusters is that each
cluster has the unique composition vector. This property is useful when two dominator
chains need to be compared, for example, in order to identify their common parts.

Another important property of clusters is that if W is a composition vector of a cluster
U , then {V1,V2, . . . ,V|W |} is also a cluster, where Vi is the matching vector for each v ∈W .

If we use the above property to obtain a cluster U2 from a cluster U1, and then apply the
property again to U2, then the resulting cluster U3 is equivalent to U1. We call such clusters
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Figure 3.2: A circuit in which {a,b}, {a,c}, {a,d}, etc. are double-vertex dominators of u

U1 and U2 as related clusters. Obviously all clusters are partitioned into pairs of related
cluster. Each double-vertex dominator has one of its vertices in one cluster and another
one in the related cluster.

Now we are ready to give a definition of our dominator chain data structure.

Definition 8 For any u ∈ V , the dominator chain is a data structure which consists of a
vector Du and vectors Wu(v) defined as follows:

Du = ({V11,V21},{V12,V22}, . . . ,{V1m,V2m}),
Wu(v) = (vmin,vmax), f or every v ∈Vi j,

where Vi j is the composition vector for matching vectors of vertices in Vk j, i,k ∈ {1,2},
k 6= i, j ∈ {1, . . . ,m}, i.e Vi j and Vk j are composition vectors of related clusters, and vmin,
vmax are the first and the last vertex of the matching vector for v, respectively. The order
in Du is defined by the following. The dominator {v1,v2} dominates all vertices in V1 j and
V2 j, where v1 (v2) is the first vertex in vector V1i (V2i), and i > j.

The dominator chain is defined such that Du is a vector. Alternatively, we could impose
no order in Du leaving it as a set of pairs of composition vectors of the related clusters. Ei-
ther Du is ordered or not, it is unique and represents the information about all double-vertex
dominators of u. However, by ordering the pairs, we keep an additional information about
domination relation among dominators. Given any pair of dominators, we can identify
from dominator chain whether one of dominator dominates the other one, or whether they
do not dominate each other.

As an example of dominator chain data structure, consider the circuit shown in Fig-
ure 3.2. The set of all double-vertex dominators of u is: {a,b}, {a,c}, {a,d}, {e,c},
{e,d}, {h,c}, {h,d}, {h,g}, {k, l}, {m, l}, {k,n}, {m,n}. Then

Du = ({V11,V21},{V12,V22}) = ({(a,e,h),(b,c,d,g)},{(k,m),(l,n)})
The matching vector for vertex a is (b,c,d), thus Wu(a) = (b,d). The matching vector

for d is (a,e,h),thus Wu(d) = (a,h). The first vertex in vector V12 and V22, form the pair
{k, l}, which dominates all vertices in V11 and V21, i.e {a,e,h,b,c,d,g}.
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One of the tasks for which the dominator chain can be used is to identify whether a
given pair of vertices {v1,v2} is a double-vertex dominator or not. Assume that we have
Du, and vectors Wu(v) are kept with each vertex v ∈ Dom_v(u), while Wu(v) = /0 for all
vertices v /∈ Dom_v(u). First, we check that Wu(v1) and Wu(v2) are not empty, otherwise
{v1,v2} is not a dominator. Then we take the first vertex vmin in Wu(v1) and search for
this vertex in Du. Then we have to traverse the matching vector (an interval from vmin to
vmax) to check whether v2 is in this interval. If we find v2 in the interval then {v1,v2} is a
dominator, otherwise it is not. Such a procedure has linear time complexity with respect to
|Du|. However, it can be improved by indexing vertices in Du.

First of all, let us define two vectors of vertices Vi(Du) = (V ∗
i1,V

∗
i2, . . . ,V

∗
im), i ∈ {1,2},

where V ∗
ik represents the content of vector Vik ∈Du. Note that, formally speaking, referring

to first or second element of the set is not correct, since a set is not an ordered collection
of element. So, when we refer to V11 we do not mean the first vector in the first pair, but
rather one of the vectors in the first pair. In the definition of Vi(Du), we mean that we put
one vector of a pair to V1(Du) and the other one to V2(Du). Which one goes where does not
mater, but once we make a choice, we fix V1(Du) and V2(Du). If we want to make Vi(Du)
and V2(Du) unique we may do the following. Impose a total order on all vertices in the
circuit. Put Vi1 to V1(Du) and Vi2 to V2(Du) if first vertex in Vi1 precedes in the total order
the first vertex in Vi2.

To make possible a constant-time look-up for dominators, three parameters are as-
signed to vertices:

• For all v ∈ V we assign f lag(v) ∈ {1,2}, which distinguishes whether v belongs to
V1(Du) or to V2(Du). In the example in Figure 3.2, vertices b,c,d and g belong to
V21, hence their f lag equals 2.

• For all v ∈ Vi(Du), i ∈ {1,2} we assign index(v) which indicates the position of
v in the vector Vi(Du). In the example in Figure 3.2, index(b) = 1, index(c) = 2,
index(l) = 5 and index(n) = 6.

• Instead of keeping a pair of vertices (vmin,vmax) in Wu(v) for all v∈Du, we use a pair
of indexes min(v) = index(vmin),max(v) = index(vmax). In the example in Figure 3.2,
(min(b),max(b)) = (1,1), (min(c),max(c)) = (1,3), (min(d),max(d)) = (1,3) and
(min(g),max(g)) = (3,3).

Now checking whether {v1,v2} dominates u can be done as follows:

1. Check whether f lag(v1) is not equal to f lag(v2). If yes, go to step 2. Otherwise,
{v1,v2} 6∈ Du.

2. Check whether min(v1)≤ index(v2)≤max(v1). If yes, the {v1,v2}∈Du. Otherwise,
{v1,v2} 6∈ Du.

For example, suppose we would like to check whether {d,h} dominates u in the ex-
ample in Figure 3.2. Vertex d is in V21, therefore f lag(d) = 2. Vertex h is in V11, i.e.
f lag(h) = 1. Since f lag(d) 6= f lag(h), we continue to the step 2. We have min(d) = 1,
max(d) = 3 and index(h) = 2. Since 1≤ 2≤ 3 holds, we conclude that {d,h} dominates u.
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As another example, let us check whether {g,a} dominates u. On step 1, f lag(g) = 2
and f lag(a) = 1. Since f lag(g) 6= f lag(a), we continue to the step 2. We have min(g) =
max(g) = 3, and index(a) = 1. Since 3 ≤ 1 ≤ 3 does not hold, we conclude that {g,a}
does not dominate u.

Note that we can get rid of parameter f lag() if we assign indexes for vertices in V2(Du)
not from 1 but from |V1(Du)|+ 1. Then, only step 2 of outlined check procedure needs to
be done.

3.7 Dominator Algorithms

Development of a liner space data structure which represents all double-vertex dominator
was a significant step forward in our study of double-vertex dominators. Besides improv-
ing performance and robustness of existing dominator identification algorithms, it also
opened a new dimension for the search of conceptually new algorithms which can find all
dominators in linear time. Without a linear data structure, even theoretically, it would not
be possible to have a linear time algorithm. The process of storing all dominators into
quadratic space data structure alone would require at least quadratic time.

In this section, we present two algorithms for computing double-vertex dominators.
The Algorithm 1 was reported in the paper [21]. It has the quadratic time complexity. It was
our first attempt to develop an efficient technique for finding double-vertex. The Algorithm
2 is the original contribution, first presented in this dissertation. Its time complexity is
linear. Both algorithms take as their input a Boolean circuit C = (V,E,root) and a vertex
u ∈V . They return the dominator chain Du.

Both algorithms, in order to construct Du do the following:

1. Find all single-vertex dominators of u.

2. Set Du = /0 and v = u.

3. Dv for v with respect to idom(v) is found and appended to the end of Du.

4. Set v = idom(v) and repeat Step 3 until v 6= root.

In the description of the dominator Algorithm 1 we cover all steps of the outlined
algorithm, while in the description of the Algorithm 2 we only focus on Step 3.

Dominator Algorithm 1

The pseudo-code of the Algorithm 1 is shown in Figure 3.3. The outer while-loop par-
titions the circuit graph into regions using single-vertex dominators of u as cut points.
Double-vertex dominators of u are searched within these regions, which corresponds to
Step 3 of the outlined above algorithm.

The immediate double-vertex dominator of a given set S is obtained using the proce-
dure DOUBLEIDOM(S,V,E, idom(v)) by means of the modified max-flow algorithm. The
immediate dominator idom(v) is considered as a sink and all vertices in S are merged to a
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single source vertex. Each vertex in the V except the source and the sink is assigned a unit
capacity. The vertices across which min-cut partition the graph represent the minimal-size
dominator which dominates all paths from the source to the sink. Details on the modified
max-flow algorithm are given in Section 2. Since in our case there are no single-vertex
dominators between S and idom(v), the computed dominator set is always larger then one
vertex. If it is larger then two vertices, then DOUBLEIDOM returns en empty set.

It should be noted that there could be multiple min-cuts in the graph, each correspond-
ing to its own dominator set. The min-cut which cuts across the immediate dominator is the
one in which the partition containing the source consists only of vertices reachable from
the source by a path in the residual network. The residual network is a network in which
the capacity of each vertex v is reduced by the value of flow carried by all augmenting
paths passing through v.

If the double-vertex dominator {w1,w2} computed by DOUBLEIDOM is not an empty
set, then w1 is added to V1k and w2 is added to V2k as first elements.

ADDVECTOR(Vak,a,W,v) modifies Vak to accommodate the matching vector W of v
as a part of it. Then, indexes of vertices of Vak are updated by UPDATEINDEX(|Vak|,Vak)
(Figure 3.4). Also ADDVECTOR assigns (min(v),max(v)) = (index(w1), index(w|W |)) in
Vak, where w1 and w|W | are the first and the last elements of W , respectively. Furthermore,
for all wi, i ∈ {1, . . . , |W |}, the value a is assigned to f lag(wi), and the values of min(wi)
and max(wi) are updated as follows:

1. if min(wi) and max(wi) are not defined yet, (min(wi),max(wi)) are set to (index(v),
index(v)), otherwise

2. min(wi) is assigned the minimal of values {min(wi), index(v)},

3. max(wi) is assigned the maximal of values {max(wi), index(v)}.

Next, the dominator chain is updated. UPDATECHAIN applies FINDMATCHINGVEC-
TOR(v,Vbk,root) to find the matching vector for v which is the ith element of Vak. The
resulting vector is added to Vbk using ADDVECTOR.

FINDMATCHINGVECTOR(v,Vbk,root) works as follows. First, we look-up Vbk to find
a vertex w with index(w) = min(v). This vertex becomes the first element of W . Then
using procedure SINGLEIDOM(w,V ′,E ′,root), we compute the immediate single-vertex
dominator of w for the restricted circuit C′ = (V ′,E ′,root), with V ′ = V − v and E ′ = E−
{(y,v)|y∈V−{v}}. By restricting the circuit we exclude from consideration all paths from
u to root (root is local to FINDMATCHINGVECTOR(v,root)) which contain v. The com-
puted idom(w) together with v is a double-vertex dominator of u, thus idom(w) is appended
to the end of W . While-loop continues until the local root is reached. Behind procedure
SINGLEIDOM can be used any algorithm for the identification of single-vertex dominators
in a DAG [59, 65, 66, 67]. First, the dominator tree for C′ = (V ′,E ′,root) is constructed.
Then immediate single-vertex dominator of any vertex can be found in constant time from
the dominator tree. The complexity of the procedure FINDMATCHINGVECTOR is domi-
nated by computation of the dominator tree which can be done in O(|V |) time [65, 66, 67].
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algorithm DOMINATORCHAIN1(V,E,root,u)
v = u;
k = 1;
last_index1 = 0; last_index2 = 0;
while 1 do

idom(v) = SINGLEIDOM(v,V,E,root);
/* defines the end of search region */
S = {v};
while 1 do

i = 1; j = 1;
V1k = /0; V2k = /0;
{w1,w2}= DOUBLEIDOM(S,V,E, idom(v));
if {w1,w2}= /0 then

break ;
/* w1 and w2 become the 1st elements of V1k and V2k */
index(w1) = last_index1 +1; index(w2) = last_index2 +1;
ADDVECTOR(V1k,1,(w1),w2);
ADDVECTOR(V2k,2,(w2),w1);
while i≤ |V1k| or j ≤ |V2k| do

if i < |V1k| then
i = UPDATECHAIN(1,2, i,k,w);

else
j = UPDATECHAIN(2,1, j,k,w);

end
v1 is the last element of V1k;
v2 is the last element of V2k;
last_index1 = index(v1);
last_index2 = index(v2);
S = {v1,v2};
/* v1 and v2 are the last elements of V1k and V2k */
Du = APPEND(Du,{V1k,V2k});
k ++;

end /* end of inner while 1 do loop */
if idom(v) = root then

return Du;
else

v = idom(v);
end /* end of outer while 1 do loop */

end

Figure 3.3: Pseudo-code of the double-vertex dominator Algorithm 1.

When the current pair {V1k,V2k} is updated for all vertices, it is added to Du as next
element. When root is reached, DOMINATORCHAIN1 terminates by returning the resulting
dominator chain Du for u.
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algorithm UPDATECHAIN(a,b, i,k,root)
Find ith element of Vak, v;
W = FINDMATCHINGVECTOR(v,Vbk,root);
ADDVECTOR(Vbk,b,W,v);
i++;
return i;

end

algorithm FINDMATCHINGVECTOR(v,Vbk,root)
Find w ∈Vbk with index(w) = min(v);
W = (w);
V ′ = V −{v};
E ′ = E−{(y,v) | y ∈V −{v}};
while 1 do

idom_w = SINGLEIDOM(w,V ′,E ′,root);
if idom_w = root do

return W ;
else

W = APPEND(W, idom_w);
w = idom_w;

end while
end

algorithm UPDATEINDEX(i,W )
Find ith element of W , vi;
if index(vi) is not defined

index(vi) = UPDATEINDEX(i−1,W )+1;
return index(v1);

end

Figure 3.4: Pseudo-codes of the procedures UPDATECHAIN, FINDMATCHINGVECTOR
and UPDATEINDEX.

The complexity of the algorithm is dominated by computation of matching vectors by
FINDMATCHINGVECTOR for every vertex in Dom_v(u). Dom_v(u) has O(|V |) size, thus
the algorithm has O(|V |2) worst-case complexity.

Dominator Algorithm 2

In this subsection we present our most advanced algorithm for computing double-vertex
dominators, which has linear worst case time complexity.

As we mentioned before, in this subsection we focus on Step 3 of the outlined in the
beginning of the Section 3.7 algorithm. In other words, to simplify the description of the
algorithm we assume that there is no single-vertex dominators of u with respect to root.

Throughout this section, we assume i, j ∈ {1,2} and i 6= j, prb refers to the vertex in
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algorithm DOMINATORCHAIN2(V,E,root,u)
Construct a path P1 = (p11 = u, p12, . . . p1|P1| = root);
Construct a path P2 = (p21 = u, p22, . . . p2|P2| = root);
Construct a path P3 = (p31 = u, p32, . . . p3|P3| = root);
if P3 is constructed then return Du = /0; /* return empty dominator chain */
Set marked(w) = 0 for all w ∈V ;
ASSIGNMINMAX(P1,P2);
Set marked(w) = 0 for all w ∈V ;
ASSIGNMINMAX(P2,P1);
V1(Du) = CONSTRUCTVECTOR(P1,P2);
V2(Du) = CONSTRUCTVECTOR(P2,P1);
CONVERTMINMAX(V1(Du),P2);
CONVERTMINMAX(V2(Du),P1);
return CONSTRUCTD_U(V1(Du),V2(Du));

end

Figure 3.5: Pseudo-code of the double-vertex dominator Algorithm 2.

the position b in path Pr and vrb refers to the vertex in the position b in vector Vr, where r
and b are integer numbers.

We call a pair of paths P1 and P2 disjoint if they have no common vertices except
terminal vertices, i.e. Pnb

1
⋂

Pnb
2 = /0, where Pnb

1 and Pnb
2 are sets of all the non-terminal

vertices of P1 and P2, respectively.

Lemma 11 If there are two disjoint paths P1 and P2 from u to root, then, for any double-
vertex dominator {v1,v2} of u, it holds that v1 ∈ P1 and v2 ∈ P2.

Proof: By Definition 2 a vertex of a dominator should be contained in any path from u
to root, thus at least one vertex of the dominator should be present in P1 and P2. By the
condition of the Lemma, there are no vertices that belong to both P1 and P2 except u and
root. Vertices u and root are single vertex dominators of u, thus they do not belong to
Dom_v(u). Therefore, one vertex of the dominator should belong to P1 and the other one
to P2.

2

It directly follows from the Lemma 11 that Dom_v(u)⊂ P1
⋃

P2, i.e. we can say that if
a vertex belongs neither to P1 nor to P2, then it does not belong to Dom_v(u).

First, the presented algorithm tries to build three paths from u to root. Each vertex is
assigned a unit capacity, then the modified max-flow computation algorithm attempts to
construct three augmenting paths, with u as the source and root as the sink. Recall that
the original max-flow computation algorithm operates on edge capacities while our modi-
fied version operates on vertex capacities. Details on the modified max-flow algorithm are
given in Section 2. Each resulting augmenting path carries a unit flow since residual ca-
pacity for all vertices in both directions is always either one or zero. Different augmenting
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paths may use the same vertex multiple times in different directions, while net flow through
the vertex should be either one or zero. So, essentially each vertex is carrying the flow of
either one path or no path at all. Following the flow in vertices, the augmenting paths can
be reconstructed such that each vertex is used only by one augmenting path. Resulting
augmenting paths are mutually disjoint by construction.

Since there are no single-vertex dominators of u with respect to root, we should be able
to construct at least two paths. If the algorithm is able to construct the third augmenting
path, then u has no double-vertex dominators. If there exist three augmenting paths, then,
for any vertex w, there exist two disjoint paths from u to root in which w is not included.
So, it follows from Lemma 11 that Dom_v(u) = /0.

If only two paths P1 and P2 are constructed, then vertices in these paths are left as can-
didates for Dom_v(u). Some vertices in P1 and P2 cannot belong to Dom_v(u) according
to the Theorem 5 given below.

In the rest of the section, if we say that some path P is disjoint, we mean that P is
disjoint with the paths P1 and P2.

Theorem 5 If there is a disjoint path P3 = (pik . . . pim), then pib 6∈Dom_v(u) if k < b < m.

Proof: Assume that i = 1 (the case i = 2 can be proved similarly). The path P1 can be seen
as concatenation of three paths P1 = P4P5P6 where P4 = (p11 . . . p1k), P5 = (p1k . . . p1m),
and P6 = (p1m . . . p1|P1|). Let P7 denote a path which is a concatenation of three paths
P7 = P4P3P6.

Since p1b ∈ P5 and p1b cannot appear twice in the path P1, we have p1b 6∈ P4 and
p1b 6∈ P6. Since P1 and P3 have no common vertices except p1k and p1m, thus p1b 6∈ P3. It
implies that p1b 6∈ P7, and also that p1b 6∈ P2, since P1 is disjoint with P2. Paths P2 and P7
are two disjoint paths from u to root and p1b does not belong to any of them, thus it follows
from Lemma 11 that pib 6∈ Dom_v(u).

2

We call a vertex pik alive if there is no disjoint path from the predecessor of pik to the
successor of pik in the path Pi. In other words, alive vertices are these vertices which
are candidates to be in Dom_v(u) taking into account the Theorem 5. The procedure
ASSIGNMINMAX is used to identify whether a vertex on path P1 or P2 is alive or not.
This procedure is described later in the section.

Any pair of alive vertices, one from P1 and one from P2, can potentially be a double-
vertex dominator of u. The following Theorem 6 restricts the set of pairs of vertices that
can be in Dom(u).

Theorem 6 If there is a disjoint path P3 = (pik . . . p jm), then {pin, p jb} 6∈ Dom(u) if n > k
and b < m.

Proof: The path P1 can be seen as a concatenation of two paths P1 = P4P5 where P4 =
(p11 . . . p1k), P5 = (p1k . . . p1|P1|). The path P2 can be seen as a concatenation of two paths
P2 = P6P7 where P6 = (p21 . . . p2m), P7 = (p2m . . . p2|P2|). Let P8 denote a path which is a
concatenation of three paths P8 = P4P3P7.
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algorithm ASSIGNMINMAX(Pi,Pj)
reached_Pi = 0;
reached_Pj = 1;
new_reached_Pi = reached_Pi;
new_reached_Pj = reached_Pj;
last_alive = 0;
for k from 1 by 1 to |Pi|−1 do

if reached_Pi > k then
/* Here we essentially remove the vertex from being candidate to dominator chain*/
min(pik) = |Pj|;
alive(pik) = last_alive;

else
min(pik) = reached_Pj;
alive(pi last_alive) = k;
last_alive = k;

FINDREACHABLE(pik,Pi,Pj);
if reached_Pi < new_reached_Pi then reached_Pi = new_reached_Pi
if reached_Pj >= new_reached_Pj then break ;
for b from reached_Pj by 1 to new_reached_Pj−1 do

max(p j b) = k;
end
reached_Pj = new_reached_Pj;

end
alive(pi last_alive) = |Pi|;

end

Figure 3.6: Pseudo-code of the procedureASSIGNMINMAX.

Since P1 and P3 have no common vertices except p1k, thus p1n 6∈ P3. Since P2 and P3
have no common vertices except p2m, thus p2b 6∈ P3.

Since p1n ∈ P5 and p1n cannot appear twice in the path P1, thus p1n 6∈ P4. Also p2b 6∈ P4
since P1 is disjoint with P2.

Since p2b ∈ P6 and p2b cannot appear twice in the path P2, thus p2b 6∈ P7. Also p1n 6∈ P7
since P1 is disjoint with P2.

It follows from above that p1n, p2b 6∈ P8. Since P8 is a path from u to root, it follows
from Definition 2 that {p1n, p2b} 6∈ Dom(u).

2

In order to keep track of possible dominators, we use fields max(v) and min(v)1 for
every vertex in P1 and P2. We set max(pik) = m if we identify that {pik, p jb} 6∈Dom(u) for
all b > m. And min(pik) = m if {pik, p jb} 6∈ Dom(u) for all t < m.

1Note that fields max(v) and min(v) during most part of the algorithm contain values not as they are defined
at the end of Section 3.6. Only after procedures CONVERTMINMAX at the end of DOMINATORCHAIN2 are
completed the fields max(v) and min(v) are assigned according to there definition in Section 3.6.
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We set fields max(v) and min(v) using Theorem 6. If there exists a disjoint path P3 =
(pik . . . p jm), then according to Theorem 6 max(p jb) ≤ k for all b ∈ (1, . . . ,m− 1) and
min(pib) ≥ m for all b ∈ (k + 1, . . . , |Pi|). We write inequality because there might be
another disjoint path P4 = (pir . . . p js) where r < k and s ≥ m. In this case max(p jb) has
to be at most r. Ultimately, the max(v) and min(v) can be set according to the following
property.

Property 1

(a) max(p jb) = k, where k is the minimal integer such that there exist a disjoint path P3 =
(pik . . . p jm), where m > b.

(b) min(pib) = m, where m is the maximal integer such that there exist a disjoint path P3 =
(pik . . . p jm), where k < b.

Procedure ASSIGNMINMAX(Pi,Pj) allocates max(v) field for all vertices v ∈ Pi and
min(w) field for all vertices w ∈ Pj. This procedure also checks whether vertices in path
Pi are alive or not. The field alive(v) for vertex v ∈ Pi is assigned to the closest alive
predecessor of v in Pi if v is not alive. Otherwise alive(v) is assigned to the closest alive
successor of v in Pi.

The main loop of the procedure ASSIGNMINMAX(Pi,Pj) iterates through indexes of
vertices in the path Pi from the source to the destination. For every index k, on the entrance
of the loop, the variable reached_Pi contains the maximum index of a vertex on path Pi that
can be reached from the predecessor of pik in Pi by a disjoint path. Similarly, the variable
reached_Pj contains the maximum index of a vertex on path Pj that can be reached from
the predecessor of pik in Pi by a disjoint path.

In the loop, first it is checked whether the vertex pik is alive or not. If reached_Pi > k it
means that there is a disjoint path P3 from some of the predecessors of pik to its successor
in path Pi. Thus by Lemma 5 pik is not alive. If reached_Pi ≤ k then no such disjoint
path P3 exists and pik can be declared alive. According to Property 1b min(pik) is set to
reached_Pj.

In the loop, the procedure FINDREACHABLE (described later) is used to update a pair
of global variables new_reached_Pi and new_reached_Pj. The number new_reached_Pi is
the maximum index of a vertex on path Pi that can be reached from pik or any of its prede-
cessor in Pi by a disjoint path. Since pik is a predecessor of pi k+1, new_reached_Pi repre-
sents the value of reached_Pi for next iteration of main loop. The number new_reached_Pj
is the maximum index of a vertex on path Pj that can be reached from pik or any of its pre-
decessor in Pi by disjoint path. new_reached_Pj represents the value of reached_Pj for the
next iteration of the loop.

If new_reached_Pj > reached_Pj, it means that for vertices v in the range (p j reached_Pj ,
. . . , p j new_reached_Pj−1), the vertex pik was the vertex with the minimum index in path Pi
from which there exists a disjoint path to vertex following v in Pj. According to Property 1a
max(v) is set to k.

The procedure FINDREACHABLE(v,Pi,Pj) insures that marked(w) = 1 is set for all
vertices w which are reachable by disjoint path from v and update global variables new_re−
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algorithm FINDREACHABLE(v,Pi,Pj)
index_count = 1;
V = /0;
for all w ∈ OUT (v) do

if marked(w) = 1 then break ;
marked(w) = 1;
if w = root then return (|Pi|, |Pj|);
if w = pim then

if m > new_reached_Pi then new_reached_Pi = m;
break ;

if (w = p jn) then
if n > new_reached_Pj then new_reached_Pj = n;
break ;

end
end

Figure 3.7: Pseudo-code of the procedure FINDREACHABLE.

ached_Pi and new_reached_Pj. Marking (i.e setting marked(w) = 1) is done by using a
depth first search algorithm. Any disjoint path reaching w, where w 6∈ P1 ∩ P2 can be
extended to any output of w, and such an extended path is a disjoint path. So, all output
vertices of w are reachable by disjoint paths, thus they are marked. FINDREACHABLE is
called for all newly marked vertices which do not belong to P1 or P2.

The maximum index of each marked vertex in path Pi (Pj) is stored in the global vari-
able new_reached_Pi (new_reached_Pj). The meaning of the variables is that new_rea−
ched_Pi (new_reached_Pj) represents the maximum index of the vertex on path Pi (Pj)
that can be reached by a disjoint path from one of the vertices v for which FINDRE-
ACHABLE(v,Pi,Pj) was initially called.

The next theorem states that once all min(), max() are set by ASSIGNMINMAX(Pi,Pj)
and ASSIGNMINMAX(Pj,Pi), all remaining candidates to be double-vertex dominators are
actually double-vertex dominators.

Theorem 7 If vertices p1r and p2b are alive, max(p2b)≥ r, and min(p2b)≤ r, then {p1r, p2b}
is a double-vertex dominator of u.

Proof: Assume that {p1r, p2b} is not a double-vertex dominator. Then there should be a
path P3 = (u . . .root) which does not contain either p1r or p2b. (Note that P3 is not the
same path as the one which were trying to construct with an augmenting path algorithm in
the beginning of the algorithm.)

Let V = (v1 . . .v|V |) denote a vector of vertices which corresponds to P3 where all ver-
tices that do not belong to either P1 or P2 are removed. More formally, v ∈V if v ∈ P3, and
either v ∈ P1 or v ∈ P2, and vertex v precedes u in vector V if v precedes u in P3.

Let Upr denotes the set of vertices that precedes vertex p1r in P1 or p2b in P2, i.e.
v ∈Upr if v = p1k where k < r or v = p2k where k < b. Let Usu denotes the set of vertices
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algorithm CONSTRUCTVECTOR(Pi,Pj)
index_count = 1;
V = /0;
for k from 2 by 1 to |Pi|−1 do

min = min(pik);
max = max(pik);
if min = |Pj| then break ;
if min(p j min) = |Pi| then

/* Here we update min value by an index of closest alive successor of p j min in Pj */
min(pik) = alive(p j alive(p j min));

if min(p j max) = |Pi| then
/* Here we update max value by an index of closest alive predecessor of p j max in Pj */
max(pik) = alive(p j max);

if min(pik) <= max(pik) then
append pik to the end of vector V ;
index(pik) = index_count;
index_count = index_count +1;

end
return V ;

end

Figure 3.8: Pseudo-code of the procedure CONSTRUCTVECTOR.

that follows vertex p1r in P1 or p2b in P2, i.e. v ∈Usu if v = p1k where k > r or v = p2k
where k > b.

Any vertex in V belong to either Upr or Usu. Since v1 = u ∈Upr and v|V | = root ∈Usu
there exists m such that vm ∈Upr and vm+1 ∈Usu. Let P4 denote a part of the path P3 from
vertex vm to vm+1, i.e. P4 = (vm . . .vm+1). By construction, P4 does not have any common
vertices with P1 or P2 except for the terminal vertices.

To summarize, from the assumption that {p1r, p2b} is not a double-vertex dominator,
we derived that there exist the path P4. Next we show that such path P4 does not exist, that
would invalidate the assumption.

With respect to the source and the destination of P4, there are four possible cases:

(1) vm ∈ P1 and vm+1 ∈ P1,

(2) vm ∈ P2 and vm+1 ∈ P2,

(3) vm ∈ P1 and vm+1 ∈ P2,

(4) vm ∈ P2 and vm+1 ∈ P1.

case 1: If P4 exists, then vertex p1r is not alive. This contradicts the condition of the
Theorem.
case 2: If P4 exists, then vertex p2b is not alive. This contradicts the condition of the
Theorem.
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algorithm CONVERTMINMAX(Vi,Pj)
for all v ∈Vi do

min(v) = index(p j min(v));
max(v) = index(p j max(v));

end
end

Figure 3.9: Pseudo-code of the procedure CONVERTMINMAX.

case 3: If P4 exists, then max(p2b)≤ k, where k is the index of vertex vm in P1, i.e. vm = p1k.
Since vm ∈Upr it follows that k < r, thus max(p2b) < r. This contradicts the condition of
the Theorem.
case 4: If P4 exists, then min(p2b) ≥ k, where k is the index of vertex vm+1 in P1, i.e.
vm+1 = p1k. Since vm+1 ∈Usu it follows that k > r, thus min(p2b) > r. This contradicts the
condition of the Theorem.

2

Procedure CONSTRUCTVECTOR(Pi,Pj) returns the vector V , which is one of the vec-
tors Vi(Du). The vector V consists of a subset of vertices of Pi. A vertex pix belongs to
V according to Theorem 7 if there is at least one alive vertex in Pj which is in the range
between min(pix) and max(pix). First, it is checked whether min(pix) and max(pix) point
to alive vertices. If not, then they are updated. The min(pix) is updated upward to the
index of closest alive vertex, i.e min(pix) = y, where y is the minimal index of alive ver-
tex such that y > min(pix). Similarly, the max(pix) is updated downward to the index of
closest alive vertex. Finally, if min(pix) ≤ max(pix) the vertex pix forms a double-vertex
dominator at least with p j min(pix) and p j max(pix), thus pix is appended at the end of vector
V . We set index(pix), since at that point we know the position of pix in V . Since the posi-
tion of vertices in the vector V2(Du) is not known when the V1(Du) is constructed, we can
not set min(pix) and max(pix) to point to indexes in Vj(Du). The conversion of min(pix)
and max(pix) for all vertices in Vi from indexes of Pj to indexes of Vj(Du) is done by the
procedure CONVERTMINMAX(Vi,Pj).

Finally, the Du is constructed by the procedure CONSTRUCTD_U (V1(Du),V2(Du)).
The construction of Du is an optional part of the algorithm, since for some applications it
is sufficient to have V1(Du) and V2(Du) along with min(v), max(v) for all v ∈Vj(Du).

The procedures CONSTRUCTVECTOR(Pi,Pj), CONVERTMINMAX(Vi,Pj) and CON-
STRUCTD_U(V1,V2) have linear complexity with respect to |Pi|, |Vi|, |V1 +V2| respectively.
The procedure FINDREACHABLE(v,Pi,Pj) is called at most once for every vertex during
call of procedure ASSIGNMINMAX(Pj,Pi). Each call of FINDREACHABLE(v,Pi,Pj) it-
erates through all output edges of vertex v, thus ASSIGNMINMAX(Pj,Pi) has linear time
complexity with respect to the number of edges in the input graph.

The procedure DOMINATORCHAIN2(V,E,root,u) has the complexity O(|E|), since all
its components have linear complexity with respect to |E|. The runtime of the algorithm
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algorithm CONSTRUCTD_U(V1,V2)
begin1 = 1;
begin2 = 1;
end1 = 1;
end2 = 1;
k = 1;
Du = /0;
while end1 6= |V1| do

while 1 do
end2new = max(v1 end1);
if end2new = end2 then break ;
end2 = end2new;
end1new = max(v2 end2);
if end1new = end1 then break ;
end1 = end1new;

end
Set V1k = {v1 begin1, . . .v1 end1}, i.e V1k is subvector of V1;
Set V2k = {v2 begin2, . . .v1 end2}, i.e V2k is subvector of V2;
Append {V1k,V2k} to Du;
k = k +1;
begin1 = end1;
begin2 = end2;

end
return Du;

end

Figure 3.10: Pseudo-code of the procedure CONSTRUCTD_U.

is dominated by execution time of procedures ASSIGNMINMAX(Pj,Pi) and ASSIGNMIN-
MAX(Pi,Pj). So the real execution time is essentially proportional to 2|E ′|, where E ′ ⊆ E
is the set of all edges reachable from u.

3.8 Experimental Results

In this section, we compare the performance of the Algorithms 1 and 2. We also show
the performance of an algorithm [23] for computing general multiple-vertex dominators,
which is presented in the Chapter 4. The algorithm [23] computes k-vertex dominators of
any k. For the fair comparison we set k = 2.

Table 3.1 summarizes the results for the complete ISCAS’85 benchmark set. We have
also applied the algorithms to a larger set of 203 combinational benchmarks from the
IWLS’02 benchmark set. Table 3.2 and Table 3.3 summarize the results for 80 largest
by number of gates benchmarks from IWLS’02 benchmark set. In the last row of the
Table 3.3, total is computed for all 203 benchmarks.

Columns 1, 2, 3 and 4 show the name of the benchmark, the number of primary inputs,
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all all useful runtime, sec
name in out gates 1-doms 2-doms 2-doms [23] alg1 alg2

C1355 41 32 546 960 18600 10512 1.09 0.11 0.08
C17 5 2 12 6 4 3 1.09 0.08 0.03

C1908 33 25 448 636 8712 5696 0.06 0.12 0.09
C2670 233 140 951 2091 2383 410 0.5 0.09 0.06
C3540 50 22 1089 727 8408 5657 0.45 0.11 0.08
C432 36 7 246 195 3203 2127 2.17 0.12 0.06
C499 41 32 442 960 16808 9968 0.12 0.12 0.08

C5315 178 123 1952 4093 29311 11068 0.73 0.17 0.11
C6288 32 32 2370 480 5743 3366 1.67 0.27 0.2
C7552 207 108 2282 4604 87027 14728 19.12 0.31 0.11
C880 60 26 388 432 2716 1309 2.27 0.09 0.08
total 15184 182915 64844 29.27 1.59 0.98

Table 3.1: Results of the dominator algorithms on ISCAS’85 benchmark set.

the number of primary outputs, and the number of gates, respectively.
In the conducted experiment we treat every output of a multi-output benchmark as a

separate function. Circuit for each output is extracted from the original multi-output circuit.
Within each resulting single-output circuit all dominators are computed for each primary
input with respect to the primary output. The numbers shown in Columns 5, 6 and 7 give
the total number of obtained dominators in all single output circuits of the corresponding
benchmark. The same dominator of multiple inputs is counted as one dominator.

In Column 5 we show the total number of single-vertex dominators (except trivial dom-
inators which are primary inputs and output), computed using Lengauer and Tarjan’s algo-
rithm [59].

All three considered algorithms are capable of finding all double vertex-dominators in
the circuit, thus they produce the same result. Column 6 shows the number of all double-
vertex dominators computed by the algorithms. For some applications the most useful
dominators are those which dominate more vertices then the size of the dominator itself.
Thus in Column 7 we also show the number of all "useful" double-vertex which dominate
at least three primary inputs.

Columns 8, 9 ,10 show runtime, in seconds, of the algorithm [23], and the algorithms 1
and 2 respectively. The measuring is done using the Unix command time (user time). The
experiments were performed on a PC with a 1600 MHz AMD Turion64 CPU and 1024
MByte main memory.

One can observe that double-vertex dominator specific algorithms 1 and 2 substantially
outperform algorithm [23], delivering on average an order of magnitude runtime reduction.
The difference between algorithms 1 and 2 is not so substantial. However, one can see that
the performance of the algorithm 2 is better on larger circuits, due to its linear complexity.
The algorithm 2 outperforms the algorithm 1 on all 40 largest benchmarks presented in
Table 3.2.

When a benchmark circuit is red by the algorithm it is converted to an And-Inverter
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graph which consists of AND and NAND gates with up to 2 inputs. In such a circuit, the
majority of single vertex dominators have corresponding trivial double-vertex dominator
which is a pair of vertices feeding the single-vertex dominator. The number of such trivial
double-vertex dominators can be roughly overapproximated to be equal to the number of
single-vertex dominators. Trivial double vertex dominators in most of applications are less
useful then corresponding single-vertex dominator. So, the numbers in Column 7 can be
reduced by the number in Column 5 in order to get a better feeling about the number of
useful dominators.

Some circuits have less double-vertex dominators than single-vertex ones. Recall that
the definition of multiple-vertex dominator excludes redundancies. Therefore, in the ex-
treme case of a tree-like circuit with n vertices the number of single-vertex dominators is
n while the number of double-vertex dominators is 0.

3.9 Conclusion

The results presented in this Chapter improve the state of the art in double-vertex domi-
nator identification in terms of both space and time complexity. First, we introduce a data
structure for representing double-vertex dominators, which has linear size and can be ef-
ficiently manipulated. Second, we present an algorithm which can find all double-vertex
dominators for a given vertex in linear time.

Note, that our results allow us to find and represent in linear time and space all double-
vertex dominators for a single vertex only. Thus, if the goal is to find and represent all
double-vertex dominators of all vertices in a circuit, then we need quadratic time and
space. In contract, all single-vertex dominators of all vertices in a circuit can be found
and represented linear time and space.

Even though dealing with double-vertex dominators is not as simple as dealing with
single-vertex dominators, we expect that in the majority of possible applications there will
be no need to find all double-vertex dominators of all the vertices of a circuit. Instead, only
the dominators of a limited set of vertices (for example primary inputs) will be of interest.

Our results may find potential application beyond CAD borders. In general, any appli-
cations which use dominators in a DAG may potentially benefit from this work.
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all all useful runtime, sec
name in out gates 1-doms 2-doms 2-doms [23] alg1 alg2

clma 94 115 24277 948 9819 2867 88.52 0.41 0.34
clmb 415 402 23906 361 8638 2356 98.09 0.53 0.45

mult32 64 96 10594 1150 27507 16442 885.62 2.98 1.45
apex2 38 3 8755 853 1551 890 162.16 0.23 0.16

too_large 38 3 8746 971 2238 1467 136.02 0.22 0.14
misex3 14 14 8155 59 2657 1224 29.83 0.17 0.12

seq 41 35 7462 1796 27631 13879 9.62 0.25 0.16
cordic_latches 318 294 6212 7313 31714 12214 4.27 0.36 0.28

bigkey 452 421 5661 2016 8822 2421 4.16 0.33 0.23
s15850s 553 627 5389 27210 170189 31245 25.23 0.81 0.41

alu4 14 8 5285 134 706 449 28.06 0.08 0.08
des 256 245 4733 3361 9231 2349 2.56 0.25 0.17

s15850 611 684 4172 34564 74941 16975 18.52 0.77 0.45
apex5 114 88 3781 800 21728 8107 0.95 0.17 0.12
key 452 421 3537 1348 7717 2740 2.17 0.28 0.19
i8 133 81 3444 2068 8121 3296 0.83 0.12 0.09

ex1010 10 10 3278 0 545 92 11.33 0.14 0.14
dsip 452 421 2975 2245 6586 2059 1.75 0.23 0.2
i10 257 224 2935 6446 81707 30608 4.95 0.47 0.2

apex4 9 19 2905 0 841 165 8.7 0.12 0.09
s13207s 483 574 2590 3179 13365 6673 2.28 0.22 0.16
apex3 54 50 2419 1723 34386 29957 6.66 0.2 0.11

k2 45 45 2236 1827 16400 11693 5.42 0.17 0.08
s9234 247 250 2206 2938 21350 7230 1.2 0.2 0.14
apex1 45 45 2170 1547 17193 12273 3.84 0.16 0.09

cps 24 109 2139 1261 29846 12964 0.73 0.23 0.11
t481 16 1 2133 0 16 1 2.36 0.08 0.06
frg2 143 139 2011 1502 12407 3609 0.48 0.11 0.06
pair 173 137 1907 2459 37133 9196 0.5 0.17 0.11
dalu 75 16 1816 1593 38197 10801 2.77 0.2 0.08

table3 14 14 1759 1 1559 262 3.09 0.11 0.09
mm30a 123 120 1700 8312 1262424 290079 10.22 4.17 0.31
s9234s 163 174 1588 967 17530 5805 0.98 0.11 0.09
s5378 199 213 1544 1602 10510 4553 0.53 0.17 0.08

minmax32 131 128 1524 3017 1013988 123122 9.27 2.98 0.36
e64 65 65 1502 2016 0 0 0.27 0.08 0.05

table5 17 15 1492 60 3349 958 1.91 0.11 0.08
x3 135 99 1464 495 3515 1801 0.2 0.12 0.06

Z9sym 9 1 1337 0 46 9 7.17 0.09 0.06
x1 51 35 1317 366 2263 1297 0.33 0.06 0.03

Table 3.2: Results of the dominator algorithms on IWLS’02 benchmark set (Part I).
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all all useful runtime, sec
name in out gates 1-doms 2-doms 2-doms [23] alg1 alg2

scf 34 63 1261 981 9025 6998 1.5 0.09 0.11
rot 135 107 1199 1657 13626 4617 0.47 0.14 0.08
i7 199 67 1104 485 1083 834 0.14 0.08 0.06

misex3c 14 14 1093 81 1235 637 0.83 0.08 0.05
vda 17 39 1075 1143 9709 8166 0.77 0.11 0.05
tbk 11 8 1017 31 526 253 0.66 0.11 0.08
i9 88 63 981 876 2331 1827 0.28 0.14 0.06

minmax20 83 80 948 1283 164250 31592 2.03 0.59 0.16
planet 13 25 919 582 3088 2589 0.62 0.08 0.05

planet1 13 25 919 582 3088 2589 0.62 0.06 0.08
rd84 8 4 917 6 112 24 1.19 0.06 0.03
sand 16 14 889 368 4127 3391 0.59 0.06 0.05

i6 138 67 831 279 913 672 0.11 0.09 0.06
Z5xp1 7 10 815 1 271 60 0.42 0.06 0.06
apex6 135 99 795 525 3996 1169 0.16 0.09 0.06

x4 94 71 794 305 3831 2250 0.14 0.09 0.06
term1 34 10 746 46 733 453 0.08 0.05 0.03
duke2 22 29 731 298 4098 2490 0.2 0.05 0.05

sbc 68 84 726 1050 3897 2128 0.12 0.08 0.03
vg2 25 8 717 117 1915 1275 0.12 0.05 0.05
s1 13 11 703 170 1582 1222 0.36 0.11 0.03

s1494 14 25 688 274 1540 988 0.09 0.05 0.08
s1488 14 25 678 272 1526 975 0.08 0.08 0.06
clip 9 5 666 17 332 217 0.14 0.08 0.06
styr 14 15 666 227 1595 1182 0.2 0.06 0.03

tbk-retime 55 52 661 1506 21999 12475 1.17 0.17 0.08
frg1 28 3 586 120 284 193 0.44 0.08 0.03
ttt2 24 21 586 62 1297 636 0.09 0.06 0.06

mm9b 38 35 575 673 32846 15434 0.45 0.19 0.08
mult32a 65 33 568 1583 25395 2077 0.3 0.09 0.06
s1238 32 32 565 332 2470 1205 0.19 0.08 0.08

minmax12 51 48 564 527 24678 7532 0.45 0.19 0.11
s1423 91 79 554 2758 30126 8974 0.33 0.16 0.06
alu2 10 6 526 48 123 55 0.27 0.03 0.03

mm9a 39 36 512 812 16111 9171 0.27 0.14 0.06
s1196 32 32 510 330 2423 1224 0.16 0.05 0.06

s1a 13 11 496 114 642 531 0.17 0.06 0.05
rd73 7 3 487 4 109 67 0.12 0.06 0.03

minmax10 43 40 468 388 13010 4597 0.28 0.11 0.06
mult32b 94 63 461 122 363 181 0.06 0.03 0.06

total 162393 3594894 870465 1608.2 29.18 16.29

Table 3.3: Results of the dominator algorithms on IWLS’02 benchmark set (Part II).



Chapter 4

Non-Disjoint Decomposition and
Multiple-Vertex Dominators

This Chapter addresses the problem of non-disjoint decomposition of Boolean functions.
First, we show that the problem of computing non-disjoint decompositions of Boolean
functions can be reduced to the problem of finding multiple-vertex dominators of circuit
graphs. Then, we introduce an algorithm for computing all multiple-vertex dominators of
a fixed size which has polynomial time complexity.

4.1 Introduction

Non-disjoint decomposition of a Boolean function f is a representation of type

f (X ,Y,Z) = h(g1(X ,Y ), . . . ,gk(X ,Y ),Y,Z) (4.1)

where X ,Y,Z are sets of variables partitioning the support set of f , and h and gi are Boolean
functions, i ∈ {1, . . . ,k}. Applications of non-disjoint decomposition include multi-level
logic optimization [5, 73], FPGA technology mapping [74, 75, 76], testing [63], and formal
verification [77].

The problem of computing non-disjoint decomposition is hard. No algorithm for
computing all possible non-disjoint decompositions of a Boolean function in polynomial-
time is known. BDD-based decomposition algorithms show a good average-time perfor-
mance [73, 78, 79]. However, these approaches are limited by the excessive memory con-
sumption of decision diagrams.

This Chapter has two main contributions. First, we show that the problem of comput-
ing non-disjoint decompositions of Boolean functions is related to the problem of finding
multiple-vertex dominators of circuit graphs. A circuit graph is a common format for rep-
resenting Boolean functions. Most practical functions have small circuit representations.
Second, we introduce an algorithm which computes all multiple-vertex dominators of a
fixed size for any given vertex.

53
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The presented approach allows us to compute all non-disjoint decompositions which
are reflected in the circuit structure. However, these may not be all possible decomposi-
tions of the function. For example, if a function is represented by a circuit implementing
f = a(b + c), then the disjoint decomposition h = a ·g,g = b + c will be identified. How-
ever, if the function is represented by the circuit realizing f = ab + ac, then no disjoint
decomposition will be found.

The Chapter is organized as follows. Section 4.2 describes previous work. Section
4.3 shows a relation between non-disjoint decomposition and multiple-vertex dominators.
A polynomial time algorithm for computing multiple-vertex dominators is introduced in
Section 4.4. Conclusion is given in Section 4.5.

4.2 Previous Work

Non-disjoint decomposition of Boolean functions was pioneered by Curtis [80] in 1962.
Curtis has shown that a Boolean function possesses a simple non-disjoint decomposition of
type f (X ,Y,Z) = h(g(X ,Y ),Y,Z) if each of its 2|Y | decomposition charts representing sub-
functions fY (X ,Z) has at most two distinct columns. The decomposition chart for fY (X ,Z)
is a two-dimensional table where the columns describe all combinations of the variables
from the set X and the rows list all combinations of the variables from the set Z. 2|Y | charts
are obtained by fixing the variables of Y to all combination of their values from {0,1}n.

Roth and Karp [81] have extended simple non-disjoint decomposition to a more general
type given by equation (4.1). They used cube representation and reduced the problem of
computing column multiplicity to the problem of computing compatible classes for a set
of cubes.

Due to the exponential size of decomposition charts and cube representations, early
decomposition algorithms were not applicable to large functions. Instead, algebraic de-
composition methods were used in practice [82].

BDDs made possible developing algorithms for Boolean decomposition, feasible for
much larger functions than previously possible. In a BDD, the column multiplicity can be
computed by moving the variables X to the upper part of the graph and checking the num-
ber of children below the boundary line, called cut line. This approach has been adopted by
a number of BDD-based decomposition algorithms [78, 74, 79]. Stanion and Sechen [83]
used cut to find quasi-algebraic decomposition of the form f (X ,Y,Z) = g(X ,Y )¯h(Y,Z),
where "¯" is an arbitrary Boolean binary operation. This type decomposition is often
referred to as bi-decomposition [84, 85].

Another group of decomposition methods exploit the structure of BDDs, rather than
cut. Karplus [86] extended the classical concept of dominator on graphs to 0,1− domina-
tors on BDDs. A node v is a 1-dominator (0-dominator) if every path from the root to one
(zero) terminal node contains v. This idea was extended by Yang et al [73] to XOR-type
decompositions. Minato and De Micheli [87] presented an algorithm which computes all
disjoint decompositions by generating irreducible sum-of-product for the function from its
BDD and applying factorization. Algorithms [88] and [89] makes a single traversal of the
BDD to identify the disjoint decomposition of the co-factors and then combine them to
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obtain all disjoint decomposition for the entire function.

4.3 Non-disjoint Decomposition and Multiple-Vertex Dominators

In this section, we present a theorem showing the relation between non-disjoint decompo-
sition of Boolean functions and multiple-vertex dominators of circuit graphs.

Let X ,Y,Z be sets of variables partitioning the support set of a Boolean function f .
In the theorem we use notion of common multiple-vertex dominator of a set of vertices

which was defined in Section 3.3 (Definition 2).

Theorem 8 Suppose a Boolean function f (X ,Y,Z) is represented by a circuit graph C =
(V,E). Let VX ,VY ,VZ ⊂V be sets of primary input vertices corresponding to the variables
of the sets X ,Y,Z. Let vg1 , . . . ,vgk ∈V be a set of vertices such that:

1. {vg1 , . . . ,vgk} is a common multiple-vertex dominator of VX ,

2. (VX ∪VY )⊂⋃k
i=1 I(vgi), where I(vgi) is the cone of influence of vgi .

Then, there exist a decomposition of f of type

f (X ,Y,Z) = h(g1(X ,Y ), . . . ,gk(X ,Y ),Y,Z) (4.2)

where Boolean functions gi are the functions rooted by the vertices vgi , ∀i ∈ {1, . . . ,k}, of
C.

Figures 4.1 and 4.2 illustrate this theorem. Figure 4.1 shows an abstracted circuit graph
representing a Boolean function f (X ,Y,Z), where X = {x1,x2,x3}, Y = {y1,y2}, Z = {z1}.
The output root vertex is marked as v f . The vertices {vg1 ,vg2} are a common multiple-
vertex dominator for the set of inputs X ; the domination relation is depicted by the light
gray bell shaped area. The cones of influence of each of these vertices (reaching X ∪
{y1} and X ∪{y2} respectively) are shown in dark gray. The theorem shows that, under
these conditions, function f can be decomposed as h(g1(X ,y1),g2(X ,y2),Y,Z), where h :
B|Y∪Z|+2 → B, g1 : B|X∪{y1}|→ B and g2 : B|X∪{y2}|→ B . The resulting decomposition is
illustrated in Figure 4.2.

The present proof first appeared in [90].
Proof: Let M = {vg1 , ...,vgk} be the common multiple-vertex dominator of VX . Let G
be the set of all vertices from which M is reachable (the gray areas in Figure 4.1), G =⋃k

i=1 I(vgi), and let H denote all the vertices in the circuit graph C that do not belong to G,
i.e. H = V −G (the white area on Figure 4.1). Transform the graph C following the next
three steps:

(1) Pick an edge of the graph, (v,u) ∈ E, such that u ∈ H, v ∈ G, and v 6∈M.

(2) Make an isomorphic copy of the sub-graph induced by I(v), and call w the root of
this copy.
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Figure 4.1: The set of vertices {vg1 ,vg2} is a common multiple-vertex dominator of the set
of inputs {x1,x2,x3}

(3) Remove edge (v,u) from the graph, and add an edge (w,u)

After these steps, the transformed graph still represents f , since isomorphic sub-graphs
always represent the same Boolean function. Moreover, the subgraph created in the step
2 does not contain any primary input vertices in VX . If this was not the case, it would
contradict the fact that M is a common multiple-vertex dominator of VX , since it would
imply there is a path from a vertex in VX to the root which does not contain any vertex in
M.

Let us repeat the steps 1-3 above until no more edges can be picked. In the end, we
will have a circuit graph C′ that still represents function f , but in which every path from
a vertex v in G to the root contains a vertex in M. Lets call vh the root of C′. The graph
is now similar to the one shown in Figure 4.2. We can "split" the graph C′ by creating
k new primary input vertices g1,g2, ...,gk, and replacing every edge (vgi ,u), 1 ≤ i ≤ k,
with an edge (gi,u). The resulting graph has k+1 root vertices vh,vg1 , ...,vgk , representing
functions h,g1, ...,gk in equation 4.2.

2

Theorem 8 allows us to reduce the problem of computing non-disjoint decompositions
to the problem of computing multiple-vertex dominators. This result is important because
no polynomial-time algorithm for computing all non-disjoint decompositions of a Boolean
function is known. In the next section, we show that it is possible to compute multiple-
vertex dominators of a fixed size in polynomial time.
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Figure 4.2: Non-disjoint support decomposition of the function shown in Figure 4.1

4.4 Computing Multiple-Vertex Dominators of a Fixed Size

In this section, we show that it is possible to compute multiple-vertex dominators of a fixed
size in polynomial time.

Theorem 9 If there exists an O(τ(n)) algorithm for computing all single-vertex dom-
inators in a circuit graph C, then there exists an O(nk−1(|A|n + τ(n))) algorithm for
computing all multiple-vertex dominators of size up to k for all vertices in a set A.

Proof: Let Mv(C) denote a set of dominators of vertex v.
We prove the theorem by constructing an algorithm which computes Mv(C) for every

v ∈ A.
The algorithm has the following steps:

1. Set Mv(C) = /0 for every v ∈ A.

2. For every i from 1 to k do the step 3.

3. For each {v1, . . . ,vi−1} ∈V i−1 do the steps 4 to 9.

4. Remove from C all vertices from {v1, . . . ,vi−1}. Let C′ denotes the resulting mod-
ified graph, i.e. C′ = (V ′,E ′) where V ′ = V −{v1, . . . ,vi−1}, E ′ = E −{(u,w)|u ∈
{v1, . . . ,vi−1} or w ∈ {v1, . . . ,vi−1}}.

5. Compute all single-vertex dominators in C′.
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6. For every v ∈ A do the step 7.

7. For every u, where u is a single-vertex dominator of v in C′ do the steps 8.

8. If B /∈Mv(C), for all B such that B⊂ {u,v1, ..,vi−1} then

Mv(C) = Mv(C)
⋃
{u,v1, ..,vi−1}.

9. Undo step 4, i.e. reconstruct original graph C.

We prove correctness of the algorithm by induction on i. The statement that we prove
is the following. After the execution of the loop at the step 2 for some value of variable i,
each Mv(C) contains all multiple-vertex dominators of size up to i for the vertex v.

Basis: If i = 1, then C′ = C. Thus all single-vertex dominators found at the step 5 will be
added to the corresponding Mv(C) in the step 8.

Inductive step: Assume it holds that after the execution of the loop at the step 2 for
i = m−1, each Mv(C) contains all multiple-vertex dominators of size up to m−1 for the
vertex v. Next, we prove that the statement holds for i = m.

We show that every set added to Mv(C) at the step 8 is a dominator for v according to
the Definition 2 as follows.

First, we prove that every set added to Mv(C) at the step 8 dominates v, i.e satisfy
the Definition 1. We prove it by contradiction. Assume that {u,v1, ..,vm−1} does not
dominate v. Then there exists a path P = (v . . .root) in C such that u /∈ P, and v j /∈ P,
∀v j ∈ {v1, . . . ,vm−1}. The path P exists in C′ as well since it does not contain v j. Thus u is
not a single-vertex dominator of v in C′. This contradicts the step 7 of the algorithm.

In order to be a dominator, a set of vertices has to contain no redundant vertices, i.e.
satisfy the Definition 2 (b). Next, we show that every set added to Mv(C) at the step 8
satisfy the Definition 2 (b). We prove it by contradiction. Assume that {u,v1, ..,vm−1} is
not a dominator of v according to the Definition 2 (b). It means there is at least one vertex
w ∈ {u,v1, ..,vm−1} such that all paths containing w also contain at least one vertex from
{u,v1, ..,vm−1}−{w}. Thus there should be some set D ⊆ ({u,v1, ..,vm−1}−{w}), such
that D is a dominator of v. Since |D| ≤m, thus D ∈Mv(C) which contradicts the condition
of the algorithm at the step 8 and assumption of the inductive step.

We have shown that all sets added to Mv(C) are dominators. It remains to prove that
Mv(C) contains all dominators of size m. Assume that W = {w1, ..,wm} is a dominator of
v. At the step 3 all (m− 1)-tuples of vertices were considered including {v1, . . . ,vi−1} =
{w1, . . . ,wi−1}. The vertex wm should be a single-vertex dominator of v in C′, because
otherwise a path from v to root which does not contain wm would contradict that W is a
dominator of v. Since W is a dominator of v, no subset of W should be a dominator of v.
Thus, W should satisfy the condition of the step 8 and it should be added to Mv(C).

Now, when then correctness of the algorithm is proved, we evaluate its complexity.
At the step 8, checking that a subset of {u,v1, ..,vi−1} belongs to Mv(C) can be done in
constant time by storing Mv(C) is stored in a hash table in which the constant number of
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k-tuples has the same hash key. There are 2i subsets of {u,v1, ..,vi−1}, however since i is
bounded by the constant k, the step 8 has constant time complexity with respect to n. Thus,
loop at the step 7 has O(n) complexity. Loop at the step 6 has O(|A|n) complexity. The step
5 is O(τ(n)). The step 4 is O(n). Loop at the step 3 has O(ni−1(|A|n+ τ(n))) complexity.
The complexity of the algorithm is dominated by the last execution of the loop at the step
3 and it is equal to O(nk−1(|A|n+ τ(n))).

2

If a linear-time algorithm is used for computing single-vertex dominators [65, 66, 67],
then Mv(C) for a single vertex v can be obtained in O(nk) time.

4.5 Conclusion

This Chapter shows that the problem of computing non-disjoint decompositions of Boolean
functions can be reduced to the problem of finding multiple-vertex dominators in circuits.
We also prove that, for a given circuit, all multiple-vertex dominators of a fixed size can be
found in polynomial time. This implies that certain non-disjoint decompositions (the ones
reflected in the circuit structure) can be computed in polynomial time. A software tool
which implements the algorithm described in Section 4.4 is evaluated in the experimental
result section of Chapter 3.





Chapter 5

Hermes: LUT FPGA Technology
Mapping Algorithm for Area
Minimization with Optimum Depth

This Chapter focuses on the problem of technology mapping for look-up tables based
Field-Programmable Gate Arrays (FPGA). This problem, in its essence, is equivalent to
the problem of decomposing a Boolean function into subfunctions of up to k variables,
where k is the number of inputs of the FPGA’s look-up table. We present a heuristic algo-
rithm which minimizes depth as its first target and reduces area as its second target.

5.1 Introduction

FPGAs are widely used for VLSI design and rapid system prototyping. An FPGA consists
of an array of programmable logic blocks, programmable interconnect, and input/output
pads. Many of the commercial FPGAs use lookup table (LUT) based logic blocks (Xilinx,
AT&T). A k-input lookup table (k-LUT) can be programmed to implement any Boolean
function of up to k variables. The technology mapping problem for LUT-based FPGAs
consists of covering a general Boolean network with k lookup tables to obtain a function-
ally equivalent k-LUT network.

LUT FPGA technology mapping algorithms can be classified into five groups, accord-
ing to their primary objective: (1) area minimization [91, 92, 93]; (2) depth minimiza-
tion for delay optimization [94, 95, 96, 24]; (3) simultaneous area and depth minimiza-
tion [97, 98, 99]; (4) easy routability [100, 101]; (5) power minimization [102, 103, 104].

In this Chapter, we present a depth-optimal LUT based FPGA mapping algorithm Her-
mes which is an improvement of CutMap [24]. The main difference between the two
algorithms lies in the strategy for finding a suitable LUT rooted at a given vertex of the
circuit graph. While searching for inputs of the LUT, both algorithms try to re-use the
vertices which are already mapped. The CutMap algorithm [24] searches for an exact best
solution for this problem in the current state of the mapping process. However, a best LUT
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found for one state, might not be the best when the state changes. We designed a heuristic
which computes a close to best LUT in a significantly shorter time. Since an optimal local
solution is not necessary for reaching a global optimum, the overall quality of the solution
is not significantly affected.

CutMap minimizes the number of non-shared inputs at the moment of LUT construc-
tion. The presented algorithm, in addition, predicts future sharing and tries to minimize
the number of non-shared inputs for the final state of the mapping.

Another difference is that, in CutMap, once a LUT is selected, it remains unchanged.
The presented algorithm allows on-the-fly re-implementation of the LUTs that have a poor
input sharing with other LUTs. This can further increase the sharing of inputs among
LUTs.

CutMap, and its predecessor FlowMap [97], perform flow computation and searching
for cuts on a complementary graph representation, obtained from the original circuit graph
by splitting its vertices. Our algorithm carries out all computations directly on the original
circuit graph, thus saving time.

As a result of these improvements, the presented algorithm computes LUT mapping
solutions 15.5% and 3.5% smaller than to the ones obtained by FlowMap and CutMap,
respectively, using two orders of magnitude less time. The optimal depth of the mapping
is guaranteed.

An important feature of Hermes is that it uses maximum flow algorithm for comput-
ing cuts. This makes its runtime weakly dependent on the parameter k in different k-
LUT mappings. Contrary, the runtime of the algorithms based on enumerating cuts tech-
nique [105, 106] grows exponentially with k.

The Chapter is organized as follows. Section 5.2 presents the notation and definitions
used in the sequel. Section 5.3 introduces the new mapping algorithm. The experimental
results are described in Section 5.4. Section 5.5 concludes the Chapter.

5.2 Preliminaries

The problem of finding a k-LUT rooted at vertex v ∈ V is equivalent to the problem of
finding a k-vertex dominator for the subset of primary input vertices from which the vertex
v is reachable.

If a set v1, . . . ,vk dominates all primary inputs in the cone of influence of v, then it
partitions I(v) into two parts:

1. I1(v) = ∪i∈{1,...,k}I(vi),

2. I2(v) = I(v)− I1(v).

The resulting partition cut(I1(v), I2(v)) is a cut for I(v). We call the set of dominator
vertices a cut set and denote it by cut_set = {v1, . . . ,vk}.

The subgraph I2(v) is rooted by v. Furthermore it has only k incoming edges from
vertices outside I2(v), thus it can be implemented as a k-LUT.
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5.3 Mapping Algorithm

The presented algorithm takes as its input a Boolean circuit C = (V,E) and an integer k.
It computes a functionally equivalent k-LUT network for C. The pseudo-code is shown in
Figure 5.1.

We use L to represent a set of LUTs which we generate as a mapping solution. The set
of inputs and outputs of a LUT l ∈ L are denoted by Inputs(l) ⊆ V and Out puts(l) ⊆ V ,
respectively. For a k-LUT network, |Inputs(l)| ≤ k and |Out puts(l)|= 1 for all l ∈ L.

Cut computation

One of the core tasks which needs to be is repeated multiple times during technology map-
ping is the problem of finding a k-LUT rooted at a given vertex v. As was mentioned above,
this problem is equivalent to finding a cut for I(v) such that |cut_set| ≤ k. An arbitrary cut
for I(v) may have |cut_set| > k. In order to find a cut with a small k, our algorithm uses
the modified max-flow algorithm for identification of minimum cut separating v from PI.
The vertex v is considered as a sink and a new source vertex which feeds all vertices in set
PI∩ I(v) is introduced. Details on the modified max-flow algorithm are given in Section 2.

CutMap for cut computation uses the original max-flow algorithm, thus it has to explic-
itly split vertices and assign unit capacity to all edges connecting the split vertices. Recall
that the modified max-flow algorithm allows us assign capacity directly to vertices. If not
specified otherwise, every vertex has a unit capacity.

Another specific feature of our augmenting path algorithm is the usage of multiple
sinks. A new path is considered completed if it leads to any of the multiple sink vertices.
Multiple sink approach allows as to avoid vertex collapsing which is performed in CutMap
in order to obtain a single vertex sink. Instead of merging vertices into one sink, we mark
these vertices to represent a multiple sink.

Clearly, by avoiding vertex splitting and vertex collapsing, we do not reduce the asymp-
totic complexity of maximum flow computation, but only improve it by a constant factor.
The resulting speed-up constitute only a small portion of the overall performance improve-
ment achieved by the presented algorithm over CutMap.

Defining zero-cost vertices

We distinguish a subset of vertices in the graph which are either already mapped, or are
likely to become the LUTs outputs in the mapped circuit. These vertices, denoted by Z, are
called zero-cost vertices [24]. Primary inputs and primary outputs are always assigned zero
cost since they have to be implemented. Hermes also assigns zero cost to all vertices which
have a fan-out degree larger than 6. This is different from CutMap [24] which allocates
zero cost to all vertices dominating more than 5 vertices.
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algorithm HERMES(V,E,k)
L = /0;
Z = {v | v ∈V ∧Fanout(v) > 5} ∪ PO ∪PI;
for each v ∈V in forward topological order do

label(v) = ASSIGNLABEL(v);
end for
U = PO;
while U−PI 6= /0 do

Choose v ∈U with the maximum label(v);
U = U−{v};
Lv = {l | l ∈ L∧ v ∈ Inputs(l)};
if |Lv|= 0 then continue ;
if |Lv|= 1 and u was not re-implemented before, where u ∈ Out puts(l), l ∈ Lv then

REMOVE(l);
u is marked as “re-implemented” and U = U ∪{u};

else
Inputs(lnew) = FINDLUT(V,E,v,k,Z);
Out puts(lnew) = {v};
L = L∪{lnew};
U = U ∪ Inputs(lnew);
Z = Z∪ Inputs(lnew);

end while
end

Figure 5.1: Pseudo-code of the FPGA technology mapping algorithm HERMES.

Assigning labels

Each vertex v in the circuit is assigned a label, label(v), corresponding to the depth of the
optimal LUT mapping of its cone of influence I(v). The purpose is to set restrictions for
the next stage of the algorithm, which will guarantee the optimal depth of the resulting
k-LUT network.

ASSIGNLABEL assigns every primary input a label 0. For any other vertex, v∈V−PI,
if the maximum label of the vertices in I(v) is r, then, label(v) is either r, or r + 1. All
vertices of the graph with label equal to r are marked as multiple sink vertices. Augmenting
path algorithm is used to compute the maximum flow. If it is larger than k, it means that
it is impossible to construct a k-LUT which covers all u ∈ I(v) with label(u) = r. In this
case, label(v) is assigned to be r +1. Otherwise label(v) = r.

Main loop

We denote by U the set of vertices to be mapped. Initially, U contains all primary outputs
and zero-cost vertices. While U −PI 6= /0, the following loop is repeated. A vertex v ∈U
with the maximum label is chosen. The set of LUTs fed by v, denoted by Lv, is computed.
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If |Lv| = 1, then we decide that the LUT l ∈ Lv rooted at u ∈ Out puts(l) has a poor input
sharing and we try to re-implement it if u was not marked as “re-implemented”.

In REMOVE(l) the LUT l is removed from L and for all w∈ Inputs(l) such that w is not
an input of any other LUT, the vertex w is removed from Z and the procedure REMOVE(l2)
is recursively called, where l2 is the LUT rooted at w. When REMOVE terminates, the
vertex u is marked as “re-implemented” and added back to U .

Note that we restrict re-implementation to be made at most one per vertex. Usually
re-implemented LUT become the same as the one that we removed, but in some cases it
take advantage of other LUTs being added to the solution. Added LUTs means that more
vertices are added to Z thus during re-implementation the choice of new LUT may be
guided by the newly added to Z vertices to increase input sharing. We believe that allowing
more then one re-implementation per vertex would bring little quality improvement at the
expense of increased runtime.

This re-implementation feature of our approach allows us to achieve extra quality im-
provement (reduction in number of LUTs in solution) compared to CutMap. In CutMap
LUTs are never changed once they are added to the mapping solution.

Finding LUTs

If more than one LUT is fed by v, then the procedure FINDLUT is applied to find a LUT
rooted in v. The strategy of both, CutMap and the presented algorithm, is to try to maximize
sharing of inputs of generated LUTs. Both algorithms achieve this goal by minimizing the
cost of generated cuts. But the procedures for assigning vertex cost and the strategies for
finding minimum cost cuts are different.

Cost function selection

Both algorithms assign cost(v) = 0 to all zero-cost vertices v ∈ Z. Further, CutMap sets
cost(v) = 1 to all non-zero cost vertices, while the presented algorithm assigns cost be-
tween 4 and 15 depending on the probability of reusing these vertices by LUTs generated
later. To estimate this probability, we calculate how many vertices u ∈U have v in their
cone of influence. The resulting number is denoted by α(v) = |{u | u∈U ∧v∈ I(u)}|. The
cost of a vertex v is then assigned as follows:

cost(v) =





4, if α(v) > 3
5, if α(v) = 3
7, if α(v) = 2
11, if α(v) = 1
15, if α(v) = 0

Such a cost function considers not only past, but also future influence on LUT input shar-
ing.

In addition, the cost of a vertex v is increased by 1 if v becomes a node on a critical
path.
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algorithm FINDLUT(V,E,v,k,Z)
solution_exist = 0;
minimum_cost = ∞;
if v is on critical path then

Mark as multiple sink all u ∈ I(v) with label(u) = label(v);
else

Mark as multiple sink v;
for each u ∈ I(v) do

if u ∈ Z−PI then
capacity(u) = 0;

else
capacity(u) = 1;

while 1 do
cut(I1(v), I2(v)) = MAXFLOW(I(v),E);
if |cut_set|> k then

if solution_exist = 1 then
return best_cut_set;

else
Find u ∈ ((Z−PI)∩ cut_set) with minimum |Lu|;
capacity(u) = 1;

else
solution_exist = 1;
cost = EVALUATECUT(cut_set);
if cost < minimum_cost then

minimum_cost = cost;
best_cut_set = cut_set;

Find u ∈ ((I(v)−Z)∩ cut_set) with minimum α(u);
Mark u as multiple sink;

end while
end for

end

Figure 5.2: Pseudo-code of the procedure FINDLUT.

Finding minimum cost cuts

CutMap searches for a cut which has the minimum cost. In contrast, Hermes computes a
close to minimum cost cut.

FINDLUT, shown in Figure 5.2, uses the max-flow algorithm to find a cut(I1(v), I2(v))
such that all u ∈ I(v) with label(u) = label(v) belong to I2(v). This guarantees the optimal
depth of the mapping solution. The capacities of vertices for the augmenting path algorithm
are defined as follows. For all u ∈ (Z−PI)∩ I(v), the capacity is set to zero. For all
u ∈ I(v)− (Z−PI), the capacity is set to one.

The presented algorithm assigns unit capacity to all primary inputs since otherwise
the construction of augmenting paths would get blocked at input vertices. However, pri-
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mary inputs have zero-cost. Therefore, the cut set containing primary input vertices is still
encouraged by the best cost cut selection.

Vertices with zero capacity set “barriers” to the flow in a circuit graph. The min-
cut partitions the circuit across the bottleneck of the flow, i.e in the narrowest part of the
circuit. It is intuitive that the introduced barriers make the flow narrower in the areas which
are close to the barrier. Thus, vertices close to barrier vertices and the barrier vertices
themselves are likely to become a part of the cut set.

If the size of the cut set computed by MAXFLOW is smaller or equal than k, it is
considered as a possible candidate for inputs of a new LUT. The cost of all vertices involved
in the cut set is evaluated using the cost function described above. The cut set becomes the
best cut set if the total cost of all its vertices is the smaller than the previous best cost. The
non zero-cost vertex u ∈ cut_set with the smallest sharing probability α(u), is added to the
multiple sink. In this way, we force the maximum flow algorithm to make a new cut with
u ∈ I2(v). Hence u is not presented in the new cut set. The cut set and I2(v) set of the new
cut are strictly larger. The loop continues while the size of the cut set is smaller then k. If,
after the first run of the max-flow algorithm the size of the cut set is larger than k, then it
means that the barrier which was used in the cut set is too large. As a solution, we make
a “hole” in the barrier in order to be able to find another cut with another barrier involved.
Making a hole means that we assign a unit capacity to one of the vertices in the barrier.
It allows a unit flow to go throw the vertex, hence making the barrier weaker. To make
the hole, we choose a vertex which is used the least as an input of LUTs generated before.
Such a choice is motivated by the fact that the least used vertex has a higher probability
to be removed from Z in case of re-implementation of some LUT generated before. In
the worst case, all zero-cost vertices in I(v) have to be assigned a unit capacity to make
possible for max-flow algorithm to obtain its first acceptable solution.

Thus, the complexity to find a first solution is O(|(Z−PI)∩ I(v)|M), where M is the
complexity of MAXFLOW. After the first solution is found, FINDLUT(v) calls MAXFLOW
at most k− 2 times before it reaches its final solution. So, the overall complexity of
FINDLUT(v) is O((|(Z−PI)∩ I(v)|+k)M). One can see that making holes in the barriers
or introducing additional sinks do not invalidate paths which are found already. Therefore,
we can initialize MAXFLOW with the previously computed paths each time we call it. This
reduces the complexity of MAXFLOW to the complexity of finding one augmenting path,
which is O(|E|).

5.4 Experimental Results

In this section, Hermes is compared to FlowMap [97], CutMap [24] and Praetor [105]. All
algorithms were run on a PC with a 650 MHz CPU and 256 MByte main memory.

Options FlowMap -r0, CutMap -x, Praetor -u2 -o2 were selected to make the compar-
ison most representative. Hermes uses depth relaxation, i.e. allows non-optimum depth on
non-critical path. FlowMap -r0 and CutMap -x use depth relaxation, too. If FlowMap and
CutMap are run without these options, normally, solutions with more LUTs are obtained.

Praetor without the option -u2 does not allow node duplication. The option -o2
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FlowMap -r0 CutMap -x Praetor -u2 -o2 presented
name in out LUT t, sec LUT t, sec depth LUT t, sec depth LUT t, sec
C1355 41 32 74 1,73 66 1,6 14 132 0,53 4 66 0,33
C17 5 2 2 0,08 2 0,11 1 2 0,12 1 2 0,22

C1908 33 25 153 1,88 114 9,48 19 157 0,45 8 114 0,32
C2670 233 140 242 4,6 217 39,27 18 243 0,81 11 198 0,54
C3540 50 22 641 27,7 709 493,9 32 637 1,43 16 624 0,94
C432 36 7 117 0,84 107 5,8 24 95 0,27 17 105 0,27
C499 41 32 74 1,73 66 1,65 14 132 0,53 4 66 0,31
C5315 178 123 432 13,39 387 23,57 20 527 1,41 8 349 0,6
C6288 32 32 861 46,73 480 41,29 71 1116 2,37 22 499 1,31
C7552 207 108 740 67,66 673 205,7 25 931 2,49 15 684 1,14
C880 60 26 122 0,88 99 6,3 18 142 0,39 8 91 0,31
total 916 549 3458 167,22 2920 828,7 256 4114 10,8 114 2798 6,29
ratio 1,235 26,58 1,043 131,7 2,24 1,470 1,717 1 1 1

Table 5.1: Results of the FPGA technology mapping algorithms on ISCAS’85 benchmark
set.

switches on delay/area oriented mode with delay as primary and area as secondary ob-
jective.

All four algorithms were complemented by the post-processing routine MPack which
includes gate decomposition and predecessor-packing [95]. The CPU time shown in the
tables contains both, mapping and post-processing times.

Table 5.1 summarizes the results for the complete ISCAS’85 benchmark set. The
depths of the resulting LUT network obtained by FlowMap and CutMap are the same
as the one obtained by the presented algorithm. Praetor does not guarantee depth opti-
mality. On average, the presented algorithm computes mapping solutions with 23.5% less
LUTs than FlowMap, 4.3% less LUTs than CutMap, and 47% less LUTs than Praetor. It
is 26 times faster than FlowMap, 132 times faster than CutMap, and 1.7 times faster than
Praetor.

We have also applied this four algorithms to a larger set of 203 combinational bench-
marks from the IWLS’02 benchmark set. The largest 80 benchmarks (according to the
number of LUT’s in mapping obtained by FlowMap) are shown in Table 5.2 and Table 5.3.
The last two rows of the Table 5.3, total and ratio, are computed for all 203 benchmarks.
The presented algorithm obtains mappings with 15.5% less LUTs than FlowMap, 3.4%
less LUTs than CutMap, and 22% less LUTs than Praetor on average. It is 84 times faster
than FlowMap, 123 times faster than CutMap, and 1.3 times faster than Praetor.

Due to the constant overhead during the initialization, the speed of Hermes degrades
for smaller benchmark circuits like C17. However, for larger benchmarks this overhead is
negligible and demonstrates a consistent performance improvement. Furthermore, a sig-
nificant advantage of Hermes over approaches based on enumerating cuts technique [105,
106], is that the runtime of Hermes remains stable as the parameter k in a k-LUT mapping
increases. This is because the complexity of FINDLUT grows only linearly with k, while
the number of calls to FINDLUT decreases. Contrary, the runtime of [105, 106] grows
exponentially with k.
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FlowMap -r0 CutMap -x Praetor -u2 -o2 Hermes
name in out LUT t, sec LUT t, sec depth LUT t, sec depth LUT t, sec
clma 94 115 6217 3070 5894 3345 32 7745 31,91 18 5622 18,98
clmb 415 402 6058 2799 5774 4258 32 7608 31,44 18 5480 19,19

mult32 64 96 3294 3296 1774 887,65 110 4525 10,32 46 1650 9,56
misex3 14 14 2666 497,73 2586 1165,8 88 2509 5,83 78 2565 8,21

too_large 38 3 2581 747,02 2522 2282,3 151 2537 6,2 136 2491 7,84
apex2 38 3 2530 805,95 2480 1666,6 138 2458 6,42 134 2477 8

seq 41 35 2330 490,3 2273 207,92 34 2202 5,27 30 2245 7,1
s15850s 553 627 1805 343,38 1474 4343,3 39 1612 4,67 24 1369 2,69

des 256 245 1794 188,12 1376 36,19 14 1661 3,69 11 1473 1,86
ex1010 10 10 1778 37,83 1527 160,71 45 1246 2,19 44 1300 2,1

alu4 14 8 1601 237,98 1601 196,69 86 1569 3,5 74 1574 3,42
s15850 611 684 1419 186,89 1030 191,23 20 1280 3,89 11 1014 1,78
apex4 9 19 1226 54,83 997 206,73 46 966 1,61 42 982 1,59
cordic 318 294 1193 252,68 986 21,18 19 2324 6,46 6 975 1,72
bigkey 452 421 1134 6,94 685 7,9 8 1707 4,44 3 688 1,29
apex5 114 88 1050 104,77 1123 24,75 15 1155 2,68 11 1012 1,87
key 452 421 1026 5,34 1245 21,66 6 1481 3,1 3 1025 1,36
i8 133 81 994 14,95 914 28,07 9 1053 2,38 6 906 1,43

i10 257 224 936 118,33 849 120,92 24 992 2,41 13 774 1,28
dsip 452 421 917 4,07 915 6,28 7 1147 2,6 3 916 2,34

apex3 54 50 835 41,41 735 78,87 37 711 1,32 34 723 1,04
k2 45 45 818 51,79 736 71,76 49 674 1,11 48 710 1,09

s13207s 483 574 805 60,39 663 84,18 24 798 2,1 13 566 1,05
cps 24 109 781 22,31 730 10,48 15 728 1,4 9 712 1,01

apex1 45 45 757 43,7 681 53,84 41 636 1,08 40 652 1,07
t481 16 1 665 3,48 665 39,89 11 656 1,32 7 661 0,94

s9234 247 250 664 27,48 573 38,89 15 711 1,97 8 524 0,84
frg2 143 139 645 22,53 669 8,33 12 588 1,48 6 641 0,85

table3 14 14 579 19,02 553 40,81 29 544 0,95 26 577 0,85
Z9sym 9 1 564 12,08 557 22,71 107 557 1 107 557 0,75
table5 17 15 523 13,2 479 12,84 25 481 0,8 22 497 0,74
rd84 8 4 516 4,45 357 55,95 43 373 0,64 42 367 0,53

minmax32 131 128 507 36,28 427 44,11 66 529 1,25 28 411 0,76
s5378 199 213 494 9,31 439 6,36 10 555 1,28 5 430 0,67

scf 34 63 493 9,92 426 15,91 22 396 0,69 21 400 0,58
pair 173 137 491 16,19 460 7,57 12 612 1,54 6 431 0,67

s9234s 163 174 443 16,98 408 27,3 14 436 1,21 10 369 0,66
i9 88 63 431 2,66 275 5,1 8 324 0,61 6 292 0,48
x1 51 35 420 13,74 387 10,97 32 397 0,91 25 372 0,52
e64 65 65 418 11,9 399 6,43 18 392 0,89 16 401 0,54
dalu 75 16 414 13,52 393 148,29 17 545 1,53 9 370 0,66
rot 135 107 412 11,05 339 26,45 25 344 0,84 14 323 0,52

Table 5.2: Results of the FPGA technology mapping algorithms on IWLS’02 benchmark
set (Part I).

Post-processing MPack takes about 40% of the overall time shown in the last columns
of Table 5.1, Table 5.2 and Table 5.3 for Hermes.
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CHAPTER 5. HERMES: LUT FPGA TECHNOLOGY MAPPING ALGORITHM FOR

AREA MINIMIZATION WITH OPTIMUM DEPTH

FlowMap -r0 CutMap -x Praetor -u2 -o2 Hermes
name in out LUT t, sec LUT t, sec depth LUT t, sec depth LUT t, sec

x3 135 99 376 13,18 308 3,47 10 285 1,17 6 282 0,47
vda 17 39 373 6,52 360 10,06 16 322 0,57 15 335 0,48
tbk 11 8 367 5,8 355 16,91 27 335 0,63 23 341 0,54

misex3c 14 14 346 7,29 310 7,67 34 310 0,7 30 322 0,54
Z5xp1 7 10 340 1,74 306 2,93 18 277 0,47 18 301 0,43
mm30a 123 120 336 35,94 271 27,74 65 471 1,44 33 299 0,75

sbc 68 84 314 2,77 266 2,59 9 282 0,62 5 256 0,39
minmax20 83 80 310 10,21 259 16,58 42 325 0,79 19 255 0,5

sand 16 14 308 3,43 285 7,35 16 272 0,51 15 280 0,42
planet 13 25 304 4,91 282 8,09 18 267 0,52 18 275 0,41
planet1 13 25 304 5,03 282 8,16 18 267 0,52 18 275 0,45

tbk-retime 55 52 256 3,62 259 182,4 59 229 0,47 35 232 0,42
apex6 135 99 254 5,15 215 1,81 9 283 0,66 6 221 0,41
duke2 22 29 253 2 236 2,26 9 233 0,42 8 229 0,38
styr 14 15 250 2,04 231 2,31 15 218 0,38 12 220 0,36
s1 13 11 227 1,84 232 3,15 14 213 0,4 13 217 0,37

s1488 14 25 225 3,04 206 2,04 8 238 0,6 5 214 0,37
s1494 14 25 225 2,74 205 2,15 8 240 0,63 5 215 0,37
s1238 32 32 223 2,1 192 6,36 14 216 0,51 7 197 0,36

x4 94 71 223 2,25 192 2,36 9 243 0,61 5 195 0,4
term1 34 10 210 2,17 213 3,43 14 214 0,58 7 201 0,41
alu2 10 6 208 2,04 207 24,85 29 187 0,46 19 191 0,32
vg2 25 8 207 2,16 182 2,98 13 197 0,44 11 197 0,35
clip 9 5 205 2,1 193 3,4 15 193 0,48 12 191 0,35

s1196 32 32 203 1,34 182 2,53 12 195 0,44 6 177 0,33
minmax12 51 48 191 3,25 151 5,63 26 189 0,5 13 151 0,35

ttt2 24 21 182 2,45 142 2,59 14 143 0,47 10 134 0,37
s1423 91 79 180 3 141 5,83 25 204 0,49 13 135 0,34
s953 22 52 172 0,54 160 1,17 10 159 0,34 4 159 0,31
s953n 22 29 172 0,56 163 1,07 10 160 0,32 4 160 0,36
frg1 28 3 171 2,4 169 2,63 38 172 0,43 29 173 0,34
s1a 13 11 167 1,14 164 2,12 14 152 0,32 12 158 0,31
rd73 7 3 165 1,27 132 3,65 19 153 0,38 18 141 0,36

i5 133 66 152 0,78 107 0,69 7 98 0,3 5 106 0,32
example2 85 66 149 0,67 125 0,79 6 132 0,33 4 123 0,3

keyb 12 7 146 1,14 142 2,07 17 138 0,3 13 140 0,31
minmax10 43 40 145 1,82 131 10,06 23 198 0,41 11 127 0,34

i7 199 67 141 0,9 143 1,54 3 144 0,75 2 143 0,41
total all 69631 13923 62305 20457 3161 73719 211 2234 60277 165
ratio all 1,16 84 1,03 123 1,42 1,22 1,28 1 1 1

Table 5.3: Results of the FPGA technology mapping algorithms on IWLS’02 benchmark
set (Part II).

5.5 Conclusion

In this Chapter, the depth-optimal mapping algorithm Hermes for LUT based FPGA is
presented. It achieves mappings 15.5% and 3.5% smaller than the ones of FlowMap and
CutMap, respectively, using two orders of magnitude less CPU time. The speed of Hermes
makes it suitable for running in an incremental manner during logic synthesis.



Chapter 6

Boolean Decomposition Based on Cyclic
Chains

This Chapter presents a new algorithm for the decomposition of type f = g · h + r. The
algorithm searches for Boolean products g · h of a special type, called cyclic chains. The
number of cubes in a cyclic chain is no greater than the number of cubes in the part of
the on-set of f covered by this chain. The number of literals is always smaller. Cyclic
chains are extracted recursively until no more can be found. The presented algorithm is of
particular interest in applications which require circuit representations of a limited depth.

6.1 Introduction

Decomposition methods can be classified into two groups: algebraic and Boolean. Alge-
braic methods treat logic expressions of Boolean functions as algebraic monomials. They
require the divisor g and the quotient h in the expression f = g ·h+ r to have disjoint sup-
port sets (i.e. they have no input variables in common). Algebraic methods are fast and
feasible for large functions. However, they cannot find all possible divisors. For example,
the expression f = (a + bc)(d + be) cannot be found by algebraic division because b ap-
pears in both, the divisor and the quotient. Boolean methods use laws of Boolean algebra,
such as x · x′ = 0, x+ x′ = 1 and x+ xy = x, to find all possible divisors.

A variety of algorithms for Boolean and algebraic decomposition has been developed.
A work of milestone importance is [82], where the notion of kernels was introduced and a
method for fast algebraic decomposition based on kernels was developed. This technique,
with minor modifications, is used in many systems for multi-level optimization [107, 108,
109, 4, 110, 5].

The algorithm presented in this Chapter computes the Boolean decomposition of type
f = g · h + r. The algorithm is based on a theorem specifying which conditions g and h
should satisfy for the existence of the decomposition f = g ·h. The products g ·h fulfilling
the conditions of the theorem are called cyclic chains. The number of cubes in a cyclic
chain is smaller or equal to the number of cubes in the part of the on-set of f covered by
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this chain. The number of literals is strictly smaller. Cyclic chains are extracted recursively
until no more can be found. The part of the on-set of f not covered by chains is assigned to
the reminder r. Such an approach is of particular of interest in applications which require
circuit representations of a limited depth, e.g. control logic of microprocessors [14].

One advantage of the presented algorithm is that it puts no restrictions on the support
sets of the g and h for the product g · h. They can be equal, overlapping or disjoint. This
distinguishes it from classical Boolean decomposition methods, in which the case of g and
h having equal support sets is classified as trivial non-disjoint decomposition, and is omit-
ted from the consideration. It includes the case of Boolean bi-decomposition, targeting
the expression of type f = g¯ h with “¯” being an arbitrary binary Boolean operation.
Bi-decomposition algorithms require the support sets of g and h to differ in at least one
variable [74, 83, 84, 85]. The notion "trivial decomposition" was introduced by Ashen-
hurst [111] to classify decompositions which always exists. It does not imply that the
decomposition is not useful. On the contrary, there are many interesting trivial decom-
positions. The presented algorithm handles both, trivial and non-trivial decompositions,
and therefore has a potential of finding products g · h which cannot be identified by the
traditional decomposition methods.

Another distinct feature of our algorithm is that it is not based on division. Most of the
previous approaches are. They compute f = g · h + r by dividing f by a given divisor g.
For example, a node in a network can be used as a divisor for another node. The algebraic
decomposition method [82] uses cubes as divisors. The algorithm presented in this Chapter
constructs both, g and h, using the condition for cyclic chains formulated in this Chapter.

The rest of the Chapter is organized as follows. In Section 6.2, the main theorem of the
Chapter is presented. Section 6.3 describs the new decomposition algorithm. Section 6.5
concludes the Chapter.

6.2 Sufficient Condition

In this section, we formulate a sufficient condition for a function to have a decomposition
of type f = g · h + r, with the total number of cubes in g, h and r being no greater than
the number of cubes in f , and with the total number of literals being strictly smaller. This
condition is used in the algorithm presented in the next section.

The following theorem was proved in [47].

Theorem 10 [47] Given a Boolean function f = (Ff ,D f ,R f ) and two sets of cubes g and
h, the set g∩h is a cover for f if and only if Ff ⊆ g, Ff ⊆ h and R f ∩g∩h = /0.

Theorem 10 shows us which conditions g and h should satisfy in order to make possible
the decomposition f = g ·h. We add more restrictions to g and h, which will guarantee us
that the their total number of cubes is no greater than the number of cubes in f .

Theorem 11 Let f = (Ff ,D f ,R f ) be a Boolean function. If there exist a subset of the on-
set Ff , F∗f = {c0,c1, . . . ,ck−1}, for k≥ 2 being even, which satisfies the following condition:

scube(ci,ci+1)∩ scube(c j,c j+1)⊆ (Ff ∪D f ) (6.1)
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for all i∈ {0,2,4, . . . ,k−2} and j ∈ {1,3,5, . . . ,k−1}, where ”+” is the addition modulo
k, then f can be represented as f = g ·h+ r, where g, h and r are defined by

g =
k/2−1⋃

m=0

scube(c2m,c2m+1)

h =
k/2−1⋃

m=0

scube(c2m−1,c2m)

r = Ff −F∗f

(6.2)

where ”+ ” and ”− ” are the addition and subtraction modulo k, respectively.

Proof: First we show that F∗f ⊆ g∩h:

g∩h =
k/2−1⋃

m1=0

scube(c2m1 ,c2m1+1)∩
k/2−1⋃

m2=0

scube(c2m2−1,c2m2)

=
k/2−1⋃

m1=0


scube(c2m1 ,c2m1+1)∩

k/2−1⋃

m2=0

scube(c2m2−1,c2m2)




⊇
k/2−1⋃

m1=0

(scube(c2m1 ,c2m1+1)∩ (scube(c2m1−1,c2m1) ∪ scube(c2m1+1,c2m1+2)))

=
k−1⋃

m=0

(scube(cm,cm+1)∩ scube(cm−1,cm))

⊇
k−1⋃

m=0

cm

= F∗f

Clearly, F∗f ⊆ g∩h implies F∗f ⊆ g and F∗f ⊆ h. To show that g∩h∩R f = /0, we observe
that the second row in the above proof, namely:

k/2−1⋃

m1=0


scube(c2m1 ,c2m1+1)∩

k/2−1⋃

m2=0

scube(c2m2−1,c2m2)




can be further expanded to a union of terms scube(ci,ci+1)∩ scube(c j,c j+1) over all i ∈
{0,2,4, . . . ,k− 2} and all j ∈ {1,3,5, . . . ,k− 1}. By (6.1) this union is in Ff ∪D f , so
we can conclude that g∩ h∩R f = /0 holds. Since all conditions of the Theorem 10 hold,
F∗f ⊆ g∩ h ⊆ F∗f ∪D f . Therefore, f can be represented as f = g · h + r, with a reminder
r = Ff −F∗f .

2
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Figure 6.1: Karnaugh map illustrating cyclic chain based decomposition.

The sets g and h satisfying the conditions of the Theorem 11 form a cyclic chain within
the on-set of f . Every even link of the chain belongs to g; every odd link belongs to h.

Lemma 12 If g, h and r satisfy the conditions of the Theorem 11, then the total number of
cubes in g, h and r is no greater than the number of cubes in f .

Proof: By (6.2), |g| = |h| = k/2. Thus, |g|+ |h| = |F∗f |. Since r = Ff − F∗f , we get
|g|+ |h|+ |r|= |Ff |.

2

The number of cubes can usually be reduced by applying two-level minimization tech-
niques to g and h. Furthermore g∩ h may cover some of the cubes from Ff which do not
belong to F∗f . Obviously this covered cubes may be removed from r.

Lemma 13 If g, h and r satisfy the conditions of the Theorem 11, then the total number of
literals in g, h and r is smaller than the number of literals in f by at least |F∗f | literals.

Proof: Every cube of g and h contains at least two cubes of F∗f . So, each cube of g and h
contributes at least one literal to the overall reduction of literals. Since |g|+ |h|= |F∗f |, the
total number of literals is reduced by at least |F∗f | literals.

2

As an example, consider the 5-variable function shown in Figure 6.1. Assume c0 =
00000, c1 = 00101, c2 = 01111, c3 = 01010, c4 = 10010, c5 = 10111, c6 = 11101 and
c7 = 11000. Let us check whether condition (6.1) is satisfied. Since k = 8, we have to
check all combinations of i ∈ {0,2,4,6} and j ∈ {1,3,5,7}:
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scube(c0,c1)∩ scube(c1,c2) = c1
scube(c0,c1)∩ scube(c3,c4) = /0
scube(c0,c1)∩ scube(c5,c6) = /0
scube(c0,c1)∩ scube(c7,c0) = c0
scube(c2,c3)∩ scube(c1,c2) = c2
scube(c2,c3)∩ scube(c3,c4) = c3
scube(c2,c3)∩ scube(c5,c6) = /0
scube(c2,c3)∩ scube(c7,c0) = /0
scube(c4,c5)∩ scube(c1,c2) = /0
scube(c4,c5)∩ scube(c3,c4) = c4
scube(c4,c5)∩ scube(c5,c6) = c5
scube(c4,c5)∩ scube(c7,c0) = /0
scube(c6,c7)∩ scube(c1,c2) = /0
scube(c6,c7)∩ scube(c3,c4) = /0
scube(c6,c7)∩ scube(c5,c6) = c6
scube(c6,c7)∩ scube(c7,c0) = c7

Since all resulting intersections are either contained in Ff or are empty, the condition (6.1)
is satisfied. Thus, f can be represented as f = g · h, with g = x1x2x4 + x1x2x4 + x1x2x4 +
x1x2x4 (the corresponding implicants are shown dashed in Figure 6.1) and h = x1x3x5 +
x1x3x5 + x3x4x5 + x3x4x5 = x3x5 + x3x5 (the corresponding implicants are shown solid).
The total number of cubes in g and h is 6, while the number of cubes in f is 8. The total
number of literals is reduced from 32 to 16.

6.3 Decomposition Algorithm

Once g1, h1 and r1 satisfying the Theorem 11 are found and f is decomposed as f =
g1 ·h1 +r1, the process can be repeated recursively to obtain the following types of decom-
positions:

1. if g1(similarly h1) is decomposed

f = (g2 ·h2 + r2) ·h1 + r1 (6.3)

2. if r1 is decomposed
f = g1 ·h1 +g2 ·h2 + r2 (6.4)

The algorithm presented in this Section recursively decomposes the reminder. It also
checks whether g1,g2 and h1,h2 in the expression (6.4) can be grouped together to obtain
a decomposition of type

f = (g1 +g2) · (h1 +h2)+ r2 (6.5)

The goal is to minimize the reminder r. The resulting decomposition is of type

f = g ·h+ r (6.6)
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algorithm DECOMPOSE (Ff ,D f ,R f )
input: on-set Ff , don’t care set D f and off-set R f of f
output: g, h and r satisfying f = g ·h+ r.

g = /0;
h = /0;
F∗f = /0;
for every pair c0,c1 ∈ Ff −F∗f do

sup = scube(c0,c1);
if SETCOLOR(sup,0) or SETCOLOR(sup,1) then

F∗f _used = {c0,c1};
F∗f _current = {c0,c1};
gcurrent = /0;
hcurrent = /0;
if FINDNEXT (c0,sup,sup,c0,c1) then

g = gcurrent ∪g;
h = hcurrent ∪h;
F∗f = F∗f _current ∪F∗f

end for
r = Ff −F∗f ;
return (g,h,r);

end

Figure 6.2: Pseudocode of the decomposition algorithm.

where g and h are unions of cyclic chains formed by the pairs (gi,hi).
The input of the algorithm is the on-set Ff , the don’t care-set D f and the off-set R f of

f . The output is the set of cubes g, h and r satisfying the decomposition (6.6).
The pseudocode of the algorithm is shown in Figure 6.2. For every pair of cubes c0

and c1 from Ff −F∗f the algorithm does the following. Using the procedure FINDNEXT it
tries to construct a cyclic chain (gcurrent ,hcurrent) starting from the initial supecube sup =
scube(c0,c1) . If successful, the supercubes from gcurrent and hcurrent are added to g and h
respectively, while the set of covered cubes F∗f is increased by the cubes covered in current
cyclic chain. When all possible pairs of not covered cubes are considered, the algorithm
terminates. Note that far from all possible pairs of cubes are considered as the beginning of
a cyclic chain, since the set of not covered cubes is constantly shrinking with every found
cyclic chain.

The notion "color" determines whether a supercube belongs to g or to h. Each super-
cube sup has an attribute color(sup) which is assigned to 0(1) if sup is added to g(h). The
color color(sup)′ denotes the opposite color to color(sup).
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algorithm FINDNEXT (cin,supin, sup, c1,c2)
input: initial cube cin and supercube supin, current supercube sup of cubes c1 and c2
output: returns 1 if a cyclic chain is found; 0 otherwise.

/* Termination - chain closes */
if color(supin) = color(sup) then

supnext = scube(cin,c2);
if SETCOLOR(supnext ,color(sup)′) then

return 1; /* success */
/* Recursive step - finding next link in the chain */
for each c3 ∈ (Ff − (F∗f ∪F∗f _used)) do

supnext = scube(c2,c3);
if SETCOLOR(supnext ,color(sup)′) then

F∗f _used = F∗f _used∪{c3};
F∗f _current = F∗f _current ∪{c3};
if (FINDNEXT(cin,supin,supnext ,c2,c3)) = 1 then

return 1;
else

F∗f _current = F∗f _current−{c3};
remove supnext from gcurrent or hcurrent , depending on its color;

end for
return 0; /* failure */

end

Figure 6.3: Pseudocode of the procedure FindNext.

The subroutine FINDNEXT (Figure 6.3) is the procedure which recursively construct
the current cyclic chain. It tries either to complete the current cycle or further extend it. If
FINDNEXT can not continue the cycle, it returns 0. If it completes the cycle, it returns 1 .

The procedure SETCOLOR(sup,color) tries to add the supercube sup to gcurrent or
hcurrent depending on parameter color. If it succeeds, it returns 1. Otherwise it returns 0.
A supecube sup is added to gcurrent if (sup∩ (h∪hcurrent))∩R f = /0.

6.4 Experimental Results

Table 6.1 and Table 6.2 compare the presented algorithm to the two-level minimizer Espresso
[50], multi-level optimizer SIS [5] and three-level optimization algorithms [112] and [47]1,
which target the decomposition of type f = g ·h with the minimal number of cubes.

1The algorithm [47] is not publicly available. Table 6.1 and Table 6.2 show the results of our implementation
of the algorithm.
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Espresso [50] SIS [5] alg [112] alg [47] Presented algorithm
name PI cubes t, sec literals t, sec cubes t, sec cubes t, sec cubes literals t, sec topt , sec

9sym_0 9 86 0.04 291 6.1 76 34.8 - - 67 245 0.41 2.6
adr4_1 8 36 0.01 32 0.1 26 1.6 22 61.5 22 34 0.06 0.2
alu4_2 14 50 0.01 128 0.6 24 27.8 24 830.8 34 110 0.12 0.5
alu4_3 14 72 0.02 112 4.8 30 85.2 - - 41 127 0.17 0.5
alu4_4 14 181 0.1 355 84 - - - - 129 371 1.07 76.4

apex4_1 9 33 < 0.01 178 0.6 33 2.5 33 89.3 33 187 0.06 1.0
apex4_2 9 75 0.02 354 2.9 75 18.3 - - 74 322 0.40 3.8
apex4_3 9 71 0.02 325 3.3 71 21.7 - - 67 303 0.25 3.2
b10_9 33 33 0.01 124 0.5 33 5.2 33 31.7 28 118 0.10 1.2
b2_0 16 51 0.01 230 3.4 51 10.1 50 391.7 46 225 0.15 4.8
b2_1 16 60 0.03 255 9.5 58 33.1 - - 54 252 0.20 4.3
b2_2 16 54 0.02 229 8.4 54 13.8 54 135.1 50 226 0.16 5.7
b9_2 16 31 0.02 48 0.1 24 4.1 23 42.7 23 45 0.04 0.2
b9_3 16 57 0.01 53 0.2 33 80.7 - - 35 64 0.09 0.3
bc0_2 26 72 0.04 253 2.7 68 31.2 - - 63 224 0.26 4.1
bc0_3 26 76 0.05 262 8.6 76 40.2 - - 74 292 0.29 6.5
bcb_8 26 31 0.01 215 0.8 31 3.4 31 272.3 27 171 0.11 1.5
bcd_8 26 37 0.01 211 2 35 7.2 35 791.2 31 190 0.11 1.5
clip_1 9 31 0.01 73 0.2 23 6.5 21 47.8 21 53 0.05 0.2
clip_2 9 42 0.01 79 0.3 27 13.4 35 188.1 25 44 0.08 0.2
clip_3 9 34 0.01 75 0.4 28 7.2 27 201.4 27 81 0.08 0.4
ex7_2 16 31 0.01 48 0.1 24 4.1 23 42.7 23 45 0.04 0.2
ex7_3 16 57 0.02 53 0.2 33 84.7 32 386.5 35 64 0.10 0.3
gary_8 15 33 0.01 124 0.5 33 5.9 33 32.1 28 118 0.07 1.2
in0_8 15 33 0.01 124 0.5 33 5.9 33 31.9 28 118 0.10 1.2
in1_0 16 51 0.01 230 3.4 51 10.6 50 412.5 46 225 0.12 4.8
in1_1 16 60 0.01 255 9.5 58 34.5 55 750.3 54 252 0.18 4.3
in1_2 16 54 0.02 229 8.4 54 14.8 54 135.9 50 226 0.17 5.7
in2_6 19 39 0.03 129 0.5 35 8.7 35 291.4 35 98 0.08 0.4
in2_9 19 40 0.01 139 0.7 37 13.2 32 432.7 36 170 0.05 0.9
intb_0 15 32 0.01 61 0.1 16 4.8 16 124.5 15 42 0.07 0.1
intb_1 15 50 0.02 107 0.9 24 29.6 24 846.1 33 99 0.08 0.2
intb_2 15 181 0.11 362 138.6 123 761.4 - - 132 458 1.77 161.3

max1024_2 10 39 0.02 149 0.9 39 4.9 39 54.9 39 160 0.10 0.8
max1024_3 10 63 0.02 182 2.5 59 27.4 - - 58 207 0.19 2.9
max1024_4 10 82 0.04 338 5.5 82 28.3 - - 81 335 0.27 10.1
max46_0 9 46 0.01 223 1.2 46 18.7 46 135.7 43 217 0.10 2.7
max512_3 9 31 < 0.01 101 0.6 31 3.6 31 87.9 30 119 0.06 0.5
max512_4 9 43 0.02 201 0.8 43 5.3 43 114.6 42 164 0.08 1.1
max512_5 9 63 0.02 284 1.6 63 6.8 - - 60 261 0.22 2.2

Table 6.1: Comparison of the presented decomposition algorithm to Espresso, SIS and the
algorithms [112] and [47] (Part I).

Column 1 shows the name of the function. Our current implementation can handle
single-output, completely specified functions only; “name_i” stands for the ith output of
the benchmark “name”. For each multiple-output benchmark, we have chosen first three
outputs whose functions have more than 30 cubes in their on-sets. Column 2 gives the
number of primary inputs. Column 3 shows the number of cubes in the sum-of-products
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Espresso [50] SIS [5] alg [112] alg [47] Presented algorithm
name PI cubes t, sec literals t, sec cubes t, sec cubes t, sec cubes literals t, sec topt , sec

misex3_0 14 87 0.04 110 1.2 53 44.7 - - 40 126 0.15 0.8
misex3_1 14 102 0.03 133 2.5 55 98.1 - - 41 161 0.16 2.5
misex3_2 14 120 0.04 145 1.6 64 178.1 - - 63 216 0.32 7.2

misex3c_13 14 116 0.11 322 84.6 99 46.7 - - 93 356 1.37 35
prom1_0 9 37 < 0.01 185 1 37 4.5 37 93.5 35 183 0.1 1.3
prom1_8 9 64 0.03 296 2.3 63 10.8 - - 63 278 0.32 3.1
prom2_3 9 33 0.01 129 0.8 33 2.7 33 78.2 33 156 0.08 0.7
prom2_4 9 43 0.01 177 1.1 43 3.6 43 127.1 40 168 0.12 1.4
prom2_5 9 47 0.01 238 1.2 47 3.8 47 147.1 46 230 0.15 1.3
radd_3 8 36 < 0.01 32 0.1 26 0.7 22 62.9 20 28 0.05 0.1

sym10_0 10 210 0.24 284 39.6 122 625.3 - - 109 324 2.35 9.7
t481_0 16 481 0.35 36 3.1 - - - - 154 46 6.02 2.1

table5_1 17 41 0.01 269 17.4 41 7.2 41 88.2 40 257 0.09 19.1
table5_3 17 54 0.02 315 2.7 54 21.3 54 127.5 48 284 0.20 18.5
table5_4 17 30 0.01 213 0.5 30 2.4 30 73.7 28 203 0.04 1.6

tial_1 14 36 0.01 50 0.3 30 0.3 36 32.7 27 80 0.08 0.4
tial_2 14 90 0.03 257 10.2 73 44.8 - - 71 272 0.41 7.4
tial_3 14 188 0.08 623 244.6 - - - - 131 634 1.00 119.7
vg2_4 25 30 0.01 52 0.2 30 1.3 40 62.7 26 50 0.07 0.2
vg2_5 25 40 0.02 52 0.2 40 3.2 40 51.7 26 66 0.07 0.3
vg2_6 25 30 0.01 42 0.1 30 1.6 30 36.1 26 50 0.07 0.2
x1dn_0 27 30 0.01 42 0.1 30 1.7 30 37.3 26 66 0.06 0.2
x1dn_1 27 40 0.02 52 0.2 40 3.2 40 62.4 26 50 0.06 0.2
x9dn_2 27 40 0.02 52 0.2 40 4.1 40 78.1 26 50 0.11 0.2
x9dn_3 27 30 0.01 42 0.1 30 1.7 30 38.2 26 58 0.06 0.3

Z9sym_0 9 87 0.04 249 6.6 76 37.1 - - 64 222 0.45 2.7

Table 6.2: Comparison of the presented decomposition algorithm to Espresso, SIS and the
algorithms [112] and [47] (Part II).

expressions computed by Espresso. Column 5 shows the number of literals in the multi-
level expressions obtained by SIS. SIS was run using script_rugged. The total number of
cubes of g and h in f = g ·h computed by the algorithms [112] and [47] is given in columns
7 and 9, respectively. The total number of cubes of g, h and r in f = g · h + r computed
by the algorithm presented in this Chapter is shown in Column 11. Column 12 shows the
number of literals for the case when g, h and r are represented as multi-level expressions.

Columns 4, 6, 8, 10, 13 and 14 show user times in seconds which was measured using
UNIX system command time for Espresso, SIS, the algorithms [47] and [112], and the
presented algorithm, respectively. The sign “-” indicates that the program timed out (15
min). All programs were run on Sun Ultra 60 operating with 360 MHz CPU and with
1024 MB RAM main storage. Column 13 shows the overall time of our algorithm for the
case when g, h and r are sum-of-products (i.e. it is the time to compute the result given
in Column 11). Column 14 shows how much extra time topt was spent to convert g, h and
r to multi-level expressions. In other words in order to compute the result in Column 12,
time in column 13 plus topt was used. We used SIS script_rugged to obtain the multi-level
expressions for g, h and r.
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As expected, the presented algorithm computes solution with 27% less cubes on av-
erage than Espresso. Espresso produces two-level expressions only. It is 8 times slower
than Espresso. When g, h and r are represented as multi-level expressions, our result is
comparable to SIS in terms of number of literals and time. The overall time to compute the
number of literals in column 12 is dominated by topt , i.e. the time to run SIS for optimizing
g, h and r. Clearly, the decomposition targeted by the presented algorithm is not optimal
for functions with embedded XOR-logic, like t481 or sym10.

6.5 Conclusion

This Chapter presents an algorithm for computing the Boolean decomposition of type f =
g · h + r. A condition is formulated, which guarantees that the number of cubes in the
decomposed expression is smaller or equal to the number of cubes in the on-set of f . The
number of literal is guaranteed to be smaller. Our algorithm outperforms the algorithms
[112] and [47] in both, quality (9% less cubes on average compared to both) and speed
(two orders of magnitude faster than [112] and three orders of magnitude faster than [47]).



Chapter 7

ROBDD’s Variable Orderings and
Bound Sets

This Chapter reports a result concerning the relation between the best variable orderings
of a ROBDD and the decomposition structure of the Boolean function f represented by
this ROBDD. It was stated in [28] that, if a function f has a decomposition of type
f (X) = g(h1(Y1),h2(Y2), . . . ,hk(Yk)), where {Yi}, i ∈ {1,2, . . . ,k}, is a partition of the
set of variables X of f , then one of the orderings which keeps the variables within the sets
{Yi} adjacent is a best ordering for the ROBDD. Using a counterexample, we show that
this statement is incorrect.

7.1 Introduction

Over the last decade, Reduced Ordered Binary Decision Diagrams (ROBDD) have been
successful in solving seemingly intractable problems in logic synthesis, verification and
testing. Although a ROBDD representation may require memory space which is expo-
nential in the number of variables, many practical functions have representations of linear
size.

To utilize the ROBDD’s full potential, care must be taken to select a suitable ordering
for the variables that minimizes the size of the graph. For example, ROBDDs represent-
ing adders have an exponential number of nodes in the worst case and linear number of
nodes in the best case. Finding a best variable ordering is an NP-complete problem [113].
Therefore, for most applications, heuristic methods are used which either improve an ex-
isting ordering, e.g. [114], or derive an initial ordering by analyzing the structure of circuit
representation, e.g. [47].

This Chapter is about a property concerning the selection of a good initial ordering
for ROBDDs, which was considered to be true for over a decade. This property, for-
mulated in [28], relates the best orderings of a ROBDD G f to the decomposition struc-
ture of the Boolean function f represented by G f . If f has a decomposition of type
f (X) = g(h1(Y1),h2(Y2), . . . ,hk(Yk)), where {Yi}, i ∈ {1,2, . . . ,k}, is a partition of X , then
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one of the orderings which keeps the variables within the sets Yi adjacent is, according to
[28], a best ordering for G f . In 2000, an error in the proof was reported [115]. However,
the correctness of the claim itself was not questioned and finding an alternative proof re-
mained an open problem. In this Chapter, we give a counterexample showing that there are
cases when the property formulated in [28] does not hold.

7.2 Preliminaries

Let f (X) be a Boolean function of type f : Bn → B on B = {0,1}, of the variables X =
{x1,x2, . . . ,xn}.

An ordering (X) of the variables of a ROBDD for f (X) is a vector, describing the
variables of X in order from top to bottom of the ROBDD. A best ordering is an ordering
resulting in the ROBDD with the minimal number of nodes.

We use the notation 〈X〉 to denote a set of variable orderings induced by all possible
permutations over the set X . For example, if X = {1,2}, then 〈X〉 = {(1,2),(2,1)}. This
definition naturally extends to the case when X is a set of sets, i.e. 〈〈Y1〉,〈Y2〉〉 denotes a set
of variable orderings induced by all possible permutations over the set X = {〈Y1〉,〈Y2〉}.
For example, if Y1 = {1,2} and Y2 = {3,4} then 〈〈Y1〉,〈Y2〉〉 = {(1,2,3,4), (1,2,4,3),
(2,1,3,4), (2,1,4,3), (3,4,1,2), (4,3,1,2), (3,4,2,1), (4,3,2,1)}.

We say that two sets X and Y overlap if X−Y 6= /0, X ∩Y 6= /0 and Y −X 6= /0.
Let Y be a proper subset of X , and let Z = X −Y . The variables from Y are adjacent

in the ordering (X), if (X) can be represented as (X) = (Z1,Y,Z2), where Z1∪Z2 = Z and
Z1∩Z2 = /0.

The following theorem from [28, p. 58, Theorem 3.8] shows how bound sets can be
used to guide the variable ordering of a ROBDD. The formulation is adopted to the notation
used in this Chapter.

Theorem 12 If a Boolean function f (X) has a decomposition of type

f (X) = g(h1(Y1),h2(Y2), . . . ,hk(Yk))

where {Yi}, 1 ≤ i ≤ k, is a partition of X, and hi, g are functions of type hi : B|Yi| → B,
g : Bk → B, then there exists a variable ordering belonging to the set 〈〈Y1〉,〈Y2〉, . . . ,〈Yk〉〉
which is best.

The next section presents a counterexample to Theorem 12.

7.3 Counterexample

We start with defining more formally an ordering in which the variables within the bound
sets are grouped together.

Definition 9 A bound-set-preserving ordering is an ordering which keeps the variables
from all non-overlapping bound sets of the function adjacent.
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h1
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h3 h3 h3

xm xm xm xm xm

h4

0 1
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h2

xm xm xm

h3 h3 h3 h3

h4

0 1

Figure 7.1: Two cases of ROBDDs for g with the smallest number of nodes labeled by
h1,h2,h4.

For example, if a function f (x1,x2,x3) has a single non-trivial bound set {x1,x2}, then
the orderings (x1,x2,x3),(x2,x1,x3),(x3,x1,x2),(x3,x2,x1) are bound-set-preserving ones,
while the orderings (x1,x3,x2) and (x2,x3,x1) are not.

It was proved in [111] that, for any Boolean function f (X) with sup( f ) = X , the set of
all non-overlapping bound sets related by inclusion form a tree which is unique for f (X)
(up to complementation). Therefore, the set of bound-set-preserving orderings is uniquely
defined for a given function.

Theorem 13 There exists a function for which no bound-set-preserving ordering is best.

Proof: By construction. Suppose a Boolean function f (X) has a decomposition of type

f (X) = g(h1(Y1),h2(Y2),h3(Y3),h4(Y4),xm),

where {Yi}, 1≤ i≤ 4, and xm is a partition of X , g is a function

g = h3(h4(h′2 + x′m)+h′1xm)+h′3(h4xm +h1(h2⊕ xm)),

where hi(Yi) =
∨

j∈Yi
x j, i ∈ {1,2,4}, h3(Y3) = (h31(Y31)⊕xk)′ where Y31 = Y3−{xk}, “⊕”

is an XOR and h31(Y31) =
∨

j∈Y31
x j.

From the structure of f , we can see that the set of all bound-set-preserving orderings
of G f is given by

〈〈Y1〉,〈Y2〉,〈〈Y31〉,xk〉,〈Y4〉,xm〉.
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h1

h2

xk xk xk xk xk xk

xm xm xm xm xm

h4

0 1

h31 h31 h31

Figure 7.2: ROBDD for the ordering (h1,h2,h31,xk,xm,h4).

Since, h1,h2 and h4 are totally symmetric functions, the structure and the size of their
ROBDDs do not depend on the variable ordering. In addition, h1,h2 and h4 are OR opera-
tions, and thus their ROBDDs do not contain any pairs of sub-graphs representing functions
which are complements of each other. According to [115], this implies that the OBDD re-
sulting after the substitution of nodes h1,h2 and h4 in Gg by their corresponding ROBDDs
is reduced. So, each node labeled by hi, i ∈ {1,2,4}, contributes exactly |Ghi | nodes to G f
(terminal nodes are not included in the count).

On the other hand, since h3 is decomposable by an XNOR operation, its ROBDD
contains pairs of sub-graphs representing functions which are complements of each other.
Therefore, the OBDD resulting after the substitution of nodes h3 may be non-reduced
[115]. The amount of reduction cannot be estimated without analyzing the structure of Gg
and Gh3 for each particular order.

To make the size of G f less dependent on the size of Gh3 , we impose the condition that
the ROBDDs for h1,h2 and h4 is much larger than Gh3 :

|Gh1 |= |Gh2 |= |Gh4 |>> |Gh3 |.

Then, the only potential candidates for best orderings of G f are the orderings of Gg
which have the smallest number of nodes labeled by h1,h2 and h4.

By exhaustive search through all possible orderings of Gg, we can determine that ROB-
DDs for orderings (h1,h2,h3,xm,h4) and (h1,h2,xm,h3,h4), shown in Figure 7.1, are the
only two ROBDDs that have one node for each of h1,h2 and h4. ROBDDs for all other
orderings have more than one node per at least one of h1,h2 or h4. The overall size of G f
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Figure 7.3: ROBDD for the ordering (h1,h2,h31,xm,xk,h4).

is given by
G f = |Gh1 |+ |Gh2 |+ |Gh4 |+N[h3,xm]

where N[h3,xm] is the number of nodes within the interval shown in Figure 7.1 by dotted
lines.

Next, we show that the number of nodes in G f can be reduced by making the ordering
not bound-set-preserving.

Suppose the nodes h3 in Gg are substituted by ROBDDs for h3 = (h31⊕ xk)′. There
are six possible choices to order the variables h31, xk and xm within the interval shown in
Figure 7.1 by dotted lines. For each choice, we compute N[h3,xm]. Note, that each node
labeled by h31 contributes exactly |Gh31 | nodes to G f , since h31 is an OR operation and the
reasoning from above applies.

1. For the ordering (h31,xk,xm), N[h3,xm] = 3|Gh31 |+6+5 (Fig. 7.2).

2. For (h31,xm,xk), N[h3,xm] = 3|Gh31 |+6+4 (Fig. 7.3).

3. For (xm,h31,xk), N[h3,xm] = 3+4|Gh31 |+4 (Fig. 7.4).

4. Since h3 =(h31⊕xk)′ and XNOR is symmetric, the graph for the ordering (xm,xk,h31)
is the same as the graph for the ordering (xm,h31,xk) (Fig. 7.4) with the variables xk
and h31 permuted. N[h3,xm] = 3+4+4|Gh31 |.
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h1
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xm xm xm

h4

0 1

xk xk xkxk

h31 h31 h31h31

Figure 7.4: ROBDD for the ordering (h1,h2,xm,h31,xk,h4).

5. For (xk,xm,h31), we have N[h3,xm] = 3+6+4|Gh31 |. The structure of the graph is the
same as in Figure 7.3 with the variables xk and h31 permuted.

6. For (xk,h31,xm), N[h3,xm] = 3+6|Gh31 |+5. The structure of the graph is the same as
in Figure 7.2 with the variables xk and h31 permuted.

For |Gh31 | ≥ 4 the ordering (h1,h2,h31,xm,xk,h4) (Fig. 7.3) gives us the smallest num-
ber of nodes. This ordering does not preserve the bound set Y3. Therefore, the best ordering
for G f is not bound-set-preserving. This proves the theorem.

Theorem 13 also holds for ROBDDs with complemented edges (for the same function
as in the proof).

Our result is primarily of theoretical importance. Overlooking the existence of func-
tions of the type shown in Theorem 13 may lead to incorrect conclusions about the size of
a ROBDD (like in the proof of Lemma 3.4 from [28, p. 55]). For most practical functions,
however, keeping bound set variables adjacent results in a smaller ROBDD.

7.4 Conclusion

In this Chapter, we show that for some functions none of bound-set-preserving orderings
are the best for ROBDDs. Such cases, however, are rare. Their existence does not diminish
the practical value of using bound sets as a guide for grouping ROBDD variables, but
should be noted as a possibility.



Chapter 8

FIREwork: Redundancy Identification
and Removal for Large Combinational
Circuits

‘
This Chapter presents a heuristic algorithm for identifying and removing redundancy

in combinational circuits. All commercially available synthesis tools include a redundancy
removal engine that may be used multiple times on the same netlist during optimization.
Our idea is to provide a quick partial solution which may be more suitable than exact
ATPG and SAT-based approaches for redundancy removal at the intermediate steps of a
logic synthesis flow.

8.1 Introduction

Redundancy identification is an important step that typically follows logic synthesis and
optimization. A gate or connection in a circuit is considered redundant if its elimination
does not change the circuit’s functionality. Unnecessary gates or connections are usually
introduced by the traditional optimization techniques such as factorization [82] or local
transformations [116]. In principle, it is possible to restrict the transformations applied by
a synthesis tool to those that preserve non-redundancy of the original circuit. However,
it has been shown that redundancy gives to algorithms greater flexibility in restructuring
circuits and more possibilities to find better implementations [56].

Since redundancy cannot always be avoided, all commercially available synthesis tools
include a redundancy removal engine that may be used multiple times on the same netlist
during optimization. The presence of redundancy can cause several problems. First, re-
dundancy increases chip area, and may increase its power consumption and propagation
delay [117]. Second, redundancy is the reason for undetectable faults in combinational
circuits. Although undetectable faults do not affect the operation of the circuit, they may
block the detection of other faults and may invalidate the completeness of a test set that
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was generated [118].
In this Chapter, we consider two types of redundancy: (1) redundancy associated with

undetectable stuck-at faults, which do not cause incorrect output values for any input as-
signment, and (2) functional duplication, which occurs if different gates implement the
same function.

Automatic Test Pattern Generation (ATPG) and fault-independent methods target the
first type of redundancy. ATPG-based algorithms use exhaustive test pattern generation to
prove the undetectability of faults on redundant lines [119, 120, 16, 121]. They guarantee
detection of all such faults, but they have the exponential worst-case time complexity.

Fault-independent methods analyze the topology of a circuit without targeting a specific
fault. This can be done either by an explicit analysis of reconvergent fanout regions, as
in [122] and [123], or by propagating uncontrollability and unobservability values, as in
FIRE [30] and its extensions [124, 125, 126]. Although fault-independent methods cannot
determine all undetectable faults, they have an advantage of the polynomial worst-case
time complexity.

Satisfiability checking (SAT) [127], BDD sweeping [53] and structural hashing [128]
methods target the functional duplication type of redundancy. SAT-based algorithms usu-
ally first partition all gates into equivalence classes by random simulation, and then apply
satisfiability check for each pair in the class to verify equivalence. BDD-sweeping algo-
rithms build a binary decision diagram for every gate in the circuit and merge gates with
equivalent BDDs. Both, SAT and BDD-sweeping, guarantee detection of all functional
duplications, but they have the exponential worst-case time complexity. Structural hashing
can identify structurally isomorphic equivalent vertices in linear time.

This Chapter presents a redundancy identification and removal algorithm FIREwork
which employs fault-independent search strategy introduced in FIRE [30], a very efficient
redundancy identification algorithm published 10 years ago. FIRE identifies undetectable
faults which require conflicting value assignments on a single line in the circuit for their
detection.

Some other extensions of FIRE have been proposed. In [124], conflicting value assign-
ments for pairs of vertices rather than single vertices are considered. In [125], a technique
for maximizing conflicting value assignments on a single vertex is presented. A large num-
ber of direct and indirect logic implications are derived and stored in an implication graph.
These implications are used to increase the implication power of FIRE. In [126], binary
resolution in addition to static logic implications are used for maximizing conflicting value
assignments on multiple vertices. All approaches described above allow for identification
of more undetectable faults compared to FIRE, but they make the complexity prohibitive
for large circuits.

The presented algorithm differs from FIRE in several aspects. The first improvement is
an increased implication power. A fundamental difference of the presented approach from
other extensions of FIRE [124, 125, 126] is that we do not perform any extra search to find
additional implications. Rather, we re-use the information which is anyway available in
the FIREwork flow.

The second improvement is the ability to identify some vertices which implement
equivalent or complemented functions. Similarly to the previous improvement, this is done
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FIREwork

All redundancies

FIRE

ATPG SAT
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Figure 8.1: Redundancy identification coverage of different methods.

with a minimum search, by re-using the information from the FIREwork flow. This im-
provement allows us to find some redundancies which cannot be found by an ATPG-based
approach (see Figure 8.1). To our best knowledge, the presented technique is the first
which can find structurally different equivalent vertices in a circuit in less than exponential
time.

The runtime improvements include a reduced number of unobservability checks during
unobservability propagation stage and a special treatment of vertices with a single input.
Overall, the proposed improvements allow us to find 37% more redundancies than FIRE
without increasing its runtime.

Another difference from FIRE is that FIREwork removes redundancy, while FIRE is
only an identification algorithm. The fundamental problem of redundancy removal is to
keep implication database updated after a net or gate has been removed from the circuit.
In the worst case, the complete database has to be re-calculated. In FIREwork, we use a
property of learned implications which allows us to update the implications database very
fast.

The Chapter is organized as follows. Section 8.2 introduces the notation used in the
sequel. Section 8.3 gives a background on FIRE algorithm. Section 8.4 presents the new
algorithm FIREwork. Section 8.5 describes new contributions. Section 8.6 summarizes
experimental results. Section 8.7 concludes the Chapter.

8.2 Notation and Definitions

Undetectable fault is a fault which cannot be detected by any input pattern [119]. This can
happen either because it is not possible to apply to the faulty line the value opposite to the
value of the fault (uncontrollability), or because the effect of the fault cannot be propagated
to the output (unobservability). In a combinational circuit, undetectable stuck-at faults are
always caused by redundancy [30].

Throughout the Chapter, we use the letters v,u and w to denote the vertices of a Boolean
circuit C = (V,E). The letters s and q are designated for the stem of a multiple fanout net,
and b1, . . . ,br for its branches (as in Figure 8.6).

A value on the input of a gate is controlling, if its presence determines the value of the
gate’s output, independently of the values of other inputs. A value on the output of a gate
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is controlled if it was set by a controlling input value. For AND (OR) the controlling and
controlled values are the same, namely 0 (1). For NAND (NOR) they are 0 (1) and 1 (0),
respectively. The XOR has no controlling and controlled values.

A logic implication is direct if it relates inputs and output of a single gate and it is
evident from the type of this gate. For example, 0(1) at one of the inputs of an AND(OR)
directly implies 0(1) on gate’s output; 1(0) at the output of an AND(OR) directly implies
1(0) at all inputs of the gate. The implications which are not direct we call indirect impli-
cations.

We call forward propagation a process which sets the output of a vertex based on values
of its inputs using direct implications. Similarly, we call backward propagation a process
which sets inputs of a vertex based on the value of its output using direct implications.

8.3 FIRE Algorithm

FIRE algorithm [30] classifies a stuck-at fault on the line l as undetectable if this fault
requires the presence of both, 0 and 1 values (i.e. a conflict) on some other line r as a
necessary condition for its detection. All stems in the circuit are checked as candidates
to be such a line r. For each stem q, two sets of faults, set0 and set1, are computed. The
set seti is defined as the set of faults that require q to have value i ∈ {0,1} as a necessary
condition for their detection. The set of undetectable faults is obtained by intersecting set0
and set1.

In order to compute seti for a stem q the FIRE algorithm does the following. The value
i is set on q and constant propagation using direct implications is applied recursively. If
some line l is assigned the value 1(0), it is uncontrollable for the value 0(1), so stuck-
at-1(0) fault at l is added to seti. This is because the line l cannot be assigned value
0(1) and thus cannot be tested for stuck-at-1(0) fault when q has the value i. Propagation
of constants may result in some lines becoming unobservable. If one input of a gate is
set to the controlling value, then all other inputs of this gate become unobservable. If
some line l is unobservable, then both stuck-at-0 and stuck-at-1 at l are added to seti. The
unobservability is propagated backward. If all fanout branches of a stem s are marked
unobservable, the following Lemma is applied to decide whether s is also unobservable or
not.

Lemma 14 [30] A stem s with all its branches marked as unobservable may also be
marked as unobservable if, for each branch b of s, there exists at least one set of lines
{lb} such that the following conditions are satisfied:

1. the branch b is unobservable because of uncontrollability indicators on every line in
{lb}, and

2. every line in {lb} is unreachable from s.
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8.4 FIREwork Algorithm

The overall flow of FIREwork algorithm is similar to the one of FIRE. The pseudo-code
is shown in Figures 8.2, 8.3, 8.4, and 8.5. In this section, we describe the implementation
details necessary for its understanding. In the Section 8.5, we focus on the conceptual
differences between FIREwork and FIRE.

algorithm FIREWORK(V,E)
Boolean i, j;
Vertex v,u,w,vbase;
Queue Q(0),Q(1); /* lists of pairs (Vertex v, Boolean i) */
integer index, p;

1. index := 0;
2. for every vertex v ∈V in forward topological order do
3. index(v) := index; index++;
4. indirect_implications(v,0) := /0;
5. indirect_implications(v,1) := /0;
6. invalid_implications(v) := o f f ;
7. end for 2
8. for p from 0 to |V |−1 do
9. vbase is a vertex with index(vbase) = p;
10. if |Fanin(vbase)|= 1 continue /* Runtime improvement 2 (Section 8.5) */
11. begin_loop :
12. For every v ∈V , set unobservable_out puts(v, i) = 0,master(v, i) = NULL;
/* Uncontrollability propagation */
13. for every i ∈ {0,1} do
14. Q(i) = PROPAGATEUNCONTROLABILITY(vbase, i);
15. if Q(i) is empty then /* could not justify vbase to i */

/* stuck-at-i at the output of vbase is undetectable */
16. UPDATEIMPLICATIONS(vbase,vbase);
17. replace vbase by the constant i;
18. go to end_loop 57;
19. for every (v, j) ∈ Q(i) do
20. add (vbase, i) to indirect_implications(v, j);
21. end for 19
22. end for 13
/* Removal of constant vertices. Quality improvement 2 (Section 8.5) */
23. for every pair (v, j) ∈ Q(0)∩Q(1) do

/* stuck-at- j at at the output of v is undetectable */
24. UPDATEIMPLICATIONS(v,vbase);
25. replace v by the constant j;
26. end for 23

Figure 8.2: Pseudo-code of the redundancy removal algorithm FIREwork (part I).
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/* Removal of duplicated vertices. Quality improvement 2 (Section 8.5) */
27. Create Q(1) := {(v, i)|(v, i) ∈ Q(1)};

/* Q(1) contains all pairs of Q(1) with i being complemented */
28. for every pair (u, j) ∈ Q(1)∩Q(0) do
29. if i = 0 then
30. Add u to the equivalence class of vbase, E(vbase);
31. else
32. Add u to the equivalence class of vbase, E(vbase)
33. end for 28
34. Replace all v ∈ E(vbase) by u ∈ E(vbase) closest to primary inputs;
35. Replace all v ∈ E(vbase) by w ∈ E(vbase) closest to primary inputs;
36. if |Fanin(u)|= 1 and |Fanin(w)|= 1 then
37. if u is closer to primary inputs than w then
38. Substitute w by an inverter fed by u;
39. else
40. Substitute u by an inverter fed by w;
/* Unobservability propagation */
41. for every i ∈ {0,1} do
42. For every v ∈V , set visited(v) = 0;
43. for every pair (v, j) ∈ Q(i) do
44. if j is the controlled value of v then
45. OVERAPPROXIMATEUNOBSERVABILITYINIT(v, i);
46. end for 43
/* Search for a redundant line */
47. for every (v, j) ∈ Q(i) such that unobservable_out puts(v, i) > 0 do
48. for every u ∈ Fanout(v) do
49. if master(u, i) 6= NULL and master(u, i) 6= v then
50. if CHECKUNOBSERVABILITY(v,u, i) = true then

/* stuck-at- j at (v,u) is undetectable */
51. UPDATEIMPLICATIONS(u,vbase);
52. replace (v,u) by the constant j;
53. go to begin_loop 11;
54. end for 48
55. end for 47
56. end for 41
57. end_loop :
58. end for 8
59. end

Figure 8.3: Pseudo-code of the redundancy removal algorithm FIREwork (part II).

In the main loop (steps 8 - 58), our algorithm iterates through all vertices of the circuit,
vbase ∈ V , sets them to the value i, and performs uncontrollability and unobservability
propagation in order to compute the information similar to seti for the stem fed by vbase
in FIRE algorithm. We use the term ith run for vbase to refer to the uncontrollability and
unobservability propagation with the vertex vbase being set to the value i.
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In our implementation, every vertex v ∈V has the following fields:

1. index(v) ∈ {0,1, . . . , |V |−1} is the position of the vertex v in the list of all vertices
of the circuit sorted in topological order.

2. unobservable_out puts(v, i)∈{0,1, . . . , |Fanout(v)|} is the number of outgoing edges
of v which become unobservable after ith run.

3. master(v, i) ∈ Fanin(v)∪{NULL,ALL} is a pointer to the predecessor of v which
has the controlling value for v in the ith run. Also, master(v, i) = u means that all
inputs of v, except u, are unobservable. If there is more than one such predecessor,
master(v, i) is set to the dummy vertex ALL, which means that all inputs of v are
unobservable. Initially, when vertices are not set to values, master(v, i) is set to
NULL, which means that no input of v is unobservable.

4. visited(v) ∈ {0,1} shows whether v has been visited or not during unobservability
propagation and check, visited(v) = 1 if visited, 0 otherwise.

5. indirect_implications(v, j) contains the list of pairs of type (u,k), u ∈V , k ∈ {0,1},
such that there exists a logic implication (v = j)→ (u = k), v ∈V , j ∈ {0,1}.

6. invalid_implication(u) ∈ {on,o f f} shows whether all indirect implications which
imply u to some value are valid or not. If invalid_implication(u) = on, then all
implications of type (v = j)→ (u = k) stored as (u,k) ∈ indirect_implications(v, j)
for all v ∈V , j,k ∈ {0,1}, are not valid.

For each vbase taken in forward topological order1 FIREwork does the following. First
it performs constant propagation and indirect implications learning (steps 13-22, explained
in subsection 5.3). After that it eliminates duplicated and constant vertices (steps 23-40,
explained in subsection 5.4), followed by unobservability propagation. (steps 41-46). Fi-
nally it removes the identified redundancies (steps 47-55).

The procedure PROPAGATEUNCONTROLABILITY performs constant propagation, i.e.
it recursively applies direct and learned indirect implications following the assignment
vbase = i. The constants assigned to vertices are stored with the vertices and in the set Q(i)
defined as following:

Q(i) := {(u, j) | u = j after ith run for vbase}.
If the justification of vbase to i causes a contradiction (i.e some vertex needs to be assigned
to different values), then PROPAGATEUNCONTROLLABILITY returns /0. PROPAGATE-
UNCONTROLABILITY also fills the field master(v, i) for all gates v ∈ V according to its
definition.

The procedure OVERAPPROXIMATEUNOBSERVABILITYINIT(v, i) initiates the process
of unobservability propagation. It is invoked for all vertices which are set to controlled val-
ues. The procedure CHECKUNOBSERVABILITY(v,u, i) checks whether a given edge (v,u)
is really unobservable or not. The details of unobservability propagation and unobservabil-
ity checking implemented in FIREwork are discussed in Section 8.5.

1The order in which vertices are processed is important for correctness of Theorem 14 in Section 8.5
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algorithm OVERAPPROXIMATEUNOBSERVABILITYINIT(v, i)
if visited(v) = 0;

visited(v) := 1;
for every vertex u ∈ Fanin(v)−{master(v, i)} do

CHECKOUTPUTS(u, i)
end for

end

algorithm CHECKOUTPUTS(v, i)
unobservable_out puts(v, i)++;
if unobservable_out puts(v, i) = |Fanout(v)| then
/* Runtime improvement 1 (Section 8.5). Here FIRE does unobservability */
/* check, while FIREwork propagates unobservability without any check */

master(v, i) := ALL;
OVERAPPROXIMATEUNOBSERVABILITY(v, i);

end

algorithm OVERAPPROXIMATEUNOBSERVABILITY(v, i)
if visited(v) = 1;

CHECKOUTPUTS(master(v, i), i)
else

visited(v) := 1;
for every vertex u ∈ Fanin(v) do

CHECKOUTPUTS(u, i)
end for

end

algorithm CHECKUNOBSERVABILITY(v,u, i)
For every vertex w ∈V , set visited(w) = 0;
if 6 ∃w ∈ Fanin(u)−{v} such that value of w in the ith run is controlling value for u

if unobservable_out puts(u, i) 6= |Fanout(u)| then
return false;

else
if UNOBSERVABILITY(u, i) = false then

return false;
return true;

end

Figure 8.4: Pseudo-codes of the procedures OVERAPPROXIMATEUNOBSERVABILITYINIT,
CHECKOUTPUTS, OVERAPPROXIMATEUNOBSERVABILITY, CHECKUNOBSER-
VABILITY.

8.5 Improvements over FIRE

In this section, we describe the improvements of FIREwork over FIRE. The first two are
runtime improvements, the second two are quality improvements.
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algorithm UNOBSERVABILITY(v, i)
if visited(v) = 1 then

return true;
visited(v) := 1;
for every u ∈ Fanout(v) do

if 6 ∃w ∈ Fanin(u) such that visited(w) 6= 1 and
value of w in the ith run is controlling value for u then

if unobservable_out puts(u, i) 6= |Fanout(u)| then
return false;

else
if UNOBSERVABILITY(u, i) = false then

return false;
end for
return true;

end

algorithm UPDATEIMPLICATIONS(v,vbase)
/* Quality improvement 1 (Section 8.5) */
UPDATER1(v); /* updating region R1 */
for every u such that index(v) < index(u) < index(vbase)

invalid_implication(u) := on; /* updating region R2 */
end for

end

algorithm UPDATER1(v)
if indirect_implication(v,0) 6= /0 OR indirect_implication(v,1) 6= /0 then

indirect_implication(v,0) := /0;
indirect_implication(v,1) := /0;
for every u ∈ Fanout(v) do

UPDATER1(u);
end for

end

Figure 8.5: Pseudo-codes of the procedures UNOBSERVABILITY, UPDATEIMPLICATIONS,
UPDATER1.

Reducing the number of unobservability checks during unobservability
propagation

The first improvement in runtime is achieved by reducing number of unobservability checks
during unobservability propagation stage.

The initial source of unobservability in the circuit are vertices which have at least one
input set to a controlling value. If an input of a vertex v has the controlling value, other
inputs of v become unobservable. The rest of unobservable lines is derived by unobserv-
ability propagation.
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0s = 0
b1 = 0∗

b2 = 0∗

Figure 8.6: An example showing that unobservability of all fanout branches does not nec-
essarily imply unobservability of the stem; the sign ′′∗′′ indicates that the value is unob-
servable.

Usually, if all fanout branches of a stem s are unobservable, s is unobservable as well.
However, there are some rare exceptions. For example, consider the circuit shown in Fig-
ure 8.6. Suppose the stem s is set to 0 value. Then, both branches b1 and b2 are unobserv-
able. In spite of this, s is observable.

FIRE resolves the problem with such cases by checking unobservability of a stem s
any time all its branches are identified as unobservable (by applying a Lemma 14). Dur-
ing each run there could be multiple stems for which unobservability check needs to be
done. Since the number of runs equal to the number of vertices times two, the number of
unobservability checks made by FIRE equals to the number of vertices multiplied by some
factor m, which represents the average number of unobservability checks per each pair of
runs:

NFIRE
unobservability_checks = |V |×m. (8.1)

Even though the factor m can be up to the number of stems in the circuit, our experience
is that m is usually small, although larger than 1 in most of the cases.

In FIREwork, if we encounter a stem s with all branches being unobservable, we as-
sume unobservability of s without any check, i.e. we overapproximate actual unobserv-
ability. The checking is postponed for later. If no redundancy is identified with the overap-
proximated unobservability, no checking is performed because this unobservability is not
going to be used for redundancy removal anyway. This differs our approach from FIRE,
where the checking is done always.

The number of unobservability checks needed for FIREwork equals to the number of
redundancies in the circuit plus the number of incorrectly detected redundancies (caused
by the overapproximated unobservability):

NFIREwork
unobservability_checks = Nredundancies +Nincorrect_redundancies. (8.2)

In practice, we very rarely have cases where stems are not unobservable if all their
branches are unobservable. Thus, we have very few incorrectly identified unobservabili-
ties, and, as a consequence, very few incorrectly detected redundancies. Furthermore, the
number of redundancies in a circuit is usually quite small. Therefore, the overall number
of unobservability checks of FIREwork is significantly smaller than the one of FIRE, while
the complexity and average runtime of each check is the same for both algorithms.
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Figure 8.7: An example showing how an indirect implication can be obtained.

Special treatment of gates with a single input

The second improvement in runtime is a result of skipping the outer for-loop for the ver-
tices with a single input. All implications which could be obtained during these runs would
be equivalent to the ones found during the runs of the algorithm for the only predecessor
of the vertex. Therefore, no new redundancies would be identified.

Increased implication power

The first improvement in quality is achieved by re-using the information from the executed
runs of FIREwork to increase its implication power in the future runs. This is done as
follows.

Suppose that, during ith run for the vertex vbase, the vertices u1, . . . ,up are set to values
j1, . . . , jp respectively. We can conclude that the assignment of vbase = i implies the values
j1, . . . , jp on u1, . . . ,up. From this, by using the contrapositive low, we can derive a set
of logic implications (u1 = j1)→ (vbase = i), . . . ,(up = jp)→ (vbase = i). For every r ∈
{1, . . . , p}, we store the implication (ur = jr)→ (vbase = i) with ur, by adding to the field
indirect_implication(ur, j) the pair (vbase, i). When we justify the vertex ur to the value jr
in later runs, these learned implications will be used to set the vertex v to the value k, for
every (v,k) ∈ indirect_implication(ur, j), provided invalid_implication(v) = o f f .

Majority of the learned implications are indirect. Note, that indirect implications are
not immediately evident from the circuit. They cannot always be derived by FIRE ap-
proach. As an example, consider the circuit shown in Figure 8.7. During 0th run for the
vertex v, the vertices u,w and x are set to 0 by constant propagation. By using the con-
trapositive low, we derive logic implications (x = 1) → (v = 1),(u = 1) → (v = 1) and
(w = 1) → (v = 1). While the last two are direct, the first one is not. FIRE algorithm
would not set the vertex v to 1 when x is justified to 1.

A fundamental difference of FIREwork from other approaches which improve FIRE by
increasing its implication power [124, 125, 126] is that we do not perform any extra search
to find indirect implications. Rather, we re-use information available from the FIREwork
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flow.
Every time a redundant line is removed, some of the learned implications become in-

valid. On one hand, checking whether each learned implication needs to be removed or not
would be expensive. On the other hand, erasing all learned implications would be a waste
of many implications which are still valid. We discovered a property which localizes the
set of learned implications that potentially can be invalid. Thus, only very limited set of
learned implications needs to be cleaned.

Let l be a redundant line which is found and removed in one of the runs for the vertex
vbase. We define two regions, R1,R2 ⊆V , as follows. R1 consists of all vertices which can
be reached from l without passing through any vertex w with no learned implications, i.e.
such that indirect_implication(w,0) = /0 and indirect_implication(w,1) = /0. R2 consists
of all vertices v such that index(vl) ≤ index(v) ≤ index(vbase), where vl is the vertex fed
by l.

In order to make the next theorem correct, we should introduce an additional restriction
on applying learned implications during constant propagation. We allow a learned impli-
cation (u = j)→ (v = i) to be applied to set (v = i) only if (u = j) (usual requirement) and
index(u) > index(vbase) (extra requirement). This restriction means that learned implica-
tions can not be used for justification of values on vertices which are situated after the base
vertex in topological order.

Theorem 14 An indirect implication (u = j) → (v = i) can be invalid after a line is re-
moved only if either u ∈ R1, or v ∈ R2, for some i, j ∈ {0,1}.

Proof: Recall that an implication (u = j)→ (v = i) is learned if during ith run for the base
vertex v the vertex u is set to the value j.

Suppose that a redundant line l is removed from the circuit. If we repeat the ith run with
the base vertex v, then u is either set to the value j, or not. In the first case the implication
(u = j)→ (v = i) is still valid, while in the second case the implication can be invalid.

Next we analyze the effect of absence of the line l during ith run for the base vertex v.
We show that, if v /∈ R2, then only values of vertices in the region R1 can be affected.

Let us distinguish between the following two cases:

(1) index(vbase) < index(vl), where vl is the vertex fed by l and vbase is the last base
vertex used in the algorithm, i.e vbase is the base vertex which was used when l was
found to be redundant and removed,

(2) index(vbase)≥ index(vl).

case 1: Since index(vbase) < index(vl), it means that index(v) < index(vl) because vertices
are used as base vertices in the increasing index order.

Observe that a vertex w with the index larger than the index of v cannot be set by a
learned implication. This is because w never was the base vertex, thus there is no learned
implication which has w at the right hand side. Also, due to the extra requirement which
we have for applying learned implications during constant propagation, the implications
with w at the left hand side cannot be used.
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A value which is assigned to the output of a vertex by forward propagation cannot be
used to set some value to any of the vertex’s inputs using backward propagation, because
the values on the inputs were the reason for setting the output value of the vertex. Thus,
backward propagation can possibly be applied only to v and vertices which are situated
before v in the topological order.

All vertices with indexes larger than the index of v are situated either after v, or at the
same level as v in the topological order. Thus, they can be set and used to set other vertices
only by forward propagation and never by backward propagation or learned implication.

Since index(vl) > index(v), the removal of the line l can directly affect only the for-
ward propagation which sets vertex vl . The change in the value of vl can transitively affect
values of all vertices reachable from vl . Since all vertices affected by the forward prop-
agation from vl are situated after vl in the topological order, no application of backward
propagation or learned implications would occur in this case. This means that the effect of
possible change in the value assigned to vl is contained in the transitive fan-out of vl .

Forward propagation uses direct implication, thus the set of vertices affected by for-
ward propagation from vl is always a continuous region, i.e it is not possible that be-
tween vl and the affected vertex there exist no path which contains only affected ver-
tices. The vertices which were affected by the value of vl were set to some value dur-
ing ith run for the base vertex v. For all vertices w which where set to j, an impli-
cation (w = j) → (v = i) has been added to indirect_implication(w, j). So the region
which could potentially be affected by vl is contained in the region which consists of ver-
tices which can be reached from vl by a path, where each vertex w of the path satisfies
indirect_implication(w,0)∪ indirect_implication(w,1) 6= /0. The described region is ex-
actly R1.

Since the removal of the line l during ith run for the base vertex v does not affect ver-
tices outside the region R1, all implications (u = j)→ (v = i) for u /∈ R1 remain valid.

case 2: Let us distinguish between the following two sub-cases: (a) index(v) < index(vl)
(b) index(vl)≤ index(v)
case 2a: This case can be proved similarly to the case 1.
case 2b: Since index(v)≤ index(vbase) and by assumption of the case index(vl)≤ index(v),
thus v ∈ R2. The theorem trivially holds since it has no judgment on validity of the impli-
cation (u = j)→ (v = i).

2

It follows from the above theorem that, in order to remove invalid implications, it is
sufficient to visit every vertex v ∈ R1 and remove all implications stored with v, i.e. to set
indirect_implication(v, j) = /0 for all j ∈ {0,1}. In addition, we need to set invalid_imp−
lication(u) = on for all u ∈ R2. This is done by the procedure UPDATEIMPLICATIONS.

Our experience is that learned implications usually do not spread many levels forward
from the level of currently processed vertex vbase. Therefore, R1 is quite small. Normally,
it has a constant size regardless of the circuit size. The region R2 is almost always empty,
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because in our experiments index(u) is less than index(vbase) for 1 out of 1000 found
redundancies on average.

Note, that not all implications which we remove are invalid. However, checking their
validity would take a considerable amount of time, since we do not keep truck of how they
were found. So, by removing them all, we save time. Furthermore, since R1 and R2 are
small, most of valid indirect implications are left after updating.

Identification of duplicated functions

FIREwork is able to identify some vertices which implement equivalent or complemented
functions, as well as constant vertices. Therefore, it can remove some redundancies which
cannot be found by FIRE or ATPG.

Equivalent functions are identified as follows. If the assignment of the vertex vbase to
the value i causes some gate u to be set to the value i, as well as the assignment of vbase to i
causes u to be set to i, then FIREwork concludes that v and u implement the same function
and adds u to the equivalence class of vbase, denoted as E(vbase).

Similarly, to identify complemented functions, (vbase = i)→ (u = i) and (vbase = i)→
(u = i) imply that vbase and u are complements of each other. The vertex u is added to the
equivalence class of vbase, denoted as E(vbase).

Finally, all vertices in E(vbase) and E(vbase) are replaced by a member of the class
which has the smallest index. Let u be the member selected from E(vbase) and w be the
member selected from of E(vbase). If both u and w have more than one input, then the one
which is further away from the primary inputs is substituted by an inverter fed by the other
vertex.

To identify constant functions, we use the following simple property. If (vbase = 0)→
(u = i) and (vbase = 1)→ (u = i), then the vertex u is the constant i.

Note, that redundant vertices are identified with a minimum search, by re-using the
information available from the FIREwork flow.

8.6 Experimental Results

This section compares the performance of the presented algorithm to FIRE [30] and
ATPG2 [121].

Table 8.1 summarizes the results for ISCAS’85 benchmark set. Columns 2-4 show
the results for FIRE, taken from [30]. Column 2, # red, is the total number of identified
redundant lines. The sign ‘-” means that no result is reported in [30]. Column 3, % red,
is the percentage of identified redundant lines compared to ATPG, and Column 4 is CPU
time, in seconds. According to [30], FIRE was run on a SUN SPARC2. No parameters
of the SUN SPARC2 machine are provided in [30], so a comparison of CPU times of the
two algorithms is hard to make. Therefore, in order to evaluate the effect of four improve-
ments described in Section 8.5, we re-run FIREwork with these improvements switched
off. FIREwork without these improvements can be considered as our implementation of

2We used the ATPG algorithm of the IBM’s synthesis tool BooleDozer [121]
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FIRE FIREwork without
(results from [30]) 4 improvements FIREwork ATPG [121]

name # red % red t, sec # red % red t, sec # red % red t, sec # red t, sec
C17 - - - 0 - 0.00 0 - 0.00 0 0.00
C432 - - - 45 60.8 0.01 63 85.1 0.01 74 4.43
C499 - - - 0 0 0.01 0 0 0.01 8 0.27
C880 - - - 0 0 0.01 0 0 0.01 8 0.08
C1355 - - - 0 - 0.02 0 - 0.01 0 0.82
C1908 6 15.4 1.8 24 61.5 0.02 26 66.7 0.02 39 0.51
C2670 29 16.3 1.5 56 31.5 0.03 64 36.0 0.03 178 0.53
C3540 93 38 11.9 144 58.8 0.08 167 67.9 0.09 246 2.17
C5315 20 14 2.8 36 25.2 0.05 62 43.4 0.05 143 1.45
C6288 33 82.5 1.3 69 98.6 0.06 113 161.4 0.06 70 2.00
C7552 30 7.39 4.7 99 24.3 0.10 124 30.5 0.11 406 5.25
avg 35.2 28.9 4.00 43 40.1 0.036 56.3 54.6 0.037 105.5 1.59

Table 8.1: Results of the redundancy removal algorithms on ISCAS’85 benchmark set;
average is computed for non-“−” entries.

FIRE. The results are shown in Columns 5-7. As we can see, the runtime improvements
fully compensate the time consumed by the quality improvements. If the runtime improve-
ments are switched off, while the quality improvements are on, FIREwork becomes about
20% slower.

Columns 8-10 and 11-12 show the corresponding numbers for FIREwork and ATPG.
The experiments were run on a PC with Pentium III 750 MHz processor and 256 Mb
memory. On average, for ISCAS’85 benchmarks, FIREwork removes 54.6% of ATPG
redundancies using only 2.28% of its runtime. This opens an attractive possibility of using
FIREwork algorithm as a pre-processing step of ATPG in order to reduce the test pattern
generation time.

On a larger set of 183 circuits from IBM’s internal benchmarks set with the average size
of 780 gates and the maximum size of 25000 gates FIREwork without four improvements
removes 14% of ATPG’s redundancies, while FIREwork removes 19.3% of ATPG’s redun-
dancies, both using 2.5% of ATPG’s time. These results do not include two benchmarks
from the set, for which ATPG did not finish in 2 hours, while FIREwork finished in 15
sec. As we can see, the proposed improvements allow us to find 37% more redundancies
without increasing the runtime.

8.7 Conclusion

This Chapter presents the heuristic algorithm FIREwork which efficiently identifies and
removes redundancy in combinational circuits. Unlike other extensions of FIRE, FIRE-
work provides a better quality of results without trading it for the runtime. The speed of
FIREwork makes it suitable for running multiple times during logic synthesis flow.





Chapter 9

Computing a Perfect Input Assignment
for Probabilistic Verification

In this Chapter, we address the problem of probabilistic verification of Boolean functions.
The probabilistic approach maps two Boolean functions onto hash values and compare
these values for equivalence. The major drawback of probabilistic verification is the non-
zero probability of collision of hash values of two non-equivalent functions which may
produce "false positive" verification results. We show that there exists a perfect input
assignment which discriminates two non-equivalent functions with 100% probability.

9.1 Introduction

Design verification is the task of establishing that a given design meets its intended behav-
ior [129]. Verification has become the dominant cost in the design process, constituting
about 70-80% of the total design effort. While manufacturing cycle times are measured
in weeks, verification cycle times are measured in months or years. On complex design
projects, verification engineers are often twice or three times as numerous as design engi-
neers on project team.

This situation is a result of two processes [130]. First, the functional complexity of
modern designs grows at a very high rate. If a new design requires doubling the number
of transistors on a chip, it is also likely to double the number of latches on the chip, which
roughly means squaring the number of reachable states of the system. Since design size is
growing exponentially with Moore’s Law, verifying correct behavior by examining the set
of reachable states of the system is a double-exponential computational challenge. Second,
the historically greater emphasis on other aspects of the design process, like logic synthesis,
place-and-route and test pattern generation, has produced considerable progress in these
areas leaving verification as a bottleneck.

As outlined in International Technology Roadmap for Semiconductors [130], the most
important challenge for verification today is how to provide high quality verification cov-
erage for large, complex designs. Conventional simulation is inherently slow and unscal-
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able [131]. It can provide high coverage of a small design, or extremely poor coverage of a
large design. It is generally incapable of covering functional corner cases or finding hard-
to-find bugs that may occur only after hundreds of thousands of cycles (like Intel Pentium
FDIV bug [132]). Hardware emulation is several orders of magnitude faster than simu-
lation, providing a valuable aid to verification. However, an emulation system still runs
vectors one-at-a-time, so it cannot provide a long-term scalable solution to the verification
problem. Existing BDD, SAT or ATPG-based formal verification techniques guarantee
complete coverage of the possible behaviors of the design being verified, but cannot cur-
rently handle large designs [18].

Our approach for handling larger problem instances is to apply incomplete methods,
specifically probabilistic techniques, which sacrifice coverage to gain capacity. Probabilis-
tic methods in design verification are based on the fundamental idea to map a Boolean
function onto a single hash value [133, 134]. If two hash values are different, the corre-
sponding Boolean functions are not equivalent with 100% certainty. If two hash values are
the same, the functions are classified as equivalent with a quantification error probability.
An error may occur when two non-equivalent functions are hashed onto the same value.

The problem of Boolean functions hashing is equivalent to the problem of transform-
ing a Boolean function into a spectral domain followed by evaluating the result for some
randomly assigned values of the inputs. Haar [135], Rademacher-Walsh [136] and arith-
metic [137] spectral transforms can be used for this purpose. In this Chapter, we focus on
arithmetic transform.

The major drawback of probabilistic verification is the non-zero probability of collision
producing "false positive" verification results. In this Chapter we show that, theoretically,
it is possible to avoid collisions by computing hash values for a perfect input assignment.
We define perfect input assignments and prove that they guarantee that non-equivalent
functions always hash to different values. We also show that perfect input assignments
provide an even distribution of hash values of all 22n

n-variable Boolean functions in the
interval [0,1].

The Chapter is organized as follows. Section 9.2 describes the notation used in the
sequel. Section 9.3 gives a background on arithmetic transform. Section 9.4 presents pre-
vious work on algorithms for computing arithmetics transform. Section 9.5 gives the main
result of the Chapter. Section 9.6 summarizes the Chapter and discusses open problems.

9.2 Notation

Throughout this Chapter, we denote by f ,g Boolean functions of type {0,1}n →{0,1} and
by A[ f ], A[g] arithmetic functions over a field of rational numbers Q, of type Qn →Q. The
symbols ∨, ∧, and ¬ are used for Boolean operations AND, OR, and NOT, respectively.
The signs · , +, and − denote the arithmetic operation over the field Q. The indexed
variables x1,x2, . . . are used for both, Boolean and arithmetic variables. For example, x1∧
x2 stands for a Boolean expression representing an AND of two Boolean variables; x1 ·
x2 stands for an arithmetic expression (polynomial) representing a multiplication of two
arithmetic variables.



9.3. ARITHMETIC TRANSFORM 105

The notation fxi= j is used to denote the co-factor of f with respect to the variable xi,
i.e.

fxi= j = f (x1, . . . ,xi−1, j,xi+1, . . . ,xn).

9.3 Arithmetic Transform

Spectral techniques have multiple applications in logic synthesis, testing and verification
[138, 139, 140, 141, 142]. The general approach of spectral techniques is to transform
the Boolean domain description of the an n-variable logic function into a spectral domain
description. This can be done by multiplying the truth table of the function by a transfor-
mation matrix of size 2n× 2n, or by equivalent operations on other representations of the
function.

Let F = ( f0, f1, . . . , f2n−1) be the vector of coefficients of the truth table of a Boolean
function f : {0,1}n →{0,1} and T n be a 2n×2n transformation matrix defined as follows:

T 1 d f
=

[
1 0

−1 1

]
,

T n d f
= T 1⊗T n−1.

where ”⊗ ” denotes the Kronecker product of two matrices.
The transformation C = T n · F is called the arithmetic transform. The vector C =

(c0,c1, . . . ,c2n−1) represents the spectral coefficients of an arithmetic function A[ f ] : Qn →
Q. For example, C = (1,−1) is a vector of spectral coefficients corresponding to the arith-
metic function A[ f ] = 1+(−1) ·x = 1−x, which is an arithmetic equivalent of the comple-
ment f = x′ in the Boolean domain. A[ f ] can be transformed back to the Boolean domain
by applying the reverse transform F = T n

−1 ·C defined as follows:

T 1
−1

d f
=

[
1 0
1 1

]
,

T n
−1

d f
= T 1

−1⊗T n−1
−1 .

where ”⊗ ” denotes the Kronecker product of two matrices.
Every arithmetic function A[ f ] can be decomposed with respect to a variable xi, i ∈

{1, . . . ,n}, in the following manner:

A[ f ] = (1− xi) ·A[ fxi=0]+ xi ·A[ fxi=1]. (9.1)

If the decomposition (9.1) is successively applied to all variables x1, . . . ,xn, we get the
following canonical form for A[ f ]:

A[ f ] =
2n−1

∑
j=0

f ( j1, j2, . . . , jn) · [ ∏
∀i. ji=1

(xi) · ∏
∀i. ji=0

(1− xi) ]

where ( j1 j2 . . . jn) is the binary expansion of j.
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Definition 10 Hash value of a Boolean function f is the value of the arithmetic function
A[ f ] computed for a given assignment (a1, . . . ,an), ai ∈ Q, i ∈ {1, . . . ,n} of arithmetic
variables x1, . . . ,xn.

An example of computing the arithmetic transform for the Boolean function f (x1,x2,x3)
= (x1 ∨ x2)∧ x3 is shown below. On the right hand side, the ordering of variables in the
truth table is given. The resulting arithmetic polynomial is A[ f ](x1,x2,x3) = x2x3 +x1x3−
x1x2x3.

T 3 F C x1x2x3


1 0 0 0 0 0 0 0
−1 1 0 0 0 0 0 0
−1 0 1 0 0 0 0 0

1 −1 −1 1 0 0 0 0
−1 0 0 0 1 0 0 0

1 −1 0 0 −1 1 0 0
1 0 −1 0 −1 0 1 0

−1 1 1 −1 1 −1 −1 1




·




0
0
0
1
0
1
0
1




=




0
0
0
1
0
1
0

−1




0 0 0
0 0 1
0 1 0
0 1 1
1 0 0
1 0 1
1 1 0
1 1 1

Next, we show an example of two non-equivalent functions hashing onto the same
hash value. Consider the function g(x1,x2,x3) = (x′1 ∨ x2)∧ x3. Its arithmetic polynomial
is A[g](x1,x2,x3) = x3−x1x3 +x1x2x3. The computation of the coefficients of A[g] is shown
below. 



1 0 0 0 0 0 0 0
−1 1 0 0 0 0 0 0
−1 0 1 0 0 0 0 0

1 −1 −1 1 0 0 0 0
−1 0 0 0 1 0 0 0

1 −1 0 0 −1 1 0 0
1 0 −1 0 −1 0 1 0

−1 1 1 −1 1 −1 −1 1




·




0
1
0
1
0
0
0
1




=




0
1
0
0
0

−1
0
1




Let us compute hash values of the functions f and g in the examples above for the
assignment of arithmetic variables (a1,a2,a3) = ( 1

2 , 1
3 , 1

4 ). We have

A[ f ](
1
2
,

1
3
,

1
4
) =

1
3
· 1

4
+

1
2
· 1

4
− 1

2
· 1

3
· 1

4
=

1
6

A[g](
1
2
,

1
3
,

1
4
) =

1
4
− 1

2
· 1

4
+

1
2
· 1

3
· 1

4
=

1
6

So, two non-equivalent functions hash onto the same value 1
6 .
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9.4 Computing Arithmetic Transform

A number of algorithms for computing arithmetic transform, based on different represen-
tations on Boolean function, have been presented. Truth tables were used in [143], dis-
joint sum-of-products in [144], BDDs in [145, 141], and various derivatives of decision
diagrams in [146, 142, 147]. The disadvantage of these methods is that they use a repre-
sentation based on an explicit or implicit disjoint function cover with its typical excessive
memory requirements.

As an alternative, in [62] an algorithm for computing the arithmetic transform directly
on a circuit representation was presented. This algorithm uses an extension of the classical
Lengauer-Tarjan algorithm for finding dominators [59] to determine correlations between
nodes of the circuit due to re-convergent fan-outs. Such an approach makes possible the
computation of the arithmetic transform while keeping the size of the intermediate results
small. This is not possible with approaches based on building a global decision diagram.

9.5 Perfect Input Assignments

In this section, we define a specific assignment of arithmetic variables which guarantees
that two non-equivalent functions has onto different values.

Definition 11 A perfect input assignment is the assignment (p1, . . . , pn) of n arithmetic
variables defined recursively as follows:

δ0 = 1,

pn =
δn−1

1+2δn−1 ,

δn = pnδn−1. (9.2)

The values pi and δi, i ∈ {1, . . . ,n}, are the rational numbers in the interval (0,1).
Equivalently, a non-recursive definition of δn and pn is:

δn =
1

22n −1
,

pn =
1

22n−1 +1
.

The non-recursive definition shows that the denominators of δn and pn grow super expo-
nentially. Table 9.1 lists the perfect input assignment for different values of n.

Let H[ f ] = A[ f ](p1, . . . , pn), i.e. H[ f ] is the hash value of f computed for the perfect
input assignment (p1, . . . , pn).
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n the perfect input assignment (p1, . . . , pn)
1 ( 1

3 )

2 ( 1
3 , 1

5 )

3 ( 1
3 , 1

5 , 1
17 )

4 ( 1
3 , 1

5 , 1
17 , 1

257 )

5 ( 1
3 , 1

5 , 1
17 , 1

257 , 1
65537 )

6 ( 1
3 , 1

5 , 1
17 , 1

257 , 1
65537 , 1

4294967295 )

. . . . . .

n ( 1
3 , 1

5 , 1
17 , 1

257 , 1
65537 , 1

4294967295 , . . . , 1
22n−1 +1

)

Table 9.1: Perfect input assignments.

Theorem 15 If a perfect input assignment is used for computing hash values of two non-
equivalent n-variable Boolean functions f and g, then the following holds:

δn ≤ |H[ f ]−H[g]| ≤ 1,

where δn is defined by (9.2).

Proof: By induction on n.
Base case: n = 0. There are two 0-variable functions, constant 0 and constant 1. For them
we have

|H[1]−H[0]|= |1−0|= 1 = δ0.

Inductive step: Assume that the theorem holds for (n−1)-variable functions. For any two
non-equivalent n-variable Boolean functions f and g, we have

|H[ f ]−H[g]| = |pn ·H[ fxn=1]+ (1− pn) ·H[ fxn=0]− pn ·H[g|xn=1]−
− (1− pn) ·H[g|xn=0]|
= |pn · (H[ fxn=1]−H[g|xn=1])+(1− pn) · (H[ fxn=0]−H[g|xn=0])|.

According to the inductive assumption,

|H[ fxn=1]−H[g|xn=1]| ≤ 1

and
|H[ fxn=0]−H[g|xn=0]| ≤ 1.

Thus,
|H[ f ]−H[g]| ≤ |pn · (1)+(1− pn) · (1)|= 1.
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Next, we show that δn ≤ |H[ f ]−H[g]|. Let us consider two cases:
case 1: fxn=0 = g|xn=0. It immediately follows that

H[ fxn=0]−H[g|xn=0] = 0.

Also,
fxn=1 6= g|xn=1,

because otherwise f = g, what would contradict the conditions of the theorem.
According to the inductive assumption,

δn−1 ≤ |H[ fxn=1]−H[g|xn=1]|,

thus
|H[ f ]−H[g]|= |pn · (H[ fxn=1]−H[g|xn=1])| ≥ pn ·δn−1 = δn.

case 2: fxn=0 6= g|xn=0. Then, according to inductive assumption the following holds:

• For the first product:

|pn · (H[ fxn=1]−H[g|xn=1])| ≤ pn

(the product can be equal to 0 when fxn=1 = g|xn=1).

• For the second product:

(1− pn) ·δn−1 ≤ |(1− pn) · (H[ fxn=0]−H[g|xn=0])| ≤ (1− pn).

The sum of two products has minimal absolute value when the values of products have
the opposite signs, and their absolute values maximally close to each other. The maximal
absolute value of the first product is pn. The minimal absolute value of the second product
is

(1− pn) ·δn−1 = δn−1− pn ·δn−1

= δn−1− (δn−1)2

1+2δn−1

= δn−1+(δn−1)2

1+2δn−1

= pn +δn−1 · pn

= pn +δn.

Since pn < pn + δn, the intervals of absolute values of the two products do not intersect.
Thus, closest absolute values of the two intervals lie on the borders of the intervals, which
are pn and (1− pn) ·δn−1. Therefore,

|H[ f ]−H[g]| ≥ |(1− pn) ·δn−1− pn|= pn +δn− pn = δn.

2
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It follows from the Theorem 15 that hash values of non-equivalent functions are always
different, and this difference is at least δn.

As an example, let us compute hash values for the perfect assignment for the functions
f = (x1∨ x2)∧ x3 and g = (x′1∨ x2)∧ x3 which we considered in Section 9.3. We get

A[ f ](
1
3
,

1
5
,

1
17

) =
1
5
· 1

17
+

1
3
· 1

17
− 1

3
· 1

5
· 1

17
=

7
255

A[g](
1
3
,

1
5
,

1
17

) =
1

17
− 1

3
· 1

17
+

1
3
· 1

5
· 1

17
=

11
255

So, two non-equivalent functions hash onto different values.
The following theorem shows that hash values of all 22n

n-variable Boolean functions
computed for the perfect input assignment are evenly distributed within the interval [0,1].

Theorem 16 For any function f , the hash value H[ f ] can be represented as k · δn, where
k ∈ {0,1, . . . ,22n −1} and δn is defined by (9.2).

Proof: On one hand, from the Theorem 15 we know that, for any two Boolean functions f
and g, |H[ f ]−H[g]| is at most 1. So, for all 22n

n-variable Boolean functions, hash values
computed for the perfect input assignment should be within an interval of length 1 or less.

On the other hand, for any two non-equivalent Boolean functions f and g, |H[ f ]−H[g]|
is at least δn. So, we need an interval of length at least (22n −1) ·δn = 1 to fit 22n

functions.
The above two conditions meet only if the interval is exactly 1. This is only possible

if the distance between neighbor hash values is exactly δn, i.e. |H[ f ]−H[g]| = δn for
any functions f and g whose hash values are closest. H[0] = 0 and H[1] = 1 restrict the
interval to [0,1]. Therefore, hash values are 0 and other values over every interval δn up to
1. Equivalently, a hash value H[ f ] for any function f can be represented as k · δn, where
k ∈ {0,1, . . . ,22n −1}.

2

It is important to stress that, during the computation of hash values, e.g. by the algo-
rithm [62], the intermediate results will be hash values of some functions of up to n vari-
ables computed for the perfect input assignment. Therefore, the intermediate results can
only be multiples of δn and can be represented as k ·δn as well, where k∈{0,1, . . . ,22n−1}.
Thus, only the integer k need to be used to store any intermediate result.

Since the space complexity to represent an arbitrary integer from a given set of inte-
gers depends on the range size(difference between the largest and the smallest element of
the set), it is essential to keep the range size small. Since every integer in the interval
{0,1, . . . ,22n − 1} is used to represent a hash value of some function, the range size for k
is minimal.

9.6 Conclusion

In this Chapter, we show that there exists a perfect input assignment which discriminates
two non-equivalent functions with 100% probability. We also prove that perfect input
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assignments provide an even distribution of hash values of all 22n
n-variable Boolean func-

tions in the interval [0,1] and that no more efficient distribution exists.
Even though the presented distribution of hash values is most efficient, it requires 2n

bits to represent an integer k ∈ {0,1, . . . ,22n − 1}. The same number of bits is sufficient
to express the complete truth table of the function. Therefore, unless a more efficient way
of representing hash values is discovered, the results of this Chapter will remain mainly of
theoretical value.





Chapter 10

Analysis of Kauffman Networks

In this Chapter, we present a set of efficient algorithms for the analysis of an abstract
model of gene regulatory networks called Kauffman networks. The resulting software
package is hoped to be of assistance in understanding the principles of gene interactions
and discovering a computing scheme operating on these principles.

10.1 Introduction

The gene regulatory network is one of the most important signaling networks in living cells.
It is composed of the interactions of proteins with the genome [148]. The major discovery
related to gene regulatory networks was made in 1961 by French biologists François Jacob
and Jacques Monod [149]. They found that a small fraction of the thousands of genes in
the DNA molecule acts as tiny "switches". By exposing a cell to a certain hormone, these
switches can be turned "on" or "off". The activated genes send chemical signals to other
genes which, in turn, get either activated or repressed. The signals propagate along the
DNA molecule until the cell settles down into a stable pattern.

Jacob and Monod’s discovery showed that DNA is not just a blueprint for the cell, but
rather an automaton which allows for the creation of different types of cells. It answered
the long open question of how one fertilized egg cell could differentiate itself into brain
cells, lung cells, muscle cells, and other types of cells that form a newborn baby. Each kind
of cells corresponds to a different pattern of activated genes in the automaton.

In 1969 Stuart Kauffman proposed using Boolean networks for modeling gene regula-
tory networks [150]. Each gene is represented by a vertex in a directed graph. An edge
from one vertex to another implies a causal link between the two genes. The "on" state of a
vertex corresponds to the gene being expressed. Time is viewed as proceeding in discrete
steps. At each step, the new state of a vertex v is a Boolean function of the previous states
of the vertices which are predecessors of v.

We discovered that many problems related to Kauffman networks are similar to the
problems in logic synthesis and verification of electronic circuits. For example, the prob-
lem of finding relevant elements in Kauffman networks [15] is similar to the problem of

113
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removing redundancy in sequential logic circuits [16]. The problem of identifying state
cycles in Kauffman networks [17] is related to the problem of image computation in model
checking [18].

After examining the state-of-the-art in Kauffman networks, we found that existing
methods for their analysis are quite immature compared to the approaches used in logic
synthesis and verification. There are efficient techniques for removing redundancy from
a circuit with millions of gates [16] and for verifying finite state machines with 1020

states [151]. The programs available for computing state cycles in Kauffman networks
can only deal with networks with less than 32 relevant vertices [152, 153, 154, 155]. The
number of genes in a cell is often larger. For example, the tiny worm Caenorhabditis el-
egans has 19.099 genes. A small flower in the mustard family, Arabidopis, has 25.498
genes [156].

To bridge this gap, we developed algorithms for redundancy removal and partitioning
for Kauffman networks that have linear-time complexity and are feasible for networks with
millions of vertices. We also designed an algorithm for computing attractors in Kauffman
networks, which uses a technique similar to the fixed point computation during reachability
analysis in model checking. The algorithm employs BDDs for representing the set of states
of a Kauffman network and the transition relation on this set.

The Chapter is organized as follows. Section 10.2 gives a background on Kauffman
networks. Section 10.3 describes the algorithm for finding redundant vertices. Section 10.4
shows how partitioning into components is performed. Section 10.5 shows how to compute
attractors by composition. Section 10.6 presents the algorithm for computing attractors.
Section 10.7 shows simulation results. Section 10.8 discusses possibilities for implement-
ing logic functions with Kauffman networks. Section 10.9 concludes the Chapter and
discusses open problems.

10.2 Kauffman Networks

In this section, we give a brief introduction to Kauffman networks. For a more detailed
description, the reader is referred to [157].

Definition of Kauffman Networks

Kauffman networks are a class of random nk-Boolean networks [158]. A random nk-
Boolean network is a synchronous Boolean automaton with n vertices. Each vertex has
exactly k incoming edges, assigned at random, and an associated Boolean function. Func-
tions are selected so that they evaluate to the values 0 and 1 with given probabilities p and
1− p, respectively. Time is viewed as proceeding in discrete steps. At each step, the new
state of a vertex v is a Boolean function of the previous states of the predecessors of v.

A Kauffman network is a random nk-Boolean network with k = 2 and p = 0.5, i.e. each
vertex has two predecessors and Boolean functions are assigned to vertices independently
and uniformly at random from the set of 16 possible 2-variable Boolean functions [159].
The state σvi of a vertex vi at time t + 1 is determined by the states of its predecessors vl
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Figure 10.1: An example of a Kauffman network. The state of a vertex vi at time t + 1 is
given by σvi(t +1) = fvi(σvl (t),σvr(t)), where vl and vr are the predecessors of vi, and fvi

is the Boolean function associated to vi.

and vr, i, l,r ∈ {1,2, . . . ,n}, as:

σvi(t +1) = fvi(σvl (t),σvr(t))

where fvi : {0,1}2 → {0,1} is the Boolean function associated to vi. The vector (σv1(t),
σv2(t), . . . ,σvn(t)) represents the state of the network at time t. An example of a Kauffman
network with ten vertices is shown in Figure 10.1.

Frozen and chaotic phases

The parameters k and p determine the dynamics of the network. For a given probability p,
there is a critical number of inputs, kc, below which the network is in the frozen phase and
above which the network is in the chaotic phase [160]:

kc =
1

2p(1− p)
. (10.1)

If a network is in the frozen phase, then, independently of the initial state, a stable state is
reached after a few steps [161]. Small changes in network’s connections, states of vertices,
or associated Boolean functions, typically create no variations in the network’s dynamics.

In the chaotic phase, the length of state cycles is of order of 2n. The dynamics of
the network is very sensitive to changes in network’s connections, states of vertices, or
associated Boolean functions [162].
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On the critical line between the frozen and the chaotic phases, the network exhibits self-
organized critical behavior, ensuring both stability and evolutionary improvements [163].
Statistical features of random nk-Boolean networks on the critical line are shown to match
the characteristics of real cells and organisms [150, 164, 157]. For p = 0.5, the critical
number of inputs is kc = 2, so Kauffman networks are on the critical line.

Apart from gene regulatory networks, Kauffman networks have been applied to the
problems of cell differentiation [165], immune response [166], and evolution [167]. They
have also attracted the interest of physicists due to their analogy with disordered systems
studied in statistical mechanics, such as the mean field spin glass [168].

Attractors

Since the number of possible states of a Kauffman network is finite (up to 2n), any sequence
of consecutive states of a network eventually converges to either a single state, or a cycle
of states, called attractor. The number and length of attractors represent two important
parameters of the cell modeled by a Kauffman network. The number of attractors corre-
sponds to the number of different cell types. For example, humans have 20.000-25.000
genes (the exact number is not known yet) and about 250 cell types [169]. The attractor’s
length corresponds to the cell cycle time. Cell cycle time refers to the amount of time re-
quired for a cell to grow and divide into two daughter cells. The length of the total cell
cycle varies for different types of cells.

The human body has a sophisticated system for maintaining normal cell repair and
growth. The body interacts with cells through a feedback system that signals a cell to
enter different phases of the cycle [170]. If a person is sick, e.g suffers from cancer,
then this feedback system does not function normally and cancer cells enter the cell cycle
independently of the body’s signals. The number and length of attractors of a Kauffman
network serve as indicators of the health of the cell modeled by the network [17]. The
sensitivity of attractors to different kinds of disturbances, modeled by changing the state
of a vertex, the associated Boolean function, or a network connection, reflects the stability
of the cell to damage, mutations and virus attacks.

In order to evaluate attractors, their number and length have to be computed. This
problem is the major problem in the analysis of Kauffman networks, for which no efficient
solution is found so far. Available algorithms for exact computation of attractors can only
handle networks with less than 32 non-redundant vertices [152, 153, 154, 155]. For larger
networks, the median instead of the exact values on the number of attractors is computed
using the following technique [155]. Repeatedly, an initial state is chosen at random and
the attractor reachable from this state is computed. If 1000 consecutive attempts yield no
new attractor, the algorithm terminates. The resulting number is used as a lower bound on
the number of attractors in the network.

10.3 Redundancy Removal

Redundancy is an essential feature of biological systems, ensuring their correct behavior in
presence of internal or external disturbances. An overwhelming percentage (about 95%) of
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algorithm REMOVEREDUNDANT (V,E)
/* I. Simplification of vertices with one predecessor */
for each v ∈V do

if two incoming edges of v come from the same vertex then
Simplify fv;

end for
/* II. Constant propagation */
R1 = /0;
for each v ∈V do

if fv is a constant then
Append v at the end of R1;

end for
for each v ∈ R1 do

for each u ∈ Sv−R1 do
Simplify fu by substituting constant fv;
if fu is a constant then

Append u at the end of R1;
end for

end for
Remove all v ∈ R1 and all edges connected to v;
/* III. Simplification of vertices with 1-variable functions */
for each v ∈V do

if fv is a 1-variable function then
Remove the edge (u,v), where u is the
predecessor of v on which v does not depend;

end for
/* IV. Elimination of vertices with no outputs */
R2 = /0;
for each v ∈V do

if Sv = /0 then
Append v at the end of R2;

end for
for each v ∈ R2 do

for each u ∈ Pv−R2 do
if all successors of u are in R2 then

Append u at the end of R2;
end for
Remove all v ∈ R2 and all edges connected to v;

end

Figure 10.2: The algorithm for finding redundant vertices in Kauffman networks.

DNA of humans is redundant to the metabolic and developmental processes. Such “junk”
DNA is believed to act as a protective buffer against genetic damage and harmful muta-
tions, reducing the probability that any single, random offense to the nucleotide sequence
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Figure 10.3: The reduced network GR for the Kauffman network in Figure 10.1.

will affect the organism [171].
In the context of Kauffman networks, redundancy is defined as follows. Let G = (V,E)

be a Kauffman network, where V is the set of vertices and E ⊆ V ×V is the set of edges
connecting the vertices.

Definition 12 A vertex v∈V of a Kauffman network G is redundant if the network obtained
from G by removing v has the same number and length of attractors as G.

If a vertex in not redundant, it is called relevant [152].
In [152], an algorithm for computing the set of all redundant vertices was presented.

This algorithm has a high complexity, and therefore is only applicable to small networks
with up to a hundred vertices. In [172], we presented an algorithm REMOVEREDUNDANT
(Figure 10.2), which quickly finds structural redundancy and some simple cases of func-
tional redundancy. The phases II and IV of REMOVEREDUNDANT are similar to the deci-
mation procedure of [154], although a detailed comparison is hard to do because no pseu-
docode is shown in [154]. The ordering of the phases of the algorithm is very important.
For example, if the phase IV is performed before the phase II, then usually less redundant
vertices are found.

Let Pv = {u∈V | (u,v)∈ E} be a set of predecessors of v∈V and Sv = {u∈V | (v,u)∈
E} be a set of successors of v.

REMOVEREDUNDANT first checks whether there are vertices v with two incoming
edges coming from the same vertex. If yes, the associated functions fv are simplified.

Then, REMOVEREDUNDANT classifies as redundant all vertices v whose associated
function fv is constant 0 or constant 1. Such vertices are collected in a list R1. Then,
for every vertex v ∈ R1, successors of v are visited and the functions associated to the
successors are simplified. The simplification is done by substituting the constant value of
fv in the function of the successor u. If as a result of the simplification the function fu
reduces to a constant, then u is appended to R1.
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Figure 10.4: State transition graph of the Kauffman network in Figure 10.3. Each state is
a 5-tuple (σ(v1)σ(v2)σ(v5)σ(v7)σ(v9)).

Second, REMOVEREDUNDANT finds all vertices whose associated function fv is a
single-variable function. The edge between v and the predecessor of v which v does not
depend on is removed.

Next, REMOVEREDUNDANT classifies as redundant all vertices which have no succes-
sors. Such vertices are collected in a list R2. For every vertex v ∈ R2, both predecessors of
v are visited. If all successors of some predecessor u ∈ Pv are redundant, u is appended at
the end of R2.

The worst-case time complexity of REMOVEREDUNDANT is O(|V |+ |E|), where |V |
is the number of vertices and |E| is the number of edges in G.

As we mentioned before, REMOVEREDUNDANT might not identify all cases of func-
tional redundancy. For example, a vertex may have a constant output value due to the
correlation of its input variables. For example, if a vertex v with an associated OR (AND)
function has predecessors vl and vr with functions fvl = σv j and fvr = σ′

v j
, then the value of

fv is always 1 (0). Such cases of redundancy are not detected by REMOVEREDUNDANT.
Let GR be the reduced network obtained from G by removing redundant vertices. The

reduced network for the example in Figure 10.1 is shown in Figure 10.3. Its state transition
graph is given in Figure 10.4. Each vertex of the state transition graph represents a 5-tuple
(σ(v1)σ(v2)σ(v5)σ(v7)σ(v9)) of values of states on the relevant vertices v1, v2, v5, v7, v9.
There are two attractors: {01111,01110,00100,10000,10011,01011}, of length six, and
{00101,11010,00111,01010}, of length four. By Definition 12, by removing redundant
vertices we do not change the total number and length of attractors in a Kauffman network.
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Therefore, GR has the same number and length of attractors as G.

10.4 Partitioning

The vertices of GR induce a number of connected components.

Definition 13 Two relevant vertices are in the same component if and only if there is an
undirected path between them.

A path is called undirected if it ignores the direction of edges.
Connected components can be computed in O(|V |+ |E|) time, where |V | is the number

of vertices and |E| is the number of edges of GR, using the following algorithm [173]. To
find a connected component number i, the function COMPONENTSEARCH(v) is called for
a vertex v which has not been assigned to a component yet. COMPONENTSEARCH does
nothing if v has been assigned to a component already. Otherwise, COMPONENTSEARCH
assigns v to the component i and calls itself recursively for all predecessors and successors
of v. The process repeats with the counter i incremented until all vertices are assigned.

10.5 Computing Attractors by Composition

In this section, we show that it is possible to compute attractors of a network G composi-
tionally from the attractors of the connected components of the reduced network GR.

Let GA be a connected component of GR and AA be an attractor of GA. An attractor AA
of length L is represented by a vector of states (Σ0,Σ1, . . . ,ΣL−1), where Σ(i+1)modL is the
next state of the state Σi, i ∈ {0,1, . . . ,L−1}.

The support set of an attractor AA, sup(AA), is the set of vertices of GA. For example,
the reduced network in Figure 10.3 has the support set {v1,v2,v5,v7,v9}.

Definition 14 Given two attractors AA = (ΣA
0 ,ΣA

1 , . . . , ΣA
LA

) and AB = (ΣB
0 ,ΣB

1 , . . . ,ΣB
LB

),
such that sup(AA)∩ sup(AB) = /0, the composition of AA and AB is a set of attractors
defined by:

AA ◦AB =
d−1⋃

k=0

{Ak}

where d is the greatest common divisor of LA and LB, each attractor Ak is of length m, m
is the least common multiple of LA and LB, and the ith state of Ak is a concatenation of
(i mod LA)th state of AA and ((i+ k) mod LB)th state of AB:

Σk
i = ΣA

i mod LA
ΣB

(i+k) mod LB

for k ∈ {0,1, . . . ,d−1}, i ∈ {0,1, . . . ,m−1} and "mod" is the operation division modulo.
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As an example, consider two attractors AA = (ΣA
0 ,ΣA

1 ) and AB = (ΣB
0 ,ΣB

1 ,ΣB
2 ). We have

d = 1 and m = 6, so AA ◦AB = {A0}, where the states Σ0
i , i ∈ {0,1, . . . ,5} are defined by

Σ0
0 = ΣA

0 ΣB
0 Σ0

3 = ΣA
1 ΣB

0

Σ0
1 = ΣA

1 ΣB
1 Σ0

4 = ΣA
0 ΣB

1

Σ0
2 = ΣA

0 ΣB
2 Σ0

5 = ΣA
1 ΣB

2 .

The composition of attractors is extended to the composition of sets of attractors as
follows.

Definition 15 Given two sets of attractors {A11,A12, . . . , A1L1} and {A21,A22, . . . ,A2L2},
such that sup(A1i)∩ sup(A2 j) = /0, for all i ∈ {1,2, . . . ,L1}, j ∈ {1, 2, . . . ,L2}, the compo-
sition of sets is defined by:

{A11,A12, . . . ,A1L1}◦{A21,A22, . . . ,A2L2}=
⋃

∀(i1,i2)∈{1,...,L1}×{1,...,L2}
A1i1 ◦A2i2

where “×” is the Cartesian product.

Lemma 15 The composition AA ◦ AB consists of all possible cyclic sequences of states
which can be obtained from AA and AB.

Proof: By Definition 14, the result of the composition of AA and AB is d attractors {A0,A1,
. . . ,Ad−1} of length m each, where d is the greatest common divisor of LA and LB is m and
the least common multiple of LA and LB.

Consider any two states of the attractor Ak, Σk
i and Σk

j, for some i, j ∈ {0,1, . . . ,m−1},
i 6= j, and some k ∈ {0,1, . . . ,d−1}. By Definition 14,

Σk
i = ΣA

i mod LA
ΣB

(i+k) mod LB

and
Σk

j = ΣA
j mod LA

ΣB
( j+k) mod LB

.

We prove that

(ΣA
i mod LA

= ΣA
j mod LA

) ⇒ (ΣB
(i+k) mod LB

6= ΣB
( j+k) mod LB

).

If ΣA
i mod LA

= ΣB
j mod LB

, then we can express j as

j = i+X ·LA, (10.2)

where X is some constant which satisfies X ·LA < m.
By substituting j by (10.2) in the expression ( j + k) mod LB, we get

( j + k) mod LB = (i+X ·LA + k) mod LB. (10.3)
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Clearly, if X ·LA is not evenly divisible by LB, then the right-hand side of the expression
(10.3) is not equal to (i+ k) mod LB. On the other hand, X ·LA cannot be evenly divisible
by LB, because LA 6= LB and X ·LA < m. Thus

(i+X ·LA + k) mod LB 6= (i+ k) mod LB

and therefore the states ΣB
( j+k) mod LB

and ΣB
(i+k) mod LB

are different. Similarly, we can show
that

(ΣB
(i+k) mod LB

= ΣB
( j+k) mod LB

) ⇒ (ΣA
i mod LA

6= ΣA
j mod LA

).

Therefore, for a given k ∈ {0,1, . . . ,d−1}, no two states in the attractor Ak are equal.
Similarly to the above, we can show that no two states in two different attractors can

be the same. If the first parts of two states are the same, than the second parts differ due to
the property

(k +X ·LA) mod LB 6= 0

for any k ∈ {0,1, . . . ,d−1}.
There are LA · LB different pairs of indexes in the Cartesian product {1, . . . ,LA} ×

{1, . . . ,LB}. Thus, since LA ·LB = m · d, at least d attractors of length m are necessary to
represent all possible combinations. Since no two states of A0,A1, . . . ,Ad−1 are the same,
exactly d attractors of length m are sufficient to represent all possible combinations.

2

Let {G1,G2, . . . ,Gp} be the set of components of GR. Throughout the rest of the sec-
tion, we use Ni to denote the number of attractors of Gi, Ai j to denote jth attractor Gi, and
Li j to denote the length of Ai j, i = {1,2, . . . , p}, j = {1,2, . . . ,Ni}.

Let I = I1 × I2 × . . .× Ip be the Cartesian product of sets Ii = {i1, i2, . . . , iNi}, where
p is the number of components of GR. The set Ii represents indexes of attractors of the
component Gi. For example, if Ni = 3, then Gi has 3 attractors: Ai1,Ai2 and Ai3. The set Ii
is then Ii = {1,2,3}. The set I enumerates all possible elements of the sets Ii. For example,
if p = 2, N1 = 2 and N2 = 3, then I = {(1,1),(1,2), (1,3),(2,1),(2,2),(2,3)}.
Theorem 17 The set of attractors A of the reduced network GR with p components can be
computed as

A =
⋃

∀(i1,...,ip)∈I

((A1i1 ◦A2i2)◦{A3i3}) . . .◦{Apip}

Proof: (1) The state space of any component is partitioned into basins of attraction. There
are no common states between different basins of attraction. Thus, different attractors of
the same component have no common states.

(2) Since in any pair of components (Gi,G j), i, j = {1,2, . . . , p}, i 6= j, Gi and G j do
not have vertices in common, the support sets of attractors of Gi and G j do not intersect.
Thus, different attractors of different components have no common states.

(3) The set I enumerates all possible combinators of p-tuple of indexes of attractors of
components. By definition of the Cartesian product, every p-tuple of I differ at least in one
position.
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(4) From (1), (2) and (3) we can conclude that the set of attractors obtained by the
composition ((A1i1 ◦A2i2)◦{A3i3}) . . .◦{Apip} for a given (i1, . . . , ip) ∈ I, differs from the
set of attractors obtained for any other p-tuple (i′1, . . . , i

′
p) ∈ I.

(5) From Lemma 15, we know that the composition A1i1 ◦A2i2 represents all possible
cyclic sequences of states which can be obtained from A1i1 and A2i2 . We can iteratively
apply Lemma 15 to the result of A1i1 ◦ A2i2 composed with A3i3 , etc., to show that the
composition ((A1i1 ◦A2i2)◦{A3i3}) . . .◦{Apip} represents all possible attractors which can
be obtained from p attractors A ji1 , j = {1,2, . . . , p}.

(6) From (4) and (5) we can conclude that the union of compositions over all p-tuples
of I represents the attractors of GR.

2

The following results follow directly from the Theorem 17.

Lemma 16 The total number of attractors in the reduced network GR with p components
is given by

N = ∑
∀(i1,...,ip)∈I

p

∏
j=2

(((L1i1 ?L2i2)?L3i3) . . . ?L j−1i j−1)¦L ji j

where "?" is the least common multiple operation and "¦" is the greatest common divisor
operation.

Lemma 17 The maximum length of attractors in the reduced network GR is given by

Lmax = max
∀(i1,...,ip)∈I

((L1i1 ?L2i2)?L3i3) . . . ?Lpip

where "?" is the least common multiple operation.

By Definition 12, by removing redundant vertices we do not change the total number
and the maximum length of attractors of an RBN. Therefore, N and Lmax given by Lem-
mas 16 and 17 are the same for the original network G.

Results similar to Lemma 16 and 17 has been presented by Bastola and Parisi in [152]
without a proof. It was correctly observed that the maximum attractor length equals to the
least common multiple of the maximum lengths of the cycles that compose it. However,
the total number of attractors was said to be equal to the maximum common divisor of the
maximum lengths of the cycles that compose it, which is incorrect.

As an example, consider the network in Figure 10.5 with two components: G1 =
{v2,v5,v9} and G2 = {v1,v7}. Their state spaces are shown in Figure 10.6. The first com-
ponent has two attractors: A11 =(011,100) of length L11 = 2 and A12 =(000,001,101,111,
110,010) of length L12 = 6. The second component has one attractor A21 = (00,10,11,01)
of length L21 = 4.

The Cartesian product of I1 = {1,2} and I2 = {1} contains 2 pairs: I = {(1,1),(2,1)}.
For the pair (1,1) we have L11 ¦L21 = 2¦4 = 2 and L11 ?L21 = 2?4 = 4. So, A11 and A21
compose into two attractors of length 4:

A11 ◦A21 = {(01100,10010,01111,10001),(01110,10011,01101,10000)}.
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Figure 10.5: An example of RBN with two components.
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Figure 10.6: (a) The state space of the component G1 = {v2,v5,v9}. There are two attrac-
tors, A11 = (011,100) and A12 = (000,001,101,111, 110,010). (b) The state space of the
component G2 = {v1,v7}. There is one attractor, A21 = (00,10,11,01).

The order of vertices in the states is v2,v5,v9,v1,v7.
Similarly, for the pair (2,1) we have L12 ¦L21 = 6 ¦ 4 = 2 and L12 ? L21 = 6 ? 4 = 12.

So, A12 and A21 compose into two attractors of length 12:

A12 ◦A21 = {(00000,00110,10111,11101,11000,01010,00011,00101,10100,
11110,11011,01001),(00010,00111,10101,11100,11010,01011,
00001,00100,10110,11111,11001,01000)}.

The total number of attractors is N = 4. The maximum attractor length is Lmax = 12.

10.6 Computation of Attractors

To be able to compute attractors in a large Kauffman network, it is important to use an
efficient representation for its set of states, and for the transition relation on this set. In our
current implementation, we use BDDs.
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A transition relation defines the next state values of the vertices in terms of the cur-
rent state values. We derive the transition relation in the standard way [151], by assign-
ing every vertex vi of the network a state variable xvi and making two copies of the set
of state variables: s = (xv1 ,xv2 , . . . ,xvr), denoting the variables of the current state, and
s+ = (x+

v1
,x+

v2
, . . . ,x+

vr), denoting the variables of the next state. Using this notation, the
characteristic formula for the transition relation of a Kauffman network is given by:

T (s,s+) =
r∧

i=1

(x+
vi
↔ fi(xvi1

,xvi2
)),

where r is the number of relevant vertices, fi is the Boolean function associated with the
vertex vi and vi1 and vi2 are the predecessors of vi.

As an example, consider the reduced Kauffman network in Figure 10.3 and its state
transition graph in Figure 10.4. We have s = (xv1 ,xv2 , xv5 ,xv7 ,xv9) and s+ = (x+

v1
,x+

v2
,x+

v5
,

x+
v7

,x+
v9

). The transition relation is given by:

T (s,s+) = (x+
v1
↔ x′v7

)∧ (x+
v2
↔ xv9)∧ (x+

v5
↔ xv2)∧ (x+

v7
↔ (xv1 + xv9))∧ (x+

v9
↔ x′v5

).

Let T i(s,s+) denote the transition relation describing the set of next states s+ that can
be reached from any current state s in exactly i steps. For i = 2, T 2(s,s+) is computed as
follows:

T 2(s,s+) = ∃s++.(T (s,s++)∧T (s++,s+)).

By applying squaring iteratively, we can obtain T 2i
(s,s+) in i steps for any i [174].

On one hand, for any Kauffman network with r relevant vertices, it cannot take more
than 2r steps to reach an attractor from any state. One the other hand, “overshooting” is not
a problem because, once entered, an attractor is never left. Therefore, for any initial state
s, the next state s+ obtained by the transition defined by T 2r

(s,s+) is a state of an attractor.
Let Fi(s) denote the set of states reachable from a given set of initial states in i steps.

Using the transition relation T 2r
(s,s+), we can compute the set of states F2r(s) that can be

reached from any state in 2r steps as:

F2r(s+) = ∃s.T 2r
(s,s+).

F2r(s+) represents the set of states of all attractors. It remains to distinguish between
different attractors. This can be done by simulation as follows. An arbitrary state σ of
F2r(s+) is picked up and the sequence of next states is computed until σ is reached again.
The sequence of visited states represents an attractor. This process is repeated starting from
a state of F2r(s+) not visited yet until F2r(s+) is covered.

Our simulation results show that the number and lengths of attractors in a Kauffman
network with n vertices are of order of

√
n. Therefore, the number of states in F2r(s+) is of

order of
√

n ·√n = n. Thus, enumerating all states of F2r(s+) is a very fast process which
takes a very small fraction of runtime compare to the runtime needed to compute F2r(s+).
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total average average average average
number number of size of number number

of relevant the largest of of
vertices vertices component components attractors

10 5 5 1.1 2.67
102 25 25 1.4 11.7
103 93 92 1.8 23.9∗

104 270 266 2.4 -
105 690 682 3.1 -
106 1614 1596 3.7 -
107 3502 3463 4.3 -

Table 10.1: Simulation results for Kauffman networks. Average values for 1000 networks.

10.7 Simulation Results

This section shows simulation results for Kauffman networks of sizes from 10 to 107 ver-
tices (Table 10.1). Column 2 gives the average number of relevant vertices computed using
REMOVEREDUNDANT. Column 3 shows the average size of the largest connected compo-
nent of the subgraph GR induced by the relevant vertices and column 4 gives the average
number of components. Column 5 shows the average number of attractors.

The simulation results show that we need to find a better way of partitioning. Currently,
the size of the largest component of the subgraph induced by the relevant vertices (column
3) is Θ(r), where r is the number of relevant vertices in the subgraph, i.e. we observe
so called “giant” component phenomena [175]. A technique resulting in a more balanced
partitioning is needed.

Another problem is that, on random graphs, BDDs blow up more frequently than on
sequential circuits. Currently, we cannot compute the exact number of attractors in most
networks with 103 vertices and larger. The number of attractors shown in column 5 for net-
works with 103 vertices (marked with ”∗”) is the average value computed for successfully
terminated cases only. We did have occasional blow ups for networks with 100 vertices as
well. The number of attractors shown in column 5 for networks with 100 vertices is the av-
erage value computed for 1000 successfully terminated cases. In our future work, we plan
to investigate possibilities for implementing the algorithm presented in Section 10.6 using
Boolean circuits [176, 177, 54], rather than BDDs, and combined approaches [178, 179].
We will also try reducing the state space by detecting equivalent state variables [180] and
by partitioning the transition relation [181].

10.8 Applications

In this section we present some ideas on how Kauffman networks can be used for imple-
menting Boolean functions and for achieving fault-tolerance. The ideas we describe are
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preliminary, more research is needed to justify them.

Implementing logic functions by Kauffman networks

An interesting direction of research is investigating how Kauffman networks can be used
for implementing logic functions. One possibility is to use the states of relevant vertices of
a network to represent variables of the function, and to use the attractors to represent the
function’s values.

To be more specific, suppose that we have a Kauffman network G with r relevant
vertices v1, . . . ,vr and m attractors A1,A2, . . . ,Am. The basins of attractions of Ai’s partition
the Boolean space Br into m connected components. We assign a value i, i ∈ {0,1, . . . ,m−
1} to the attractor Ai and assume that the set of minterms represented by the states in the
basin of attraction of Ai is mapped to k. Then, G implements the function f : {0,1}r →
{0,1, . . . ,m− 1} of variables x1, . . . ,xr, where the value of the variable xi corresponds to
the state of relevant vertex vi. If m = 2, then G implements a Boolean function.

As an example, consider the Kauffman network G shown in Figure 10.7. The vertices
v4 and v5 are relevant vertices, determining the dynamic of G according to the reduced
network in Figure 10.8(a). The state transition graph of the reduced network is shown in
Figure 10.8(b). There are two attractors, A1 and A2. We assign the logic 0 to A1 and the
logic 1 to A2. The initial states 00,01 and 10 terminate in the attractor A1 (logic 0) and
the initial state 11 terminates in the attractor A2 (logic 1). So, G implements the 2-input
Boolean AND.

Stability

Extensive experimental results confirm that Kauffman networks are tolerant to faults, i.e.
typically the number and length of attractors are not affected by small changes [164, 157].
The following types of fault models are used to model the effects of diseases, mutations,
or injuries on a cell:

• a predecessor of a vertex v is changed, i.e. the edge (u,v) is replaced by an edge
(w,v), v,u,w ∈V ;

• the state of a vertex is changed to the complemented value;

• Boolean function of a vertex is changed to a different Boolean function.

On one hand, the stability of Kauffman networks is due to the large percentage of
redundancy in the network. Θ(n−√n) of n vertices are typically redundant. On the other
hand, the stability is due to the non-uniqueness of the network representation. The same
dynamic behavior can be achieved by many different Kauffman networks. For instance,
the 2-input AND gate could be implemented in many other ways than the one shown in
Figure 10.7. For example, the reduced network in Figure 10.9 has the same state transition
graph as the one in Figure 10.8.
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Figure 10.7: An example of a network implementing the 2-input AND.

Evolvability

An essential feature of living organisms is their capability to adapt to a changing environ-
ment. Kauffman networks have been shown to be successful in evolving to a predefined

(a) (b)
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11A1

v4 v5

σv5

A2

σv4 +σ′
v5

Figure 10.8: (a) The reduced network for the Kauffman network in Figure 10.7. (b) Its state
transition graph. Each state is a pair (σ(v4)σ(v5)). There are two attractors: A1 = {01,10}
and A2 = {11}.
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Figure 10.9: An alternative reduced network for the 2-input AND.
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Figure 10.10: (a) The reduced network for the Kauffman network in Figure 10.7, after three
mutations described in Section 10.8 have been applied. (b) Its state transition graph. Each
state is a pair (σ(v3)σ(v5)). There are two attractors: A1 = {01,10} and A2 = {00,11}.

target function.
As an example, suppose that the following three mutations are applied to the network

in Figure 10.7:

1. edge (v4,v5) is replaced by (v3,v5);

2. edge (v2,v3) is replaced by (v3,v3);

3. edge (v7,v3) is replaced by (v5,v3).

After removing redundant vertices from the resulting modified network, we obtain the
reduced network shown in Figure 10.10. Its state space has two attractors, A1 and A2. If
we assign the logic 0 to A1 and the logic 1 to A2, then the initial states 00 and 11 terminate
in 1, while 01 and 10 terminate in 0. So, the modified network implements the 2-input
Boolean XNOR.

The example given above is intended to demonstrate that an evolution from one func-
tionality to another is possible.

10.9 Conclusion

This Chapter presents a set of algorithms for redundancy removal, partitioning, and compu-
tation of attractors in Kauffman networks. We would like to stress that the major challenge
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is the size of the networks we are targeting. Small Kauffman networks are of theoretical
interest only. They cannot adequately model gene interactions of living cells. Our aim was
to develop a practical software package, applicable to real world size problems.

A software package that can model gene interactions is of primary importance to biol-
ogy and medicine. Such a package provides a framework for obtaining simulation results
that can be independently evaluated by in vivo experiments. It can be used for various
purposes, including:

1. to study the effects of diseases, mutations, or injuries on a cell;

2. to infer gene interactions that produce abnormal cells, e.g. cancer;

3. to understand the process of aging of a cell over time.

There are a number of possibilities for enhancing Kauffman network as a model. First,
input connectivity of gene regulatory networks is much higher than k = 2. For example,
it is more than 20 in β-globine gene of humans and more than 60 for the platelet-derived
growth factor β receptor [157]. It would be interesting to consider networks with a higher
input connectivity k and a smaller probability p, satisfying the equation (10.1).

Second, using Boolean functions for describing the rules of regulatory interactions
between the genes seems too simplistic. It is known that the level of gene expression
depends on the presence of activating or repressing proteins. However, the absence of
a protein can also influence the gene expression [157]. Using multiple-valued functions
instead of Boolean ones for representing the rules of regulations could be a better option.

Third, the number of attractors in Kauffman networks is a function of the number of
vertices. However, organisms with a similar number of genes may have different numbers
of cell types. For example, humans have 20.000-25.000 genes and more than 250 cell
types [169]. The flower Arabidopis has a similar number of genes, 25.498, but only about
40 cell types [182]. It would be interesting to investigate which other factors influence the
number of attractors.

As a longer-term goal, one can target developing a computing scheme based on the
principles of gene interactions. A living cell is, essentially, a molecular computer that
configures itself as part of the execution of its code. By understanding how genes interact
with each other, we might find a way to build a novel type of computer chips. As silicon
transistor technology approaches nano-meter dimensions and its speed and integration slow
down, the need for new ways of computing becomes more and more evident.



Chapter 11

Conclusion

This Chapter summarizes the research contributions of this dissertation and discuses sev-
eral areas for future work following from it.

The primary contributions of the dissertation are:

1. Introduction of the data structure, called dominator chain, which makes possible
representing all possible O(n2) double-vertex dominators of a given vertex in O(n)
space, where n is the number of vertices of the circuit graph. Discovery of this data
structure was the key step which allowed us to develop the linear time complexity
algorithm for computing all double-vertex dominators presented in this dissertation.
The experimental results show that the new algorithm is an order of magnitude faster
than the algorithms for computing multiple-vertex dominators.

Previously, multiple-vertex dominators have been used less often compared to single
vertex dominators mainly due of the complexity of their computation. Although the
case of double-vertex dominators is not as simple as the single-vertex one, the pre-
sented data structure and the algorithm open new horizons for using double-vertex
dominators in many applications.

Our results on double-vertex dominators may find potential applications beyond
CAD borders. In general, any area using dominators in DAGs could potentially
benefit from this work. Since asymptotic improvements in both time and space com-
plexity were achieved, we consider these results to be the most significant contribu-
tion of the dissertation.

2. The depth-optimal technology mapping algorithm Hermes for LUT based FPGA. It
employs a novel strategy for finding a suitable LUT rooted at a given vertex. LUT
re-implementation and a new cost function which evaluates the quality of gener-
ated LUTs are introduced to increase LUT input sharing. The experimental results
show that the presented algorithm computes 15.5% and 3.5% smaller LUT map-
pings compared to the ones obtained by state of the art algorithms FlowMap and
CutMap, respectively, using two orders of magnitude less CPU time. The speed of
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our algorithm makes it is suitable for running in an incremental manner during logic
synthesis.

Hermes is designed for the generation of FPGAs in which the basic computational
block is a LUT. A LUT is capable of implementing any single-output function with a
predefined number of variables. The new generation of FPGAs migrate to a technol-
ogy where the basic computational block has a more complex structure. New Con-
figurable Logic Blocks (CLBs) may have more inputs and sometimes more outputs,
but they cannot implement all functions with the given number of variables. Since
not every subcircuit with allowed number of inputs can be enclosed in an CLB, ex-
pensive Boolean matching is required to insure that the function of the subcircuit can
be implemented by the CLB.

Since Boolean matching is a time consuming process, it requires more careful se-
lection of blocks of logic which are checked by Boolean matching. This puts more
emphasis on the ability of a technology mapping algorithm to predict which CLBs
are good and which are bad candidates for the final mapping. Then, Boolean match-
ing can be applied only to the blocks which are selected as good potential CLBs.

Re-implementation technique proposed in Hermes is most likely to be too expensive
for the technology mapping algorithms in the new generation of FPGAs. However,
the mechanism which allows us to predict and increase sharing of inputs by different
LUTs could potentially be embedded into these algorithms.

Hermes can also be extended to handle more complex objective functions combining
area, timing, routability, and power.

3. An algorithm for computing cyclic chain-based decomposition of Boolean functions.
This algorithm can produce solutions which cannot be obtained by the traditional
decomposition techniques. If the decomposition of type f = g · h + r is targeted,
then the presented algorithm generates solutions with 9% less cubes on average and
two orders of magnitude faster than previous techniques.

4. A counterexample to a Theorem from [28], showing that, for some Boolean func-
tions, no bound-set-preserving ROBDD variable ordering is best. Such cases, how-
ever, are rare. Their existence does not diminish the practical value of using bound
sets as a guide for grouping variable in static ordering algorithms.

5. The heuristic algorithm FIREwork for identifying and removing redundancy in com-
binational circuits. Special features of the new algorithm include the ability to iden-
tify gates implementing equivalent or complemented functions, and an increased
implication power achieved with no extra search. The former makes it possible to
remove some redundancies which cannot be found by an ATPG-based approach.

FIREwork employs fault-independent search strategy introduced in FIRE [30]. A
fundamental difference of the presented approach from other extensions of FIRE [124,
125, 126] is that it does not trade time for quality. It finds 37% more redundancies
than FIRE without any runtime penalty. This work has been done in a collaboration
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with IBM and FIREwork has been integrated into the IBM’s internal synthesis tool
BooleDozer [121].

6. A proof of the existence of a perfect input assignment which guarantees that non-
equivalent Boolean functions always hash to different values. We also show that
the perfect input assignment provides an even distribution of hash values of all 22n

n-variable Boolean functions in the interval [0,1].

Even though the presented distribution of hash values is most efficient, it requires
2n bits to represent an integer k ∈ {0,1, . . . ,22n − 1}. The same number of bits is
sufficient to express the complete truth table of a function. Therefore, unless a more
efficient way of representing hash values is discovered, this result remains mainly of
theoretical value.

7. A set of efficient algorithms for the analysis of Kauffman networks. The Redundancy
removal and partitioning algorithms have linear-time complexity and are feasible for
networks with millions of vertices. The algorithm for computing state cycles can
handle networks of order of 100 vertices.

The latter algorithm uses BDDs as an internal data structure for representing the
transition relation of a Boolean network. This limits the size of the Boolean network
that can be handled by the algorithm. There was a number of successful techniques
proposed for formal verification of sequential circuits which work directly on cir-
cuit graphs in a combination with SAT rather than using BDDs. Unfortunately, our
algorithm can not be directly translated to work on Boolean circuits, because 2n

unfolding of a circuit would be required to compute attractors. However, we still
believe that the next step in this area will be achieved with a circuit-based algorithm.
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