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Abstract
In this study we have compared five different heuristic algorithms for adding
edges to existing graphs with the goal of improving convergence rate for reaching consensus. This while keeping the cost of adding edges, and thus sending
more signals, in mind. Finding a suitable algorithm for this purpose would
equate to monetary cost savings and inference speed in multi-agent networks.
The study found that simulated annealing performed the best with regards to
finding the best solution on multiple graphs, performing the best in average
and time complexity of finding the solutions. However, it was not by a significant margin but alongside our own heuristic named degree difference, they
could in conjunction find the optimal solution in every test and their collective complexity is still feasible. The study did not find any rule of thumb for
adding edges, except that disregarding costs and only focusing on improving
convergence rate worked well. Future work would be to take more factors into
consideration to make the scenarios more realistic, such as avoiding single
points of failure in a network.
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Sammanfattning
Den här studien har jämfört fem olika heuristiska algoritmer för att att lägga
till kanter till befintliga grafer med målet att förbättra konvergeringshastigheten för att nå konsensus. Samtidigt hålls kostnaden för att lägga till kanter, och därmed sända fler signaler, i åtanke. Att hitta en lämplig algoritm
för detta ändamål skulle ge monetära besparingar och slutledningshastighet
i multi-agentnät. Studien visade att simulerad härdning gjorde bäst ifrån sig
med avseende på att hitta den bästa lösningen på flera grafer, prestera det bästa
i genomsnitt och tidskomplexitet att hitta lösningarna. Det var dock inte med
en betydande marginal. Vid sidan av vår egen heuristik vid namn degree difference kunde de dock tillsammans hitta den optimala lösningen i varje test
och deras kollektiva komplexitet är fortfarande rimlig. Studien hittade inte någon tumregel för att lägga till kanter, förutom att bortse från kostnader och
bara fokusera på att förbättra konvergenshastigheten fungerade bra. Framtida
arbete skulle vara att ta hänsyn till fler faktorer för att göra scenarierna mer
realistiska, till exempel att undvika svaga punkter i ett nätverk.
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Chapter 1
Introduction
Current drone technology enable surveillance on a larger scale than ever before. However, there is a cost associated with each drone, be it hardware or
energy maintenance, and a part of the research needed for further improvement
is increasing resource efficiency.
When overseeing large pieces of land in remote areas without internet,
such as jungles or rural areas, local area network communication is necessary between the drones. In many cases, such as measurement of humidity or
temperature, it is desirable to calculate the average of all the drones’ data. The
easiest way to do this is to have one of the drones act as a master node, who has
a connection to all the other drones in the network. This master drone could
then calculate the average with ease as only one iteration of the question "what
value do you have?" is needed. However, since drone network are subject to
rapid changing due to moving around, this is not always possible. The way
to calculate the average of the network without any one node having access
to all the data is called the consensus algorithm. Consensus in a network is
when all agents agree on an estimate of the average of their initially measured
values. This may not be the exact average, but it is often more important to
have an agreement than to have the exact answer. If the agents agree on the
exact average this is called distributed averaging, which is a problem that can
be solved using the consensus algorithm. With the consensus algorithm in
mind, our study aims at researching the best way to improve a given network
with regards to resource efficiency. The resources in question is energy generated by electrical current, which costs money. The resource is expended when
sending signals, flying to other locations or simply remaining stationary in the
air. For this study, we will only look at the resources expended for sending
signals between nodes.

1
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This study will assume that each drone measures a singular and real value,
e.g. temperature, and that reaching consensus in the network means that each
drone is unanimous in what the average value is. This is not as simple as taking
the average of all the values, since the network is not completely connected and
there is no master node. Drones are represented as nodes in a graph with the
edges being which nodes are in range of each others signals.

1.1

Purpose

This report studied and compared different heuristic algorithms to find the
optimal network topology for a resource-efficient convergence in multi-agent
systems. The purpose of solving this problem is that it would increase speed
and lower cost in multi-agent networks trying to reach consensus. This would
enable larger scale operations or investments elsewhere due to cost savings.
For example, even more areas could be monitored by drones leading to more
data for more accurate data analysis. Faster convergence rate leads to faster
inference rate which enables faster actions. A plantation that has sensors measuring heat could act faster upon temperature changes which leads to less heat
wasted when it is warm enough already and vice versa. This would improve
plant growth and lower the costs of running the plantation.
However, since the efficient topologies are not readily available, the purpose of this report is to identify effective heuristic algorithms for generating
such topologies.

1.2

Applications

In this section we will outline a couple of different applications where a) consensus algorithms are used and b) where finding a resource efficient topology
is advantageous.

Applications for the consensus algorithm
Any distributed averaging problem that deal with autonomous agents will need
to use the consensus algorithm. This includes Vehicle formations, where it is
argued that such formations can be achieved through reaching a consensus
on the center point of the formation[1]. Another example is the Rendezvous
Problem, which tackles the issue of multiple agents arriving at a place simultaneously. This is addressed in the context of consensus seeking in [2] where
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multiple UAV:s are tasked to reach the boundary of a radar detection area in
order to maximize the element of surprise.

Applications for a resource efficient topology
Any application that uses the consensus algorithm for a set of decentralized autonomous agents that utilize some sort of resource would benefit from resourceefficiency. For example, any system of robots, vehicles, or UAV:s that rely on
reaching a consensus would benefit from doing it in a resource-efficient manner to preserve energy.

1.3

Problem statement

Which heuristic algorithm is most suitable for optimizing consensus reaching
in multi-agent networks with regards to signal costs given an underlying fixed
set of links?
Suitability refers to feasibility of a real implementation with regards to
effectiveness of solutions on provided graphs, expected performance on unknown graphs and time complexity.

1.4

Scope

We have limited the experiments to five different algorithms and have tested
these on 6 different underlying, static topologies (static meaning that the topology does not change during convergence). We have limited the improvement
of the network to only adding edges.

1.5

Related Work

There is a lot of research on the convergence rates of different topologies.
For instance, asynchronous consensus in time-varying topologies was studied
by F. Xiao et. al. in [3], the convergence rate of distributed averaging and
consensus in both time-varying and time-invariant topologies was studied by
A. Olchevsky et al in [4], and switching topologies and consensus was studied
by R. Olfati-Saber et al in [5].
In contrast, literature on the topology design for these problems is scarce.
S. Kar and J. Moura has constributed the bulk of this in [6], [7], [8], [9],

4
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where they studied the optimal topologies for different applications of consensus reaching. We expand on their research by comparing heuristics to find
these optimal topologies with regards to cost.

Chapter 2
Background
This chapter will explain the key concepts of the report. The chapter is divided
into 6 sections. Firstly we will introduce the concept of viewing a Multi-Agent
UAV system as a graph, and cover the basic principle of the consensus algorithm. Secondly we introduce the concept of the A-matrix and what its second
largest eigenvalue represents, and finally formulate the problem as an optimization problem and introduce constraints.

2.1

Terminology

Consensus: The state where the network has converged to the same value.
Convergence rate: A measure of how quickly a network converges towards
consensus.
UAV: Unmanned Aerial Vehicle, e.g. a drone.
Agent: A computer program that performs the same task continuously and
autonomously.
Multi-agent systems: A system of agents. For example, the network of drones
continuously referred to in this paper is a Multi-Agent UAV system.
Topology: The configuration of vertices and edges in a graph.
Right Stochastic Matrix: A matrix where all rowsums are equal to 1.
Distributed Averaging: Finding the average of a network where not all nodes
are connected.

2.2

Abstraction

If we have a Multi-Agent UAV system hovering over an area, we can draw this
network of drones as an undirected graph, where each UAV is a node and each

5
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link is an edge.

Figure 2.1: Multi-Agent UAV system with links
This configuration of drones and links can be written as G = (V, E), V =
{v0 , v1 , v2 , v3 , v4 , v5 }, E = {{v0 , v1 }, {v1 , v2 }, {v1 , v3 }, {v3 , v4 }, {v3 , v5 }} and
visualized like

Figure 2.2: Graph representation of 2.1

2.3

The Consensus Algorithm

Since nodes in the graph are only allowed to talk to its neighbours, there is no
easy way to agree on a value. There are a couple of different approaches to
this problem, called the distributed averaging problem. One method is flooding. Each node would maintain a table of the initialized node values of all the
nodes, with its own value as the only value initialized. At each step the nodes
then exchange information from the tables until each node would know each
starting value of each node, and calculate the average[10]. Since this paper is
focused on the nodes being autonomous agents, this is not possible. Instead,
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we consider the Consensus algorithm. The consensus algorithm is guaranteed
to converge if and only if the topology has a spanning tree[11].
In the Consensus algorithm (sometimes called the "Agreement algorithm")
each node calculates the average of its own value and its neighbours at each
step. This is guaranteed to converge if and only if the topology has a spanning
tree. In reality, in say a Multi-Agent UAV system, this happens independently
in each node, meaning one drone could be doing two steps of the algorithm is
the same time as another drone would do one. To speed things up for running
many iterations during experimentation, the algorithm is different in that every
node updates its value at the same time as each other, once per iteration. The
effect on the convergence rate is negligible and this enables the use of matrix
multiplication for each iteration.

2.4

The A-matrix

The A-matrix is an adjacency matrix where instead of consisting of ones and
zeros, a connection is represented by a fraction of one divided by the number of
neighbours that node has. Every node is its own neighbour since a neighbour in
this case is a drone whose value will be used to calculate the next estimation of
the average value in the network. For example, if node 0 has three neighbours,
itself, 1 and 2, each connection will be denoted as one over three.
1 1 1

0 ... 0
3
3
3
... ... ... ... ... ...
Each row of the A-matrix sums to one, meaning that A is a right stochastic
matrix. We define the state of the network at time t as
x(t) = [x0 (t), x1 (t), ..., xn−1 (t)]T
where n is the number of vertices in the graph. Each element in x(t) updates
according to
n−1

xi (t + 1) =

X
1
(xi (t) +
xj (t))
deg(vi ) + 1
j=0

(2.1)

such that deg(v) is equal to the degree of v and {vi , vj } ∈ E. The next iteration
of the consensus algorithm can thereby be calculated as the current values
multiplied by the A-matrix, x(t + 1) = A(t)x(t) or:

8
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xi (t + 1) =

n−1
X

aij (t)xj (t).

(2.2)

j=0

This is the general form of the Consensus Algorithm. Since this paper is limited to static topologies, the adjacency matrix never changes and does not depend on t. This type of model is called time invariant[4], and Equation (2.2)
now becomes
xi (t + 1) =

n−1
X

aij xj (t).

(2.3)

j=0

2.5

Second largest eigenvalue

Since the A-matrix is a right stochastic matrix, one of its eigenvalues is always exactly one and the other eigenvalues’ modulus will be less than one[12].
This becomes immensely useful in calculating convergence rate of a particular graph. Since each iteration of the consensus algorithm adheres to Equation
(2.3), the equation for k iterations is as follows:
x(k) = Ak x(t0 ).

(2.4)

The factor Ak can by eigendecomposition[13] be written as
Ak = (QΛQ−1 )k

(2.5)

Ak = (QΛQ−1 )(QΛQ−1 )...

(2.6)

Ak = QΛ(Q−1 Q)Λ(Q−1 Q)...

(2.7)

Ak = QΛk Q−1 .

(2.8)

which simplifies by

and

to

By the definition of eigendecomposition, Λ is the diagonal matrix whose diagonal elements are the corresponding eigenvalues, Λii = λi . Since Λ is
diagonal, Λk can be written as:

CHAPTER 2. BACKGROUND

 k
λ1 0 0
 0 λk2 0

 0 0 λk
3

 ... ... ...
0 0 0

9


... 0
... 0 

... 0 
.
... 0 
0 λkn

One of these λ:s will always be one, and will of course not change. And since


1 0 ...
1
Q  0 0 ... Q−1 = q1 Q−1 = 1,
(2.9)
n
... ... ...
this means the final result is
n−1

1X
lim x(t) = lim A x(t0 ) =
[x(t0 )]i
t
k
n i=0
k

(2.10)

which is the vector of the initial averages[4]. The convergence rate will therefore depend on only the second largest eigenvalue[4][6], since they are all less
than one and the second largest will be the one that will converge to zero the
slowest. What this all means is that when doing simulations, we do not have
to actually run the iterations of the consensus algorithm to determine the convergence rate. All we have to do is look at the second largest eigenvalue of the
A-matrix. Note how this value does not depend on the values of x(t0 ). This
gives us a measure of convergence rate that is unrelated to the initial values of
the vertices, and means we can compare convergence between different graphs
with different number of nodes with ease.

2.6

Optimization problem

Since the convergence rate of a particular topology only depends on the second largest eigenvalue of that topology’s adjacency matrix, we have an easy
way to compare different graphs with regards to its convergence rate. While
comparing their convergence rate is interesting, we wanted to compare them
with regards to some kind of cost that is dependant on the convergence rate. In
the example with a Multi-Agent UAV system, this cost could in practice be the
energy cost of sending the network packets each iteration. In other examples
this could be the network usage, or something else entirely. We
We can say that a topology has converged if
λk2 ≤ 

10
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is true, where k is the number of iterations, λ2 is the second largest eigenvalue
and  is a number close to zero. We can then write the number of iterations
that is required for convergence as
k≥

ln()
.
ln(λ2 )

The total energy consumption for convergence is calculated as the energy consumption for each iteration times the number of iterations. The energy cost of
of sending a signal from one node to another will for simplicity’s sake be the
euclidean distance between those two nodes. The energy consumption for each
iteration will then be the total euclidean distance for the whole network. This
looks like:
ln()
Etot = E
,
ln(λ2 )
where E is the energy consumption for each iteration.
Since  is constant and less than one, and ln() < 0, this means that miniln()
mizing E ln(λ
is equivalent to minimizing
2)
f (λ2 , E) =

E
.
−ln(λ2 )

This is the cost function, and we can now formulate this as an optimization
problem:
minimize
λ2 , E

f (λ2 , E).

(2.11)

Constraints
In trying to add edges to a graph in order to solve (2.11), one will quickly (after running one or two simulations) realize that the complete graph is always
the optimal one. This is because the consensus algorithm only needs one iteration to converge, and the cost for convergence then only is the total Energy
of the network, Etot (λ2 is indeed 0). Since this makes comparing algorithms
obsolete, constraints to the optimization problem were introduced.
There are multiple constraints to the optimization problem in (2.11) that
are interesting to look at. To fit the scope of the project, we decided to only
look at constraining the length, L, of the edges. The main application for this
thesis is a network of UAV:s, and it makes sense that some links are impossible
due to the distance between the drones being too large. The length constraint
was chosen individually for each of the graphs, so that the complete graph
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is not possible but most edges are still available to be added. Since we are
comparing algorithms it doesn’t matter what this equates to exactly, only that
there is space for the algorithms to compete and show their strengths and/or
weaknesses, and we eliminate the complete graph as a possibility since this
would lead to trivial results. The optimization problem now becomes:
minimize
λ2 , E

f (λ2 , E)

subject to edge length < L

(2.12)

Chapter 3
Method
3.1

Experiment

For this experiment, the drone networks were translated into graphs by treating drones as nodes and drones being in range of each other as edges. The
algorithms have competed in the problem of adding different number of edges
to existing graphs in the most optimal way with regards to our cost function.
This means finding an optimal balance between convergence rate and signal
sending cost due to distance. More specifically, algorithms have attempted to
optimize adding edges from one up to the total number of edges possible in the
graph without self-loops and double-edges. For example, a graph with three
nodes has three possible edges and the algorithms would then present three
results: adding one, two and three edges respectively.
The results are deterministic in that they are not subject to randomness
whereupon exhaustive search is feasible in a significant amount of cases since
each configuration only needs be examined once. Because of this, exhaustive
search can serve as a point of reference in our plots, indicating how close our
heuristics are to the true optimum.
The five algorithms that have been compared and contrasted are:
• exhaustive search,
• greedy,
• random,
• degree difference and
• simulated annealing

12
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Pseudocode for each algorithm can be found in appendix A.

3.1.1

Exhaustive Search

The word "exhaustive" in computer science refers to trying every possible
configuration. In this experiment, the exhaustive algorithm compares every
possible way of adding n new edges to the network and selects the best one.
This ensures that the exhaustive search will always return the optimal solution.
However, the time complexity for this approach is orders of magnitude higher
than the rest of the algorithms, making it unfeasible for real world applications and serve to provide a line plotting the optimal solution to compare the
realistic algorithms to.
To calculate time complexity for this exhaustive search, we assume worst
case scenario of adding half of all possible edges. This is the worst case since
adding more than half decreases the number of possibilities as you can view it
from the other side and decide which edges to exclude. The number of possible
edges are calculated as follows: each of the n nodes need a valence of n − 1,
being connected to everyone but themselves. Since each edge has two nodes
n(n − 1)
connected, we divide by 2 and get the formula: k =
where k is the
2
number of possible edges to add to the graph.
Since the algorithm is iterating through every possible outcome, the problem is identical to "take k, choose half of k" where k is the number of possible
edges. Mathematically, this is a fraction of two factorials. Using Sterling’s ap√
k
1
proximation we can approximate k! <= 2πk( )k (1 +
) where the last
e
12k
term will tend to zero as k grows towards infinity. This allows for the following
simplification assuming k is even:
To calculate the upper bound, we maximize the numerator and minimize
the denominator.
e · k k+1/2 · e−k
k!
≤ √
2
k
( 2π · (( k2 )k/2+1/2 · e−k/2 )
(( )!)2
2
k!
e · kk + 1/2 · e−k
≤
k
2π · ( k2 )k+1 · e−k
(( )!)2
2
k!
e 2k
≤ ( )( √ )
k
π
k
(( )!)2
2
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In Big O notation, constants are disregarded. As such, the time complexity for
2k
exhaustive search is O( √ ) where k is the number of possible edges to add
k
to the graph. This complexity makes analyzing anything but simple graphs
unfeasible.

3.1.2

Greedy

The word "greedy" is also a keyword in computer science, referring to the
mindset of only looking at the immediately following problem, i.e. with no
long-term thinking. This means that when we add more than one edge, the
algorithm will, in contrast to all of the other algorithms, treat adding n edges as
adding one edge for n different graphs. Where the exhaustive search compares
all configurations of n edges, greedy simply exhaustive search the network for
the one best edge to add n times.
The algorithm searches through every possible edge in a linear fashion.
From the previous algorithm, O(k) where k is the number of possible edges
to add to the graph.

3.1.3

Random

The random algorithm is the least complex as it adds edges with no thought
process. This serves as a upper bound in contrast to the lower bound of the
exhaustive search by providing a sort of worst case scenario for algorithms;
where the heuristic is so poor that it is akin to not having any thought process.
If a heuristic performs worse than the random heuristic, it means that there is a
negative relationship between the idea and positive performance and inverting
the heuristic could improve the result.
The time complexity is naively constant, but generating the list of possible
edges is asymptotically O(k), where k is the number of possible edges to add
to the graph, which makes it the time complexity of the random algorithm.

3.1.4

Degree difference

This is a heuristic that assumes that increasing the "flow" in the graph is correlated to how fast the network converges. Thinking of the node values as
litres of water and the edges as pipes between such vessels, drawing a new
edge between the emptiest and the fullest vessel should reasonably maximize
the rate of flow over the network. However, values change each iteration and
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the information itself is costly to find out as the central decision needs sort of
master node or in other words perfect information about each node’s value.
Another heuristic is therefore to add edges between the nodes with the largest
difference in valence, i.e. number of connections. This would in theory make
sure that a node with low exposure gets its value out to the network quickly by
sharing it with a node with more influence.
The degree difference algorithm disregards costs of connections entirely
and serves instead as a measure of how efficient of an algorithm one can get
by only focusing on one aspect, i.e. topology, while completely disregarding
the other, i.e. cost.
The complexity for this algorithm is dominated by generating all possible
edges, which is again O(k), where k is the number of possible edges to add
to the graph. Once generated, it simply goes over each edge exy = (nx , ny )
linearly for each e0 , ..., ek−1 and evaluates the node pair.

3.1.5

Simulated Annealing

Likened to the physical metallurgic process of annealing, this established algorithm takes the concept of the solution being "hot" in the beginning, which
means that it is highly malleable, and slowly but steadily cools off and becomes
more rigid until finally immutable. What this means in this application is that
to avoid getting stuck in local minima, the algorithm will with an initially high
probability accept poor decisions in an effort to explore the solution space,
i.e. adding edges that worsened the convergence rate in hope that additional
edges will repay the initial sacrifice. The further the algorithm runs, the less
exploratory it will act in order to polish what it has found and settle on a final
solution.
The parameters for this algorithm is adjusting the cooling rate and formula
for deciding exploration versus settling. To find the optimal parameters for
this experiment we compared different values and selected those that seemed
to generate the best solution. The experimental nature of this project makes
it difficult to mathematically optimize everything as we do not actually know
the optimal solution in more advanced cases due to exhaustive search being
unfeasible.
While similar to a limited exhaustive search, the time complexity for simulated annealing is significantly better with O(k) where k is the number of
possible edges to add to the graph. This is because the most asymptotically
costly operation is generating each possible edge, like the other algorithms.
For small values of n, simulated annealing is more costly that the rest as it
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explores more and iterates thousands of times, but as that is essentially a constant, it does not affect the upper bound of complexity.

Chapter 4
Results
The results of this study is visualized through plots of graphs and their respective test results for the algorithms.

Figure 4.1: 2-star graph
The 2-star graph, as seen in figure 4.1, is a simple graph consisting of two
star graphs centered around node 1 and 3. Decreasing the cost had the results
seen in figure 4.2. Due to the distance constraint, the unrealistic, complete
graph with ten added edges is not possible. The plot shows that adding four
edges to the 2-star graph is the most cost efficient, i.e. optimal solution because
of exhaustive search. However, only greedy and degree difference managed to
identify the optimal solution whereas simulated annealing missed the optimum

17
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Figure 4.2: 2-star graph results, with constraint
and found the minimum at 8 instead. Simulated annealing provides a more
stable performance by having less variance. In our task, however, it is only
important to provide one solution which is the best outcome the algorithm
found in the test.

Figure 4.3: Bull graph
The so called "Bull" graph, due to its likeness to a bull head, is another
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Figure 4.4: Bull graph results, with constraint
simple graph which allows us to check against exhaustive search. Simulated
annealing and degree difference finds the optimal solution at two added edges
whereas greedy disappoints with a significantly worse solution.

Figure 4.5: Maze graph
The best solution that the algorithms collectively found in the maze graph
is at adding nine edges. However, simulated annealing significantly outper-
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Figure 4.6: Maze graph results, with constraint
formed the rest by finding the best solution ten out of 13 times, with the three
remaining solutions being shared with other algorithms.

Figure 4.7: 4-star graph
Degree difference finds the global minimum in the 4-star graph, but with
the highest variance in performance. Simulated annealing is continuously off-
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Figure 4.8: 4-star graph results, with constraint
track while greedy comes relatively close at 40 added edges to finding a solution as good as degree difference.

Figure 4.9: Star-6 graph
In the star-6 graph, degree difference and simulated annealing come close
to the optimal solution for adding more than one edge. However, the true
optimal solution is to leave the star-6 graph untouched.
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Figure 4.10: Star-6 graph results, with constraint

Figure 4.11: Star-15 graph
As with the star-6 graph, the star-15 graph is also best left unmodified.
Degree difference finds multiple good solutions for adding edges, but towards
the end, specifically the last 10 percent of the trial, it is outperformed by every
other algorithm.
Overall, the algorithms seem to collectively find a solution close to the
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Figure 4.12: Star-15 graph results, with constraint
optimum in each graph with degree difference finding the best solution in 3
graphs and simulated annealing in 2. The single star graphs, star-6 and star-15,
are excluded as the optimal solution is to not add any edges, which all algorithms find by definition. The aggregated, normalized results over all added
edges in all graphs shows the average performance of each algorithm. The
Random
2-star
0.59
4-star
0.622
Bull
0.535
Maze
0.552
Average: 0.575

Greedy
0.466
0.459
0.484
0.481
0.473

Degree difference
0.466
0.441
0.508
0.504
0.480

Simulated annealing
0.467
0.456
0.472
0.458
0.463

Table 4.1: Normalized average performances on each graph
results in table 4.1 shows that simulated annealing had the best average performance.

Chapter 5
Discussion
The star graphs were best left untouched. This shows that adding an edge
does not always improve the convergence rate, which is counter-intuitive as
more interaction should reasonably lead to faster information flow. The reason
why degree difference performed well on the single-star graphs is that it starts
working on a new star, i.e. making one of the satellites of the original graph
a second star. When looking at the plots, there are two noteworthy things.
First, it is interesting that despite degree difference having the correct mindset,
i.e. chasing the star graph at all times, it is sometimes outperformed by other
algorithms. In figure 4.12, we see that degree difference’s performance follow
a clear pattern, each dip indicating a completed star. However, the strategy
only works up until about 70 added edges where it starts being outclassed by
other algorithms. This indicates that there is a solution where as many stars as
possible is not optimal. The fact that degree difference loses out on multiple
graphs shows that "chasing stars" is not a satisfactory rule of thumb.
In the drone network application, even if the cost of adding new drones is
comparatively low, it is worrisome that the algorithms sometimes miss a good
solution using few new edges and only finds a similarly effective one using
many more edges. For example, in figure 4.2 we see that simulated annealing
finds its own optimum at eight new edges whereas the true optimum is at four.
For large scale operations, it might be significant for smaller companies avoid
paying a larger cost upfront even though the long-term cost is lower. The
tested graphs do not hold more than 100 possible edges to add, but there could
theoretically be a case where the optimum is at +10 edges but the algorithm
only finds a close solution at +160 edges, which implies a larger upfront cost
in any application where additional edges imply new hardware added to the
network.
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For optimization problems like this, only the lowest found value matters,
but there is a point in aggregating the averages since we can not know if any
specific algorithm will find the true optimum or not even come close. As such,
it is worth to consider how well an algorithm does in general in order to try to
predict future usability. Simulated annealing performed the best with regards
to average performance and close second in finding the lowest value in the
graph. Simulated annealing is therefore considered the victor. However, it is
not deemed reliably enough to only rely on simulated annealing for real world
applications. Instead, we recommend using both simulated annealing and degree difference in parallel to cover more of the solution space. Adding their
time complexity makes it at worst twice as complex as the slower algorithm of
the two, which is negligible for large graphs, so there will not be a significant
performance drop.

Chapter 6
Conclusions
Despite simulated annealing performing the best over all the topologies, no one
algorithm could reliably provide efficient solutions for every problem. This
means that if our graphs do not include every edge case of topologies, then
any or even all of the algorithms could fail spectacularly on a never before
seen graph. Thus, we recommend users to use at least degree difference and
simulated annealing to be reasonably reassured that they end up with solutions
relatively close to the optimum. To answer the research question, simulated
annealing is the most suitable heuristic algorithm for optimizing consensusreaching in multi-agent networks with regards to costs given an underlying
set of links, but by an insignificant margin where each contender individually
performed poorly.
The disparity in performance by the algorithms suggests that there is no
clear rule of thumb when it comes to finding the most efficient edges to add.
A strategy like simulated annealing is sometimes vastly superior to all of the
others, sometimes one of the worst.
Since degree difference did not take costs into consideration but still managed to stay competitive, it appears that network topology is more important
than cost management with regards to cost efficiency.

Future work
In reality, the are more factors to consider when designing a network. For
example, if a star graph’s middle node goes out due to an attack or other unforeseen complications, the entire network is frozen. The middle node in this
case is a so called "single point of failure" and it is important to avoid them to
design a resilient network. In code, this means prioritizing adding edges that
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connect nodes that would be disconnected from the graph if their neighbour
went down to nodes that would not. The priority could also be implemented in
the form of a constraint, such as "each node can at most have x connections"
where x is a variable dependent on graph size.
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Appendix A
Pseudocode
Exhaustive
input : A graph g, an integer n
edges <– [e0 , ..., ek ]
result = 0
for each combination of n edges do
tmpg <– copy(g)
for each edge in edges do
add_edge(tmpg , edge)
end
if result > cost(tmpg ) then
result = cost(tmpg )
end
end
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Greedy
input : A graph g
edges <– [e0 , ..., ek ]
result = 0
for each edge in edges do
tmpg <– copy(g)
add_edge(tmpg , edge)
if result > cost(tmpg ) then
result = cost(tmpg )
end
end

Random
input : A graph g
edges <– [e0 , ..., ek ]
add_edge(g, edges[random])

Degree difference
input : A graph g
edges <– [e0 , ..., ek ]
max_distance <– 0
node_1 <– 0
node_2 <– 0
for each edge in edges do
distance <– |degree(edge[0]) - degree (edge[1])|
if max_distance < distance then
node_1 <– edge[0]
node_2 <– edge[1]
end
add_edge(g, node_1, node_2)
end
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Simulated annealing
input : A graph g, an integer k
addable <– [e0 , ..., ek ]
removable <– []
while not added k edges do
edge <– pop(addable)
add_edge(g, edge)
end
T <– 1.0
Tmin <– 0.0001
alpha <– 0.9
state = [g, removable, addable]
if addable is empty then
return s
end
while T > Tmin do
while samples taken < 10 do
snew <– neighbour(state)
if helper(cost(snew ), cost(s), T) >= randomly 1 or 0 then
s <– sn ew
end
T <– T· alpha
end
end
return s
input : costs c1 and c2 and temperature T
val <– 0
if c2 < c1 then
val <– 1
Helper:
else
(c2 −c1 )
val <– e− T
end
return val
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