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Abstract
Industrial robots are becoming an integral part of the production industry. Ef-
ficient operation with respect to fast movements is critical to increase the eco-
nomic benefits of automating the production line. Facilitating near optimality
with regards to time has high computational demands however and multiple
frameworks have been suggested to remedy this. In this thesis we consider one
of these frameworks, namely the elastic band framework. We investigate how
the elastic band time optimal control framework performs regarding compu-
tational time for point-to-point movements on a SCARA type robot with three
revolute and one prismatic joint. We compare an unconstrained elastic band
formulation with a constrained formulation in the open loop, along with sim-
ulating performance in the closed-loop. We show that a constrained formula-
tion which considers the sparseness of underlying matrices in the optimization
problem has the lowest computational time. Additionally, we show that the un-
constrained formulation benefits from early stopping. Finally, we show that a
controller implementing this formulation can be used in a model predictive
controller, although the computational time is still too high for commercial
use on the hardware used in testing.
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Sammanfattning
Industrirobotar har blivit en viktig del av produktionsindustrin. Effektiv drift
med avseende på snabba rörelser är avgörande för att öka de ekonomiska för-
delarna av att använda industrirobotar. I detta examensarbete analyserar vi hur
det så kallade elastic band-ramvärket presterar med avseende på beräkningstid
för poit-to-point rörelser på en robot av typ SCARA med tre roterande led och
ett prismatikt led. I synnerhet jämför vi en formulering med bivilkor med en
formulering där bivilkoren inkorporerats i kostnadsfunktionen. Vi simulerar
också prestanda i ett slutet system. Vi visar att formulering med bivilkor som
tar hänsyn till de underliggande matrisernas gleshet har den lägsta beräknings
tiden. Vidare visar vi att lösande av optimeringsproblemet för formulering-
en där bivilkoren inkorporerats i kostnadsfunktionen kan stoppas tidigt utan
större försämring av resultat. Till sist visar vi att en regulator som implmente-
rar denna formulering kan användas i MPC styrning. Beräkningstiden är dock
fortfarande för hög för kommersiell användning på hårdvaran som användes i
detta exjobb.
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Chapter 1

Introduction

1.1 Motivation
Commercial industrial robots are becoming ubiquitous in almost every sector
of the production industry. It is of value, both from an energy efficiency and
an economic perspective, that the behaviour of robots is as fast and as robust to
environmental change as possible. To this end different control heuristics have
been investigated. Previous work, mainly in the field of process control, has
shown that amodel based optimal control approach provides (quasi) optimality
in regards to design targets (such as process speed). As such the application
of model predictive control to industrial robotics would be highly useful [1].

A known problem with model predictive control is that solving the un-
derlying optimal control problem is not trivial and often requires high com-
putational resources. This is often less of a problem in the process industry
since system dynamics are much slower. In industrial robotics however the
dynamics are very fast and the requirement on the generation of control inputs
are often in the scale of tens to a few hundreds of milliseconds. Hence the
underlying optimal control problem has to be formulated in such a way the
computational time is as low as possible.

This thesis considers one framework, the elastic band. This framework
has been shown to have good performance in mobile robotics[2] and efficient
computational speeds[3]. A comparison of a number of variant formulations
of the elastic band framework in simulations on realistic system models of
industrial robots is thus of interest. It is of value to consider how different
formulations in this framework performs in terms of computational time. In
particular a model of the SCARA type ABB IRB910SC is used throughout
this thesis as the realistic system model.

3
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1.2 Research Question
The research questions we investigate are as follows:

• How does the traditional constrained elastic band formulation compare
to an unconstrained elastic band formulation in terms of computational
time on a 2R model and a more complex industrial robot model (ABB
IRB910SC).

• How does exploiting the sparsity structure affect the computational time
of the optimal control problems arising from the constrained and un-
constrained formulations on the complex industrial robot model (ABB
IRB910SC).

• Since the algorithmswe use to solve the arising optimal control problem,
Levenberg-Marquardt (unconstrained formulation) and LSFB (constrained
formulation), are iterative we investigate how stopping the iterations of
these before convergence affects the computational time and the qual-
ity of solution produced for the complex industrial robot model (ABB
IRB910SC).

• Finally we apply the best performing formulation to a simulated model
predictive control problem of controlling the complex industrial robot
model (ABB IRB910SC) in an environment with and without an ob-
stacle to analyze performance in terms of ability to avoid obstacle and
produce a satisfying trajectory with state feedback.

The models, formulations and the algorithms will be discussed in the back-
ground and method chapters.

1.3 Related Work
The elastic band framework has been used in the context of mobile robotics
before. In this thesis we mainly follow the path set by the work of Bertram et
al[3][4] who introduced the elastic band based time optimal control formula-
tion in the context of mobile robotics. Furthermore they analyzed performance
of an unconstrained formulation of the optimal control problem, although on
a much less complex model than ours.[4]. In addition

The elastic band framework has also been applied to the planar elbow
model by Biel et al [5]. In this work a sequential quadratic programming



CHAPTER 1. INTRODUCTION 5

method was used to solve the constrained optimal control problem. In this
thesis we use the same software library developed by Biel et al, but we extend
the analysis to the more complex model IRB910SC model along with also
analyzing the unconstrained formulation of the elastic band problem. Further-
more we use different solver methods for the optimal control problem.

Although this thesis will deal with the elastic band framework, there are
other suggestions on how to make model predictive control faster as well.
Some of these other avenues of research will be presented at high level next.
These approaches will not be considered in the investigation in this thesis but
are nonetheless of interest to mention in the quest for a real time feasible model
predictive control.

One approach which has proven itself extremely useful for achieving low
computational times in model predictive control is explicit model predictive
control, originally presented by Morari et al [6]. This approach involves solv-
ing the optimal control problem arising in the MPC controller offline for the
whole space in which we expect our state to flow. Then during online oper-
ations we simply evaluate our current state against the pre-computed table of
control laws. With this approach we can reach sub 1ms computational times.
Since the explicitly solving for the whole space of obstacles and configura-
tions for our robot is difficult we decide against using this approach in our
investigation.

Another approach is that of using a spline interpolation between system
states as is done by Bertram et al [7]. This approach is much like the elastic
band approach but instead of optimizing over the system state directly we cast
the problem as that of finding the spline coefficients for the spline segments
between consecutive states xk and xk+1. The advantage of doing this is that
the produced compound spline can be constrained in such a way that proper-
ties are fulfilled between the system states as well as at the system states. This
would allow for a possibly shorter horizon while still fulfilling system require-
ments. The spline based approach has been investigated for the robot control
problem previously, but in this thesis we decide to focus on the formulation of
the optimal control problem instead an altered framework.

1.4 Delimitation
We have following delimitations for this thesis.

• In this thesis we only change the formulation of the created optimal con-
trol problem and we do not aim to improve the underlying solver algo-
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rithms that solve the optimal control problem.

• Furthermore we only evaluate the elastic band framework in the context
of our two models (2R and ABB IRB910SC). The evaluation is further
done in a purely simulated environment.

• In addition the simulation environment is assumed to be able to provide
perfect state feedback and model miss-match is known and accounted
for a priori.

• The elastic band framework can be initialized using a high-level path
planner. In this thesis we however only use a naive approach of a linear
interpolation between the initial and terminal states.

• We do not evaluate different algorithms for including the sparsity pat-
tern in the automatic differentiation, instead we use the basic algorithms
present in the CppAD software package [8].

• Finally all computational time experiments are ran on a single computer
and as such performance on different hardware setups are not investi-
gated.

1.5 Contribution
The main contributions of this thesis are as follows:

• A computational time analysis of how the elastic band optimal control
formulation, both constrained and unconstrained, performs on the real-
istic ABB IRB910SC model.

• We show that we can analyze and produce a sparsity pattern for the elas-
tic band formulation and that giving this information to the solvers im-
proves computational time significantly.

• We show that we can stop the iterations of the unconstrained optimiza-
tion algorithm (Levenberg-Marquardt) before convergence and still re-
tain a satisfactory solution, hence providing an improvement in compu-
tational time with little loss in trajectory quality.
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1.6 Outline of Thesis
The thesis is outlined as follows:

• Chapter 2 presents the background of the problem at hand. We present
the robot models and how obstacles are modelled in the environment.
We give a review of optimal control, model predictive control, nonlinear
optimization and automatic differentiation since these will all be used
in this thesis. Additionally we give an explanation for the elastic band
formulation.

• Chapter 3 presents the formulationswe test, alongwith the optimization
algorithms we use to solve each case. Additionally we present a sparsity
analysis of the problem and the experiments and hardware and software
we conduct these on

• Chapter 4 presents different model predictive controllers utilizing the
elastic band formulation and a discussion about their closed loop stabil-
ity.

• Chapter 5 presents the results from the computational time tests along
with the convergence tests. Additionally simulation results of utilizing
one of the model predictive controllers from chapter 4 with the best per-
forming formulation.

• Chapter 6 contains a discussion about the results, the conclusion and
suggestions for further work.



Chapter 2

Background

2.1 Robot Modelling
In this section we detail the models we use along with how the environment
(obstacles) are modelled. In the following investigation two system models
are used. These models are both of the selective compliance articulated robot
arm type. These are: a planar elbow type robot (henceforth 2R) and a ABB
IRB910SC robot (henceforth IRB910SC, shown in figure 2.1). Robotic ma-
nipulators like these are usually modelled as rigid bodies (links) connected
together into a chain by prismatic (providing linear movement) or revolute
joints (providing rotational movement) [9]. For our robots the 2R consists
of two revolute joints while the IRB910SC robot has three revolute and one
prismatic joint.

8
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Figure 2.1: IRB910SC. Image of the ABB IRB910SC robot used as the complex model in
this thesis. Image courtesy of ABB.

The total space of the orientations of all the joints in the chain is called
the joint space[10]. In addition to the joints and the links we have the end
effector[10] and the configuration space[10]. The chain of links is fixed at
one location (the base of the robot) and the end effector is the other end of the
chain. This is usually a manipulator or some other functional part that does
not extend the chain. For simplicity we model the end effector as a simple
point in space in the sequel. The possible set of positions in space where the
end effector can move to is called the configuration space of the robot. The
configuration space and the current end effector position is fully defined by the
joint space and the current positon of the joints and links of the chain. In our
system the control inputs are torques to each of the revolute joints and a linear
force to the prismatic joint. Given these; we need to determine the following
components to use the model in an optimal control problem:

• We need the transformation from the joint positions to the end effector
position. This is known as the forward kinematics. This is required if
we want to model obstacles in the configuration space since we need to
make sure that the end effector does not make contact with these.

• We need the transformation from the end effector position in the config-
uration space to the orientation of the joints in the joint space. This is
known as the inverse kinematics. This is required so that we can specify
a target in the configuration space rather than in the joint space.
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• Finally we need the differential equations for the joint orientations and
the joint velocities (angular for revolute and linear for prismatic). This
is called the forward dynamics.

We consider these three items next.

2.1.1 Forward Kinematics
The conventional way of calculating the forward (and inverse) kinematics is
based on rotational matrices to get the end effector in the frame of any joint
[11]. However in our case we are only interested in the end effector with re-
spect to the base world frame. Thus we can simplify the calculations by simply
doing a geometric analysis of our models. Of note is that this approach is gen-
erally not applicable for complex robots with high numbers of joints since the
geometric calculations get very involved in such cases.

2R

Figure 2.2: 2R Geometric XY planar representation of the 2R Robot.

The geometric representation of the 2R robot is displayed in figure 2.2. The
first joint is in the origin. It is easy to see, based on basic geomtric properties,
that the position of the second joint in the configuration space (xy-plane) is
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given by [
x

y

]
=

[
l1cos(q1)

l1sin(q1)

]
(2.1)

Where q1 is the joint position of the first revolute joint and l1 is the length of
the first link. the total angel from the x-axis of the second joint is the sum of
the joint position of the first joint and the joint position of the second joint.
Thus we can write the total position of the end effector as:[

EEx
EEy

]
=

[
l1cos(q1) + l2cos(q1 + q2)

l1sin(q1) + l2sin(q1 + q2)

]
(2.2)

Where q2 is the joint position of the second join and l2 is the length of the
second link. This is the forward kinematics for the 2Rmodel, mapping {q1, q2}
to a point in the xy-plane.

IRB910SC

the joint model of the IRB910SC is shown in figure 2.3.

Figure 2.3: IRB910SCGeometric three dimensional representation of the IRB910SC Robot.
The XY planar representation (looking down the Z-axis) is identical to the 2R robot in 2.2 with
the exception of the revolute joint q4.

Now we are working in three dimensions so the end effector position will
be on the form (x,y,z). The two first joints of the IRB910SC robot are identical
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to the 2R robot. Furthermore the position in the xy-plane of the end effector
is fully defined by these two joints. Hence for the IRB910SC the first two
coordinates of the end effector are given, like in the 2R, by[

EEx
EEy

]
=

[
l1cos(q1) + l2cos(q1 + q2)

l1sin(q1) + l2sin(q1 + q2)

]
(2.3)

The position in the xz-plane is given by the difference between the robot height
(l0) and the extension of the prismatic joint (q3). Additionally we include the
orientation of the end effector as well. This does not change the (x,y,z) position
in the configuration space however it comes in useful if our end effector has an
active part that can be oriented attached. This is not the case in this thesis but
it is included for completeness. The orientation of the end effector is simply
the sum of the three joint positions of the three revolute joints Thus we have
the full forward kinematics of the IRB910SC (on the form (x,y,z,orientation)):

EE =


EEx
EEy
EEz
EEθ

 =


l1cos(q1) + l2cos(q1 + q2)

l1sin(q1) + l2sin(q1 + q2)

l0 − q3

q1 + q2 + q4

 (2.4)

We call this equation, depending on our joint state q = {q1, q2, q3, q4}, F(q).
That is EE = F(q).

2.1.2 Inverse Kinematics
The inverse kinematics are the opposite of the forward kinematics. That is:
we go from the end effector position to the joint space. There is a number of
problems related to this inversion which bears exploring[9]. In fact in general
the inverse kinematics aremore cumbersome than the forward kinematics [11].
First and foremost: going from the joint position to the end effector is always
possible since the configuration space is a direct product of the joint space. The
opposite is not true. Hence care has to be taken that the end effector position
under analysis is actually in the robot’s configuration space.

Another issue relates to multiple solutions. For our robot models we make
note of the fact for many end effector positions there can be exactly two differ-
ent solutions. Consider figure 2.2; if we draw a straight line from the position
of the end effector to the origin we see that we could mirror the position of
the second joint and reach the same end effector position. Thus given an end
effector position it is ambiguous which joint position is desired. Throughout
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this thesis we sidestep this problem by manually choosing one of the two so-
lutions and discarding the other. The ensure continuity we always make sure
to pick the solution that is closest to our position in joint space.

The equations for the inverse kinematics for the 2R model is shown below,
taken from [9]. Both pairs of solutions are shown. First we let:

D =
EE2

x + EE2
y − l21 − l22

2l1l2
And

D1 =
(l1 + l2cos(q2))EEy − l2sin(q2)EEx

EE2
x + EE2

y

And
D2 =

(l1 + l2cos(q2))EEy + l2sin(q2)EEx
EE2

x + EE2
y

Where q2 in the two above equations come from the equation for q2 below.
Hence we first find q2 then use it to generate q1

q21 = Atan2(D,
√

1−D2)

q11 = Atan2(D1, D2)

q22 = Atan2(D,−
√

1−D2)

q12 = Atan2(D1, D2)

(2.5)

Thus we have a pair of solutions. The equations for the inverse kinematics of
the IRB910SC model are simply the equations for the 2R model with added
equations for the end effector orientation and the prismatic joint as (with found
q1 and q2 as above):

q3 = l0 − EEz
q4 = EEθ − q1 − q2

(2.6)

Thus we have a transform from EE to q.

2.1.3 Forward Dynamics
Next we consider the dynamical model of our system, that is: the time deriva-
tive of our states.

Joint Position

The time derivative of the joint positions are the joint velocities. Thus the first
part of our forward dynamics are given by

∂

∂t
q(t) = q̇ (2.7)
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Since we will be using the forward dynamics in our discrete control formula-
tion we require the discrete evolution of the joint positions. We can generate
these by the Euler method[12] where we define a step length h. This step
length is often chosen to be the sampling rate of the physical system, however
for now we just define it by a generic h as:

qk+1 = q + hq̇ (2.8)

Joint Velocities

The time derivative of the joint velocities are the joint accelerations. Tradi-
tionally the equations for the joint accelerations are not calculated directly but
rather are stated first as equations for the joint torques and then inverted to
produce equations for the joint accelerations. We start by presenting these so
called inverse dynamics, that is going from joint position, joint velocity and
joint acceleration to the joint torque. To generate the inverse dynamics the
Euler-Lagrange equations are used [10] which describe the relationships be-
tween the forces and accelerations in a dynamic system with respect to kinetic
and potential energy. This is shown below

L = Ke − Pe (2.9)

Where Ke is the kinetic energy and Pe is the potential energy. Furthermore
the torques can be written as [10]

τ =
∂

∂t

∂L
∂q̇
− ∂L
∂q

(2.10)

Where τ are the joint torques. If solved out for an open chain system the
equation 2.10 can be written on the following form [10]

τ = M(q)q̈ + C(q, q̇)q̇ + g(q) (2.11)

Where q̈ are the joint accelerations, M(q) is the mass matrix, C(q, q̇) is the
Coriolis term and g is the gravity term. This formulation is known as the
inverse dynamics. Finding the components of the matrices M , C and g is a
process for which robust methods exists[9], which use the rigid body attributes
(masses of the bodies in the system and the length of links) which we do not
present here. Of note is that the form of the matrices does not change with
the evolution of the system, and hence they can be found once and then used
throughout, just substituting in different values for q and q̇.
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If we have the all the matrices we can rearrange the form (2.11) to

M(q)q̈ = τ − C(q, q̇)q̇− g(q) (2.12)

And then we can solve for the q̈ to generate the joint accelerations. We denote
this solution by:

q̈ = f(q̇,q, τ) (2.13)

Since q̈ is exactly the time derivate of the joint velocities we can, similarly as
for the joint positions, the discrete evolution, with h as the generic step length
as:

q̇k+1 = q̇k + hf(q, q̇, τ) (2.14)

2.1.4 Obstacle Modelling
In addition to the robot arm we model obstacles in the configuration space. In
this thesis obstacles are modelled as circular (2R) or speherical (IRB910SC)
zones which are excluded from the work space. This means that the end effec-
tor cannot enter (or traverse within a distance) of the obstacle. In the context
of our system model this is as follows:

‖Oc −F(q)c‖ > Or + rs (2.15)

Where Oc is the coordinates of the center of obstacle, F(q)c is the first two
(2R) or first three (IRB910SC) components of the end effector, namely the
coordinate position in the general frame, Or is the radius of the obstacle and
rs is a safety distance. In other words: euclidian distance in the general frame
between the centroid of the obstacle and the end effector must be larger than
the sum of the radius of the obstacle and a predefined safety distance. This
way the end effector can not come closer than rs to the limit of the obstacle.

2.1.5 Note on Notation
Throughout this thesis the state of the joints and their velocities at time k, will
be denoted with xs instead of qs. Thus the joint position at time k will be
denoted x = {x1, x2} and x = {x1, x2, x3, x4} for the 2R and IRB910SC
respectively while the joint velocities will be denoted ẋ = {ẋ1, ẋ2} and ẋ =

{ẋ1, ẋ2, ẋ3, ẋ4} respectively. We used the qs in this section to differentiate the
joint states from the global frame coordinate axis.
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2.2 Model Predictive Control
Model predictive control is a control heuristic in which a model of the discrete
dynamics of a given system is used to predict system response to a policy. The
real system is then allowed to evolve one discrete step using the first input of
the policy and the new state is estimated. The process is then repeated from
the new state of the system. The closed loop behavior of a model predictive
control system is displayed in figure 2.4.

F G
uk

Estimate

{uk, uk+1, ..., uk+N−1}

r yk

xk+1

Figure 2.4: Closed loop model predictive control. G is a system which discrete time evo-
lution is described by xk+1 = f(xk, uk) where xk is the system state at time k and uk is the
system input at time k. At state xk the controllerF generates a policy {uk, uk+1, ..., uk+N−1}
that produces a desired behaviour {xk+1, xk+2, ..., xk+N}. However only uk is applied to the
system F , which evolves and produces output yk which is then estimated as xk+1 and used
as the new state of the system. r is an outside signal which dictates the nature of the desired
behaviour of the system. This could, or instance be, a target state.

Themain advantage ofmodel predictive control is that the inputs are adapted
to take into account the system state multiple evolutions forward. This means
that changes in the environment or in the reference signal (given that knowl-
edge of these are available) can be included in the determination of the current
input. Furthermore this lends itself well to constrained systems since we are
able to take into account constraints that might be non-active the current time.

The adaption of the series of inputs to produce a preferred response can be
formulated as an optimal control problem.[13]

2.3 Optimal Control
Optimal control refers to controller design where the generation of controller
outputs is formulated as an optimization problem. In this investigation we
consider both the constrained optimization problem and the unconstrained op-
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timization problem. The general unconstrained optimization problem is dis-
played in (2.16).

min
x

J (2.16)

Where x ∈ RN is an independent variable over which we optimize and J is the
objective function. The objective function determines the notion of optimality,
that is: it should reflect our design target.

The general problem formulation of a constrained optimization is displayed
in (2.17).

min
x

J

s.t. cE(x) = 0

cI(x) ≥ 0

(2.17)

cE(x) is a set of equality constraints that depend on x and cI(x) is a set of
inequality constraints that depend on x while x and J are as before. Note that
any equality or inequality can be written in the above form by subtracting the
right hand side from both sides.

In optimal control we augment these forms by the system state (hence-
forth denoted x), system state dynamics (henceforth denoted f ) and make the
system input u the independent variable. Furthermore if our system evolves
over time we formulate the objective function over the whole time interval,
denoted T , while the objective function at time t is denoted Φ. The general
constrained continuous-time optimization problem for optimal control is pre-
sented in (2.18). Note that in the following we useCE(...) andCI(...) to denote
the total set of equality and inequality constraints.

min
u(t)

J =

∫
t∈T

Φ(x(t),u(t), t)

s.t. ẋ(t) = f(x(t),u(t))

CE(x(t),u(t)) = 0

CI(x(t),u(t)) ≥ 0

(2.18)

By solving (2.18) for given x, CE(x,u(t)), CI(x,u(t)), f , Φ and T we find
the optimal input u over T . As discussed earlier model predictive control is a
discrete heuristic where a series of inputs is generated. This can be formulated
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in the same form as (2.18) as follows.

min
U

J

s.t. xk+1 = f(xk,uk)

CE(xk+1,xk,uk) = 0

CI(xk+1,xk,uk) ≥ 0

k ∈ Z : [0, N − 1]

(2.19)

WhereU = {u0,u1, ...,uN−1} and J is an objective function that captures the
design target over the series of inputs U and system states {x0,x1,x2, ...,xN}.
Of note is that the constrained optimal control problem can be infeasible. This
can be remedied by introducing slack variables to the constraints. This means
that we allow but heavily penalize constraint violations. In this thesis we do
not introduce slack variables and instead assume that whenever we need to
solve a constrained optimal control problem the problem is feasible.

To apply the unconstrained optimization formulation the above formula-
tion is adapted. Since we still want to include the system dynamics and respect,
to the best of our ability, we should include the state and input constraints into
the objective function. We can approximate the hard constraints from (2.19)
by quadratic terms [7]. This is shown in (2.20). The particulars of why we use
weights of 1

2
is detailed in the section on unconstrained nonlinear optimization.

min
U

Ĵ = w1J
2 +

N−1∑
k=0

[
w2(xk+1 − f(xk,uk))

2+

w3CE(xk+1,xk,uk)
2 + w2min{0, CI(xk+1,xk,uk)}2

] (2.20)

Each of the equality constraints have been added as quadratic terms and each
inequality constraint is added as quadratic terms if it is smaller than zero. We
add the original objective function as a quadratic term as well. Furthermore we
have added a weight term in front of every term. These weight terms gives the
relative importance of each term in the objective function. This means that we
penalize constraint violations. Thus when we minimize Ĵ we also minimize
the violation of the constraints. Of note is that in unconstrained case we do not
have guarantees that an optimal solutionwill not violate the constraints. This is
the principal difference between constrained and unconstrained optimization.

These are the different general forms of the optimization problem which
is solved in the controllerG in figure 2.4. For general dynamics f , constraints
and objective functions solving (2.18), (2.19) and (2.20) is nontrivial but mul-
tiple mature methods exist.[14]
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2.4 Time Elastic Band
Time elastic bands is a framework for combining path planning and optimal
control originally introduced in the context of robotic movement by Quinlan
and Khatib [2]. The framework aims to facilitate a near-time optimal point to
point trajectory by deforming a coarse initial path planned by a high level path
planner. This deformation is done in real time while traversing the path. The
work in this thesis is mainly based on the application of the time elastic band
formulation in a model predictive control heuristic by Rösmann et al [3]. An
overview of this formulation is presented next.

First the continuous system dynamics f is discretized using the Euler For-
ward method [12].

xk+1 = xk + ∆Tf(xk,uk) (2.21)

Where ∆T is the length of our discretization step. Given an initial state (x0)
and final state (xN ) we define the set of state-input pairs along with the dis-
cretization step ∆T as the time elastic band.

B = {x0,u0,x1,u1, ...,xN−1,uN−1,xN ,∆T} (2.22)

We can formulate the time elastic band framework as an optimization problem
by incorporating the ∆T into the objective function. Additionally we include
the initial and desired target state in the equality constraints CI . That is:

x0 = xinital (2.23)
xN = xtarget (2.24)

The effect of this is that the time to complete the whole point to point move-
ment, (N − 1)∆T (since we have N − 1 segments), is minimized. Since our
system only flows when ∆T > 0 we only have the special case of ∆T = 0

when xinital = xtarget, since this is the only case when we can let the system
stay still and still reach the target state from the initial state. Thus we form the
general time elastic band discrete optimal control problem, including state and
input constraints.

min
B

∆T

s.t. xk+1 = xk + ∆Tf(xk,uk)

CE(xk+1,xk,uk) = 0

CI(xk+1,xk,uk) ≥ 0

k ∈ Z : [0, N − 1]

(2.25)



20 CHAPTER 2. BACKGROUND

The key insight of the elastic band formulation is that we do not introduce
an explicit outside step length as in traditional optimal control formulations.
This means that we do not need parametrize our progress towards the target
state explicitly to formulate the optimal control problem in such a way that
we minimize the time for the point to point movement between the initial and
target state.

A modification to the traditional time elastic band formulation is to allow
the discretization time ∆T to vary over the band. In this case the time elastic
band becomes

Bδ = {x0,u0,∆T0,x1,u1,∆T1, ...,xN−1,uN−1,∆TN−1,xN} (2.26)

And the corresponding optimal control problem:

min
Bδ

∑
∆Tk

s.t. xk+1 = xk + ∆Tkf(xk,uk)

CE(xk+1,xk,uk) = 0

CI(xk+1,xk,uk) ≥ 0

k ∈ Z : [0, N − 1]

(2.27)

A central idea in the time elastic band formulation is that we can initial-
ize the band using a high level path planner and then use the optimal control
formulations above to optimize this initially coarse path for time. In addition
changes in the environment can be accounted for if this formulation is em-
bedded into a model predictive control heuristic. The particulars of high level
path planning for initializing the path is beyond the scope of this thesis, but a
number of different approaches are suggested in [2] and [15].

2.5 Nonlinear Optimization
One of the key problems investigated in this thesis is how the formulation
of the optimal control problem impacts the speed at which it can be solved.
Hence a presentation of the relevant background theory related to solving the
optimal control problems (2.18) (constrained) and (2.20) (unconstrained) is
presented next. Much of this section draws from the seminal textbook in the
field of optimization by Nocedal and Wright [14]. This section is intended as
an overview of nonlinear optimization in the context of the methods we aim to
use and as such results are presented without proof. For a through presentation
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of the theory around nonlinear optimization the reader is suggested to consult
[14] or [16].

Broadly nonlinear optimization can be divided into two different cate-
gories, constrained and unconstrained optimization. Since the two formula-
tions we look at fall into these categories we next detail the fundamentals of
each in turn.

2.5.1 Unconstrained Nonlinear Optimization
The goal of nonlinear unconstrained optimization is to find a local minimizer
of a given objective function. Methods to do this are iterative[17], starting
from an initial guess, and sequentially improving this initial guess until a stop-
ping condition is reached. Numerous methods have been developed for doing
this and to solve the unconstrained optimal control problem in this thesis we
use a method which can be seen as a so called trust region method.

Trust Region Method

In the trust region method we first we find an auxiliary function Jm which ap-
proximately mimics the behaviour of our object function J around the current
guess xi. Next we try to find a step α in direction p from xi that minimizes Jm,
where the maximum size of α is predefined as being within an area around xi.
Next we input this step into the objective function and generate J(xi +αp). If
the decrease is sufficient we accept xi + αp as our new solution. If this does
not yield a suitable decrease in the objective function we regenerate the step
with a smaller region around our initial guess xi and find a new direction. We
iteratively repeat this until some stopping condition is met. The trust region
algorithm is displayed in algorithm 1
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Algorithm 1 Trust Region Method
1: INPUT: initial guess x, objective function J(x)

2: while Stopping condition not met do
3: Setup auxiliary function Jm and maximum regionR around x
4: Find p and α that minimizes Jm(x+ αp) insideR
5: if J(x+ αp) is not sufficiently smaller than J(x) then
6: ShrinkR
7: goto line 4
8: end if
9: Set x = x+ p

10: end while
11: OUTPUT x.

We can let α = 1 and turn the calculation of the step size into the adaption
of the maximum allowed regionR. That is we always take the maximal possi-
ble step inside our region and if we do not reach a sufficient decrease in J we
shrink the region until we do [17]. The most commonR to pick is a spherical
one, that is we fully characterize it by a distance ∆ from our starting point.

An important part of the trust region method is deciding what the auxiliary
function Jm should look like. It is commonly defined as follows from the
Taylor expansion[14] of the objective function J.

Jm(xi) = J(xi) + pT∇J(xi) +
1

2
pTBp (2.28)

Where p is the search direction,∇J(xi) is the Jacobian of the objective func-
tion at xi while B is either the Hessian (denoted∇2J(xi)) at xi or a sufficient
approximation of it.

The second important part is how we decide to shrink the region. A com-
mon choice is a multiple of the ratio of the reduction in the objective function
when taking the step and the reduction in the auxiliary function when taking
the step.

We use a trust region method for our unconstrained problem because it has
shown to be effective in practice[14].

Nonlinear Least-Square Problems

In this thesis we consider a particular class of unconstrained optimization prob-
lems, called the least-square problems. As we will see this class of problems
simplify calculations and hence are generally less intensive to solve. These
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have the following general form.

min
x

1

2

∑
k

rj(x)2 k ∈ Z : [1,m]

The individual terms rj are called the residuals and form the residual vector
r = {r1, r2, ..., rm}. x is some independent variable, or a set of independent
variables. We assume further that the cardinality of x is less than or equal
to that of the residual vector. The term 1

2
does not affect the minimizer of the

problem but makes the calculations less complicated. In least-square problems
we thus try to minimize a sum of squares of the residuals with respect to the set
of independent variables. The advantage of this form is that the calculations of
the Jacobian and the Hessian for the trust regionmodel Jm is greatly expedited.

The Jacobian can be directly calculated from the residual vector. The
derivative with respect to x of the individual terms of the objective function
are given by

∇(
1

2
rj(x)2) = ∇rj(x)rj(x) (2.29)

Where ∇rj(x) is the Jacobian of the residual rj at x. Thus summing up over
all the terms yields the Jacobian of the objective function

∇J =
∑
j

∇rj(x)rj(x) k ∈ Z : [1,m] (2.30)

Next we obtain the Hessian of the objective function by first looking at the
individual terms of Jacobian of the J . We again derive each of the terms with
respect x applying the product rule:

∇(∇rj(x)rj(x)) = ∇rj(x)T∇rj(x) +∇2rj(x)rj(x) (2.31)

Where∇2rj(x) is the Hessian of rj at x. Thus we have a form for the Hessian
of the objective function:

∇2J =
∑
j

∇rj(x)T∇rj(x) +
∑
j

∇2rj(x)rj(x) k ∈ Z : [1,m] (2.32)

For simplicity we can stack the Jacobians of the residuals into a single row
matrix ∇R. We can rewrite:∑

j

∇rj(x)T rj(x) = ∇RT r∑
j

∇rj(x)T∇rj(x) = ∇RT∇R
(2.33)
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Thus we can get the Jacobian and the Hessian of the objective function by
considering the Jacobians and Hessians of the residuals. Finally the first term
in equation 2.17 is usually on its own a good approximation of the Hessian
of the objective function since the value of the individual ∇2rj(x) is small in
relation to the corresponding term in the first term∇rj(x)T∇rj(x). [14]

2.5.2 Constrained Nonlinear Optimization
Constrained optimization refers to the case where in addition to just the objec-
tive function we try to minimize we also have constraints that we require the
solution to fulfill. That is: we reject solutions that might have a lower value
for the objective function but does not satisfy given constraints. The region
where our constraints are fulfilled is called the feasible region.[14]

A fundamental theorem in constrained optimization is the so calledKarush-
Khan-Tucker conditions, which specify necessary conditions for a solution
to be a local minimizer to an constrained optimization problem. These are
used extensively in the algorithms that solve constrained nonlinear optimiza-
tion problems and hence are presented in theorem 1. [14]

Theorem 1 The Karush-Khan-Tucker conditions If x∗ is a (local) solution to
the minimization problem (2.17) then there exists a vector λ = {λ1, λ2, ..., λi}
for i ∈ E ∪ I (each constraint) such that the following holds.

∇L(x∗, λ) = 0

ci(x∗) = 0 ∀i ∈ E
ci(x∗) ≥ 0 ∀i ∈ I

λi ≥ 0 ∀i ∈ I

Where
L(x∗, λ) = J(x∗)−

∑
i∈E∪I

λici(x∗)

Where J is the objective function. A solution that fulfills the above condition
is called a KKT point. While the proof of theorem 1 is beyond the scope of
the thesis; intuitively the conditions can be characterized as follows:

• The first condition states that there is no direction from the point x∗ in
which:

– a) The value of J(x∗) decreases and taking a step in this direction
keeps us inside the feasible region (case where the unconstrained
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local minimum is inside our feasible region) since if this is the case
we could simply take a step in this direction and arrive at a lower
function value.

– b) The value of J(x∗) decreases and is not parallel to the gradient
of the constraints (case where the unconstrained local minimum is
outside our feasible region) since in this case there is a point on
the boundary of the feasible region closer to the solution outside
the feasible region. This is because the shortest distance from the
feasible region to a point outside the feasible region is always in the
direction of the gradient of the constraints defining the boundary
(that is it is perpendicular to the tangent curve of the constraint(s)
defining the boundary).

• The second and third conditions state that the solution has to be in the
feasible region.

• The fourth condition states that the Lagrangian multipliers have to fulfill
the so called dual feasiblity.[14] For the scope of this thesis we simply
accept this as is but an analysis of the dual problem associated with an
optimization problem is given in [14].

The type of method we use in this thesis to solve (2.17) is called a interior
point method and it makes use of the KKT conditions above. We present an
overview of interior point methods next.

Interior Point Method

We can transform the equations (2.17) into one that only has equality con-
straints along with slack variable inequality constraint s. That is we transform
CI(x) > 0 into CI(x)− s = 0 and add s > 0. Here if there are more than one
inequality constraint then s contain one slack variable si for each inequality
constraint ci(x). Thus the optimization problem becomes that of both x and s
as follows

min
x,s

J

s.t. CE(x) = 0

CI(x)− s = 0

s > 0

(2.34)

This form is quite useful since we can further rewrite it into the so called
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barrier form (not that we have subsumed s into x in the minimization here):

min
x

J − µ
∑
i

logsi

s.t. CE(x) = 0

CI(x)− s = 0

(2.35)

Where i ∈ CI and µ ≥ 0 is a barrier parameter. The idea is that the objective
function is heavily penalized when si is close to zero since the negative loga-
rithm function grows exponentially large as si goes towards zero. The effect
of this is two-fold, first a solution to the above will not have violations of the
inequality constraints since log(s) is undefined for s ≤ 0 and secondly since
we are penalizing going close to zero we will incentives searching for a solu-
tion further away from s = 0. Hence the methods that employ this structure
are called interior point methods.

Thus we have reformulated our problem to only depend on the new set
equality constraints C = CE ∪ (CI − s).

However the solution of (2.35) is not the same as (2.34) when µ > 0, and
only forµ = 0 does it exactlymatch our original constrained problem[18]. The
insight is that we can iteratively solve (2.35) and decrease µ between iterations
to get closer and to the solution to the original problem, and thusly produce an
approximate solution.

So now we can setup the problem (2.35) for a given µ and initial x and
we want to take a step towards a better solution. To do this a two-step line
search method is often used[14]s, in particular we first want to find a direction
in which the function value decreases. Directly solving this direction from
(2.35) is difficult and instead we can transform the problem into one that is in
terms of the KKT conditions.

We can write the KKT conditions in terms of the barrier parameter as fol-
lows [19]. Note that the barrier parameter µ is constant here.

∇J(x)−∇C(x)λ− z = 0

C(x) = 0

Xz − µ1T = 0

x, z ≥ 0

(2.36)

Here z is called the Lagrangian multipliers of the inequality constraints. Note
that since the form of the inequality constraints is now always a simple bound
(s > 0) the Jacobian of the inequality constraints is simply one, hence there
is no term in front of z here. Now we can compute a direction to move in
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terms of x, λ, z by using Newton’s Method. The Newton’s Method states that
a good search direction for a function f(x) is given by the following system of
equations:

∇f(x)∆x = f(x)

Where ∆x is the search direction and∇f(x) is the Jacobian of f at x. We set
up the Jacobian of the KKT conditions 2.36 on the left hand side and get the
following [20]:

∇2L −∇C −I
∇C 0 0

Z 0 X

∆x

∆λ

∆z

 =

∇J(x)−∇C(x)λ− z
C(x)

Sz − µ1T

 (2.37)

Where X and Z are matrices with the vectors x and z as their diagonal ele-
ments. For finding a direction in which the solution should improve we need
to solve this system of equations. Then we do a search along this direction
to find a suitable new point (x, λ, z) and repeat until we have reached some
stopping condition. Different interior point methods differ in the exact formu-
lation of 2.37 and how the search is conducted. Note that system of equations
requires us to have access to the hessian of the Lagrangian and the Jacobian
of the constraints.

2.6 Automatic Differentiation
Since the algorithms for solving both constrained and unconstrained optimiza-
tion problems rely on having access to the Jacobians (and Hessians for the
interior point methods) it is preferable to have exact and efficient methods
for generating these derivatives. Previously numeric differentiation has been
extensively used, namely using the finite difference method. In this method
we approximate the derivative of a function f as the difference between two
points on the function divided by the distance between them in the particular
direction. Although easy to implement; numeric differentiation has shown it-
self to be unstable and slow when evaluating derivatives of complicated func-
tions[21]. With the advent of computers a new methodology of differentia-
tion was pioneered, known as Automatic or Algorithmic Differentiation. This
method has quickly become one of the most used methods for generating
derivatives, in particular in fields where computational time is a critical re-
source and in emerging fields such as machine learning[22]. In this thesis we
use automatic differentiation throughout and as such an overview of it is of
value.
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Automatic Differentiation makes use of the chain rule property of deriva-
tives (and can also be extended to include the parallel composition[23]1). That
is that the derivative of a composite function is the derivative of the inner func-
tion with respect to the variable multiplied with the derivative of the outer
function with respect to the inner function. When we generalize this to func-
tions from Rn to Rm and look at the partial derivatives we get the following
relation, given functions f1, f2 such that f = f1◦f2 and a direction xi we have
that

∇f(xi) = ∇(f1 ◦ f2)(xi) = ∇f1 · ∇f2 · xi (2.38)

Where the dots on the right hand side refers to applying the derivative action
of fi in direction specified.

The essence of automatic differentiation is that if we can subdivide a given
function f into component functions f1, f2...fN that are either defined as a nu-
meric value which we provide or an application of an elementary operation on
other functions. Thus we can calculate the derivative based on the numerical
values sequentially, applying a sequence of elementary operations, i.e. using
the chain rule. This is often represented as a graph2

1The chain rule is another name for sequential composition, parallel composition refers to
the case where we handle terms which are independent term-wise in parallel.

2Although there is nothing inherently requiring us to represent it as a graph, and indeed
we should be careful not to convince us that AD and graphs are in any way interlinked.



CHAPTER 2. BACKGROUND 29

Figure 2.5: Evaluation tree We sweep from the leaves up to the root node. Only the leaves
have to be evaluated numerically. Evaluated function for this tree is f = x1x2

x3

Automatic differentiation has two forms of evaluating the evaluation tree,
forward and reverse [21]. Forwardmode, which is used in this thesis calculates
all the partial derivatives with respect to one independent variable at a time.
This entails us initializing the leaves in 2.5 with the numerical values of the
variables, along with a 1 for the derivative of the variable for which we want to
produce the partial derivative (zeros for others), then sweep upwards through
the tree until we reach the root, applying operations specified in the tree to
both the variables and to the derivatives of the variables. Doing this once for
each independent variable produces the gradient of our original function.[21]

2.6.1 Operator Overloading
There aremultipleways inwhich automatic differentiation can be implemented.
The method used in the package used in this thesis is called operator overload-
ing and it involves us creating a data structure which holds both the indepen-
dent variable and its derivative[24]. An example of such a structure is a C++
class displayed below.
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1 class AD_variable {
2 public :
3 double variable ;
4 double derivative ;
5 AD_variable ( double v, double d) :
6 variable (v), derivative (d){}
7 };

Listing 2.1: Example of automatic differentiation data structure in C++

Furthermore we need to overload the operator for elementary operations
for the AD_variable. For instance we can define multiplication as follows

1 AD_variable operator *( AD_variable a, AD_variable b){
2 double var = a. variable *b. variable ;
3 double der = a. derivative *b. variable
4 + b. derivative *a. variable ;
5 return AD_variable (var , der );
6 }

Listing 2.2: Example of automatic differentiation operator overloading in C++

Now we can use our AD_variable to represent both the value at the current
node in the evaluating graph and its derivative. Now we can simply sweep
from the leaves to the root to produce the partial derivative of a complicated
function.

2.6.2 Sparse Jacobian calculation using AD
What allows us to make use of the fact that a matrix is sparse, and that we
have a pattern for where the non-zeroes in the matrix are, is a repartition-
ing of the matrix. Let us call two columns a1 and a2 from a matrix A that
do not have one or more non-zeros in the same row structurally orthogonal.
From the provided sparsity pattern we can determine which columns in our
Jacobian are structurally orthogonal. Given such knowledge we can form a
compressed form matrix [25] which allows us to reduce the number of sweeps
required to calculate all the numerical values of the partials. Given a sparsity
pattern the work of finding each set of structurally orthogonal columns can
be seen as a graph colouring problem, for which there exist multiple mature
algorithms[26]. These are however beyond the scope of this thesis.



Chapter 3

Method

3.1 Formulations
Next we present the optimal control formulations that we will use throughout
our investigation. All formulations apply equally to the 2R and the IRB910SC
models. In the following f refers to the forward dynamics of the model in
question and B refers to the complete band as detailed in 2.4.

3.1.1 Constrained Elastic Band
min
B

∆T

s.t. x0 = xI , xN = xT

ẋ0 = ẋI , ẋN = ẋT

xk+1 = xk + ∆T ẋk
ẋk+1 = ẋk + ∆Tf(xk, ẋk,uk)
b− ≤ xk ≤ b+

ḃ− ≤ ẋk ≤ ḃ+

bu− ≤ uk ≤ bu+
∆T > 0

k ∈ [0, N − 1]

(3.1)

This is the basic formulation. We have bounds on each state in the band and
the inputs. For clarity we have separated the bounds on the joint positions
(x) and joint velocities (ẋ). In addition any number of inequality constraints
relating to obstacles in the work space can be included using the following the
form (as defined in 2.1.4):

31
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‖Oc −F(xk)c‖ − Or + rs > 0 (3.2)

3.1.2 Constrained Local ∆T Elastic Band

min
B

∑
k

∆Tk

s.t. x0 = xI , xN = xT

ẋ0 = ẋI , ẋN = ẋT

xk+1 = xk + ∆Tkẋk
ẋk+1 = ẋk + ∆Tkf(xk, ẋk,uk)
b− ≤ xk ≤ b+

ḃ− ≤ ẋk ≤ ḃ+

bu− ≤ uk ≤ bu+
∆Tk > 0

k ∈ [0, N − 1]

(3.3)

The only difference between the local ∆T formulation and the basic formula-
tion is that the state evolution now depends ∆Tk instead of ∆T and the total
cost is the sum of each ∆Tk.

3.1.3 Unconstrained Elastic Band
min
B

w1∆T 2 + w2(x0 − xI)2 + w2(xN − xT )2

+ w2(ẋ0 − ẋI)2 + w2(ẋN − ẋT )2

+
∑
k

[
w3min{0, xk − b−}2 + w3min{0,b+ − xk}2

+ w3min{0, ẋk − ḃ−}2 + w3min{0, ḃ+ − ẋk}2

+ w3min{0,uk − bu−}2 + w3min{0,bu+ − uk}2

+ w4(xk+1 − xk −∆T ẋk)2

+ w4(ẋk+1 − ẋk −∆Tf(xk, ẋk,uk))2

]
+ w5min{0,∆T}2

k ∈ [0, N − 1]

(3.4)

In the unconstrained formulation we have used the transformation from equa-
tion (2.20). We use the global ∆T for the unconstrained formulation. The
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weights were found heuristically by testing and are given by: w1 = 2,w2 = 10,
w3 = 1,w4 = 10 and w4 = 2. Note that to transform this into the least square
form we simply rewrite the weight on each term as 1

2
2w where w is the weight

as above. Thus we have the required 1
2
in front of each residual.

3.1.4 Error minimizing Elastic Band

min
B

∑
k

(xk − xT )2

s.t. x0 = xI , xN = xT

ẋ0 = ẋI , ẋN = ẋT

xk+1 = xk + ∆T ẋk
ẋk+1 = ẋk + ∆Tf(xk, ẋk,uk)
b− ≤ xk ≤ b+

ḃ− ≤ ẋk ≤ ḃ+

bu− ≤ uk ≤ bu+
k ∈ [0, N − 1]

(3.5)

This formulation minimizes the difference between the terminal state and all
the state at each node. It is used in our controller to ensure stability under
sub-optimal control.

3.2 Optimization Algorithms
In this section we present the specific algorithms we use to solved the con-
strained and unconstrained optimization problems from the previous section.

3.2.1 The Levenberg-Marquardt Method
Themethod we chose to solve the unconstrained optimal control problem (3.4)
is the Levenberg-Marquardt method. The Levenberg-Marquardt method is a
nonlinear least-squares trust regionmethod. The specifics of thesemethods are
detailed in 2.5.1. In the Levenberg-Marquardt method we pick the following
auxiliary function:

Jm =
1

2
r + pT∇RT r +

1

2
pT∇RT∇Rp (3.6)
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Where r and ∇R are as in section 2.5.1. Furthermore we have used the ap-
proximation of the Hessian discussed in section 2.5.1, that is:

∇2J = ∇RT∇R (3.7)

It can be shown that a minimizer of this auxiliary function, p, is given by[17]

(∇RT∇R + λI)p = −∇RT r (3.8)

Where λ is a damping term which represents the size of the maximal allowed
regionR. We set the step length α to one and thus the term λ fully decides the
length of our step. Intuitively a large λ corresponds to us having a small max-
imal region. This method has been shown to give efficient convergence and
robustness [4]. An important factor in the Levenberg-Marquardtmethod is that
we only need the Jacobian of the residual vector and thus if this can be calcu-
lated quickly we ought get good computational performance. The Levenberg-
Marquardt method is implemented in the open source package Levmar [27].

3.2.2 Line-Search Filter Barrier Method
The method we have chosen to solve the constrained optimal control problems
(3.1),(3.3) and (3.5) is the Line-Search Filter Barriermethod (hencforth LSFB)
presented byWächter and Bigler [20]. The method is an interior point method
that uses a more condensed formulation of the Newton’s Step (2.37) and a filter
based line search for the step length.

The LSFB first reduces the size of the inversion step (2.37) by eliminating
the final row. This yields:[

∇2L+X−1Z −∇C
∇C 0

] [
∆x

∆λ

]
=

[
∇J(x)−∇C(x)λ

C(x)

]
(3.9)

This makes the Jacobian matrix symmetric which makes it easier to invert. We
get the search direction for z, ∆z, using the following equation:

∆z = µX−11T − z −X−1Z∆x (3.10)

Furthermore the method uses a filter-line search approach which is beyond
the scope of this thesis but the complete LSFB algorithm is detailed in [20].
The LSFB is implemented in open source optimization package IPOPT which
has been extensively used in academia and the industry for solving constrained
nonlinear optimization problems.

Of note is that the LSFB makes use of the Hessian of the Lagrangian and
the Jacobian of the combined inequality and equality constraints, as such it is
useful if we could calculate these efficiently.
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3.3 Sparsity Analysis
As discussed in the previous sections both the LSFB and the Levenberg-Marquardt
method make intense use of the Jacobians, and in the case of the LSFB, also
the Hessian. In the Levenberg-Marquardt method we desire to find the Jaco-
bian of the residual vector. Since the residual vector incorporates one term
for each equality and inequality constraint, along with the original objective
function we can, from our problem formulation, gain insight into its structure.
Similarly in the LSFB method we can analyze the each of individual matrices
∇C and ∇2L.

Indeed if were are able to provide a pattern of which elements in these
matrices will always be zero, or conversely where the potentially non-zero
terms of these matrices are we could make use of the techniques discussed in
2.6.2 and hence reasonably make gains in computation time. Fortunately for
us the very uniform nature of the elastic band formulations (and time discrete
optimal control formulations in general) allows us to predict the structure of
these matrices quite easily. We do this analysis next 1.

3.3.1 Jacobian of the Residual Vector
The Jacobian of the residual vector of the unconstrained formulation in (3.4)
is the partial derivatives of the all the residuals with respect to the indepen-
dent variables. In the elastic band formulation the independent variables is
the complete band. As such the Jacobian is an M-by-N matrix where M is the
cardinality of {CI ∪CE} + 1 (the objective function) and N is the band length.
Since it is completely up to us in which way we order the residuals we can do
this such so that a particular pattern appears. We do this by grouping all the
residuals which depend on the same independent variables in the residual vec-
tor. To analyze emerging structure of the Jacobian of this reordered residual
vector we walk through the first few terms. Note that in the sequel we drop
the squares and weight and the term 1

2
on the residuals for legibility, but it is

important to remember that each residual is actually of the form 1
2
2wiri(x)2.

The first four rows are the residuals corresponding to the equality con-
straints for the initial state. These are as follows

1To save space we show this sparsity analysis for the smaller 2R model, but the analysis is
analogous for the Jacobian of the residual using the IRB910SC model, just larger in size.
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fI1 = x01 − xI1

fI2 = x02 − xI2

fI3 = ẋ01 − xI3
fI4 = ẋ02 − xI4

Where xtj refers to the jth component of the x at step t, and xI is the ini-
tial value. In the following section we use xt as shorthand for (xt1 , xt2 , ẋt1 , ẋt2)

(our state at t) and ut as shorthand for (ut1 , ut2) (our input at t). Clearly the par-
tial derivatives with respect to the band {x0,u0, ...,uN−1, xN∆T} except for x0

are all zero irregardeless of the actual numeric values of {x0,u0, ...,uN−1, xN ,∆T}.
Thus in the interest of clarity we can write the first four rows of the Jacobian
such that an ’×’ denotes a possible non-zero value and a zero denotes a value
that is always zero. This is displayed in figure 3.1. We denote it as initial block
I.

I =

x01 x02 ẋ01 ẋ02 u01 u02 x11 x12 ẋ11 ẋ12 ... ẋN1 ẋN2 ∆T


fI1 × 0 0 0 0 0 0 0 0 0 ... 0 0 0

fI2 0 × 0 0 0 0 0 0 0 0 ... 0 0 0

fI3 0 0 × 0 0 0 0 0 0 0 ... 0 0 0

fI4 0 0 0 × 0 0 0 0 0 0 ... 0 0 0

Figure 3.1: Jacobian initial block I

The following six residuals relate to the equality constraints for the evo-
lution of the joint state (x01 , x02) to (x11 , x12) from the dynamics along with
the inequality constraints for the bounds on (x01 , x02)

2. The residuals arising
from the inequality bounds are of the following form

gijlb = min(0, xij − b−)

gijub = min(0, b+ − xij)

For i ∈ Z : [0, N − 1] and j ∈ {1, 2} where b− and b+ are the lower and
upper bound respectively. The only non-zero partial derivatives of gijlb and

2Note that the inequality bounds are not required for the initial state due to them being
satisfied for any feasible trajectory is implied by the equality constraint for the initial value.
In all implementations in this work these are not included, however we present them here for
clarity.
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gijub with respect to the band are exactly the derivatives with respect to xij .
The equality constraints that model the evolution of the joint angles are of the
following form

Fij = x(i+1)j − xij −∆T ẋij (3.11)

For i ∈ Z : [0, N − 1] and j ∈ {1, 2}. The potentially non-zero partial
derivatives of Fij are the ones with respect to the variables appearing in the
equation, namely xij , ẋij , x(i+1)j and ∆T . Combining these residuals (for i =
0) we get the sparsity pattern presented in 3.2.

x01 x02 ẋ01 ẋ02 u01 u02 x11 x12 ẋ11 ẋ12 ... ẋN1 ẋN2 ∆T



g01lb × 0 0 0 0 0 0 0 0 0 ... 0 0 0

g01ub × 0 0 0 0 0 0 0 0 0 ... 0 0 0

g02lb 0 × 0 0 0 0 0 0 0 0 ... 0 0 0

g02ub 0 × 0 0 0 0 0 0 0 0 ... 0 0 0

F01 × 0 × 0 0 0 × 0 0 0 ... 0 0 ×
F02 0 × 0 × 0 0 0 × 0 0 ... 0 0 ×

Figure 3.2: Jacobian for optimization problem (3.4), residuals 5 through 10

The following six residuals contains the equality constraints for the evolu-
tion of the joint angular velocities (ẋ00 , ẋ01) to (ẋ10 , ẋ11) from the dynamics
along with the inequality constraints for the bounds on (ẋ00 , ẋ01). Similarly
to before the inequality constraints are already fulfilled for the first state, but
again we present them here for posterity. The inequality constraints have a
similar form as before, that is

dij lb = min(0, ẋij − ḃ−)

dijub = min(0, ḃ+ − ẋij)
For i ∈ Z : [0, N − 1] and j ∈ {1, 2}. Like before the partial derivatives of
these inequality constraints are zero for all but the independent variable they
constrain, in this case ẋij . We get the equality constraints for the evolution of
the angular velocities from the forward dynamics of our model.

Gij = ẋ(i+1)j − ẋij −∆Tf(xi,ui)

For i ∈ Z : [0, N − 1] and j ∈ {1, 2}. The forward dynamics depend on the
whole current state xi and the current input ui while the other terms are ∆T
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and the next angular velocity ẋij . Thus these are the only non-zero terms. The
combined block for the inequality constraints and the equality constraints for
the velocities (for i = 0) are displayed in 3.3

x01 x02 ẋ01 ẋ02 u01 u02 x11 x12 ẋ11 ẋ12 ... ẋN1 ẋN2 ∆T



d01lb 0 0 × 0 0 0 0 0 0 0 ... 0 0 0

d01ub 0 0 × 0 0 0 0 0 0 0 ... 0 0 0

d02lb 0 0 0 × 0 0 0 0 0 0 ... 0 0 0

d02ub 0 0 0 × 0 0 0 0 0 0 ... 0 0 0

G01 × × × × × × 0 0 × 0 ... 0 0 ×
G02 × × × × × × 0 0 0 × ... 0 0 ×

Figure 3.3: Jacobian for optimization problem (3.4), residuals 11 through 16

Finally we have inequality bounds on the input. These are of the form

hij lb = min(0, uij − bu−)

hijub = min(0, bu+ − uij)

Which, again, only depend on the bounded variable. Thus we get for i = 0 the
following

x01 x02 ẋ01 ẋ02 u01 u02 x11 x12 ẋ11 ẋ12 ... ẋN1 ẋN2 ∆T


h01lb 0 0 0 0 × 0 0 0 0 0 ... 0 0 0

h01ub 0 0 0 0 × 0 0 0 0 0 ... 0 0 0

h02lb 0 0 0 0 0 × 0 0 0 0 ... 0 0 0

h02ub 0 0 0 0 0 × 0 0 0 0 ... 0 0 0

Figure 3.4: Jacobian for optimization problem (3.4), residuals 17 through 20

The combined block of 3.2, 3.3 and 3.4 is repeated for i ∈ Z : [0, N − 1],
that is all the groupings of residuals. Thus for posterity we can call the central
part (not containing the non-zero from the last column ∆T ) iteration blockAi
and write it down in its general form below



CHAPTER 3. METHOD 39

Ai =

xi1 xi2 ẋi1 ẋi2 ui1 ui2 xi+11 xi+12 ẋi+11 ẋi+12



gi1lb ... × ...

gi1ub ... × ...

gi2lb ... × ...

gi2ub ... × ...

Fi1 ... × × × ...

Fi2 ... × × × ...

di1lb ... × ...

di1ub ... × ...

di2lb ... × ...

di2ub ... × ...

Gi1 ... × × × × × × × ...

Gi2 ... × × × × × × × ...

hi1lb ... × ...

hi1ub ... × ...

hi2lb ... × ...

hi2ub ... × ...

Figure 3.5: Jacobian iteration block Ai. For legibility the zeroes have not been displayed

Next we have the equality constraints for the final state. These mirror the
constraints for the initial state but instead depend on xN . Furthermore we
have one more residual, the one that constitutes the original objective function
J, namely ∆T . Naturally both of these only be non-zero for ∆T . We include
this in the terminal block as the final row. The terminal block T is shown in
3.6.

T =

x01 x02 ẋ01 ẋ02 u01 u02 x01 x02 ... xN1 xN2 ẋN1 ẋN2 ∆T


fT1 0 0 0 0 0 0 0 0 ... × 0 0 0 0

fT2 0 0 0 0 0 0 0 0 ... 0 × 0 0 0

fT3 0 0 0 0 0 0 0 0 ... 0 0 × 0 0

fT4 0 0 0 0 0 0 0 0 ... 0 0 0 × 0

J 0 0 0 0 0 0 0 0 ... 0 0 0 0 ×

Figure 3.6: Jacobian Terminal block T
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Finally we have the last column, the partial derivatives with respect to ∆T .
As we have already shown each block A contains four non-zeros in this col-
umn. We can write the column vector ∆i that corresponds to block Ai as

∆T
i =

[
0 0 0 0 × × 0 0 0 0 × × 0 0

]
Figure 3.7: Jacobian column block ∆i.

Thus we can form the general pattern for the Jacobian of the residual vector
of the unconstrained problem. This is shown in 3.83.



I 0 0 0 0 0 0 0 0 0

A0 0 0 0 0 0 0 0 ∆0

A1 0 0 0 0 0 0 ∆3

0 A2 0 0 0 0 0 ∆2

0 0
. . . 0 0 0 0

...

0 0 0
. . . 0 0 0

...

0 0 0 0
. . . 0 0

...

0 0 0 0 0
. . . 0

...
0 0 0 0 0 0 AN−1 ∆N−1

0 0 0 0 0 0 0 0 T

Figure 3.8: General pattern of non-zeroes in residual Jacobian

Clearly this is a very sparse pattern and we will use this knowledge to input
this into our automatic differentiation module to improve the computational
speed.

3.3.2 Jacobian of the Constraints in LSFB
For the interior point method we look at both the Jacobian of the constraints
and the Hessian of the Lagrangian. The constraint Jacobian, C in (3.9), will
have the same sparsity pattern as the Jacobian of the residual vector 4 from the

3Note that the consecutive iteration blocks are slightly overlapped, since in both of the
consecutive blocks Ai and Ai+1 there are non-zeroes in the columns of xi+1 and ẋi+1

4Note that the fact that the residuals were squared, or that inequalities were represented as
conditionals, does not affect the non-zero nature of the first partial derivative.
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previous section (figure 3.8). Although the original objective function does
not appear in the constraint Jacobian we instead have the inequality constraint
with regards to ∆T , denoted ∆Tlb. For the interior point method we also
consider the case where we allow ∆T to vary between iterations. In this case
we attach the non-zero resulting from the inequality constraint related to ∆Ti
along with the dynamics that depend on ∆Ti to the iteration block. Hence the
final column is expunged. Thus we have the following structure for the Ai for
local ∆T

Ai =

xi1 xi2 ẋi1 ẋi2 ui1 ui2 ∆Ti xi+11 xi+12 ẋi+11 ẋi+12



gi1lb ... × ...

gi1ub ... × ...

gi2lb ... × ...

gi2ub ... × ...

Fi1 ... × × × × ...

Fi2 ... × × × × ...

di1lb ... × ...

di1ub ... × ...

di2lb ... × ...

di2ub ... × ...

Gi1 ... × × × × × × × × ...

Gi2 ... × × × × × × × × ...

hi1lb ... × ...

hi1ub ... × ...

hi2lb ... × ...

hi2ub ... × ...

∆Tilb ... × ...

Figure 3.9: Jacobian iteration block Ai with Local ∆T . For legibility the zeroes have not
been displayed.

3.3.3 Hessian of the Lagrangian in LSFB
Next we look at the Hessian of the Lagrangian. The Lagrangian is restated
below.

L = J(x)−
∑
i∈E∪I

λici(x)
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And the Hessian has the following form

∇2L = ∇2J(x)−
∑
i∈E∪I

λi∇2ci(x)

The size of the Hessian of the Lagrangian will be exactly N-times-N (as before
N is the band length, the number of independent variables), that is for each of
the constraints and the objective function we will produce a N-times-N matrix
consisting of the second-order partial derivatives with respect to the band and
then we will sum these together.

Lets start by looking at the objective function J . We know that this simply
has one term, ∆2

T and hence the Jacobian is a row vector with one nonzero
term, the partial derivative with respect to ∆T . Thus the Hessian is a square
matrix with also exactly one term, that is the second partial derivative with
respect to ∆T .

Next all of the Hessians of the equality constraints that correspond to the
inequality constraints on the states and inputs will have no non-zero terms
since they all depend linearly on one of the variables in the band. This means
that we can completely disregard all of these terms. Similarly we can disregard
all the equality constraints for the initial and terminal state since these also
depend linearly on one member of the band each. The inequality constraint
related to ∆T is also linear in ∆T and will thus have a zero Hessian.

The only constraints which we have left is the equality constraints of the
evolution of the states. First we have equality constraint for the joint positions
(xi1 , xi2). If we compare to the equation (3.11) we see that the only second par-
tial derivatives with respect to the band that will be non-zero will be

∂2Fij
∂ẋij ∂∆T

and
∂2Fij

∂∆T∂ẋij
. Thus the structure of each of the Hessians of these constraints

will be a matrix with a non-zero on the last row and the last column (corre-
sponding to ∆T ) at the position of ẋij .

Finally we have the equality constraint of the joint velocities. From equa-
tion 2.12 we see that for simplicity’s sake we can (without having to compute
partial derivatives of the matrices involved) assume that all combinations of
second partial derivative with respect to the band at the ith state and its com-
ponents, along with the ith state with the ith input, and the ith state with ∆T

and finally the input with the ∆T are non-zero. A deeper analysis can be made
with respect to the contents of the matrices in 2.12 but our high level analysis
here concludes that the only second partial derivatives which might non-zero
are the ones of the diagonal (and ∆T ) that is: the ones in the same time step.
Hence sparsity is preserved with this rougher analysis as well. In case of the
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local ∆T we instead have non-zeros for only the ∆T associated with the step
i. Thus we have a sparsity pattern for the Hessian which we can feed use to
make our evaluation faster.

3.4 Software and Hardware
The testing pipeline is implemented as object oriented library in C++. A high
level view of the system is presented in 3.10.

Figure 3.10: Evaluator system architecture. The Opti class takes a robot model and a
solver module, and uses the dynamics and kinematics of the robot model as the functions in
the optimal control problem which is then solved using the solver in the solver module. The
interfaces (UCEB_IRB910SC, CEB_IRB910SC, CEB_2R in the figure, for unconstrained on
the IRB910SC robot, constrained on the IRB910SC and constrained on the 2R robot respec-
tively) for the different model/solver combinations can be used as an entry point to the Opti
class. The input to these interfaces is the length of the elastic band (N), the start and end states,
if a global or local ∆T should be used and optionally an initial guess and a list of obstacles.

We use CppAD [8] to facilitate automatic differentiation throughout the
system, in the IPSolver and LMSolver classes. This package uses the operator
overloading approach to automatic differentiation as described in 2.6. The
interior point algorithm used in IPSolver is implemented in the IPOPT package
[20]. The Levenberg-Marquardt method used in LMSolver is implemented in
the Levmar package [27]. The matrix software package Eigen [28] is used
throughout to facilitate matrix operations.

All experiments are ran on a Lenovo P50, with a 3.5GHz i7-67000HQ
Processor.
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3.5 Experiments
Here we detail the experiments that we conduct.

3.5.1 Computational Time
We investigate the computational time of the different formulations from 3.1.
We analyse how the band length, sparsity and local/global∆T affects the com-
putational time on the constrained optimal control problem and how the band
length and sparsity affect the computational time of the unconstrained formu-
lation with global ∆T . Of note is that we only present the computational time
results for the more complex model for the Levenberg-Marquardt method be-
cause initial testing showed that the simpler 2R model behaved like the more
complex model, just faster, and hence due to its very basic form we decide
to focus on the model which more closely simulates the true robot system.
All measurements here are in terms of computational time, milliseconds. All
computational times at each band length are the mean of ten runs at that band
length, this way we try minimize random disturbances to the system running
the simulation.

3.5.2 Convergence of Constrained andUnconstrained
Optimization

Since both the constrained and unconstrained methods we use are iterative it is
of interest to analyze how the generated solution trajectory evolves depending
on if we do not allow the algorithms to run to their stopping condition but rather
if we stop them early. To this end we run the sparse global ∆T formulation
on the more complex system for varying max iterations. We compare both
the performance in terms of computational time and in term of the euclidean
norm from the optimal solution generated by letting the algorithms run until
termination.

3.5.3 Model Predictive Controller Performance Simu-
lations

We simulate the behaviour of using the model predictive controller design in
chapter 4. We work under the assumption that we can generate the solution
from the optimal control problem fast enough. We run an experiment for an
environment with no obstacles, for an environment with one static obstacle
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and an environment with a dynamic obstacle that appears in the middle of the
run.



Chapter 4

Elastic BandBasedMPController

In addition to the analysis of the computational aspects of the different optimal
control formulations we design a controller that can make use of these formu-
lations. Throughout this chapter we assume that the optimal control problems
presented previously can be solved. Furthermore we use the global ∆T for-
mulation throughout.

4.1 Closed-Loop Stability
An important characteristic of controllers is if they exhibit closed-loop stabil-
ity. As we will see we can show stability through two methods. We can (and
have already in fact in the optimal control problem) introduced a so called
terminal constraint, namely that xN = xf . As can be shown this greatly sim-
plifies the proof for stability. This analysis is done in section 4.1.2. However
the use of terminal constraint in our stability analysis requires a number of
assumptions in regards to our system and controller which are not feasible to
implement in reality. A second proof of stability can be gained through the
use of a switching control heuristic that can be applied in reality. This how-
ever does change the properties of the original controller. Analysis of stability
under the switching heuristic is done in section 4.1.3. In the rest of this chap-
ter we show, without loss of generality, stability with respect to the origin.
Throughout this chapter we denote the origin as 0. This can be done since we
can make a change of variable to move any equilibrium point to the origin.
Note that this further means that we write our dynamics f(x, u) in such vari-
ables that f(0, 0) = 0. That is no control at the equilibrium point means we
stay in the equilibrium.

46
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4.1.1 Sufficient Stability Conditions for NonlinearMPC
In the sequel we make use of the sufficient conditions for closed-loop asymp-
totic stability, distilled in the seminal survey paper by Mayne et al[29]. Before
we can present the conditions we need to cover some preliminaries.

The conditions relate to a controller employing optimal control of the fol-
lowing form

V (x, k, u) =
k+N−1∑
i=k

`(xi, ui) + F (xk+N)

xk+1 = f(xk, uk)

uk ∈ U
xk ∈ X

(4.1)

Where V is the total cost from the current state xk N states forward using
the policy u = {uk, uk+1, . . . , uk+N−1}. `(xi, ui) is called the stage cost at i
and it is the cost incurred to the objective at i. F is the terminal cost and it
is incurred at the end of the horizon. X and U are the closed subsets of Rn

and Rm respectively of allowed states and inputs. Note that we can cast our
control formulation (2.19) in this form by setting setting k = 0, formulating
the constraints on the states and inputs as sets instead of individual constraints
with some assumptions 1 minimizing over the policy u. As we will see this
form is helpful for our stability proof. We let κ(x) refer to the first control input
in u, that is: the one we will apply to our system in the current step. LetXf be
the terminal set2, to which we are steering the state. Finally let κf (x) denote
the control action when x ∈ Xf . We are now ready to present the conditions
[29]:

A1) Xf ⊂ X, Xf closed, 0 ∈ Xf

A2) κf (x) ∈ U, ∀x ∈ Xf

A3) f(xk, κf (xk)) ∈ Xf , ∀x ∈ Xf

A4)
∗
F (x, κf (x)) + `(x, κf (x)) ≤ 0

Where
∗
F (x, u) = F (f(x, κf (x)), κf (x)) − F (x, κf (x)), that is the change

in F as we move from a previous state to a subsequent state. The conditions
1Namely that we can find sets that encodes the contents of the constraints on states and

inputs. This is trivial when the constraints are time-invariant as they are in our application.
2Note that we can have that Xf = Rn
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constitutes the so called direct approach and relies on Lyapunov theory. The
first condition states that the terminal set must be allowed by the constraints,
is closed and the equilibrium point in question lies within this set. The second
condition states that any control action in Xf must fulfill the constraints on
the control. The third condition states that once the state is in Xf there is
no applicable control κf such that the state leaves Xf by application of κf .
The final condition states that the cost in (4.1) decreases as we progress and
that as k → ∞ the cost tends to 0. This is true if A4 hols, that is given no
stage cost in terminal set the terminal cost should be non-increasing. Together
the conditions are sufficient to for closed-loop asymptotic stability[29] with
respect to the equilibrium point in the origin. The conditions tell us that if
we can identify κf , Xf and F such that the conditions are fulfilled we have
closed-loop asymptotic stability.

4.1.2 Stability with Terminal Constraint
Now lets consider the case in which we have a terminal constraint. The con-
troller were this is exploited is shown in algorithm 2.

Algorithm 2Model predictive controller, Terminal Constraint
1: INPUT: current state x0, Terminal State xT
2: INPUT: Previous band length N
3: B = time minimizing control(x0,xT ,N) . equation (3.1)
4: OUTPUT u0 and ∆T from B

In the basic formulation of our control problem of steering the system to a
particular joint position we have encoded the terminal constraint in an equality
constraint xN = xf . We show that, by way of conditions A1-A4, controller
3 is stabilizing (similar proof as in [29] 3.7.1). We assume that we can solve
the optimal control problem and produce an optimal solution. without loss of
generality we let xf = 0 we have Xf = {0}. That is the only acceptable state
for x in Xf is exactly 0. Thus condition A1 is fulfilled since 0 ∈ {0} and
0 ∈ X. Next we identify that to make x stay inXf we can pick κf (x) = 0,∀x.
This choice fulfills conditions A2 and A3 since 0 ∈ U and f(x, κf (x)) =

f(0, κf (0)) = f(0, 0) = 0 as x = 0 inXf . ThusXf with control law κf (x) =

0 is invariant (A3). In the context of the controller 2 he solution to the optimal
control when we start at xf is exactly no control since only this keeps us from
drifting from the solution and leads to the minimizing ∆T = 0. Thus we
have set up κf (x) = 0 for x ∈ Xf . The cost function in the time minimizing
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control, equation (3.1), does not include a terminal cost and hence

F (x) = 0,∀x ∈ Xf (4.2)

We see that since F (x) = 0 and the stage cost at the terminal state is zero
`(x, κf (x)) = 0, and since A3 holds, we have that

F (f(x, κf (x)), κf (x)) = 0 (4.3)
F (x, κf (x)) = 0 (4.4)

=⇒
∗
F (x, κf (x)) = 0 (4.5)

=⇒
∗
F (x, κf (x)) + `(x, κf (x)) = 0 (4.6)

Where (4.5) follows from the definition of
∗
F . Hence A4 holds and then by

the sufficient condition A1-A4 the controller is stabilizing. Thus asymptotic
stability is assured.[29]

The issue with this controller are readily apparent. We are assuming that
we can steer ourselves perfectly to Xf , that is: we are able to find a global
optimal solution to the optimal control problem. The dynamics of our system
are nonlinear and we have no guarantees that we can find a global optimum in
finite time. Thus the controller presented above is only of theoretical interest.

4.1.3 Stability through Switching Control
To remedy the problem of sub-optimal control we turn to a switching strategy.
The conditions for asymptotic stability can be shown to apply to sub-optimal
control as well with some modification. The essence here is that instead of
only requiring us show stability in the equilibrium point once we have reached
it, we need to show a sufficient decrease in the cost function in a region around
the equilibrium point. This avoids the issue that we might have difficulty steer-
ing the system perfectly to the equilibrium point in finite time since already in
area around the equilibrium point we attain stability by the sufficient decrease
in cost implying that as k → ∞ the cost decreases to 0. Stability under sub-
optimal control was investigated in [30] where it was shown that this sufficient
decrease coupled with feasibility of the control trajectory ensures stability. A
candidate for a cost function that yields this sufficient decrease in cost is a
quadratic cost. We use the error minimizing formulation shown in equation
(3.5). We implement this as a switched controller shown in 3. What is suffi-
ciently close (line 3) depends on the particulars of our problem and we find it
heuristically for our simulation.
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Algorithm 3Model predictive controller, Switching control
1: INPUT: current state x0, Terminal State xT
2: INPUT: Previous band length N
3: if xT and x0 sufficiently close then
4: B = error minimizing control(x0,xT ,N) . equation (3.5)
5: else
6: B = time minimizing control(x0,xT ,N) . equation (3.1)
7: end if
8: OUTPUT u0 and ∆T from B

4.2 Varying Band Length
In neither of the two presented controllers are we making use of the idea that
we could contract the band as we get closer to the goal, thereby saving com-
putational resources by making the optimal control problem smaller. We can
remedy this by adding a rule for adjusting the band length in each iteration.
This however require us to make the assumption that a shorter band length
preserves the feasibility of the optimal control problem. A controller with
only a terminal constraint implementing such a rule is shown in algorithm 4.
The band adjusting rule on lines 5, 8, 10, 12, 14 is the same as [3] and its
essence is that if the optimal ∆T generated from the optimal control prob-
lem is sufficiently larger than some predefined reference we should increase
the band length (making ∆T smaller) while if ∆T is sufficiently smaller we
should decrease the band length (making ∆T larger). We slightly modify the
implementation of this rule by adjust the band length until we are sufficiently
close to the predefined reference so that we in every iteration try to solve for
the shortest possible band length.
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Algorithm 4Model predictive controller, Terminal constraint, adjusting band
lenght
1: INPUT: current state x0, Terminal State xT
2: INPUT: Initial band length N
3: ∆T =∞
4: STOP = false
5: while |∆T −∆ref| ≥ ∆close ∨ STOP do
6: B = time minimizing control(x0,xT ,N) . equation (3.1)
7: ∆T = ∆T from B
8: if ∆T > ∆ref + ∆close ∧N < Nmax then
9: N = N + 1
10: else if ∆T > ∆ref + ∆close then
11: STOP = true
12: else if ∆T < ∆ref + ∆close ∧N > Nmin then
13: N = N - 1
14: else if ∆T < ∆ref + ∆close then
15: STOP = true
16: end if
17: end while
18: OUTPUT u0 and ∆Tref from B

We can make a similar modification to the controller with stability through
switching. We assume again that the adaption of the band length does not
destroy the feasibility of either of the errorminimizing nor the timeminimizing
control. Thus we produce the following controller. Note that this controller is
identical to the one developed in [5] with the exception of an altered rule on
how the band length is altered.
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Algorithm 5 Model predictive controller, Switching control, adjusting band
length
1: INPUT: current state x0, Terminal State xT
2: INPUT: Initial band length N
3: if xT and x0 sufficiently close then
4: B = error minimizing control(x0,xT ,N) . equation (3.5)
5: else
6: ∆T =∞
7: STOP = false
8: while |∆T −∆ref| ≥ ∆close ∨ STOP do
9: B = time minimizing control(x0,xT ,N) . equation (3.1)

10: ∆T = ∆T from B
11: if ∆T > ∆ref + ∆close ∧N < Nmax then
12: N = N + 1
13: else if ∆T > ∆ref + ∆close then
14: STOP = true
15: else if ∆T < ∆ref + ∆close ∧N > Nmin then
16: N = N - 1
17: else if ∆T < ∆ref + ∆close then
18: STOP = true
19: end if
20: end while
21: end if
22: OUTPUT u0 and ∆Tref from B

In the simulations we use the controller in algorithm 5.



Chapter 5

Results

In this chapter we present the results from our computational time, conver-
gence and model predictive control simulation experiments. In all the experi-
ments the same initial and terminal state is used.

5.1 Computational Time

5.1.1 2R
The computation times for the simple 2R model for varying band lengths and
for both sparse and non sparse, local and global ∆T is presented in figure 5.1.
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Figure 5.1: Computational times, 2R Computational times for different band lengths for
sparse and non-sparse, global and non-global ∆T for the 2R model
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We have truncated the results to only display up to a computational time
of around 104 milliseconds. The non-sparse solutions have a computational
time of over 104 already at a band length of 41 (for the global ∆T ) and 25
(for the local ∆T ). The computational time for the non-sparse formulations
is a factor of 10 longer than that of the sparse formulations. The sparse local
∆T had a computational time a factor of five larger than the sparse global ∆T .
The increase in computational time is almost linear for for the sparse formu-
lations while for the non-sparse formulations we have an almost exponential
growth in computational time. Of note is that only the sparse formulations
was able to perform to a computational time of under 10 seconds all tested
band lengths. The peaks are due to the nonlinear and non-convex nature of
our optimal control problem making some band lengths harder to solve than
other.

5.1.2 IRB910SC
The computation times for the IRB910SC model for varying band lengths and
for both sparse and nonspare, local and global ∆T is presented in figure 5.2.
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Figure 5.2: Computational times, IRB910SC Computational times for different band
lengths for sparse and non-sparse, global and non-global ∆T for the IRB910SC model. The
mean percent relative standard deviation of the local non-sparse ∆T formulation is 3.198%,
for the sparse local formulation it is 3.741%, for the non-sparse global formulation it is 2.870%
and for the sparse global it is 5.730%

Like for the 2R model we have that the sparse formulation performed over
a factor of ten faster than the non sparse formulations. Also the local ∆T
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formulation continued to performed a faster than its global ∆T counterpart.

5.1.3 Unconstrained IRB910SC
The computation times for the unconstrained formulation on the IRB910SC
model for varying band lengths for both sparse and nonspare, global ∆T is
presented in figure 5.3. Note that the band lengths are between 5 and 20 here
instead of 5 and 100 as in the two previous figures.
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Figure 5.3: Convergence Levenberg-Marquardt Computational times until convergence
for different band lengths for supplied sparse and non-sparse Jacobians using the Levenberg-
Marquardt method for the IRB910SC model. The mean percent relative standard deviation of
the non-sparse formulation is 2.269% and for the sparse formulation it is 3.667%

Similarly to the results of the constrained formulations; the sparse solution
performs almost a factor of ten better than the non-sparse formulations. In gen-
eral the unconstrained formulation had a longer computational time than the
constrained formulations. Comparing to figure 5.2, the sparse unconstrained
formulation has similar performance to the non-sparse global ∆T constrained
formulation. This implies that an unconstrained formulation solved with the
Levenberg-Marquardt method does not lend itself well to solving this kind of
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optimal control problems.

5.2 Convergence
Next we investigate how stopping the algorithm before convergence impacts
the produced solution in the constrained and unconstrained case.

5.2.1 Convergence of LSFB
The results for the constrained case is shown in figure 5.4 and 5.5
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Figure 5.4: Convergence LSFB Computational time for different number of iterations of
LSFB on the IRB910SC. Band length of 20

For the constrained formulation solvedwith the LFSBmethod convergence
is reached in 40 iterations for a band length of 20. The computational time is
almost linear across each iteration. The produced trajectories at a number of
different iterations are presented in figure 5.5
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Figure 5.5: Evolution of trajectories while converging The trajectories of twomain revolute
joints angels and angular velocities for different number of iterations of the LSFB method on
the IRB910SC. Band length of 20. Optimum was reached at iteration 40.

We see that before convergence the trajectories are very distinct from the
optimal trajectory. We see that at 6 iterations we do not reach the terminal state
at all. At 16 iterations we reach the terminal state correctly but much slower
than for latter iterations. At 26 iterations we have a reasonable solution which
has a profile that quite closely mimics that of the optimal solution in all but
speed. Thus it seems reasonable to conclude that, since 26 iterations is only
around 50 ms (see figure 5.4) faster than running to convergence we ought to
let solver do this instead of employing early stopping.

5.2.2 Convergence of Levenberg-Marquardt
The computational time results for different numbers of iterations of the un-
constrained formulation using the Levenberg-Marquardt method for two dif-



58 CHAPTER 5. RESULTS

ferent band lengths is shown in figure 5.6. The corresponding trajectories for
inputs and joint positions and velocities for the main revolute joints are shown
in figures 5.7, 5.8, 5.9 and 5.10
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Figure 5.6: Computational times, Levenberg-Marquardt Computational time for different
number of iterations of Levenberg-marquardt for two different band lengths on the IRB910SC.
When the computational time does not increase the number of iterations has exceeded the
required number for convergence.

As can be seen in figure 5.6 the computational times for different number
of iterations up to convergence is close to linear. Of note is that since the
number of iterations required for convergence is quite high this means that the
difference in computational time between a converged solution and a stopping
at half the required iterations is high.
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Figure 5.7: The trajectories of two main revolute joints angels and angular velocities for dif-
ferent number of iterations of the Levenberg-Marquardt method. band length of 10. Optimum
generated by the constrained formulation is included for reference

We see that early stopping the Levenberg-Marquardt method yields decent
results for the band length of 10. The trajectory after 460 iterations (orange) is
close to the optimal trajectory and reaches the correct terminal joint positions
and joint velocities. In fact we see that even running for only 60 iterations
realizes to a trajectory with the close to the correct joint position and velocity.
The main evolution over iterations is the speed of the trajectory. We see that
the optimal trajectory is over twice as fast as the trajectory generated by the 60
iterations solution. However already at 460 iterations the trajectory is close to
the optimal trajectory in speed as well.
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(c) Deviation from constrained optimum, τ1
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(d) Deviation from constrained optimum, τ2

Figure 5.8: Produced torques for the two main revolute joints along the band for different
number of iterations of the Levenberg-Marquardt method. band length of 10.

In plots 5.8a) and b) we see the corresponding torques across each of the
nodes in the band. The major take-away from these is that the effect of a
lower number of iterations is that a lower torque is applied throughout, but in
particular at the middle of the band. The plots 5.8c) and d) show the euclidean
distance between the policies generated at different iterations and the optimal
solution, this is shown in equation (5.1).

‖πu −
∗
π‖ (5.1)

Where πu is the generated policy from early stopping, while ∗π is the opti-
mal policy generated by running the LSFB algorithm to convergence. As we
can expect from figure 5.7 the distance to the optimal solution decreases very
rapidly with more iterations and already at 400 iterations we are almost iden-
tical for the torques of the first joint. For the second joint we see that approxi-
mately 200 iterations more are are required.
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Figure 5.9: The trajectories of two main revolute joints angels and angular velocities for dif-
ferent number of iterations of the Levenberg-Marquardt method. band length of 20. Optimum
generated by the constrained formulation is included for reference

The larger band length led to a slower rate of convergence. This seems
a natural consequence of having more variables to minimize. A similar con-
vergence profile was observed, wherein even at low iterations we successfully
arrive at the terminal constraint, just much slower than for solutions from later
iterations.
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(b) τ2, visualization at different iterations
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(c) Deviation from constrained optimum, τ1
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(d) Deviation from constrained optimum, τ2

Figure 5.10: Torques for the two main revolute joints along the band for different number of
iterations of the Levenberg-Marquardt method. band length of 20.

Again the input profile and distance from the optimal solution at each node
is similar in nature to that of the lower band length, just with more iterations
required. Of note here is that for the second revolute joint the converged policy
of the Levenberg-Marquardt algorithm does not coincide perfectly with the
optimal solution from the LSFB algorithm.

5.3 Elastic Band Based MP Controller
In this section we present the results for applying the model predictive con-
troller from algorithm 5 to a variety of environments on the more complex
IRB910SC model. We use the constrained global ∆T formulation for the op-
timal control problem since it had the lowest computational time (as observed
in section 5.1). Note that throughout this chapters the optimal control problem
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is not solved online at the same rate as the reference time (∆ref = 5ms). This
was because, as can be seen from the computational time plot 5.2 we could
not reach such a low computational time. The trajectories of the joint posi-
tions, joint velocities and torques, along with how the band length changes
throughout the point to point control of the robot arm in an environment with
no obstacles is shown in figure 5.11.
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Figure 5.11: No obstacle, the switch to error minimizing tracking is shown as the vertical
black line.

As is expected the control has a bang-bang nature since we are optimizing
over time and hence we should always try to maximize the control input. Fur-
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thermore we see that the band length stays constant for much of the run since
it is at its maximum allowed length. This is a consequence of us setting ∆ref

very small to simulate the actual system. The end effector position evolution
is shown in figure 5.12.

Figure 5.12: Visualization of end effector movement.

Similar behaviour can be observed in an environment with one obstacle.
We see that the trajectory is different, and slower, due to the obstacle in the
work space. The joint positions, joint velocities and the torques and band
length is shown in figure 5.13
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Figure 5.13: Obstacle, the switch to error minimizing tracking is shown as the vertical black
line.

Finally we have the case where the obstacle appears in the work space mid
run. This is shown in 5.14. Before the object appears we are taking the same
trajectory as in the case of no obstacle, and when the obstacle appears the
torques are altered radically for the next iteration to avoid the obstacle. The
time at which the obstacle appears is shown by the teal line.
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Figure 5.14: Appearing Obstacle. The switch to error minimizing tracking is shown as the
vertical black line and the time at which the obstacle appears is shown as the teal line.

The resulting end effector movement is shown in figure 5.15.
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Figure 5.15: Visualization of end effector movement with obstacle appearing. The magenta
trajectory is the planned trajectory just before the obstacle appears while the blue trajectory
calculated after the obstacle appears. Note that only the end effector of the robot is modelled
to need to avoid the obstacle.

The magenta curve shows the planned trajectory at the iteration before the
obstacle appears. We see that a successful avoidance of the obstacle is facili-
tated. We reiterate here that since the obstacle is modelled only with respect
to the end effector the arms themselves might cross it.



Chapter 6

Conclusion & Discussion

6.1 Discussion

6.1.1 Computational Time
The computational time experiments showed that having a sparse represen-
tation is vastly preferable. This was true for all formulations. Furthermore
it is clear that longer band lengths become completely untenable with the
non-sparse representation as the rate of increase of computation time is much
higher. The gains of the local ∆T formulation by incorporating the non ze-
ros due to ∆Tks on the iteration block A on the diagonal did not compensate
for added number of variables introduced by not constraining ∆T to just one
value. The computational time for the Levenberg-Marquardt was a lot higher
than that of the LSFB method. This was mainly due to the fact that the num-
ber of iterations until termination was very much higher for the Levenberg-
Marquardt method. Additionally, as with all computational time experiments,
the implementation differences possibly play a role in this. The package where
LSFB is implemented, IPOPT, is very mature and has been extensively used
and developed. The Levenberg-Marquardt package Levmar is less used and
as such it might be that IPOPT simply better optimized for different problem
formulation.

6.1.2 Convergence of Solution
The constrained formulation exhibited faster convergence (in number of it-
erations) but the intermediate solutions were worse than the the Levenberg-
Marquardt method. Since the LSFB searches primarily in the interior of the

68
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feasible region, and clearly the time optimal solution lies on the limit (since we
move fastest from point to point if we use as much input as possible through-
out, that is we straddle the input boundary for a bang-bang control profile), it
seems reasonable to conclude that an intermediate solution is quite far from
the limit. The Levenberg-Marquardt does not have this kind of behaviour and
instead tries to directly minimize the objective function, hence more quickly
(in number of iterations) reaching a vicinity of a local minimizer. However
the size of the region becomes very small near the edge of space that yields
a zero penalty from the inequality constraints turned objective function terms
since even crossing this boundary slightly yields such a large penalty. Hence
the approximation of the auxiliary function is worse close to the minimizer.
Furthermore the weighing of the terms in the unconstrained formulation leads
to the case where the main improvement by increased number of iterations is
an increase in speed (that is an increase in input and corresponding decrease
in ∆T ), meaning that intermediate solutions reach the desired terminal state
quite well (albeit slowly) for the unconstrained case.

6.1.3 Elastic Band Based MP Controller
The proposed controller with the constrained global ∆T formulation was suc-
cessful in generating satisfactory trajectories in all three environments. The
bang-bang nature of the inputs indicate that we are nearing time optimality
and with the decreasing band length the computational load decreases quickly
once we are close enough to the solution. Even with an appearing obstacle the
controller managed to correct to a feasible trajectory.

There are apparent issues with the controller. The main one being, and
the one that has been a major focus in this thesis, the computational time. The
solving of the optimal control problem was done offline due the computational
time vastly exceeding the sampling rate of the system on the tested hardware.
The band length of 55 that was used as the maximum band length in the exper-
iments took on average almost half a second to compute when the sampling
rate was 5ms. Hence it clear that as is, even with the sparse formulation we
are not able to run the controller at this sampling rate on the physical system.
Of note is that since the experiments were conducted on a single computer it
is possible that on a more powerful computer the computational time could be
reduced enough.

A reason why the sampling time was so fast is the fast system dynamics.
If the total travel time for the whole trajectory is low the band contracts very
quickly if we employ a slower sampling rate ∆ref . A low band length means
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that our control might not be able to correctly steer the system. In particular
considering that the open loop trajectory for the tested point to point movement
for global ∆T took only a little over 450ms (total travel time to complete the
trajectory) in the experiment with no obstacle, as seen in figure 5.11, it seems
reasonable that we need a considerably faster sampling time than this. Thus
controlling the with slow sampling time becomes very difficult. A solution to
the quickly contracting band length could be to change the rule for how the
band length is altered, for instance requiring the band length to stay constant
for a few iterations at a time instead of allowing it to change every iterations.
Naturally this would involve removing the lower bound on ∆T as well, which
could lead to numerical problems as we move closer to the terminal state. This
is because we have that holding the band length constant makes∆T → 0 as we
approach the goal. This is however a problemwith the elastic band formulation
itself and not with the designed controller.

In addition to this the optimal control problem was sensitive and the sys-
tem could quite easily flow, when disturbances were tested, to infeasible points,
for instance, when a slower sampling rate was used. Hence it seems critical
that the optimal control problem needs to be solved fast enough. To remedy
the problem of the states flowing to points at which the optimal control prob-
lem is infeasible the constraints could be loosened by using slack variables.
Although this would help in keeping the optimal control problem feasible, it
could destroy the guarantee that we have in the current version that the trajec-
tory produced by the open-loop solution will respect all state boundaries at all
nodes.

Although robustness of the controller was not directly considered in this
thesis cursory experiments showed that a model miss-match quickly destroyed
feasibility. As such different robust design processes could be employed to
improve this. For instance H∞ based design where we try to minimize a cost
function component with respect to a sequence of disturbances in addition to
other terms. This kind of approach is presented for example in [31].

On a theoretical level the solutions for stability seem unsatisfactory. Under
sub-optimal we are required to introduce a switching logic which essentially
means that we discard our controller in favour of simple error minimization,
thus completely losing time optimality. A solution to this could be to expand
the termninal constraint to a terminal set, and introducing a corresponding ter-
minal cost function as in [29]. Problems still exist due to sub-optimal control
though which are harder to solve.
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6.2 Conclusion
We present the conclusion next and answer our research questions:

• From a computational time perspective the constrained formulation us-
ing LSFB with global ∆T performed the best. The unconstrained for-
mulation using Levenberg-Marquardt had a worse performance by al-
most a factor of ten.

• The performance was greatly improved by including the sparsity infor-
mation for both constrained and the unconstrained solution. The com-
putational time for a low band length is almost fast enough for the sparse
formulation for real world applications.

• The LSFB method converged in many a order of magnitude fewer iter-
ations than the Levenberg-Marquardt method. However the LSFB did
not benefit from early stopping since solutions were weak up until the
final iterations before convergence. On the other hand the Levenberg-
Marquardt method could be stopped early, at approximately 50-75% of
the iterations required to convergence and still produce a solution which
was close to the converged solution. It seams clear that if the Levenberg-
Marquardt method were to be used in a real world time-critical applica-
tion early stopping would be used to decrease the total computational
time.

• Applying the constrained sparse global ∆T formulation to an MPC set-
ting produces satisfactory trajectories, however since the computational
time required to solve the optimal control problem was higher than the
required sample rate the experiments were purely a proof of concept that
if we can solve the problem fast enough the formulation can be used in
an MPC context.

6.3 Future Work
There are numerous avenues of future work.

The constrained optimization problem was solved throughout this thesis
using the LSFBmethod. Althoughwemanaged to improve performance through
including sparsity information the computational time was not fast enough
with the used algorithm. However recent years have brought major improve-
ments in solving techniques for optimization problems. In particular the interior-
method proposed by Zanelli et al [32] and implemented in the commercial
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Forces Pro package seems an obvious first choice for a further algorithm to
investigate in the context of the elastic band formulation.

Furthermore a software package that is focused on solving specifically a
sparse version of the Levenberg-Marquardt method could be investigated. In
this thesis we merely supplied the sparse Jacobian to the package but effort
has been done to investigate if the underlying algorithm itself could be made
to make use of a known sparsity pattern. One example of this by the same
authors as the Levmar package [33].

Finally, as alluded to in the discussion about the presented controller, ro-
bustness should be investigated further in the context of the elastic band. In
particular the methods proposed in [31] seem like they warrant investigation
on their applicability to the elastic band formulation.
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