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Abstract
In this study, the machine learning algorithms k-Nearest-Neighbours regres-
sion (k-NN) and Random Forest (RF) regression were used to predict house
prices from a set of features in the Ames housing data set. The algorithms
were selected from an assessment of previous research and the intent was to
compare their relative performance at this task.

Software implementations for the experiment were selected from the scikit-
learn Python library and executed to calculate the error between the actual and
predicted sales price using four different metrics. Hyperparameters for the al-
gorithms used were optimally selected and the cleaned data set was split us-
ing five-fold cross-validation to reduce the risk of bias. An optimal subset of
hyperparameters for the two algorithms was selected through the grid search
algorithm for the best prediction.

The Random Forest was found to consistently perform better than the k-
NN algorithm in terms of smaller errors and be better suited as a prediction
model for the house price problem.

With a mean absolute error of about 9 % from the mean price in the best
case, the practical usefulness of the prediction is rather limited to making basic
valuations.
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Sammanfattning
I den här studien användesmaskininlärningsalgoritmerna k-Nearest-Neighbours
regression och Random Forest regression för att förutsäga huspriserna från en
uppsättning variabler i Ames Housing datasetet. Algoritmerna valdes utifrån
en bedömning av tidigare forskning och avsikten var att jämföra deras relati-
va prestanda i lösandet av denna uppgift. För experimentet valdes program-
varuimplementeringar från Pythonbiblioteket scikit-learn och kördes för att
beräkna felet mellan det faktiska och förutsedda försäljningspriset med fyra
olika mätsätt. Hyperparametrar för de använda algoritmerna valdes optimalt
och den rengjorda datamängden delades med femfaldig korsvalidering för att
minska risken för partiskhet med hänsyn till datat. En optimal delmängd av
hyperparametrar valdes även ut med algoritmen grid search för bästa möjliga
förutsägelse. Random Forest-algoritmen visade sig konsekvent prestera bättre
än k-NN-algoritmen i bemärkelsen minimalt fel och är en mer lämplig modell
för problemet.

Med ett genomsnittligt absolutfel på ca 9 % från det genomsnittliga priset i
bästafallet är den praktiska användbarheten av förutsägelsen tämligen begrän-
sad till att göra grundläggande värderingar.



Contents

1 Introduction 1
1.1 Research Question . . . . . . . . . . . . . . . . . . . . . . . 1

2 Background 2
2.1 Machine learning algorithms . . . . . . . . . . . . . . . . . . 3

2.1.1 k-Nearest neighbours regression . . . . . . . . . . . . 3
2.1.2 Random forest regression . . . . . . . . . . . . . . . . 5

2.2 The Ames Housing data set . . . . . . . . . . . . . . . . . . . 5

3 Methods 7
3.1 Cleaning data . . . . . . . . . . . . . . . . . . . . . . . . . . 7

3.1.1 Normalizing data . . . . . . . . . . . . . . . . . . . . 7
3.1.2 Encoding categorical data . . . . . . . . . . . . . . . 8
3.1.3 Missing values . . . . . . . . . . . . . . . . . . . . . 9

3.2 Prediction and evaluation . . . . . . . . . . . . . . . . . . . . 10
3.2.1 Splitting the data . . . . . . . . . . . . . . . . . . . . 11
3.2.2 Algorithm hyperparameters . . . . . . . . . . . . . . 12

3.3 Error metrics . . . . . . . . . . . . . . . . . . . . . . . . . . 13
3.3.1 Mean absolute error (MAE) . . . . . . . . . . . . . . 13
3.3.2 Mean squared error (MSE) . . . . . . . . . . . . . . . 13
3.3.3 Median absolute error (MedAE) . . . . . . . . . . . . 14
3.3.4 Coefficient of determination (R2) . . . . . . . . . . . . 14

4 Results 15
4.1 Grid search over hyperparameters . . . . . . . . . . . . . . . 15
4.2 k-NN hyperparameters . . . . . . . . . . . . . . . . . . . . . 15
4.3 Random forest hyperparameters . . . . . . . . . . . . . . . . 17
4.4 Algorithm comparison . . . . . . . . . . . . . . . . . . . . . 18

5 Discussion 20

v



vi CONTENTS

6 Conclusions 22

Bibliography 23



Chapter 1

Introduction

Accurately estimating the value of real estate is an important problem for many
stakeholders including house owners, house buyers, agents, creditors, and in-
vestors. It is also a difficult one. Though it is common knowledge that factors
such as the size, number of rooms and location affect the price, there are many
other things at play. Additionally, prices are sensitive to changes in market
demand and the peculiarities of each situation, such as when a property needs
to be urgently sold.

The sales price of a property can be predicted in various ways, but is often
based on regression techniques. All regression techniques essentially involve
one or more predictor variables as input and a single target variable as output.

In this paper, we compare different machine learningmethods performance
in predicting the selling price of houses based on a number of features such as
the area, the number of bed- and bathrooms and the geographical position.

1.1 Research Question
How well can house prices be predicted by using k-Nearest neighbour and
Random forest regression?

1



Chapter 2

Background

The field of Data Science is rather young, having taken form over the last half-
century as a discipline distinct from statistics. It is also rapidly growing with
many interesting advancements in recent years, most notably within Machine
Learning (ML). This has resulted in an increase in media attention as well as
funding of AI related businesses and research projects.

In 50 years of Data Science [1] Donoho comments on the history of Data
Science and questions whether it is really different from statistics. With re-
gards to Machine Learning, he points to a study he conducted that compared a
set of highly-cited and glamorous classifier methods such as Random Forests
and k-Nearest neighbour to a simple linear classifier applied on the same prob-
lem. The study found that the simpler method did not only perform similarly,
but had a lower worst-case regret. This suggests that when benchmarked, more
advancedML algorithms are not necessarily better when put in practice, which
highlights the need for making algorithm comparisons.

A study using similar techniques was made on predicting the sales price
of used cars. [2] This problem is similar to predicting house prices and ar-
guably simpler because it is dealing with cars, commodities that aren’t geo-
graphically fixed and are often highly standardized. The methods used were
Multiple Linear Regression, k-Nearest Neighbours, Naïve Bayes and Decision
Trees, including Random Forest. Cross validation was used for finding the
optimal hyperparamaters, such as the ’k’ for k-NN.

The house pricing problem was approached by Baldominos et al. [3] from
the viewpoint of finding investment opportunities. They formulated the regres-
sion problem and used several Machine Learning algorithms such as k-Nearest
neighbour, variations of neural networks and decision trees. Another study by
Oxenstierna [4] investigated it for the purposes of valuation of houses. The
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CHAPTER 2. BACKGROUND 3

data set included 5000 entries. Again, the k-Nearest neighbour method was
used as well as Artificial Neural Networks, to minimize the median absolute
percentage error of the prediction. The methods performed similarly at around
8-9 % Median Absolute Percentage Error.

2.1 Machine learning algorithms
In this study two machine learning algorithms were compared against each
other in order to investigate which one is more successful in predicting housing
prices. As mentioned in the previous section, Baldominos et al. [3] performed
a similar study in which they compare four machine learning algorithms for
housing prices. In their study they found that the Random forest regression
algorithm predicted with the smallest error followed by k-Nearest neighbours
regression. In the study performed by Oxenstierna [4] k-Nearest neighbours
regression and Artificial neural networks are suggested as methods for predict-
ing house prices. Even though Oxenstierna finds the Artificial neural networks
to perform better in many cases this study has excluded Artificial neural net-
works in order to limit the scope of the report and the time frame for the project.
Since both reports study the performance of k-Nearest neighbours regression,
the algorithm will be studied in this report as well. Since Baldominos et al. [3]
finds that Random forest regression gives the least error for predicting house
prices and Oxenstierna [4] mentions it as relevant for future work it will also
be part of the study and compared against the k-Nearest neighbours regression
algorithm.

2.1.1 k-Nearest neighbours regression
k-Nearest neighbours (k-NN) is a non-parametric algorithm that can be used
for both classification and regression problems. The algorithm relies on the
assumption that any item in the data set should be have a similar value for the
prediction target if they share similar values for other features. In our particular
case, the house price is the target variable that is predicted by the k number of
neighbours that are the most similar in the features.

The data can be conceptualized as points in a n-dimensional cartesian
space. As an example, in the 2-dimensional case, we have two features of
which the values are represented as points on a plane. Figure 2.1 illustrates
the case when k = 3.

In practice, the algorithm calculates the distance to all other samples from
the training data and selects the data item from the training data that is the



4 CHAPTER 2. BACKGROUND

closest for prediction. However, predicting the value of a sample by the single
closest neighbor from the training data does not capture much information,
thus multiple data items is used for prediction in training. If the prediction
is based on the k nearest neighboring items to the one being predicted (thus
the name of the algorithm) more information underlies the estimation and thus
a more accurate prediction could be obtained. Figure 2.1 illustrates the case
when k = 3.

?
k=3

Figure 2.1: k-nearest neighbor algorithm with k=3. The three nearest samples
are identified by lines from the test sample.

Since we are dealing with regression, we are concerned with determining
a numerical value for the unknown variable. Taking the mean of the nearest
neighbors is a simple approach. However some of those k points could be
much more distant than others. To combat that, weights can be added to each
neighbor according to some function dependent on the distance. One approach
is to weigh them inversely proportional to the distance. In many cases the lat-
ter approach, inverse distance weighted average, performs better than uniform
weights, i.e. no weights.

The number of neighbors to include in the calculation (i.e. the size of k)
is in practice determined by trial, comparing prediction errors for different
values of k. [5] [6]
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2.1.2 Random forest regression
Random forest is an algorithm which can be used both for classification and
regression. Random forest models are constructed by using a collection of
decision trees based on the training data. Instead of taking the target value
from a single tree, the Random forest algorithm makes a prediction on the
average prediction of a collection of trees. The decision trees themselves are
constructed by fitting to randomly drawn groups of rows and columns in the
training data. This method is called bagging, and results in a reduction of bias
as each tree is built on different parts of the input at random. The method
of averaging the predictions of decision trees reduces the overfitting that can
occur when using single decision trees. [7, pp. 587-588] [8]

The number of trees in the Random forest is an important hyperparameter
of the algorithm called ’n_estimators’ and the more trees used the more will
overfitting be prevented. The tradeoff however, is an increase in the compu-
tation time needed. ’n_estimators’ will be tested with different values in this
study. Another hyperparameter of the Random forest algorithm is the ’crite-
rion’ hyperparameter which determines what error metric to use for measuring
the quality of splits in the trees in the Random forest. The value can be either
mean squared error or mean absolute error. A third hyperparameter that is par-
ticularly interesting for this study since there are a lot of features in the data
set is ’max_features’ which controls the number of features to consider when
building the trees. [9]

2.2 The Ames Housing data set
In order to train a reliable machine learning model a sufficiently large data set
was required. The Ames Housing data set, compiled by Cock [10], is a fairly
complete data set consisting of almost 3000 entries for houses in the city of
Ames, Iowa with as much as 80 different variables describing various propery
details. Because of the number of entries and features, the Ames Housing data
set was selected as a good fit for this project with enough data for both training
and testing the machine learning model. Any details about the data set can be
found in the Data Documentation [11].

The data set includes a large number of variables describing almost every
aspect of the properties that might be of interest when evaluating a house.
There are 23 nominal, 23 ordinal, 13 discrete and 20 continuous variables for
each property. The nominal variables are for example the roof type or the
material on the exterior facade of the property. The nominal variables have
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about 5 to 10 possible values although three of the variables have about 20
different possible values. These are being ”one-hot” encoded for this study,
which is described in more detail in section 3.1. The 23 ordinal variables refer
to various types of qualities of the properties which includes the overall quality
of the property, quality of the basement, etc. Some of the ordinal variables
take on numerical values while others use categorical values. The categorical
values have been ”one-hot” encoded while the numerical values have been left
as is. Almost all of the 13 discrete variables describe a count of some kind.
Examples are number of fireplaces or bathrooms. Since these variables are
numerical by default, they have only been treated for missing values. The 20
continuous variables are mostly used for describing areas of various attributes
of the house or of the entire lot. Like the discrete variables these do not require
any further encoding to use them in a prediction model.



Chapter 3

Methods

In order to answer the question about what machine learning method is better
to use for the house price problem the algorithms k-NN and Random Forest,
as motivated in section 2.1, have been compared in terms of their prediction
accuracy. Instead of implementing the algorithms from scratch for this study,
algorithms from the scikit-learn library have been used. It is a state-of-the-art
library part of the scikit suite of scientific toolkits for Python. We have also
used the “Our Python” data analysis library Pandas. Prior to comparing the
algorithms, the data set has been pre-processed and cleaned in order for the
algorithms to take the data as input. Moreover, a method for evaluating the
data has been established and finally the machine learning algorithms have
been executed with the cleaned data set and tested with different values for
relevant hyperparameters for prediction.

3.1 Cleaning data
Machine learning algorithms are largely implemented to only take data that
is in a numeric format as input. More than half of the columns in the Ames
Housing data set are non-numerical and need to be encoded, in this case using
one-hot encoding and labeling. Additionally, various columns contain some
empty values that have been dealt with in different ways as described in section
3.1.3.

3.1.1 Normalizing data
The numerical variables of the data set take on a large range of values and
depending on the column these ranges can be quite different. In order for this

7



8 CHAPTER 3. METHODS

not to introduce bias normalization has been applied, scaling the numbers to
the range [0, 1]. The Euclidean norm has been used for normalizing data in
this study, although there are other options. The Euclidean norm is denoted
||x||2 and is calculated with the following formula ||x||2 =

√
x2
1 + · · ·+ x2

n

where x1 · · · xn are all of the values of a feature in the data set. Each value
of the feature is then normalized by dividing it by the Euclidean norm. [12]
[13] [14] Normalization with the Euclidean norm has been used for all features
in the data set since all non-numeric features are encoded into numeric as is
explained in the following section.

3.1.2 Encoding categorical data
Many of the variables of the data set are categorical, and take on a limited
set of values. One example is the nominal variable ”Street” which represents
the type of road access to the property and takes on the values ”Grvl” for
gravel and ”Pave” for paved. Such categorical values can not be interpreted
by conventional machine learning algorithms without preprocessing them to
a numerical format. There are two types of categorical variables in the data
set; ordinal and nominal. The difference is that the ordinal variables carry
some kind of natural ordering between them. For example, the ”LandSlope”
variable, categorizes the slope of the property using one of three values - gen-
tle, moderate or severe - that are intuitively ordered. Labeling is the simple
process of pairing a numerical value to each of the ordinal values so that the
ordering is preserved. This can be done by simply assigning integer values
starting from 1 for the lowest order value, 2 for the next and so on. [15] Figure
3.1 is an example with four arbitrary entries out of the data set and how they
might be encoded.

LandSlope

Gtl

Mod

Sev

Gtl

LandSlope

1

2

3

1

Figure 3.1: Labeling of ordinal variables.

For encoding nominal variables, however, labelingwould suggest that there
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is an order between the values when there actually is none. Therefore, a tech-
nique called one-hot encoding is better suited. Essentially, a column is made
for each of the categorical values. Then a binary value is inserted signifying
whether that entry has the categorical value or not. If the entry had the cat-
egorical value, 1 is inserted and 0 otherwise. [15] The illustration in figure
3.2 shows an example of how the three categorical values for ”RoofStyle” are
one-hot encoded.

A potential problem with one-hot encoding is for variables with a high
cardinality i.e. many possible values. The issue is that it could generate far too
many columns to be practical. In the Ames data set, most nominal variables
take on less than 20 values, and most of them between five and ten. Thus,
one-hot encoding have been used for all.

RoofStyle

Flat

Gable

Shed

Flat

Flat

1

0

0

1

Gable

0

1

0

0

Shed

0

0

1

0

Figure 3.2: One-hot encoding of nominal variables.

3.1.3 Missing values
Values for entries in the data set that are empty are not useful for the model
and thus have been handled in the pre-processing. Fortunately, the data set
is fairly complete, containing only a few missing values. These have been
processed differently depending on the column. In the nominal and ordinal
columns there are a lot of ”NA” values. Pandas interprets this as an empty
cell through coercion, however according to the Data Documentation the value
”NA” represents that a feature is not present rather than that it is unknown. For
example, the columns ”PoolQC”, which is an ordinal variable describing the
quality of the pool, and ”PoolArea” has the value ”NA” for most properties,
indicating that there is no pool rather than the information being unknown.
Thus, for these columns the value ”NA” is not interpreted as an empty value.

However, there are some entries that are empty because of missing values
in nine of the ordinal and nominal columns. Each of them except one have
between one and four missing values and one of them has 23 missing values.
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Since there are quite few rows with missing values, 37 in total, for the ordinal
and nominal columns, these rows have been removed from the data set. This
does not impact on the reliability of the model as it is such a small fraction of
the total data [16].

For the columns representing continuous variables like areas the value
”NA” represents an actual missing value. Since there are quite few rows with
missing values for areas, 28 in total, these have without affecting the output of
the model been removed. However, a continuous-valued column that stands
out is ”LotFrontage” with 490 missing values. It represents the street length
connected to the property in linear feet. 490 rows is quite a significant portion
of the rows in the data set (17 %). Removing that many rows could impact
the results. Instead, the missing values have been imputed meaning that the
values of cells with missing values are set to some statistic like the mean or
median. In this case the value has been set to the mean of the values present in
the column. Although the “correct” value for the cell cannot be identified, the
column as a whole will be reliable enough to support our model and facilitate
a better analysis than if the rows were removed entirely [16].

Finally the column ”MSZoning” needed cleaning. The column represents
a nominal variable that describes the general zoning classification of the sale
with values like ”RH” for ”Residential High Density” or ”I” for ”Industrial”.
For 29 rows the value of the column is abbreviated with ”(all)”, for example
”I (all)”. As it is not specified in the Data Documentation [11] what this rep-
resents we’ve chosen to remove those 29 rows that have such a value from the
data set. They represent less than 1 % of the data set.

3.2 Prediction and evaluation
In order to compare the machine learning models they have been tested on data
where the price of the properties are known. Therefore, the data set is split into
training data and testing data. Training data is, as the name suggests, used to
train the machine learning model and constitutes the larger share of the split
data set. When the model is fit with the training data the sales price of the
properties are known to the model in order for it to learn from the data. The
testing data is used to get a measurement of how well the machine learning
model predicts house prices. The machine learning model is given the test
data but without the price of the properties in order to predict the price for
them given the various features for the properties. The predicted price is then
compared to the actual price in the test data. In order to measure the error of
a model various error metrics are used as described in section 3.3.
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3.2.1 Splitting the data
The data set is used in two ways. First to train the algorithm, and then to test it,
and for these intents we have split the set in two. The ratio between the number
of rows in the training data and the test data needs to be carefully selected. If
the test data is too small the result is less convincing since it is not tested on
a large variety of rows. Increasing the test data size improves reliability but
reduces the number of rows in the training data which causes the model to
predict worse. A way of mitigating the effects of a larger test set is to use
cross-validation, which is used for this experiment. [17]

Cross-validation means running the model on the data set multiple times,
alternating the part of the data that is used as test data. Using five-fold cross
validation is common practice, meaning 20 % of the data set is used as testing
data and alternated for five runs. On the first run the first 20 % of the data set
is used as testing data and the remaining 80 % is used as training data. On the
second run the subsequent 20 % is used as testing data and so on. This method
of splitting data is illustrated in figure 3.3.

For each run the error is calculated, and to obtain a single measurement
of the error of the model we aggregate the error, using the mean error of the
runs. This measurement of error is then used to compare the machine learning
models. By using cross-validation all parts of the data will be used as testing
data at some point which removes the risk that the particular part of the data
set used as test data gives a small error because it happens work well with the
model. Since the Ames Housing data set is relatively small cross-validation
is an important part in ensuring that a small error for a model is not the effect
of the test data working particularly well with the model while another set of
testing data might not [17].

Run 1

Run 2

Run 3

Run 4

Run 5

Training

Validation

Data set

Figure 3.3: Cross-validation.
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3.2.2 Algorithm hyperparameters
Both of the k-Nearest neighbour and Random forest algorithms have a variety
of hyperparameters directly affecting their functioning and by extension, their
predictions. A hyperparameter is a parameter to the algorithm that is set prior
to computation, as opposed to parameters that are derived through training.
This study has focused on the particular hyperparameters introduced in section
2.1.

Grid search

Multiple hyperparameters have been tested with various values for both of the
two algorithms. A question that arose was what values the other hyperparam-
eters should have when the values of one hyperparameter is varied. A method
which solves this problem is grid search which exhaustively tests all combi-
nations of hyperparameter values for a set of specified parameters and values.
This is in essence a way of verifying that no more optimal parameters can
be found. When running grid search and testing different values for the hy-
perparameters, cross-validation is used on the data set on which the machine
learning algorithms run with the given hyperparameters. The errors of the
predictions by the algorithms are then compared for different hyperparameter
values and the set of hyperparameter values that results in the lowest prediction
error is the best set of hyperparameters. These values are used when testing
values of the various hyperparameters. [18] [19]

k-Nearest neighbour regression

For the k-Nearest neighbour algorithm the hyperparameter ’k’ and ’weights’
have be tested in order to investigate which produce predictions with the least
error. Recall from section 2.1.1 that the ’k’ hyperparameter determines how
many neighbours to include in the target value calculation. k-values from 1 to
10 are tested in this study. The ’weights’ hyperparameter is either ’distance’
or ’uniform’. With the value ’distance’ the target values of the neighbours (the
sale price) are weighted by distance when calculating the target value for the
sample being predicted. The value ’uniform’ indicates that the values of the
neighbours are not weighted when calculating the target value. Both values
have been tested and the prediction error measured as described in section
3.3.
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Random forest regression

For the Random forest algorithm the tested hyperparameters are ’n_estimators’,
’max_features’ and ’criterion’, all introduced in section 2.1.2.

The ’n_estimators’ hyperparameter determines how many trees to use in
the model. We test values up to 50 trees. The ’max_features’ controls the
number of features to use when building the trees of the Random forest and
will be tested with values from 1 to the total number of features in the dataset
(221 after cleaning and including one-hot encoded features). The ’criterion’
hyperparameter is used to set the function that measures the quality of splits
when constructing the trees in the Random forest. Two values are available for
this parameter in the library; ’mse’ and ’mae’, abbreviations for mean squared
error and mean absolute error respectively. Both values have been tested and
compared in section 4.3.

3.3 Error metrics
For measuring how good predictions the model makes, four error metrics have
been used. Mean absolute error (MAE), Mean squared error (MSE), Median
absolute error (MedAE) and Coefficient of determination (R2). They are all
defined below.

3.3.1 Mean absolute error (MAE)
Mean absolute error measures the prediction error by taking the mean of all
absolute values of all errors, that is:

MAE =

∑n
i=0 |yi − ŷi|

n

Where n is the number of samples, y are the target values and ŷ are the pre-
dicted values. A MAE closer to 0 means that the model predicts with lower
error and that the prediction is better the closer the MAE is to 0. [20]

3.3.2 Mean squared error (MSE)
Mean squared error is similar toMAE, but the impact of a term is quadratically
proportional to its size. It measures the prediction error by taking the mean of
all squared absolute values of all errors, that is:

MSE =

∑n
i=0(yi − ŷi)

2

n
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As for MAE, values close to 0 are better. [21]

3.3.3 Median absolute error (MedAE)
The median absolute error (MedAE) is the median of all absolute differences
between the predicted value and the target value. In difference to MAE and
MSE, the median absolute error is more robust to outliers by virtue of using
the median instead of the mean.

MedAE = median(|y1 − ŷ1|...|yn − ŷn|)

A low MedAE means little error and a good prediction. [22] [23]

3.3.4 Coefficient of determination (R2)
The coefficient of determination, R2, is the ratio between the explained vari-
ance and the total variance. Another, perhaps more intuitive way of under-
standing it is that it is the fraction of the variance that is predictable by (or
explained by) by the model. It is frequently used to evaluate how well a re-
gression model fits the data. The coefficient value ranges from 0 to 1 where 1
is better, meaning perfect determination and 0 meaning no determination. In
this study, it is calculated using the scikit-learn r2_score function [24] as
follows [25].

R2(y, ŷ) = 1−
∑nsamples−1

i=0 (yi − ŷi)
2∑nsamples−1

i=0 (yi − ȳ)2

Where ŷi is the predicted value of the ith sample, y is the corresponding
actual value over nsamples and ȳ is the arithmetic mean as such:

ȳ =
1

nsamples

nsamples−1∑
i=0

yi
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Results

By following the method stated in the previous section, the following results
have been obtained. To begin with, the two methods have been tested with
different values for the selected hyperparameters as described in the previous
section. The results of those tests are presented in the graphs and tables in sec-
tion 4.2 and 4.3. The values of the parameters for each method that yields the
least prediction error has then been used to compare the two methods and the
results of that comparison are presented in section 4.4. All tests are performed
on the cleaned data, described in section 3.1.

4.1 Grid search over hyperparameters
The grid search algorithmwas used to find the best set of values for the selected
hyperparameters of each algorithm, presented in this section. In short, the
following was found:

For the k-Nearest neighbour algorithm the best value for the ’k’ hyperpa-
rameter is 9 neighbors and for the ’weights’ hyperparameter the best value was
’distance’ (inversely proportional). For the Random forest algorithm the best
value for the hyperparameter ’n_estimators’ was 41, for ’max_features’ 63 and
for ’criterion’ the best option was ’mse’.

4.2 k-NN hyperparameters
Two hyperparameters have been tested for k-NN with different values. The
value of the k number of neighbours to use for the algorithm has been tested
for the values 1 through 10 comparing by MAE, displayed in figure 4.1. As

15
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can be seen in the figure, the MAE is least when k is equal to 9 which provides
the best prediction with the current setup for the k-NN algorithm when k is
ranging between 1 and 10. The value for the ’weights’ hyperparameter was
set to ’distance’ when testing the different values for the k parameter since this
value produced the lowest error in the grid search over the hyperparameters.

Figure 4.1: MAE for k-NN with values for k from 1 to 10.

Secondly, the hyperparameter ’weights’, which determines what weight-
ing function to use for the prediction, is tested with the values ’distance’ and
’uniform’. Details of these weighting functions are described in section 2.1.1.
The results of running the algorithm with the two values for the ’weights’ hy-
perparameter is presented in table 4.1 where the error metrics presented in
section 3.3 are all included. The ’k’ hyperparameter was set to 9 when per-
forming these tests since it performed best in the grid search. The distance
weight function proves to give better results than the uniform weight function,
consistently in all error metrics used.

Weights MAE R2 MedAE MSE
distance 27670.7 0.695988 17663.9 1896058151.2
uniform 28331.7 0.685283 18425.0 1963543948.5

Table 4.1: Errors for 9-NNwith different values for theweight hyperparameter.
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4.3 Random forest hyperparameters
The random forest algorithm has been tested with three different hyperparame-
ters; ’n_estimators’, ’max_features’ and ’criterion’. ’n_estimators’, which rep-
resents the number of decision trees in the random forest, has been tested with
values ranging between 1 and 50 and the results are presented in figure 4.2
where the values are compared by MAE. When testing the ’n_estimators’ pa-
rameter, the ’criterion’ hyperparameter was set to ’mse’ and the ’max_features’
hyperparameter was set to 63 since those values performed best in the grid
search. The ’n_estimators’ value that yields the lowest MAE (of 16208.5) is
41.

Figure 4.2: MAE for Random forests with n_estimators from 1 to 50.

Secondly, the ’max_features’ hyperparameter was tested with values from
1 to 221 which is the total number of features in the cleaned data set (including
one-hot encoded features). The results are presented in figure 4.2 where values
of ’max_features’ are compared by MAE. The value with the least MAE is 63.
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Figure 4.3: MAE for Random forests with max_features from 1 to 221.

The third hyperparameter tested for Random forest is the ’criterion’ hyper-
parameter which determines what error measurement to use to measure the
quality of a split in the trees. The values tested are ’mae’ which uses mean
absolute error and ’mse’ which uses mean squared error. The hyperparameter
’n_estimators’ was set to 41 when performing the tests and ’max_features’ was
set to 63, values determined from the grid search.

As can be seen in table 4.2, the ’mse’ parameter option performsmarginally
better for all error metrics except MedAE.

Criterion MAE R2 MedAE MSE
mae 16412.8 0.875408 10121.8 768458634.6
mse 16208.5 0.877811 10135.9 754362031.6

Table 4.2: Errors for Random forests different values for the criterion hyper-
parameter.

4.4 Algorithm comparison
Finally, errors of the k-Nearest neighbour algorithm and the Random forest
algorithm are compared, which gets to the focus of this study. Presented in
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table 4.4 are the errors for the respective algorithms running on their selected
optimal hyperparameters. On all four error metrics investigated, it is clear that
the Random forest algorithm performs considerably better than the k-Nearest
neighbour algorithm, with regards to predicting with the smallest error.

Algorithm Hyperparameters MAE R2 MedAE MSE

k-Nearest neighbours k=9,
weights=distance 27670.7 0.695988 17663.9 1896058151.2

Random forest
n_estimators=41,
max_features=63,
criterion=mse

16208.5 0.877811 10135.9 754362031.6

Table 4.3: Errors of the two methods.
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Discussion

In this study the two machine learning regression algorithms k-Nearest neigh-
bour and Random forest have been compared when trained and tested with the
Ames housing data set. This has been done in order to study how accurately
they, as machine learning methods, predict the prices for the house pricing
problem.

Our primary finding was that the Random Forest algorithm performed best
with regards to all of the error metrics. Both its MAE and MedAE are about
half of the respective errors for the k-Nearest neighbour algorithm. Addition-
ally, the R2 value for Random forest is also better than k-NN which indicates
that the Random forest algorithm will make better predictions on future data.
Since a R2 value close to 1 is better in terms of how well the models fits the
data the R2 value for Random forest is quite good. This is consistent with the
results obtained by Baldominos et al. [3] where Random forest performs better
than k-NN even though our models performed better in terms of error metrics.

The values of the parameters tested seem to impact how the models per-
form. For k-NN the optimal value for the ’k’ parameter was 9 even though the
values between 7-10 gave similar MAE. Low values of ’k’ gave a much higher
MAE than higher values for ’k’. The two values for the ’weights’ parameter
did not affect the prediction errors significantly even though the value ’dis-
tance’ gave lower errors. This is reasonable since the model then weighs the
distances to the nearest neighbour and thus avoiding that the value of a sample
potentially far away is treated the same as a sample very near. For the Ran-
dom forest algorithm the ’n_estimators’ parameter exhibits a similar results
as the ’k’ parameter for k-NN; at low values the model performs poorly and
for higher values it performs better. However, higher values of ’n_estimators’
comes with the cost that the algorithm takes longer time to run. The optimal
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value for ’n_estimators’ was 41. The ’max_features’ parameter had its opti-
mal value at 63 out of 211 features in total. 211 is a quite high number of
features and even before pre-processing the data the number of features were
80 which is also quite high. An improvement to the models and to the method
used in this study would have been to calculate the feature importance for var-
ious features and only use the features that affected the price of houses most.
This is particularly relevant for the k-NN algorithm which perform poorly on
high-dimensional data [5]. Finally the ’criterion’ parameter was tested with
two values, ’mae’ and ’mse’ and there was no significant difference in the er-
ror metrics. The model performed marginally better with ’mse’ than ’mae’.
A few of the available parameters for the algorithms have been tested in this
study and if more parameters or other values would have been tested the results
could potentially have been improved.

The Ames housing data set used in this study consists of about 3000 rows
and is thus a quite small data set. A larger data set could have improved our
results by training the models on a larger and potentially less biased data set.

Even though the prediction errors are quite low with the Random forest
algorithm a MAE of 16208.5 dollars (9 % of the mean price) is still quite
significant and might be too high to use for predictions by for example brokers
or investors. This is comparable to the 8-9 % achieved by Oxenstierna for
similar methods. Another aspect to consider when using these models is that
housing prices usually changes over time and the current market might not
correspond to the market data that the models were trained with which would
cause inaccurate predictions.

Both Baldominos et al. [3] and Oxenstierna [4] mentions the use of Artifi-
cial neural networks which performs quite well for predicting house prices in
both studies and thus it could be of interest for future research to study how
well Artificial neural networks can predict house prices.



Chapter 6

Conclusions

The research question for this study is to study how well house prices can
be predicted by using k-Nearest neighbour and Random forest regression. In
this study we have found that the Random forest regression algorithm performs
better at predicting house prices than the k-Nearest neighbour algorithm. How-
ever, there is still a difference between the actual prices in our testing data and
the prices predicted by the Random forest regression algorithm. The lowest
error achieved was for the Random forest with an MAE of 16208.5 dollars,
about 9 % of the mean price.
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