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Sammanfattning 

      Denna studie utvärderar två metoder som automatiskt extraherar features 
för att klassificera accelerometerdata från periodiska och sporadiska 
mänskliga aktiviteter. Den första metoden väljer features genom att använda 
individuella hypotestester och den andra metoden använder en random forest-
klassificerare som en inbäddad feature-väljare. Hypotestestmetoden 
kombinerades med ett korrelationsfilter i denna studie. Båda metoderna 
använde samma initiala samling av automatiskt genererade features. En 
decision tree-klassificerare användes för att utföra klassificeringen av de 
mänskliga aktiviteterna för båda metoderna. Möjligheten att använda den 
slutliga modellen på en processor med begränsad hårdvarukapacitet togs i 
beaktning då studiens metoder valdes. Klassificeringsresultaten visade att 
random forest-metoden hade god förmåga att prioritera bland features. Med 
23 utvalda features erhölls ett makromedelvärde av F1 score på 0,84 och ett 
viktat medelvärde av F1 score på 0,93. Hypotestestmetoden resulterade i ett 
makromedelvärde av F1 score på 0,40 och ett viktat medelvärde av F1 score 
på 0,63 då lika många features valdes ut. Utöver resultat kopplade till 
klassificeringsproblemet undersöker denna studie även potentiella 
affärsmässiga fördelar kopplade till automatisk extrahering av features. 
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Abstract—This thesis evaluates two methods for automatic 

feature extraction to classify the accelerometer data of periodic 

and sporadic human activities. The first method selects features 

using individual hypothesis tests and the second one is using a 

random forest classifier as an embedded feature selector. The 

hypothesis test was combined with a correlation filter in this study. 

Both methods used the same initial pool of automatically 

generated time series features. A decision tree classifier was used 

to perform the human activity recognition task for both methods. 

The possibility of running the developed model on a processor with 

limited computing power was taken into consideration when 

selecting methods for evaluation. The classification results showed 

that the random forest method was good at prioritizing among 

features. With 23 features selected it had a macro average F1 score 

of 0.84 and a weighted average F1 score of 0.93. The first method, 

however, only had a macro average F1 score of 0.40 and a weighted 

average F1 score of 0.63 when using the same number of features. 

In addition to the classification performance this thesis studies the 

potential business benefits that automation of feature extraction 

can result in. 

 
Index Terms — Human Activity Recognition, Automatic Feature 

Extraction, Automatic Feature Selection, Automated Machine 

Learning, Random Forest Classifier, Hypothesis Test 

I. INTRODUCTION 

A. Background 

HIS thesis studies the usability of automatic feature 

extraction (AFE) in the context of a human activity 

recognition (HAR) task including activities of daily life. 

Feature engineering is an important part of a machine learning 

(ML) development process and automating this process has 

several potential benefits such as increased productivity. 

 

1) Human Activity Recognition 

Several intelligent systems facilitating the needs of humans 

require information about the activities that the individuals are 

performing. Identifying these activities, so called HAR, is a 

field that has many concrete applications [1], [2]. Being able to 

classify activities of daily life from accelerometer data is for 

example useful in healthcare when trying to estimate the 

amount of physical activity performed by people [3]. In the field 

of internet of things (IoT) the recognition of activities of daily 

life can enable responsive environments in smart homes as an 

example. 

HAR can be done using different types of input such as video 

or sensor data. Examples of body-worn sensors are 

accelerometers, gyroscopes or vital sensors. Furthermore, there 

are many ML approaches to classify the data collected [1]. A 

classic approach has been to manually extract domain specific 

features from raw data and then use a supervised learning 

method. In [4] the following classifiers are presented as 

common HAR methods: decision trees, Bayesian networks, 

instance-based learning, support vector machines, artificial 

neural networks and ensembles of classifiers. There are also 

alternative approaches which use deep learning [1]. However, 

due to the computational complexity of these models they might 

not always be an option depending on the given application. 

 

2) Artificial Intelligence on the Edge 

A growing field within machine learning is the movement 

from doing computation solely in the cloud to doing 

computation on the edge. Instead of sending raw data to the 

cloud, the edge device can analyse the data directly and make 

suitable decisions. An edge device can for example be an IoT 

sensor component. Moving intelligence from the cloud to the 

nodes has several advantages. One is that it enables faster 

decision making on the edge device which is a requirement for 

the development of for example autonomous cars. It also 

decreases risks of privacy and security intrusions that sending 

lots of data to the cloud continuously can result in [5]. 

Furthermore, computation done on the edge enables 

applications in environments where network connection is not 

reliable or satisfactory [6]. 

 

3) Automation of the Machine Learning Process 

Within the area of ML there is a trend of automation 

emerging. There are several indicators of a gap between the 

need for data scientists within artificial intelligence (AI) and the 

current supply [7], [8]. To close this gap and increase 

productivity, automated machine learning (AML) could be a 

part of the solution. Automating more repetitive tasks, such as 

data preparation and feature extraction, enables data scientists 

to focus on other more essential ones [9]. In a blog post from 

2018 the Google Brain team states that “The goal of automating 

machine learning is to develop techniques for computers to 

solve new machine learning problems automatically, without 

the need for human machine learning experts to intervene on 

every new problem. If we’re ever going to have truly intelligent 

systems, this is a fundamental capability that we will need.” 

[10]. 

 

4) Automatic Feature Extraction 

While more effort within AML has been spent on automating 

model selection and hyperparameter tuning, less work has been 

done on automating the feature engineering process. This 

despite the fact that features have an important role in the ML 
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process. The number of features used in a ML model relates to 

the risk of overfitting, the model performance and the 

computational complexity [11]. For a model to be functional on 

an edge device it can therefore be relevant to minimize the 

number of features used by the model. At the same time, 

extracting features is often a time-consuming process that 

usually requires both technical skills, domain knowledge and 

creativity [12], [13]. For these reasons an automation of the 

process could be beneficial. 

According to [13], [14], and [15] feature engineering is the 

handcraft of extracting relevant patterns or variables from raw 

data to make it easier for a classifier to perform its task.  

Feature extraction is the process of extracting features from 

some input that may consist of either features or raw data. New 

features can be extracted from existing features by combining 

them into new representations. Automatic feature extraction 

often includes a feature selection algorithm. 

When using the term feature selection, the most common 

interpretation is the process of selecting a subset from a set of 

features. There are several methods for this purpose. Filter 

methods utilize the characteristics in the data and are 

independent of what ML algorithm will be used subsequently 

[16]. One filter method is FRESH, an AFE algorithm developed 

especially for time series data which utilizes individual 

hypothesis testing [17]. Another group of methods for feature 

selection is embedded methods. These methods include the 

feature selection in the training process and are therefore 

specific to a certain learning algorithm [18]. Other selection 

approaches include wrapper methods, clustering methods and 

dimension reduction algorithms [16], [18], [19]. 

In this paper the term feature extraction is used for the 

process of extracting features from raw data. In line with the 

goal of automating machine learning proposed by Google Brain 

team we define AFE as the process of extracting features from 

raw input data without the need for repeated human intervention 

for different applications. Feature selection can, but does not 

have to, be a part of this process. 

This thesis aims to contribute to the field of AFE by 

comparing two feature selectors. The usability of the individual 

hypothesis testing algorithm is evaluated and compared to an 

embedded method applied on a classification task containing 

both periodic and sporadic activities of daily life. The chosen 

embedded method is a random forest selector. It differs from 

the hypothesis test method in the way that it considers the 

features’ combined characteristics whereas the hypothesis tests 

evaluate the features individually. This study differs from other 

ones within AFE and HAR by using a more complex data set 

and evaluating two AFE methods instead of just one. 

B. Scientific Question 

Considering that there are several possible applications for 

HAR, that proper feature engineering is important and that there 

is a need for automating the machine learning processes this 

study aims to answer the following question: 

How do (1) individual hypothesis testing and (2) random 

forest as an embedded feature selector perform as parts of AFE 

when applied to a HAR task including both periodic and 

sporadic activities? Can the methods combined with a classifier 

show competitive performance compared to existing best 

practice within HAR? 

An additional constraint that the algorithm should be 

operational on hardware with limited resources has been taken 

into consideration when choosing methods to evaluate. 

 

1) Problem Definition 

The HAR problem that will be used in this study is framed 

according to a definition presented in [4]: 

A set of equally sized windows W = {W0, …, Wm-1} is given. 

Each window is labelled with the activity that is performed 

during the interval. Each window Wi contains a set of time 

series Si = {Si, 0, …, Si, k-1} from each of the k measured 

attributes. Another set A = {A0, …, An-1} of activity labels is 

given and the goal is to find a mapping function, f, from Si to 

A. For each possible value Si, f(Si) should be as close the actual 

activity performed during Wi as possible. 

In this study the same initial collection of extracted features 

will be used as input for the two feature selector methods. The 

combination of extracting a generic set of time series features 

and the selection of features for the specific task at hand makes 

up the AFE process evaluated in this study. 

 

2) Business Perspective 

Automating the extraction of features in a ML development 

process could result in lower costs for a company working with 

ML. The reason is that it would relieve its data scientists from 

the time-consuming task of doing feature extraction manually 

[14]. The automation of feature extraction could also provide 

the opportunity of a more widespread use of ML since it would 

decrease the need of domain knowledge [20]. AFE is one aspect 

of AML and in this study, we will research the consequences of 

automation from a broader perspective than just AFE. The 

widening of the perspective to AML in general is done due to 

the scarcity of research on AFE and its business effects. We will 

examine what impact AML can have on a company operating 

in the industry (micro perspective) and on the industry in 

general (meso perspective). The potential business benefits will 

be put in relation to the performance of the evaluated methods 

in this study. When the perspective is broadened to AML some 

preciseness is lost. To ground AFE in the context of AML we 

will further investigate which role feature extraction has in the 

overall ML process. 

The business viewpoint will only be handled in the 

Discussion section. The Discussion section of this thesis is 

divided into (1) a discussion on the method and result of this 

study and (2) a discussion on the business perspective. 

 

3) Previous work 

In a survey made on HAR with wearable devices, previous 

work using non-obtrusive devices and different ML methods 

have shown accuracy ranging from 0.71 to almost 0.95 [4]. 

Another report, using a subset of the data set that is used in 

this paper generated thirteen features and used a decision tree 

for the classification. The study concluded that the data from 

only one axis (x-axis) was most important and therefore 

excluded the other two axes. The best accuracy, 0.809, was 

achieved using only nine of the thirteen features [21]. 
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In a HAR example demonstrating the AFE method 

implemented in the TSFRESH Python package a weighted 

average F1 score of 0.69 is obtained when using 263 features. 

The example utilizes one axis of a tri-axis accelerometer and a 

data set containing six static and periodic activities is classified 

using a decision tree [22]. 

C. Ethical Considerations 

There are ethical aspects to consider when ML and AI is 

used. Google has established objectives for their different AI 

applications where some are also relevant to this study. For this 

study’s area of application, accountability and privacy are two 

aspects to take into consideration. Anyone who’s data is used 

in an AI development process should be aware of how their data 

is used and be asked for their consent. Furthermore, when 

developing AI, potential areas of usage should be evaluated, 

including the probability of the technology being adapted for 

harmful purposes [23]. The data set that is used in this study is 

approved for research purposes and has been made public with 

the ambition to facilitate development and validation of 

different HAR models [24]. 

II. METHOD 

The flowchart in Fig. 1 describes the method of this study. 

Both methods evaluated used the same raw data and the same 

initial pool of features. The difference between the two 

evaluated AFE methods lies in the selection of features, the part 

marked “D” in Fig. 1. The first feature selector uses individual 

hypothesis testing and a correlation filter. The second feature 

selector is a random forest embedded selector. Both methods 

were evaluated using the same classifier after feature selection. 

The succeeding sections describe each stage of the process 

corresponding to the letters in Fig. 1. 

 
Fig. 1.  Flowchart describing the method of this study. The letters in the 

flowchart correspond to the letters in the text of the method part. 

 

TABLE I.  ACTIVITIES INCLUDED IN DATASET 

Index Activity Number of recordings 

1 Brush teeth 12 

2 Climb stairs 102 

3 Comb hair 31 
4 Descend stairs 41 

5 Drink glass 100 

6 Eat meat 5 
7 Eat soup 3 

8 Getup bed 101 

9 Liedown bed 28 
10 Pour water 100 

11 Sitdown chair 100 
12 Standup chair 102 

13 Use telephone 13 

14 Walk 100 

 

A. The Dataset Used 

To evaluate the AFE methods this study used the public UCI 

Dataset for ADL Recognition with Wrist-worn Accelerometer 

Data Set. The data set contains raw data from a tri-axial 

accelerometer. It includes 14 activities of daily life performed 

by in total 16 individuals carrying the accelerometer on their 

right wrist. Table I lists the 14 activities and the number of 

recordings that each activity has. The measurement range is 

[1.5g; 1.5g] and output data rate is 32 Hz. The x-axis of the 

accelerometer points towards the hand, y-axis points to the left 

and the z-axis is perpendicular to the plane of the hand [24]. 

The dataset was chosen because it contains both periodic and 

sporadic activities and uses a sensor that would not be obtrusive 

in a real application. No balancing methods were used in this 

study. Instead the class weights during training of the classifier 

were set to be balanced. This means that each class got an 

importance weight inversely proportionate to the class 

frequency [25]. 

B. Preprocessing Accelerometer Data 

Accelerometer data is very fluctuating and oscillatory which 

makes it difficult to use the raw data for classification. One 

activity performed by the same person at two separate occasions 

is unlikely to have identical accelerometer data. Therefore, 

feature extraction to extract relevant information is usually 

done on this type of data. Furthermore, a single sample from 

accelerometer data does not provide enough information 

regarding the current activity. For this reason, a time span 

containing several samples must be used [1]. 

After a visual analysis of the dataset, noisy data was 

identified at the beginning and end of each data recording. Due 

to large numbers of recordings, a general approach of removing 

the first and the last 15% of each recording was adopted. 

The raw data was segmented using the sliding window 

method. The sliding window approach divides the data in 

equally sized partitions with some chosen overlap [26]. The 

choice of window size has an impact both on computational 

performance, classification performance and affects the number 

of samples that are available from a given data set [4]. 

Depending on the activities a shorter window span might not be 

able to capture the characteristics of a full activity. On the other 

hand, using a larger window, the feature extraction on each 

interval becomes more computationally demanding. Longer 
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windows can also increase the risk of a window being given the 

wrong label in transition moments. In this study the windows 

were generated per activity to avoid this problem of incorrectly 

labeled windows. However, this solution would not be 

applicable in a real setting since the clear distinction between 

different classes cannot be made. 

The size of windows and the overlap also affect the response 

time in a real setting since it dictates the number of datapoints 

which must be collected before a computation can be done. The 

choice of these metrics therefore depends on the application of 

the model [4]. In this study, window lengths ranging from 2 

seconds up to 10 seconds were evaluated to see what value gave 

the best classification performance and should be used for the 

upcoming evaluations. For the window length of 8 seconds an 

overlap ranging from 0 to 7 seconds was tested. This evaluation 

was done using all the features extracted without a feature 

selector to avoid bias to one of the selectors. Based on 

classification performance and the number of available samples 

for each parameter value, a window length of 8 seconds and an 

overlap of 7 seconds was chosen. Since the data set frequency 

is 32 data points per second this resulted in a window size of 

256 data points and an overlap of 224 data points. With the 

selected parameters a high accuracy was achieved while the 

number of samples was kept high. See appendix I for supporting 

results. 

C. Feature Extraction 

By extracting features on time series data, a time series 

classification task is converted into a normal supervised 

classification task. The aim is to extract features so that the 

samples of each activity is clustered in the feature space, 

separated from other activities. At the same time the chosen 

features should be able to generalize over intraclass variances 

[26]. 

The generation of the initial pool of features was made using 

the open source Python AFE package TSFRESH which has a 

set of 794 time series features [27]. The 794 features were 

computed on data from each of the three accelerometer axes 

individually and resulted in an initial set of 2382 features. 

D. Feature Selection 

1) Individual Hypothesis Testing 

Feature Extraction based on Scalable Hypothesis tests, 

FRESH, is an algorithm that combines extraction of established 

features with feature importance filters [17]. It is developed 

specifically for time series data. After feature extraction is done, 

each feature is individually and independently evaluated by 

performing a singular statistical test. The test is based on the 

following definition of an expressive feature: “A feature Xφ is 

relevant or meaningful for the prediction of the class Y if and 

only if Xφ and Y are not statistically independent.” 

The hypothesis tested for each one of the n features 

X0,…,Xφ,…,Xn is formulated as: 

H0
φ

 = {Xφ is irrelevant for predicting Y}, 

H1
φ = {Xφ is relevant for predicting Y}. 

Depending on if the features and the target are binary or real 

there are different specialized hypothesis tests. In this study a 

Mann-Whitney rank test was used to handle the real features 

and binary target [28]. The target is considered binary because 

each class was evaluated sequentially and the target either 

belonged to the current class or it did not. The Mann-Whitney 

rank test determines if the observations of two independent 

samples are from the same distribution (H0) or not (H1) [29]. In 

this case one sample contains feature values belonging to the 

class and one sample contains values not belonging to the 

current class. The test method is described in the text box 

below. 

Each test returns a p-value quantifying the probability that a 

feature is not relevant for the classification task. A low p-value 

indicates that the null hypothesis should be rejected and that the 

feature is relevant for the given classification task [17]. 

Features are selected based on their p-values while 

controlling the false discovery rate (FDR) [17]. This is done 

using the Benjamini Hochberg procedure [30]. FDR is an 

expected ratio of false rejections of the null hypothesis by all 

rejections of the null hypothesis. A false rejection means that a 

feature has incorrectly been classified as relevant. The features 

whose null hypotheses are rejected by the Benjamini Hochberg 

procedure under the global control of FDR are selected [17]. 

This study uses TSFRESH’s implementation of the FRESH 

algorithm. 

a) Correlation Filter 

A problem with the FRESH algorithm is its assumption that 

all features are independent. This results in that correlating 

features will either both be dropped, or both be kept, possibly 

leading to groups of highly correlated features in the selected 

subgroup. Because of this, and that the number of features 

discarded by the hypothesis test was limited, a correlation filter 

was used to further reduce the number of features in this study. 

The correlation filter calculated the Pearson correlation 

between each pair of features based on the values of the features 

Mann-Whitney Rank Test 

n1 and n2 are the number of observations in each of the 

two samples. 

1. The observations from both samples are ranked. The 

lowest observation gets a rank of 1 and the highest 

observation gets the rank n = n1 + n2. 

2. The sum of ranks (W) is calculated for each sample. 

3. If n1 and n2 are greater than 10, the distribution of W 

can be approximated by a normal distribution. From 

location (E(W)) and standard error (SE(W)) the 

observed test statistic (Zobs) is computed. 

𝑍𝑜𝑏𝑠 =
𝑊−𝐸(𝑊)

𝑆𝐸(𝑊)
       (1) 

𝐸(𝑊) =
𝑛1(𝑛1+𝑛2+1)

2
      (2) 

𝑆𝐸(𝑊) =  √
𝑛1∗𝑛2(𝑛1+𝑛2+1)

12
     (3) 

4. The p-value is obtained from a normal distribution 

based on Z: 

2𝑃(𝑍 ≥ 𝑍𝑜𝑏𝑠)       (4) 

5. Reject the null hypothesis if (4) is less than a 

specified threshold. 

Source: Reference [29]. 
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for all windows given as input. If two features that has a higher 

correlation than a given threshold, the first one is removed from 

the selected pool of features. 

 

The only two parameters that could be changed to affect the 

output of this feature selection method was the FDR and the 

correlation filter threshold. To explore how these affected the 

classification performance, evaluations were made for different 

combinations of these values. 

 

2) Random Forest 

The second method used for feature selection evaluated in 

this study was based on a random forest classifier. The classifier 

was used to calculate the importance of each feature in the 

original feature set. A random forest meta estimator uses 

several decision tree classifiers on subsets of the data and for 

each decision node a random subset of features is evaluated. 

The result is computed by taking the average result of all trees  

[31]. Based on the feature significances a given number of 

features with the highest importance are selected when the 

model is used as a feature selector. In this study this was done 

using scikit-learn’s [32] Select From Model. The classifier used 

was the Random Forest Classifier from the same Python 

package. An advantage of a random forest model is that it can 

prevent overfitting by using subsets of more shallow decision 

trees instead of deep ones [33]. 

In this work, the number of trees in the forest was set to 100. 

To choose the values for the most influential hyperparameters 

[34] scikit-learn’s Randomized Search was used. Randomized 

Search evaluates a fixed number of combinations of a given 

grid of hyperparameters instead of searching through all 

possible combinations [35]. For other parameters the default 

values from scikit-learn were used. 

TABLE II.  HYPERPARAMETERS AND THEIR VALUES SEARCHED BY 

RANDOMIZED SEARCH 

Hyperparameter Values 

max_depth None, 10, 20, 30, 40 

max_features 'auto', 'log2', None, 0.2, 10 

min_samples_split 2, 10, 18, 26, 34 
criterion "gini", "entropy" 

Table II: The values in bold letters were chosen by Randomized Search. 

E. Classifier 

A decision tree was used to perform the classification in this 

project. An advantage of a decision tree is that the model can 

be interpreted by a human [36]. In [21] and [37] decision trees 

have been used for HAR problems and showed accuracy of 0.80 

to 0.81. In this project, scikit-learn and its classifier Decision 

Tree Classifier [38] was used. 

Since this study focuses on the feature engineering process, 

no hyperparameter tuning was done on the decision tree 

classifier. The only setting that was modified from the default 

setup was the class weight which was set to balanced to 

compensate for the unbalanced data set [25]. This setting 

showed better macro average F1 score in the initial testing 

compared to when not using the specified class weight setting. 

F. Evaluation 

1) Classification Performance 

The performance of the feature selectors was evaluated 

through the performance of the entire classifier. The dataset was 

randomly divided into a training and test set each forming 80% 

and 20% of the data set respectively. This division was 

sustained both during feature extraction and classification 

model training. 

In this project the F1 score was used to evaluate the 

performance of the classification. The F1 score is based on the 

parameters True positives (TP), True negatives (TN), False 

positives (FP) and False negatives (FN). From these values the 

Precision, Recall and further the F1 score can be calculated [4]. 

In order to enable better comparison of this study’s results to 

previous work the accuracy was computed according to (5). 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃+𝑇𝑁

𝑇𝑃+𝐹𝑃+𝑇𝑁+𝐹𝑁
      (5) 

For each class: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =   𝑇𝑃/(𝑇𝑃 + 𝐹𝑃)     (6) 

𝑅𝑒𝑐𝑎𝑙𝑙 =   𝑇𝑃/(𝑇𝑃 + 𝐹𝑁)      (7) 

𝐹1 𝑠𝑐𝑜𝑟𝑒 =  2 ∗
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛∗𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
     (8) 

To evaluate the performance over all classes an average F1 

score was computed. The average F1 score can be calculated in 

the following ways [39]: 

Micro average: The total TP, FN and FP are used to compute 

global metrics. These are then used to calculate the F1 score. 

Macro average: The F1 score is calculated for each label and 

an unweighted mean is derived. 

Weighted average: The F1 score is calculated for each label. 

The average value is computed with each class having a weight 

corresponding to the number of true instances in each label. 

This study used an unbalanced dataset and therefore the 

macro average was particularly relevant. This is because a bias 

towards the more common classes would be visible in this 

measure whereas the weighted or micro average and accuracy 

could still show good results despite a potential class bias. 

2) Computational Complexity 

A computer program’s performance can be evaluated either 

analytically or empirically. The analytical approach relies on 

methods of deductive mathematics and is often hard to apply on 

complex programs. Empirical methods use computational 

testing to estimate the computational performance of an 

algorithm [40] and have been used in this study. One empirical 

metric is the execution time of the program [41]. 

a) Time 

The sum of user and system time was used for evaluation 

since these metrics do not have the problem of including 

interfering processes and therefore are better metrics than the 

real time [42]. User time is the time that the program uses the 

CPU, not including time when other processes block the CPU. 

System time is the time which the kernel spends on the process. 

Both feature extraction and classification were included in the 
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evaluation since they are interconnected and are both needed in 

a real application. An estimation of time spent on extraction and 

classification respectively was made through empirical testing. 

The process of extracting all features, selecting features and 

training a model is not necessarily restricted to the hardware of 

the edge device and was therefore not part of the core 

evaluation. 

For the random forest method, time used by the process was 

measured for different numbers of samples. The samples were 

randomly selected from the complete data set. Each running 

was repeated five times and the average time for each number 

of samples was computed. From this data a relationship 

between the time and number of samples was deducted and a 

time per sample ratio was achieved. Twenty features were used 

for all executions in this evaluation step. 

The execution time was also evaluated for different numbers 

of features to frame the relationship between complexity and 

the number of features used. This evaluation was performed for 

both AFE methods and each setting was repeated five times to 

get the average time consumption. 400 samples were used for 

each of these evaluations. 

b) Memory 

When developing machine learning models for the edge, 

memory usage is another relevant characteristic [43]. For 

evaluation of memory usage, the Python module memory-

profiler [44] was used. Memory-profiler can give memory 

usage per line or time-based. In this study, the per line memory 

usage was used when evaluating the amount of memory 

required to compute the selected features and make the 

classification. 

Both AFE methods were evaluated for varying numbers of 

features. Five randomly selected windows were classified 

separately for each number of features. The memory increase 

for specific code lines was recorded and an average value was 

then calculated for the five classified samples. See appendix II 

for a list of the evaluated code lines. 

III. RESULTS 

A. Classification performance 

1) Individual Hypothesis Testing 

Table III shows that there was a large decrease in number of 

features when the correlation filter threshold was reduced. A 

smaller decline was noticed when the FDR-level was decreased. 

The classification results (Table IV and V) show a 

corresponding noticeable decrease in performance for each 

decrease in the correlation filter threshold. The same results 

show that the reduced FDR did not affect the performance 

significantly. The color mapping indicates the performance of 

each setting. A higher F1 score is marked with green and a 

lower score is marked with red. 

 

 

TABLE III.   HYPOTHESIS TEST - NUMBER OF FEATURES 

Table III: The number of features selected for each execution of hypothesis 

tests and correlation filter. 

TABLE IV.  HYPOTHESIS TEST - MACRO AVERAGE F1 SCORE 

Threshold \ FDR  0.05 0.01 0.002 0.0004 0.00008 

0.9 0.79 0.82 0.79 0.80 0.86 

0.7 0.75 0.81 0.76 0.74 0.77 

0.5 0.68 0.63 0.60 0.71 0.62 

0.3 0.55 0.52 0.52 0.59 0.55 

0.1 0.39 0.41 0.41 0.42 0.40 

Table IV: The macro average F1 score for each execution of hypothesis tests 

and correlation filter. 

TABLE V.  HYPOTHEIS TEST - WEIGHTED AVERAGE F1 SCORE 

Threshold \ FDR 0.05 0.01 0.002 0.0004 0.00008 

0.9 0.90 0.92 0.91 0.91 0.92 

0.7 0.88 0.90 0.89 0.89 0.89 

0.5 0.82 0.82 0.80 0.85 0.82 

0.3 0.77 0.73 0.75 0.78 0.77 

0.1 0.65 0.64 0.68 0.63 0.61 

Table V: The weighted average F1 score for each execution of hypothesis 

tests and correlation filter. 

2) Random Forest 

The average F1 score for different numbers of features 

selected by the random forest method is presented in Fig. 2 and 

Table VI. See appendix III for F1 score per activity for the same 

number of features. 

 
Fig. 2.  Macro average and weighted average F1 score for random forest and 

different numbers of features. 
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TABLE VI.  RANDOM FOREST - AVERAGE F1 SCORE  

Features Weighted average F1 score  Macro average F1 score 

80 0.93 0.86 

70 0.93 0.86 

60 0.94 0.83 
50 0.93 0.85 

40 0.93 0.84 

30 0.91 0.80 
20 0.90 0.80 

10 0.87 0.70 

3) Comparison of Hypothesis Test & Random Forest 

TABLE VII.  COMPARISON OF MACRO AVERAGE F1 SCORE 

Features FDR-level Corr. threshold 
Hypothesis 

Test  
Random 
Forest 

83 0.000016 0.2 0.46 0.86 

32 0.05 0.1 0.35 0.85 

23 0.01 0.1 0.40 0.84 

16 0.002 0.1 0.36 0.82 

14 0.0004 0.1 0.28 0.74 

10 0.00008 0.1 0.31 0.77 
7 0.000016 0.1 0.28 0.61 

TABLE VIII.  COMPARISON OF ACCURACY 

Features FDR-level Corr. threshold 
Hypothesis 

Test  
Random 
Forest 

79 0.000016 0.2 0.54 0.93 

22 0.05 0.1 0.49 0.92 
19 0.01 0.1 0.55 0.92 

20 0.002 0.1 0.49 0.91 

15 0.0004 0.1 0.50 0.92 
9 0.00008 0.1 0.46 0.89 

9 0.000016 0.1 0.51 0.89 

B. Selected features 

The features selected by the two models varied. Table IX and 

Table X show ten features selected by the individual hypothesis 

tests with correlation filter and random forest respectively. 

TABLE IX.  TEN FEATURES SELECTED BY HYPOTHESIS TEST METHOD 

Feature names 

x__cwt_coefficients__widths_(2, 5, 10, 20)__coeff_3__w_10 

x__agg_linear_trend__f_agg_"var"__chunk_len_10__attr_"rvalue" 

x__fft_coefficient__coeff_55__attr_"real" 
x__fft_coefficient__coeff_44__attr_"imag" 

x__fft_coefficient__coeff_59__attr_"real" 

x__fft_coefficient__coeff_37__attr_"imag" 
x__fft_coefficient__coeff_85__attr_"imag" 

x__fft_coefficient__coeff_49__attr_"angle" 

x__fft_coefficient__coeff_49__attr_"real" 

x__fft_coefficient__coeff_84__attr_"real" 

TABLE X.  TEN FEATURES SELECTED BY RANDOM FOREST 

Feature names 

x__c3__lag_1 

x__c3__lag_2 

x__c3__lag_3 
x__fft_coefficient__coeff_0__attr_"real" 

x__mean_abs_change 

x__minimum 
x__quantile__q_0.1 

x__sum_of_reoccurring_data_points 

x__sum_values 
y__cid_ce__normalize_False 

There were no common features selected by the random 

forest and hypothesis test method when restricting the methods 

to ten features. When selecting 214 features the methods only 

had one common feature. A feature name contains the axis on 

which it is calculated, the feature name and the parameters used 

for the computation. The evaluation was done by searching for 

identical feature strings like the ones in the table IX and X. 

Therefore, the same features with different parameters does not 

count as identical features. When excluding the correlation 

filter entirely and setting the FDR-level to 0.000016, resulting 

in 1484 selected features, there were 1179 common features 

extracted by both methods. 

Among the ten features selected by each model correlation 

based on the entire data set had an average of 0.75 for random 

forest and 0.03 for the hypothesis test method. The average 

correlation was computed on absolute values of correlation. See 

appendix IV for heatmap and correlation values. 

C. Computational complexity 

1) Time 

The following results on execution time were achieved with 

an Intel Core i7-6700 processor. 

The total execution time (T), or sum of user and system time, 

had an approximate linear relationship to the number of raw 

samples, x, classified when using the random forest method, see 

(9). This increase came from the user time while the system 

time was constant over the number of samples. 

𝑇 = 1.74 + 3.1 ∗ 10−3 ∗ 𝑥      (9) 

A comparison between time required for (1) feature 
extraction and classification, (2) extraction only, and (3) 
classification only indicated that the execution time was 
mostly spent on feature extraction and miscellaneous 
program operations. Average values of five repetitions gave 
a distribution of around 40% spent on extraction, less than 
1% spent on classification and around 60% for 
miscellaneous operations. These numbers were achieved 
for 10 features from random forest and for 11 features 
selected by the hypothesis test method. A description of 
how these numbers were computed is found in appendix V. 

a) Individual Hypothesis Testing 

 
Fig. 3.  Execution time when using features selected by hypothesis testing. 

The execution time for the individual hypothesis testing 

method and 400 samples is presented in Fig. 3. 

The approximated linear relationship between total time for 400 
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𝑇400 = 2.17 + 0.18 ∗ 𝑛       (10) 

The time varied for executions with the same settings and the 

same samples. Standard deviation of average total time was 

between 1.9% and 4.9% for different numbers of features. 

b) Random Forest 

 
Fig. 4.  Execution time when using features selected by random forest. 

Fig. 4 presents the execution time when using features 

selected by the random forest method. Equation (11) is a linear 

approximation of the total time to classify 400 samples (T400) 

for varying number of features, n. 

𝑇400 = 0.36 + 1.34 ∗ 𝑛       (11) 

When measuring executions with the same settings and 

samples, the average total time had a standard deviation of 3.1% 

to 5.6%. 

c) Comparison of random forest and hypothesis test 

For a low number of features both methods took 

approximately the same time. However, as Fig. 5 illustrates, the 

execution time with the random forest features increased more 

than with the hypothesis test features when the number of 

features grew. 

 
Fig. 5.  Total execution time for 400 samples of random forest and hypothesis 

test method. 

2) Memory usage 

The evaluation of the memory increase per line did not show 

any relation between memory usage and the number of features. 

There was no visible difference between the memory usage of 

the two AFE methods. See appendix VI for more thorough 

results. 

IV. TECHNICAL DISCUSSION 

A. Scientific Question 

1)  Competitiveness of Evaluated AFE Methods 

The hypothesis test and correlation filter method reached 

0.78 in weighted average F1 score using 254 features. This is 

competitive with the F1 score reached by the example in [22] 

which achieves 0.69 in weighted F1 score with 263 features. 

Compared to the results presented in [4] the method’s predictive 

performance is not competitive even when using as much as 79 

features which gives an accuracy of 0.54. Also, the macro 

average F1 score, which gives a more honest representation of 

the performance, for 14 features is not more than 0.28. 

The results from the hypothesis testing method show that the 

correlation filter threshold had a bigger impact on the 

performance than the FDR. This can be explained by the larger 

decrease in features following further restriction in threshold. 

The random forest method shows competitive performance 

against the above-mentioned previous work for high numbers 

of features but does also maintain high performance when 

reducing the number of features to 10 features. The method 

outperforms the weighted average F1 score in [22] by 0.18 even 

when using 253 features less than the example. It should 

however be taken into consideration that the random forest 

method used one feature from the y-axis apart from nine x-axis 

features while the example only used data from one axis. The 

accuracy of the random forest method is also competitive in the 

upper domains of the results obtained in [4]. 15 features gave 

an accuracy of 0.92 in this study. 

One aspect that makes it harder to answer the question 

regarding if the methods in this study are competitive compared 

to existing HAR models is that the data set that is tested has a 

big impact on how the classification model performs. 

Furthermore, this study has not focused on model tuning. 

Optimizing the choice of classifier and doing a more thorough 

hyperparameter tuning could potentially have led to improved 

classification performance. This would lead to a fairer 

comparison of our feature selector methods. 

 

2)  Comparison of Evaluated AFE Methods 

The differentiating results among the two methods indicate 

that the random forest method is better at prioritizing features 

while the hypothesis test method only works to remove 

irrelevant features. The hypothesis test method does not 

evaluate the features based on how well they contribute to 

making better classifications but only determines if a feature is 

relevant at all. The subsequent correlation filter only selects the 

features that correlate the least. The large overlap of common 

features when omitting the correlation filter shows that the 

hypothesis method and the random forest method have similar 

selection characteristics when selecting large numbers of 

features. This supports our theory of the hypothesis test 

working as a tool to remove irrelevant features but not to 

prioritize among features. 

Since the correlation threshold is the main driver in reducing 

the number of features the hypothesis test and correlation filter 

method becomes heavily dependent on the assumption that the 

more different the features are, the better. Comparing the 

correlation among the ten features selected by the random forest 

method and among the ten features selected by the hypothesis 
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and correlation method we can deny this assumption. The 

features selected by random forest have a much higher 

correlation compared to the ones that have passed the 

correlation filter and still they perform better when used in the 

classification task. 

B. Operability on Node Device 

In the problem definition of this study a constraint regarding 

operability on a device with limited resources was formulated. 

Imagimob, a Stockholm based company working with AI 

products for edge devices, normally consider the Arm Cortex-

M0 [45] processor as a benchmark to what their edge models 

should be operable on. The constraint on node device 

operability is difficult to evaluate. This is because this study 

only implements a prototype of what could possibly be run on 

a node device on the edge. There are mainly two important 

differences from a real application and the implementation that 

has been built in this study. The first is that this implementation 

was done in Python meanwhile a real application would most 

likely be written in a more efficient language such as C. Second, 

this study has evaluated the complexity on hardware with more 

resources than a node device would have. To handle the first 

problem, an estimation of effectiveness between Python and C 

can be used to compute corresponding values run on C. 

However, this conversion varies a lot depending on the level of 

the Python code and it is therefore hard to make a suitable 

approximation. The second problem can be solved by scaling 

the complexity noticed on a certain processor to the 

corresponding value on a different processor. 

Even when ignoring the above challenges, the results of 

computational complexity in this study have multiple sources 

of potential error. The total time measured in this study includes 

time to read both the data, the features and the model from file 

and therefore does not reflect a real setting. All these processes 

had to be included in addition to what we wanted to measure in 

order to use a method that registered the user and system time 

and not only the real time. Furthermore, as is described in 

appendix V the total time includes other processes run by the 

Python program in addition to extraction and classification. 

The time consumption of feature extraction is dependent on 

the features selected. Features that are more computationally 

complex will take longer to calculate. The features selected by 

the methods varies between datasets and therefore, our 

estimates of time consumption will not hold for other 

applications. If computational constraints apply, a proposed 

solution is to exclude the features that are not computationally 

feasible from the initial pool of features. The combined 

complexity will then have to be evaluated for each group of 

selected features if relevant. 

In this study the time is measured for 400 samples and a 

varying number of features. Dividing the total time by 400 

would give a time of 6.6 milliseconds per sample for eighteen 

features selected using hypothesis testing. The corresponding 

number for random forest and 20 features is 7.4 milliseconds. 

However, equation (9) shows that there is a constant included 

in the time related to the number of samples which we do not 

consider when solely dividing the total time by the total number 

of samples. 

Due to the sources of potential error and the difficulty of 

solving these, this study does not attempt to transform the 

computational complexity measures to the corresponding 

values for a node device. Hence, we cannot make any 

conclusions about the methods’ operability on node devices. 

Nevertheless, the complexity results can be used to compare the 

methods used for feature extraction and classification in this 

study to other studies presenting corresponding metrics. 

C. Future Areas of Research 

To further evaluate the generalized characteristics of the 

examined methods, a proposed study would be to test them on 

new data sets. Within the area of HAR it would be of great 

interest to try the two methods on other activities and data 

collected by a differently located sensor device. It would be of 

special interest to test the methods on data sets where other 

studies have presented results previously. 

 In this study a decision tree was used to perform the 

classification task. It would be of interest to test the AFE 

methods with a different classifier to see if that affects the 

performance. This would help discover a potential relation 

between an AFE method and classifier. 

A comparison that would increase the understanding of the 

selection methods would be to let a person with domain 

knowledge extract and select features on the same data set. 

These manually engineered features could then be compared to 

the ones extracted and selected automatically by the methods in 

this study. Both the classification performance and identifying 

what features are shared and which are not are of interest. 

V. BUSINESS PERSPECTIVE 

A. Meso Perspective 

1) Porter’s Five Forces 

In [46] Michael E. Porter describes the Porter’s Five Forces 

model, used to describe the state of competition in an industry. 

An analysis using the model may be used to assess what 

strategic positioning of a company will be the most beneficial. 

The model states that the level of competition depends on five 

different forces, namely: 

• Threat of new entrants 

• Threat of substitute products or services 

• Bargaining power of suppliers 

• Bargaining power of buyers 

• Rivalry among existing competitors 

The following section analyses the global market for ML 

from the perspective of a company developing ML solutions. 

 

The market today from the perspective of the five forces 

 The threat of new entrants is reduced by the fact that ML 

methods need a lot of data to be successful. It can be difficult 

and expensive to obtain the datasets needed for new entrants 

[47]. The threat of new entrants is also lowered by the fact that 

there is a shortage of potential employees with AI skills [48]. 

 One threat of substitute products or services is the chance 

that companies do not perceive ML as worth the investment and 

turn to other statistical methods of analysis instead. However, 

Accenture reports that AI has the potential to increase the rates 

of profitability with 38 percent on average [49]. This indicates 

a low risk of more traditional methods being adopted over AI 

in the future. 
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 The bargaining power of suppliers is not considered to 

substantially affect the market dynamics as there is not much 

need for supplies in addition to data and knowledge for the ML 

development process. 

 The rivalry among existing competitors is relieved by the 

increase in investments around the world in AI development. 

According to a report by OECD the AI startups attracted 12% 

of the world private equity investments during the first half of 

2018. This can be compared to the 3% share during 2011 [50]. 

On the other hand, the number of companies entering the 

industry is also increasing [51]. The intense competition for 

talent in AI mentioned previously enhances the rivalry among 

the existing competitors on the market. 

 Lastly, the influx of start-ups in AI has increased the 

bargaining power of buyers. More alternatives for the buyer 

mean greater possibilities for the customers to play the actors 

of the industry against each other, lowering prices. 

  

If automated machine learning is increasingly adopted 

The automation of ML could lower the threat of new entrants 

of the industry if the company implementing the solution 

manages to keep the innovation away from its competitors. On 

the other hand, if AML becomes used throughout the industry, 

the entry barriers are lowered as the development process gets 

cheaper and less demanding in terms of expertise knowledge. 

 The same logic can be applied to the bargaining power of 

buyers. If the new methods for AML becomes widely adopted 

the customers will be in a position where they can find the same 

product from many different suppliers and negotiate for lower 

prices. 

B. Micro Perspective 

1) AFE as Part of Machine Learning Project 

The features used for a classification task have a big impact 

on the performance of the model [17]. At the same time, feature 

extraction traditionally requires domain knowledge and can be 

time consuming. Representatives from Imagimob estimate that 

they spend 15 to 25% of the total time in each new AI project on 

manual feature extraction today. The notion of feature extraction 

being a subprocess that require a lot of time from data scientists 

is shared by EliteDataScience [52].  

TABLE XI.  STAGES OF THE MACHINE LEARNING PROJECT 

Stage Tasks Roles 

Strategy A solution to the problem is 

assumed and the 

development process is 
planned accordingly. 

Chief analytics officer, 

business analyst and 

solutions architect. 

Dataset and 

preparation 

Data collection, data 

visualization and data 
labelling. 

Data analyst and 

data scientist. 

Dataset 

splitting 

The dataset is divided into 

three subsets: training, test 
and validation set. 

Data scientist 

Modelling Defining which model to use 

and optimizing its 
performance through model 

tuning with methods like 
cross-validation. 

Data scientist 

Deployment 

of model 

The model is translated to a 

low-level programming, 
tested and put into 

production. 

Data architect, data 

engineer and database 
administrator 

Reference [53] divides the common machine learning project 

into five stages presented in Table XI. The table shows a high-

level description of how a machine learning project can be 

structured from a business perspective. Focusing more on the 

stages connected to the actual modelling EliteDataScience states 

that feature engineering constitutes 25% of what makes a 

machine learning model successful. This can be compared to 

algorithm selection and model training which they mean stand 

for 10% and 15% respectively [52]. 

Most existing AML solutions focus on the model selection 

and tuning whereas the area of feature engineering has not been 

explored to the same extent [54]. To improve the entire process 

further, it is therefore of interest to focus on automatic feature 

extraction as part of this process. 

 

2) Automation of Machine Learning 

Several companies applying AML to automate repetitive 

tasks can be found. Hamel Husain, former Senior Data Scientist 

at Airbnb states that “[AML] can vastly increase a data 

scientist’s productivity, often by an order of magnitude.” [55] 

Zylotech is a company that has applied AML in their end-to-end 

customer processes. The CEO, Abhi Yadav, means that by 

automating repetitive machine learning tasks data scientists can 

build more models in less time, focus more on fine-tuning and 

improve model quality and accuracy [54]. Data scientists and 

AI experts are not cheap [56]. As of 2019 software engineers in 

the US have an average yearly salary of 103 035 USD [57] and 

in Sweden the corresponding salary for 2017 was 517 200 SEK 

[58]. This means that reducing time spent by humans on each 

project can cut significant costs for a company working with 

these types of projects [59]. A process innovation like 

automating the workflow therefore both aims to reduce 

marginal costs for the company but also increase and improve 

the output delivered to customers [60]. 

 

3) Porter’s Generic Competitive Strategies 

Under the assumption that a company can improve the 

efficiency in their ML processes there are several options of 

how to use the benefits of this. To examine these options 

Michael E. Porter’s generic competitive strategies [61] can be 

used as a tool. Porter states that there are three different ways 

for a company to gain competitive advantages within an 

industry. The strategies are (1) cost leadership, (2) 

differentiation, and (3) focus and they all relate to how well a 

company can handle the five industry forces discussed 

previously. A company’s position according to these strategies 

will determine whether it will be able to have a profitability 

higher than the market average or not. The following section 

will discuss how successful AML can affect a company’s 

market position based on these strategies. 

Cost leadership 

The lower costs achieved by reduced need for human 

expertise per project can provide a possibility for a company to 

position itself in a cost leadership position. The company will 

not show competitiveness by differentiation but aims to meet 

the average price level on the market and reduce costs in all 

internal processes to become the market leader regarding cost 

efficiency. This strategy could be relevant if the automated 

processes lead to lower accuracy compared to the features and 

models developed manually. Some customers might be willing 
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to sacrifice some model performance in order to acquire a lower 

price. A company focusing on being the cost leader must also 

have a broad market and wide range of customers, which can 

be facilitated using AML [61]. 

Differentiation 

Companies offering products having unique attributes highly 

valued by customers can take a higher price for their products 

compared to the average market price. If AML enables data 

scientists to put more effort into essential tasks improving the 

ML models, differentiation can be a possible strategy. If an 

AFE method is able to find better features than the human 

expert can, this can lead to better model performance which is 

a differentiation metric that affects the customers’ perception of 

the product [61]. At the same time, if an AFE method is publicly 

available it would lead to less differentiation among 

competitors since they could all access the same feature 

engineering abilities. 

Focus 

The focus strategy is based on the company’s choice of a 

narrow scope regarding the market. A focus strategy can either 

come from strategy of cost leadership within a segment or 

differentiation within a segment [61]. Since AML has the 

potential to reduce the need for domain specific knowledge a 

company applying AML might be able to widen their scope and 

reduce the focus. In this study AFE methods have been chosen 

and evaluated specifically for classification of time series data 

which is one type of focus. A company can also decide to focus 

on different segments within time series, or motion data, and in 

this case AFE specialized for time series data can still broaden 

the scope. 

VI. CONCLUSION 

One of the methods used in this study as a part of AFE has 

shown competitiveness to existing models. However, a negative 

answer would not necessarily have indicated a useless method. 

Presented in the business perspective section are several aspects 

where AML can have a positive impact and, if this is the case, 

a minor loss in model performance might be accepted. The 

requirements on the model performance depends on the 

application and the business strategy used by the company. We 

have shown that there is potential in automating the feature 

extraction process in the area of HAR. The random forest 

method can be used as an additional perspective supporting the 

human who is extracting features manually. Furthermore, this 

study also shows that the method has potential in fully replacing 

manual feature extraction in the HAR problem domain, 

removing the need for repeated human intervention for each 

new project. 
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APPENDIX I – COMPARING WINDOW SIZE AND OVERLAP  
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APPENDIX II – MEMORY USAGE CODE LINES 

 

The memory increase was recorded for the lines listed below. 

TABLE XII.  CODE LINES EVALUATED FOR MEMORY USAGE 

Code line index Description 

22 Initial line 
25 Load raw data 

26 Load label data 

41 Load feature names list 
49 Extract features 

51 Load classifier 

52 Predict classes 
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APPENDIX III – RANDOM FOREST FEATURES F1 SCORE 
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APPENDIX IV – CORRELATION AMONG SELECTED FEATURES  

 

1) Absolute correlation among 10 features selected by random forest  

 

 
 

Average of absolute values (not including diagonal): 0.75

 

 

2) Absolute correlation among 10 features selected by hypothesis test and correlation filter 

 

 
 

Average of absolute values (not including diagonal): 0.03  
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APPENDIX V – EXECUTION TIME DISTIRBUTION 

 

The program that execution time was recorded for both extracted features and made a classification. In addition to this, when 

measuring the execution time other miscellaneous operations which are necessary for the program to run will inevitably be included 

in the measured time. To estimate the extraction time as part of the total time a generalization that the total time consisted of 

extraction time (E), classification time (C) and other time (P). 

𝑋 = 𝐸 + 𝐶 + 𝑃 
𝑌 = 𝐸 + 𝑃 
𝑍 = 𝐶 + 𝑃 

Where: 

X = measured total time for extraction and classification, 

Y = measured total time for extraction only, 

Z = measured total time for classification only, 

P = unknown miscellaneous operations time, 

E = unknown extraction time, 

C = unknown classification time. 

 

Rewriting the expressions above gives the following expressions for the unknown times: 

𝑃 = 𝑍 + 𝑌 − 𝑋 
𝐸 = 𝑌 − 𝑃 
𝐶 = 𝑍 − 𝑃 

 

1) Random forest 

 

Number of features User System Total 

Extraction and classification: X = P + E + C   

10 1,62 0,99 2,61 

10 1,70 0,91 2,61 

10 1,67 0,84 2,51 

10 1,75 0,93 2,68 

10 1,81 0,87 2,68 

Average 1,71 0,91 2,62 

Extraction only: Y = P + E     

10 1,82 0,90 2,72 

10 1,80 0,94 2,74 

10 1,65 0,88 2,53 

10 1,68 0,85 2,53 

10 1,74 0,94 2,68 

Average 1,74 0,90 2,64 

Classification only: Z = P + C     

10 0,71 0,81 1,52 

10 0,73 0,80 1,53 

10 0,76 0,88 1,64 

10 0,80 0,76 1,56 

10 0,75 0,99 1,74 

Average 0,75 0,85 1,60 

 

P 1,62 62% 

E 1,02 39% 

C -0,02 -1% 

Sum 2,62   
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2) Hypothesis test and correlation filter 

 

Number of features User System Total 

Extraction and classification: X = P + E + C   

11 1,64 0,90 2,54 

11 1,52 0,90 2,42 

11 1,61 0,89 2,50 

11 1,68 0,94 2,62 

11 1,74 0,90 2,64 

Average 1,64 0,91 2,54 

Extraction only: Y = P + E     

11 1,62 0,84 2,46 

11 1,61 0,90 2,51 

11 1,63 0,85 2,48 

11 1,56 0,95 2,51 

11 1,77 0,84 2,61 

Average 1,64 0,88 2,51 

Classification only: Z = P + C     

11 0,72 0,67 1,39 

11 0,71 0,94 1,65 

11 0,73 0,88 1,61 

11 0,73 0,92 1,65 

11 0,77 0,84 1,61 

Average 0,73 0,85 1,58 

 

P 1,55 61% 

E 0,96 38% 

C 0,03 1% 

Sum 2,54   
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APPENDIX VI – MEMORY USAGE RESULTS 
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