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Sammanfattning—I kundtjänst förekommer det ofta 

upprepningar av frågor samt sådana frågor som inte kräver unika 

svar. I syfte att öka produktiviteten i kundtjänst funktionens 

arbete att besvara dessa frågor undersöks metoder för att 

automatisera en del av arbetet. Vi undersöker olika metoder för 

klusteranalys, applicerat på existerande korpusar innehållande 

texter så väl som frågor. Klusteranalysen genomförs i syfte att 

identifiera dokument som är semantiskt lika, vilket i ett 

automatiskt system för frågebevarelse skulle kunna användas för 

att besvara en ny fråga med ett existerande svar. En jämförelse 

mellan hur K-means och densitetsbaserad metod presterar på tre 

olika korpusar vars dokumentrepresentationer genererats med 

BERT genomförs. Vidare diskuteras den digitala 

transformationsprocessen, varför företag misslyckas avseende 

implementation samt även möjligheterna för en ny mer iterativ 

modell. 

 

Söktermer—Digital transformation, Klassifikation, 

Klusteranalys, Språkteknologi. 

 
Abstract—In customer support, there are often a lot of repeat 

questions, and questions that does not need novel answers. In a 

quest to increase the productivity in the question answering task 

within any business, there is an apparent room for automatic 

answering to take on some of the workload of customer support 

functions. We look at clustering corpora of older queries and texts 

as a method for identifying groups of semantically similar 

questions and texts that would allow a system to identify new 

queries that fit a specific cluster to receive a connected, automatic 

response. The approach compares the performance of K-means 

and density-based clustering algorithms on three different corpora 

using document embeddings encoded with BERT. We also discuss 

the digital transformation process, why companies are 

unsuccessful in their implementation as well as the possible room 

for a new more iterative model. 

 
Index Terms—Classification, Digital Transformation, Natural 

language processing, Short text clustering. 

I. INTRODUCTION 

HE rise of the digital era has brought with it a number of 

opportunities for corporations to improve their direct 

communication capabilities and methods for information 

distribution in general. In a world where customers are getting 

increasingly used to instant information readily available at 

their fingertips, the pressure is on companies to make efficient 

systems for responding to custom queries and failure to do so 

could be a potential source for loss. 

For businesses with customers across multiple time zones, 

additional challenges arise. As the makeup of a business’s 

customers diversifies geographically, the timespan for within 

which a customer’s need for information may arises broadens. 

If shorter response times result in improved customer 

experience, there are opportunities available for the businesses’ 

customer service (CS) functions. There are multiple ways of 

seizing such an opportunity, with possibilities ranging from 

simply extending the operating hours of the CS function, to 

more sophisticated automated solutions. 

Another challenge with a growing customer base and 

extended access to digital communication, may be the 

increasing demand for a higher degree of information 

availability and CS staff. One approach to answering such a rise 

in demand could be to simply increase the number of staff 

members within this function.  

Both extending operation hours and increasing CS staff 

would lead to increased costs. That does not mean that they 

would not be profitable, however, there might be other solutions 

which achieve similar or better results at lower costs for the 

company.  

A. Scientific question. 

How well can customer support queries for an arbitrary 

company be categorized with clustering algorithms, and 

will a density-based approach outperform the standard K-

means? 

In our paper, we investigate how technology can be applied 

in such a way that customer experience, within the suggested 

context, can be improved in a cost-efficient way. We investigate 

a possible approach for automatic responses to standardized 

queries and repeat questions. Our goal is to create a model 

which can identify groups of semantically similar questions. 

Such a model would allow the receiver to build a system for 

how to handle incoming questions in the identified categories, 

for instance returning standardized answers or further referrals.  

Short text clustering is the suggested approach for creating 

models that can identify repeat or similar queries. By parsing 

databases of old queries and map these to a vector space 

representation, different cluster algorithms can be applied to 

identify groups of queries that are lexical or semantically 

similar. Each cluster can then be paired with a predefined 

response. When incoming queries are mapped to the same 

vector space, the model will determine if the query is 

significantly similar to an existing cluster which allows a 

system to deliver the predefined response. 

1) Hypothesis 

K-means is an established and tried method for query 

clustering. But in our paper, we look at density-based 

approaches which has not been written about to the same extent. 

K-means clustering has previously been successfully applied to 

a multitude of categorization tasks, including emails. However, 
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density-based clustering methods have some properties that 

could allow them to overcome some of the flaws of K-means. 

One such property is that you do not set the number of clusters 

beforehand so it can identify an arbitrary number of clusters 

based on a specified density threshold. It can also identify noise 

and clusters of irregular shape which can be a problem for K-

means.[14] Due to these strengths, we believe that the density-

based approach will outperform K-means on this type of data. 

2) Evaluation 

When evaluating which clustering techniques performs 

better, we will use two different corpora, and determine inter-

cluster similarity using pairwise cluster allocation to calculate 

precision and recall. When evaluating how well customer 

support queries can be clustered, we will study how well the 

techniques perform on a dataset of emails which we have access 

to in co-operation with a regionally located furniture 

manufacturer with global market presence. In addition, we will 

look at a similar corpus which better fits an idealized idea of 

what customer queries could look like outside of the corpus we 

have been given. This idealized query set has more structure 

and less noise, which gives us a frame of reference for how well 

the approach performs on the real customer support emails. 

Additionally, we will discuss the process of implementation 

from the perspective of industrial management. In digital 

transformation theory, the transformation is usually discussed 

with the whole business as a scope. Different models try to 

explain how and why a business undergoing digital 

transformation should follow different steps. The focus is on 

whole scale implementations and organizational change where 

different parts are planned to fit together in a unified solution. 

The rationale is that suggested solutions would be more long 

term sustainable, if they consider the whole and is planned to 

seamlessly integrate with existing as well as future processes in 

different parts of the organization. However, for many 

companies, digital transformation is a continuous process that 

consist of distinct iterations often resulting in ad hoc systems 

with different parts implemented at different times without 

consideration of the whole. In effect this approach is clearly 

suboptimal, but also widely adopted. Whether this is a result 

from lacking knowledge from management, scarcity of 

resources or other potential reasons is unclear. It is however 

clear, that while theory suggest a holistic approach, many 

companies do not follow those guidelines. This is also 

supported by McKinsey 2015 [30][31], claiming that five- and 

three-year plans are a thing of the past. Companies today need 

to leverage more dynamic capabilities in much shorter time 

periods, making it harder to sustain a holistic approach between 

different iterations. In our last section we will, with basis in 

literature, look further at suggested steps for digital 

transformation processes and discuss if there is potential for 

repackaging the suggested steps models into something that fits 

companies in the given context. 

B. Scientific relevance 

The number of user-generated, as well as automated, queries 

is an expanding field in our digital era [1]. Clustering such 

queries has been the subject of multiple studies and is currently 

an integral part of many online tools such as search engines [2], 

and many studies have been conducted on different query types 

ranging from search engine queries to user submitted Q&A’s 

such as Yahoo Answers or Quora.  

In management theory, there are many applications for 

clustering and other methods of data mining. From gleaning 

information about customer relationships, to attributes of 

purchase behaviour [3]. In customer relationship management 

(CRM) systems you want to analyse and predict whether your 

customers are about to change suppliers. In R&D, you want to 

develop products that fill gaps and needs in the market that 

currently are not capitalized on. A method for clustering 

customer queries could not only be a part of a model for 

automatic answering as suggested, but also be used as a data 

mining tool to determine customer interests or opinions. 

The relevance of our paper will be in part, the application of 

existing methods on a new dataset, and the differences and 

strengths of specific clustering methods. And in part a 

discussion and suggested approach for implementation. The 

result of this paper will contribute information about the 

effectiveness of density-based methods on queries as well as the 

viability of using clusters as a basis for an automatic system of 

predefined responses and how such a suggestion could be 

implemented.  

C. Ethical and societal aspects 

Automatic classification and clustering may raise ethical 

concerns regarding solidifying systematic prejudice, 

consequences incurred by possible mislabelling, and data 

privacy. In our work we do not believe that these concerns 

warrant a discussion as the scope and proposed method does not 

extend beyond the identification of repeat questions or rather 

the collections of semantically similar emails regardless of what 

their contents may be. Neither does our approach infringe 

further upon data privacy as the emails are already stored in 

existing databases. However, we the authors, do recognize that 

the clustering of semantically similar texts, e.g. emails or social 

media posts, could be used to monitor and identify topics of 

conversation in data streams. It would therefor be possible to 

use these techniques to facilitate large scale monitoring of 

social media or similar data streams. 

II. BACKGROUND 

Clustering can be used to group data based on similarities in 

the input. However, a prerequisite for this is a means to define 

the objects in such terms that similarity can be ascertained. By 

abstraction, an object may be represented by a feature vector 

where each element is a numeric representation of some 

property of that object. The chosen approach to create feature 

vectors depends on the context and the objects to be clustered 

and will as such differ for different categories of clustering.  

The nature of the emails differs from articles and published 

material in size, content, linguistics and grammar. Whereas 

articles contain more words, more formal language and correct 

grammar, emails can be shorter and contain more informal 

grammar. In addition, emails tend to have a different language 

content where sentences are built differently than published 

material, creating problems for some feature extraction 

methods that rely on word context such as word2vec and 

doc2vec. 
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A. Feature extraction 

Short text clustering is the term used for clustering shorter 

segments of texts such as posts on Twitter, Facebook, and the 

late Google+. It is the category of texts closest in nature to 

emails both in size and degree of formality in grammar usage. 

The most frequently used approaches for representing tweets is 

bag of words (BoWs), and term frequency-inverse document 

frequency (tfxidf). [4][5]. Whereas tweets are on the shorter 

side of the spectrum, these methods have successfully been 

used for longer texts as well. BoWs and tfxidf are based on 

word occurrence which for shorter texts results in sparse 

matrices, reducing calculation time. These frequency-based 

methods may be able to represent meaning, but it does not retain 

any information about the ordering of words. Thusly sentences 

such as “The act was heinous and not good as everyone had 

thought” and “The act was good and not heinous as everyone 

had thought” will be identical even though the semantics differ.  

Better results have been achieved with newer methods 

implementing neural networks to create word embeddings (or 

distributed representation of words), The idea behind word 

embeddings is to create vectors of a fixed dimension to 

represent each word in a vocabulary. These word embeddings 

are created from neural network encoders that utilize multiple 

layers to encode input vectors to outputs in a lower dimension. 

When these vocabularies are created from large corpora, they 

can capture lexical and semantic similarities between words. 

One such group of models is called word2vec [6] which utilizes 

either of the two architectures continuous bag of words 

(CBOW) and skip-gram. The idea behind these models are 

based on the distributional hypothesis [7], meaning words that 

tend to exist in the context of the same setting of words will 

have similar meaning. The difference between the architectures 

is that CBOW tries to predict a word from the context, whereas 

skip-gram predicts the context from a word. The authors 

introducing the word2vec models also showed that this 

approach was less resource intense than previous neural 

network methods at the time, (2013).  

An extension to the techniques used in word2vec was 

proposed by incorporating document or paragraph specific 

information in the model [8]. The extension takes the form of a 

vector representing the document-id added to the training 

model and is, in the same way, word vectors are, trained to 

predict the next word in a sequence. The proposed method is 

shown to be competent in the pursuit of constructing feature 

vectors for unlabelled data which can then be fed into 

conventional machine learning techniques such as clustering 

algorithms. In an empirical evaluation of the method referred to 

as doc2vec, it was found that once the full doc2vec model is 

trained, it can be used to infer feature vectors of unseen 

documents [8].  

The above methods, word2vec and doc2vec, together with 

Global Vectors for Word Representation (GloVe) [9], are the 

most frequently used methods for creating word embeddings. 

However, these methods struggle when they encounter words 

not present in training data, which they cannot process.  

Improved methods for word and sentence representations 

have later been introduced, Peters et al. Embeddings from 

Language Models (ELMo) [10] and by Devlin et al. 

Bidirectional Encoder Representations from Transformers 

(BERT) [11]. These models are pretrained on large corpora 

such as Wikipedia. The newest of the two, Google’s BERT, has 

been applied to different NLP tasks with state-of-the-art results 

across the board. BERT differs from earlier methods, both 

because it is bidirectional, and because it uses Transformer a 

neural network architecture also developed by Google. The 

Transformer architecture has been shown to outperform earlier 

architectures such as recurrent neural networks (RNN) and 

convolutional neural networks (CNN) [12]. In directional 

architectures, the sequence is read either left to right, or right to 

left, or both. The Transformer, unlike other architectures, reads 

and evaluates the entire sequence of words at once, considering 

the whole context on both sides. This feature allows BERT to 

be bidirectional (or non-directional). [11] 

B. Clustering 

The central task of clustering is to identify those objects 

which are more closely related than the rest of the whole set 

[13]. A frequently used algorithm for clustering textual input is 

the K-means, a centroid based method.  

In The Elements of Statistical Learning Hastie et al. describes 

the algorithm as follows. With an input of K, it defines K 

clusters by an iterative process of gradient descent. The 

algorithm works by minimizing the squared distance between 

the mean vector of each cluster and all data points assigned to 

that cluster. In this algorithm, the cluster assignment is done 

between each iteration by adding the data point to the cluster of 

the previous mean cluster vector which is closest to that data 

point [14]. 

The above definition raises one of the major issues associated 

with K-means where you need to define the number of clusters 

in advance. In some applications this is trivial, for instance in 

segmentation tasks where the number of desired segments is 

known. E.g., in the process of assignment of customer groups 

among sales staff, then K is the number of wanted groups. 

However, if the number of categories is unknown or categories 

are by themselves undefined, K needs to be determined in some 

other way.  

One such method described by Hastie et al., is called the gap 

statistic. For this method, the within-cluster-dissimilarity, 𝑊𝑘, 

is measured for N instances of clusters generated by the K-

Means algorithm. Each instance increments the number of 

clusters from 1 to N. For every n in the range {1,…,N}, 

𝑙𝑜𝑔(𝑊𝑛) is compared to the value calculated on a uniformly 

distributed dataset 𝑙𝑜𝑔(𝜔𝑛) by subtraction. 𝑙𝑜𝑔(𝑊𝑛) −
𝑙𝑜𝑔(𝜔𝑛). The value of n which gives us the maximum value of 

the deviation is the appropriate value for K [14]. 

In contrast to centroid based methods, density-based 

clustering has an inherently different approach. In these 

methods, a cluster is not defined by its proximity to a central 

vector. Instead, data points within cohesive areas of relatively 

high density can be considered as part of the same cluster [14]. 

This approach allows clusters to have an arbitrary shape whilst 

centroid based methods result in n-spherical constructs due to 

their nature of minimizing distance. Another feature of density-

based methods is that it allows for identification of noise. A 

density cluster is a region of space with a higher density of data 

points, whereas points in low-density areas are typically 

considered noise. 
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Density based clustering differ from K-means on three 

points. For one it allows clusters of arbitrary shape. Secondly it 

identifies noise, whereas K-means typically consider every data 

point and puts it in a cluster. Thirdly, as clusters are viewed as 

any higher density area surrounded by a lower density area, 

there is no need to specify the desired number of clusters 

beforehand. Instead, a density threshold is the parameter to be 

defined beforehand. 

The most frequently used and cited clustering algorithms is 

called density-based spatial clustering of applications with 

noise (DBSCAN) [15]. DBSCAN considers every data point 

𝑝𝑖 , 𝑖 ∈ [0, 𝑁]. And calculates the number of points {𝑝𝑘 , 𝑘 ∈
[0, 𝑁] ≠ 𝑖, ||𝑝𝑖 − 𝑝𝑘|| ≤ 𝜖}. Where N is the total number of 

datapoints and 𝜖 is a predetermined maximum distance between 

them. If the number of points in the set is higher than a given 

threshold it is a core point. If the number is lower, but the point 

is in range 𝜖 of a core point, it is a border point. All other points 

are considered noise. The core points together with the border 

points make up the cluster. 

The main drawback of this method is that while its great at 

separating high density cluster from low density areas, it is not 

very good at identifying clusters where the density varies 

between clusters as well as within each cluster. 

Another problem with DBSCAN which was later addressed 

by Tran et al,. in Revised DBSCAN algorithm to cluster data 

with dense adjacent clusters [15] is that as the algorithm 

finishes one cluster at a time it becomes unstable when the 

algorithm encounters border objects of adjacent clusters. This 

causes a problematic situation where the algorithm results in 

different clusters based on the starting point and order of 

iteration through the dataset. 

C. Dimensionality reduction 

To capture as much information as possible, it can be 

tempting to simply extend the dimensionality of the feature 

vectors to store more information about the input objects. 

However, such an endeavour does come at a cost. High-

dimensional data in Euclidean space is known to pose a 

challenge in data mining applications. Zimek et al., discusses 

some aspects of the so-called curse of dimensionality in their 

paper A Survey on Unsupervised Outlier Detection in High-

Dimensional Numerical Data [16]. One such aspect being the 

distance concentration effect and another the issue of noise 

within the vector. This results in the presence of irrelevant 

attributes concealing relevant information because of the 

difference between the furthest possible distance and closest 

distance vanishing as dimensionality increase.  

According to Verleysen & François, the problematic nature 

of high-dimensional data which have inspired the curse of 

dimensionality are mainly due to two effects in conjunction. In 

their paper, The Curse of Dimensionality in Data Mining and 

Time Series Prediction [17] they describe how high-

dimensional spaces have different geometric properties, as 

noted by Zimek et al., but also that data analysis tools are most 

often designed having in mind intuitive properties from low 

dimensional spaces. Therefor as these models and tools are 

applied to higher dimension one is at risk of drawing the wrong 

conclusions. 

Zimek et al. and Verleysen & François, both note that the 

effects of higher dimensionality can be mediated by focusing 

on subspaces or reducing dimensionality before conducting the 

analysis. This is akin to data-driven feature selection while 

requiring a way of identifying irrelevant features.  

Principal component analysis (PCA) is a method where 

orthogonal transformation is used to convert a set of potentially 

correlated values to a set of, ideally, linearly uncorrelated 

variables, so called principal components. [18] The 

transformation is made in such a way that variance is preserved 

through always selecting the principal component with the most 

variance under the criteria that it is also orthogonal to the full 

set of previously chosen components. The resulting set of 

vectors ideally forms an uncorrelated orthogonal basis. The 

method thusly minimizes loss by striving to conserve variance. 

Another method, which is used for visualization of data, is t-

distributed stochastic neighbour embedding (t-SNE). t-SNE 

like its predecessor SNE uses a probability distribution of data 

point pairs in high dimensional space. It then maps these 

probabilities to 2D or 3D space for visual representation [19]. 

The resulting model, or graph, preserves only the proximity 

between data points. 

D. Related Studies 

There are multiple studies conducted on the application of 

clustering algorithms on user-generated queries, as well as other 

short text clustering applications. After reviewing the literature, 

it became obvious that there are some distinctions that can be 

made between different categories of query clustering. Some 

queries are very short by nature, for instance queries supplied 

to search engines. These queries can be from 1 to several tokens 

long and are intended to be read by algorithms. A second type 

of queries are questions meant to be answered by humans, such 

as Yahoo answers where questions are usually one sentence. 

The last category of queries are the ones typically found on 

online forums such as Quora and stackexchange. This is the 

type of query that closest resembles the ones we find in emails. 

consisting of a paragraph explaining the issue or question in 

more detail.  

An example of the first type is also an example of the idea 

behind our own approach in a study by Kim et al. where they 

cluster query logs to improve FAQ retrieval accuracy [20]. 

Their application was to overcome lexical difference between 

words with the same semantic meaning. For instance, bridging 

the gap between a search for return broken goods, versus the 

FAQ definition saying damaged merchandise. In their study 

they found that using logs of old queries as their corpus, they 

could create clusters corresponding to branches of the FAQ and 

match incoming queries with the existing clusters to navigate to 

the users to the correct branch.  

However, while the method used by Kim et al. resembles 

ours, it doesn’t match with our type of query. Emails are very 

noisy query type, which makes it harder for algorithms to 

extract the queries. Aloui et al. suggested an automatic response 

system for emails between students and teachers by creating 

clusters based on both their general subjects: Procedural, social 

and cognitive functions, and extracted key concepts from the 

emails [21]. Their process also identified structural key words 

such as “who is”, “why” and “what” which merit different 

response types. To determine the categories for classification 

they relied on a study by Thao Lê et al. that categorized emails 

into 10 different categories: Requesting, Thinking, Discussing, 
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Confirming, Referring, Clarifying, Complimenting, 

Complaining, Greeting and Sharing, and used these categories 

to determine answer urgency [22].  

Another study that uses clustering together with data mining 

to create a model for email answering is Weng et al. [23]. They 

use concept extraction as a basis for clustering together with 

tfxidf weighted feature vectors. Instead of creating automatic 

answers their approach was to create predefined templates for 

different categories of questions so that the employees could 

save time by having a ready template to answer the emails. 

The last study that we want to highlight uses a density-based 

approach to clustering emails for the same reasons we do. The 

paper by Ying et al. improves on earlier spam detection 

clustering by combining the Nilsisma hashing algorithm and a 

density-based clustering method [24]. Their listed intention was 

to circumvent a few problems that occur due to the irregular 

nature of clusters, identification of noise in the data, and avoid 

the problem of K-means based methods where the number of 

clusters has to be set in advance.  

E. Digital transformation 

Digital transformation refers to the transformation of 

activities, processes, competencies and models by leveraging 

existing or new digital technologies that enables businesses and 

organizations to adopt the benefits created by the digital 

revolution. In the scope of this paper, when we write digital 

transformation, we will refer to its business dimension. As a 

concept, digital transformation refers to the process of change 

for a business or organisation as a whole, contra individual 

updates or local increments or implementations in various 

divisions. In the literature there are multiple different 

approaches and methods described with different steps and 

considerations on how to best undergo a transformation. 

Although they differ in implementation, they usually agree on 

certain aspects such as the transformation of key business 

operations that affect activities and products, management ideas 

and organisational structure. The focus is on optimization 

across processes, seamless integration between different parts 

and cultural change [25]. 

Companies of all sizes and varieties invest large amounts of 

resources into digital transformation of internal processes as 

well as business models. Companies that fail to leverage digital 

tools might lose competitive edge to companies that 

successfully implement and use the tools available. While most 

companies today have undergone some degree of 

transformation by digitalizing certain processes or parts of their 

business, many companies are still noticeably behind the curve. 

Typically, these companies may have certain traits that make 

them less dependent on digital updates, or they lack knowledge 

of potential possibilities. From a diffusion of innovation 

perspective, these companies are viewed as laggards or late 

adopters [26]. The reason why companies are slower in 

adoption could partly be explained with failure of 

communication channels, i.e. the companies are either unaware 

of the existing solutions or to some degree don’t believe that 

they would benefit from upgrading their processes. In other 

words, the first two stages of decision innovation process, 

knowledge and persuasion, are lacking [innovation decision 

process]. It could also partly be explained by incumbent inertia, 

which more typically strike older companies of medium size or 

larger. Older manufacturers with stable, traditional business 

models and well-developed supply chains could be susceptible 

to the temptation of keeping processes intact until they 

experience sufficient disruption to stipulate changes [27]. 

In addition to the companies that fall behind, other 

companies are always updating and implementing new 

hardware or software to strengthen their processes. The number 

of available tools increases rapidly. Older implementations 

experience incremental updates or are displaced by new tools 

which suggests existing room for further transformation. Big 

data, data mining techniques, machine learning, artificial 

intelligence and block chains are all examples of areas 

experiencing rapid development. In other words, a company 

that is up to date today, might not be tomorrow. It is a 

continuous process. 

In the scope of this paper we will not further discuss the 

reasons as to why companies fail to initiate transformation 

processes, but rather what the process should look like and what 

makes an implementation successful. In our approach we look 

at the digitalization of CS processes. In addition to our research 

on a potential technical solution, we will also discuss and 

establish a course of action for successful digital transformation 

of CS function processes and analyse potential points of failure. 

F. Transformation of Customer Service function 

As discussed in the introduction, a CS function might 

experience difficulties with time zones or magnitude that slows 

down customer interaction processes. Slower time to response 

might not only be negatively impacting conversion of potential 

customers, but also customer loyalty and satisfaction in 

complaints situations or when acute information is necessary. 

As the digitally available information increases every day, users 

are accustomed to instant information and will as such often 

expect the same capacity from all sources. To illustrate this 

concept, Meier & Schwager discuss the notion of a customer 

corridor, where the corridor symbolizes the lifetime of a user-

business relationship. In the corridor, there are multiple 

touchpoints, where every point refers to a situation where 

customers comes into contact with a brand, product or business. 

From the customer perspective, the total experienced value of a 

process or product is the sum of reality matched with 

expectation at every touchpoint. As such, if the discrepancy 

between expectation and reality in a touchpoint grows to large, 

it could possibly result in a negative impact on perceived value 

from the perspective of the customer. Ultimately, this could in 

turn influence potential new customer as well as existing 

customers’ satisfaction and loyalty [28].  

Another consideration for CS functions is the possibility of 

leveraging statistics, data mining and analysis of incoming 

queries, raised issues and interaction data, to possible glean 

information about customer expectations and satisfaction. 

Additionally, statistics could be used to improve internal 

processes or products by highlighting different aspects that 

require extra attention. Even the simplest statistical tools that 

merely count the number of incoming queries with semantically 

similar qualities, could help raise attention to frequent problems 

that otherwise would go undetected.  
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G. Why transformations fail 

Even with access to knowledge, transformations fail. 

According to a survey study from 2017, 89 percent of digital 

decision makers believed that their industry was either being, 

or would soon be, disrupted. However, 85 percent of all 

initiated transformation processes were either reported to be 

cancelled, restricted or majorly delayed due to problems with 

existing databases during implementation [29]. This illustrates 

a common problem that also exist in our primary corpora 

described in the method section, which is an unordered heap of 

emails. Data has not been stored in a way that is scalable with 

digital transformation and as such any attempt to implement any 

solution would ultimately fail without first having a scalable 

database management system.  

Another reason for why digital transformations are 

unsuccessful is highlighted in a McKinsey article from 2015 by 

Ewenstein et al., where 70 percent of change programs are 

described as “failing to achieve their goals” [30]. Reasons listed 

for this high failure rate is resistance from employees and lack 

of management support. This can be viewed as failing to 

successfully apply change management to impact individuals, 

organizational culture and management structures to allow for 

higher percentage of success. Change management looks at 

change through the perspective of organizational and individual 

capabilities and competencies. When changes occur in a 

business changes might need to be made to how employees 

perform their job, internal processes and coordination, which 

competencies that are required and how the organizational 

structure is formed. [31]. If a company is unsuccessfully in 

individual or organizational transitions that are required by a 

transformation the transformation will ultimately fail. 

In their article, Ewenstein et al., highlights this problem and 

discuss different change management steps that could help 

more companies succeed in their transformation [30]. However, 

from a survey they made three years later in 2018, only 37 

percent reported successful implementation, up from 30 

percent, which shows a very low increase [32]. Worth nothing 

is that the responses from the successful companies reportedly 

planned for long-term sustainability and were able to commit to 

their changes which could be deemed evidence to the 

importance of an overreaching strategy and successful 

application of change management. 

III. METHOD 

A. Corpora 

Three corpora were used to evaluate the clustering 

techniques and illustrate their applicability within each context. 

As our email corpus is unlabelled, we use two additional 

corpora to evaluate the clustering techniques and create a frame 

of reference for our primary corpus.  

Corpus A, Email messages from the customer service 

function belonging to a company who manufactures furniture. 

The emails were received between the start of 2014 and the 

end of 2018. The majority are received from retailers; 

however,  some are directly from end consumers, or from 

employees within the company. The emails have no labelling 

and are stored in conversation threads. The nature of this 

corpus is one of large variations in language, form, grammar 

and content, and the data is extremely noisy. The emails are 

written in different languages with the most frequent being 

English and Swedish. To limit the scope of the report, any 

email written in a language other than English was filtered 

out. Further selection is done as to have a more representative 

dataset. Any mail which does not fill the below criteria is 

filtered out:  

1) Is the first email in a thread. This is because we want to 

cluster queries and the first email in every thread is more likely 

to be a query. 

2) Customer service is the recipient. Some emails in the 

corpus are addressed to other parts of the Company. 

3) Is not sent from an email address with the same domain 

name as customer service. Some emails are referrals from 

customer service to other functions in the company. 

Corpus B, posts from the collaborative questions and answers 

forum stackexchange, specifically the sub forums for beer, pets 

and economics, totalling 13943 posts. The posts are divided by 

their respective stackexchange of origin, as well as the internal 

manual tagging system for each post. The corpus was chosen as 

a frame of reference for how the approach would work on 

queries of a more ideal shape and form. The nature of these 

queries are shorter texts, usually one paragraph with detailed 

information around the primary question. The posts are 

structured with decent grammar and correct language as the 

forum uses moderator revision and editing of posts. The texts 

contain a lot of topic specific and technical terms, are labelled 

both manually by the author and by an algorithm. 

Corpus C, BBC articles divided into five sections: business, 

politics, tech, entertainment, and sports. This corpus was 

selected as a frame of reference for the overall performance of 

the clustering algorithms. The BBC articles have been used in 

many example studies and has been proven to give relatively 

accurate clusters. The nature of this corpus is different from the 

other two by being formal published and revised material with 

the accompanying prerequisites for grammar and language. It 

consists of articles of various lengths but on average, much 

longer than the other corpora. 

B. Text cleaning 

A prerequisite for creating word embeddings is to clean the 

texts in the corpus. We used separate text cleaners for the 

different corpora since their structure differs.  

In context of email, we follow a process described by Tang 

et al., for email specific text cleaning [33]. The approach is 

similar for the stackexchange posts, only majorly differing in 

the first step. The process consists of four passes over each data 

point. 
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1) Non-text filtering. This step includes splitting threads into 

separate emails, removing sender/receiver information, 

removing attachments, tables, signatures and headers/footers. 

For the stackexchange corpus, which is initially stored in xml, 

this step consists of removing tags, hyperlinks and signatures.  

2) Paragraph Normalization. Defining the starting and 

ending point of paragraphs. 

3) Sentence Normalization. Splitting the data into sequences. 

Tabs and newline characters are replaced by spaces.  

4) Word Normalization. This step includes casing and 

stripping away all special characters and digits. It also includes 

spell correction for which we use the SymSpellPy package for 

python. 

Usually the last step also includes stemming or 

lemmatization of words, but as we use a pretrained model this 

step could do more harm by creating out of vocabulary words. 

In addition, BERT includes its own tokenizer that handles 

endings and punctuation. For the BBC articles we only extract 

the raw text and title and split it into sentences. As the articles 

have been published in formal setting, we deemed that a spell 

correction algorithm could do more harm than good by 

potentially splitting existing words or names. 

C. Document embeddings 

To create document embeddings, we use the BERT-as-

service implementation for creating sentence embeddings by 

bulk [33]. As a vocabulary we use the pretrained BERT uncased 

base model with 768 features and 12 layers for the Transformer 

network. 

The input is tokenized by the BERT tokenizer which splits 

on words, punctuation and word endings. “The fox jumped, the 

cat ran” becomes ‘CLS’, ‘the’, ‘fox’, ‘jump’, ‘##ed’, ‘,’, ‘the’, 

‘cat’, ‘ran’, ‘SEP’. Where CLS is the beginning tag, and SEP is 

the sequence separation tag.  

For fine-tuned applications, the SEP and CLS tag can be 

included when calculating the sentence embedding, giving 

better results. However, fine tuning is very hardware intensive, 

requiring the use of cloud TPU’s or 16GB GPU’s. Because of 

this we chose to only use the basic model and therefore are CLS 

and SEP tokens not included in the calculations [34]. This is 

also the motivation for using a pretrained BERT model as 

training our own model would require more data as well as 

more powerful computational hardware than what we have 

access to. 

To get sentence embeddings BERT-as-service returns the 

average over the sequence of the hidden state output for every 

word. The hidden state extraction is the main way to extract 

word embeddings from BERT, with the most frequent method 

being to take the output of the 2nd to last layer in the 

Transformer network. Another popular approach is to average 

the last 4 layers, and whereas this approach is just slightly more 

accurate it won’t make a major difference in our approach, so 

we used the averages of the 2nd to last layer [11].  

For our document embedding we use the average of all the 

sentence vectors in the cleaned text.  

The resulting document embeddings have 768 features which 

cannot practically be clustered. To reduce dimensionality PCA 

is applied to each of the datasets. The target dimension is varied 

between 10 and 30, depending on the size of the dataset, as well 

as between attempts to determine which gives the best result. 

D. Clustering and evaluation 

The datasets are clustered with the PyClustering library 

[35]. K-means, and DBSCAN are both run multiple times with 

different parameters, the best result in terms of precision and 

recall is then studied further. Precision and Recall is calculated 

through pairwise cluster allocation. This internal criterion 

allows us to judge the inter-cluster similarity, however, does on 

its own not mean the clustering performed well. Each clustering 

is further evaluated by looking at the distribution of tags as well 

as manual inspection. 

The email dataset is more difficult to evaluate as the database 

is unlabelled and to create labels manually is not an option on 

such a dataset. The method used to identify potentially 

interesting clusters consist of an algorithm that randomly 

selects five emails from the cluster, and one from the entire 

dataset not including the first five. The randomly selected email 

is then compared to the subset of the cluster and manually 

Figure 2 K-means clustering with 14 centres on corpus A in 30 dimensions, t-

SNE has been applied. Showing cluster 0 – 6 

Figure 1 K-means clustering with 14 centres on corpus C in 30 dimensions, t-

SNE has been applied. Showing cluster 7 – 13 

Figure 3 DBSCAN clustering on corpus C, noise has been removed from the 
plot for visibility. Minimum distance 2.3 and minimum number of neighbours 

9 in 30 dimensions. t-SNE has been applied. 



 8 

 

labelled as either similar or non-similar, whereas the algorithm 

then checks if the email belonged to the cluster or not. Thus, we 

were able to estimate the number of true and false positives 

without manually reading the entire dataset. Whereas the 

method lacks accuracy, the approach gleaned enough insight to 

coarsely evaluate the method. 

Finally, t-SNE is applied to aid in visualizing data in plots. 

IV. RESULTS 

A. Customer Service Email 

K-means was applied to corpus A with the number of centres 

ranging from 2-15. Through the random selection described in 

the method it is determined that 11 clusters have performed 

better than a lower number of clusters with decreasing recall 

more clusters. Lower number of clusters correlated with a 

higher estimated recall and lower precision. The opposite was 

true for higher number of clusters. Through inspection it was 

found that 14 centres appeared to cluster more narrow topics 

than 11 centres. For 14 centres it was found that cluster 4 was 

related to queries about shipping and order management. More 

specifically order confirmation and pre shipment queries. 

Cluster 5 was related to questions pertaining to delivery dates. 

Within both clusters mails not adhering to these identified 

topics were found. Further notable clusters where cluster 10 

where every mail contained a total of 1 sentence and rarely 

more than 20 words. In cluster 0, mails either asked for 

technical specifications or price information. In most clusters a 

clear topic could not be identified by manual inspection.  

When applying DBSCAN to corpus A it was found that only 

one major cluster could be identified with numerous smaller 

clusters. Those smaller clusters, upon inspection, were 

discovered to be denser than compared to the rest of the dataset. 

Cluster 1, 2, and 3 while dissimilar to each in structure they all 

shared a subject. Within each cluster they also shared sender. 

Cluster 1 was identified as mails asking for confirmation 

regarding shipping information relating to shipping containers. 

Cluster 2 was also identified as pertaining to shipping 

containers however not confirmations but rather information 

about their status and these emails were received from a 

different sender. Cluster 3 is one specific client asking about 

containers. Cluster 4 is less dense. than cluster 1-3. In cluster 4, 

4/11 mails ask about price, 5/11 ask about a specific product 

and all contain questions regarding product sizes. This is 

however very common in cluster 0 as well. By inspecting the 

separate sections of clusters around (-70,40), top right of figure 

3 it is discovered that these mails also contain information about 

shipping containers. The rest of cluster 0 is very diverse with 

topics ranging from such subjects as how to maintain a product, 

pricing and requests for changes to placed orders. Similar 

results are achieved with varying parameters for DBSCAN. 

B. Stackexchange Pots 

Varying number of centres shows how internals of clusters 

may be split. Here follows K-means clustering of corpus B with 

3, 5 and 10 cluster. Precision goes up as the number of centres 

increase while recall is reduced. 

For 3 centres, Precision: 85.26%, Recall: 70% 

For 5 centres, Precision: 93.22%, Recall: 45.08% 

For 10 centres, Precision: 98.53%, Recall: 25.27% 

Through manual inspection of data, it was discovered that 

cluster 0 in figure 4, cluster 4 in figure 5, and cluster 0 in figure 

6 contained a higher ratio of formulas then found in other 

clusters. Furthermore, subcategories within e.g. economics was 

identified, see table III. While micro- and macroeconomics is 

prevalent in clusters 2, 3, and 4 there is some division regarding 

ratios of these tags as can be seen in table III. There is also an 

Figure 4 K-means clustering with 3 centres on corpus B in 30 dimensions, t-

SNE has been applied. 

Figure 5 K-means clustering with 5 centres on corpus B in 30 dimensions, t-

SNE has been applied. 

TABLE II 
K-MEANS 3 CENTRE ON CORPUS B 

Clusters beer_folder economics_folder pets_folder 

Cluster 0 1 2631 0 

Cluster 1 732 28 5584 

Cluster 2 194 4721 52 
 

Table II shows the allocation of tags for each cluster using K-means 3 

centres in 30 dimensions. PCA has been used to reduce dimensionality. 

TABLE III 
K-MEANS 5 CENTRE ON CORPUS B 

Tags Cluster 0 Cluster 1 Cluster 2 Cluster 3 Cluster 4 

beer_folder 0 910 8 9 0  

economics_folder 4 73 2403 2834 2066  

pets_folder 4264 1353 15 4 0  

Currency 1 1 21 175 1  

Game Theory 0 0 164 9 197  

Microeconomics 0 0 459 214 649  

Macroeconomics 0 0 466 717 302  

Finance 0 2 75 107 41  

Stock-market 0 0 31 106 4  

Inflation 0 3 38 217 6  

Banking 1 0 18 128 1  

 
Table III shows the allocation of tags for each cluster using K-means 5 
centres in 30 dimensions. PCA has been used to reduce dimensionality. Note 
that by viewing internal labels structure of clusters 2-4 can be gleaned. 



 9 

 

apparent correlation between the prevalence of tags such as 

inflation, currency and finance as well as banking.  

It was also determined that for 10 centres, cluster 7 in figure 

5 and table IV is the clusters which captures the beer tag which 

is not isolated to the same degree for 3 and 5 centres. 

DBSCAN yielded a precision of 99.81% with a recall of 

37.43%, if noise is considered a cluster the precision is instead 

63.03% with a recall of 50.94%. Each cluster has very little 

overlap with the other clusters regarding the folder tags. 

However, as there is no subdivision within the folder tags no 

internal cluster structures can be observed. 

C. BBC Articles 

Upon clustering the BBC corpora with K-means with 5 

centres, using pairwise allocation, a precision of 88.05% was 

achieved with a recall of 87.93%. In the K-Means clustering of 

corpus C cluster 0 is determined to be the sports cluster as it is 

the majority tag. Cluster 1, 2, 3, and 4 is Entertainment, politics, 

tech, and business respectively by the same reasoning. As the 

same plot is utilized for the DBSCAN plot the position of each 

datapoint is fixed while merely the division between clusters 

change. 

While manually inspecting the clusters it was noted that 

many of the articles allocated to a cluster where the articles 

label was a minority, the contents of the article was determined 

to be similar to the contents of the majority tag for that cluster. 

This was the case for both tested methods. See example 1. 

DBSCAN yielded a precision of 97.76% with a recall of 

31.93%, if noise is considered a cluster the precision is instead 

33.70% with a recall of 52.08%. Upon inspection it was found 

that clusters 3-7 all where subcategories within the sports label. 

Cluster 7 is determined to talk about Tennis. Cluster 3 is about 

running, which does include some athletics as the races are part 

of heptathlons. Cluster 5 is mostly talking about rugby however 

there are 8 football articles within the cluster. The cluster also 

appears to focus on match results. The articles within cluster 6 

are all acquisitions or transfers of players and managers to 

different teams for both football and rugby. Cluster 4 contains 

a mix of rugby and football related articles with less prevalence 

of match results. 

Figure 6 K-means clustering with 10 centres on corpus B in 30 dimensions, t-

SNE has been applied. 

TABLE V 
DBSCAN ON CORPUS B 

Clusters beer_folder economics_folder pets_folder 

Cluster 0 109 0 0 

Cluster 1 1 3783 1 

Cluster 2 5 0 3352 

Noise 812 3597 2283 

 Table V Shows the number of tags present within each cluster while using 
DBSCAN, minimum distance 2.075 and minimum number of neighbours 15 

in 30 dimensions on corpus B. PCA was used to reduce dimensionality. 

Figure 7 DBSCAN clustering on corpus B, noise has been removed from the 

plot for visibility. Minimum distance 2.075 and minimum number of 

neighbours 15 in 30 dimensions. t-SNE has been applied. 

TABLE IV 
K-MEANS 10 CENTRE ON CORPUS B 

 beer_folder economics_folder pets_folder 

Cluster 0 0 1363 0 

Cluster 1 0 1 636 

Cluster 2 0 1703 0 

Cluster 3 23 4 905 

Cluster 4 5 3 1036 

Cluster 5 19 1781 23 

Cluster 6 4 2509 1 

Cluster 7 869 10 21 

Cluster 8 0 1 1817 

Cluster 9 7 5 1197 

 Table IV shows the allocation of tags for each cluster using K-means 10 

centres in 30 dimensions. PCA has been used to reduce dimensionality. 

Example 1 

Portable PlayStation ready to go 
Sony's PlayStation Portable (PSP) will go on sale in Japan on 12 

December. The long-awaited handheld game playing gadget will cost 
about 19,800 yen (145 euros) when it hits the shelves. At launch 21 games 

will be available for the PSP, including Need for Speed, Ridge Racer, 

Metal Gear Acid and Vampire Chronicle. Sony has not yet announced 
when the PSP will be available in Europe and the US, but analysts expect 

it to debut in those territories in early 2005. Fifa 2005 is back at the top 

of the UK games charts, a week after losing it to rival Pro Evolution 
Soccer 4. Konami's Pro Evo dropped only one place to two, while the only 

new entry in the top 10 was another football title, LMA Manager 2005, in 

at number seven. Tony Hawk's Underground 2 held its own at three, while 
Star Wars Battlefront inched up to four places to four. There was good 

news for Disney, with the spin-off from the Shark's Tale film moving up 

the charts into number eight. Fans of the Gran Turismo series in Europe 
are going to have to wait until next year for the latest version. Sony has 

said that the PAL version of GT4 will not be ready for Christmas. "The 

product is localised into 13 different languages across the PAL 
territories, therefore the process takes considerably longer than it does in 

Japan," it said. Gran Turismo 4 for the PlayStation 2 is still expected to 

be released in Japan and the USA this year. Halo 2 has broken video 
game records, with pre-orders of more than 1.5 million in the US alone. 

Some 6,500 US stores plan to open just after midnight on Tuesday 9 

November for the game's release. "Halo 2 is projected to bring in more 
revenue than any day one box office blockbuster movie in the United 

States," said Xbox's Peter Moore. "We've even heard rumours of fan 

anticipation of the 'Halo 2 flu' on 9 November." 

Article found in cluster 1 from table VII and plot 9. The Article had the label 
tech, however, was found in what was determined to be the entertainment 

cluster. 
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V. DISCUSSION 

While each corpus was selected to highlight the performance 

of the method within each context the results show a sensitivity 

to the context specific properties that is greater than expected. 

While the pretrained model for BERT supplied by Google have 

allowed us produce accurate embeddings for the articles in 

corpus B and C, performance might have improved for corpus 

B and particularly A if the model had been finetuned as these 

corpora contained a lot of domain specific terms. This would 

however have required a larger dataset and substantially more 

powerful hardware. 

A. General clustering performance 

From the presented results we see that K-means performs 

well at identifying broad topics. Especially in corpus C where 

after manual inspection it was determined that the allocation of 

datapoints by the cluster was arguably correct in terms of 

content as it touched on both topics. When viewing the results 

from corpus B one should note that it is not until that 10 centres 

are employed in K-Means that posts tagged with beer folder are 

clearly separated from the other tags. It is of note that cluster 0 

in figure 4, cluster 4 in figure 5, and cluster 0 in figure 6 are 

largely consistent. It was determined that those clusters 

included mathematical formulas which likely would stand out 

as they are many nonsensical words grouped together. 

Furthermore, inspection of the pre-set labels of corpus B 

revealed some alignments between the determined clusters and 

how the queries were labelled exemplified in table III. 

From the manual inspection of clusters when applying K-

Means it was found that many points could belong to more than 

one cluster. This may be indicative of a need for more fuzzy 

clustering to assign more than one label to a point while 

clustering. 

DBSCAN showed a high precision, especially for corpus B 

and C, however the lack of dense discrete clusters made it 

difficult to find parameters where it would perform well on 

corpus A. By comparing figure 3 to figure 1 and 2 we see that 

cluster 2, 4, 11 and 12, in figure 1 and 2 are connected in one 

large cluster in figure 3. 

B. Topic identification and noise 

Regarding the identification of general topics or categories 

within a corpus the techniques perform well as is shown for 

corpus B and C. When one document includes properties from 

multiple clusters, e.g. contains multiple questions or covers 

more than one topic, the performance of the applied method 

quickly declines. The length of text does also appear to impact 

performance. Both corpus B and C are characterized by more 

long form texts than corpus A. This is combined with the fact 

that they, by their very nature, focus on one topic at a time. This 

reduces semantic noise in the data. Since we used an average of 

each sentence pair short emails will give more weight to each 

individual sentence, thus increasing the impact of noise in the 

data. This may be an explanation for the lack of visibly 

discernible clusters in corpus A after t-SNE had been applied 

which could be observed in corpus B and C. 

C. Representativeness of corpus A 

After reviewing the results, one may pose the question if 

corpus A, the CS email data set is representative for other 

companies. While it should be representative for similar 

enterprises it would differ greatly from e.g. a streaming service 

which would to a large extent deal with individuals as compared 

TABLE VI 
DBSCAN ON CORPUS C 

Clusters Business Entertainment Politics Sport Tech 

Cluster 0 242 0 5 0 1 

Cluster 1 0 27 0 0 0 

Cluster 2 2 1 302 0 0 

Cluster 3 0 0 0 42 0 

Cluster 4 0 0 0 162 0 

Cluster 5 0 0 0 27 0 

Cluster 6 0 0 0 9 0 

Cluster 7 0 0 0 42 0 

Cluster 8 1 0 0 0 213 

Noise 265 358 110 229 187 
 

Table VI shows the allocation of tags for each cluster using DBSCAN centres 
in 20 dimensions. Minimum distance 2, minimum neighbours 15. PCA has 

been used to reduce dimensionality. 

 

Figure 8 DBSCAN clustering on corpus C, noise has been removed from the 

plot for visibility. Minimum distance 2 and minimum number of neighbours 15 
in 20 dimensions. t-SNE has been applied. Every point present in figure 9 

which cannot be seen here is designated as noise. 

Figure 9 A plot of K-Means clustering on corpus C with 5 centres in 20 

dimensions. t-SNE has been applied. 
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to businesses. We speculate that the long lasting relationship 

and intra business connections between individuals would lead 

to the diffusion of information thus reducing their need to 

contact the CS function for such matters which do not also 

require action on the part of the CS function. Therefore, this 

type of system may be even more applicable to business to 

consumer-oriented companies. 

D. Digital transformation 

To illustrate what we are mean when comparing holistic vs 

ad hoc approaches to digital transformation, we provide a 

theoretical example. Imagine an arbitrary manufacturing 

company that recently implemented a new ERP (enterprise 

resource planner) system to integrate the business’ all activities 

in the same interface. The reason behind it was to make it easier 

for employees and management to execute sales orders and 

customer support errands as well as to easier keep track of 

transaction history which were all becoming problematic due to 

a growing employee and customer base. The implementation 

was considered a success and now the company wants to solve 

a different issue with a growing customer base. The issue is the 

same as discussed in this paper, where the magnitude of 

incoming customer queries is rapidly growing and come from 

different geographical time zones. To solve this new problem, 

the company wants to upgrade their CS function with online 

search engines on their webpage, a searchable FAQ and 

automatic response systems to emails. However, as the 

company did not plan for this scenario from the beginning, the 

implemented ERP system is not compatible with new software, 

nor are the databases storing the right attributes that would 

allow for more sophisticated solutions. 

In a perfect world, the company would have planned for 

everything from the beginning. But many companies fail to see 

all future needs before they arise. In the given scenario, the 

imagined company have the option of upgrading the entire ERP 

system or to implement a standalone module that solves the new 

issues, resulting in an ad hoc system architecture as well as 

creating coordination issues between the company’s different 

processes. However, if the company had, from the beginning, 

planned for future expansions by implementing scalable 

software and databases that could easily be modified to store 

new attributes, they could have avoided this problem. While 

this approach is still ad hoc, it overcomes some of the potential 

issues by correct modularization without an elaborate three- or 

five-year plan to facilitate transition. 
There are many different approaches to digital 

transformation and whereas there are variations between 

methods, they seem to generally follow the same archetype of 

ideas and steps. At the core, the idea is to correct and innovative 

utilization of databases and data analysis tools with focus on 

increasing performance and coherence between business 

processes, handle customer expectations and analysis of 

customer needs. In line with modern management theories, the 

focus is centred on the customer and on value creation from the 

customers perspective. By using data analysis to help discern 

expectations one can, as Meier & Schwager suggest, discern the 

perceived value as expectations matched with reality summed 

over different business-customer contact points.  
The failure rates have been shown to be very high, so 

generally companies must either fail to follow given methods 

and guidelines or some other variables. As the literature 

suggests, a potential successful implementation is dependent on 

performance and scalability of databases, successful application 

of change management, overreaching strategic vision and 

willingness to commit to new changes. 

Common for most approaches and theoretical discussion of 

digital transformation is a holistic view that suggest a process 

with clear steps following a strategic vision that allows all parts 

to fit perfectly together. However, as often seem to follow a 

more incremental ad hoc approach over shorter timespans, it 

might be time to invent a model based on the same theoretical 

concepts but allows for a more continuous approach. 

VI. CONCLUSION 

Emails is a major communications channel between 

businesses and customers and can be a resource intensive part 

of a business CS function. With the increase in the volume of 

emails a CS function receives with expanding its business, there 

is room for alternative solutions that can relieve some of the 

manual processing and handling of emails. Additionally, 

customer experience may be improved by swifter response 

times, which may suffer as volume of incoming emails is either 

too large for the CS staff to handle or if the spread in time zones 

between CS function and customer results in time pressing 

queries resting overnight. 
We have successfully created document vectors through 

averaging the sentence vectors produced by a pretrained BERT 

model on three datasets. Two clustering algorithms, DBSCAN 

and K-means have been applied to each of those datasets and 

the results have been analysed both by intra-cluster similarity 

measures as well as qualitatively analysing the clusters from the 

perspective of its desired applicability. That is as a tool for 

automation of repeat queries. We have shown that it is possible 

to use both K-Means and DBSCAN to identify groups of 

general text queries. While K-Means show a high recall but low 

precision DBSCAN struggles to identify relevant clusters on a 

customer service query corpus. Thus, highlighting the need for 

improved feature selection and document encoding. 
While the method can identify repeated queries and topics it 

has, in its current iteration, such a low performance that it would 

not be recommended to have it enter production. A density-

based method suffers as data is noisy thus the centroid approach 

would be preferable on this particular corpus of CS queries. 

However, our results have proven to be positively inconclusive 

across multiple corpora and we suggest the need for further 

study of a larger set of queries with a finetuned encoding model 

and the use of multi assignment clustering techniques. 
In our discussion we also consider both the given approaches 

to digital transformation as a holistic process that affects 

activities and functions across a business’s entire value creation 

chain, as well as the idea of standalone incremental updates that 

don’t follow any general overlaying strategy. For companies 

that lack resources or knowledge to undergo full scale 

transformations, it could potentially be beneficial to create a 

new model that essentially is a repackaging of the holistic ideas 

to an easy to use model with the purpose of maximizing 

scalability and future integration for the given context. As the 

researched approaches and existing models are likely to be 
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superior, this new idea is not suggested as a replacement but 

rather as an option for when the best approach is unviable. 
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