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Abstract—The construction industry has lagged behind other

industries in productivity growth rate. Earth-moving sites, and

other practices where dumpers are used, are no exceptions. Such

projects lack convenient and accurate solutions for utilization

mapping and tracking of mass flows, which both currently and

mainly rely on manual activity tracking. This study intends

to provide insights of how autonomous systems for activity

tracking of dumpers can contribute to the productivity at earth-

moving sites. Autonomous systems available on the market are

not implementable to dumper fleets of various manufacturers

and model year, whereas this study examines the possibilities

of using activity recognition by machine learning for a system

based on smartphones mounted in the driver’s cabin. Three

machine learning algorithms (naive Bayes, random forest and

feed-forward backpropagation neural network) are trained and

tested on data collected by smartphone sensors. Conclusions

are that machine learning models, and particularly the neural

network and random forest algorithms, trained on data from a

standard smartphone, are able to estimate a dumper’s activities at

a high degree of certainty. Finally, a market analysis is presented,

identifying the innovation opportunity for a potential end-product

as high.
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I. INTRODUCTION

I

N times of digitization the construction industry has lagged
behind other industries in productivity growth rates [1],

[2]. Despite improvement efforts, it is still considered one of
the least productive industries [3]. The construction industry
constitutes 9.7% of the total gross domestic product in the
European Union, thus it is not a small industry to oversee
[2]. As the implementation of Industry 4.0 (I4.0), the fourth
industrial revolution, is gaining speed, the construction indus-
try needs to adapt the new technologies at hand to increase
its productivity. The earth-moving industry is no exception. It
is easy to imagine an idle dumper waiting in one end of the
earth-moving site, because there is no excavator available, and
on the other end of the site, an idle excavator is waiting for a
dumper. To enable utilization to increase, the current parts of
the process must be measured and assessed, identifying what
is in need of improvement. Another example is the lacking
ability of tracking the mass, i.e. keeping track of hauled mass,
which is the output measurement of an earth-moving site.
At sanitary earth-moving projects, e.g. at industrially polluted
grounds, regulations are often strict regarding reporting the
mass’ movements.

A higher efficiency in the construction sector is also a
matter of sustainability. According to Statistics Sweden, the
Swedish construction industry stands for 3% of total yearly
greenhouse gas (GHG) emission in Sweden [4]. No specific
numbers regarding the earth-moving industry, or the similar
industry of road construction, are presented. However, out of
total GHG emission associated with lifetime usage of a road,
an estimated 10-20% is associated with the construction of
the road [5]. A study done on 24 different road construction
cases in South Korea, states that, amongst on-site used road
construction equipment, dumpers are the single biggest source
of GHG emission [6].

I4.0 is bringing smart machines and tools, connected to
each other and communicating wirelessly, e.g. an excavator
could signal to the dumper how much dirt was loaded. This
example would be an efficient method for measuring mass
flows, and the need for improvements of such functions is
growing considerably [7].

Fundamental to the tracking of mass flows and utility map-
ping, amongst other efficiency boosting applications, is activity
tracking of the earth-moving vehicles. Activity tracking for
such applications is mainly done manually by the operator,
and is therefore labour-intensive, costly and error-prone [8].
Some construction vehicle manufacturers offer solutions for
automatic activity tracking, but only for their latest models,
e.g. Volvo Haul Assist [9]. Thus, they are not implementable
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to fleets with older vehicles or vehicles from different manu-
facturers, which usually is the case.

The vibrations of a dumper varies with its activities, i.e.
if it is idling or moving generates different patterns. Most
modern smartphones include accelerometer and gyroscope
sensors capable of measuring these vibrations. Machine learn-
ing models trained on such data are widely used for activity
tracking of human movements, thus it is likely that such
models could track activities of other objects. A smartphone-
based solution of automatic activity tracking of dumpers would
be applicable to any fleet, easy to implement and relatively
cheap. However, the question remains; is the vibration pattern,
from dumper activities respectively, significant enough for
automatic tracking by machine learning?

A. Research Question and Objectives
The objective of this study is to provide insights of how

autonomous systems for activity tracking of dumpers can
contribute to the productivity at earth-moving sites. This is
done by examining the possibility to track dumpers’ activities
automatically, by applying machine learning classifiers on
vibration and speed data from common smartphone sensors.
Accordingly, the following research question is formulated:

- To what degree of certainty can a machine learning model
classify a dumper’s activities when being trained on data
generated by sensors available in standard cell phones mounted
in the driver’s cabin?

This study is done with guidance from the software com-
pany Smartilizer, and with the intention to provide them with
further knowledge in the area. As they specialize in smart
systems for utilizing industries, a robust and effective method
for activity recognition of construction vehicles is of their
interest.

In the final section of this paper, an analysis of the market
for a potential end-product from a business perspective is
presented. The analysis is concerning an autonomous solution
for waste management at remediation projects of industrial
waste, a solution that models like the ones built and evaluated
in this study could contribute to.

B. Previous Work
Research areas of relevance have been identified as two

industries of activity recognition; 1) activity recognition by
vibration data from smartphone sensors in general, and 2) ac-
tivity recognition of construction vehicles. The latter includes
an unpublished pilot study, by Smartilizer [10].

1) Activity Recognition from Smartphone Accelerometer
Data in General: Studies of machine learning applied on
motion data from smartphones for activity classification are
many. Most common is to classify human movements. The
number of algorithms explored and applied seems to be as
many as the number of machine learning algorithms available,
and the results are most often of high accuracy. The variety
of sensor position is also large.

A study by Ayu et al. from 2012 [11] compares seven differ-
ent algorithms for activity tracking of human movements (i.e.
jogging, jumping, sitting, standing and walking) from having a

phone in the shirt pocket and from having it in the hand palm.
The data sets, perfectly balanced between the classes, consists
of 500 and 400 instances for hand palm and shirt pocket
respectively. 7 different categories of algorithms are used and
as much as 46 variants in total. All models performed well,
i.e. all algorithm categories scored an accuracy of over 90%.
Remarkable is that the easy-to-implement and often discussed
Naive Bayes is one of the top performers [11]. Other studies
with similar scopes yield similar results [12]–[14]. One of
the studies explores the benefit of combining three different
sensors (i.e. smart phones, smart watches and smart glasses)
but with an approach similar to the other studies reviewed.
According to its performance comparison, no benefits is gained
from combining all three sensors compared to exclusively
using a smart phone [15].

In summary, machine learning algorithms applied onto
motion data from smart phones in general are performing
well and that more sophisticated algorithms are not necessarily
outperforming the less sophisticated ones. It might even be the
other way around.

2) Activity Recognition of Construction Vehicles: Use of
machine learning for activity recognition of construction vehi-
cles is not as exploited as for human movements, and regarding
activity recognition of construction vehicles from vibration
data, only one article is found. As for activity recognition of
construction vehicles in general, several interesting examples
are found.

The study using vibration data is done by R. Akhavian
and A. H. Behzadan [16]. It examines the possibility of
using machine learning for activity recognition of a front-
end loader, to improve simulation models for construction
projects. Even though their potential end-product is slightly
different from the one in this study, the practice is similar. They
use accelerometer and gyroscope data from two smartphones
fastened on the inside of the window of the vehicles cabin.
GPS data is also recorded, but not used in the machine
learning models. Five different classifiers are trained and
tested on the data for different levels of detail. The results
are evaluated by the average of the metrics precision and
accuracy for each model. The algorithms used were: logistic
regression, k-nearest neighbors, decision tree, neural network
(feed-forward backpropagation) and support vector machines.
Neural network was the best performing algorithm according
to the average accuracy. However, the accuracy metric was
initially meant for binary classification issues, and might thus
be misleading for multi-class problems [17]. Even though the
neural network model scores the highest average accuracy, it
is not necessarily the most suitable algorithm for the problem.
Many interesting lessons can be learned from Akhavian and
Behzadan’s study, e.g. that the window size of data should, for
a front-end loader, be between 0.64 and 2.56 seconds. Smaller
is too short to do a distinct classification and larger is too
long, given the types of activities. The authors sum up their
study as a ”perfect success” for a level of detail with three
different classes (engine off, idle and busy) due to an accuracy
of over 98% with Neural Networks. But, as previously stated,
accuracy is not a preferable metric for multi-class classifiers,
and accordingly, despite almost 100% accuracy, 8% of the
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”idle” activities were classified as ”busy” [16].
Another study by M. Golparvar-Fard, A. Heydarian and

J.C. Niebles [18] explores the use of vision-based activity
recognition of dumpers and excavators. Their objective is
to recognize earth-moving vehicles’s activities from video
streams over-viewing the site. The result is impressively good
with 86.33 and 98.33% average accuracy for excavators and
dumpers respectively [18]. But since the video stream is not
from inside the vehicles, a high level of tailoring is necessary
for every new site as the vehicles always need to stay in the
cameras’ line of sight.

3) Pilot Study by Smartilizer: Smartilizer has conducted
a pilot study of the possibility of activity recognition from
accelerometer data gathered from an excavator, a wheel-loader
and a dumper [10]. A smart pad was placed in each cabin and
accelerometer sensors were placed on the vehicle bodies. The
vehicle operator was the one labeling the data, and accordingly
some errors were found amongst the labels. Models were built
with several algorithm whereas the random forest algorithm
generated the best predictions. The model trained and tested
on dumper data had the highest performance out of the three
different vehicles used. For data collected from a sensor placed
on the dumper’s body, the random forest model scored an
average (between the classes) accuracy of 90% for a model
built in Python and 94% for a model built in the Wolfram
programming language. This is the best result presented in the
report. The study focus on the window sizes 0.2, 2 and 20 s.
The features used were the mean, maximum and minimum
of the acceleration power amplitude in both the time and
frequency domain, standard deviation in the time domain and
frequency peaks.

The pilot study concludes several recommendations for
further work. It recommends that the annotation of data is
not done by the operator, as he or she has to mind driving
the vehicle and thus the labels are error-prone. They also
recommend recording gyroscope as additional data [10].

II. THEORY

In the following section, concepts and theory relevant for
the conducted study are explained. This is done in order to
avoid differences in perceptions between the reader and the
authors.

A. Hardware
Dumpers are the objects of the study and the source of the

data used. Thus, their operational concepts of relevance are
described, followed by a presentation of relevant smartphone
sensors.

1) A dumper: is a machine used to haul material from
the excavation point to the deposition point in an earth-
moving cycle. Earth-moving is the process of moving mass,
e.g. soil, rocks or gravel, away from their origin, and an earth-
moving cycle is constituted by: loading the mass, hauling it,
dumping it, driving the dumper back to the loading point
to be loaded again [19]. A dumper is generally equipped
with a bed for material to be placed upon. The front of
the bed can be lifted, by hinges in the rear and hydraulic
rams at the bottom front of the bed, to dump its contents.

Fig. 1. The two dumpers regarded in the
study: HL to the left and AH to the right.

The driver’s cabin is
constructed to dampen
vibrations from the en-
gine and bumps on
the road. There are
many different types of
dumpers, whereas two
specific are objects of
this study; a hook-lift
dumper (HL) and an ar-
ticulated hauler (AH). The main difference is that the first
can change its bed, while the latter cannot. Fig. 1 shows
the two dumpers used for data collection in this study. Both
dumpers perform the same following activities in an earth-
moving cycle:

Loading is when the dumper gets loaded with mass to be
moved. The loading is generally done by several buckets of
mass dropped onto the bed, e.g. by an excavator or a wheel
loader, while the dumper stands still with the engine on. Each
dropped bucket generates an impulse to the vehicle.

Hauling is the part of the earth-moving process where the
material that is being excavated is transported away from the
place of origin, i.e. this is when the dumper is moving mass.

Dumping is the operation done when haulage is done and the
dumper has reached the desired deposition site for the material
in the bed. The bed is lifted to lose its mass. Sometimes the
driver accelerates forward when the bed is upwards to get
rid of all the mass. After the dumping is done, the bed is
folded down, and when it hits its initial position it generates
a distinctive impulse to the dumper.

In addition to these three activities a dumper can also be
idle, moving empty or inactive with the engine off.

2) Smartphone Sensors: Modern smartphones have sophis-
ticated sensors, which are widely used for activity tracking
of other things than earth-moving vehicles. The sensors of
relevance for this study are the triaxial accelerometer and
gyroscope and the global positioning system (GPS). The GPS
determines the phones geographical position by resection,
from the signal of four or more satellites, which can be
received anywhere on Earth where the line of sight is un-
obstructed [20]. Naturally, speed can be derived from two
positions and the time in between. The triaxial accelerometer
estimates acceleration along the x, y and z axis in real values
[21]. The triaxial gyroscope estimates the phones angular
velocity in respect to the x, y and z axis [22].

B. Machine Learning Algorithms

In the previous work reviewed, three algorithms were
identified as particularly interesting for the area of research.
According to Akhavian and Behzadan’s study, a feed-forward
backpropagation neural network is the most suitable one
for classifying a front-end loaders activities [16]. It can be
expected to perform similarly applied to dumpers. Naive
Bayes appears to perform better than many other algorithms,
despite considered less sophisticated, in the studies in general.
The pilot study by Smartilizer is the only study concerning
dumpers. It uses the random forest algorithm, which is thereby
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of relevance for this study. The three algorithms mentioned are
described in the sections below.

Fig. 2. A simple feed-forward neural
network with two layers (the input does
not count). Source: Jurafsky and Martin,
2018.

1) A Feed-Forward
Backpropagation Neural
Network: is a neural
network using gradient
descent, where the
information always moves
forward through the
network’s layers towards
the output, i.e. there are no
loops. The gradient of the
loss function is computed
by backpropagation [23].

The layers between the
input and output layers are called hidden layers and ac-
cordingly there are three types of units in a feed-forward
neural net: input, hidden and output units. The input units
are simply the input scalars x1, x2, ..., xn

and the output units
are the probability of positive or negative sentiment for each
possible class respectively y1, y2, ..., ym. The core of the
neural network, where the computing is done, is the hidden
layer(s), consisting of hidden units [24]. Fig. 2 illustrates a
simple two-layered network.

Each hidden unit simply takes a vector of input values x,
multiplies it to a vector of weights w and adds a bias term b.
Thus the weighted sum of the input z can be expressed as:

z = w · x+ b (1)

The weighted sum is then put into a non-linear function f(z)

that returns an activation value a. There are several alternatives
for which function unit to use. Two commonly used ones
for multiclass problems are the hyperbolic tan (tanh) and the
rectified linear unit (ReLU). The tanh ranges from -1 to +1:

a =

e

z � e

�z

e

z

+ e

�z

(2)

The ReLU simply returns the value of x when x is positive,
and else 0:

a = max (x, 0) (3)

The weight vectors and the bias terms of each layer i are
updated into the values for which the estimation ŷ is as close
to the real class y as possible. The distance between ŷ and y

is calculated by a loss function. For a multinomial classifier,
given the number of classes n, the loss function L is [24]:

L(ŷ, y) = �
nX

i=1

y

i

log ŷ

i

(4)

The gradient of the loss function, rL, is the foundation of
how the weights and the bias term are updated after each
iteration, seeking the smallest L(ŷ, y). The learning rate is
a scalar deciding the size of the changes along the gradient,
i.e. how fast the model adapts its perceptions about the classes
[23]. A high learning rate causes the model to adapt quickly,
whereas a low learning rate makes it conservative, i.e. a model

with high learning rate observing an anomaly will quickly
adapt its reality according to that anomaly and vice versa.

There are many rules of thumb, discussed by W. Sarle [25],
regarding what number of hidden nodes and hidden units to
use. These rules of thumb say that the number of units in a
layer should be around the size of the input layer, and not
more than twice of it. Sarle condemns them all as ”nonsense”
and discusses the correct methods of deciding the number of
nodes and layers. The bottom line seems to be that no rule of
thumb can be applied, the only way is by trial and error [25].

2) Naive Bayes: is a Bayesian classifier, named naive as it
makes a simplifying assumption about the features interaction.
It is a probabilistic classifier, meaning that for a given sequence
s of data, out of all classes c 2 C, it returns the most probable
class of the sequence as the estimated class ĉ. The most
probable class ĉ given some sequence s is the class with the
highest product of the prior probability P (c) and the likelihood
of the sequence P (s|c) [24]:

ĉ = argmax

c2C

P (s|c)P (c) (5)

The sequence can be represented by a set of features
f1, f2, ..., fn 2 F , and Eq. 5 can thus be expressed as:

ĉ = argmax

c2C

P (f1, f2, ..., fn|c)P (c) (6)

The final equation for the, by Naive Bayes estimated class,
ĉ is given by the naive assumption that the probabilities
P (f1, f2, ..., fn|c) are independent given c and thus can be
multiplied and represented as P (f1|c) · P (f2|c) · ... · P (f

n

|c):

ĉ = argmax

c2C

P (c)

Y

f2F

P (f |c) (7)

Although this naive assumption is not theoretically correct, the
Naive Bayes algorithm often performs surprisingly well [26].

Fig. 3. Example of a deci-
sion tree. The oval nodes are
decision nodes and the rect-
angular are terminal leafs.
Source: Alpaydin, 2014.

3) Random Forest: is a method
based on the decision tree algorithm.
It takes random sequences of data
from the original dataset, and for
each it builds a decision tree (many
trees constitutes a forest). Each tree
returns an estimation and the final
estimation is the average of all es-
timations in the ”forest”. Decision
tree models have the tendency to
overfit on top of the dataset, i.e. be
fitted to only perform for the specific
dataset used for training. Random
forest models overcome such prob-
lems by creating multiple trees out
of different subsets of the data [27].

A decision tree is a hierarchical
machine learning model, constituted of decision nodes and
terminal leaves. Each decision node performs a test function
f

i

(x) on the input, and depending on the outcome the process
continues to a terminal leaf or to the next decision node. The
process continues until a terminal leaf is hit. See Fig. 3 for a
simple example of a decision tree [28].



BACHELOR THESIS IN COMPUTER SCIENCE AND INDUSTRIAL ENGINEERING AND MANAGEMENT STOCKHOLM, SWEDEN 2019 5

Any node t of a decision tree can be measured by its
impurity i. The smaller the i(t), the purer is t, and the better
can it predict the samples x 2 S, where S is the subset
of samples handled by t. One of the most commonly used
impurity function i(t) is the Gini impurity [29]:

i(t) =

nX

k=1

p(c

k

|t)(1� p(c

k

|t)), c 2 C (8)

Where C is the set of possible classes. This impurity mea-
sure of each node enables the measurement of the features
respective importance for the final estimation.

III. METHOD

The practical work of this study is divided into two phases;
the collection of data and the building, training and testing
of the models. The latter includes pre-processing of data and
continuous model evaluation. In the following sections, the
methods used in this study is described.

A. Data Collection

The data was gathered in cooperation with Smartilizer at
a ground remediation site outside of Gothenburg. Data was
collected from two different dumpers; an AH and a HL. A
smartphone and a smart tablet was fastened in each dumper’s
cabin. The smartphone gathered data for training and testing
and the smart tablet, with the camera directed backwards,
recorded video of the dumpers activities. The video was used
for annotation of the data, i.e. linking each data sequence
to the correct activity. As redundancy, a video camera was
set up for an overview of the site, if anything was to go
wrong with the video from the smart tablet. The smartphone
gathered data from almost every of its available sensors, but all
except gyroscope, accelerometer and GPS were discarded from
the dataset from different reasons, e.g. sound sensing, which
would not be useful in general as there are several sources of
sound noise in the cabin, such as music or speech.

1) Dumpers: Out of all earth-moving vehicles, dumpers
were chosen for the study out of three reasons: i) Smartphone
based activity recognition of dumpers is not examined in any
previously published studies. ii) In the pilot study, models
trained on dumpers generated the best results compared to the
other types of vehicles examined. iii) Dumpers are the biggest
polluters of road construction equipment, thus the utilization of
those would have the biggest potential environmental impact
[6].

2) Sensor Placement: Smartphones were used as sensors as
it is the performance of machine learning models trained upon
such data that is examined in this study. They were fastened
inside the cabin, as this is where they would be placed as
an end-product; easy to operate by the driver. However, the
placement of the sensors should not play any significant role
to the gyroscope or accelerometer sensors, and certainly not
for the GPS [16]. Fig. 4 is a picture of the sensor setup inside
the cabin during the data gathering.

Fig. 4. The data collection setup in
the cabin of one of the dumpers. The
right smart tablet is recording video
with the camera directed to the rear
of the vehicle and the phone taped
to the panel is recording data from
the phone’s sensors. (The left smart
tablet is the driver’s and not used for
data gathering.)

3) Data: Around 6.5 hours
of data was collected from
the two dumpers: just over
5 hours from the AH, and
around 75 minutes from the
HL. The data was anno-
tated by time synchronizing
the video with the data and
manually linking each data
sequence to the correct ac-
tivity. Unfortunately, by de-
fault settings, the smart tablets
quit their video recording af-
ter one hour, which was ac-
knowledged and corrected af-
ter three hours of recording.
This led to a gap of two hours
in the annotation video for
the AH, while the HL was
unaffected. Annotation during
this gap was instead done
by the redundancy overview
video together with the GPS data from the smartphone (the
dumping and loading locations were unchanged during the
recording, thus the longitude and latitude data could confirm
the activity seen on the overview video).

There are several options concerning what level of detail to
use when labeling the data. The data was labeled by a level
of detail according to the following five classes:

i) idle; the vehicle is not busy with the engine on.
ii) driving; the dumper is moving forward or backwards

(both hauling and driving empty).
iii) loading; the dumper is being loaded with mass, generally

idle with the engine on. The time between each bucket is
usually around 25 seconds. Such in-between time is also
labeled as loading, i.e. not as idle.

iv) dumping; the vehicle is loosing its mass from the bed.
This activity starts when the dumper begins tilting its bed
and ends when the bed is back at its initial position.

v) engine-off; the dumper is inactive with the engine off.

During the labeling of the data, some operational differences
between the two dumpers were noticed, e.g., when dumping,
the AH accelerates heavily forward and its bed is folded
down while driving, whereas the HL stands still or accelerates
forward slowly.

The data from the AH showed quite significant patterns
for the different activities, whereas the activities from the
HL were somewhat less distinctive, regarding the gyroscope
and accelerometer data. Most importantly, comparing the
data from the two dumpers, the patterns from the activities
respectively showed some major differences, corresponding to
the operational differences. The characteristics of four of the
labels from the AH accelerometer data are shown in Fig. 5.
When the dumper is idling, the signal is stable without peaks,
whereas during loading it is similar to idle, but with peaks
generated by each bucket dropped onto the bed. The bucket-
impulses generally appear with intervals of around 25 s, but



BACHELOR THESIS IN COMPUTER SCIENCE AND INDUSTRIAL ENGINEERING AND MANAGEMENT STOCKHOLM, SWEDEN 2019 6

these intervals are sometimes twice the length. Driving and
dumping are similar, but the dumping signal shows somewhat
less amplitude and a clear peak generated when the bed is
fully folded back. When the engine is off, the amplitude
is zero or close to zero (some exceptions for, e.g., door
closings). The gyroscope data shows activity patterns similar
to the accelerometer data. The characteristics of accelerometer
and gyroscope data from the two dumpers respectively are
illustrated in the appendix Fig. 1-4.

Fig. 5. Example of accelerometer data and corresponding activities from the
AH dataset, in time (s) vs. acceleration. Labels (black): 1 = idle, 2 = driving,
3 = loading, 4 = dumping.

The speed of the dumpers are of course significant for
each activity. But the recorded speed, derived from the GPS
data, indicates that the GPS sensor sometimes loses reception.
Thereby, the speed data is not fully reliable, but of course help-
ful for the recognition of activities, especially between driving
and dumping, otherwise (i.e. accelerometer and gyroscope)
generating similar signals. The recorded speed is shown in
Appendix Fig. 5-6. Pay attention to time t 2 (0, 4) in appendix
Fig. 5, where the speed v = 0 whereas the label is driving, and
to t 2 (1600, 1700) and t ⇡ 500 in appendix Fig. 6 where,
for the first, the label is driving but v 6= 0, and for the latter,
the label is loading but v = 0.

4) Sampling Resolution: Akhavian and Behzadan’s study
uses data sampled at 100 Hz, since several sensor manufac-
turers recommend 50 Hz and twice of that should leave no
missed data while keeping the data storage at a reasonable
level [16]. The software application used for data collection
was set to record at 100 Hz, but instead an average of about
120 datapoints were recorded per second, with non-uniformed
time distances between each point. This was solved by linear
interpolation and resampling to 100 Hz.

B. Building, Training and Testing the Models

The models were exclusively built in the programming lan-
guage Python, with algorithms from the open source machine
learning library Scikit-Learn. The applied to the models were
the feed-forward backpropagation neural network, naive Bayes
and random forest, described in the theory section. The models
were continuously evaluated and rebuilt during the process.

1) Pre-Processing of Data: A fifth of the total dataset was
constituted by data from the HL, whereas 4/5 were from the
AH. The data from the AH is further on referred to as dataset
1 and the data from the HL as dataset 2.

These datapoints say little about the dumpers’ activities,
thus the data need to be concatenated into sequences, or
windows. Each individual activity consumes a unique amount
of time, ranging from 5 to 2000 seconds (the latter is engine-off
during lunch break). As mentioned, the most significant dis-
tinction between idle and loading is the impulses generated by
each bucket, generally with an interval of around 25 seconds.
The pilot study by Smartilizer focus on three window sizes;
0.2, 2 and 20 seconds [10], whereas the study by Akhavian and
Behzadan suggests windows between 0.64 and 2.56 seconds
[16]. In this study, different window sizes between 0.1 and
30 seconds were tested. Naturally, many of the sequences of
datapoints overlapped between different activities and for each
sequence to have the same label, they were relabeled into
the average label of the sequence’s datapoints (rounded to the
closest integer).

During the time when the video recording inside the AH
was disrupted, a few activities were performed out of range
for the overview camera. These activities, in total less than
six minutes, were labeled as unknown and later removed
from the datset. The activities in the dataset were distributed
according to Table I. A dumping activity consumes in general
50 s, whereas a loading takes around 200 s, and a truck
can only dump once it is loaded. Accordingly, dumping is
clearly underrepresented in the dataset. Tests were run with
resampled, balanced datasets, where overrepresented activities
had been undersampled to balance the distribution, in an
attempt to overcome the biased dataset. Random samples from
the overrepresented classes were removed until the datset was
balanced, which of course cause some information loss.

TABLE I
DISTRIBUTION OF ACTIVITIES IN THE DATASETS (EVERY LABEL

CORRESPONDS TO ONE SINGLE DATAPOINTS OF 10 MS).

Dataset idle driving loading dumping engine-off total
1 142851 524976 384067 78274 533991 1664159

0.08584 0.31546 0.23079 0.04704 0.32088 1.0
2 69784 147369 106588 62885 2230 388856

0.17946 0.37898 0.27411 0.16172 0.00574 1.0
1 + 2 212635 672345 490655 141159 536221 2053015

0.10357 0.32749 0.23899 0.06876 0.26119 1.0

2) Data Analysis in the Frequency Domain: As different
activities can be expected to trigger different frequencies,
thus extracting frequency based features can be beneficial. To
analyse real world data in the frequency domain, one can
use the discrete Fourier transform (DFT), but even though
computing it can be useful in a myriad of applications, DFT is
slow in practice. As for all computer-based DFT calculations,
the data was transformed to frequency domain by applying the
fast Fourier transform (FFT) [30].

FFT uses factorisation of the DFT-matrix into a product
of sparse factors. This leads to a decrease in computational
complexity from O(n

2
) in the regular DFT calculation, to

O(n log n) [31].
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3) Feature Extraction: Central in any data analysis, includ-
ing machine learning, is the extraction of features, and it often
requires human expertise reviewing the data [32]. For this
study, features was extracted from the raw time series data
as well as from the frequency domain.

Regarding the time domain, features extracted were the
maximum (max), minimum (min), mean and standard devia-
tion (std) of the accelerometer and gyroscope data respectively
in all three dimensions, as well as the median value of speed,
derived from longitude and latitude.

The frequency domain feature set was constituted by max,
mean, std and a vector of the three highest local maxima of
the DFT values. The latter was applied in an effort to capture
the characteristics of each activity’s signals, see Appendix Fig.
8-15. Such features are called local features and can bring
significant improvement [32].

Additional frequency domain features were extracted from
the power spectral density (PSD) estimations, via Welch’s
method, showing how power of the signal is distributed over
frequency. Welch’s method is an overlapping window Fourier
transform, meaning that it divides the signal into segments and
applies a window function, trying to eliminate signal noise.
After this, it transforms the data into the frequency domain
[33]. Features extracted from the PSD estimations were max,
mean and std. Table II shows an overview of the features
extracted from the dataset.

TABLE II
FEATURES EXTRACTED FROM THE DATASET.

Feature Domain Data
Max freq, time acclrm, gyro
Min time acclrm, gyro

Mean freq, time acclrm, gyro
Std freq, time acclrm, gyro

Top 3 Peaks freq (excl. PSD) acclrm, gyro
Median time speed

4) Dividing of the Dataset: The training-testing ratio was
set to 4:1, i.e. 4/5 of the dataset were used for training and the
remaining 1/5 for testing. The model was then tested according
to the cross-fold validation practice; the subsets for training
and testing respectively substitute each other in a loop, with
model resets in between, until all subsets have been used for
testing once and for training four times. By using the average
result of these tests, the model can be assessed by fairer means,
closer to a true score. No subset was used for both training
and testing at the same time.

The activities performed were not evenly distributed
throughout the dataset, and not all classes appeared in each
fifth, e.g. engine-off was mainly performed during lunch break.
Thus, after being concatenated into sequences according to the
window size, the dataset was randomly shuffled to more evenly
spread the activities.

5) Model Evaluation Metrics: Most previous studies use
the performance measurement accuracy, most often the aver-
age accuracy for multiclass problems, to evaluate their models.
Accuracy is a method originally developed and applicable for
binary classifiers, and might thus yield a misleading result

[34]. It is merely considering the amount of correctly classified
samples in relation to all samples:

accuracy =

correctly classified samples

all samples

(9)

However, for the possibility of comparison to previous work,
the accuracy metric has been used as an evaluation metric.
Other than that, the Cohen’s kappa score  has been used.
The  is based on the fact that a certain amount of agreement
(between the classifier and the empiricism) is to be expected
by chance [35]. Given the proportion of agreement between the
classifier and the empirical observations p

o

, and the proportion
of agreement that can be expected by chance p

e

, the kappa
score  is simply the agreement without considering p

e

:

 =

p

o

� p

e

1� p

e

(10)

As previously stated, central in any data analysis are the
features [32]. Thus, even those need to be evaluated. The
impurity measure of the nodes in a decision tree enables a
reliable measure of the features impact respectively on the
classification regarding the random forest model. Scikit-Learn
provides a built-in tool for this, based on the Gini impurity
function (see the theory section), returning each feature’s
importance represented by a value, where the sum of all values
is 1.0. The greater value, the more important is the feature.
Unfortunately, no intuitive methods were found regarding the
other two algorithms, thus the feature evaluation have relied on
the feature importance derived from random forest, together
with manually comparing results from with and without the
features respectively.

6) Testing the Models: The building and testing of the
models was a reiterative process. Once the model was finished,
it was tested and evaluated, according to the metrics stated
above and by simply comparing results from different settings,
and then rebuilt according to the evaluation, repeatedly until
the results converged.

Initially, all models were built on dataset 1 (as it is bigger).
First when the best settings were found, the datasets were
concatenated to be trained and tested together. The models
were evaluated on each dataset separately, and both together,
as the physical differences between the two dumpers are
significant.

First, considering dataset 1 exclusively, the most suitable
window sizes were estimated by a test iterating through
window sizes between 0.1 s and 30 s, with jumps of 0.1 s
between window sizes 0.1 and 3.0, and jumps of 1 s between
window sizes 3 and 30. The best performing window sizes
were focused upon for further testing. For the neural network
model, the activation units were set to tanh and the number
of hidden layers where set to three, each with a number of
units corresponding to the numbers of the features, i.e. 85.
(This corresponds to the rules of thumb condemned by Sarle,
but as does not present any counterpart and as the trial and
error-method that he advocates needed somewhere to start, it
was set to 85 [25].)

As the neural network model appeared to perform the best
in the initial tests, it was the focus for further hyperparameter
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tuning. It was evaluated for different settings regarding learn-
ing rates, activation functions and numbers of hidden layers
and units. According to Sarle, testing a neural net at a constant
learning rate is often a dull process, which the conduction of
this study made clear since the learning rate of all initial tests
were constant. Tests were also run with an adaptive learning
rate, i.e. learning rate is divided by five whenever the loss
fails to decrease for two consecutive epochs. Adaptive learning
rates are though likely to cause unstable behaviour when the
gradient changes abruptly [23].

IV. RESULTS

Many tests, with different settings, were run for each of
the algorithms. The random forest and the neural network
models showed quite similar results according to the evalua-
tion metrics, whereas they both outperformed the naive Bayes
model. First, the results from the models, trained and tested
on dataset 1, are presented, thereafter the results from dataset
2, and finally the results from the two combined.

A. Dataset 1

1) Different Window Sizes: Iterating through window sizes
showed which window sizes were most suitable for each
algorithm. The two metrics accuracy and -score correlated
regarding preferred window size. For the naive Bayes model,
larger window sizes around 20 s was showed to be more
suitable, whereas smaller window sizes, around 1 s, were
better for the random forest and neural network models. The
top five scores and window lengths, for each algorithm and
each evaluation metric respectively, are presented in Table III.
The highlighted row, considering the neural network model,
represents the overall top score of all tests. Since the naive
Bayes showed to be outperformed by the other two models, it
was set aside, focusing on the two other algorithms. Further
tests presented will mainly regard those with the best perform-
ing window sizes, i.e. 0.9 s for random forest and 0.6 s for
neural network. Worth mentioning is that the time consumed
computing the models increased significantly as the window
size decreased. The confusion matrices in Appendix Fig. 16-
17 shows the distribution of estimation agreement between the
classes, for each algorithm with the best respective window
size. It is clear that idle and loading, as well as dumping and
driving, were the classes most difficult to distinct. Dumping
was the class most often estimated falsely by neural network
and random forest.

2) Feature Importance: As described in the method sec-
tion, Scikit-Learn provides a convenient method for feature
evaluation for random forest models. Table IV shows the top
ten features with a window size of 0.6 s (the best window
size for random forest according to the iterative test). The
column importance shows the importance of each feature,
summing up to 1.0 for all 85 features. Frequency space is
clearly overrepresented amongst the top features, but it is
also overrepresented amongst the features in total, i.e. only
25 features are derived from the time domain whereas 50 are
from the DFT data.

TABLE III
TOP 5 WINDOW SIZES AND SCORES (IN RANGE 0.1 - 30 S) FOR EACH
ALGORITHM AND EACH METRIC, DESCENDING. DATA FROM THE AH.

Algorithm Acc. Scores Window (Acc., s) -scores Window (, s)
NB 0.82507 15 0.76156 15

0.82400 19 0.76045 19
0.82333 17 0.75967 17
0.82252 24 0.75856 11
0.82187 26 0.75704 26

RF 0.96219 0.9 0.94825 0.9
0.961577 0.5 0.94741 0.5
0.961425 1.1 0.94719 1.1
0.961066 0.8 0.94674 0.8
0.960927 0.7 0.94652 0.7

NN 0.96878 0.6 0.95746 0.6
0.96813 1.3 0.95659 1.3
0.96681 1.0 0.95478 1.0
0.96662 0.5 0.95455 0.5
0.96614 1.1 0.95387 1.1

TABLE IV
TOP 10 FEATURES FROM THE RANDOM FOREST MODEL WITH WINDOW

SIZE 0.9 S.

# Domain Feature Importance
1. Time acclrm

z

std 0.08154
2. Time acclrm

y

std 0.05688
3. Freq. acclrm

z

ampl. max 0.04627
4. Freq. acclrm

z

ampl. mean 0.04268
5. Freq. acclrm

z

psd std 0.04135
6. Freq. acclrm

z

ampl. max 0.04124
7. Time speed median 0.03236
8. Freq. gyro

z

ampl. mean 0.02789
9. Freq. acclrm

z

ampl. std 0.02629
10. Freq. gyro

z

ampl. std 0.02599

3) Time vs Frequency: To further investigate the importance
of the features from DFT vs. time space, tests were run
with features exclusively from the two spectra respectively.
The scores indicates that, even though the features from
the frequency domain were overrepresented amongst top ten
important features, the features from time domain gives a
remarkably better score when isolated. The scores of the
random forest model are even higher than the ones using all
features (see Table III). Scores of random forest and neural
network for the two spectra are presented in Table V.

TABLE V
SCORES FROM ISOLATED TESTS WITH BEST WINDOW SIZES, FOR

FREQUENCY VS. TIME SPECTRUM RESPECTIVELY.

Algorithm Domain Acc. -score Window size
RF freq. 0.90726 0.87248 0.9

time 0.96642 0.95409 0.9
NN freq. 0.89311 0.85451 0.6

time 0.96550 0.95303 0.6

4) Without Speed: Since the use of speed derived from GPS
data can be questioned because of the dependence on satellite
reception, the models were tested without the speed feature.
The scores are somewhat lower, presented below, in Table VI.

5) Balanced Dataset: The tests run with a balanced dataset,
i.e. undersampled into an even distribution of the classes,
showed a somewhat decreased result according to the eval-
uation metrics. Test results from random forest and neural
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TABLE VI
SCORES FROM THE MODELS RUN WITHOUT THE SPEED FEATURE.

Algorithm Window Size Accuracy -score
NB 15 0.81697 0.75227
RF 0.9 0.95203 0.93429
NN 0.6 0.96020 0.94578

network with window sizes 0.6 and 0.9 s are presented in
Table VII.

TABLE VII
RESULTS FROM THE BALANCED DATASET.

Algorithm Window Size Accuracy -score
RF 0.6 0.91501 0.89372

0.9 0.91117 0.88884
NN 0.6 0.92337 0.90417

0.9 0.92050 0.90056

6) Hyperparameter Tuning of the Neural Networks Model:
The hyperparameter tuning was done in respect to: the activa-
tion units tanh or ReLU, learning rate constant or decreasing,
numbers of hidden layers and numbers of nodes in each layer.
(It was done without any features from frequency space, as
those were heavily slowing down the model.) The results from
tests with different activation units and learning rate, with three
layers and number of nodes per layer corresponding to input
size, and from tests with different numbers of nodes and layers,
with constant learning rate and tanh as activation units, are
presented in Table VIII. Window size of all tests were 0.6 s.
The tests of best performance are highlighted.

TABLE VIII
RESULTS FROM THE HYPERPARAMETER TUNING OF NEURAL NETWORKS

(WINDOW SIZE 0.6 S).

Activation Learning Rate Hidden Layers Units (per Layer) Acc. 

tanh constant 3 n

x

0.96550 0.95303
tanh adaptive 3 n

x

0.96373 0.95059
ReLU constant 3 n

x

0.96449 0.95162
ReLU adaptive 3 n

x

0.96207 0.94837
tanh constant 1 n

x

0.95583 0.93974
tanh constant 2 n

x

0.96402 0.95097
tanh constant 3 n

x

0.96550 0.95303
tanh constant 1 n

x

/2 0.94697 0.92749
tanh constant 2 n

x

/2 0.95555 0.93931
tanh constant 3 n

x

/2 95825 0.94302

B. Dataset 2
Tests run with dataset 2 exclusively generated results lower

than those of dataset 1. To be considered is that dataset 1 was
four times larger than dataset 2, and the activities dumping
and idle were heavily underrepresented. The - and accuracy
scores of tests run with the best window sizes (for dataset 1)
are presented in Table IX.

C. Both Datasets Combined
The tests from both datasets combined shows, expectedly,

lower scores. The models were trained and tested on the
combined datasets. The results presented in Table X were from

TABLE IX
RESULTS FROM DATASET 2 ISOLATED.

Algorithm Window Size Accuracy -score
RF 0.9 0.92108 0.88952
NN 0.6 0.91114 0.87703
NB 15 0.60271 0.44272

models trained on all features, using the best window size for
each algorithm respectively.

TABLE X
RESULTS FROM BOTH DATASETS COMBINED.

Algorithm Window Size Accuracy -score
NB 15 0.77118 0.69583

19 0.60743 0.45098
17 0.64057 0.49029

RF 0.9 0.94736 0.92948
0.5 0.91939 0.88746
1.1 0.91542 0.88157

NN 0.6 0.95158 0.93557
0.5 0.91322 0.87964
1.3 0.89602 0.85584

TABLE XI
RESULTS FROM TRAINING ON DATASET 1 AND TESTING ON DATASET 2.

Algorithm Window Size Accuracy -score
NB 15 0.54440 0.36907
RF 0.9 0.54733 0.36212
NN 0.6 0.44523 0.18930

The test scores from when the models were trained on
dataset 1 and tested on dataset 2, were very low. It shows the
impact of the physical and operational differences between the
two dumpers. These results are presented in Table XI

V. DISCUSSION

The results show that two of the models, the ones trained
by random forest and neural network and particularly the
latter, might be suitable for the purpose. The results and the
methodology of the study are discussed in the subsections
below.

A. Performance and Score
The accuracy scores were better than both the ones from

Akhavian and Behzadan’s study and the pilot study by Smar-
tilizer. Regarding the first, it is presumably because of the
objects of study; Akhavian and Behzadan studies front-end
loaders’ activities, which according to the pilot study are
significantly more difficult to classify correctly than dumpers’
activities. The increase compared to the pilot study is assumed
to be caused by the adding of gyroscope and GPS data.
When the model was trained and tested on accelerometer data
individually, the results were similar to the ones in the pilot
study, i.e. an accuracy score of 93.8% for random forest [10],
[16].

The level of accuracy or -score might not be the most
suitable metric for assessing the models usefulness, as every
class is not equally important. For tracking of mass flow,
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the most relevant activities would be dumping and loading,
whereas for utilization mapping, idle might be of greater im-
portance. In the confusion matrices in Appendix Fig. 16-17, the
distribution of the agreements are presented for each algorithm
with the original dataset, and with the resampled balanced
dataset for neural network. Comparing the neural network and
the random forest model by the scores of the evaluation metrics
shows minor differences, but when assessing them by each
class individually, the random forest seems significantly less
suitable for an end-product intending to increase efficiency at
earth-moving sites. The neural network model is significantly
better at recognizing the most difficult class, dumping, with
an agreement of over 80%. Considering the biased dataset,
it is interesting to assess the results from the best model,
neural network, trained and tested on the resampled, balanced
dataset. The accuracy and -score were lower than for the
original dataset (Table VII), but the confusion matrix shows
that the agreements were remarkably more evenly distributed
amongst the classes. That the issue with classes of low
agreement is solved when the dataset is balanced, implies
that the relatively low agreement on dumping is caused by
the bias towards the other classes in the original dataset.
When the dataset is resampled into balance, more than 75%
of the dataset is discarded, undoubtedly causing information
loss from the reduced classes. Remembering the limits of the
original dataset, i.e. merely just over 5 hours of data, a larger
dataset, resampled into balance, can be expected to perform
even better than the best results obtained in this study.

B. Generalizability

To be able to confidently agree that methods similar to the
ones used in this study can classify any dumper activities with
a high degree of certainty, data from several different dumpers
is required. Since the data used in this study merely concerned
two vehicles, no general conclusion can be drawn in the
matter. The models trained on dataset 1 and tested on dataset
2 scored very low (Table XI), whereas the models trained and
tested on the datasets combined (Table X) scored close to the
best model from dataset 1 exclusively (TableIII). This means
that a model trained on data from the AH solely, will not
be able to recognize the activities of any dumper, and can
thereby be regarded as overfitted to the dataset. It also implies
that a model trained on a set of several different dumpers
may be able to at least recognize the activities of dumpers
from that set. Regarding the latter, it is only an indication
of possible generalization, since dataset 2 constitutes only a
fifth of the two datasets combined. The two dumpers used in
this study showed many differences in their operative pattern,
thus the results in Table XI were expected. It is likely that the
model trained on the data from the AH solely would perform
better on data from other AH’s, but no such conclusions can
be drawn. Furthermore, the models trained on dataset 1 and
tested on dataset two (Table XI) shows a larger score decrease
for neural network than for random forest, implying that the
generalizability for a random forest model could be higher
than for a neural network model.

C. Data

The accelerometer data gathered in this study was in general
similar to the data of the pilot study by Smartilizer, although
the power amplitude was significantly lower, e.g. around thrice
in the frequency spectrum. This is probably because of sensor
placement, where this study’s sensor placement were inside
the driver’s cabin and the pilot study’s on the dumper’s body.
The construction of the driver’s cabin seems to act as a filter
for the vibrations, dampening the signal. However, the results
implicates that whether the sensors are mounted in the cabin
or onto the dumper body plays no significant role for activity
recognition.

A commercially available Android application (Physics
Toolbox Sensor Suite Pro, version 1.9.4.1) was used to record
data from the smartphones’ sensors. The data is therefore
dependant on that application’s ability to extract the data
correctly. As the application failed to record at the requested
resolution, there is a risk that the vibrations of the dumper was
incorrectly reproduced in the dataset. However, no errors could
be detected, comparing the data to data previously recorded
by Smartilizer (only accelerometer), and significant events
captured by the video recording could be confirmed in the
data.

The feature importance derived from the random forest
model showed an overrepresentation of features from the
frequency domain amongst the most important features (Table
IV). That the feature set was heavily biased towards the
frequency domain was probably a factor in this, i.e. the time
domain features constituted 30% of the total feature set.

The models trained and tested on features from the two
domains respectively and exclusively showed that time domain
features solely estimates the correct activity remarkably better
than frequency domain solely (Table V). The window size
settings was the ones optimal for models with all features,
thus not necessarily the best for respective domain exclusively.
The differences between the two feature sets were though
significant enough for this to be assumed as valid even for
the feature sets own optimal window sizes.

Even more remarkable, was the fact that random forest
scored slightly better with the time series feature set individ-
ually than with the two feature sets combined. The difference
was small, but confirmed by several tests. As the frequency
domain features seems to be less suitable, and as they are
overrepresented, and as the random forest model randomly
chooses a subset of features for each tree, this is fully
reasonable. The more of the lesser performing features in the
set, the bigger is the probability that the randomly chosen
subsets are constituted of lesser performing features, and thus
the model performance is reduced.

One of the most important features was the median value
of speed (Table III), derived from the GPS data. As the GPS
data depends on satellite reception, such features would not be
reliable for dumpers used at sites with an obstructed line of
sight, e.g. deep excavation sites or mines. If the model were
to be trained on data from such dumpers, it would still be able
to estimate the activities at a high certainty degree; the results
obtained from testing with the speed feature excluded were
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close to the over all best ones (Table VI).

VI. CONCLUSION

Optimal settings for the neural network and random forest
models scored around 95% and 96% for -score, and around
97% and 96% for accuracy, respectively. The research question
can thus be answered with: a machine learning model can
classify a dumper’s activities to a very high degree of certainty
when being trained on data from standard smartphones in the
driver’s cabin.

This shows that an autonomous, smartphone based system
for activity tracking of dumpers’ activities could be built
with a machine learning model learning from the vehicle’s
movements. Though, the possibilities of a general method
applicable to different dumper types or manufacturers could
not be confirmed, and thus any conclusions of the possibilities
of an application that could contribute to better utilization at
any earth-moving site with any type of dumpers could not be
drawn.

A. Recommendations for Future Studies

For future work in this area of research, there are several
interesting ways to proceed. Extracting more data from several
dumpers of different types to further evaluate generalizability,
with a similar approach as for this study, would of course
be interesting. Furthermore, the implementation of the model
into an end-product is interesting. How would the practical
issues be solved? The best performing model of this study was
trained and tested with window sizes of 0.6 s, whereas activity
lengths ranged from around 5 seconds to 6 minutes (except for
engine-off that can be hours). An end-product must distinguish
and estimate the number and time of the full activities, each
sample is not enough. One possible way would be to classify
a full activity ˆ

C as starting when the mean of a number n of
estimated classes mean(ĉ

ia , ĉja , ..., ĉia+n

) is corresponding to
ˆ

C, and as ending when mean(ĉ

ib , ĉjb , ..., ĉib+n

) 6= ˆ

C, where
ĉ is the estimation made by an initial classifier like the ones
evaluated in this study. By applying such a top layer model for
an end-product, the tolerance for disagreements for the initial
classifier is most certainly increased. An initial classifier with
an agreement rate of at least 80% for each activity is expected
to be more than enough. Thus, the number of features could
be reduced for the initial classifier, in order to speed up the
computing.

VII. BUSINESS PERSPECTIVE

A potential end-product could be used in a waste manage-
ment system for measuring the flow of waste through the value
chain. In this section, a market analysis, regarding an end-
product automating the flow measurement of hazardous waste,
is presented. The analysis intends to answer the following
question:

- How can the innovation opportunity of a product for au-
tomating waste management systems for remediation projects
be described?

A. Market Analysis

Contaminated grounds caused by old industrial practices is
an increasing societal problem. They can, e.g., be a direct
hazard to nearby communities, by seepage into ground water,
lakes and rivers, and prevent the building of new residential
or industrial areas. In Sweden, there are about 80,000 sites
confirmed or potentially contaminated, amongst which approx-
imately 1,300 are seen as ”great risks to human health or
the environment”, according to Geological Survey of Sweden
[36]. A study done for the European Union (EU) commission
estimates the number of potentially polluted sites in the EU to
3.5 million. Half a million of these are highly contaminated
and in need of remediation [37]. The same study identifies a
huge market potential and growing activities and investments
within soil remediation, driven by regulations.

The EU Waste Framework Directive (WFD) requires that
hazardous waste flow is measured when moved to its final
destination, in order to ensure that its correctly taken care
of [38]. The WFD states that all projects handling hazardous
waste are obligated to measure and report all amounts of the
hazardous waste.

Sweden do not have a national system for measuring
and reporting flows of hazardous waste, to meet the WFD’s
requirements. In fact, a remarkable amount of the hazardous
waste in Sweden is lost during transport before reaching its
final destination; the difference between initially excavated
and finally treated hazardous waste was as much as 25%
(680,000 tons) in 2012, according to the Swedish National
Audit Office (Riksrevisionen) [39]. Illegal waste transports,
i.e. transportation of waste to countries or landfills without
the ambition to properly handle the waste, in order to avoid
expensive treatments, is a growing problem within the EU
[39]. In 2016, Sweden was formally informed by the EU about
their shortcomings regarding the WFD, i.e. measuring flows
of hazardous waste [40].

The Swedish Environmental Protection Agency (SEPA) has
been ordered by the Swedish Government to implement a
system which ensures that Sweden satisfies the WFD. SEPA is
currently collaborating with the stakeholders along the waste
material supply chain to develop a national system enabling
measuring flows and statistics of hazardous waste [41]. In
order to meet EU deadlines the system must be implemented
by July 5, 2020. Sweden is thus in a precarious situation with
short time to define, design, implement and test a solution that
satisfies the WFD.

1) State-of-the-Art: Current best practices for measuring
flows of hazardous waste in the EU are based on one of the
two following main technologies: 1) The most frequently used
system is based on manually producing electronic transport
documents, containing information about type of waste, waste
origin and waste destination. These are filed in a central
database and as the waste is treated further, additional doc-
uments are added. The main weaknesses is that there is no
convenient solution to verify that the transport has taken place
in accordance to the records. 2) The less common way is to
track the containers in which the waste is transported. The
contents are manually entered into a measuring system and



BACHELOR THESIS IN COMPUTER SCIENCE AND INDUSTRIAL ENGINEERING AND MANAGEMENT STOCKHOLM, SWEDEN 2019 12

the containers are tracked by bar codes or radio-frequency
identification (RFID). The downside of this technology is
that there is no barcodes or RFID solutions for material not
transported in containers, such as soil or sand which are
usually transported on regular flatbed trucks. Above presented
best practices are error-prone and labor-intensive.

There are manufacturers of earth-moving equipment that
offer systems with the ability to in some way automate
waste management. However, these systems require that all
vehicles in the fleet are from the same manufacturer and
of its latest models. As fleets in reality consists of vehicles
of various manufacturers and production year, implementing
such systems would require large investments. Thus, these are
currently not a realistic option for the extensive problem of
measuring flows of contaminated waste.

B. Conclusion from the Business Perspective
The EU regulations combined with the large and growing

need for remediation of contaminated areas creates a large in-
novation opportunity for a product for automating the tracking
of hazardous waste. As the Swedish Government and SEPA is
under pressure to implement a solution within the following
year, the Swedish market is to be considered as especially
lucrative.
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APPENDIX

Fig. 1. The acceleration data with corresponding label, from 30 minutes of data of the AH, in x, y and z directions. Time (s) on the x-axis. Labels: 1 = idle,
2 = driving, 3 = loading, 4 = dumping (5 = engine-off).

Fig. 2. The gyroscope data from the AH in x, y and z directions. The sequence is the same as the one in Fig. 1, thus the labels are the same.
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Fig. 3. The acceleration data with corresponding label from the HL in x, y and z directions. Labels: 1 = idle, 2 = driving, 3 = loading, 4 = dumping (5 =
engine-off).

Fig. 4. The gyroscope data from the HL in x, y and z directions. The sequence is the same as the one in Fig. 3, thus the labels are the same.
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Fig. 5. 30 s of speed of the AH. The x-axis is time (s) and the y-axis is speed (m/s). All activities except driving and dumping are done when idle, thus
their graphs are aligned on the x-axis.

Fig. 6. 30 min of speed of the AH, with time (s) vs. speed (m/s). All activities except driving and dumping are done when idle, thus their graphs are aligned
on the x-axis.
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Fig. 7. 100 s of z-direction accelerometer data from the different activities.

Fig. 8. Frequency domain: 30 s of accelerometer data in z-direction, from the AH being idle, transformed to the frequency domain. The x-axis is frequency
and the y-axis is amplitude.
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Fig. 9. Frequency domain: 30 s of accelerometer data in z-direction, from the AH driving, transformed to the frequency domain. The x-axis is frequency
and the y-axis is amplitude.

Fig. 10. Frequency domain: 30 s of accelerometer data in z-direction, from the AH being loaded, transformed to the frequency domain. The x-axis is frequency
and the y-axis is amplitude.
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Fig. 11. Frequency domain: 30 s of accelerometer data in z-direction, from the AH dumping, transformed to the frequency domain. The x-axis is frequency
and the y-axis is amplitude.

Fig. 12. Frequency domain: 30 s of gyroscope data in z-direction, from the AH being idle, transformed to the frequency domain. The x-axis is frequency
and the y-axis is amplitude.
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Fig. 13. Frequency domain: 30 s of gyroscope data in z-direction, from the AH driving, transformed to the frequency domain. The x-axis is frequency and
the y-axis is amplitude.

Fig. 14. Frequency domain: 30 s of gyroscope data in z-direction, from the AH being loaded, transformed to the frequency domain. The x-axis is frequency
and the y-axis is amplitude.
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Fig. 15. Frequency domain: 30 s of gyroscope data in z-direction, from the AH dumping, transformed to the frequency domain. The x-axis is frequency and
the y-axis is amplitude.

Fig. 16. Confusion matrices of the best window sizes. Neural network, with biased vs. balanced dataset.
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Fig. 17. Confusion matrices of the best window sizes. Random forest and naive Bayes.
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