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Sammanfattning —         E-handel har varit en snabbt växande sektor de                            
senaste åren och förväntas fortsätta växa i samma takt under de närmsta. 
Detta har öppnat upp nya möjligheter för företag som försöker sälja sina 
produkter och tjänster, men det tvingar dem även att utnyttja dessa 
möjligheter för att vara konkurrenskraftiga. En intressant möjlighet som vi 
har valt att fokusera detta arbete på är förmågan att använda kunddata, som 
inte varit tillgänglig i fysiska butiker, till att identifiera mönster i 
kundbeteenden. Förhoppningsvis ger detta en ökad förståelse för kunderna 
och gör det möjligt att förutspå framtida beteenden. Vi fokuserade specifikt 
på att skilja mellan potentiella köpare och faktiska köpare, med avsikt att 
identifiera nyckelfaktorer som avgör ifall en kund genomför ett köp eller ej. 
Detta gjorde vi genom att använda Binary Logistic Regression, en algoritm 
som använder övervakad maskininlärning för att klassificera en observation 
mellan två klasser. Vi lyckades ta fram en modell som förutsåg om en kund 
skulle genomföra ett köp eller ej med en noggrannhet på 88%.
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E-commerce has been a rapidly growing sector during the last years, and are predicted to continue to grow as fast during the next
ones. This has opened up a lot of opportunities for companies trying to sell their products or services, but it is also forcing them to
exploit these opportunities before their competitors in order to not fall behind. One interesting opportunity we have chosen to focus
this thesis on is the ability to use customer data, that has not been available with physical stores, to identify customer behaviour
patterns and develop a better understanding for the customers. Hopefully this makes it possible to predict customer behaviour.
We specifically focused on distinguishing possible-buyers from buyers, with the intent of identifying key factors that affect whether
the customer performs a purchase or not. We did this using Binary Logistic Regression, a supervised machine learning algorithm
that is trained to classify an input observation. We managed to create a model that predicted whether or not a customer was a
possible-buyer or buyer with an accuracy of 88%.

Index Terms—Machine Learning, Classification, Customer Behavior, E-Commerce, Logistic Regression, Data Processing

I. INTRODUCTION

TODAY there are several economic models trying to
explain why humans act the way they do as well as

predict how they are going to act. History, however, has shown
that these models are not always successful in doing so. One
example that illustrates this is when people were asked to
answer the following question:

Imagine you bought a wine bottle a few years ago

for $20 and that it now sells for $75. If you decide to

drink the wine, what cost will you assign the bottle?

According to economic theory the cost should be $75, since
that is what you could get by selling the bottle today. However,
most people said they thought the cost should be $0 since they
had already bought the bottle, or $-55 since they had made
a profit. If they instead were asked how much money they
would loose if they had dropped the wine bottle and broke
before they could drink it, most people said they would loose
$75. By just simply rephrasing the question, most people now
answered according to economic theory. [1]

No economic model has yet managed to exactly explain why
the asked persons chose to value the wine bottle differently
depending on the question. The main reason for that is because
most people do not act as rational nor think as logical as
economic models suggest and assume. Instead, other factors
like intuition, trust, feeling and culture play a big part in our
decision making. [2]

In this paper we will not try to explain this phenomenon.
Instead, we will take a different approach where we will
explore how machine learning can be used to predict customer
behavior. This way we do not necessarily need to know
why people make certain decisions in order to predict what

decisions they will make, we only need to identify behavior
patterns. Therefore, the aim is to create a complement to

economic theories rather than a substitute. We will specifically
look at customers in e-commerce and see if we are able to
identify uncertain customers.

A. Goal, motivation and impact

The goal of our thesis was to create a machine learning
algorithm that successfully identifies uncertain customers. This
is interesting because once you’ve identified these customers,
you can start compare the differences between these and
customers that have made a purchase. The purpose is to get
insight into how different customers think and to develop a
greater understanding of the customer’s behavior, which will
hopefully make it easier to satisfy their needs. By creating a
model that can manage to achieve all these things, it should
result in increased sales and revenue for retailers, which is why
we believe this research should be of interest for all companies
that sell products or services online. Hopefully our thesis will
also lead to some insights on customer behavior in physical
stores as well, but because there are several crucial factors
distinguishing online stores from physical we do realize that
this is hard to achieve.

Over the years, the use of artificial intelligence and machine
learning have been limited to global companies, due to the high
prices such technologies have been available for. Although,
reports are showing that more companies on a global level are
willing to implement and invest in AI applications. Retailers
on a global level that are planning to invest in AI-technologies
by 2021, such as Big Data Solutions for IoT Data and
Cognitive Computing/Machine, are 77% respectively 72%.
The ability to customize the user experience and recommend
products uniquely suited to customers on their websites, is one
of the most prominent AI technologies that have added value
among retailers. [3]

One report claims that ”retailers that have implemented
personalization strategies see sales gains of 6-10%, a rate of
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two to three times faster than other retailers”, and that ”it could
also boost profitability rates by 59% in the wholesale and retail
industries by 2035” [3]. Retail e-commerce sales worldwide
reached $2.77 trillion in 2018 and is expected to continue to
grow by 20% every year until 2021 when the revenues are
projected to grow to $4.88 trillion [4].

With these numbers in mind, the use and implementation of
AI seem to be essential for retailers. This shows a demand for
this thesis, which is why we have decided to research in this
subject. The subject also fits our backgrounds in industrial
engineering and management as well as computer science.
Studies have already shown that algorithms such as Binary
Logistic Regression and Neural network can be used for
predicting buying intentions on e-commerce sites selling one
type of products [5]. Hence, this project aims to create a
machine learning model based on Logistic Regression. The
result will hopefully add some value on a sales or marketing
level to companies in e-commerce.

B. Prerequisites and limitations

Machine learning models are always very sensitive to the
data used to train the model, and the model’s performance is
often a result of the data quality. In this work we will use data
provided by Tipser, a company that run their own e-commerce
platform directly on multiple publisher’s websites. This is done
by ”interactive ads” that, if clicked, opens Tipser’s platform
directly on the publisher’s website instead of redirecting the
user away from the current one. The database we had access to
was built by registering different events that are triggered by
users, which will be described in depth later on in the report.
We had access to more than 50 million events, which presumes
that data quantity should not be a limitation. However, we were
not sure of the data quality and what relevance it had for our
intended work. This meant that we knew we would probably
have to remove sets of irrelevant and unnecessary data, which
in turn might effect the significant quantity that can be used.
As a result, the outcome of our project majorly depended on
both the quality, quantity and relevance of the data provided
to us.

C. Scientific question

Based on our goal we want to achieve, as well as our
prerequisites and limitations, we have decided that the specific
research question to be answered is:

Is it possible to create a machine learning model

that identifies uncertain customers, based on one

website’s event data, and how do you do it?

II. THEORETICAL FRAMEWORK

In this section we give a short introduction to the machine
learning (ML) model we will use in this research. We then
introduces one example on how to improve it, using regular-
ization, and how the performance can be measured.

A. Binary Logistic Regression

This algorithm is a probabilistic classifier that makes use of
machine learning. The goal is to train the classifier to make
a binary decision about the class of a new input observation,
which in our case is to decide if a customer is a buyer or
possible-buyer. Since we will use supervised machine learning
in this thesis, the algorithm requires a training set of m

observations input/output pairs (x(i), y(i)) (we will explain
how we created this corpus in the next section). This machine
learning system needs to have four components [6]:

1) Feature representation

This simply means that the input can be represented by
n features (see Table IV for a list of the features used in
this thesis). For each observation x(i), a vector of features
is created accordingly:

h
x(i)
1 , x(i)

2 , ..., x(i)
n

i

2) Classification function

As the name of this component suggests, the purpose of
this function is to approximate y by computing P (y|x). This
is done by assigning weights to each input feature, and adding
a bias term, ✓0. A convenient notation is to add an extra
”dummy” feature (x0 = 1) to each data point [7], so that:

✓Tx = ✓0 + ✓1x1 + ✓2x2 + ...+ ✓nxn

By using the logistic function �(z) = 1
1+e�z , which is a

sigmoid (s-shaped) function, as the classification function it
will always return a value between 0 and 1. This means that
the probability of x belonging to the ”positive” class 1, i.e that
the customer is a possible-buyer, is P (y = 1|x) = �(✓Tx)
and the possibility that the customer is a buyer thus is
P (y = 0|x) = 1 � �(✓Tx). To use these probabilities as
a classification function, one must also decide a threshold so
that when the probability is above that threshold, the predicted
class is ”positive”. A common approach is to simply start with
using 0.5 as a threshold. This means that if �(✓Tx) � 0.5, the
customer is classified as a possible-buyer and if �(✓Tx) < 0.5,
the customer is classified as a buyer.

3) Learning function

This is an objective function for learning, usually involving
minimizing errors on training examples. This means that for
an observation x this function should express how close the
classifier output ŷ is to the correct output. A commonly used
loss function for logistic regression is the Cross-entropy loss
function:

L(✓) = �1
m

mP
i=0

⇥
y(i)log(�(✓Tx(i))) + (1� y(i))log(1� �(✓Tx(i)))

⇤

4) Optimizing algorithm

This algorithm is used for optimizing the learning function,
in other words finding the minimum. Conveniently, the Cross-
entropy loss function is convex with only one minimum.
Therefore, we used gradient descent to decide the minimum
of our loss function, where the idea is to calculate in which
direction the function’s slope is rising the most steeply and
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then moving in the opposite direction. The gradient of a
multivariate function L(✓0, ✓1, ..., ✓n) is in general a vector
of all its partial derivatives:

rL(✓) =

✓
@L

@✓0
,
@L

@✓1
, ...,

@L

@✓n

◆

where
@L

@✓k
=

1

m

mX

i=0

x(i)
k

h
�(✓Tx(i))� y(i)

i

The method is then to initialize ✓ = ✓(0) randomly and
update ✓(j+1) = ✓(j)�↵rL until

��rL(✓(j))
�� < " (where ↵ is

the learning rate and " is the convergence margin) [6]. You can
do this by either using all data points (batch gradient descent),
a few random (minibatch gradient descent) or one random
(stochastic gradient descent) in every iteration. However, we
decided to use the minibatch gradient descent since it has
better accuracy than the stochastic and is faster than using
the ”full batch”.

The weights after this iteration is completed (✓(j)) thus is
the result of training the model, using machine learning, and
are ready to be used in the classification function.

B. Regularization

Performing binary logistic regression sometimes results in
very large weights. This is called ”overfitting” and can be
prevented by regularized linear regression. It is done by
simply adding a regularization term to the loss function. This
term however, is dependent on which type of regulariza-
tion/regression you decide to use. We have chosen to use
ridged regression, which uses the euclidean distance of the
weights and a regularization parameter � (that is decided by
testing):

Lreg(✓) = L(✓) + �
nX

k=1

✓2k

which of course result in changing the partial derivative of the
loss function (note: only if 1  k  n since the model can
not overfit the weight correlated to the dummy feature) to:

@Lreg

@✓k
=

@L

@✓k
+ 2�✓k

Other than these changes, the method for using regularized
logistic regression is the same as in the previous section. [6]

C. Performance metrics

There are many different ways to evaluate the performance
of machine learning algorithms. We, however, decided to use
two methods: Confusion matrix and ROC curve.

1) Confusion matrix

The binary classification task is to divide the input into
two classes. The classifier’s outcome can be interpreted as
positive (P) or negative (N). Since this thesis focuses on
identifying uncertain customers we have chosen to define
possible-buyers as the positive class and buyers as the negative
class. According to the actual status of the input, the predicted
outcome can be seen as either true positive (TP), false positive

(FP), true negative (TN) or false negative (FN). A good
illustration of this is the confusion matrix:

Predicted class

P N

A
ct

ua
lc

la
ss P TP FN

N FP TN

Figure 1. Description of the confusion matrix

This matrix can then be used to calculate a number of
different metrics. The first metric we decided to use was the
accuracy (A), which is calculated by dividing all correctly
classified items with all classified items. Although the accuracy
is considered to be a good metric it can be misleading since it
does not considerate the proportion of the two classes. As an
example, let us say that our data consists of 99% possible-
buyers and 1% buyers. If our algorithm then classifies all
customers as possible-buyers the accuracy is 99%, which is
considered pretty high, but the algorithm is not actually that
good. Two common metrics with regard to this problem are
precision (P) and recall (R). The precision tells how often the
algorithm is correct, given that it predicted a positive class,
and is often used when the goal is to limit the number of
false positives. The recall on the other hand tells how often
the algorithm is correct given that the actual class is positive,
and is often used when the aim is to limit the number of false
negatives. Instead of using the precision and recall separately,
one common approach is to take the geometric mean, which
is called the f1-score. [8]

A =
TP + TN

TP + FP + TN + FN

P =
TP

TP + FP

R =
TP

TP + FN

F1 =
2PR

P +R

2) ROC curve

A more visual way to measure the performance of a binary
classifier is the receiver operating characteristic (ROC) curve,
which tells how often the classifier predict incorrectly given
that the actual class is negative. It is created by plotting the
true positive rate (TPR) against the false positive rate (FPR),
while varying the threshold value (Fig. 3).

TPR =
TP

TP + FN

FPR =
FP

FP + TN
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The classifier’s performance is then decided by the area under
the ROC curve (AUC), where the value 1 represents a optimal
classifier. This is because the curve would have to go through
the point (0,1) where FPR is zero and TPR is one, i.e.
no buyers are classified as possible-buyers (FP=0) and no
possible-buyers are classified as buyers (FN=0). This is the
point of perfect classification. If the AUC is 0.5, the classifier
is as bad as random guessing. [8]

The ROC curve can also be used to debug the model. By
looking at the shape of the curve, one can identify what the
model is misclassifying. For example, if the bottom left part
of the curve is closer to the random line than the top right,
it implies that the model is misclassifying the negative class.
This should give a hint on what to improve in the model.
Determining the ”smoothness” of the curve can also give a
indication of how stable the classifier is. [9]

Another great thing about the ROC curve is that it visualizes
the relation between TPR, FPR and threshold. Some argue
that this makes it possible to find the optimal threshold for
the classifier, by looking at the corresponding threshold to the
point on the curve closest to the point of perfect classification
[10]. Two examples on how this can be achieved is by
using either the euclidean or manhattan distance. However,
depending on the purpose of the classifier, this might not be
the best way to optimize the threshold since maximizing the
overall performance is not always the same as maximizing
specific performance.

III. METHODOLOGY

A. Data description

As mentioned in the Introduction, the data used in this
research is provided by Tipser and consists of more than 50
million events triggered by customers. The data is stored in a
Google BigQuery database that uses standard SQL. Each event
is linked to a certain publisher, which made it easy to divide
the data into different publishers. Each event consists of mul-
tiple parameters including DateTime, IP, Cookie, Fingerprint,
Action, Target, Url, Object and UserAgent. These events can
be fetched by writing SQL queries and saved as JSON objects
in order to be processed.

The DateTime value speaks for itself and is simply used to
keep track of what date and time the event was triggered. The
purpose for the parameterers IP, Cookie and Fingerprint is to
identify customers in order to connect an event to a specific
customer. Action and Target are connected to each other
and are used to describe the type of the event. An example
of a common action-target combination is ”View Product”,
where the action is view and the target is product. The Url is
self explanatory and simply tells at which publishers website
the event was registered. The Object contains information
about the product connected to the event. To continue the
example of View Product, the object tells which product that
was viewed. The last parameter called UserAgent provides
more information about the customer, and can be used to
complement the previous identifying parameters. Below you
can see an example of how an event looked like.

Table I
DUMMY EXAMPLE OF AN EVENT

Feature Value
DateTime 2019-04-24T09:37:18
Cookie bf63e2265ah06a8ef0943
Ip 00246a61bff8f6aa12125xdcbca7b
Fingerprint 561d6b94264d3beb3faa923fc16d
Url https://www.testsample.se/
Action View
Target Product
Obj.name Slippers
Obj.listprice 500
Obj.currency SEK
...
UserAgent.device iPhone
Useragent.OS iOS
...

B. Data pre-processing

Since we had access to a lot of data, we decided to start
this project with deciding what data could be relevant to create
our algorithm, and what data could be discarded. We identified
four methods to discard irrelevant data: by date, customer-type,
event-type and publisher. This was done by simply querying
the database.

A quick way to discard a great amount of data was to
decide the time-span for the data used. The way we reasoned
was that we wanted recent data and not too old, but we still
wanted enough. We found that a good time-span meeting these
qualifications was from October 2018 to Mars 2019.

We then decided to discard data based on customer-type.
To do this in the most natural way we decided to divide
customers in three categories: buyers, possible-buyers and
impossible-buyers. In this thesis, we only wanted to analyze
the first two categories. Defining these categories was not
always crystal clear, but a good solution we found was to
define the impossible-buyers as the customers that only scroll
past a lot of products without really looking at them. To
remove these type of actions, we identified those customers
that only had View-events in the database. In other words,
these users have not made any interactions with the application
by clicking somewhere. (note: see next subsection to know
how a specific customer was identified)

Since our data is collected from different publisher’s web-
sites, it is reasonable to assume that customers at one website
might behave different than customers at another. This might
result in disturbing the customer behavior pattern and impact-
ing our algorithm’s performance negatively. This, in addition
to the fact that we wanted less data to work with, is the
reason why we wanted to discard data from some publishers.
When investigating which publisher’s data to use, we ended up
choosing two publishers that had a lot of traffic and purchases,
i.e. many and diversified events.

The last method we used to clean the data was to identify
the event-types that are most redundant for our thesis. We
quickly realized that it was a lot of the view-events, because
of the same reason we discarded impossible buyers: it just
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measures what has been scrolled by. After identifying the
irrelevant event-types, we ended up with a data set containing
the following events:

Table II
EVENTS IN THE DATA SET USED FOR TRAINING THE ALGORITHM

Action Target Quantity
View Product 35638
Cart Product 5250
Cart Payment 4823
Purchase Order 2220
CartRemove Product 1101
Reject Data policy 286
Consent Data policy 3526
Click Cart-tab 2076

C. Data processing

Since our goal was to identify uncertain customers, we
needed to group all events by each individual customer. In
other words, create a history for each customer. To make the
data more manageable we decided to save the results from
querying the database to a file in json format, this way we
got a list of events as json objects with the intention of using
them with Python, in order to group the objects into different
sessions.

As it turned out, this was easier said than done. While the
IP-address was consistent and did not change for the same
user, we found that both parameters Cookie and Fingerprint
were unreliable and we could not find a logic explanation for
why they kept changing. After experimenting for a while we
found that the best way to identify a customer was to look at
the IP-address. We knew that identifying customers only by
the IP-address is not optimal since we risk to see different
customers with the same IP-address as the same customer.
Hence, this identifying method is not 100% accurate, but we
did not find a better way and came to the conclusion that it
was good enough.

Then, for each customer, we also grouped the events into
different sessions. We decided to define one session as a set
of events that doesn’t have more than 24 hours between two
events. This means that we looked at all events for each
customer and if we found that there was more than 2 hours
between two consecutive events, we split those events into two
different sessions. The purpose of this was to not only identify
uncertain customers, but also identify the general process it
takes for a customer to perform a purchase. The result of this
data processing is illustrated in the table below, where you can
see how many events there were before processing and how
many sessions there were after. You can also see how many
unique IP-addresses there were in the data set, to get a better
understanding of how many sessions each customer had on
average.

Table III
ILLUSTRATING THE RESULT OF COMPOSING EVENTS INTO SESSIONS

Class Quantity
Events 54920
Sessions 7534
Unique Ip 2670

D. Model creation

After finishing the data processing, the next step was to
create the model used to train our algorithm. This was simply
done by developing features that could be used to represent a
session.

We started by looking at each individual session and what
features we could get from that. The first feature we decided
to use was how many different products that had been viewed
in that session. We then created two features concerning the
cart, one describing how many different products that had
been added to the cart and the second how many had been
removed. The next two features represent how many times
the data policy had been rejected or approved. The last feature
we got from an individual session was how many times the
cart-tab was clicked.

After looking at individual sessions we started connecting
sessions by users to develop more complex features. The
first thing we did was looking through the previous sessions,
starting with the most previous one. We then created one
feature containing how many previous sessions the customer
had, leading up to this one. We also summarized the product
views feature of these sessions into a feature for the session
in question, in other words we created a feature with the total
amount of product views. We also made a feature containing
how many previous purchases the customer had made (see
Table IV for a list of all features used).

E. Algorithm development

As mentioned earlier we used Binary Logistic Regression
to train our model. We built the algorithm from scratch using
only Python and the package Numpy. We did this following
the theoretical framework given in this thesis. Below is a short
description of our algorithm, using pseudo code.

Algorithm 1 Binary Logistic Regression
1: initialize: ✓, ",↵, convergence > "
2: while convergence > " do
3: compute rL(✓)
4: update convergence = ||rL(✓)||
5: update ✓ = ✓ � ↵rL(✓)
6: end while

F. Evaluating performance

When the performance of a trained classifier is to be
evaluated, it should be tested on a different data set. Our data
sets differed from each other because of the dates, we simply
changed the time intervals. Since we had used the most recent
added events in the database to build our model we created
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our test model with data 6 months previous to our training
data, since older data had events that were not being used in
the updated database. Once the data used to test our model
was prepared, we used the two different methods described in
the theoretical framework: Confusion matrix and ROC curve.

IV. RESULTS

In this section we present the produced results from training
and testing the binary classifier.

A. Calculated weights

The calculated weights for each feature after training the
model are represented in the table below. The result both
shows which class a feature is associated with and the
importance of it to classify a customer. Positive weights
are associated with the positive class (possible-buyers) and
negative weights with the negative class (buyers).

Table IV
THE CALCULATED WEIGHTS FOR THE FEATURES AND BIAS TERM

Feature Weight
Bias term 1.64
Product views 0.14
Cart adds -0.88
Cart removes 0.32
Consent data policy 0.39
Reject data policy -0.09
Cart-tab clicks 0.38
Payment page viewed -2.27
Previous sessions 0.16
Previous purchases 0.23
Previously viewed products -0.01

B. Confusion matrix

The result from testing the classifier on another data set
using the calculated weights is illustrated in the following
confusion matrix.

Predicted class

P N

A
ct

ua
lc

la
ss P 4601 563 5164

N 77 295 372

4678 858

Figure 2. Results illustrated in a confusion matrix. The total number of data
points tested are 5536.

With the values from this matrix, the following metrics
could be calculated and used to evaluate the performance of
the classifier.

Table V
PERFORMANCE METRICS DERIVED FROM THE CONFUSION MATRIX

Metric Value
Accuracy 0.88439
Precision 0.98354
Recall 0.89098
F1-score 0.93497

C. ROC curve

The result from testing the classifier on another data set,
using the calculated weights, could also be illustrated by a
ROC curve.

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

FP Rate

TP
R

at
e

ROC curve

ROC curve
Random guesses

Figure 3. Results illustrated in a ROC curve. The AUC was calculated to
0.9149. According to the euclidean distance from the curve and the point of
perfect classification, the optimal threshold should be 0.6726

V. DISCUSSION

In this section we discuss our choice of method, we motivate
our choices and discuss alternative methods that could improve
the result. We continue by discussing the performance of our
model and the value of the produced result. We then present
ideas on what could be done in future research before we end
with a conclusion of this thesis.

A. Choice of method

One of the big deciding factors at the start of the project
was defining the categorization for the customers. The catego-
rization was crucial in order to get results that were reliable
and of value. The choice of the categories: buyers, possible-
buyers and impossible-buyers, where some of the alternatives
we had in mind at the beginning, but our initial intentions
were to break down those three categories into sub-categories.
For instance, we were considering if possible-buyers could be
broken down to indicate where in the purchase process the
potential customer decided to cancel the purchase and that
way differentiate between different types of possible-buyers.
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To facilitate the sub-categorization, we wanted to create a
history of tasks for each user by tracking a user’s journey,
using the parameters Fingerprint and Cookie thinking that
these parameters must be unique for every user. A journey,
in this matter, being the point of when a user visits a website
until the end of the visit, whether the user bought something
or not. That way, we could have easily analyzed the most
common patterns and thus sub-categorize according to them.
But because of the way the database was designed we did not
manage to construct these journeys as we had first intended,
and even though we did manage to create histories of tasks,
the work of sub-categorizing became too difficult. The Cookies
and Fingerprints not operating in the way it was intended, was
one of the major reasons for that, since it made it too difficult
to create a model based on the initial sub-categories. That is
why we felt that the best way to conduct this study was to use
the three categories that were ultimately chosen.

The other main deciding factor was the way we identified
customers. Some of the vulnerabilities of relying only on the
IP to identify customers is that two users might collide if they
happen to be on a network that gives a user the same IP, or
if multiple persons happen to use the same computer on a
daily basis. A user might also change network which would
result in a change of IP and, thus, keeping track of that user
becomes too challenging. Having taken those vulnerabilities
into consideration, we were not satisfied with just accepting
that those factors might interfere directly with our result, so we
tried to eliminate them. The way we decided to avoid merging
sessions from multiple customers into one session was by
defining one session as a list of events that does not have more
than 24 hours between them. A complement to solving the
same problem is that we decided that those IP-addresses who
had numerous amount of events compared to the average IP,
must be a public network handing out the same IP to multiple
users and can be discarded. The risk of discarding such IP
addresses is the loss of valuable data containing potential and
finalized purchases, but after the reprocessing of the data we
found that we still had more than enough to conduct this
study. Although, smaller networks that share IP such as a
households are not eliminated by discarding IP addresses with
abnormalities in number of events, but we consider that a
household could still be of interest and seen as one customer.
It could, however, still be a small probability that two different
customers use the same IP in the same 24 hour window. We
estimated that probability, and the impact of it happening, to
be too small to affect the value of our result.

The third and last main deciding factor is, of course, the fea-
tures used to represent a session. Based on the data available
we think that we managed to convert it into the most relevant
features possible for each session, but there is a chance that this
could have been done in a better way. One question that arose
during the model creation was if a customer’s journey was
to be represented by a single session or by multiple sessions
merged as a history for the customer. We really wanted to
create a history for each customer because we saw great
possibilities in creating even more features if we could create a
history and use e.g the number of previously viewed products
as a feature. However, because of the previously mentioned

vulnerabilities caused by identifying customers only by the
IP-address, we risked merging sessions for multiple users into
the same history and/or separating sessions for the same user.
With this in mind we do believe that the positive aspect is
greater than the negative. Also, since we use more features
from single sessions we assumed that they would balance out
those from merged sessions if they turned out to be corrupt.
Alternatively we suspected that the weights for features from
merged sessions would be calculated close to zero if they
was not significant for one class or the other. These are the
main reasons we decided to create a history for each customer,
despite the vulnerabilities.

Because of these identifying problems we did however have
idea to do this thesis without having identifying parameters.
Instead we thought that it might be possible to start by creating
different customer-types that represent certain behaviours. Our
idea was to have types such as impulsive, careful, discount-
shopper, etc. This way we should not have needed to know
exactly who the customer was to predict their behavior, we
would only need to decide their customer-type based on their
previous behaviour in the current session. However, we quickly
realized that this would have increased the complexity of
the thesis a lot as well as given it a much bigger focus on
psychology. Therefore we decided that the scope was too big,
even though we believed it would have been both a good and
interesting solution.

B. Algorithm performance

The way we measured our algorithm’s performance shows
an excellent result. However, the performance can be measured
in different ways.

Since we wanted to identify possible-buyers we felt that the
most natural way was to assign these customers to the positive
class (y=1), because then the conditional probability is closer
to one. If we instead had decided to assign these buyers to
the negative class (y=0), both the precision and recall of the
algorithm change. This is because the confusion matrix gets
”inverted”, i.e. the old TP is the new TN and the old FN is
the new FP etc. This changes the performance metrics to the
following:

Table VI
ALTERNATIVE PERFORMANCE METRICS

Metric Value
Accuracy 0.8844
Precision 0.3438
Recall 0.7930
F1-score 0.4796

As we can see, the recall is still pretty good which means
that the algorithm is good at identifying all customers in the
positive class (buyers). On the other hand, the precision is
quite low, which means that the algorithm also classifies a lot
of customers in the negative class as positive (no-buyers as
buyers). This can also be seen in the ROC curve, but is more
obvious looking at the performance this way. Event though
the performance looks really bad this way, with a precision
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just above 34%, we are still pretty satisfied with the result
because the algorithm still identifies 295 buyers correctly and
77 incorrect. The main problem is that it identifies a lot of
possible-buyers as buyers, but for this thesis the performance
is above expectation.

The reason we wanted to highlight this is because we
wanted to illustrate that the algorithm’s performance might
change depending on what it is used for (identifying possible-
buyers vs identifying buyers). With this being said, there is not
one correct way measuring the performance. The important
thing is that the metrics reflect the attributes that is seen as
important for the algorithm.

C. Value of produced results

In this section we start by discussing possible use cases
for our algorithm. We then continue by discussing behaviour
insights based on the calculated weights for the features in our
model.

1) Strategic use cases

Under the initial discussions with Tipser, there were mul-
tiple suggestions for what the results could be used for after
the research had been conducted. Both parties agreed that the
research being done must also be of value for the company
and not just an approach for the research group to deepen
their knowledge within machine learning and data processing.
But having taken all the prerequisites and limitations into con-
sideration, being able to identify users and build predictions
with a relative certain of security, would be of high value
irrespective of a sales or operating point of view since this
was the first time Tipser organized a machine learning and
data processing project. Because of the first time conducting
a research in this subject, there was a big uncertainty whether
a research of this scope would be possible to be conducted
or not, mostly because of the incertitude of the data available.
That is why the results were regarded highly valuable for both
parties since it foreshadows the positive possibilities for future
research and work.

Within its time, the optimal and ideal outcome for both
parties would be to analyze how the results could be of use
to change and make adjustments of the company’s service,
in order to make and impact on sales. But evaluating effects
as increased sales and increased profitability rates require to
do empirical research over time, which is time that neither
of us unfortunately have. It is also up to Tipser to decide
if they want to share those numbers in the future. Increases
in sales and specific changes in the company’s numbers is
mainly of interest for the company, since they run the everyday
operations and are affected by these numbers on a daily basis.
But the magnitude of the changes could be very valuable for
the group, since it was one of the purposes of creating the
model in question in the first place, and it would be interesting
to follow up the results for future research and work, which
will be discussed to some extent in a later subsection. Thinking
back to the Business Insider report [3] about how AI have
affected the sales and profitability rates, the retailers that
managed to make an positive impact on their numbers are the
ones that have implemented personalization strategies based

on recollected data. It could be done by personalizing a users
journey by i.e. adding personalized advertisements. Based on
the produced results, we believe that implementing similar
personalization strategies and achieving similar results is a
real possibility for Tipser. From an operating point of view,
the company can use the results when selling their platform
to publishers by using the model and results for promoting
the data analytic tools the company has to offer. Even though
it is difficult to tell if changes like these might have a direct
impact for the publishers, it offers both the publishers and
Tipser a value creating tool for the future. Not only does
this provide the publishers with valuable data about their own
customers, but it also offer Tipser the opportunity to enter
further partnerships with publishers to acquire complementary
data, which is another important factor when processing data
and building data sets.

One stage of the research that resulted in a very valuable
outcome was the results of the data processing. In a publication
[11] that was published by the Boston Consulting Group
about personalization, the author highlights the importance of
building data and having analytic capabilities in order to create
machine learning models. The author claims that in order to
successfully create models, it is essential to have the ability
to access and process large amount of data and the ability to
extract value from the data assets. Tipser had done a good
job acquiring data, but had yet to start processing it, although
they had been collecting data for several years and with clear
intentions in mind. According to a survey conducted by BCG
[11] for the purpose of the publication, more than half of the
companies believed they had managed to acquire the required
amount of data, but did not have the resources to start pro-
cessing it, due to the time and talent it requires. To paraphrase
what many of the surveyors answered, ”We have the data, but
integrating and using it—that’s the hard part.”. We feel that
the same could be applied to Tipser at the beginning of the
research. That is why we feel that the amount of work and
time the group put in data processing would be of high value at
the end of the project, even though the results from the model
would have been negative. For instance, by experimenting and
trying different queries, we quickly realized that the identifiers
Cookies and Fingerprints did not behave as planned. Even
though we did not manage to identify why those parameters
could change with full accuracy, we did find multiple patterns
and scenarios where these change with 100% certainty. This
is just an example of the inconsistencies we found within
the database, that were appreciated by the company since a
majority of the inconsistencies can be easily investigated and
resolved. We also found some action-and-target combinations
that lacked relevance for the future projects or the purposes
that the database is intended for, which will be revised in the
future in order to strengthen future acquisition of data and
future model creation.

2) Behaviour insights

At a broader view our goal was to get some insight in the
customer’s behaviour. We tried to achieve this by analyzing the
feature-weights to see which features were the most important
ones to distinguish between the two customer types. We found
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that the single most important feature was if a customer had
clicked to the payment page or not, which is not that big of
a surprise. Followed by that feature was if the customer had
added anything to the cart, which again does not give new
insight since that was something we anticipated beforehand.
We then found three features with similar importance for
classifying the customers, i.e. the value of the weights were
somewhat the same, which were cart removes, cart-tab clicks
and data policy consent. Surprisingly to us, all three weights
were positive which means that they contribute to classify the
customer as a possible-buyer instead of a buyer.

Besides having a model that provided us with a decent
accuracy and having learned about the model creation process,
seeing these contradictions regarding our features was very
satisfying in the sense of behavioural economics, which was
one of the reasons for doing this project. At the beginning
of this report, we talk about how old economical models
and theories are based on the rationality of human beings
and how this can be contradictory since we humans are not
really that rational. But when we started to create the model
and eventually decided for features, we had to draw rational
conclusions regarding consumer behaviour in order to chose
the events and features that were most suited for our cause. So
while we undertook the challenge to answer why a consumer
finalize a purchase and what the deciding factors are, the
weighted features debunked some of our whats and left us
with more whys, i.e. the model showed us the most important
features but did not explain why they were important.

Our model proved that some of our human assumptions
were incorrect and thus the model was able to prove us
wrong in regard to human behavior and sales. But to say that
the model looks past human rationality is still up to debate.
Because even though the weighted features proved us wrong,
you can still try to find out why we were proven wrong and
justify the self-trained features with rational reasoning.

For instance, thinking back to the three features that were
mentioned earlier, it can be very difficult to explain exactly
why they were more important for classifying possible-buyers
instead of a buyer. But a theory is that most buyers are certain
what they want and they go and buy that directly instead of
clicking around many times, while our initial thoughts were
that a user showing a lot of activity is more likely to be a
buyer. Looking at it this way, it seems natural that having a
high count in these features indicates an uncertain customer.
It also makes you wonder if the buyers are certain what they
want or if they are just impulsive, since we found that many
buyers only had triggered a few events before completing the
purchase while we thought that few events would indicate a
uninterested user. Another surprise we found was that it did not
seem to matter how many products the customer had viewed
in previous sessions. This, however, might be the result of
us merging sessions from different customers with the same
IP-address into one history. Unfortunately investigating this
further is outside the scope of this thesis.

As a conclusion, in the regard to sales and behavioral
economics, machines and models are in most cases stronger
then humans when it comes to determining deciding factors.
But very seldom do the machines provide us with reasoning

and explanation, which might change in the future based on
the progress that is being made in AI. But we believe that the
strength of humans is finding reasoning and cause, which is
also probably why we always try to find a rational explanation
for things. That is why we believe that machine learning is the
perfect tool to: guide us in the right direction when trying
to solve problems but get stuck trying to find logical and
rational solution, and also helping us see elements that we
would otherwise overlook.

We would have hoped to get a better insight in what factors
motivate a customer to perform a purchase and what factors
that prevent them from doing it. We are however satisfied with
the result since we believe it is a good start at something that
could be developed to something greater.

D. Future research

The work and results that have been produced during
the weeks of the research have been very productive and
educational for us, but also for the company. Given the
circumstances and limitations, seeing the results of the data
processing being translated into a model that managed to
predict whether a user is a buyer or not with the amount
of precision it did was very rewarding and it confirmed our
previous knowledge in the subject and expanded it further. This
project was a first step to realize the opportunities and potential
that AI and specifically machine learning can contribute and
offer for retailers and sales.

In the future we would like to expand our model in order
to be able to categorize and differentiate customers on a more
detailed level, just as we intended initially. With the work that
has been put down up until this point, we can with certain
amount of confident predict if a user is a buyer or a potential-
buyer. The optimal case in a scenario where a potential-buyer
is detected would be to turn that customer over. That could be
made for example by adding more advertisement or making
the process of canceling a purchase just a bit more complex i.e.
by asking the user a second time if it really wants to cancel.
But with this arises new question, for instance, if the solution
is to add more advertisement for the unsure users, what type
of advertisement should be added? Without understanding the
reasons for why that user never finalized, we might be missing
the real solution for why an entire group of users decides to not
finalize a purchase. As we previously mentioned based on the
example with the wine bottle, people do not act rational and
there are other factors that affects them like intuition, trust,
feeling and culture and because of that, breaking down the
solution to be able to answer ”why” might be an impossibility
if these users are not asked directly. But we feel that with
advances within AI and technology, we might be able to come
close enough to the answer of ”why”. That is why we feel
the desire and need to develop our model even further, in
order to capture and identify as many different users patterns
as possible. Because we can with 87% certainty answer the
question ”Is user X going to go down road A or B”. But with
the improvements, we might be able to answer the questions
”Did user X go down road A because of reason 1, 2 or 3”.

The first step to this would be to implement an identifier in
the database for facilitating user identification. By just estab-
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lishing fingerprints and cookies uniquely for every single user
and making them permanent, multiple solutions for creating
something similar to a user-id present themselves. Even tough
retailers will always be dependent on users accepting cookies
in order to keep personal details, this research has shown that
it is still possible to identify a entity without those parameters
and just using the IP. But without those missing parameters,
identification can become a difficult task and as the research
proved those parameters can increase the effectiveness and
value of modelling. We strongly believe once we can identify
users on a higher scale, we can start with the differentiation
and categorization by adding more features, changing the data
that is being collected or optimizing the database. By adding
more features, we might be able to differentiate groups from
each other, but adding more features might be limited to the
type of data being collected, which in turn is a consequence
of how the database was initially designed. These opens the
different areas to work and improve on: identification, data-
collection and database design.

E. Conclusion

We started this thesis with the intent of predicting customer
behaviour using machine learning as well as hoping the result
would help us get a better understanding of what key factors
that drives purchases and what hinder them. Unfortunately,
the results did not give us as good insight into the customers
behaviour as we had hoped, but we did manage to predict
the behaviour to some extent. Our model also contradicted
some initial features we thought were of big important and
thus helping us re-evaluate the model. Although we did not
manage to do this perfectly we believe that our model is a
good start at something that can be developed to something
great. So the conclusion is that it is indeed possible to predict
customer behaviour using machine learning. But, as we have
realized along the way, it requires a lot of hard work and good
data quality.
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