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Abstract 

Manual configuration of rules for unmanned mining machine traffic control can be 
time-consuming and therefore expensive. This paper presents a Machine Learning 
approach for automatic configuration of rules for traffic control in mines with au-
tonomous mining machines by using Q-learning and SARSA. The results show that 
automation might be able to cut the time taken to configure traffic rules from 1-2 
weeks to a maximum of approximately 6 hours which would decrease the cost of 
deployment. Tests show that in the worst case the developed solution is able to run 
continuously for 24 hours 82% of the time compared to the 100% accuracy of the 
manual configuration. The conclusion is that machine learning can plausibly be 
used for the automatic configuration of traffic rules. Further work in increasing the 
accuracy to 100% is needed for it to replace manual configuration. It remains to be 
examined whether the conclusion retains pertinence in more complex environ-
ments with larger layouts and more machines. 

Keywords 
Machine Learning, reinforcement learning, Q-learning, SARSA, autonomous ma-
chines, mining 

 

  



 
 
 
 
 

  



Sammanfattning 

Manuell konfigurering av trafikkontroll för obemannade gruvmaskiner kan vara en 
tidskrävande process. Om denna konfigurering skulle kunna automatiseras så 
skulle det gynnas tidsmässigt och ekonomiskt. Denna rapport presenterar en 
lösning med maskininlärning med Q-learning och SARSA som tillvägagångssätt. 
Resultaten visar på att konfigureringstiden möjligtvis kan tas ned från 1–2 veckor 
till i värsta fallet 6 timmar vilket skulle minska kostnaden för produktionssättning. 
Tester visade att den slutgiltiga lösningen kunde köra kontinuerligt i 24 timmar 
med minst 82% träffsäkerhet jämfört med 100% då den manuella konfigurationen 
används. Slutsatsen är att maskininlärning eventuellt kan användas för automatisk 
konfiguration av trafikkontroll. Vidare arbete krävs för att höja träffsäkerheten till 
100% så att det kan användas istället för manuell konfiguration. Fler studier bör 
göras för att se om detta även är sant och applicerbart för mer komplexa scenarier 
med större gruvlayouts och fler maskiner. 

Nyckelord 

Maskininlärning, reinforcement learning, Q-learning, SARSA, självstyrande 
maskiner, gruvdrift 
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1  |  INTRODUCTION 

1 Introduction 

This introductory chapter will present the problem definition, goals and scope of 
the project. 

1.1 Problem statement 
Mining operations are conducted globally, and to make them more efficient the use 
of autonomous mining machines have become more commonplace. For the ma-
chines to work in narrow, one machine width mining shafts without causing so-
called “deadlocks”, there is a need for a traffic control system. Deadlocks occur 
when two autonomous machines meet in a narrow tunnel and both machines need 
to stop as the system can no longer coordinate them. When this happens, produc-
tion is halted temporarily, and a manual override needs to be done in order to solve 
the deadlock which is costly and should be avoided. The current solution at the 
company ÅF runs a real-time simulation of the mining shafts where the positions of 
the machines are given every second. The machines are autonomous and can navi-
gate the mine by themselves but do not have any information about other machines 
operating in the same production area. The machines ask the current traffic control 
system if it needs to let another machine pass at designated passing bays. The sys-
tem uses a combination of manual configuration and predefined software rules to 
execute autonomous missions for the individual machines in such a way to avoid 
collisions and deadlocks. The manual configuration of traffic rules can take any-
where between one to several weeks depending on the complexity of the layout. 
This is time-consuming for engineers and increases the cost of deployment because 
of the time it takes to find all possible cases in which deadlocks can occur in a given 
layout.  

If the configuration of new routes could be automated in such a way that many of 
the deadlock-cases are found, it would free up the engineers’ time for other tasks. 
This would also eliminate the possibility for human errors in complex route config-
uration and could shorten the time and cost of deployment if the training of this 
automated system is sufficiently efficient. 

This study will evaluate if an implementation of a Machine-learning (ML) module 
for avoiding deadlocks could solve this issue with a reasonable training time such 
that it is more effective than manual configuration. 

1.2 Goals of the project 
The goal of this thesis is to develop a decision-making module that can automati-
cally learn to create traffic rules for the coordination of autonomous mining ma-
chines in a given mining area. The module should be able to recognize when a 
deadlock is about to occur and avoid the deadlock from happening.  This module 
will be evaluated based on the accuracy of its decisions and time taken to become 
sufficiently accurate. An error rate of 1 deadlock per 24 hours is the target perfor-
mance of the module. The criteria for evaluation will be defined in Key Perfor-
mance Indicator(s) (KPI) evaluating the performance of the solution related to the 
frequency of traffic deadlocks system operators must manually resolve. Learning 
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time will be examined to determine whether the solution can be trained to an ac-
ceptable accuracy in a reasonable time frame. 

Evaluation and selection of a suitable ML algorithm for this specific application 
area will be based on previous work done in the field. Once one or more suitable 
algorithms have been chosen, a prototype decision-making module that senses au-
tonomous machine location and actively learns how to avoid deadlocks with other 
machines will be developed. 

Evaluation of possible economic factors will be discussed in the analysis of the re-
sults. 

1.3 Scope of the project and delimitations 
Due to the time frame of this project, only one ML algorithm will be implemented 
and evaluated. 

The platforms and data parameters used will be the ones made available by ÅF’s 
current simulation platform. 
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2 Theory and previous work 

This chapter presents previous work in the area of artificial Intelligence (AI) and 
ML and explains two possible ML candidates in this context, reinforcement learn-
ing (RL) and recurrent neural networks (RNN). 

2.1 Artificial intelligence and Machine Learning 
In the book “Deep Learning” by Goodfellow et al. [1], artificial intelligence is gener-
ally defined as a computer program with the ability to perceive a target environ-
ment, simulated or not. Based on data about objects and their states or other fac-
tors in this environment, the AI will take (predefined) actions with the highest 
probability of achieving a defined goal. 

Machine learning is also defined as a program used to complete certain tasks but is 
done so using sets of data, often simplified data sets and pattern recognition to 
formulate an algorithm instead of the usage of explicit programming or instruc-
tions once conditions are fulfilled [1]. A reason for using machine learning is that 
the modelling of an effective algorithm may not be feasible to do manually. 

2.2 Previous work 
In a case study on implementing an ML approach for short-term traffic flow predic-
tion of interstate 64 in Missouri by O. Mohammed and J. Kianfar [2], four different 
ML models were implemented. The models were deep neural networks (DNN), 
distributed random forest (DRF), gradient boosting machine (GBM) and a gener-
alized linear model (GLM). The accuracies of the developed models were assessed 
with the use of three error indexes, Coefficient of determination (R²), mean abso-
lute error (MAE) and root mean squared error (RMSE).  Five months of data, 
which consisted of speed, flow, occupancy and time of day was used for training 
and validating the models. The computational time for all models was less than one 
second. The training time of the DNN model was on average 33 times longer than 
the other models at 34 minutes. The DRF slightly outperformed the other models. 
During validation when predicting traffic flow over 24 hours in 5-, 10- and 15-
minute windows resulted in MAEs of 7.522%, 7.131% and 7.197% respectively. The 
RMSE metric gave results of 11.123%, 10.455%, and 10.738%. 

Z. Bartlett et al. [3] conducted a study on an ML approach for predicting traffic flow 
to ease congestion on urbanised arterial roads. These roads are described as con-
sistently busy, for commuting and goods transportation, with high capacity and 
capable of handling large traffic volumes, while having limited entry and exit 
points. Three ML models were used, K Nearest Neighbour (KNN), Support Vector 
Regression (SVR) and Artificial Neural Networks (ANN). The models were applied 
to real data sets. The study showed that the ANN model was the one which pro-
duced the most accurate predictions, with an RMSE of 16.95%. Better predictions 
could be made with all three models if the individual total of machine classes was 
used instead of the total amount of machines. The ANNs RMSE decreased in this 
case to an RMSE of 16.56%. A deeper architecture was recommended as a basis for 
future research as it could create a more accurate prediction function. 
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In a study regarding short-term traffic flow prediction by Kang et al. [4], a Long 
short-term memory recurrent neural network (LSTM RNN) was used as the long 
term learning characteristics of the LSTM RNN makes it desirable for that use case. 
In this study, approx. 18000 sample points of real-world data in a time series 
spanning over two months were used. This data was collected from five stations 
and included information regarding occupancy, speed and traffic flow. A specific 
station was used as a subject for traffic flow prediction using combinations of these 
data points and information from neighbouring stations. They concluded that traf-
fic flow alone could result in acceptable prediction accuracy and combinations of 
data points and inclusion of neighbouring stations data resulted in better accuracy, 
where the best MAE of the proposed models was 9.26%. 

A case study conducted by Y. Lee and O. Min [5], aimed to predict both short-term 
and long-term traffic flow in Seoul using real-time, statistical and synthetic data 
sets in order to alleviate congestion. The data sets used were collected over a period 
of two years. The real-time data was collected every five minutes from cars using a 
navigation app, and the statistical data from bus/taxi GPS-data every 30 minutes. 
The data consisted of such things as the weather at the time, average speed, acci-
dent information and turning information. This resulted in datasets of 210526 and 
17544 data points respectively. The synthetic data was the same size as the statisti-
cal data. The results showed that the application of an LSTM RNN in this applica-
tion resulted in a predicted traffic flow similar to the actual observed traffic flow 
with the statistical data. The predictions using synthetic data deviated in evening 
peak-hours and the predictions using real-time data deviated in off-peak hours.  

In a study by S. Kwon and K. Y. Lee [6], the authors test the efficiency of using the 
function approximating CMAC architecture in conjunction with a neural network 
for reinforcement learning. It was concluded that the neural network implementing 
CMAC had, in most cases, faster learning time and showed that it was able to gen-
eralize learning. One initial state yielded an approximately 86-fold decrease in tri-
als needed for successful training results, whereas another state resulted in a 14-
fold increase in trials needed. 

In a study done in 2005, Celine and Baher showed that using a reinforcement algo-
rithm called Q-learning could be used to reduce the stop time induced by traffic 
congestion at oncoming ramps to the various freeway in Toronto by up to 26.7% 
compared to no control [7]. Compared to one of the most commonly used ramp 
control algorithms, ALINEA, they measured a decrease by 15.71% in stop time and 
a decrease in travel time by 4.69% in ALINEA’s best case. This by diverting the traf-
fic by using variable message signs in critical locations to inform drivers of recur-
ring or non-recurring congestion. The agent in this experiment received rewards if 
a decrease in delay was detected and a punishment if an increase was detected. Due 
to the large number of states in their model, the simulation was run 15000 times, 
where each run consisted of 1.5 hours of simulated peak-hour traffic with an inci-
dent blocking traffic for 15 minutes was added in the first half of the run. To reduce 
the state space the researchers used the CMAC algorithm. It works by mapping the 
continuous states that were used into overlapping tiles to generalize visited states.  
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Salkham et.al. showed in their study on urban traffic control that by using the Q-
learning algorithm, the average waiting time significantly decreased at 64 intersec-
tions in Dublin’s inner city [8]. Furthermore, using a collaborative reinforcement 
learning approach the time decreased even more. Collaborative meaning that dif-
ferent agents controlling a single intersection communicated to control the traffic 
flow rather than every agent only having information about its own intersection. 
The simulation was based on 4032 machines being inserted uniformly into the sys-
tem over approximately 133 minutes. RL while not using a collaborative approach 
was 15.9-45% better than the then available solutions and extending it to be coop-
erative improved the waiting time by 22% compared to the standalone RL method. 

Another possible solution proposed by S. Mikami and Y. Kakazu [9] for optimizing 
traffic signals is to use a genetic algorithm. This is another type of reinforcement 
learning algorithm that bases its learning in spawning new generations of learning 
agents which are based on the previous run of the simulation. They found that the 
genetic algorithm performed better in medium to high traffic volume than both 
regular and random signal intervals but slightly worse than regular intervals for 
sparse volumes. 

2.3 Reinforcement learning 
In Sutton and Bartos book on machine learning [10] reinforcement learning is de-
fined as a type of machine learning which aim is to learn what to do in certain sit-
uations, in other words, mapping situations to actions which maximize a numerical 
value. The program that tries to solve a given problem is called a learner or agent. 
The agent learns by interacting with its environment and gets rewarded or pun-
ished depending on the outcome of that action [10]. 

To implement a learner or agent, it needs a policy that defines how the learner 
should act at different times [11]. The policy is at the core of the reinforcement 
learning process as it determines the behaviour of the agent. This can be described 
as a map of actions to a given state of the environment. The policy can be a simple 
lookup table or more complex such as a search function. The agent also needs a 
reward signal to know the outcome of a taken action. The reward is used to define 
the goal of the learning process. To get a reward, the agent must interact with its 
environment. When it does so as shown in figure 2.1, it gets a reward and the next 
state in return. These are then used to update the policy that the agent uses over 
time. There is no way for an agent to induce these rewards itself, it must either per-
form an action which is rewarded immediately or leads to a state that can lead to 
more rewards.  
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Figure 2.1 Diagram showing the interaction between a machine learning agent 
and its environment for each discrete time step.  
 

The reward signal is what the agent uses to know what is good to do in the short 
term, but for the long term, to reach the desired goal, it uses a value function [11]. A 
value function tries to estimate the value of the current state of the environment. 
The value of the state is the number of rewards an agent can expect to get in the 
future from that given state. This is what enables the RL agent to make choices that 
do not give an immediate reward but leads to a state with potential to give greater 
rewards. 

Since the goal of the agent is to maximize the rewards it gets over time, the goal of 
the reinforcement learning process becomes to optimize the policy for a given state 
so that it yields the maximum amount of rewards [7]. Q-learning is a simple and 
widely used algorithm for this developed by C.Watkins and P.Dayan [12]. It is guar-
anteed to converge to the optimal policy over time [13]. Q-learning is a so-called 
“off-policy” algorithm, meaning it does not entirely rely on previous results but ra-
ther it explores different options to find the best one. The “on-policy” equivalent to 
Q-learning is called SARSA [14]. The difference being that SARSA always chooses 
the best action based on the policy. While Q-learning will converge to an optimal 
policy given enough iterations, SARSA will find an approximately optimal policy.   

Action-state pairs denoted as Q(s, a) are the estimated value of a certain action for 
a given state and describes the sum of the expected future payoffs the action will 
give in that state. Q-learning works by selecting an action a∈𝒜 given the current 
state s∈𝒮 based on the policy where 𝒜 and 𝒮 are all possible actions and states re-
spectively [12]. A reward and the next state from that action is returned to the agent 
and the value for Q(s, a) is updated using: 

Q(St, At) ⇐ Q(St, At) + α [ Rt+1+ γMAXɑQ(St+1, a) − Q(St , At)]          (1) 
 

The learned value is the immediate reward plus the discounted estimate optimal 
value of the next state minus the current Q(s, a). The learning rate can be adjusted 
over time to make the algorithm explore actions with potentially lower rewards 
more frequently during the start of the learning process to be able to find potential-
ly better actions in that state.  
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The learning rate value α ranges between 0<α<1. K. De Asis et.al explains in “Rein-
forcement Learning and Artificial Intelligence Laboratory” that a low value makes 
the algorithm learn slower but converges closer to the optimal solution while a high 
value will have a better initial performance but does not get as close to the optimal 
solution [15]. The discount factor 𝛾 decides how much a future reward is worth 
compared to an immediate one. In other words, how much it weighs the value of a 
future state [16]. 

To regulate the learning rate, the step size rule in equation (3) described by A. Go-
savi in the book “Simulation-based Optimization” can be used [17]. Where αn+1 is 
the learning rate for the nth visit to a state, T1 is the original value for α and T2 is a 
value to speed up or slow down the rate at which α decreases over time. 

αn+1 = T1 / [1+ n2 / (1+ T2)]               (2) 

 

With the use of the step size rule, the rewards given by a taken action will be 
weighed more in the beginning of the learning process and decay over time.  As an 
agent gains more experience the learning rate is decreased to update the value of 
Q(s, a) less and less as it converges towards an optimal policy. 

To make the algorithm explore less favourable states to find potentially better ac-
tions (the previously stated exploration vs exploitation issue), one can use a so-
called ε-greedy algorithm that chooses the action that has previously yielded the 
best reward most of the time and the other actions with equal probability [18]. In 
the beginning, the rate of exploration is high and as the agent gains experience the 
rate decreases. Another approach is to select the action based on a graded function 
of their estimated value, so-called soft-max action selection [18]. This is commonly 
done with a Gibbs/Boltzmann distribution. An action a is chosen with a formula 
which calculates the probability for choosing an action, p(a), which is defined as: 

   p(a) = (eQ[s,a]/τ)/(∑a eQ[s,a]/τ)               (3) 

Where τ controls how randomly an action should be chosen. When τ is high the 
algorithm will more often explore less optimal actions, as τ decreases the agent will 
choose the currently optimal action more frequently and converges to a greedy 
function. Compared to an ε-greedy approach, that weighs the different non-optimal 
actions equally, a soft-max will weigh them according to their value Q(s, a). 

2.4 Recurrent neural networks 
A recurrent neural network is a type of neural network model where the network of 
nodes is connected to itself in a loop in a temporal manner, allowing information to 
persist over time. This is done to share parameters (for instance, bias and weight) 
and output across this model to produce a more accurate prediction. Parameter 
sharing enables the usage of non-fixed length input sequences (or vectors) [19]. 
Graves et al. write in “Speech recognition with deep recurrent neural networks” 
[20] that this is useful for example when recognizing sequential data in which con-
text is of importance, such as text or speech patterns. 
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Figure 2.2 shows an example of a simple recurrent neural network where input 
from two input nodes is forward propagated through a hidden layer of nodes where 
output error from previous timesteps are backpropagated in the RNN. The output 
from the hidden nodes is gated with activation functions. 

 

Figure 2.2 Simple example of a back-propagating RNN with activation functions 
on hidden nodes. Synaptic weights were omitted for simplicity. 

 

The activation function defines the range of the value the node can output based on 
the input, e.g. sigmoid  (s(x), 0 to 1), hyperbolic tangent, (tanh(x) , -1 to 1), or recti-
fier (max(0,x)). This is done as the input for a single node can be the sum of any 
number of values. A bias value added to this sum, before applying the activation 
function, can specify how high or low the sum of values must be before activation 
will occur. A weight on the connection between nodes specifies how much of a spe-
cific output signal from one node influences another node. The output node returns 
a prediction with a value between 0 and 1 to represent a probability.  

The value of a prediction or result is the estimated probability that the prediction is 
correct, based on previous information and predictions. The value can then be 
compared to the real result, either from a dataset or a computation of the result 
using a set of rules, producing an error. In a recurrent neural network, errors are 
propagated backwards in the network to update parameters, as shown in figure 2.2. 
This type of architecture enables the RNN to base new results on previous results 
using backpropagation. 



 
 
 
 

9  |  THEORY AND PREVIOUS WORK 

Backpropagation (also called “backpropagation through time” or BPTT) is not how 
the neural network learns, but how it computes a gradient for updating parameters 
[21]. The actual training is done in conjunction with another algorithm, such as 
stochastic gradient descent or any other general-purpose gradient-based algorithm 
[21] [22]. The gradient can be used by the neural network not only for updating 
parameters during learning, but also for analyzing the learned model or as part of 
the learning process [21]. An issue called “the vanishing/exploding gradient prob-
lem” is present in traditional RNNs using back-propagation. 

The vanishing/exploding gradient problems both stem from parameter gradients 
being calculated with previous long-term dependency information multiplicatively 
with each subsequent layer of nodes. This can in the vanishing problem prevent the 
network from altering the weights of the connections between nodes sufficiently, 
i.e. the gradient vanishes. Pascanu et al. write in their paper “On the difficulty of 
training recurrent neural networks” [23] that this, in turn, can result in the slowing 
or halting of the learning process as large gaps between nodes render the network 
unable to connect relevant information. 

A. and S. Amidi, MIT graduate and teacher’s assistant in a machine learning course 
at Stanford respectively, write in their online course literature “Recurrent Neural 
Networks cheatsheet” [24] that in the case of the exploding gradient, the maximum 
gradient change is often limited with a “gradient clipping” algorithm to prevent the 
gradient from being altered too much in one time step [25]. A large change in gra-
dient could enable the network to connect information that would normally not be 
considered as associable which makes learning unstable [23] [26]. 

The usage of a “gated RNN” architecture such as “Long Short Term Memory” 
(LSTM) is effective in practical applications of long temporal dependency infor-
mation collection from a data sequence and its context [27]. LSTM solves the pre-
viously mentioned vanishing gradient issue [24] with the introduction of  “forget”- 
and “memory”-nodes as well as multiplicative gating units resulting in the LSTM 
RNN keeping important, temporally dependent data in the loop and over time dis-
cards unimportant data. 

2.5 Mine simulation software 
The simulation software provided by ÅF to be used in this study manages the logi-
cal rules of the simulation. It enforces these rules with information regarding the 
layout of the mine itself, with specified loading and dump points that the autono-
mous machines can use as goals. Figure 2.3 shows part of a layout and how it is 
divided into segments which specify direction, as can be seen in the bubble in the 
top left. 
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Figure 2.3 An example illustration of a part of a layout with a passing bay, three 
decision points located at three different segments and four paths. 

Each part of the road has one segment which points in one direction and one in the 
other. These segments are grouped into so-called paths. Segments are also part of 
smaller groups called “traffic zones” (TZ) which are used for deadlock detection. 
Paths can contain several TZs. There are exceptions to these generalizations e.g. in 
passing bays where the segments are not parts of a path and there are segments 
only in one direction, as illustrated by the red arrow specifying the direction of 
travel in the passing bay in figure 2.3.  A machine can occupy and traverse a seg-
ment only if the machine is in the correct orientation, and another machine cannot 
occupy the same segment. At decision points called “next station points” (NSP) a 
machine asks the system if it should continue driving. These points are generally 
junctions and at meeting bays where the shafts are a little wider to accommodate a 
stopped machine. At points in the layout where there are passing bays, ordering a 
machine to stop would instead guide it into the passing bay, allowing a machine to 
pass. When two machines meet where they cannot pass each other or when all ma-
chines in a production area are still for 3 minutes, a deadlock is detected and re-
ported. At specified segments in the layout, there are designated loading and dump 
points. These are used as mission points which the machines continuously travel 
between. 
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3 Method 

In this chapter, the chosen method, tools and frameworks used, as well as the simu-
lation platform used will be presented. Information will be given regarding the de-
veloped model and architecture as well as how the final developed module will be 
evaluated. 

3.1 Arguments for and against ML models 
Since RL algorithms don’t require large classified datasets, as ANNs do, they can 
start the learning process without any prior knowledge of a model [10]. This means 
an RL module could be used when deploying new mines without needing to acquire 
training data beforehand. The amount of time it takes for RL algorithms to con-
verge to an optimal policy is, however, greater than the time it takes for an ANN to 
analyze a dataset. Another challenge presented with using RL is to create a model 
which has a number of states which the agent can explore in a reasonable amount 
of time, as well as a suitable reward structure which reinforces behaviour the agent 
needs to reach the desired goal. The main argument for choosing RL is that previ-
ous studies have dealt with similar traffic rule and control problems successfully 
with an RL algorithm [7-9].  

The amount of data available for the DNN, ANN, DRF, GLM, GBM, KNN and SVR 
models in previous studies is not available in this project [2] [3]. This is a consider-
able reason for not choosing to implement one of those models as the collection of 
training data would take a significant amount of time which could be beyond the 
time frame of this thesis. If such data was available, a “deep architecture” ANN 
such as the LSTM RNN could be used since these studies have shown promising 
results in implementing them [4] [5]. These methods are primarily implemented in 
studies where the goal of the study is to predict traffic flow, not control the traffic 
itself. The previous work regarding the prediction of traffic flow mentioned before 
can be iterated upon and could be applied to traffic control. An argument can be 
made that if the traffic flow of the segments can be accurately predicted short term, 
a light logic module using these predictions could also solve traffic control issues. 
This logic module would ask the prediction module if it anticipates traffic flow be-
tween two decision points and can give the machines commands on whether the 
machine should or should not continue driving if traffic flow from the other direc-
tion is predicted. 

3.1.1 Arguments for the Q-learning RL algorithm and parameters 

For the implementation of the machine learning module, the reinforcement learn-
ing algorithm Q-learning was chosen. This was due to its proven success in related 
work with similar traffic control related problems, as shown in the work done by 
Celine and Baher [7] as well as Salkham et.al. [8]. The data the system provides and 
the fact that no training data is available at the time of the thesis strengthens the 
argument for using reinforcement learning. The requirement that the system 
should be able to be set up to learn on a new layout without any extra manual con-
figuration is also an argument in Q-learning’s favour, since it does not require any 
previous knowledge of the environment and what actions are right or wrong in a 
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certain situation; it learns over time by trial and error. The implementation of Q-
learning is the one presented in equation (3). 

3.1.2 Chosen action selection strategies 

To regulate the exploration of the agent the ε-greedy approach was chosen due to 
previously proven success [7]. The value of ε was set to start at 0.2 and decay over 
time. This number was chosen so the agent may explore states outside of local op-
tima while keeping it relatively low as a single unfavourable random action may 
result in a deadlock. The decay was controlled by subtracting 1/n*ε where n is the 
total number of episodes run. This would decrease the rate of exploration linearly 
based on the current episode number, allowing the agent to exploit the learned pol-
icy more as the training progresses. 

An alternative on-policy action selection strategy was used during training with 
segments, effectively converting the machine learning method from Q-learning to 
SARSA. This was due to observations that the ε-greedy approach seemed to con-
verge very slowly because of the increase in state space when going from paths to 
segments. Once a previously unvisited state is visited, all actions attributed to it will 
be given the same reward values. The agent will select the very first action random-
ly and the environment will return the reward this action generated. If the agent 
receives a positive reward, this state-action pair will have a higher reward associat-
ed with it and will continue to be chosen. If it receives a negative reward, the action 
will not be chosen once its associated reward is less than the other action. In some 
states whatever action is chosen will result in either a deadlock or negative rewards, 
this due to an action taken previously which was not optimal. This will be propa-
gated backwards over time until this “terminal state” will not be reached due to that 
nonoptimal action. This strategy was theorized to work well in the application of 
this study due to the sequential nature the states will be visited, where randomized 
action selection may prove detrimental. 

3.1.3 Tools and frameworks used for the implementation 

Out of the available libraries and frameworks for machine learning, OpenAI’s Gym1 
toolkit was chosen as it contains tools for developing the machine learning algo-
rithm, environment and tools for comparing different algorithms. This environ-
ment follows a certain interface and if the developed algorithm, agent or environ-
ment has flaws or are insufficient, new ones could be developed and used for better 
performance relatively easily. 

3.2  Data available from the simulation platform 
The data available was the total amount of segments in the test area and the state of 
the machines. The machines sent information including the individual machines 
states which have data with unique identifiers (UID), information regarding their 
position (X- and Y-coordinates), which segments or paths the machines occupied 
and therefore also their directions of travel, as well as the total number of ma-
chines. 

                                                             
1  https://gym.openai.com/ 
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The machines also sent requests at NSPs containing the requesting machine’s UID, 
production zone and mission destination point. Once a machine passed a decision 
point, the system would send information regarding what resulted from passing 
that decision point only if a deadlock occurred. The information in this result in-
cluded machine UID, a boolean evaluation of the reply to the request (true if a 
deadlock occurred), and a reason message, which always reads “deadlock”. 

3.3 Issues with using the simulation platform for training - Meta-simulator 
During the training of the ML module using the simulation platform mentioned in 
the background, it became apparent using a simulation which runs, at most, two 
times faster than “real time” was much too slow to produce a result within the allot-
ted time, as approximately 800 episodes finished after 12 hours. During this time 
the agent had learned how to handle a single scenario but had not been trained suf-
ficiently to be able to run without deadlocks for 24 hours. Furthermore, as the 
agent improves over time, it will reach states further away and thus the total 
runtime increases. With increasingly complex mining layouts and the number of 
machines, the time for the learning process would exceed the time it would take for 
manual configuration and as such, would not be a viable solution. A simulation of 
the simulator (meta-simulator) which could be run faster than the current platform 
was needed. 

Crucial factors in what this meta-simulator was required to simulate accurately 
were: 

 Sending requests at exactly the same points 
 An identical representation of the mine 
 Accurate pathfinding that doesn’t break the rules of the layout 
 Identical Deadlock detection 
 The movement works the same way 

3.3.1 Possible solutions for the issues with the simulation 

An alternative to the simulation platform was to use a simulation tool such as  
SUMO2 to create a similar simulation. This could be used to more quickly gather 
data about the time for learning as well as the accuracy of the model. The problem 
with this approach is it would be difficult to recreate the simulation of the traffic 
control system (TCS) accurately with the framework and the results gained from it 
might not be an accurate representation of the performance when used with the 
actual system, or the policies generated by the learning process may not be compat-
ible with the TCS at all. This problem stems from the fact that using the actual con-
figuration files of a layout, the framework must be adapted to accurately model the 
mine layout due to it being intended for simulating conventional traffic. 

Another option was to build a simplified simulator of the simulation or a meta-
simulator using the configuration files for the mine layout of the simulator used in 
production. This would be fairly complex and time-consuming, both in terms of 
development and testing, but in the end, would be the most accurate representation 
of the actual simulator. This is due to the fact that the logical rules of the simulation 

                                                             
2  https://sumo.dlr.de/wiki 
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and relationships between e.g. segments, paths and other points of interest in the 
layout are fairly complex. Creating software containing the necessary functionality 
and attributes may in this case be favourable compared to adapting an urban traffic 
simulation framework to follow specialized rules to approximate a mining opera-
tion. 

Due to these perceived issues with using a simulator framework to approximate the 
actual configuration of the simulator, the development of a meta-simulator using 
the configuration files was chosen. 

3.3.2 Meta-simulator 

Information regarding the mine in a specific production zone is parsed to the meta-
simulator from a file specific to that production zone. This file contains information 
regarding segments, paths and traffic zones. The segment information includes all 
segments present in the production zone, which segments they are connected to as 
well as which segment belong to which path and traffic zone. TZs are used for dead-
lock detection; if a machine wants to allocate an already taken, neighbouring traffic 
zone, a deadlock has occurred. 

The state of the meta-simulator is represented by a number of machine objects with 
unique IDs. These machines contain a mission start and endpoint (loading/dump 
point), current endpoint (same as the mission endpoint except when rerouted to a 
passing bay), current segment, and current TZ ID. The segment and point values 
are used for routing machines through the mine layout. The TZ ID is used for look-
ing up which traffic zone object a machine has allocated. 

As shown in listing 3.1, to initialize and change the state of the simulator, there are 
three phases the simulator may be in to accurately mimic the behaviour of the ac-
tual simulation. While running, only the “move” and “detect” phases are gone 
through each time step. If a deadlock has occurred or the meta-simulator is initiat-
ed, the meta-simulator goes to the “initial” phase. 
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3.4 Developed machine learning module 
This subchapter will present the developed episode definition, state, actions, envi-
ronment and reward structure for the module, as well as give reasons for design 
choices. 

3.4.1 Episode definition 

The Q-learning algorithm was set to run in episodes where each episode lasts until 
a deadlock is detected or until the desired number of destination points/completed 
missions has been reached. Reaching a destination implies that a machine has 
traversed through the entirety of the layout to its destination without any machines 
creating a deadlock situation. The total run time in hours can be calculated from 
the meta-simulator as each machine normally completes 10 of these destination 
switches, or passes per hour. This means that in a 24 hour period one machine 
completes 240 passes. The module can be considered sufficiently trained for this 
thesis’ defined performance goals when it reaches 240 passes per machine without 
a deadlock occurring. This metric may, therefore, be used as a KPI to determine the 
performance of the module. At startup and resets after deadlocks, machines were 
placed out on random segments in a specified path and with mission endpoints in 
the correct direction of travel to introduce limited stochasticism in the initial states. 
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They were not placed and given mission endpoints completely at random due to the 
way the test scenario is in the actual TCS, which is on set segments and set mission 
endpoints. 

3.4.2 State definition 

Two different ways of defining the state were developed. The state of the environ-
ment was represented as an n-dimensional vector where n is the total number of 
paths or segments in a mining area. Together with the path or segment the query-
ing machine was occupying they form a state which is independent on the identity 
of the machines, it is only dependent on where the machines are located. The 
length of each dimension of the vector was a binary 0 or 1 depending on if the path 
or segment was occupied by another machine or not. An example of a state based 
on figure 2.3 would look like this: ([1,1,0,0],’path 3’). In this case, the first and se-
cond paths were occupied by machines other than the querying machine, and the 
machine that sent the request was on path “path 3”.  The usage of paths instead of 
segments results in a much smaller state space compared to using the total segment 
count of the zone. However, it also meant a small amount of pre-definition of a 
zone was needed in order for the model to work. Using one of the mentioned esti-
mation functions would bypass this, but pre-defining paths would enable the agent 
to much more easily learn the optimal actions because of the smaller state space. 
Using segments created a larger state space compared to using paths, however, 
gives a more exact representation of the state of the simulation. Both state 
representations were tested and compared. 

3.4.3 Actions and rewards 

The actions were as previously mentioned defined as boolean “go” (true) and “stop” 
(false) values. The rewards were structured around how long the algorithm runs 
without creating a deadlock. For this reason, every time the agent handled a pass-
ing-request the agent received a small reward for a go command, no reward for a 
stop command, a large reward if a machine has reached a loading/dump point and 
a large penalty every time the system detected a deadlock. 

This general reward structure was chosen so the agent would prioritize actions that 
lead to states where the machines reached their destination point. This should 
therefore incentivize actions that not only prevent deadlocks, but also keep the ma-
chines going from point to point, with a bias towards going rather than stopping. 

3.4.4 Environment and agent interactions 

The environment is, as previously mentioned, what an agent observes and interacts 
with in order to receive rewards. The agent itself only sees the state of the environ-
ment and knows what actions have previously lead to a certain outcome and inputs 
an action (either randomly or based on what has previously worked best) into the 
environment in order to get a reward to append to the traversed state in the Q-
table. 

In the environment itself, however, two additional tasks need to be done inside of 
this “step”-function. Firstly, the action given to the environment by the agent is 
done and sends the selected action to the simulation platform for execution and 
waits for the next request to pass in order to update the state of the environment. If 
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the same machine asks for an action and the state is the same as the last state, it 
returns the last response and refrains from returning the new state and reward to 
the agent, since the update for that state-action pair has already been done, and 
therefore a discrete time step has not yet been taken. Secondly, a reward is generat-
ed depending on what the agent’s action resulted in or what action it was. Lastly, 
not a task in and of itself, but an important step nonetheless, the new state, reward 
received and a boolean value specifying if the episode is over is returned to the 
agent. 

3.4.5 Module architecture 

The machine learning module consists of the environment with an agent to interact 
with it. Since the environment needs to wait for updates given by the TCS, a coor-
dinator was placed between the TCS and the environment. A shared object between 
the environment and the coordinator serves as a method of communication. When 
a machine arrives at a decision point, the TCS sends a request to the “coordinator” 
which in turn triggers the agent to take an action. Normally an OpenAI/Gym envi-
ronment has the current state and all the rules for updating it contained in itself, 
but the developed environment is dependent on the simulation platform and its 
rules. This was the main reason for the usage of a coordinator. When the agent 
takes an action, it is forwarded through the coordinator to the TCS to tell a machine 
to either go or stop.  

As seen in figure 3.1, on startup the main application starts the agent and sends a 
reference to a shared object the environment and coordinator can communicate 
through.  
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Figure 3.1 Diagram showing the architecture used for connecting the environment 
to the external TCS simulation platform. 

The agent in turn starts up the environment and starts taking actions. Every time 
the coordinator gets a position update from one of the machines, it updates the 
state of the shared object.  When the coordinator receives a request to check if a 
machine is allowed to pass or not, it adds an event in a queue in the shared object 
which prompts the environment to return the next state to the agent together with 
the associated rewards. The agent takes the next action based on the new state 
which the environment writes to the shared object and adds a response in a re-
sponse queue to notify the coordinator that an action has been chosen. The coordi-
nator then returns this action to the traffic control system.  

The agent waits for its reward and the next state until the next time a machine ar-
rives to a decision point where the system asks for the next action to take. If a dead-
lock occurs, the system will report it to the agent with the next state and reward 
with a message that the episode has ended. The positions of the machines are then 
reset and a new episode begins when a machine reaches a decision point. 

When using the meta-simulator during training, the package containing the coor-
dinator and traffic control system was replaced with the meta-simulator as can be 
seen in figure 3.2.  

 

Figure 3.2 Architecture of the machine learning module while running towards 
the meta-simulator, note the coordinator and TCS are replaced by the developed 
meta-simulation. 

The main program which sets up the simulator and the ML module can start multi-
ple agents using the same Q-table together with multiple meta-simulators. This will 
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speed up the rate at which states are encountered and learned. Both agents will use 
this shared Q-table for reading and writing results. As the exploration rate decreas-
es, exploitation later in the learning process will be based on what both of the 
agents observed. As such both agents should reap similar rewards, disregarding 
rewards from randomly taken actions. The number of agents running in parallel 
was limited by the hardware available and could be increased if more processor 
cores were available. For this project, the hardware used could only support two 
instances at the same time before reaching maximum CPU usage but there is no 
upper bound in the software as to how many instances that can run simultaneously. 
The tests were run on a laptop with an Intel core i5 4210H and 8GB DDR3 RAM. 

3.5 Testing methodology 
At resets machines are placed out semi-randomly in specified parts of the layout, 
which can be seen in figure 3.3. These were chosen as they are positions which lead 
to logically difficult situations. 

 

 

Figure 3.3 A simplified representation of the layout used during training and test-
ing. The green machines can be seen in positions where they might be positioned 
at reset, with arrows and text specifying their direction of travel and mission 
goals. 

One machine is placed at a random segment in the loop situated at the left of the 
layout. Its mission point was set to the loading point seen in the rightmost part of 
the layout. Two of the machines were set in segments (not part of a passing bay) in 
the long straight in the middle of the layout. One of the machines is set in the left 
part of the long straight with the goal of reaching the loading point while one was 
set in the rightmost segments with the goal of reaching one of the dump points seen 
in the loop. A close-up view of each part of the layout referred to above can be seen 
without the machines in figure A.1 through A.3 in Appendix A. 

In runs where paths were used to represent the state, any segment not part of any 
path was treated as a path. The training sessions using segments represented the 
entire state with the machines positions on segments. The data regarding the ma-
chines was supplied by the simulation platform itself every time the position of a 
machine was updated. Three machines were present in the simulation scenario this 
module was tested on. 
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4 Results 

In this chapter, the statistical results of the learning process will be presented. The-
se results have been collected using the developed ML module and meta-simulator.  

The RL agent and meta-simulator was set up to run a test scenario previously con-
figured in the existing simulation platform provided by ÅF. 

Each test session was configured to run 30 times with different restrictions on total 
episodes. Once the desired number of passes has been reached, which in this case is 
720 passes, the module can be considered sufficiently trained. For margin, a goal of 
1000 passes was set. The Q-table used for that run is saved for validation purposes. 
After each session, the Q-table is reset so the agent begins learning once again with 
no prior knowledge about the previously optimal policy. This is done so statistics 
regarding how often the module actually reaches the target performance can be 
collected. 

The learning rate (α) was chosen to be 0.2, exploration rate (ε) was set to 0.2 for 
the Q-Learning algorithm with SARSA not using ε, and the discount factor (𝛾) was 
set to 0.9. These parameters were chosen based on brief empirical testing.  

4.1 Collected data from training using paths in state representation 
The graphs in this subchapter plot each subsequent training session in 100 episode 
increments, starting with 200 episodes up to 1300. Episode limits past 1300 were 
in increments of round thousands up to 5000 as the success rate of the module was 
observed to plateau or decrease past that limit. Within these sessions, the number 
of passes reached was counted, and this information was collected and shown here 
at 100 episode intervals. An episode limit of 100 was omitted from testing as the 
agent could not reach the goal with a 200 episode limit and will therefore not reach 
it with a lower limit. The agent used the ε-greedy action selection strategy for these 
tests. 

The typical trend of a run using paths starts close to zero in the beginning as the 
agent explores the environment and rises sharply towards the end as the rate of 
exploitation increases, as can be seen in figure 4.1. 
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Figure 4.1 An example of how the performance of a typical run using paths in-
creases over time.   

This increase is due to the decay of the ε value and a large increase can be seen as ε 
reaches 0 and the agent stops exploration and tends towards only exploiting the 
learned optimal policy. 

The trend for the number of average passes reached per run is the same for all test 
sessions. Data of the runs past the 1300 episode limit showed that the learning 
plateaued and decreased. This can be explained by the fact that past that point an 
increasing number of runs in each session did not reach the target performance. 
This can be seen in figure 4.2 where past this limit, the only other session which 
also had a 50% success rate was the session with a limit of 2000. 
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Figure 4.2 The success rate of all individual test sessions by episode limit. The 
dashed line shows the general trend. 

The success rate is where at least one episode reaches the target performance per 
run. This means that e.g. if episode 900 and 901 reaches the target performance, it 
only counts the first time it reaches the target since it is still on the same run. 

No runs reached the goal performance at an episode limit of 200. Each session past 
the 200 episode limit reaches the goal performance at least once. The best success 
rate of these sessions was 15 out of 30 runs or 50%, where the session with the low-
est episode limit was 1100 and the highest 2000. At the 1100 episode limit, the 
learning peaks and the success rate decreases past an episode limit of 2000. 

An example run not reaching the target performance is presented in figure 4.3 
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Figure 4.3 A run using paths in the representation of the state in which the module 
does not reach the target performance. 

The agent reaches a maximum of 249 passes and then drops down to zero, after 
which the learning halts completely. 

4.2 Collected data using segments in state representation 
The data collected from the test session using segments in the state representation 
was gathered in 30 runs. These runs had an upper limit of 10000 episodes or until 
the target performance was reached and was then restarted. While using segments 
in the state representation, it was observed that the agent would not complete more 
than 2 passes in a comparatively large amount of episodes N>10000 with the ε-
greedy strategy. Because of this, the agent was set to use the SARSA algorithm.  A 
typical run using this method can be seen in figure 4.4.  
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Figure 4.4 The number of passes the agent completed per episode in a typical run 
while using segments to represent the state. 

The trend is slightly different from the ones observed during the test run using 
paths to represent the state. As seen in figure 4.4 the number of passes stayed be-
low 10 until episode 3000 where the number of passes increases albeit slower than 
the method using paths.  

During training, the number of times the agent reached a high reward to then drop 
to zero was observed twice out of 30 times or 93%.  When these drops occurred, the 
agent was not able to improve further and the run was restarted after 10000 epi-
sodes. One of these runs can be seen in figure 4.5. 
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Figure 4.5 A run using segments and SARSA-based action selection where the 
learning was halted after approximately 4000 episodes. 

This run reaches peak performance of approximately 300 passes after which the 
agent unlearns useful behaviour over a period of approximately 500 episodes. 

4.3 Validating the accuracy of the policies 
To validate that the policies of the module reach the goal performance once train-
ing concludes, the Q-tables of all successful training sessions were saved. During 
validation of the learned policies, all learning functionality is disabled and only op-
timal actions are chosen by the agent. This test is done 100 times with each of the 
chosen Q-tables to see if the policies may be inaccurate. 

Out of the test sessions using paths, the one with the highest success rate and the 
shortest training time was the one with a limit of 1100 episodes. Testing these Q-
tables resulted in the agent reaching the goal performance 100% of the time. 

Validation of the Q-tables using segments in the state representation showed that 
the agent could reach the goal performance 82% of the time. 

4.4 Evaluation of the meta-simulator’s accuracy 
The meta-simulator’s accuracy was compared to the actual simulator and was 
deemed sufficiently accurate by comparing deadlock detection and pathfinding 
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with the original simulator. By using the Q-table generated after the final episode of 
training and only allowing the agent to make optimal actions, the meta-simulator 
and the actual simulator received the same rewards if all states had been encoun-
tered during training. This was not always the case, which meant there were some 
inaccuracies in the simulator. Training and data collection could be done much 
faster with the meta-simulator and the Q-table could later be used with the actual 
TCS for testing specific scenarios. 

4.5 Summary of the results 
When using paths for the state representation, the best performing episode limit 
was 1100 and was used for the comparison. The shortest successful run took 21 
minutes and the longest took 1 hour. The average training time of all successful 
runs in this session was 36.1 minutes. With segments, the average run reached the 
target performance of in 5032 episodes and the median reached the target at epi-
sode 4249. The time taken to reach the target performance when segments were 
used was on average 2 hours 58 minutes, the best in 29 minutes and the worst case 
was 5 hours and 51 minutes. 

Using segments in the state representation and the SARSA algorithm the RL agent 
successfully reached the goal performance within the set episode limit 93% of the 
time. This is a large increase in success rate compared to the best of 50% while 
training using paths and Q-learning. 

The way the learning is halted in paths and segments differs from each other. The 
performance using paths seems to instantly drop to zero in figure 4.3 whereas the 
run using segments in figure 4.5 seems to unlearn useful behaviour over time. 

Validation of the policies generated using paths in the state representation reached 
the goal performance 100% of the time, whereas the policies using segments 
reached the goal performance 82% of the time. 

When testing the applicability of the generated policies using ÅF’s simulator, the 
testing showed signs of inaccuracies in the meta-simulator. As some states aren’t 
reachable by the meta-simulator, the policies cannot reach the target performance 
of a 24-hour runtime with ÅF’s TCS. 
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5 Analysis and discussion 

In this chapter, the results, as well as the developed model, will be analyzed. Possi-
ble sources of error or flaws in both the testing of the model as well as the devel-
oped model itself will be discussed. The time taken until the module has trained 
sufficiently to reach the goal performance will be compared to the time it takes to 
manually configure a layout so economic factors can be taken into account when 
discussing whether or not a machine learning solution would be beneficial or not. 

5.1 Test towards previously existing simulator 
After the training period using the meta-simulator, the module was tested towards 
ÅF’s simulator. From empirical testing the agent would take the right action corre-
sponding to the given state, however, there were instances where the agent had not 
seen the state before and as such could not give the correct answer every time. This 
is likely due to the meta-simulator not being one-to-one with the provided simula-
tion platform. Factors that may affect the accuracy of the simulator and therefore 
the results, for instance acceleration and deceleration, were not factored in when 
constructing the meta-simulator. As such there are states the provided simulation 
platform can reach which the meta-simulator cannot. A possible solution to this 
problem would be to estimate states not yet reached, such as looking at the k-
nearest neighbours or using a neural network to estimate the state. Other possible 
solutions might be to make the meta-simulator increasingly accurate to match the 
provided mining simulator. 

5.2 Model state space 
The system’s total observable state space when using paths can be roughly estimat-
ed as 18³= 5832, which is the number of occupiable paths to the power of the num-
ber of all machines (disregarding the segments treated as paths, which only one 
machine can occupy at a time). As the complexity of layouts and number of ma-
chines increases, this number will increase drastically. The limitation of the dis-
crete state space of the simulation platform and meta-simulator may not show itself 
in a relatively simple case such as this, but merely adding another machine results 
in a state space of 104976 (18⁴). This is an 18-fold increase in state space which 
would require at least an 18-fold increase in training time to reach similar results to 
the less complex model, although the increase would probably be larger due to the 
increased logical difficulty of managing another machine. 

When using segments to represent state, the state space increased drastically from 
5832. The approximate state space can be calculated by multiplying the number of 
ways two machines can be placed on 157 segment times the number of NSPs in the 
layout. For the layout used in this study, this results in (157 choose 2) x 9 = 
110214states. However, many of these states are not reachable due to the logical 
rules of the simulation. Some states may not be reachable due to them instantly 
resulting in deadlocks. Others may not be reached due to prior states leading to 
deadlocks, meaning that states past that prior state are unreachable. It was ob-
served that to reach the target performance the agent found 8087 unique states or 
less than ten percent of all possible states.  
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Larger state spaces could in future studies be handled in a similar manner to what 
was mentioned previously, state approximation using KNN or CMAC or to use a 
different ML approach, e.g. DQN, although an increase in learning time should still 
be expected if larger layouts or more machines are used. 

5.3 Sources of error 
This subchapter will present and analyze possible sources of error regarding chosen 
parameters, testing methodology or developed model and give alternative solutions 
which might solve the errors these choices may have induced. 

5.3.1 Possible errors due to testing methodology and parameter choice 

Possible sources of error for the results include the chosen values for the parame-
ters used by the Q-learning algorithm (𝛼, 𝛾, ε). This may be considered a source of 
error. Testing different values for different parameters may have effects on learning 
stability and learning time, especially with changes to how 𝛼 and ε decrease over 
time. The training was performed 30 times with one set of parameters. For every 
changed parameter the same amount of time must be spent training with that 
changed parameter if the data is to be consistent. This was not done as some train-
ing scenarios can take hours to complete depending on the episode limit and how 
many passes an agent needs to reach for it to be considered sufficiently trained. 
Parameters were instead chosen based on brief empirical testing.  

An alternative to the fixed learning rate could be to use the “step-size rule”, which 
could have made a significant change in the learning rate of the agent. However, 
due to the inconsistencies in the learning process observed while using it, no defini-
tive results could be gathered and was therefore not used. More work with configu-
ration of the parameters for the step-size rule calculation needs to be done in order 
to determine its effect on the learning time and if it can reduce it. 

The 30 session limit, as well as the chosen episode limits of each test session, may 
also be a sample size which does not accurately portray the performance of the 
module. More episode limits were not tested as training was observed to plateau 
around the 1100 episode mark while training with paths. The limit when training 
with segments was set at 10000 and 28 of the 30 runs succeeded. It did not seem to 
fail due to a low limit, as the failed runs seemed to fail because of the learning be-
coming unstable at some point. 

5.3.2 Issues with unstable learning 

As can be seen in the results, the agent often reaches a point where the learning is 
suddenly halted when using paths to represent the state. This does not happen as 
often when using segments in the state representation which might be connected to 
the increased state space. This would indicate that the use of paths might cause the 
state to become too simplified. In this case it might cause the agent to not be able to 
differentiate between two different states needing different actions in order to suc-
ceed. However, the test runs using segments for the state representation still 
showed this behaviour. A possible explanation for this is that the order in which the 
machines reach the different NSPs might determine the outcome of the action tak-
en. When this happens, e.g. the machines have done a full lap and ended up in the 
same configuration as in the start, the order in which they query the agent might 
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differ which may cause actions to lead to different outcomes than previously ob-
served and cause a deadlock. This in turn causes the Q-value for that state action 
pair to decrease substantially and the agent would no longer prefer to take the ac-
tion that in the past was the optimal due to this different outcome. The fact that the 
machines only may query the ML module once per state change may be the cause 
for the amplification of the issue while using paths as the number of state transi-
tions are far less. 

A solution to this problem might be to include contextual information of what or-
der the queries were sent i.e. what the previous state or states were. This would in-
crease the state space, especially when using segments for state representation. 
This could in turn be solved with a state approximation method (e.g. KNN or 
CMAC) and/or to use a deeper architecture such as DQN, which does not use dis-
crete states but rather, as Minh et al. mention in their research letter “Human-level 
control through deep reinforcement learning”, estimates the optimal action-value 
function using a neural network [28]. Further testing needs to confirm whether a 
deeper architecture could solve this problem. 

5.4 The choice of method for action selection 
As one wrong move can cause a deadlock and reset the simulation to its original 
state, it is possible that the use of the ε-greedy algorithm is the wrong choice for the 
problem to be solved by the ML module. This is due to the fact that exploring might 
cause the agent to have difficulties sequentially reaching states further away from 
the initial one due to every action having a chance to choose a non-optimal action. 
This is a problem as the goal of the learning is to not cause a deadlock and therefore 
the RL agent needs to reach and explore states far away from the initial position. A 
strategy for avoiding this issue was the usage of SARSA with segments in the state 
representation. While training with segments and the ε-greedy action selection 
strategy, the learning was observed to be very slow, to the point where almost no 
progress had been made at 10000 episodes. This was why SARSA was used. A pos-
sible problem with using SARSA might be that since it only explores the best direct 
option, it is not guaranteed to find the most optimal solution. This might cause un-
wanted behaviour such as the agent stopping more than necessary. An alternative 
method of choosing actions could improve stability and training time.  A possible 
alternative would be to make the choice based on a soft-max function, such as a 
Gibbs/Boltzmann distribution [18]. 

5.5 Optimizing agent behaviour for minimal machine stops 
No test could be performed to measure how often the agent chose the most optimal 
action with respect to minimizing unnecessary stopping of machines. The reason 
for this was due to no dataset being available regarding what an optimal action is in 
a particular state. Therefore, there might be instances of the agent taking subopti-
mal actions and causing more stops than necessary. One way of measuring this 
might be to sum the total number of actions an agent has performed in order to 
reach the target performance. However, this does not measure how close to optimal 
action selection the policy was. It is also not possible to compare the number of ac-
tions made by the agent using the different state representations due to the model 
using segments generating more queries than the model using paths. 
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It was noted that when using a different reward structure of a small reward for 
stopping and a slightly larger reward for going, the agent would almost always 
choose to stop instead of choosing to go, except for when going was necessary to 
avoid a deadlock. This behaviour was not observed when using the reward struc-
ture presented in chapter 3. 

One way of minimizing the number of stops made might be to set a time limit for 
the agent instead of a target amount of passes. With this method, the agent would 
instead of only optimizing the number of passes gotten without a deadlock, opti-
mize the number of passes reached during the time limit. This in turn might reduce 
the number of unnecessary stops. 

5.6 Performance differences between the tested methods 
As shown in the results, the method using paths learns a lot quicker, 31.6 minutes 
on average compared to the one using segments, averaging 2 hours and 58 
minutes. This difference is most likely due to the increase in state space mentioned 
above in chapter 5.4. When validating whether the generated Q-tables could run for 
24 hours continuously, paths showed a higher success rate as well with 100% com-
pared to 82%. The decrease in success rate when using segments can be attributed 
to the larger state space as well as the fact that the training sessions only needed to 
complete one run where the target was reached. 

As previously mentioned, the largest issue with using paths is the instability of the 
learning, being relatively unstable at 50% compared to 93% when using segments. 
This instability is likely due to a lack of information. This is by design to reduce the 
state space, but may in this case cause the issues discussed in chapter 5.3.2. The 
increase in training success when using segments in the state representation also 
strengthens this hypothesis. 

The issue with placing the machines on a random segment is that there are a lot 
more initial states for the agent to explore when using segments instead of paths. 
The large dips in performance seen in figure 4.5 between episodes when using 
segments is likely due to this, whereas when using paths, the cause may be both 
this and the ε-greedy strategy. As such, reaching the target performance once does 
not guarantee it being able to reach it in all initial states. The agent might need to 
reach the target performance more than once with the same Q-table in order for 
more state-action pairs to be optimized for the training to be considered finished. 

A choice has to be made regarding which method is best suited for the future use 
and development of the module based on the advantages and disadvantages pre-
sent in both methods. The optimal path would be to develop a module that per-
forms well both during training and usage if possible. Developing a module incor-
porating the possible improvements and solutions to issues previously discussed in 
this chapter might be steps to refine the module to get these desired characteristics. 

5.7 Economic, social, ethical and environmental aspects 
Since the developed module works for the provided layout, it could be used to de-
crease the time needed to configure traffic rules. The time to manually set up these 
rules takes at least a work week for simpler layouts like the one used in the experi-
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ment so using the module would reduce the cost for deployment significantly as 
this module may set up rules to avoid deadlocks in much less time. In the worst 
case with the 1100-episode session using paths, training took approximately one 
hour and was successful in reaching the goal performance 50% of the time. When 
using segments, which has a greater chance of success at 93%, the time taken to 
reach the target performance was in the worst case 5 hours and 51 minutes. The 
cost for running these simulations is negligible compared to the cost of manually 
setting up the traffic rules. This could result in a cost reduction when deploying 
new layouts, assuming the previously mentioned issues of the meta-simulator and 
ML module itself are solved. 

If a completed module were to be used by ÅF, the repetitive manual configuration 
and validation of traffic rules would be avoided and thus the engineers can focus on 
more engaging work. This automation could contribute positively to social factors 
such as the improvement of workplace morale by minimizing these repetitive tasks. 

Both environmental and ethical aspects are non-applicable to the work done in this 
thesis. Environmental aspects aren’t applicable as the operation of the mining vehi-
cles is not changed and the existing computer infrastructure is enough to handle 
the module. One possible aspect might be the slight increase in power consumption 
of the computers running the module and simulation, however this would not be a 
significant increase in the environmental footprint of a mining operation. Ethical 
aspects such as the safety of employees working near or in the mine are handled by 
the lower layers of the mining automation infrastructure and as such the work done 
in this thesis does not impact those factors. 
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6 Conclusions 

This thesis has presented a Machine Learning approach to configuring traffic rules 
for coordinating multiple autonomous mining machines to avoid deadlocks using 
the Q-learning and SARSA algorithms. The accuracy of the methods when validat-
ing the generated set of rules were 100% for a simplified model. For a more com-
plex model the accuracy of the generated rule set was 82%. With this model SARSA 
was the only method which could reach the target performance within set time lim-
its. This shows that more work needs to be done in order for the accuracy to be 
raised to 100% to minimize the cost of manually resolving errors. 

The target performance of the module was reached on average in 2 hours and 58 
minutes with a non-simplified state representation and with a simplified one in 
36.1 minutes. However, the simplified state representation caused the ML module 
to fail to complete the training 50% of the time, whereas the non-simplified one 
completed training 93% of the time. The results show that it might be plausible to 
use reinforcement learning to coordinate three machines for 24+ hours without 
human interaction. 

6.1 Future work 
The results show some problems with the stability of the learning, which is suspect-
ed to be due to a lack of contextual information in the representation of the state of 
the world in the simulation. Further work needs to be done in order to confirm this 
and to find the best solution to stabilize the learning. In order to improve the accu-
racy of the method which uses the non-simplified state representation, increasing 
the training time or changing the training goals might be possible solutions. Using 
a different algorithm might also yield improvements in training time, stability and 
accuracy.  

The simulator which was developed for training with the reinforcement learning 
module displayed some inaccuracies when tested towards the intended traffic con-
trol system. Its representation of the world state did not factor in such things as 
deceleration and acceleration which in turn caused the rules to not include some 
states that occur in the real world and was not applicable in every situation in prac-
ticality. To solve this, a more accurate simulator should be developed with a more 
complex state representation that would include acceleration, deceleration etc. This 
will increase the training time due to the increased complexity of the state repre-
sentation in the simulation. Another possible solution is to use a state approxima-
tion method or to use a different reinforcement learning algorithm. This could also 
be used to mitigate the increase in running time a more accurate and complex sim-
ulation would cause.  

Lastly, more tests should be performed on different and more complex mining lay-
outs with varying amounts of machines to confirm the applicability of the chosen 
method in a more general manner. 
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Appendix 

Close up views of the individual parts of the layout used in training and testing.  

 

 

Figure A.1 A close up of the loop seen in the far left of the layout in figure 4.1. 

 

 

Figure A.2 A close up of the long straight, with two passing bays, seen in the mid-
dle of the layout in figure 4.1.  

 

Figure A.3 close-up of the loading point, situated farthest to the right in the layout 
shown in figure 4.1. 
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