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Abstract 
Procedural animations are still in its infancy, and one of the techniques to create such is using 

Reinforcement Learning. In this project, swimming animations are created using UnityML 

version 0.6 with their Reinforcement Learning training agents, using the policy PPO, created 

by OpenAI. A humanoid character is placed in a simulated water environment and propels itself 

forward by rotating its joints. The force created depends on the joints mass and the scale of the 

rotation. The animation is then compared to a swimming animation created using movement 

capture data. It is concluded that the movement capture data animation is significantly more 

realistic than the one created in this project. The procedurally created animations displays many 

of the typical issues with reinforcement learning such as jittering and non-smooth motions. 

While the model is relatively simple, it is not possible to avoid these issues completely with 

more computational power in the form of a more complex model with more Degrees of 

Freedom. It is however possible to finetune the animations with the improvements listed at the 

end of the discussion.  

  



Sammanfattning 
Procedurellt skapade animationer är ett relativt nytt område som ständigt utvecklas och en av 

teknikerna för att skapa dessa är genom att använda sig av Reinforcement Learning. I detta 

projekt är animationer av simningsbeteenden skapade med hjälp av Unity’s plugin UnityML 

version 0.6, med hjälp av deras Reinforment Learning agenter och policyn PPO, skapad av 

OpenAI. En mänsklig karaktär är instantierad i en simulerad vattenmiljö och får sin 

rörelseförmåga genom att rotera sina lemmar, så som armar och ben, ihopkopplade med Unity’s 

jointkomponenter. Kraften skapad är baserad på lemmens massa och storleken av rotationen 

från en observation till den nästa. Större massa och rotation ger en större kraft. Ett 

animationsbeteende skapas av ett stort antal observationer och utförda krafter. Animationen 

jämförs sedan med en simningsanimation skapad med hjälp av referensdata från en människa. 

Den procedurellt skapade animationen visar sig vara betydligt mindre realistic än den skapad 

med hjälp av referensdata. Projektets skapade animation visar flera av de vanliga svagheterna 

hos animationer skapade med Reinforcement Learning så som överdrivna och hastiga rörelser. 

Även om modellen är relativt simpel skulle inte kvalitén på animationen förbättras 

betydelsefullt med en mer komplex modell med en högre Degree of Freedom. Det är däremot 

möjligt att förbättra animationen och eliminera många av felen i efterhand, något som beskrivs 

i diskussionen.  
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ABSTRACT 
Procedural animations are still in its infancy, and one 

of the techniques to create such is using 

Reinforcement Learning. In this project, swimming 

animations are developed using UnityML version 0.6 

with their Reinforcement Learning training agents, 

using the policy PPO, created by OpenAI. A 

humanoid character is placed in a simulated water 

environment and propels itself forward by rotating 

its joints. The force applied depends on the joints 
mass and the magnitude of the rotation. The 

animation is then compared to a swimming 

animation created using movement capture data. The 

thesis concludes that the movement capture data 

animation is significantly more realistic than the one 

created in this project. The procedurally created 

animations displays many of the typical issues with 

reinforcement learning such as jittering and non-

smooth motions. While the model is relatively 

simple, it is not possible to avoid these issues 

completely with more computational power in the 
form of a more complex model with more Degrees 

of Freedom. It is however possible to finetune the 

animations with the improvements listed at the end 

of the discussion.  
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INTRODUCTION 
Locomotion has been a central part of research for 

physics-based animation for decades but is often a 

difficult and tedious process to animate by hand. A 

classic problem is balancing complexity and control. 

It is often difficult to build realistic virtual characters 

and retain control over them. Countless 

implementations of procedurally generated 

animations using Reinforcement Learning (RL) have 

been presented in a variety of different settings and 

fields, for example muscle-based bipedal locomotion 

[2], terrain adaptive locomotion skills [17] and 

basketball dribbling [9][10]. The game Spore created  

a method for generating procedural animation for 

arbitrary legged creatures, including locomotion 

patterns [3]. RL has also proved to be efficient in 

solving other sequential decision-making problems, 

such as playing Atari games [1], defeating the world 

champion at Go [8] and screwing caps onto bottles 

[18].  

Machine learning is a complex subject, with many 

methods to build a neural network. The most 

common ones for animations being Deep Neural 

Networks (DNN), Recurrent Neural Networks 

(RNN) and Convolutional Neural Networks (CNN) 

[1][2][4][6][7][8]. However, procedural animations 
such as basketball dribbling have also been achieved 

using networks such as Long/Short Term Memory 

(LSTM) units in combination with RNN [9]. Each 

neural network has its unique strengths and 

weaknesses that determines which network is the 

optimal method to use for a specific task. Many 

state-of-the-art researches combines several neural 

networks to better use each method’s advantages. 

RNN has its hidden cells receive its own output as 

input with a fixed delay for one or more iterations. It 

relies on not only the current observation, but also 
previous hidden states to create the final output. This 

is especially useful for modeling sequential data [9].  

Typically used for image recognition, CNN operates 

on a small subset of the input data, using pooling 
layers to simplify it to reduce unnecessary features. 

They work by performing a temporally local 

transformation on each layer, progressively changing 

and simplifying the input signal until the desired 

output is created. This method excels for offline 

simulation. For real time scenarios, such as video 

games, this is undesirable as user input may affect 

future input. RNN methods are more appropriate for 

these models as they only require a single frame of 

future input, however they tend to fail when 

generating long sequences of motion, as the 
prediction errors are fed back to the hidden cell loop 

and are inflated [5]. Despite the common usage in 

image recognition, Holden et al. [2016] used CNN to 

create bipedal locomotion along target root 

trajectories using motion capture (mocap) data [6].  
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DNN are similar to RNN without any input from 

previous observations. They are simpler to train but 

are not always the most effective at creating realistic 

animations.  This paper focus’ is on creating 

procedural animations using DNN with 
reinforcement learning. 

Reinforcement learning is a broad field that stems 

from research older than one might expect. M. 

Minsky wrote one of the most notable pieces of 
research that described how to attain artificial 

intelligence using machine learning, with for 

example RL [12]. The research paper is considered 

by many to be ahead of its time, able to predict 

machine learning models several decades before they 

were efficiently realized.  

The goal of reinforcement learning for animations is 

to create procedurally generated animations that 

require little or no intervention or previous data from 

the user to create.  

Research question 
How can you create procedural swimming 

animations of physically based humanoid characters 

in a simulated fluid using reinforcement learning? 

PREVIOUS WORK 
In this section, a brief introduction to the basics of 

Reinforcement Learning as a training method is 

described. Later in this section, machine learning for 

animation is covered.  

Reinforcement Learning 

Creating animations for computer generated models 

from mocap data has been the industry standard for 

filmmaking but is becoming increasingly more 

popular in the gaming industry as well. The upside of 

this is the ability to create much more detailed 

animations, since they are based on actual 

movements. This is especially useful for facial 
animations. This does however come with the cost of 

needing a significant amount of reference data 

including motion segmentation, alignment, and 

labeling. Holden et. al. developed a solution for 

quickly processing this mocap data, requiring 

milliseconds of execution time and a few megabytes 

of memory to simulate with several gigabytes of data 

[5]. A downside to this approach is the volatility of 

the data. A mistake in the motion capturing process 

can lead to a failure in the final animation. It is 

therefore common to rely on human intervention to 
ensure the quality of the output movements. This 

makes full automatization difficult and require  

maintenance to function properly [6].  For difficult 

or dangerous movements, the approach of gathering 

enough mocap data is unfeasible, or even impossible.  

Characters trained with RL without mocap data often 

comes with artefacts in the form of jittering, 

asymmetric gaits and excessive limb movement [16]. 

It is also a tedious process, being a relatively slow 

process to train compared to other training methods 

such as imitation learning [4]. Peng et.al. published 

an article to simultaneously simulate gait and 

navigation by combining a high-level controller 
responsible for gait with a low-level controller 

responsible for target angle. Combined, this model 

took 9 days of training using a 16-core cluster [15].    

RL agents learn its task through trial-and-error and 

require no previous data to train on. For each 

iteration, an observation of the environment is made, 

and an action is made based on the observation, see 

Figure 1. This changes the value of the reward 

function, the model’s fitness score, which is the 

model’s ultimate goal to maximize.  

 

Figure 1: Reinforcement Learning flowchart 

Because of how RL is based on its reward function, 

all animations will be crude approximations of real-

world dynamics. Its sole goal is to maximize the 

score given by the predefined reward function. The 

model cares little on how it solves a problem and 

will often try to cheat the system and take the path of 

least resistance instead of creating realistic 
animations. A solution to this is to incorporate more 

realistic biomechanical models with a higher Degree 

of Freedom (DOF), as presented by Bin Peng et. al 

(2018). This comes with its own downsides, as high-

fidelity models can be difficult and time-consuming 

to train, and the animation can end up unrealistic as a 

result. As the DOF increase, the training times 

needed grow exponentially. An alternative to this is 

by using mocap data to have examples of realistic 

animations to train on. The model is often able to 

produce more natural behaviors by imitating the 
mocap animations. If there is no mocap clips, for 

example when animating a non-existing artificial 

character, keyframes are created to use as reference 

points for the learnt animation, as proposed by Bin 

Peng et. al. In their example, they modelled a T-Rex 

and a dragon, to provide illustrations that their 

method is readily applied to non-bipedal characters. 

Their model combined a motion-imitation objective 

with a task objective which made it possible to train 

the character to react intelligently in interactive 

settings. [16] 
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A major issue with RL is that it can be a sparse 

reward system. A widespread practice in RL is to 

initiate the character at the same state for every 

iteration. This forces the agent to learn the motion in 

a sequential manner, by first learning the initial 
stages of the motion before it can start mastering the 

later stages. Since RL only give rewards when the 

model completes a task, complex movement can 

render training completely useless. The probability 

of the model to guess the correct complex sequence 

through random exploration would be minimal, thus 

making no progress for future generations of 

training. This is especially noticeable with learning 

motions such as backflips where the landing is a 

prerequisite for the character to return a high fitness 

score on the jump itself. Another disadvantage of 

having a fixed initial state is the resulting exploration 
challenge. Since the policy only receives rewards 

retrospectively, after a state has been completed, the 

policy has no way of learning that a high-reward 

state is favorable until it has been visited.  

A solution to these issues is to use Reference State 

Initialization (RSI). It works by modifying the initial 

state distribution, to give the agent a hint at the start 

of each episode, for example by starting the next 

training session in the middle of the animation. This 

lets the agent encounter desirable states along the 

motion before the policy has mastered the previous 

states. This allows the character to learn which states 

results in high rewards before it has become 

proficient in them.  

This is not applicable for many RL tasks, as it can be 

challenging to initialize an agent in other state or 

obtain richer initial state distributions. This solution 

is an efficient optimization for imitation tasks such 

as the one presented by Bin Peng et. al. [16] 

Another common optimization in RL is Early 

Termination (ET). For repeating motions, the task 

can be modelled to have an infinite horizon Markov 

decision process.  During training, it is however 
simulated for a finite number of steps before 

terminating either after a fixed time, or when a 

termination condition is met. In the beginning of 

training the model, the policy used will be poorly 

optimized and often result in failed animations. ET 

aims to terminate training a model when no progress 

is made, and instead finding new behavior patterns. 

An example of ET in locomotion is to detect whether 

the agent’s torso hits the floor. If it does, the 

character is left with zero reward for the rest of the 

episode. ET works well in conjunction with the 
reward function to discourage undesirable behaviors 

[16]. By terminating the episode early, less time will 

be spent processing futile state and the agent will 

learn faster.  

Another way to solve the sparse reward issue is by 

using curiosity-driven exploration as described by 

Deepak Pathak et.al [14]. In their research, they let 

curiosity serve as an intrinsic reward signal that 

enabled the agent to explore. This often works in one 

of two ways, to 1) encourage the agent to explore 

novel states or, 2) encourage the agent to perform 
actions that increase the agent’s knowledge about the 

environment. In the example provided by Deepak 

Pathak’s et.al., the authors combined a reward 

generator that outputs a curiosity driven intrinsic 

reward signal and a policy that outputs a sequence of 

actions to maximize the reward signal. In addition to 

this, the agent can also rely on some extrinsic reward 

from the environment. [14] 

Animation with Machine Learning 
To ensure the physical plausibility of the 

procedurally generated animations, several 

researchers have applied physics such as  

conservation of momentum and biomechanical 

constraints to modify their mocap with great success 

[2][22]. In the absence of these constraints, 
optimization objectives may lead to unnatural torque 

patterns. The common way of implementing joint 

and torque limits serve as an approximation of the 

motion constraints that would exist in a 

musculotendon-based model. Geijtenbeek et. al. 

famously produced natural gait with muscle-based 

bipedal characters without the need for mocap data. 

[2] 

Previously, a lot of progress has been made with 

locomotion and gait in ordinary environmental 

scenarios. For more unique forms of movements, 

such as swimming and climbing, research is sparser. 

Naderi et al. [13] simulated a humanoid agent to find 

and climb an optimal path with a predefined ruleset 

for limb contact points. Karl Sims created an 

environment with simulated fluid to evolve creatures 
that excelled at swimming [20]. The physical 

simulation of water is achieved by turning off gravity 

and adding a viscous water resistance effect for each 

mesh face of the agent. The shapes of the agents are 

represented by 3D rectangles connected by joints 

with a fixed angle limit. The output values are 

applied as forces or torques at each joint on the 

agent. The fitness value is determined by the 

swimming speed with a higher value for straight 

swimming than swimming in circles. Furthermore, a 

continuous movement was rewarded higher than 
from a single initial push [20].  

Despite the vast previous research on procedural 

animation, to the authors knowledge, no previous 

research has touched the swimming motion of 
physically based humanoids using reinforcement 

learning. Malik et al. [11] inquired about swimming 

using state machines in Maya. The swimming was 

physically-based, meaning that the character applies 

simulated muscle forces to drive the model forward. 

The displacement of water using friction of the fluid 

system results in the swimmer’s body to be thrusted 
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forward. The model was defined using rectangular 

rigid bodies connected with hinge joints. The force 

created can be expressed using Stokes law as seen in 

Formula 1, where V is the relative velocity of the 

motion to the fluid and |V| its magnitude, A is the 
cross-section area and n the viscosity.  The force is 

in the opposite direction of the relative velocity V 

[11].  

 (1) 

Simulating realistic water physics using particle 

system in real-time is an extremely difficult task, and 

thus most of the state-of-the-art research derives 

from pre-rendered simulations [23]. With this 

project, it is not possible to feature a particle-based 

water simulation for the model to interact with, and 

thus methods similar to those used by Sims will be 

applied to this project to simulate fluid physics.  

METHOD 
In this chapter, the settings for how to replicate this 

project is described. It highlights the techniques, 

scripts and training data settings used to build and 

later train the model. To test the machine learning 
model, it was trained on three iterations of character 

models with increasing complexity. Training started 

on a rudimentary model and ended with the final 

humanoid character. This was done to quickly 

prototype the reward function, discussed later.  

UnityML toolkit 
The environment is developed in Unity3D version 

2018.2.20f1, using the open-source plugin UnityML 

agents toolkit version 0.6. The toolkit is built to take 

advantage of all existing properties of the Unity 

Engine to allow for quick prototyping [7]. Together 

with the toolkit, a separate plugin TensorFlowSharp 

was downloaded to allow for communication 

between TensorFlow’s API  running on Python and 

C# used in Unity3D. For later versions of UnityML, 
this plugin was made obsolete as support for the API 

was built in to the toolkit itself.  

UnityML features the Reinforcement Learning 

policy, Proximal Policy Optimization (PPO), 
developed by OpenAI in 2017 [19]. It is a common 

policy because of its relative simplicity while still 

maintaining good performance.  

PPO shares parameters between the policy and its 

value function, and thus uses a loss function that 

combines the policy surrogate and a value function 

error term. It can be further augmented by adding an 

entropy bonus to encourage exploration. [19]  

OpenAI applied the policy to several different 

scenarios in their own software OpenAI Gym, which 

uses the MuJuCo physics engine. The creators of the 

policy found that the PPO outperformed almost all of 

the previous methods used for continuous control 

environments, with a huge improvement for the 

walking agent. [19] 

The UnityML toolkit is composed of three major 

parts, the Agent, Brain and Academy. The Agent 

component is responsible for collecting observations 

from the environment as well as executing actions 

based on those observations. The frequency of the 

decisions is based on a variable set to once every five 

observations as standard by Unity. This is mutable, 
and a higher value was found to be more efficient for 

balancing processing power and quality of the 

simulation. For this project, a value of one action per 

10 observations was used. More actions per 

observation significantly increases the amount of 

computation power needed to run the simulation 

while less actions might lead to loss of observation 

data.  The reward function is set in the Agent 

component. It controls the fitness level of each agent 

and determines whether or not a current generation is 

succeeding.  

Each Agent is linked to a single Brain, which makes 

decisions for all linked Agents by providing the 

policy that the Agent follows. The toolkit allows for 

an unlimited number of connected agents to the same 
brain and even multiple brains in the same scene, as 

seen in Figure 2. In this project, ten identical agents 

are linked to a single brain in the scene. The upside 

of this is the increased amount of data, compared to 

only training one agent at a time. It does however 

come with increased computing times compared to 

training a single agent.  

 

Figure 2: Visualization of the UnityML workflow 

The Academy component is used to keep track of the 

iterations of the simulation, and to provide 

functionality such as setting simulation speed and 

resetting the environment. The Academy is set to 

train at 100 times the speed. This effectively makes 

the training process 100 times faster but introduces 

the risk of losing observation data and physics 

simulation quality. A higher end computer can 

negate this risk while simulating.  
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Simulation Settings 
This project is expanding on the humanoid-gait 

related example given by Unity. The training settings 

are similar to the standard given by Unity for 

training advanced models using PPO. The max step 
setting was tweaked during experimentation with a 

low value in the range of 1e5 to 2e5 steps, used to 

quickly evaluate new reward functions. For the final 

training, a step value of 1e6 was used. Unity 

recommends a range between 5e5 to 1e7 steps, where 

more complex simulations require more steps. The 

max step per generation was set to 5000, the standard 

value set by Unity. This means that after 5000 steps, 

the model resets even if the prerequisite for setting 

the agent to done has not been met, either by 

triggering ET or by reaching the goal. This allows 

for new behavioral patterns to be explored, as well as 
discarding old inefficient patterns.  

The number of hidden units was changed from the 

default 512 units to 128 units for smaller sample 
sizes of training. This is to speed up the training 

process, but a loss in simulation performance is 

expected. For more problems with complex 

interaction between the observation variables, this 

value should be larger. Unity recommends a value 

from 32 to 512 hidden units. In the final training 

session, the number of hidden units was once again 

increased to 512. Curiosity was not used in this 

model; however, it can be applied in the settings to 

give more intrinsic rewards to the model.  

Table 1: Weight distribution of model [21] 

Limb Weight (kg) 

Head 13,6 

Upper Arm (x2) 6,6 

Lower Arm (x2) 4,3 

Hand (x2) 1,8 

Chest 27,9 

Trunk 6,4 

Hips 17,8 

Thigh (x2) 11 

Shin (x2) 4,5 

Foot (x2) 1,6 

Total Weight 125.3 

The character is made up of limbs that are connected 

using joints with a set strength and rotation 

constraint to simulate human limbs. The model is 1.1 

meters tall with a torso 0.5 meters wide.  It is a 

physics-based character with 26 DOF of its body 

parts. The weight distribution of the limbs is based 
on Aydin Tözeren’s research regarding relative 

weight of body segments for adult men [21]. The 

weight distribution can be observed in Table 1.  

The asset Dynamic Water Physics was acquired to 

simulate the buoyancy as well as plans of 

implementing waves. Using the asset each of the 

swimming model limbs meshes are simplified and a 

force is calculated on the face normal in contact with 

the water mesh depending on the density of the water 

and body material. For this project, the water has a 

density of 1000kg/m3, and the models rigid bodies 

has a density of 700kg/m3, except for the head that 
has a density of 500kg/m3. The model’s density is 

based on its weight and not the density expected of a 

human body which lies at 945kg/m3. In this project, 

the focus is more on having the correct weight for 

force propulsion than the correct floating 

capabilities.  

Model Locomotion 
For each decision step of the swimmer, the joints 

rotation and strength are updated based on what joint 

is currently being updated. Different joints have 

different restrictions on the Degree of Freedom and 

maximum angle that they can rotate. For example, 

the chest and spine can both rotate in all three axes, 

giving them each three DOF, while the elbow and 

knee joint only has one DOF. The thigh rigid body 
connected with the hip joint as well as the arm rigid 

body connected to the shoulder joint have two DOF, 

both capable of rotating in the x and y axis. For 

propelling the model without any object to push back 

on, a force is being applied based on the difference 

in rotation of the hands, feet, chest, and hips. The 

lower body limbs apply a force to the hips rigid body 

and the upper body limbs apply a force to the chest 

rigid body. The force applied is based on the 

acceleration of the limb in that observation action. 

Each limb is being subjected to a force based on the 

limbs individual mass. The force applied is 
calculated as follows: 

 (2) 

Where v1 is the current velocity, v0 is the previous 

velocity, m is the mass and  is based on the built-

in function in Unity Time.fixedDeltaTime which 

returns the time since the last frame. The reason for 

not using Time.deltaTime is to return accurate 

readings when increasing the time scale for the 

training session. The force calculated is clamped to a 

maximum absolute value of 80 for the leg limbs and 

40 for the arms and feet. To ensure a continuous 

movement forward, the force is halved if the value is 

less than zero, meaning that the model natively has 
more momentum forward than backwards. This was 

a rule defined in the later stages of the project, as it 

was noticed that, without this rule, the model would 

not move in any direction, most likely because the 

forward force when the limb would move forward 

was the same as the backwards force when the limb 

was moving backwards again.  

The force is applied according to the local rotation of 

each rigid body, ensuring that rotation of a limb will 

result in a force based on that rotation direction. Both 

ForceMode.Force and ForceMode.Impulse 
calculates force based on the rigid body’s mass. 
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Since the training was run at 100 times the normal 

speed, the Impulse force was used, as it applies force 

per frame, as opposed as per second for the Force 

method.  

To ensure the main goal of swimming to be 

achieved, the agent receives a reward based on the 

models speed as computed by 
Vector3.Dot(dirToTarget.normalized, 
jdController.bodyPartsDict[hips].rb.velo
city.  

Where dirToTarget is the direction to the goal based 

on the model computed as target.position - 
jdController.bodyPartsDict[hips].rb.posi
tion, and jdController.bodyPartsDict [hips].rb is the 

hip rigid body in the dictionary of rigid bodies.  

The value is then multiplied by a constant float value 

and added to the reward function. To ensure the 

correct rotation of the body, the normalized goal 

direction is being multiplied by the forward vector of 

the hips of the model as follows: 
Vector3.Dot(dirToTarget.normalized, 
hips.up).  

To discourage the model swimming downwards, or 

even upwards, a max value between the local 

position of the chest rigid body in the z axis is added 

to the local position of the chest rigid body in the z 
axis. If this value is more than 1.0, the reward 

function start decreasing the score. It’s calculated as 

follows:  
Mathf.Max(0,(Mathf.Abs(jdController.body
PartsDict[chest].rb.transform.localPosit
ion.z)+Mathf.Abs(jdController.bodyPartsD
ict[hips].rb.transform.localPosition.z)-
1.0f)). 

This value is multiplied by a float. A major difficulty 

for the model was to utilize the arm limbs for 

propulsion. A reward for moving the arm limbs was 

therefore implemented as follows: 
(Mathf.Abs(jdController.bodyPartsDict[ar
mL].rb.rotation.x-previousRotationArmL 
)+Mathf.Abs(jdController.bodyPartsDict[a
rmR].rb.rotation.x-
previousRotationArmR)) 

The function measures the difference between the 

arms rotation in the previous frame and in the current 

frame in the x axis, and then multiplies it by a float 

value.  

Finally, an additional reward was added for the 

model to swim in the correct direction. It rewards the 

agent based on how far away the model is from the 

target, up to clamped value from -100 to 100. If the 

model swims away from the goal, a decrease in 

reward is added up to a point of -100. If the model 
swims in the correct direction, a positive reward up 

to 100 is added. This was added to exponentially 

increment the reward in the beginning stages of the 

swimmer’s path to encourage finding the correct way 

faster. It was found that the previous reward for 

swimming in the direction of the target goal was not 

sufficient, even with a high multiplier. This clamped 

value is then multiplied by a float value.    
 

The goal of these rules is to limit the unwanted 

excess limb movement and ensuring the model 

develop a swimming behavior close in resemblance 

to that of humans.  

The initial goal of the project was to create a 

physically realistic force application of the limbs. 

This turned out to be unfeasible, mainly because 

there was no way for the model to displace water 

with the environment built. Attempts to implement 

particle-based water physics were made, specifically 

with NVidias own solution FleX. This turned out to 

be too processing heavy even for a solution designed 

to work for real time rendering. With this limitation, 

buoyancy is the remaining water physics.  

Attempts to use NVidia’s GPU accelerated training, 

CUDA, on AWS (Amazon Web Services) were 

made. Training the model on the GPU is much more 

efficient than training on the CPU due to the 
increased number of cores available. There exists a 

pre-configured AMI running Ubuntu with the id 

ami-016ff5559334f8619 in the us-east region 

that is configured for UnityML. However, with the 

release of UnityML v0.7, this AMI ceased to work 
for version 0.6. There is an option to create a new 

AMI and initialize the software yourself, however 

the same issue persisted. Instead, the program was 

uploaded to Microsoft’s Azure. The GPU 

acceleration did not have the expected increase in 

performance however, and it was noted that 

UnityML’s GPU acceleration was still in its infancy, 

and not optimized. For this project, GPU 

acceleration was ultimately scrapped, and the 

training was instead run on an Intel i7-8750H 

processor with a base frequency of 2.20GHz and 6 

cores.  

The learnt behavior is analyzed and compared to a 

sample swimming animation using a skeleton 

humanoid rig from https://www.Mixamo.com.  

Model Development Process 
To test the PPO system in UnityML, a simulated 

water environment was created with a simplified 

model to train on. The model was built using three 
identical cubes connected with joints. The water 

physics featured the same functionality as the final 

environment, and the goal was to test whether a 

model would learn a behavior to propel itself or not. 

The reward function was rudimentary at this point, 

and the focus was not to develop a behavior that 

would be effective or natural. When it was seen that 

the model did indeed develop an animation the 

model was replaced with a model of higher degree of 

https://www.mixamo.com/
https://www.mixamo.com/
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freedom. This model featured a body and four legs, 

each with a knee joint with one DOF and a hip joint 

with two DOF, giving the model a total of 12 DOF. 

The model is used in one of the examples describing 

walking gait by UnityML. This model was chosen as 
a substitute for the final model with 26 DOF while 

being more complex than the initial model. For 

simplicities sake, a finished model was used instead 

of creating a second iteration model from scratch. A 

similar process was executed to see if a swimming 

behavior would be developed. The joint system 

worked for this model as well, but the model did not 

develop a particularly advanced swimming 

animation. The leg joints would rotate up and down, 

with little to no rotation of the limbs in the horizontal 

plane. Without spending time developing to optimize 

an animation behavior of a non-humanoid character, 
the study instead focused on training the final model.  

At the first stages of training the final model, the 

reward function as well as agent action function were 

primitive. The agent propelled itself using a different 

function for applying force, one not taking the time 

since the last frame into account. This meant that the 

force applied was unstable and would often give 

significantly different results, even with the same 

rotation. 

After finding that the model would not develop new 

behaviors, an ET function was implemented. The 
first version being more advanced than the final one 

used. It would reset the agent if it did not move 

forward for a set length under a period of three 

seconds. This was quickly found to be an inefficient 

ET function as the model would not swim forwards 

at all during the initial stages of training. The final 

function, to reset the agent if the hips either 

propelled three meters above or below the water, was 

subsequently developed. Values ranging from one to 

three meters was explored but after testing it was 

determined that a threshold of one to two meters was 

too small, and that the model would reset over and 
over.  

The model began by having the forces calculated 

from the limbs be applied to the limbs themselves. 

This meant that each rotation would in turn affect the 

next observation of the rotation. This mishap was not 

noticed until several iterations of training but was 

finally solved by having the upper body limbs apply 

a force on the torso and the lower body limb apply a 

force on the hips. Before this change, the mass used 

to calculate the force had to be lowered. It was found 

that dividing the mass of each rigid body by ten 
would decrease the force created enough to 

somewhat simulate swim strokes. The division of the 

mass was removed when the root of the force was 

updated.  

Reward Function Process 
For the first two iterations of the model, the reward 

function did not see much optimization. With the 

final model, the focus was set on optimizing and 

creating new reward parameters for the function. The 

initial rewards consisted of rewarding high velocity 

as well as a correct rotation of the model. It was 

found that the rotation reward was not sufficient, and 
that the model would rotate to the side and roll in the 

forward direction. An increase in the float value 

multiplier made the simulation more stable.  

The model also showed difficulties in moving in the 

correct direction, much due to the incorrect rotation. 

Since the reward to apply the correct rotation only 

did so much, a reward for significantly increasing the 

reward for swimming in the correct direction was 

added. The reward subtracted the total distance 

towards the goal with the current distance to the goal 

and multiplied it with a float value of 0.01. It was 

found that this reward did not noticeably change the 
behavior, meaning that the added reward wasn’t 

large enough. The multiplier was therefore changed 

to a value of 0.1 and clamped to a maximum value of 

100 and a minimum value to avoid excessively large 

values as the model propelled further.  

The decrease in reward as the model’s hips  and 

chest propelled a combined absolute value of one, 

was based on the ET method. The Early Termination 

method was implemented, but in efforts to further 

increase the performance of the early animation 

behavior, the stricter function was added to the 
reward function. A value of 0.06 was used as the 

multiplier,  as it was not seen as an important reward 

as the reward for moving forward.  

With these rewards in place, the model would propel 

itself forward using its leg limbs, without rotating the 

arms. To counteract this, a specific reward had to be 

added to encourage arm movement. The float value 

multiplied with this reward was set to 0.1, which was 

also the value multiplied with the reward for 

locomotion forward. This did solve the issue, but as 

an effect the arms would move in large increments at 

a time.  

RESULTS 
This chapter displays the finished learnt swimming 

behavior as well as the progression towards the result 
and improvements to the finished animation.  

Initial Results 
With the first, non-optimized iterations of the 

simulation, the model learned to roll on its local z-
axis to thrust itself forward. To combat this, the 

reward for correct rotation was increased. The 

model’s starting position was set to the water level 

with the stomach facing the ocean floor and the top 

of the head facing the goal direction. 

A consistent issue throughout all training iterations 

was that the model showed unnatural behaviors such 

as propelling the body out of the water. The reward 

responsible for decreasing the score whenever the 

model’s body would deviate too far from the water 
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surface did not completely negate this behavior. The 

float value multiplied with this rule was increased 

without the unwanted behavior being solved. 

Although without this reward, the behavior would be 

even more prominent.  

The ET function was disabled after training to extend 

the simulation. This meant that the simulation could 

run infinitely without resetting if the ET threshold 

was met. It was found that after running 5000 steps, 
the model would deviate from its path and increasing 

the chance of swimming below the surface, thus 

reaching the ET threshold.  

For the 29th and final training session, the model 

started with a mean fitness score of 41.6 with a 

standard deviation of 771.0. After 3000 steps the 

fitness score as well as the standard deviation had 

dropped significantly. This is not out of the ordinary, 

as the model can quickly find a behavior that initially 

gives a high score, without much chance of evolving. 

After 1 million steps, which was the entire training 

session, the mean fitness score was 21.4 with a 

standard deviation of 2.59.  

The model shows the common downsides of RL in 

the form of jittering and non-optimized movements, 

especially at the beginning of the finished 

simulation. Most noticeable is the way the model 

briefly propels out of the water, as seen in Image 1.  

Image 1: Non-optimized movements 

It is unclear why this behavior appears, as a decrease 

in score is applied if either the chest or hips are too 

high up from the water surface. It is likely an issue 

with the locomotion function, and optimizations 

must be applied to increase the quality of the 

simulations. 

After the first anomaly, the model turns 90 degrees 

to the left and continues swimming in that direction 

until the next anomaly occurs, seen in Image 2. The 

water surface mesh made transparent as the model is 

submerged under water. The model rotates 180 

degrees and starts swimming to the right of the 

original target goal. 

 
Image 2: Unwanted rotation during simulation 

After the second anomaly, the model swims in a 

predictable manner for the remainder of the 

simulation. These unwanted behaviors do however 

alter the original swimming behavior. The model is 

now tilted to the side, with the right side towards the 

bottom and the left side is facing the sky. The model 

is now also completely submerged under water with 

the hips slightly beneath the torso, as seen in Image 
3.  

   
Image 3: Swimming position without human 

intervention 

A reference animation using mocap data was used as 

a side by side comparison. Ten keyframes from both 
the RL animation and the reference animation was 

captured, with each keyframe ten frames apart. As 

seen in Image 4, the top part is the RL animation and 

the bottom part is the reference animation. The 

reference animation shows fluent motion with 

correct rotation throughout the timeframe. The RL 

animation however, is showing rapid, unnatural 

movements between keyframes, giving the 

appearance of a non-smooth animation. 

This final animation behavior is due to the 

aforementioned anomalies that have skewed the 

original rotation of the body. Since the animation has 

an infinite horizon Markov decision process, the  
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Image 4: Top RL animation, bottom reference animation

model trains on a finite number of steps, but swims 

until the simulation is turned off. If the learnt 

behaviors contain jittering or non-optimal 
movements that changes the model’s local 

transformation, the subsequent behavior is affected.  

Corrections of Final Animation 
With a larger maximum step number, the simulation 
would learn a larger string of animation, that would 

possibly lead to a more stable simulation.   

A simple solution to the issue of having the model 

submerged is to simply alter the starting height of the 

model without changing the training data. If initiated 

0.5 meters above the water surface, not only does the 

model stay at surface level for the entirety of the 

simulation, the second anomalies do not occur in the 

same manner. This allows the model to retain a more 

correct rotation in the roll and yaw axis.  At the start 

of the simulation, the model tilts to the right, and 

dives beneath the surface, most likely due to the 

buoyancy affecting the body. After resurfacing, the 

model swims in a predictable manner for the 

remainder of the simulation. The model steers to the 
right side of the goal, and still has a suboptimal 

rotation of the body, however not as noticeable as 

previous attempts.  

While the weight distribution of the model is 

accurate to that of humans, the total weight is not 

with a total weight of 125.3kg compared to 

approximately 80kg of an ordinary man. 

Additionally, the density of the model is lower than 

that of humans, 700kg/m3 compared to 945kg/m3. 

Finally, the model is shorter than that of an average 

human at 1.1 meters tall. This affects the length of 

the limbs but not the amount of force the model is 

able to create, as the force is set by the rotation of the 

joint. These temporary values were chosen as a first 

iteration and was never intended to use as the final 
model. However, if you were to choose values that 

correctly corresponds to that of humans, at 1.8 

meters and a correct density the model would be 

massive 1163.9 kg. As the force is calculated based 

on the weight of the rigid body, the force would be 

unnaturally strong, thus leading to the model 

propelling out of the water almost immediately. 

Even without new training data, the model is 

swimming closer to the surface, and has a more 

accurate rotation as well as faces towards the goal. 

Using these new settings and training on them for the 

same interval as previously might prove to give even 

better results.  

 
Image 5: Final animation, after tweaking density and 

starting position 

DISCUSSION 
For this project, the goal was to create procedural 

swimming animations of a humanoid in a simulated 

fluid. The goal has been met, however the quality of 

the animations leaves much to be desired.  

The reference animation using mocap data is both 

more realistic and stable. As discussed previously, 

mocap based animations are the industry standard for 

games and film because of their quality and 

simplicity to use. The drawback is the large cost of 

creating new animations as it requires much work in 
a mocap studio as well as work postprocessing. 

Previously, no other research without mocap data 

could match the quality of the ones that used mocap. 

It was not the goal of the study to achieve this, 

although a question can be asked if the model is 

swimming or simply randomly moving the limbs 

until movement occurs.  

This was one of the large obstacles to overcome 

during training. Without physically based water 

physics, the model has no resistance to push back 

and no water to displace. NVidias plugin FleX 

worked as intended, with every water droplet being a 
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physical game object in the scene interacting with all 

other game objects. It was known prior to starting the 

study that real time water simulation would not be 

viable in large scale pools of water due to the 

insufficient computing power, and it was not a 
prerequisite of the study to have realistic water 

physics. This did mean that the model had no natural 

way of propelling the body forward, as every 

forward force would be counteracted by an equally 

large backwards force and vice versa. In the end, an 

unnatural solution of halving the force magnitude if 

it was below zero was implemented, effectively 

giving the model twice as much power forward as 

backwards. This solved the locomotion issue, but to 

achieve more realistic animations, a different 

solution must be made. This solution puts no strain 

on how the model should move the limbs, it achieves 
the same result as long as the limbs are moving fast. 

The model could for example have more realistic 

limbs where the back and front of the limbs had 

more surface area than the sides. The force could 

then be applied based on the   

The primary plan was to train the model using AWS 

and their GPU based EC2 servers. The training 

worked for primary models and no further 

investigation was made until the final model was due 

for training. At this point, the EC2 server had 

stopped responding to UnityML commands and new 

attempts to create a GPU server gave the same 

results. The project was instead taken to Azure 

servers where the training worked. At that point 

UnityML GPU training’s flaw was made apparent. It 
is not optimized, and it is recommended to train on 

the CPU for more efficient results. If this realization 

had been made earlier, a substantial amount of time 

could have been spent optimizing the model and the 

reward function.  

The base of the reward function is working, however 

tweaking of the weighted multiplier values is a must, 

as there is a possibility that one or a few of the rules 

attribute to a large majority of the fitness score, 

rendering the other rules almost useless in terms of 

increasing the quality of the animation. Tweaking of 

these values was made continuously between all 

training sessions but there is still much potential for 

improvements. Some of the rewards are based on 

issues that comes from early testing, especially the 
reward for arm movements. Previously, issues 

persisted in where the model did not move the arm 

joints, with this reward, the problem was solved. It 

does however come with the side-effect of jittering 

and unnaturally large movements. The reward that 

incrementally increases the reward based on how 

close the model is to the goal also needs rework, it is 

likely that this reward is responsible for much of the 

fitness score, as the reward per tick is higher the 

closer the model is to the goal. Even with this rule in 

place, the model does not finish swimming in the 

correct direction but is rather offset to the right. A 

removal of this reward altogether might not have any 

impact on the final animation behavior, as it does not 

seem to affect the behavior.  

Due to the constraints of Reinforcement Learning, it 

is not possible to achieve the same smoothness in the 

animation as that of mocap data or even hand-crafted 

animations using keyframes. The preciseness that 

comes from these kinds of animations are not 

possible for a computer to replicate without 
reference data yet. It does however show how to 

create rudimentary animations for systems that need 

to be built without human intervention, in robotics or 

for prototyping.  

Method Critique 
As it turns out, calculating density of a solid object 

to simulate a human is difficult, and making all 

parameters realistic is not a possibility for this study. 

It is possible that a better swimming behavior with 

less anomalies would have been found with a higher 

density, as it would keep the model from propelling 

out of the water and stay closer to the surface. This 

would however also increase the maximum force 

output. Because the force is clamped at a constant 

value, this clamped maximum value would need to 
be altered to better reflect the force created by the 

limbs. With a correct density of a model and a 

correct weight, the model would have to be slightly 

smaller, at around 0.8 meters tall.  

Further training sessions would have been conducted 

to implement these changes but a memory leak when 

training the UnityML model rendered the time to 

train unfeasibly long. It is unknown why this issue 

suddenly appeared, as reinstallation of UnityML and 

of Unity did not solve the issue. The result given in 

this study is thus not complete and lacks final 

adjustments. Many ideas of improvements remain 

untested and with more time as a resource to solve 

the memory leak, this project could have had more 

stable animations.  

Training on a model with fewer DOF would for the 

scope of the thesis have been a better use of 

resources. The model used was unnecessarily 

complex with several of the limbs, such as the hands 
and feet, not contributing to the overall locomotion 

of the model. With fewer limbs, the training times 

would decrease, and more time could have been 

spent on optimizing the reward function.  

Future Work 
This project has explored the method for creating 

swimming animations using Reinforcement 

Learning. An interesting track to investigate would 

be to solve this issue with extrinsic curiosity reward, 

also available within UnityML. This would offer 

new possibilities of finding new behaviors.  

Another improvement would be to, like previously 

mentioned, add the force depending on the surface 

area of the limbs. This would force the model to 
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move the limbs in a different manner on the upstroke 

and downstroke in order to make progress. With this 

implemented, no halving of negative forces would 

need to be executed. The model would natively find 

behaviors that optimize the rotation of the limb to 
create the maximum force for forwards propulsion.  

Other frameworks for creating animation behaviors 

using Reinforcement Learning can also be 

investigated, such as OpenAI Gym. Since PPO is 

developed by OpenAI, it might be better optimized 

for their engine.  

CONCLUSION 
This project demonstrated how to create procedural 

animations using reinforcement learning.  The 

project answered the hypothesis in a sufficient 

manner, with the authors remark that the animation 

needs to be reworked to look more natural and use a 

more efficient way of swimming. 
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