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Sammanfattning—Produktsortimentsoptimering är ett centralt
problem för många företag som måste ta beslut om vilka
produkter de ska lagerhålla för att maximera sin vinst. Att
optimera produktsortiment brukar ofta innebära att träna
valmodeller på historisk data. Detta blir ofta en fråga om
att förstå konsumenter beteende. I denna uppsats presenteras
en tvåstegs metod för att optimiera produktsortiment utan
historisk data. I det första steget optimeras sortimentet med
hjälp av en icke-parametrisk valmodell på liknande butiker där
data finns tillgängligt. Sedan utvecklas Random Forest modeller
med de optimerade sortimenten som träningsdata. Givna en
rad parameterar kan dessa modeller generera optimala sorti-
ment. Parametrarna som användes i Random Forest modellerna
valdes baserat på konsumentteori and bestod av geografiska
och finansiella parametrar så väl som parameterar som beskrev
butikernas sammansättning. Datan som användes tillhandahölls
av ett svenskt företag inom tryckbranschen som har över 1000
butiker och 2500 produkter i sitt sortiment. Resultaten som
presenterades i denna uppsats visar att metoden presterar bättre
än baslinjen i alla fall som studerades. Utöver detta, så beslutas
det att geografiska parametrar är de viktigaste parametrarna för
modelerna att ta beslut angående de optimala sortimenten.

Abstract—Assortment optimization is a crucial problem for
many firms who need to make decisions on which products to
stock in their stores in order to maximize revenues. Optimizing
assortments usually entails fitting choice models to historical
data. To a large extent, this becomes a problem of understanding
consumer behavior. In this paper, a two-step method is proposed
for optimizing assortments for stores where there was no known
sales data. First, training data was generated by optimizing
assortments, using a nonparametric choice model, on similar
stores for which data is available. Then this training data is
used to develop a series of random forest models which given
parameters for a store can generate an optimal assortment. The
features used in the random forest models were chosen based
on consumer behavior theory and consisted of geographical and
financial features as well as features regarding the composition
of the stores. The data used in this report was provided
by a major Swedish print distributor with over 1000 stores
and 2500 products. The results presented in this paper show
that this method outperforms the baseline in all cases studied.
Furthermore, it was determined that geographic features are the
essential type of features for the models to determine the optimal
assortments for stores.

I. INTRODUCTION

A. Background

The problem of assortment optimization is paramount to
many firms. Any firm that can only offer a subset of their
products (an assortment) to their customers needs to make as-
sortment decisions. This makes the decision of which products
to offer customers at a particular point in time necessary. The
customers have different preferences over the products offered
and proceed to select the product that best matches their
personal preferences at that point in time. From this selection,
the firm generates some amount of revenue that might depend
on the product chosen by the customer. Deciding upon which
subset of products from the set of all available products to
offer to the customers in order to maximize the firm’s expected
revenue is the problem of assortment optimization.

Assortment optimization problems are common within re-
tail. For example, consider a grocery store that sells a variety of
products within different categories (e.g. soft drinks, chocolate
bars, and breakfast cereals). For each category, there are
several types of products available for the store to keep in
stock, for example, soft drinks of different brands, tastes, and
sizes. The grocery store will have to decide which products
to keep in stock and to put on its shelves to maximize its
expected revenue.

This paper discusses the problem of assortment optimization
in the context of a firm that delivers its products to a variety of
different stores. The employer was a Swedish print distributor
(henceforth referred to as the firm) that delivers a range of
assortments of print products to their stores – various retail
establishments, such as grocery stores and kiosks. It is to be
noted that the term customer will be used hereafter to refer
to the customers of the stores. The print distributor gathers
varied data from its stores, e.g. the store’s chain allegiance,
type of store, geographic location. The data also includes a
large amount of transaction data, meaning information related
to the customer purchases made at each store. At the time of
writing, the firm was using a base assortment augmented by
limited trend-generating based on historical transaction data to
generate the custom assortments for stores were historical data



is sparse or non-existent. These methods are simplistic and
do not use all of the transaction data that the firm collected
from its stores, making the model dated and exposed to
suboptimality. The firm was therefore interested in using more
sophisticated methods that take advantage of the data available
in order to increase their sales, here defined as the difference
between the number of products sent out and the number of
products returned at the end of a period by the stores. The
fundamental assortment decision in this context is to decide
which products to send to which stores in order to maximize
the sales.

B. Purpose

This paper aimed to investigate how the product assortments
delivered by a firm can be optimized to achieve the maximum
amount of sales with the help of state-of-the-art methods in
machine learning. More specifically, how can a nonparametric
choice model and random forest classification be used to
optimize product assortments when historical transaction data
is unknown? This is interesting as the findings of this paper
can be particularly useful in common scenarios where the firm
needs to determine an optimal assortment for new stores that
either gather transaction data difficult to use, or does not record
transaction data whatsoever. Addressing this problem was also
where the novelty in the research lied and central contributions
to its field seen.

C. Scope

The scope of this paper was in large part limited by the data
available. The product assortments in this paper exclusively
consisted of different forms of printed media, as the primary
benefactor of the methods investigated in this paper was
the print distributing firm. Additionally, the geographic scope
was limited to regions in Sweden where the firm had active
operations, and types of stores consisted of the types that the
firm delivered to at the time of writing.

The period of the investigated transaction data was chosen
as November 2016 - February 2019, due to a consideration of
relevance in historical data. However, the data available was
limited to transaction data in which only the total number of
items sold per product was tracked, not the time of sale. As
data on time of sales was not available, the actual assortment in
a store at a given point in time cannot be precisely determined,
only modeled based on probabilities.

D. Hypothesis

Based on a review of previous studies, it was hypothesized
that:

1) The random forest models (RF models) trained on
labeled data generated by a nonparametric choice model
would outperform the baseline in all cases i.e for all
product groups.

2) The most significant features of the RF models would
be geographical as they might be able to encapsulate de-
mographic differences that influence customer behavior.

E. Ethical and societal impact

As the goal of assortment optimization is to maximize the
fraction of products sold to products produced, firms can
adequately adapt to their customers’ preferences and thereby
better plan their supply to the demand curve. The primary ben-
efits of this are twofold. Firstly, this kind of planning leads to
higher revenues and lower logistical costs for the firm, as well
as higher product utilities for the customer — the willingness
to consume results in a more dynamic economy. Secondly,
predicting demand and planning production accordingly will
see a reduction in the number of products gone to waste.
Wastefulness is especially true for firms that sell perishable
products, including food and industries such as the fashion
industry where the utility of products decreases rapidly with
time. The authors speculate that this could imply significant
environmental and economic impact.

Furthermore, the methods developed in this paper could
generally be extended to product assortments of any kind.
Ideally, the benefits of assortment optimization are not limited
to the field of print distribution but could be relished by society
as a whole.

From an ethical perspective, the findings of this paper could
result in a digital divide, as only firms who possess the
necessary technology and resources can take advantage of the
proposed method. This was unintentional and hopefully the
shift towards more affordable and widely available technology
will allow more firms to make use of the findings.

II. THEORY

A. Consumer behavior

Rooted in fields such as psychology, marketing, and eco-
nomics, consumer behavior refers to the study of how and
why consumers make purchasing decisions related to products
and services [1]. The main questions considered in consumer
behavior are illustrated in [2, Fig. 1]. In classical economics,
consumer behavior is often reduced to a problem of utility
maximization under a budget constraint [3]. While helpful as
a simplification, this does not portray the complex factors
underlying a consumer’s decision-making process [1]. The
main challenge in the field is the identification of factors
related to purchasing and constructing strategies in which
consumer behavior can be affected [4].

B. Assortment optimization

Assortment optimization is the process of selecting a subset
of products, S, out of a universal set of products, Ω, to
maximize potential sales. Through analyzing a consumer’s
preferences over products, the retailer chooses an assortment
which most suits the individual and thereby heightens the
probability of a sale. Variables that a retailer may choose to
utilize in their optimization process are threefold, according
to Mantrala et al. [5]. They are summarized as.
• The variety of products offered
• The depth of products offered
• Service level or the amount of inventory to allocate to

each stock-keeping unit
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Fig. 1. Understanding consumers - the key questions, adopted from [2]

Failure to utilize the variables above lead to detriments
in current and future sales. There are some key factors to
consider during the optimization process. Firstly, the consumer
desires flexibility as there is a time lag between purchase and
consumption. Secondly, there may be out-of-stock situations
that see a consumer leave for a competitor due to an alternative
item being provided instead of a preferred item (lack of
assortment depth). Lastly, there could be a difference between
actual variety and perceived variety in the consumer’s eyes.
These, together with the fact that a retailer has a constraint
on shelf-space, pose the main challenges in the retailer’s
assortment optimization process [5].

Fig. 2. A visualization of an assortment together with the no-purchase option.

C. Choice models

Choice modeling is the central platform for assortment
planning and consists of two main categories: utility based
choice models, and exogenous demand models [6]. Choice
modeling attempts to predict the choices of individuals, in
this case, the choice in question is which product to select
out of an assortment of products. In this context, one has to
consider demand substitution, the purchase of the best alterna-
tive product if the original product is unavailable. Preferably,
the firm can offer each customer access to the universal set of
products it sells, and each would choose the product they most
prefer. However, when only a subset of products is offered
to a customer, he will choose the preferable option in the
offered assortment. This decision can be what is known as a
no-purchase, which indicates that a customer’s most preferred
option is to not buy any of the products on offer. An example
of an assortment is illustrated in Fig. 2.

In order to model choices with demand substitution, there
are several models such as the multinomial logit (MNL) and
nested logit (NL) models [6]. The MNL and NL models are

examples of parametric models of choice. Parametric models
of choice assume that there is a set of parameters or variables
that the probability distribution generated by the model is
based on. Examples of these parameters in a retail case
could be the price, size, and material of an item of clothing.
Parameters can be viewed as a set of characteristics of products
that one might deem to influence their utility to a potential
customer [7].

Moreover, these models make various assumptions as to
the nature of the choice models at play. An example of this
is the choice of purchasing a particular bag of coffee in a
supermarket. It could either consist of one choice(to buy or not
to buy a particular bag), or a series of choices. For example,
the decision to buy coffee, then the decision upon what brand
of coffee to choose, followed by the decision upon which
particular bag to buy [8]. These properties of the models
often lead them to oversimplify the behavior of customers.
Therefore, the choice of which model to use to base one’s
assortment optimization on becomes another problem for firms
as the different models interpret the available data differently
and are prone to either over- or underfitting the data [9], [10].

D. Nonparametric models of choice

In contrast to parametric models of choice nonparametric
models are not based on a set of variables deemed to be
influential in the decision of customers, instead, they are
created directly from historical sales data. Nonparametric
approaches were introduced to alleviate unreasonable assump-
tions and issues of suboptimal model fit present in traditional
parametric approaches. They are prevalent in several appli-
cation areas [11]. The basic idea is to generate preference
lists(lists where products are ranked based on their utility to the
customer) based on some transaction data, and a probability
distribution over these rankings so that the expected outcome
of the model generates the original sales data used. With this
approach, no assumptions are made except that products can
be ranked based on their utility. The complex intricacies of
customer behavior are captured solely in the probability dis-
tribution and the generated preference lists and are uninhibited
by the choice model [12].

In [9], the merits of such a nonparametric choice model
are discussed. The problems present in traditional approaches
become more complicated when one has limited data on how
customers make decisions, apparent in scenarios where one
tries to use the model to make fine-grained predictions. The
authors develop a nonparametric approach in which the data
automatically select the ‘right’ choice model for predicting
revenues. They achieved this by choosing the sparsest choice
model consistent with the data, meaning the model with as few
preference lists as possible that still explained the observations.
They showed that the approach is practical and a case study
with a major US automaker showed a possible 10% increase
in revenues from optimizing the offer set [9].

In [10] this approach was developed further. They suggest
a two-step approach to making effective assortment decisions
from transaction data. In the first step, they use data to estimate
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a generic ranking-based model of choice that can represent any
choice model based on random utility maximization, similar to
that of [9]. In the second step, using the estimated model, they
find the optimal assortment by solving a mixed-integer opti-
mization (MIO) problem that is scalable, and that is flexible
in that it can comfortably accommodate constraints and more
copious amounts of products. Their findings show that their
model is feasible in practice and that can be fully optimized
in a reasonable amount of time. It accommodates realistic
constraints without a high impact on solution time. It is both
computationally efficient and accurate in producing predictions
of actual choice probabilities, and can find assortments that
achieve near-optimal revenues when optimized [10].

E. Random forest classifiers

A RF is a meta estimator that fits several classifying
decision trees on various sub-samples of the dataset and uses
averaging to improve the predictive accuracy and control
over-fitting. It is a useful tool in various applications such
as estimating news article popularity, modeling the spatial
patterns of wildfires, and authorship profiling [13], [14], [15].

A decision tree is a machine learning structure used to
predict a specific outcome based on several features that
impact that outcome [15]. By using the values of the training
data, a hierarchical structure of nodes that predict the output
can be created. On each level of the tree, one or many features
are evaluated and based on the result of the evaluation the
data entries are split into groups that are then evaluated on
the next level of the tree [14]. This is done in order to
divide the samples into groups where the outcome is the same
across all groups. For example, one can evaluate whether an
individual will choose to play tennis on a particular day, based
on some observations of this individual. For each observation,
the features outlook, humidity, and rain as well as if the person
played tennis was collected. For each scenario one divides
the possible outcomes into nodes based on the value of that
feature, then for each subscenario, the procedure is repeated
until all observations in that node have the same outcome. See
Fig. 3 for an illustration of the fictional decision tree based on
this example.

Fig. 3. A decision tree evaluating whether an individual will play tennis.

To create the sub-samples for each tree of the model, one
uses a method called bootstrapping. For each sub-sample,

a set number of random data entries from the data set are
chosen and added to the bootstrapped data set, note that the
same entry can be selected more than once and that there
is no guarantee for every entry to be a part of each sub-
sample [14]. Each data entry consists of values of various
variables deemed to influence the result of the estimation to
be made (i.e., in the case of estimating the probability that
a patient has heart-disease variables such as blood pressure,
weight, cholesterol levels, and chain pain might be used). This
procedure is replicated for each tree in the RF [14].

The decision trees are created from the bootstrapped data
set and use a random subset of the variables in each step of
the tree in order to reduce the correlation between the trees.
This usage of random subset of features for each tree is known
as the random subspace method. The usage of bootstrapped
data sets and the random subspace method results in many
different decision trees, even if they are all based on the same
original data [16].

In order to classify a sample using a RF, the sample is run
through all of the created decision trees. Their output is then
aggregated, and the class of which the majority of the trees
generated is used as the final label of the RF [16].

The data entries not present in a bootstrapped data set are
called out-of-bag entries and can be used to calculate the
accuracy of the decision trees built on the data set, known
as the out-of-bag score (OOB score) of the RF. In order to
calculate the OOB score of a random forest the OOB samples
are evaluated by the parts of the forest for which the sample
was out-of-bag. The evaluation is repeated for each OOB
sample and the percentage of correctly labeled OOB samples
by the RF is its OOB score [17].

The OOB score has been showed to be as accurate of
measurement of performance as testing a RF with a hitherto
unseen set of data of equal size to the data used to train
the model. As it is generally accepted that a majority of
machine learning methods perform better when trained on
more massive training sets, using the OOB score then allows
for the models to be trained on the entirety of the available
data set and therefore the model’s chances to emulate complex
relationships between feature variables and outcome variables
increases [17].

There are many methods one can use in order to evaluate
the parameters used in a RF model, one of the most common
approaches is to calculate the feature importance of the
features. Important features are more closely related with the
outcome variable and contribute more for variation of the
outcome variable. The feature importance of a specific feature
of the model is calculated by measuring the accuracy of the
RF model and then comparing that accuracy to the accuracy
of a model in which the values of that feature are randomly
shuffled. If the score of the model where a feature has been
randomized is lower than the original model, it indicates that
the feature was useful for the model to predict the outcome
accurately. A more substantial decrease in score after shuffling
a feature indicates that that feature is more important. The
feature importances indicate the impact of the feature on the
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model as a whole. However, note that it is not the equivalent
of a feature weight in a linear model, i.e., a direct relation
between output and feature value [18].

F. Use of theory in practice

As nonparametric choice models are not reliant on the
identification of variables, the demand of customers and also
the optimal assortments can be effectively estimated without
accounting to specific reasoning behind choices. The result of
this is credible training data for RF models, and the subsequent
evaluation of these can provide valuable insights to both the
models’ performance and the data at hand. Using consumer
behavior theory, industry-specific nuance can then be added
to these insights, producing intriguing hypotheses for future
work.

III. METHOD

A. Overview

The method proposed in this report consisted of two main
steps:

1) Historical transaction data was known for the firm’s
current stores and is used to determine the optimal
product assortment on a product group level. These op-
timal assortments were generated using a nonparametric
choice model based on the method described in [10].

2) The optimal assortments generated by the nonparametric
choice model were then paired with feature vectors with
store-specific data and used as training data for RF
models. One RF model was generated for each product
group.

B. Available data and pre-processing

1) Transaction data: The available data was transaction
data for ca 2500 products. The products in question were
Swedish and international magazines. All magazines could be
divided into 5 product areas based on content. These areas
could be further divided into main groups of which there are
about 15 groups. The main groups were partitioned into a
total of 40 subject groups. The finest partition made was sub-
groups of which there were 150, referenced throughout this
report as product groups. During the period that was studied
in this report, only 138 of these 150 product groups were ever
shipped. It was on this level of granurality that the optimization
was made.

For all products combined, there were around 40 mil-
lion transactions. For each transaction, the product that was
shipped, the retailer shipped to, the shipment date, the return
date(the date after which unsold products are to be sent back
to the firm), the number of copies shipped, and the number
of copies returned was recorded. There was no time-of-sale
data available, nor data about if or when particular products
got sold-out.

In order to create assortment-specific data the following
assumptions and simplifications had to be made:

1) The assortment sent to stores is the same as the assort-
ment the stores stock on the shelves. Even if independent

agents run stores, these agents do not influence the
assortment available to the customers.

2) Each product is sold at a constant rate, and products
can be sold in decimal form (i.e., if a magazine was in
stock for four weeks and sold a total of 10 copies it
is considered to have sold 2.5 copies weekly over the
period it was stocked).

3) The assortment changes weekly, and no assortment-
related changes occur during the week (i.e., the assort-
ment available to a customer on a Monday is the same
assortment available to another customer on the Friday
of the same week.)

4) Due to the computational limitations of the current
method assortments of over 50 product groups are
reduced to the assortment of the 50 best-selling product
group of that particular assortment (i.e. if an assortment
contained 75 product groups it would be reduced to the
50 best-selling product groups, the sales of the remaining
25 product groups are disregarded.)

5) The choice probability of the no-purchase option is mod-
eled to be equal the total amount of products returned for
each assortment (i.e., if an assortment had a total of 50
units shipped of which only four units were returned the
probability of the no-purchase option is equal to 8%.)

The assortments were divided into weekly assortments corre-
sponding to the calendar weeks of the year. Therefore there
could be a total of 53 assortments per year, as the last week of
a year may wade into the next year. The algorithm for creating
the assortments was as follows.

Let Sw denote the assortment available in a particular
store during week w. Each Sw contains information about
the products and the number of copies that products sold
during that period (i.e., recall that this number is the average
rate of sales for the product over the entire period it was
in stock) and the total sales of that assortment. Moreover,
let ti to denote the ith transaction. For every transaction, ti:
If the shipment date occurs before the first date of w, add
the corresponding product data to Sw. Continue adding the
product to assortments Sw+1, Sw+2, ..., Sw+n until the return
date of ti is greater than the first day of the corresponding
week w + n.

Then for each product in each assortment calculate the
percentage of sales generated by the product to the total
number of units shipped.

If the assortment contains more than 50 product groups
eliminate the product groups with the lowest percentage of
sales generated, one by one until the number of products in
the assortment is 50.

Recalculate the probabilities of sales for all products as
well as the no-purchase option according to this new reduced
assortment. Finally, calculate the total sales of the assortment
as total number of units sold across all product groups present
in the assortment. Note that the sales were used later as a
means of ranking the customer’s preferences over options.

This algorithm was repeated for all stores available.
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2) Store-specific data: There was data for over 1000 stores,
of which the top 500 stores based on sales growth were
selected to be used in the RF models. For each store, there
was a series of data points collected by the firm.

As there was an extensive amount of variation in the type
of store-specific data collected (159 types), choices limiting
the types of data investigated had to be made for the sake of
feasibility. The factors proposed by Jobber, as illustrated in
Fig. 1, were used as a guideline for this delimitation.

The store-specific data that resulted from the delimitation
contained numerical values such as total annual sales, annual
sales growth, amount of shelf space, and amount of products.
Apart from these, there were four types of data of classifying
nature, shown in Table I. These are referred to as feature
groups as they contain several features. The contents of these
feature groups were binary features, while the numerical data
points were scaled and used as continuous features. For each
store R, a feature vector FR containing the specific values was
created.

TABLE I
DEFINITIONS OF FEATURE GROUPS WITH EXAMPLES OF THEIR CONTENTS.

Feature
group

No. fea-
tures

Definition Examples

A-region 64 Indicates which
region of Sweden
the store is
located in.

Uppsala,
Jonkoping,
Stock-
holm/Sodertalje

Store situa-
tion

10 If the store is sit-
uated in a spe-
cific local envi-
ronment.

Airport, Seaside,
Shopping mall

Store branch 10 The line of busi-
ness the store is
in.

Supermarket,
Kiosk, Hotell

Store chain
allegiance

51 If the store is part
of a larger entity
of stores.

Ica, Coop, Press-
byran

C. Generating optimal assortments

Optimal assortments for 500 stores were created as the first
step in order to have labeled data. The model that was used to
optimize the assortment of the stores was the one introduced
by [10]. For a more rigorous description of the model, the
reader is referred to [10].

1) Defining purchase probabilities given product assort-
ments: Assume that there are n products, indexed from 1 to
n. The possibility that a customer can always choose the no-
purchase option is conceptualized by the index 0. The options
available to the customer then becomes the set {0, 1, 2, ..., n},
denoted by S. In this model, the customer will always select
exactly one of the available options.

Moreover, assume that there are K permutations 1, 2, ...,K
over the options S. The value of σk(i) indicates the rank of
option i; σk(i) < σk(j) indicates that i is more preferred to
j under the permutation σk. In other words, each permutation
can be viewed as a type of choice behavior (or a ranking of
preferences) that a customer may follow. Each customer will

select the option which has the lowest rank according to a
the permutation he adheres to. The probability that a random
customer chooses according to a permutation k is denoted by
λk. The aggregate of all λk is the probability mass function
λ. Therefore the probability that a customer selects option i
when presented with the options S is given by:

P (i|S) =

K∑
k=1

λk · I{i = argmin
i∈S

σk(i)}

where I is an indicator function (I{A} is 1 if A is true and
0 otherwise).

2) Defining the objective function: Let the revenue of
option i be denoted by ri, which is 0 for the no-purchase
option and 1 for all other options. The astute reader may
notice that this makes revenue equivalent to sales, such that
the expected sales of the set of options S is then given by:

ζ(S) =

n∑
i=0

(ri · P (i|S)),∀i ∈ S

ζ(S) will be a decimal number between 0 and 1 that can
be interpreted as the expected probability of any sale at all
occurring when assortment S is sent.

3) Defining the optimization problem: The optimal assort-
ment is then given by the set of products S∗ that maximizes
ζ(S). Let xi be a binary variable which is equal to 1 if the
option is present in the assortment, and 0 otherwise. Likewise,
let yki be a binary variable that is set to 1 if option i is chosen
under the permutation k, and 0 otherwise. Then the problem
can be stated as follows:

maximize
x,y

K∑
k=1

n∑
i=1

ri · λk · yki

subject to
n∑
i=0

yki = 1,∀k ∈ {1, ...,K}, (a)

yki ≤ xi,∀k ∈ {1, ...,K}, i ∈ {1, ..., n}, (b)∑
j:σk(j)>σk(i)

ykj ≤ 1− xi, (c)

∀k ∈ {1, ...,K}, i ∈ {1, ..., n},∑
j:σk(j)>σk(0)

yj = 0,∀k ∈ {1, ...,K}, (d)

xi ∈ {0, 1},∀i ∈ {1, ..., n}, (e)

yki ≥ 0,∀k ∈ {1, ...,K}, i ∈ 0, 1, ..., n. (f)

The constraint (a) ensures that exactly one choice is made
under each ranking. The constraint (b) ensures that under
permutation k, option i can only be chosen if it is in the
assortment. Constraint (c) ensures that, if option i is included
in the assortment then none of the options that are less
preferred to i under permutation k may be chosen under
ranking k. Similarly, constraint (d) ensure that the options that
are less preferred that the no-purchase option 0 may not be
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selected, and are forced to zero. Constraint (e) forces xi to be
binary. The final constraint (f) ensures that each y may not be
negative.

4) Casting to a mixed integer optimization problem: The
previous operations have yielded data corresponding to M
assortments denoted S1, ..., SM . For each assortment and
option, the probability of customers choosing each option
denoted vi,m is known. It is assumed that vi,m is fully accurate
and noiseless, i.e. vi,m is exactly equal to P (i|S). Let v be
the vector of vi,m values.

Now consider the entire set of permutations on the entire
set of options, denoted matrix A. Let matrix A have elements
Aki,m, which is 1 if under permutation k the customer chooses
option i from the assortment S, and 0 otherwise. The matrix
A, vector v and probability mass function λ are related in that
they must satisfy the linear system of equations Aλ = v. λ can
be identified by minimizing the l1 error between Aλ and v.
This problem with the universal set of permutations is referred
to as the master problem, mathematically stated as:

minimize
λ

||Aλ− v||1

subject to 1Tλ = 1,

λ ≥ 0

5) Solving the mixed integer optimization problem: In order
to solve the equation above for large numbers of products,
Bertsimas and Mı̌sić introduce a column generating proce-
dure. At each iteration we maintain a collection of rankings
σ1, σ2, ..., σK . For these rankings, the corresponding restricted
master problem (the master problem with a subset of the
total permutations available) is solved. At the beginning of
the procedure, the restricted master problem is evaluated with
no permutations. After each iteration of the optimal solution
to the restricted master problem, it is decided if an additional
permutation should be added to the current set of permutations.
The permutation with the lowest reduced cost, when included
in the set, is the one that is introduced to the set. This
procedure is terminated when there are no permutations with
a non-negative reduced cost left to be added.

An existing Python code [19] was used in order to solve
the optimization problem described in this section. The result
of the optimization, for each store, was a binary array that
indicated which product groups were included and excluded
in the optimal assortment for the store.

D. Creating and evaluating random forest models from opti-
mized data

1) Creation of the random forest models: The results of the
assortment optimization of stores with historical transaction
data was used as training data for RF models. For example,
for the groups ’ice-hockey’, ’family’, ’crossword puzzles’
and ’celebrities’, the array [1, 0, 0, 1] would indicate that
magazines within the ice-hockey and celebrities categories are
included in the optimal assortment while products in the family
and crossword puzzle categories should be excluded.

Each optimal assortment was paired with a feature vector
for the corresponding store. The features that were included
in the model and their types are shown in Table II. For the
boolean feature groups of the model, one index of the feature
vector was assigned per option within that group. Hence, only
one of the set of indexes of the feature array that corresponded
to a specific feature group can be true, the others are set to
false (e.g. if a store is located in the A-region ’Mora’ only the
index corresponding to A-region ’Mora’ was set to 1 and all
other indices for A-regions were set to 0). For the continuous
feature values, the value used was scaled by subtracting the
mean and dividing by the range.

In order to maximize the accuracy of the overall method,
one RF model was created per product group. Meaning each
model only has one binary output: to send the product group or
not. Consequently, 138 RF models were created using scikit-
learn random forest classifier with 100 estimators each and
unlimited depth [20].

2) Evaluation the models: In order to evaluate the trained
models, the OOB score was used as a measurement for
accuracy. The OOB score is as accurate as using a test set
of the same size as the training set. Therefore, by using the
OOB score, the need for a set-aside test set was removed. This
removal was also advantageous as no data was withheld when
training the models, maximizing their probability to mirror the
complex intricacies present in the data.

These OOB scores were compared to the baseline model
scores, which were calculated on the out-of-bag samples for
each tree in the forest for all models. The baseline model
chose, in all cases, to send all available product groups for the
corresponding store. This baseline is motivated by the possible
argument against assortment optimization – that offering the
maximum range of products increases overall sales. The
argument means that the process of selecting products to offer
is insignificant. After discussions with the firm, the baseline
was found to generally resemble the default assortment sent
to a store with unknown historical transaction data.

The impact of the different features was evaluated by
calculating feature importance.

IV. RESULTS

This section of the report presents the results of the as-
sortment optimization using the nonparametric choice model,
as well as the results of the RF models generated from

TABLE II
NAMES AND TYPES OF ALL FEATURES USED IN THE RANDOM FOREST

MODELS.

A-region Situation Branch Chain
allegiance

boolean boolean boolean boolean
A-location B-location C-location Sales growth
boolean boolean boolean continuous
Returns
growth

No. of
shelves

No. of prod-
ucts

Product/shelf
ratio

continuous continuous continuous continuous
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those assortments. The combination of these results indicate
the methods ability to generate optimal assortments without
historical sales data.

A. Optimization results

The results of the optimization are vectors representing the
optimal assortments for a store. Fig. 4 shows the number of
product groups present in the optimal assortments for the 500
stores that were used in the RF models. Over three-quarters of
the optimal assortments consist of less than 40 product groups.
The mode size of an optimal assortment is 13 product groups.
Moreover, there is a cluster of stores for which the optimal
assortment contains 60 to 80 product groups.

Fig. 4. The distribution of product groups in the optimal assortments

The prevalence of the product groups is shown in Fig. 5.
The most common product groups in optimal assortments are
present in less than 40% of the assortments. The product
group present in the most optimal assortments is ‘Children
Comics’. Some product groups are only present in one optimal
assortment, while the majority of product groups are present
in at least every tenth assortment.

Fig. 5. The prevalence of product groups in optimal assortments.

B. Results from random forest models

The method generated a total of 138 RF models, one for
each product group. Fig. 6 shows the Out-of-bag score (OOB
Score) for each of the RF models as well as the baseline scores.
The reader can find the product groups with the highest and
lowest OOB scores in table III The performance of the models
vary depending on the product group, and the OOB scores
range from 1.0 to 0.58. For 65% of the product groups, the
models achieve an OOB score of 0.8 or higher, and for 97%
of the product groups, the models achieve a score higher than
or equal to 0.6.

Furthermore, the model outperforms the baseline model for
all product groups. In order to evaluate the method as a whole,
the feature importance across all RF models were aggregated.
This aggregation was done by calculating the mean importance
and standard deviation of all features.

Fig. 6. The OOB scores across all random forest models (red bars) and the
corresponding baseline model score (yellow bars).

The performance of the models trained on product groups
present in fewer optimal assortments performed better than
models trained on product groups present in a higher number
of optimal assortments. The higher the prevalence of a product
group in optimal assortments, the higher the baseline model’s
accuracy.

TABLE III
NAMES AND OUT-OF-BAG SCORES (%) FOR SELECT PRODUCT GROUPS.

Product Group OOB Score
Audi 100%
Sport/Competition 100%
Hair 100%
American Football/rugby 100%
Architecture 99.80%
...

...

Woman 65.18%
Other House and Home 63.77%
Other Family 59.72%
Other Celebrities 56.07%
Children Comics 55.47%
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The models all consider the same features of the stores,
the mean importances of which are shown in Fig. 7. There
are nine features of significance, the mean importances and
standard deviations of which are presented in Table IV. The
most significant features also have high standard deviations,
which indicates that they are useful for the model [17]. At the
other end of the spectrum, there are three features with low
mean importance. These features are related to the location
of the products in the store and have minimal impact on the
performance of the model. For the feature labeled ’C’ the
impact is negligible.

Note that the feature importance for the feature groups
is calculated as the sum of all of the feature importances
corresponding to that category. For the four individual features
in the feature groups: geographic location, situation, branch,
and chain allegiance. On average, the geographical features
have a higher standard deviation than the rest of the individual
features and the branch related features have the lowest mean
impact, with 12% its individual features having a feature
importance of zero.

Fig. 7. The average feature importances (blue bars) and respective standard
deviations (black bars) across all model features.

TABLE IV
MEAN FEATURE IMPORTANCES, x̄, AND STANDARD DEVIATIONS, sx , OF

SIGNIFICANT FEATURES.

Feature name x̄ sx sx / x̄ (%)
A-regions 0.2044 0.06197 30.32
No. of products 0.1130 0.03124 27.65
Products/shelves 0.1043 0.03134 30.05
No. of shelves 0.09893 0.03057 30.90
Returns growth 0.09656 0.02743 28.40
Sales growth 0.09156 0.02471 26.99
Chains 0.07411 0.02539 32.26
Branches 0.06229 0.01496 24.02
Situations 0.05863 0.02069 35.29

V. DISCUSSION

In this part of the report, the merits of the proposed
method are discussed. This begins with an analysis of the
computational results generated by the optimization and the
results of the RF models trained on the generated data. After

that the limitations of the proposed method and the reliability
of the results are evaluated.

A. Analysis of the optimization

The degree of optimization from the nonparametric choice
model is not questioned in this discussion as the method
has been proven to produce near true-optimal assortments in
previous studies [10].

On the other hand, the prevalence of product groups in
optimal assortments indicates that there is a significant dif-
ference between how well different product groups sell. The
optimization generates the optimal assortments based on max-
imizing sales, which means that the higher the prevalence of a
product group in optimal assortments, the higher its probability
to generate sales for the stores. Therefore, the results presented
in this report indicate that it might be preferable for the
firm to stop selling product groups with low prevalence in
optimal assortments if the costs of carrying these product
groups exceed the revenue they generate. Such an analysis
is outside the scope of this report.

B. Analysis of the models

1) Analysis of performance: The performance of the RF
models differs between product groups, which might be ex-
plained by the training data set. There appears to be an
inverse correlation between the prevalences of the product
groups in optimal assortments and the OOB scores of the
corresponding RF models. The models are highly accurate for
product groups of low prevalence, such as the product groups
‘Hair’, ‘American Football/Rugby’ and ‘Audi’. These product
groups are present in only a few assortments which makes
classifications of these product groups a simple task for the
models.

The predictive ability of the models decreases as the preva-
lence of the product group in question increases, such as for
the product groups ‘Children comics’, ‘Other celebrities’, and
‘Other House and home’. This observation indicates that the
models do not adequately capture the differences between the
stores where the product groups are excluded from the optimal
assortment and stores where the product groups are included
in the optimal assortment. The intricate differences could be
captured more precisely with the addition of relevant features.

In other words, the high accuracy of the models on product
groups of low prevalence and their relatively low accuracy on
product groups of high prevalence indicates that the models are
more accurate at predicting when to exclude the product group
from the optimal assortment compared to when to include the
product group.

In all cases, the RF models substantially outperform the
baselines for the product groups, and hence, hypothesis 1 can
be confirmed.

2) Analysis of features: The features used in the models
varied in impact on the performance of the models.

The feature with the highest importance was ’A-regions’
which classified geographical location, confirming hypothesis
2. This was not surprising as geography directly affects the
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values, culture, and tradition of the consumer, an example of a
major consumer subculture. This impacts purchasing decisions
and thus, the optimal assortment.

The features ’No. of products’, ’Products/shelves’, and
’No. of shelves’ also ranked among the upper echelon in
importance. This was natural as ’No. of products’ and ’No. of
shelves’ refer to a store’s inventory capacity and respectively
its ability to display the variation in the inventory. Accounting
for costs and out-of-stock concerns, it made economic sense
that these features would have an impact. However, the high
standard deviation accompanying the features meant that this
impact varied between product groups. The ratio of ’Prod-
ucts/shelves’ indicated how the firm compromised between
the range of options and visibility for a store. A higher ratio
characterized overstocking, meaning a unit of shelf space is
shared between options and their alternatives. Overstocking
led to a broader selection of options targeting more customers,
but lower visibility for each option. Conversely, a lower ratio
was evidence of understocking, i.e., an option occupying more
than one unit of shelf space. Understocking implied a confined
selection of options, but higher visibility. Specific product
groups may be affected differently by these store practices,
explaining the high mean importance as well as the high
standard deviation of the ratio.

The store performance features ’Returns growth’ and ’Sales
growth’ were similar in importance to the features mentioned
above. This was interpreted as the two features being effective
ways of determining whether a store should carry a product
group. Again, the high standard deviations pointed to vary-
ing importance between product groups, which was perhaps
because more popular product groups are not as dependent
on these factors as niche product groups present in fewer
assortments. This could be that there is less homogeneity
in their consumers. For example, if a store is seeing higher
returns and lower sales, the niche product groups (less likely
to be those present in most optimal assortments and aimed at
fewer or smaller consumer groups) will probably be excluded
from the assortment first.

With the features ’Chains’, ’Branches’, and ’Situations’, the
results showed that a subculture smaller and weaker than that
of the aforementioned geographic locations would also impact
the product assortment decisions less. Of these, ’Chains’ was
most important, and this may be due to a relationship between
the product groups that certain customers preferred and their
preference of store brand. ’Branches’ and ’Situations’ may
have contained a more heterogeneous mix of consumers with
a weaker relationship to the preferences of product groups,
explained by them being less important as features. The
observation of high standard deviations here is consistent
with the arguments before that more popular groups are less
dependent on these factors.

Interestingly, the features ’A’, ’B’, and ’C’ that represent
shelf location have little impact on the model’s decision-
making. An ’A’ location, such as by the cash register of a de-
partment store is a prime location for impulse purchases. A ’B’
location has a lower probability of impulse purchases, and ’C’

has the lowest. According to the models, this order also held
for their importances. As the firm’s universal assortment was
often associated with impulse purchases, it is logical to assume
product placement strategies like shelf location play a vital role
in the consumer’s behavior, especially product groups with a
high level of sensationalism or newsworthiness. However, the
low feature importances suggested that no particular option
saw benefits of this differently from other options. This could
mean that consumers of the firm’s products have more complex
decision-making processes underlying their purchases, called
high involvement purchases. Although such an analysis is
outside the scope of this report, it is to be noted that the
different shelf locations may influence total sales independent
of variation in product assortments.

Overall it is observed that the features had different results
on the decisions made by the model. In some cases, these
features hinder the performance of the model, as shown by
the fact that the standard deviations drag their importances
below zero.

C. Limitations of the method

The results showed high accuracy, and the data used was
representative of the nature of the industry. Both the nonpara-
metric model and the RF models are grounded in successful
practical implementations. This means that robust conclusions
about the firms business model could be drawn. The direct
business implications of assortment optimization are in most
cases straightforward – optimized assortments lead to more
sales which in turn may increase firm revenues. The extent
of the effect that can be gained differs from case to case.
Concerning the proposed method, there are some factors that
one needs to consider when implementing it, namely:

1) The practical impact of the assumptions made in the
method.

2) The nature of the products in question.
3) The computational limitations and size of the product

range.
The first factor concerning assumptions is impactful, as

many assumptions might be proven false or improbable in
some business cases. Firstly, store agents might influence
the visibility of the products to a higher extent than the
product/shelf ratio used by the firm by shuffling products in
the shelves or stocking them according to different systems,
e.g. alphabetical order, by product category or by release date.
Further, a problem voiced by the firm during discussions, store
agents might not stock products on the shelves at all because of
personal experience or ’know-how’. Because unsold products
are collected by the firm free of charge from the store, this can
become an agency problem. Where stores are not incentivized
to stock the assortment as per the firm’s wishes if the stores
deem it advantageous to stock another assortment.

Other assumptions regarding the assortment shown in the
store might be proven false, such as the fact that products are
sold at a constant rate or that the assortment does not change
during a calendar week. If a product sells out during the first
day in stock but is not scheduled to be returned until after
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a month the model will incorrectly assume that that product
was present in multiple assortments. Hence the error in the
optimal assortment generated relative to the true optimal will
be increased. This limitation can be removed if there is time-
of-sale data for all products in the assortment. Such data would
also eliminate the need for assumptions 2 and 3.

The second factor raises questions about the nature of the
products themselves. For example, some products are subject
to seasonality. Meaning that the sales of the products vary
during regular intervals (i.e., weeks, months, years). In this
case, the proposed method is suboptimal as the model does not
account for seasonality. The model uses weekly assortments,
and all assortments are weighted equally; hence no regard to
periods of high or low interest in certain product groups is
considered.

The last factor references the computational workload re-
quired to run the model efficiently. Due to the limitations of
the model, only a certain number of products can be included
in the calculations before the calculation time becomes in-
feasible. For firms with a large set of products, this might
not be ideal as they would have to choose which products
to include in the computations and which ones to exclude.
This decision would, in turn, limit the insights the model can
generate as the data used would already be impaired by the
choices made by the firm, which in turn are influenced by
the firm’s preconceptions. The solution to this problem in the
case studied was to optimize for product groups. Aggregating
products might be especially useful in cases where products
can be categorized efficiently. On the other hand, this option
might also lead to generalizations about products that do not
hold when scrutinized, leading to ineffective results.

D. Future research suggestions

From the results gathered, it is clear that geographic factors
play a major part in decisions about assortment optimization in
this industry. It would, therefore, be interesting to incorporate
more features to the RF models such as external demographic
data to be able to find more differentiating factors in line with
current theories of consumer behaviour.

Also, it would be beneficial for the proposed method to
incorporate seasonality and other characteristics of products
when generating the optimal assortments, or for the ratios be-
tween the products present in the assortment to be computed,
not just their mere inclusion or exclusion.

Finally, it would be interesting to implement the proposed
method in a case study at the firm in order to evaluate its
actual effects on sales and returns.

VI. CONCLUSION

The hypotheses posed were confirmed, and thus the pro-
posed method composed of a nonparametric choice model and
a collection of RF models was proven as a viable approach
to solving the problem of optimizing assortments without
historical sales data. Features that represented subcultures of
consumer behavior, such as geographic location, had the most
substantial impact on the results of the method i.e., the models’

decision making. Moreover, they provided the most insight
from a business perspective.
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