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Abstract—Natural language processing and text classification

are topics of much discussion among researchers of machine

learning. Contributions in the form of new methods and models

are presented on a yearly basis. However, less focus is aimed

at comparing models, especially comparing models that are

less complex to state-of-the-art models. This paper compares a

Random Forest with a Long-Short Term Memory neural network

for the task of classifying sentences as questions or non-questions,

without considering punctuation. The models were trained and

optimized on chat data from a Swedish insurance company, as

well as user comments data on articles from a newspaper. The

results showed that the LSTM model performed better than the

Random Forest. However, the difference was small and therefore

Random Forest could still be a preferable alternative in some use

cases due to its simplicity and its ability to handle noisy data.

The models’ performances were not dramatically improved after

hyper parameter optimization.

A literature study was also conducted aimed at exploring how

customer service can be automated using a chatbot and what

features and functionality should be prioritized by management

during such an implementation. The findings of the study

showed that a data driven design should be used, where features

are derived based on the specific needs and customers of the

organization. However, three features were general enough to be

presented - the personality of the bot, its trustworthiness and in

what stage of the value chain the chatbot is implemented.

Sammanfattning—Språkteknologi och textklassificering är ve-

tenskapliga områden som tillägnats mycket uppmärksamhet

av forskare inom maskininlärning. Nya metoder och modeller

presenteras årligen, men mindre fokus riktas på att jämföra

modeller av olika karaktär. Den här uppsatsen jämför Random

Forest med ett Long Short-Term Memory neuralt nätverk genom

att undersöka hur väl modellerna klassificerar meningar som

frågor eller icke-frågor, utan att ta hänsyn till skiljetecken.

Modellerna tränades och optimerades på användardata från ett

svenskt försäkringsbolag, samt kommentarer från nyhetsartiklar.

Resultaten visade att LSTM-modellen presterade bättre än Ran-

dom Forest. Skillnaden var dock liten, vilket innebär att Random

Forest fortfarande kan vara ett bättre alternativ i vissa situationer

tack vare dess enkelhet. Modellernas prestanda förbättrades inte

avsevärt efter hyperparameteroptimering.

En litteraturstudie genomfördes även med målsättning att

undersöka hur arbetsuppgifter inom kundsupport kan automa-

tiseras genom införandet av en chatbot, samt vilka funktioner

som bör prioriteras av ledningen inför en sådan implementation.

Resultaten av studien visade att en data-driven approach var att

föredra, där funktionaliteten bestämdes av användarnas och or-

ganisationens specifika behov. Tre funktioner var dock tillräckligt

generella för att presenteras - personligheten av chatboten, dess

trovärdighet och i vilket steg av värdekedjan den implementeras.

Index Terms—Bag-of-Words, Chatbot, Classification, LSTM,

Machine Learning, Natural Language Processing, Random For-

est, Word2Vec

I. INTRODUCTION

A. Background Goals

T
HIS STUDY is conducted in two, interrelated parts. The
first part aims to solve a technical problem within the area

of natural language processing (NLP) and text classification.
The second part approaches the implementation of a customer
service chatbot within an organization from an industrial
management perspective. The goal is to provide guidelines
for organizations wishing to implement such a chatbot. The
means of finding and presenting such guidelines is through a
literature study.

1) Technical problem: NLP is an area of research that
is concerned with how computers interact with the human
language. Research within this field includes speech recog-
nition, natural language understanding and natural language
generation. This study belongs to natural language understand-
ing. More specifically, this study investigates how a computer
can determine if a sentence is a question or not, given that
the sentence is stripped of punctuation marks. To solve this
classification task, methods and models from the field of
machine learning are used. This problem has not been widely
researched, particularly in the Swedish language context.

The results of the study can be of interest to researchers in
the field of natural language understanding as it can explain
what features of a sentence conveys that it is a question,
excluding a question mark. Further applications for the results
of this research include speech-to-text recognition and under-
standing chat messages written in the context of a customer
support chat. Regarding speech-to-text recognition, the models
within this field typically do not include question marks when
transcribing speech. Hence, it can be of value to classify which
sentences are questions or non-questions as a post-processing
step. A way of simulating this type of data is to remove all
punctuation marks from a text, as was done in this study. Im-
provements in speech-to-text models can be beneficial within
a wide range of contexts. Voice controlled interfaces is one
example, useful for many applications. Another example is
automatic generation of subtitles for online video material,
such as YouTube provides.

However, this study will be conducted in the context of chat-
based customer support with the aim of providing means of
automating the chat. Automating the customer support chat
for an organization can be broken down into two distinct
phases. First, classifying incoming text documents (one or
more sentences) into discrete categories. Second, deciding



BACHELOR THESIS, KTH 2

how to respond to the user. To handle the first phase, it can
be useful to separate which user-inputs are questions from
non-questions. This allows subsequent stages to be tailored
to handle the inputs differently and optimally. Determining
whether the user-input is a question or not is the classification
problem that this study will focus on.

2) Literature study: The second part of this study explores
how an automated customer service can be implemented using
a chatbot and what considerations should be made when
planning such an implementation. An automated customer
service could be implemented either by building a new chatbot
or by modifying an existing solution. Both approaches could
be large undertakings. To provide guidance for management
on what to prioritize when they plan and execute such an
undertaking a literature study is conducted. This literature
study gives recommendations on what features and functions
should be prioritized for an organization wanting to automate
parts of or the whole customer service interaction.

There are numerous potential benefits for an organization
implementing an automated chatbot in their customer service.
An obvious benefit is lower costs due to reduced need of
manpower. Another benefit is increased customer satisfaction
because of higher efficiency in responding to customer tickets.
In addition, there are opportunities to strengthen the organiza-
tion’s brand, if the chatbot is highly sophisticated as it can
impress users and investors. A technological company can
increase their legitimacy in this way.

3) Company: The classification problem is conducted with
a start-up company within the insurance industry. The com-
pany is called Hedvig. Hedvig is interested in applying ma-
chine learning methods to gain a competitive advantage. To-
day, customers interact with their customer support employees
through a mobile chat application. A long-term goal of the
company is to automate this chat. Hedvig provides chat history
from their customer service interactions that is used to train the
machine learning models for solving the classification problem
in this study.

4) Ethics and implications for society: Concerns about the
consequences that the field of AI and machine learning might
have on society increasingly appears in the public discourse. A
big concern is computers replacing humans in the workforce.
Studies such as this could be considered culprits, though small,
for stoking this development. The work described in this study
could be the first step of a fully automated customer service
chatbot with the possibility of replacing human customer ser-
vice workers. However, such a chatbot could also alleviate said
customer service workers by answering oft repeated questions.
This would allow humans to tackle the more delicate and
difficult problems that require a ”human touch.” We feel that
these ethical concerns do not pose any limitations on how our
research should be conducted since the scope of the paper is
small.

Furthermore, the storage and treatment of huge databases of
customer data has also become a highly debated topic stirring
controversies. This report will rely on access to and processing
of some sensitive and personal customer data from Hedvig.
The main concern we have is not to distribute the data publicly
nor to use it for any task outside what is specified in this paper.

B. Scientific inquiry
The scientific question examined in this study is: Which

model, Random Forest or a Long Short-Term Memory neural
network using word embeddings, is best fitted to classify a
given sentence as a question or non-question after the sentence
has been stripped of punctuation symbols?

For the part of this study that is focused on industrial
engineering and management the scientific inquiry is: What
features and functionality should be prioritized when imple-
menting a chatbot interface for a customer service for an
insurance company?

1) Problem definition: The classification problem involves
taking a user generated sentence as input and building a model
such that it can classify whether the sentence is a question
or not. Since the sentences are stripped of all punctuation
marks the models must look for other features. Probably
the occurrence of certain words will be more indicative of
a question than others. To complicate matters a question
can be embedded in a sentence that contains statements or
descriptions: ”so it does not work unless I buy insurance
without student account and that will be under my friends
name.” Since the data is taken from chat history, the grammar
of sentences can often be lax. Some users are not native
speakers and strange syntax might be present. Furthermore,
certain questions are not formulated in an explicit way, and
whether or not they are questions or statements is particularly
ambiguous when punctuation marks are removed: ”I am not
sure I need to pay for my home insurance”

The models chosen for this task is a Random Forest (RF)
and a Long Short-Term Memory neural network (LSTM).
Comparing RF and LSTM offers the opportunity to compare
a less technically complex model, RF, which is easier to
interpret, with a more complex model, LSTM. RF will use a
Bag-of-Words-model to represent a sentence. Hence the order
of the words in the sentence is not taken into consideration.
In contrast, the LSTM model does take order of words into
consideration and, as it uses word embeddings, considers the
semantic dimension of the words.

One challenge is to find a relevant baseline to compare
the results from the models against. This also involves de-
termining what level of a given metric would be considered
a success. We propose to let humans do classifications on
the same data to provide this baseline. Another challenge is
acquiring enough training data for the models. Since the data
is supplied by Hedvig, we have little control of the quality and
quantity of it. External data from a different data set, taken
from Göteborgs-Posten, will be incorporated in order for the
models to generalize better. Another problem is related to the
format of the data (a dump of Hedvig’s chat history) since
it contains irrelevant data. Examples of such data is test-data
that Hedvig’s developers have put in the system while testing
the application. There is also data that has not been typed
in manually by a user. For example, in the Hedvig customer
service chat the user must sometimes choose from pre-written
messages, instead of typing. These messages occur frequently
which could make the models over-fitted.

2) Scientific relevance: This study is scientifically relevant
because it can clarify what features are important when
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determining if a sentence is a question or not and whether
such a problem is best solved using a RF-model or a LSTM-
model. It could be of interest for researchers to see how a
simpler model compares to a more complex model in a binary
classification task. The results can imply future directions for
other researchers to take when tackling similar problems and
also provide suggestions for someone wanting to implement an
automated chatbot or using the classifier as a post-processing
step for speech-to-text transcription to supply the transcribed
text with punctuation marks.

3) Hypothesis: The classification problem can be broken
down in to two hypotheses: H1 and H2. For H1 we hypoth-
esize that the classification problem can be solved using the
mentioned models with equal or lower F1 score than human
scores. Furthermore, for H2, we hypothesize that the LSTM
model will score higher in F1 score than RF. This is motivated
by LSTM being more granular in its consideration of the
components of a sentence and the previous success of LSTMs
in similar tasks.[1]

II. THEORY

A. Classification problems
The field of classification is a sub-field of machine learning

and statistics. Classification involves determining which, of
a set of categories, an observation belongs to. It is a su-
pervised machine learning task and therefore requires a set
of correctly labeled observations. The field of classification
is widely researched and there is a plethora of classification
methods available. The classification methods can be sorted
into three categories: logic based methods (such as tree-based
models), perceptron-based models (such as neural networks)
and support vector machines.[2]

B. Random Forest
Random Forest is an ensemble learning method used for,

among other things, classification tasks. It is based on decision
tree learning, which has become a robust and popular method
for classification tasks: ”They are relatively fast to construct
and they produce interpretable models [...] They perform
internal feature selection as an integral part of the procedure.
They are thereby resistant, if not completely immune, to the
inclusion of many irrelevant predictor variables. [...] they
have emerged as the most popular learning method for data
mining.”[3, p. 352] Random Forest was originally proposed
by Ho [4] in 1996 to address the tendencies of many decision
tree based models to overfit. Random Forests uses bagging
to create an average from sufficiently deep decision trees.
Improvements in results come from reducing the variance that
can otherwise be a problem for tree-based methods. This also
makes the Random Forest model somewhat resistant to noise
in the data. The robustness of this model makes it attractive
for this study as the data, being taken from informal contexts,
contains noise to a degree that it likely will impact the results.

C. Neural networks and Long Short-Term Memory
LSTM is a variant of a Recurrent Neural Network (RNN).

This class of neural networks are distinguishable for the fact

that they contain a loop, where an input It�1 is fed back to
the network again with a new input It, in the process altering
the output value ht. In theory the RNN can evaluate new input
based on previous input and thus can be said to have a memory.

A conventional RNN contains a single layer of this ”repeat-
ing module.” A LSTM, on the other hand, contains several
layers to process old and new input. First proposed in 1997
by Hochreiter and Schmidhuber [5] , the main feature of this
model is the cell state, a pathway of information flow through
the model that can be altered at specific gates. The classic
version of the LSTM model contains three gates: input, output
and forget. Regulating the cell state through these gates can
cause a model to forget or hold on to information, based
on what data is currently being processed. This provides the
possibility to preserve long distance dependencies between
words in a sentence, which conventional RNNs struggle with.
This is useful for, among other things, predicting words using
the correct gender as determined by a previous word that
could be n-steps earlier. Hence, long distance dependencies
can be arbitrarily large. After the introduction of LSTMs many
different variations have been spawned, with small differences
in their architecture. A study has shown that the different
variations all seem to be more or less equally effective.[6]

D. Bag-of-Words

To store sentences in computer memory a way of encoding
the information is needed. For this task a method of converting
a sequence of words into a sequence of numbers (computer
bits) is needed. This can be done by embedding sentences in a
vector space. One technique for accomplishing this is storing
the words as a Bag-of-Words representation.[7, p. 65] When
training on a given corpus, a Bag-of-Words representation will
consist of one vector per document where each element in the
vector represents a unique word that occurs in the corpus. The
numerical value of this element represents the frequency of
which the given word occurs in the document. This also allows
for the relative frequency of the occurrence of the word to be
encoded. By document, we mean that which is supposed to be
classified - typically a sentence, but this can vary depending on
the classification task. Because of the nature of this encoding,
the order of words in a document is not considered.

E. Word Embeddings

Besides using vectors to represent a whole document, there
also exists vector representations of individual words. These
are constructed with neural networks. One such embedding of
words in a high dimensional vector space is the Word2Vec
model.[8] Word embeddings such as Word2Vec has been
shown to be a potent tool for many NLP tasks: ”The use of
word representations. . . has become a key “secret sauce” for
the success of many NLP systems in recent years, across tasks
including named entity recognition, part-of-speech tagging,
parsing, and semantic role labeling.”[9]

A formal definition of word embeddings is that they are
formed by a function that maps a word in to a high dimensional
vector (often 100 or more dimensions): W : word 7! Rn,
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where W typically is W✓(wn) = ✓n. That is, W func-
tions as a look-up table with the matrix ✓ containing the
parameters for the word embeddings. An example could be:
W (”insurance”) = (0.1,�0.2, ..., 0.32). Embedding words
into a high-dimensional vector space can allow the model to
capture latent information about how different words relate to
each other. This is because words that occur in similar contexts
will tend to have similar meaning. ”You shall know a word by
the company it keeps”.[10] Hence, some dimensions in this
vector space can encode this information about the relations
between different words. This allows arithmetic operations
between word vectors that yields fascinating and intuitive
results. A now classic example is W (”king”)�W (”man)+
W (”woman”) = W (”queen”).[11]

One method to compute W and therefore create word
embeddings, is the Continuous Skip-gram Model. This model
was developed and presented by Mikolov et al in 2013.[11]
The model consists of an algorithm that iterates through every
word in a document and lets a neural network predict the
current word’s neighbours. To improve the predictions the
neural network optimizes the parameters for W .[11] In a
follow up paper the authors present innovations that improved
both training speed and the quality of the word vectors for the
Word2Vec model.[8]

F. Chatbots and their role in Industrial Management
Chatbots are a way for humans to interact with comput-

ers using natural language. They are not a new concept.
The canonical first example is ELIZA, developed by Joseph
Weizenbaum in 1966.[12] Today there are two general ap-
proaches to creating a chatbot. The first approach is the
oldest of the two, where chatbots typically can be described
as an automata. This means that the chatbot’s responses are
generated based on hard-coded rules. ELIZA is an example of
this approach. ELIZA received user input as a string of natural
language and then it proceeded to look for certain keywords.
These keywords triggered the input sentence to be transformed
according to predefined rules. Hence the transformations pro-
duced a new sentence which is subsequently outputted to the
user.[12] The other approach, which has become more popular
in recent years, is to use methods and models from NLP and
machine learning in order for the chatbot to have a more
sophisticated understanding of the user input.

III. PREVIOUS STUDIES

As stated above, the binary classification task that this paper
addresses is not widely researched. However, binary classifi-
cation for NLP tasks in general has been the target of much
research in the recent years. For example, various models have
been benchmarked against the Stanford Sentiment Treebank,
a dataset consisting of 11855 sentences annotated as posi-
tive, negative and neutral extracted from movie reviews.[13]
Binary classification can be accomplished by removing the
neutral labels. A LSTM model and a model named C-LSTM,
which utilizes a Convolutional Neural Network (CNN) in
combination with the LSTM, has achieved accuracy scores
86,6% and 87,8% respectively on this dataset.[1] Compared

to Naive Bayes- and Support Vector Machine models which
have achieved 81,8% and 79,4% on the same dataset respec-
tively [13] the neural models perform better. The Random
Forest model has also been shown to outperform some less
complex models in binary classification tasks. A version of
a RF achieved an accuracy of 87,9% on a similar dataset
(compared to for example Naive Bayes which achieved an
accuracy of 82,9%).[14] In another study RF with a Bag-
of-Words representation achieved an accuracy of 84,4% on
the Stanford Sentiment Treebank dataset mentioned above.[15]
These studies are of relevance for this paper because they give
an indication of which families of models perform better on
binary classification tasks. The neural models are seemingly
performing better than the probabilistic- and linear classifiers
mentioned above.

Chatbots are becoming more common and thus impacting
the customer service experience of consumers regularly. The
recent advancements in machine learning and AI, combined
with an increased popularity of messaging platforms, has made
the development of chatbots into a core part of many enter-
prise initiatives focused on digitalization and enhancing the
customer experience. In a report by Forrester it was found that
57% of companies already have or are planning to implement a
chatbot as part of their value proposition in the near future.[16]
By 2023 the use of chatbots will bring USD 11 billion in
combined cost savings as a replacement for customer service
employees, according to another report.[17] Furthermore, by
2025 the global market for chatbots is expected to reach USD
1.25 billion, growing at a Compound Annual Growth Rate
of 24,3%.[18] Regardless of whether or not these reports are
entirely accurate it seems clear that chatbots will become more
ubiquitous in the future and that this development is largely
driven by the promise of large cost savings.

The insurance industry is also part of the movement from
traditional customer support into computer-powered alterna-
tives such as chatbots. According to a report by PWC,
insurance customers shows a higher conviction than retail-
and banking customers that chatbots will provide them better
service than current solutions.[19] At the time of writing this
report some notable companies using chatbot-like interfaces
as a core part of their service are American based Lemonade
and Trov. Lemonade have claimed that they have executed
the fastest claim in insurance history (three seconds)1. The
claim was done partly through a chatbot interface without the
involvement of humans. While this announcement has to be
seen as part of a marketing strategy it surely illustrates the lure
of the technology and its potential transformative powers on
industries where customer service interactions are a key part
of the organization’s value offering.

It has also been shown in a study that humans tend to
communicate differently with chatbots, compared to when
they communicate with other humans, in instant messaging
applications.[20] For instance, in the mentioned study, the
test subjects tended to send a higher number of messages,
but shorter in length, to chatbots compared to human-to-
human chat communication. It was also shown that the test

1https://www.lemonade.com/blog/lemonade-sets-new-world-record/
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Table I
EXAMPLES OF SENTENCES FROM THE HEDVIG CORPUS TOGETHER WITH

THEIR LABELS

Sentence Label
okej tack så mycket Non-question
har ingen mejl Non-question
kan man justera det Question
hej täcks min motorcykel Question

subjects used a more restricted vocabulary writing to a chatbots
than when communicating with another human. Finally, chat-
based communication has a much stronger resemblance to oral
communication, than for example email, and often displays a
lack of punctuation and capitalization, as well as an increased
amount of abbreviations.[21] This suggests that the methods
presented in this study could be used to enable chatbots to
understand questions and reply to them even when the user
did not write out the question mark.

IV. METHODOLOGY

1) Data: The data used in the study was provided by the
Swedish insurance firm Hedvig and was taken from their cus-
tomer service chat. It contained approximately 400,000 chat
messages. The data mainly contained conversations between
the users and customer service employees, as well as some
automatically generated messages by the company’s chatbot.

2) Pre-processing the data: All automatically generated
sentences were removed from the Hedvig data because of
their frequent occurrences. Training on these sentences would
risk making the models over-fitted. Also, all sentences written
by customer service employees were removed because these
tended to be very similar, as if they were automatically
generated too. Sentences not written in Swedish were removed
manually. Hedvig is a Swedish company and most of the
chat data is in Swedish, other languages did occur however,
mainly English. Only Swedish sentences were used in this
study because the classification model is going to be used
in a Swedish context. Also, sentences that obviously lacked
meaning were removed (example: asdasdasd). The resulting
data set contained 13,758 sentences for classification. This data
set will be referred to as the Hedvig Corpus.

The Hedvig Corpus was then separated into a question set
and a non-question set determined by if the sentence contained
a question mark or not. After the split into the two sets, all
sentences were stripped of punctuation marks. Afterwards, the
data was manually inspected and questions and non-questions
were moved from one set to the other if necessary. At this
stage between 200-300 sentences were moved or removed
entirely. At the end, the proportion between the sets were
30% questions and 70% non-questions. Some examples of
sentences in the Hedvig Corpus are given in table I. Finally,
the data was split into 80% training data and 20% test data.
The ratio between questions and non-questions was maintained
in both the training and the test sets.

3) Additional data: A second data set was introduced
to increase the volume of training data in order to make
the models generalize better. This second data set consisted
of user comments on articles from Göteborgs-Posten (GP),

provided by Språkbanken. This new set was combined with
the Hedvig set. Henceforth this combination will be referred
to as the Mixed Corpus. The Mixed Corpus was pre-processed
similarly to the Hedvig Corpus except the manual re-labeling
stage. At this point, the Mixed Corpus contained 41 184
sentences labeled as question and 80 000 sentences labeled
as non-questions. The ratio between the questions and the
non-questions was approximately the same as in the Hedvig
Corpus.

In this study both the RF and LSTM models were trained
on each corpus and subsequently tested on a test set taken only
from the same corpus as it was trained on. In other words, if
a model was trained on the Hedvig training set it was only
tested on the Hedvig test set and vice versa for the Mixed
Corpus. This was done to simplify the evaluation process and
not introduce an extra dimension to examine the results in.

4) Models: The models that were evaluated was a Random
Forest and a Long Short-Term Memory neural network. The
RF model used a Bag-of-Words representation of the docu-
ments. While the Bag-of-Words ignores the order of words as
they appear in a document, the RF did consider n-grams of
words as a feature. Hence, the RF did take the order of n-words
into account. The LSTM utilized word embeddings. These
were pre-trained Word2Vec vectors based on the Swedish
Wikipedia2, trained with the skip-gram method. The vectors
had a dimensionality of 300.

5) Developing the models: In general, machine learn-
ing models are developed through a process called hyper-
parameter tuning. This allows the models to be tailored to
a specific use case and thus increases their performance. As
the name implies the process involves finding the optimal
combinations of hyper-parameters. Hyper-parameters are set
prior to the actual training and are not changed during the
training process - as opposed to the parameters of a model. The
relevant hyper-parameters that were used in the optimization
are listed for the two models in table II and III, respectively.

The hyper-parameter tuning for this report was at first
conducted using two different approaches to tune the RF
model and the LSTM model. For the RF model a manual
approach was used where the tuning was based on theoretical
knowledge. Hyper-parameter tuning for the LSTM model was
first conducted using a method called Grid Search. Grid Search
is a systematic approach to hyper-parameter tuning where a
specific hyper-parameter is varied by small increments, while
other hyper-parameters remains fixed. In this manner some
hyper-parameters can be observed to have greater impact on
the results than others. However, the number of combina-
tions of the hyper-parameters were by far too large to be
exhausted in this manner. Therefore another tuning approach
was adopted, called Random Search. In Random Search a
new set of hyper-parameters is randomly generated in every
iteration of training. For this approach to be successful, many
iterations are typically needed - meaning it is time consuming
and computationally demanding. Random Search was applied
to tune both the RF model and the LSTM model.

2https://github.com/Kyubyong/wordvectors
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Table II
THE HYPER-PARAMETERS THAT WERE TUNED DURING THE RANDOM

SEARCH FOR RANDOM FOREST

Parameter Description
N-Estimators Number of trees
Max Features Nr. of features to consider when looking for

best split
Max Depth Maximum depth of the tree
Min Samples Split Min nr. of samples required to split an internal

node

Table III
THE HYPER-PARAMETERS THAT WERE TUNED DURING THE OPTIMIZATION

OF LSTM

Parameter Description
Sentence Length Max length of documents
Word Count Threshold Remove infrequent words in corpus
word2vec Vector
Length

Length of word vectors

Embedding Dropout
Rate

Ignores some input words randomly (reduces
overfitting)

Lstm Units Number of words in the memory between
iterations

Output Layer Units Units in first output layer
Output Layer Dropout
Rate

Ignores some output units randomly (while
training)

Output Layer Activa-
tion

Activation function used for output layer

Loss Function For example Binary Cross entropy
Epochs Number of times the model trains on the entire

corpus
Batch Size Number of documents in one batch

In all approaches of tuning outlined in this section n-
fold cross validation and the F1 score metric were used to
determine which combinations were performing the best. The
n-fold cross validation was used to reduce the risk of the
models over-training on any particular part of the dataset.
Specifically, five folds was used in the cross-validation.

The general formula for F score is: F� = (1 +
�2) precision⇥recall

(�2⇥precision)+recall , where � is a real positive number.
In this study we use � = 1, which is the harmonic mean of
precision and recall: F1 = 2⇥precision⇥recall

precision+recall . F1 was used
as the primary measure to evaluate the models in this study
because it considers both precision and recall. Often this can
provide a more realistic measure of performance, especially if
the classes are unbalanced in quantity. In a classification task
such as presented here the results could be evaluated mainly
on either recall or precision depending on the later use case.
If tolerance of a higher number of false positives is acceptable
rather than a high number of false negatives one should prefer
precision, or vice-versa for recall. In other words, is the cost of
classifying a non-question as a question higher than classifying
a question as a non-question? Because this study has no strong
opinion on the matter F1 score was chosen to consider both.

6) Human baseline: For this study, eight people were asked
to classify 100 sentences per corpus as a question or a non-
question, in total 200 sentences per person. The sentences were
chosen randomly for each session. The human test persons
were selected from different age groups and sexes.

A. Chatbot literature study
Relevant pieces from the literature were extracted to present

recommendations for what features and functions should be
prioritized when implementing a chatbot. Also, a broad per-
spective was used, looking into how the chatbot could be
integrated with the value proposition and customer experience
of companies.

V. RESULTS

The results are presented in the following manner: each
model was hyper-parameter tuned according to two different
methods. For RF this was done manually (table IV) and
through Random Search (table V) and for LSTM this was done
using Grid Search (table VII) and Random Search (table VIII).
Two results are presented per table - this represent the highest
F1 score obtained, using the hyper-parameters obtained on the
training data and then tested on the test data. Included with
the RF results is also table VI that shows the most important
features that the model used for its decision when classifying
documents.

Figure 1 shows the correlation between mean training time
and F1 score, resulting from the Random Search hyper-
parameter tuning of the LSTM model. The mean training time
is the average over all folds in the n-fold cross validation on
the Mixed Corpus. The area of the circles corresponds to the
number of epochs (which is a hyper-parameter) used during
training. Larger circles are equivalent to more epochs.

Figure 2 shows the correlation between mean training time
and F1 score, resulting from the Random Search hyper-
parameter tuning of the RF model. The mean training time
is the average over all folds in the n-fold cross validation on
the Mixed Corpus. The area of the circles corresponds to the
number of classification trees (which is a hyper-parameter)
used by the model. Larger circles are equivalent to more trees.

Presented in table IX is the results of the tests on humans
- these constitute the human baseline which will be used
to evaluate the machine learning models later. Lastly we
summarize the results by including the best RF model, the
best LSTM model and the human baseline results in table X
and XI. Here we present additional metrics for a more in-depth
comparison between the performance of each model.

A. Results of Literature Study
1) Using data from existing customer interactions to guide

what features to implement: Instead of trying to predict what
features to include in a chatbot-interface, collecting data on
how customers actually are interacting should be preferred.
This could be done through a Wizard of Oz style - where
human customer service workers ”pretend” to be a bot. They
would answer customer inquiries by pressing a finite set
of buttons - simulating the discrete and limited amount of
responses of a computer model. While pressing the buttons
the inquiries would also be labeled and stored in a database.
Using data of customer behavior to guide the design was
recommended in the evaluation of the implementation of a
chatbot for a hotel service.[22] The evaluation concluded that
the way customers used the chatbot was often different from
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Table IV
RF BEST RESULTS ON TEST SET AFTER MANUAL TUNING

Corpus F1 Max depth Max features Min samples leaf Min samples split Num estimators
Hedvig 0.852 None Sqrt 1 10 150
Mixed 0.860 None Sqrt 1 10 150

Table V
RF BEST RESULTS ON TEST SET AFTER RANDOM SEARCH

Corpus Mean F1 Max depth Max features Min samples leaf Min samples split Num estimators
Hedvig 0.850 None Sqrt 1 2 320
Mixed 0.864 None Sqrt 1 2 320

Table VI
TOP WORDS WITH RESPECT TO FEATURE IMPORTANCE FOR RANDOM
FOREST AND THE SAME PARAMETERS THAT WERE USED IN THE BEST

MODEL BEFORE RANDOM SEARCH

Hedvig Imp. Mixed Imp.
hur 0,058 hur 0,047
ni 0,04 du 0,039
vad 0,026 vad 0,037
kan 0,019 varför 0,03
har ni 0,015 ni 0,017

Figure 1. Graph from Random Search of the LSTM model with 120 iterations
on Mixed Corpus. Bigger rings means more epochs and training time is
measured in seconds.

how the developers predicted. A result that surprised the author
of the evaluation was how much of the customer interactions
were conversational messages - 14% of all sentences in their
data. These phrases did not contain an explicit request but
instead expressed politeness: ”Good day”, ”thank you” etc.
When analyzing the data from the Wizard of Oz phase, the
author of said study proposed to use a Pareto distribution to
determine what features to implement. The distribution show
which small number of features represents most of the use
cases. Usually this ratio will be 80/20 or even more skewed.
This can give a clear indication of which small subset of
features will have the greatest impact on the usability of the
service.

2) Importance of trustworthiness: For an insurance com-
pany it is important to be seen as a trustworthy actor. Hence,
for a chatbot to be successful in this context it should instill

Figure 2. Graph from Random Search of the Random Forest model with 180
iterations on Mixed Corpus. Bigger rings means more classification trees and
training time is measured in seconds.

reassurance and confidence of the quality of its service to the
customer. One study found some key elements that contributes
to users trusting the chatbot.[23] The key elements included
the chatbots level of understanding and the quality of its
responses. Users also considered the overall quality of the
chatbot, the graphical design of the interface and that responses
were written with correct grammar. Another key element that
promotes trustworthiness was transparency and honesty about
what the chatbot is capable of. It establishes what the users
can expect when interacting with the chatbot. Honesty about
shortcomings in the chatbot promoted user trust rather than a
having a negative impact on user perception. Yet another key
element the study found was that an apparent personality was
deemed important - users liked when they could perceive a
”sparkle in the eye.” Using an appropriate avatar image could
be one way to help convey a sense of personality, in addition
to the tone of the language and the potential use of humor.
Also, the associated brand was deemed to contribute to the
users’ sense of trust. A strong sense of trust for the brand
would influence how the test subjects perceived the chatbot.

3) Importance of personality: The importance of personal-
ity in the chatbot has already been mentioned above as a key
feature to create trust in the service. However, other studies
explored this aspect in more depth and its importance should
therefore be elaborated upon. The term personality can be
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Table VII
LSTM BEST RESULTS ON TEST SET AFTER GRID SEARCH

Corpus F1 Batch
size

Epochs Embedding
dropout rate

LSTM units Output layer dropout
rate

Output layer units

Hedvig 0.855 45 3 0.200 100 0.050 50
Mixed 0.874 45 3 0.200 100 0.050 50

Table VIII
LSTM BEST RESULTS ON TEST SET AFTER RANDOM SEARCH

Corpus Mean F1 Batch
size

Epochs Embedding
dropout rate

LSTM units Output layer dropout
rate

Output layer units

Hedvig 0.877 240 9 0.384 155 0.109 50
Mixed 0.864 1112 23 0.299 18 0.400 31

Table IX
HUMAN BASELINE (N = 8)

Corpus Mean F1 CIforF1 Mean Precision Mean Recall Mean Accuracy Average Time / doc
Mixed 0.862 ±0.022 0.974 0.776 0.877 4.23 sec
Hedvig 0.945 ±0.025 0.963 0.930 0.946 3.44 sec

Table X
SUMMARY OF THE BEST RESULTS ON THE HEDVIG CORPUS

Type F1 Precision Recall Accuracy Training time
RF 0.852 0.867 0.837 0.909 5.35sec
LSTM 0.877 0.908 0.848 0.926 185sec
Human 0.945 0.963 0.930 0.946 -

Table XI
SUMMARY OF THE BEST RESULTS ON THE MIXED CORPUS

Type F1 Precision Recall Accuracy Time
RF 0.864 0.892 0.836 0.911 1299sec
LSTM 0.874 0.878 0.869 0.915 370sec
Human 0.862 0.974 0.776 0.8770 -

defined as a ”dynamic and organized set of characteristics pos-
sessed by a person that uniquely influences their environment,
cognition, emotions, motivations, and behaviors in various
situations” [24] and researchers have suggested that it plays
an important role in how users perceive conversational agents.
It can furthermore be the determining factor to whether users
want to interact with the interface again.[25] The importance
of personality to create trustworthiness is also stressed in
another study.[26] Moreover, the author of this study suggests
that giving the chatbot a human like personality does not
only improve the user experience compared to chatbots that
lack a personality, it also improves the user’s perception of
the service overall. This extends to rating two functionally
equivalent chatbots differently, where the one with personality
scored higher on its pragmatic qualities.

4) Implementation in pre-purchase phase could increase
savings: Among companies that are using chatbots in the
insurance industry, they often implemented the chatbot in the
pre-purchase phase. This is mainly because customer traffic
at this phase is the highest and it is technically less complex
to implement than, for example handling claims. In turn this
reduces the need for employees to do those tasks and thus
reduces the total costs.[27] However, it is important that
the user experience does not get compromised and that the

integration with current customer service systems is seamless.
For example, the redirection to a human expert after the bot
has encountered a question it cannot respond to should be
without loss of the current conversation context.[27]

VI. EVALUATION AND DISCUSSION

First, the hypotheses stated in section I-B3 are evaluated.
H1 stated that: the classification problem can be solved using
the mentioned models with equal or lower F1 score than the
human baseline. H2 stated that: the LSTM model will score
higher in F1 score than RF.

1) Mixed Corpus: The F1 scores were 0.862 for the human
baseline, 0.864 for RF and 0.874 for LSTM. Since LSTM
achieved a higher F1 score than the human baseline it seems
H1 was wrong when training and evaluating on this corpus.
However, there are reasons to be skeptical about whether the
LSTM actually outperforms humans. This skepticism mainly
stems from the fact that the Mixed Corpus was not manually
relabelled. See below for a discussion about the differences
between the corpora. Hence, the actual reason for a higher
LSTM F1 on the Mixed Corpus could be that the Mixed
Corpus contains documents that were incorrectly labeled. A
way to test if this reason is valid is to manually go through
the Mixed Corpus and redo the training and human tests. This
could not be done in the present report due to time constraints.

2) Hedvig Corpus: The results were somewhat different
for the Hedvig Corpus. Here the F1 scores were 0.945 for
the human baseline, 0.852 for RF and 0.877 for LSTM. In
this case the human baseline was the highest by a rather large
margin (a relative difference of 7.75% F1 score compared to
LSTM) and H1 was therefore seemingly proven. This could
also support the reasoning above since the labelling of the
Hedvig Corpus was done in a more meticulous manner.

Before moving on with a comparison of the results on the
different corpora it is noted that H2 seems to be proven since
LSTM had a higher F1 score than RF on both corpora. The
relative differences between RF and LSTM were 1.16% better
F1 score for LSTM on the Mixed Corpus and 2.93% better
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F1 score for LSTM on the Hedvig Corpus. In other words,
the differences in performance was fairly small but consistent.

3) Comparison between the results on the different Cor-
pora: Three major differences exist between the Hedvig
Corpus and the Mixed Corpus. First the size, second, the
contexts they were gathered from and third, the pre-processing
of them. As described, the Mixed Corpus is larger, containing
8.66 times more sentences than the Hedvig Corpus. In general,
all other things equal, the higher volume of training data will
tend to be beneficial for the performance of machine learning
models as they can generalize better. This did not seem be the
case for the LSTM that actually got highest F1 on the Hedvig
Corpus. The differences between the results on the two corpora
is small though, only 0.003. Why the addition of more data
did not improve performance is probably due to noise in the
Mixed Corpus, see below. Another plausible reason is that
the optimal hyper-parameters for the LSTM was not found
for either corpora and that given more time for the tuning
of the hyper-parameters the results could have been different.
However, the RF did seem to benefit from the larger volume
of data. As the F1 score was 0.852 for the Hedvig Corpus
and 0.864 for the Mixed Corpus. This could be an illustration
of RF’s robustness towards noisy data. Of course, the same
argument about hyper-parameter tuning could be applied to
RF. Given more time for tuning the results could possibly have
been the reverse for this model. Also, the fact that RF performs
better on the Mixed Corpus can be a viewed as something to
be skeptical about given the knowledge that many sentences
are likely to be incorrectly labeled in this data. Therefore, a
conclusion to be drawn from these observations is that the
quality of the data is crucial for both developing the models
but also to evaluate them in a reliable way.

The contexts that the data was gathered from were different.
However, the models were only tested on a subset of the
same corpus as they were trained on. To be clear, a model
trained on the Hedvig Corpus training set for example, was
tested on the Hedvig Corpus test set exclusively. Therefore,
the differing context of the Hedvig Corpus and the GP subset
of the Mixed Corpus should not have penalized the models.
Also, while the context was different for the Hedvig data and
the GP data, the sets are similar in that both contains short
text messages written by humans online. In the case of Hedvig
it was taken from a chat and for GP it was taken from user
comments on news articles. Both contexts typically promote
shorter text messages where the user’s consideration towards
language quality varies.

Finally, there was a difference in how the data sets were
pre-processed. Because the Hedvig Corpus was manually
pruned and the GP subset of the Mixed Corpus was not, it is
reasonable that the GP subset contains more inappropriately
labeled sentences than the Hedvig set. This could contribute to
the difference in F1 scores between the two sets. Arguably, this
is likely the case for the human tests. This could be reflected
in the human baseline results, particularly when looking at the
precision and recall scores from these tests. In both corpora
mean human precision score were similar Mixed: 0.974 and
Hedvig: 0.963. For recall, however, mean human scores were:
Mixed: 0.776 and Hedvig: 0.930. Many more sentences were

labeled as false negatives by humans in the Mixed Corpus
than the Hedvig Corpus. That is, humans perceived to a higher
degree that sentences labeled as questions were in fact non-
questions in the Mixed Corpus. This seems to support the
assumption that the Mixed Corpus contains a higher proportion
of erroneously labeled sentences than the Hedvig Corpus.

4) Hyper-parameter tuning: As is illustrated in table VIII
and V the performance improvements after the Random Search
were small or non-existing for both models. For RF the
best result on the Mixed Corpus (0.864) came from Random
Search while the best result on the Hedvig Corpus came from
manual tuning (0.852). For LSTM the best result on the Mixed
Corpus (0.874) came from the Grid Search while the best
result on the Hedvig Corpus (0.877) came from the Random
Search. Why scores did only improve slightly or degrade
using Random Search can be explained in several ways. Here
two main reasons are offered. First, lack of time to perform
sufficient amount iterations. Random Search is dependent on
randomness, which means that a large number of iterations
could be necessary. Otherwise, there is a risk of not finding
the points in the hyper-parameter space for the model that are
close to local maxima in F1 score. Second, the subspaces of
hyper-parameters that were tested did not include the optimal
combinations. The upper and lower limits that are set on
each parameter could cause the Random Search to miss well-
performing hyper-parameter combinations. For example some
hyper-parameters on the LSTM were left at default values (by
default we mean the default parameter values for the machine
learning library used). To initially set these limits, the results
from the Grid Search and the manual tuning was used, but the
limits could have been increased to test a larger subspace. The
limitations of the tuning is commented further under section
VI-B.

The figures 1 and 2 provide some additional insight into
the hyper-parameter tuning. The F1 score seems to be highly
correlated with training time. This is reasonable since a higher
training time often means that more training is done on the
training set, which in turn could increase the performances
of the models. The same reasoning can be applied to explain
the indicated correlation between the number of epochs in
training and the F1 score (and also training time) that is
evident in figure 1. By increasing the epochs more training
is done on the data. This however, comes at the expense of
risking that the model becomes over-fitted on the training set.
This could explain why the F1 for LSTM did not improve after
the Random Search (where epochs were set to 23, compared
to 3 that the Grid Search resulted in) on the test data for
the Mixed Corpus even though that parameter combination
performed the best on the cross validated training set. In other
words, increasing training time could make the model perform
better on the training data but worse on the test data. No
clear relationship can be found between the number of tree
estimators and the F1 as shown in figure 2.

To summarize, from the results the LSTM consistently
performs better than RF in the classification of a sentence as
a question or non-question. Both models perform well above
randomly classifying and the LSTM beats humans in one
test, though the validity of this particular result is debatable.
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However, the relative difference between RF and LSTM on
both corpora is small. There exists use-cases where it might be
preferable to use RF instead of LSTM. While LSTM certainly
achieved higher F1 score potential trade offs with using this
model is its opaqueness and its complexity. The opaqueness of
the LSTM could be of concern for a researcher in NLP (or in
linguistics more broadly) since it makes it harder to determine
what the model considers when classifying a sentence. RF, on
the other hand, is easier to interpret as the features and their
corresponding weights are accessible for the researcher (see
table VI for example). Such information could prove valuable
in language research. Furthermore, it is arguably harder to
implement a LSTM rather than a RF. Lastly, to be taken into
consideration is that the LSTM is dependent on the quality of
the word embeddings which introduces additional complexity.

5) Applications of the classification model: For a chat-
based interface the classifier probably has limited usefulness.
It is not clear exactly where the classifier should be applied.
In the presence of a question mark it would be unnecessary to
run the sentence through the classifier, because the question
mark offers the strongest indicator of a sentence being a
question. It has been pointed out earlier that users often omit
punctuation marks when typing texts in chats. However, even
in the cases where the classifier is used on sentences without
question marks there exists a potential problem where the
classifier would produce false positives. That is, classifying
some sentence as a question even though it was not intended
as such. This would probably be a case where the sentence is
somewhat ambiguous, particularly if context and punctuation
marks are ignored. Even if the classifier achieved the highest
possible score, on par with human levels of understanding,
these ambiguous cases cannot be resolved without context or
punctuation mark. Examples of this type of sentence is given
later, in the discussion of limitations. For now, it is reasonable
to argue that the cost of failing to classify a sentence that was
intended as a question, but where the question mark is missing,
is low or non-existing. A chatbot could, for instance, ask the
user to repeat the query, if it fails to parse the meaning of the
sentence. In contrast, if the chatbot starts to respond to a false
positive as if it is a question, this could cause inconvenience
and irritation for the user and thus a negative user experience.

Arguably, the use-case for speech-to-text remains strong
though, as in this context sentences usually do not contain
punctuation marks to begin with. The classifier can be used
on the transcribed text indicating where a question mark
is probable to occur. Thus, it can make interactions with
voice controlled interfaces, such as a virtual assistant, bet-
ter. The benefits extend to all cases where speech-to-text is
implemented - such as automated dictation. To evaluate the
minimum performance needed for the classifier to be viable
a simple case will be considered: an average page of text
consists of between 25-50 sentences per page. For the sake of
simplicity, if we consider accuracy as the measure, an accuracy
of 0.926 (which was the highest accuracy achieved by a model
in this study) will yield at most 3.70 erroneous sentences per
page. In some contexts, this error rate may well be acceptable.
If the text is simply to be read and understood by a human,
the wrong punctuation mark would likely be identified by

the human as an error. For a virtual assistant interpreting a
sentence correctly as a question 92.6% of the time seems
acceptable. Also, it should be taken into consideration that the
results in this study very likely could be improved by more
data, cleaner data and longer time for hyper-parameter tuning.

Future research could extend the binary classifier, to be able
to determine if a sentence should end with other punctuation
marks. This would improve its usefulness for speech-to-text
transcriptions. Another possible improvement is to make the
classification model consider previous sentences and therefore
the context of the entire conversation.

A. What features and functionality should be prioritized when
implementing a chatbot interface for a customer service for
an insurance company?

A data driven design means using data gathered from
customer interactions to guide the design rather than deciding
what features to include in the chatbot a priori. This seems
like a sensible approach, especially since the tools to gather
such data is more available today than in the past. Differing
subjective opinions that the developers might have on the
importance of specific features can also be settled through
quantified results. A challenge with this approach is that the
quality of the data will be heavily reliant on the manner of
how it is collected and how much data is gathered. The data
collection and processing would require serious thought and
work put into it and therefore demand both resources and time.
Therefore, it is important for management to be able to justify
this cost. An argument for this approach is that the costs to
rebuild or make significant changes to software in later stages
typically are much higher than in the early stages.

The impression users got from a chatbot were influenced by
the graphical design of the user interface, the avatar (if such
existed) and the overall feeling of quality of the product. Here
an UI-designer could also make use of data driven testing to
aid them in developing a pleasing design. This could be done
through testing different designs while measuring things such
as how much time users spend in any given stage and if a
user is likely to quit at a particular stage of the interaction.
Having a clear view of how the customer interacts with the
customer service offers opportunities to examine where more
sophisticated functionality is needed. Conversely, it can show
where one can get away with simpler solutions. Sometimes it
is much more convenient for a user to answer a question by
clicking on a button instead of typing text. Hence a purely NLP
driven chatbot seems both resource demanding to implement
and unnecessary. Clearly understanding how customers inter-
act allows identifying where such more primitive approaches
are appropriate.

A point could be made, from the argument above, that
illustrates an important distinction. For an insurance company
the chatbot is a form of user interface, to be used by the
customer for self-service. Hence, the goal is not likely to be
the creation of a conversational companion, i.e. a chatbot that
keeps the conversation going for the sake of the conversation.
Rather, the goal could be to provide an interface that allows
the customer to interact with the insurance company and get
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access to their services in a manner that saves costs for the
insurance company in the long run and increases customer
satisfaction by providing a fast service and a service that is
always available for the customer.

That said, the results from the literature study indicates that
there are contexts where an understanding of purely conver-
sational input is important, since much of the user-messages
tended to consist of this category (14% of messages only
expressed politeness). Here, natural language understanding
could play a key part. It should be pointed out that the
results came from a chatbot used by a hotel in London. This
ratio may well look different for an insurance company and
also for companies in different countries (hence the need for
data gathering to begin with). It could be argued that the
results indicate that it is important to accommodate a certain
degree of conversational messages, to provide a more ”human-
like” experience. This can also be an opportunity to infuse
a personality into the chatbot. An appropriate personality of
the chatbot can increase the trust a user feels for the service.
Personality of chatbots will be discussed subsequently.

Developing a chatbot that can be said to have a personality
can be an opportunity for an insurance company to strengthen
their brand and build a relationship with the users. This is
because the user’s impression of the overall service of the
organization can be enhanced if they perceive the chatbot to
have a compelling personality. Among other things, this can
influence whether the users want to interact with the service
again. A way of conceptualizing how to design the chatbot’s
personality, is to consider the chatbot a personification of the
organization. Hence, the organization’s values could be used
as the basis for designing the personality of the chatbot. The
management might consider what personality traits best could
represent these values. This could also be an opportunity to
tailor the service to the target customers. For example, a certain
personality could be more engaging for young adults while
another personality is better suited for the elderly.

It is mentioned in section V-A that the personality exists in
the characteristics of a person and that these traits influence
the way the person feels and how he expresses himself. This
indicates how to implement the personality on a practical
level. Companies could focus on the responses that the chatbot
produces when developing its personality and make sure
these are in line with its personality style. Naturally, sensible
decisions must be made regarding the choice of personality to
make sure it is appropriate for the context, the user and the
image of the organization.

As a personality is a very subjective feature and potentially
difficult to implement correctly it might make sense to defer
work on this part for later. It might even be argued that
some people may not consider the personality of a chatbot
important or even as something desirable. Some may feel
uneasy about a robot pretending to be a human. Certainly,
these objections hold some merit. But for an organization that
to a large extent wishes to market itself with their chatbot
as a core component of their value proposition, the potential
benefits seems to outweigh these objections. Particularly given
the fact that chatbots with personalities are deemed to perform
a better service than their counterparts lacking personalities.

Finally, since it is difficult to achieve a chatbot with a
strong, compelling personality this can provide an insurance
company with a strategic advantage. It is likely that the
development of such a chatbot will be path dependent and
thus harder to replicate. Again, this might be a higher priority
for organizations where being perceived as technologically
sophisticated is part of their brand. For Hedvig, this would
seem to be the case, as a significant part of their marketing
is that they aim to automate large parts of the processes
involved in insurance. The goal of this automation is partly
to lower the internal costs and therefore provide insurance at
a lower price than the competition. But crucially, this is also
a core part of their branding and a way to attract investors
and other stakeholders. As an illustration of this, the name of
their chatbot is also Hedvig. For instance, as of writing this
article, in the onboarding phase a new user will be explicitly
told that they are talking to ’Hedvig’. The chatbot therefore
can be said to be the embodiement of the organization. The
perceived embodiment of an organization into a digital avatar
and how this affects branding, marketing and other parts of the
organization can of course be an interesting line of inquiry for
future research.

B. Limitations

The practical tests conducted for the technical part of
this report were constrained by time and computing power.
Both models could have benefited from extended hyper-
parameter tuning, particularly through the Random Search
method. Hence it cannot be ruled out that both models could be
optimized further and therefore perform better. This is apparent
since manually tuning both RF and LSTM produced superior
results over the randomized tuning on some of the tests. Also,
only about 20% of the hyper-parameters of the LSTM were
randomized. This leaves a big space of possible combinations
to try.

Analogous to the above is that more human tests could have
been beneficial in order to establish a baseline with more con-
fidence. However, as presented in table IX, assuming a normal
distribution, the mean F1 score is given with a 95% confidence
interval of ± 0.022 for the Mixed Corpus and ±0.025 for the
Hedvig Corpus. These intervals are certainly wide enough to
impact the evaluation of H1. Had the mean human F1 score
for the Mixed Corpus been 0.862+0.022 = 0.884 this would
have been greater than the LSTM F1 score and thus further
indicates that H1 might have been proven for both corpora.

Another limitation might lie in the formulation of the
scientific question and problem itself. One might ask what F1

score could theoretically be achieved with perfect conditions.
There are sentences in which the question mark plays such an
important role that when it is removed the sentence becomes
impossible to classify. For example the sentences My cat is
insured! and My cat is insured? have a different meaning and
the only distinguishing factor is the punctuation mark. Since
the models are not examining the context of the sentences
there is nothing that can distinguish them. In such cases the
classifier could only guess, which is true even if the classifier
is a human. This could explain why the human baseline did
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not get closer to 100% on the Hedvig Corpus and could also
put an upper limit on what could be expected from the models.

VII. CONCLUSION

In conclusion, this study shows that when using F1 as the
measure, the more complex LSTM model performed better
than the RF model. RF is, in contrast, arguably simpler
to understand and interpret. It is also shown that the F1

scores was not drastically different from the human baseline.
Hence pointing to that both models could be valid options
for this classification task. For contexts where the user is not
concerned with understanding the inner workings of the model
the LSTM should be preferred. However, the difference in
performance is not so high as to rule out the RF as a serious
alternative.

The other part of this study was concerned with what
features and functions should be the primary focus of a
company wishing to implement a chatbot as an interface for
their customers in an online customer service. Here, we first
recommended a data driven method to test what functionality
should be included based on customer behaviour. This would
in turn inform design decisions, regarding not only what
features to include but also design of the user interface and
what part of the service can be made simpler. We also
discussed the merits of imbuing the chatbot with a strong,
appropriate personality and how this can provide a competitive
advantage for the organization.
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