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Machine learning models as tools for predicting time series have in recent years proven to perform exceptionally well. With
financial time series in the form of stock indices being inherently complex and subject to noise and volatility, the prediction of stock
market movements has proven to be especially difficult throughout extensive research. The objective of this study is to thoroughly
analyze the LSTM architecture for neural networks and its performance when applied to the S&P 500 stock index. The main
research question revolves around quantifying the impact of varying the number of time steps in the LSTM model on predictive
performance when applied to the S&P 500 index. The data used in the model is of high reliability downloaded from the Bloomberg
Terminal, where the closing price has been used as feature in the model. Other constituents of the model have been based in
previous research, where satisfactory results have been reached. The results indicate that among the evaluated time steps, ten steps
provided the superior performance. However, the impact of varying time steps is not all too significant for the overall performance
of the model. Finally, the implications of the results for the field of research present themselves as good basis for future research,
where parameters are varied and fine-tuned in pursuit of optimal performance.

Maskininlärningsmodeller som redskap för att förutspå tidsserier har de senaste åren visat sig prestera exceptionellt bra.
Vad gäller finansiella tidsserier i formen av aktieindex, som har en inneboende komplexitet, och är föremål för störningar och
volatilitet, har förutsägelse av aktiemarknadsrörelser visat sig vara särskilt svårt igenom omfattande forskning. Målet med denna
studie är att grundligt undersöka LSTM-arkitekturen för neurala nätverk och dess prestanda när den appliceras på aktieindexet
S&P 500. Huvudfrågan kretsar kring att kvantifiera inverkan som varierande av antal tidssteg i LTSM-modellen har på prediktiv
prestanda när den appliceras på aktieindexet S&P 500. Data som använts i modellen är av hög pålitlighet, nedladdad från
Bloomberg-terminalen, där stängningskurs har använts som feature i modellen. Andra beståndsdelar av modellen har baserats i
tidigare forskning, där tillfredsställande resultat har uppnåtts. Resultaten indikerar att bland de testade tidsstegen så producerar
tio tidssteg bäst resultat. Dock verkar inte påverkan av antalet tidssteg vara särskilt signifikant för modellens övergripande
prestanda. Slutligen så presenterar sig implikationerna av resultaten för forskningsområdet som god grund för framtida forskning,
där parametrar kan varieras och finjusteras i strävan efter optimal prestanda.

Index Terms—Stock market, efficient market hypothesis, machine learning, neural networks, LSTM, time series.

I. INTRODUCTION

STOCK market prediction, and its underlying research field
referred to as technical analysis, is and has been a promi-

nent sub-field within finance among academics, professionals,
and luck-seekers alike for quite some time. With pursuit of
wealth as a probable main motive, practitioners have been
analyzing methodologies for predicting market movements
for hundreds of years resulting in one of the most popular
quantitative research fields [1][2]. However, the prediction
itself is inherently complex as a consequence of the chaotic
and reactionary nature of the stock market, where movements
are dynamic, random, irrational, noisy, and non-linear whilst
heavily influenced by macroeconomic events [3][4].

There are essentially three main schools of thought related
to the field of stock market prediction. Fundamental analysis
evaluates the fair value of companies through a general frame-
work of both qualitative and quantitative factors, comparing
it to the market value to identify investment opportunities
[5]. Technical analysis ignores company fundamentals, instead
favoring trends of past price (a simplified version of time series
analysis) as well as patterns visualized through diagrams [6].
The third school, which this study is rooted in, is stock market
prediction through machine learning where Artificial Neural

Manuscript received May, 2019; revised Month Date, Year. Correspond-
ing authors: C. Bergström (email: carlb3@kth.se) and O. Hjelm (email:
oscarhje@kth.se).

Networks (ANNs) is the most commonly used technique due
to its relative efficiency in adapting to stochastic uncertainties
[7]. The inputs to these models are in the form of time series
data – data points indexed in time order, which in combination
with complex mathematical theory has made the field of stock
market prediction interesting for scientists, engineers, and
sociologists in addition to economists applying the models to
the financial markets [8].

The best suited neural networks for financial time series data
have in previous research proven to be of recurrent nature or
hybrid nature. Recurrent Neural Networks (RNNs) refers to
an architecture where the outputs of one neuron not only gets
fed forward through the network but also iteratively back into
the neuron [9]. The neurons are thus dependent on the input
state as well as their internal state [10]. Hybrid models on
the other hand refers to the combination of components from
several algorithms with the purpose of enhancing strengths and
reducing weaknesses inherent in each separate algorithm [11].
The applications of recurrent models and hybrid models on
financial time series data have been extensively researched in
recent years, with both generally touted as superior to generic
feed-forward neural networks [12][13][14]. Provided the vast
amounts of previous research on neural networks applied to
financial time series data, the scope of this comparative study
will not entail finding a definitive best model. Instead, the
study will focus on the long short-term memory (LSTM)
architecture for recurrent neural networks, which has been
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referred to as the most commercial AI achievement to date
[15]. It therefore serves as excellent basis for a study on time
series prediction, where the novelty lies in exploring what the
optimal number of time steps for an LSTM is when applied
to financial time series data. Time steps in this context refers
to how many prior days are considered when predicting the
closing price of the following day, i.e. the ”memory” of the
LSTM model.

Long short-term memory (LSTM) refers to a specific archi-
tecture of neural networks which uses three gates to regulate
the flow of information into and out from a cell, developed
to deal with gradient problems inherent to optimization of
ordinary RNNs [16]. LSTMs have been widely applied in com-
mercial products by Facebook, Google, Amazon and Apple,
as well as for research and data processing [17]. Given its
commercial success and extensive research, quantifying the
impact of LSTMs on financial time series data is perceived
as highly relevant and thus comprises the backbone of this
thesis. Whilst the main objective is to quantify the impact of
varying the number of time steps used in the LSTM model
when applied to financial time series, the secondary and high-
level objective of this thesis is to explore the predictability
of stock markets, effectively challenging the efficient market
hypothesis which states that outperforming the stock market
is impossible.

A. Problem Definition

This thesis aims to explore the possibility of predicting
stock market movements through one-day ahead financial time
series. The study is an analysis of long short-term memory
recurrent neural networks. The objective of this thesis is to
evaluate the performance of LSTM on financial time series
data, and how the number of time steps for LSTM impacts
the predictive power of the model. The research question for
this thesis, including the secondary question, can be formalized
as follows:

How does the number of time steps affect LSTM when
applied to the S&P 500 stock index? How well can the
constructed LSTM model predict financial time series?

B. Scope

The research conducted is restrained by several limitations
to ensure both comparativeness and a conclusive end-result,
hence the study is solely focused on the LSTM architecture.
The choice of machine learning model has been based in
previous research where the LSTM architecture has proven
effective in prediction with regards to financial time series
data. Whilst for the purposes of this study focus has been
directed towards variations in time steps, tuning of different
parameter settings have been excluded due to the difficulties in
reaching a definitive conclusion when all parameters influence
one another. Thus, only one paramount parameter has been
adjusted with comparisons of results in order to contribute to
the field of research in a clear way. Furthermore, the inclusion
of more models in the comparison is viewed as basis for future
research, since this paper has been rooted in previous research
both in model choice and parameter choice with hopes of

giving a clear conclusion regarding LSTMs which earlier has
been considered superior.

Furthermore, the selection of time series data has been stud-
ied in detail using previous research as well as logical reason-
ing, culminating in using the S&P 500 index as surrogate for
the financial markets and limiting the time span according to
best practices. However, meticulous finetuning of parameters
in the model has been viewed as out of scope (as stated in the
previous paragraph), focusing on good performance rather than
perfect performance. This is due to the restrictions stemming
from limited prior knowledge of the field in conjunction
with time constraints essentially making the challenge of
producing the best possible model impossible. The negative
effects of these limitations will therefore be mitigated through
extensive use of the data science-oriented toolboxes Keras and
TensorFlow in Python, limiting transparency but improving the
quality of the study. In essence, parameters have been based on
previous research indicating their strength but have not been
extensively fine-tuned in this study.

Lastly, guidelines regarding applying the research and mod-
els on stock markets in pursuit of profitability have been
excluded from the study but discussed throughout the paper,
due to difficulties in translating theory to reality in this
situation. The implications however will provide a high-level
indication on whether or not a real-life application seems
realistic.

C. Thesis Outline

The thesis is structured as follows. Chapter two will provide
a brief background on stock market theory, the interface of
financial time series and machine learning, as well as cover
theory behind the chosen machine learning method and its
constituents. Chapter three describes the methodology for
data mining, data preprocessing, as well as the algorithm
used to evaluate the performance of the model. Chapter four
presents the simulation and the results produced by the models,
culminating in the comparison which answers the research
question. Chapter five will discuss the results as well as
broader implications of the conducted research on ethics and
sustainability. Finally, chapter six provides the conclusion of
the thesis, as well as short comments on potential future
research.

II. BACKGROUND

Companies have been split up in shares and traded as stocks
for centuries [18]. The stock market is an essential part of
our modern-day economy. To measure the performance of the
overall stock market, indices are widely used. The stocks that
are included in an index can be chosen based on corporate size
(size referring to market capitalization), geography or industry
to name a few examples. The most commonly used indices are
generally weighted and constituted by the largest companies
of a specific market, take the Swedish index OMXS30 and the
S&P 500 in the U.S. for example.

To be able to predict stock market movements we need a
sufficient amount of data to build a proper machine learning
model, thus we will focus on the index with the largest amount
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of data available, the S&P 500 which is frequently used as
proxy for both the U.S. and global stock market and widely
considered a surrogate for the overall market according to
Morningstar [19]. This section of the paper describes the
underlying theoretical framework for the study, as well as
important economic theory and previously conducted related
work which serves as basis for this study.

A. Efficient-market hypothesis

The efficient-market hypothesis (EMH) is a prominent the-
ory within financial economics, formalized and published by
Eugene Fama in 1970 through extending the initial concept he
introduced just a year earlier [20]. It states that stock markets
are efficient in the sense that stock prices fully reflect all
information about the stock, and that stocks always trade at
their fair value thus making under- and overvaluing public
companies impossible. Hence, it should be impossible to
outperform the market, meaning the only way to reach outsized
returns is to increase investment risk. In his 1970s paper,
Fama introduced three different variants of his hypothesis
representing different degrees of efficiency in the underlying
market: weak, semi-strong, and strong form.

Weak-form efficiency states that future prices are impossi-
ble to predict by analyzing past movements. Hence, excess
returns cannot be earned in the long run using historical data,
however some fundamental analysis techniques may yield
excess returns in these kinds of markets. Since share prices
cannot be predicted by analyzing their previous movements,
stock prices in a weak-form efficient market must exhibit
a random walk behavior which essentially means that stock
market prices cannot be predicted due to the random nature
of their movements. The random walk hypothesis (RWH),
popularized and named in Burton Malkiel’s book A Random
Walk Down Wall Street, is very closely linked to the efficient
market hypothesis and worth mentioning in a paper exploring
prediction of stock market movements [21][22].

Semi-strong market efficiency implies that introducing new
publicly available information regarding a stock will result in
a very swift and unbiased adjustment of the share price. The
semi-strong efficiency implies that excess returns cannot be
reached through technical or fundamental analysis, since the
behavior of this kind of market would render the techniques
unable to exploit the biased and inefficient nature of this
market.

Strong market efficiency implies that the market is in fact
effective and that share prices reflect all information about
the stock, both private and public. This degree of efficiency
suggests that achieving consistent excess returns is impossible
over a long period of time, meaning the only way of beating
the market portfolio is by assuming excess risk.

The EMH and its main implication of the market being
unbeatable has since its inception been both praised, and
increasingly refuted in recent years. Prominent investors such
as Warren Buffett have refuted the theory, and empirical papers
such as Dremen and Berrys 1995 paper on low P/E stocks
having outsized returns, rejecting at least the strong market ef-
ficiency variant of the EMH [23][24]. Furthermore, prominent

professors Andrew Lo and Craig MacKinlay published their
collection of research papers on the EMH and RMH, A Non-
Random Walk Down Wall Street in 1999, effectively arguing
that the random walk does not exist [25]. There has thereby
been several instances of the EMH being refuted, which leads
to the economical relevance of this paper, namely adding to the
body of research discussing the existence of efficient markets
in the way Fama described them, and whether or not the
random walk is applicable to the S&P 500 index. With many
cited papers and works refuting the EMH, including the entire
research area of behavioral finance, the conducted literature
study seems to indicate an economic relevance for this paper in
addition to contributions within computer science and machine
learning.

B. Artificial Neural Networks (ANN)

The artificial neural network as an algorithm is funda-
mentally inspired by the brain, where innumerable neurons
send signals to each other. They are called neural because
of their origins in a simplified model of the human neuron,
the McCulloch-Pitts neuron [26]. However, the modern use
of ANNs no longer draws on these biological inspirations.
Instead, an ANN is a network of small computing units, each
unit taking an input vector of values and producing a single
output value through computation. Applications of modern
ANNs include optimization, image compression, character
recognition and stock market prediction.

In essence, ANNs can be illustrated in a simplified way
as directed graphs with weighted edges. The simplest kind
of neural networks is the feed-forward network, which is a
multilayer network where units are connected without any
cycles; outputs from each layer of computational units are
passed on to the next higher layer without passing anything
back [26]. The input data thus gets directed through the middle
layers until it reaches a real-valued output. The input layer
and output layer comprise of single layers, while the hidden
middle layers comprise of one or more layers depending on
the application.

The computational units themselves consist of mathematical
functions, with inputs multiplied by adaptive weights. The
node gets activated if the sum of the weighted inputs satisfy the
mathematical functions that comprise the nodes. To determine
the activation of a node in the network a variety of functions
can be used, with one of the most common ones being the
sigmoid function which maps an input to a real value between
zero and one [26]:

y = σ(z) =
1

(1 + e−z)

Another activation function, arguable the most common in
deep neural networks, is the rectifier function [26]. The output
is defined as the positive part of its argument, as shown below
[27]:

f(x) = x+ = max(0, x)

Units employing the rectifier function are referred to as
rectified linear units, ReLUs, and have proven to allow for
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faster and more effective training on deep neural architectures
using complex data [28].

In training an ANN, the parameters represented by the
weighted edges and the bias term are optimized iteratively
for each layer in conjunction with the network architecture
in pursuit of an the output closest to the true value [26]. The
optimization process draws on similar techniques as the binary
logistic regression, e.g. gradient descent optimization of a loss
function.

In the network, outputs from each layer are computed
through the propagation function where w represents the
weights and x represents the input [29]. The mathematical
rationale works as follows. Let

hi

be the propagation function,

xi

be the input values, and
wij

be the weights corresponding to each edge in the graph. Then
the activation function for the i:th node on the j:th layer can
be represented as:

hi =

n∑
j=0

xiwij , i = 1, 2, 3, ...,m

The propagation function produces as mentioned the final
output of the hidden layer in conjunction with an activation
function, as shown below:

zi = fh(hi)

fh =
1

1 + e−x
, ifsigmoid

fh = max(0, x), ifReLU

The final outputs of the artificial neural network can then
be defined as:

yt =

m∑
i=0

ziwij

C. Recurrent Neural Networks (RNN)

A recurrent neural network is any variant of the artificial
neural network which contains a cycle within its network
connections [26]. This means that instead the value of a
computational unit in the network is directly or indirectly de-
pendent on its own output as an input. RNNs are thus different
from feed-forward ANNs described in the previous section in
that they utilize their internal state, or memory, to process
sequences of inputs where the sequence provides important
context [30]. They therefore constitute an excellent basis for
financial time series data, where previous movements of the
analyzed instrument provide valuable information regarding
for example volatility. Fig. 1 below illustrates the difference
between a feed-forward ANN and an RNN in a simplified way.

Fig. 1: A simplified comparative illustration of an ANN and
RNN architecture

Source: https://cdn-images-1.medium.com/max/1600/0*mRHh
GAbsKaJPbT21.png

D. Long Short-Term Memory

The term long short-term memory (LSTM) in this context
refers to an artificial RNN architecture, initially developed
to overcome the exploding and vanishing gradient problems
inherent to training traditional RNNs [31]. In short, these
problems arise through long-term dependencies, where a cell
has to remember something for a long period of time. When
training a neural network using gradient-based learning meth-
ods and backpropagation, the gradient will in many cases
either become vanishingly small thus preventing a weight
from changing its value or start tending towards infinity. This
becomes a problem since the computations in the process use
finite-precision numbers. LSTMs however partially solve this
problem by allowing gradients to flow unchanged.

Whilst variations of the standard LSTM exists, a common
LSTM unit is composed of a cell, an input gate, an output gate,
and a forget gate [32]. Fig 3 below illustrates a simplified
version of the repeating module in an LSTM, where each
module contains four interacting layers instead of the one layer
(activation function) in a standard RNN. The following para-
graph provides a step-by-step walkthrough on how information
passes through a cell in the architecture.

Fig. 2: Illustration of an LSTM cell and architecture

Source: http://colah.github.io/posts/2015-08-Understanding-
LSTMs/img/LSTM3-chain.png

The horizontal line running through the top of the figure is
the cell state, which gets modified by the layers of the LSTM
cell. The initial sigmoid layer depicted is what is commonly
referred to as the “forget gate layer”, which looks at the
external input as well as the input from the previous module
in the chain of repeating modules and outputs a number
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between zero and one for each number in the cell state. This
sigmoid layer essentially decides which numbers remain in
the cell state and which get eliminated, in accordance with
the equation below:

ft = σ(Wf ∗ [ht−1, xt] + bf )

The next step corresponds to deciding what new information
is to be stored in the cell state. Firstly, another sigmoid layer
referred to as the “input gate layer” decides what values
to update. Next, a new vector is created consisting of new
candidate values which could be added to the cell state.
This vector is created through a tanh layer in Fig. 2. When
combining these two layers, the cell state can be updated. This
happens through three separate mathematical steps as shown
below:

it = σ(Wi ∗ [ht−1, xt] + bi)

After the values to update have been decided, the candidate
vector is constructed:

Cnew = tanh(WC ∗ [ht−1, xt] + bC)

Lastly, the cell state represented by the horizontal line can
be updated:

Ct = ft ∗ Ct−1 + it ∗ Cnewt

The final layer corresponds to the decision of what gets
output from the cell. Firstly, the sigmoid layer once again
decides which values remain and which get eliminated.

ot = σ(Wo[ht−1, xt] + b0)

Then the cell state passes through the tanh layer (or ReLU in
this study) before multiplying it by the output of the sigmoid
layer so that only the intended parts remain for the output.

ht = ot ∗ tanh(Ct)

The output value then gets fed into the next repeating
module where the process repeats as well as to the next layer
in the architecture.

E. Related work

Neural networks in particular have been extensively applied
to financial time series data through different studies since the
turn of the century, as described in the introduction of this pa-
per as well as in the following paragraphs. Furthermore, LSTM
models have been researched in the same context in several
studies, in pursuit of outperforming previously researched
machine learning models. Different papers include different
time spans for the time series data, as well as different features
used in constructing the models. The following paragraphs
summarize the previous research most relevant to this paper,
namely LSTM models applied to financial time series data.

In the comparative study on stock market prediction using
machine learning models by Gopalakrishnan et al., the LSTM
model consistently outperformed a regular RNN while greatly

outperforming a linear model for time series prediction [33].
The dataset used consisted of minute-wise stock price for
companies within the pharmaceutical and IT sectors respec-
tively for the period July 2014 to June 2015. They reached
the conclusion that deep learning architectures are capable
of capturing hidden dynamics and making predictions. This
conclusion is enforced by Yue, Bao and Rao’s rigorous com-
parison of different LSTM-based models and RNNs when
applied to six different stock indices [34]. They reach the
conclusion that LSTM-based models appear to consistently
outperforming RNNs, and that for comparative purposes the
choice of indices should focus on maturity of the indices. For
the purpose of this paper, the decision on using solely one
large index was made with Yue, Bao and Rao’s conclusion
in mind, in pursuit of reducing any data-related noise instead
solely highlighting the impact of the chosen models.

In contrast to the aforementioned studies, Dai, Chen and
Zhou did not reach a particularly high level of accuracy [35].
However, their study highlighted how the choice of features
greatly impact the accuracy of LSTM models, managing to
increase accuracy by a factor of two by increasing the number
of features by readily available data points commonly included
in financial trading datasets. They also recognize that the
choice of a comparatively more volatile Chinese stock index
might have impacted the results of the experiment, further ce-
menting the decision to use the S&P 500 index for this paper.
Pereira et al. took the feature selection further by including 180
features in the input layer, and seven years of trading data for
their binary classification LSTM model [36]. Once again the
LSTM model outperformed the other models included in the
comparison (Random Forests, multi-layer perceptron, pseudo-
random model). In addition to previously reached conclusions,
they found that the LSTM model appeared less risky than
the other models when comparing potential losses from each
model in a theoretical buy-and-sell operation. They however
do not address transaction costs and market corrections when
discussing potential real-life scenarios other than as a basis for
potential future research, which is why this paper will include
these real-life factors in discussing experimental results.

The choice of research question revolving around quanti-
fying difference in choice of time steps in an LSTM model
seems well founded in earlier research where it has yet to
be thoroughly studied. The final fields of previous related
research studied revolve around the time span of the data sets
utilized. Previously mentioned studies, as well as Zhang, Xu
and Xue’s exhaustive study including social media sentiment
ultimately further enforcing LSTMs strength in time series
forecasting, use data ranging from 63 days to close to ten
years [37]. However, Steven Walczak’s empirical study on data
requirements for forecasting time series using ANNs indicated
that using data spanning one to two years yields the highest
accuracy [38]. This phenomenon, the Time-Series Recency
Effect, claims that model building data that is nearer in time
to the forecasted values produces more accurate forecasting
models. Notable is that the majority of studies seemingly
do not follow Walczak’s insights, thus it does not seem to
have impacted related research more than as guidelines which
have been tried and tested. In conclusion; since very limited
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research has been conducted on the impact of varying time
steps on financial time series data using LSTM, previous
research indicates there is some novelty in this area hence
the choice of research question for this study.

III. METHOD

A. Literature Study

The previous and/or related work referenced throughout
this thesis, as well as theoretical foundations of the field
of machine learning and artificial intelligence, has been re-
searched through the KTH Library Database as well as course
literature at KTH Royal Institute of Technology. In addition,
the financial time series data was fetched via Bloomberg
Terminal, a software system provided by the financial data
vendor Bloomberg L.P. used by professionals within the field
of finance.

B. Data Gathering and Preprocessing

The chosen stock index for the machine learning model is
the S&P 500 on account of its status as surrogate for the global
markets. The data was downloaded using the Bloomberg Ter-
minal, a software system provided by Bloomberg L.P. which
is the dominating system among professionals in the financial
services sector. The software allows the user to download
specified key figures and export them directly as CSV (comma-
separated values) files using a built-in plug-in for Microsoft
Excel. The span of the collected data stretches from January
2009 to January 2019. The dataset contains datapoints each
representing one day, containing indicators such as opening
price, closing price, daily high, daily low.

Beyond data gathering and distribution between testing and
training, the used data is normalized to ensure equals weights
for all inputs. Without normalization, higher values get favored
during training thereby skewing the results and rendering
the output unreliable. After this final step of preprocessing,
the dataset is considered refined enough to pass through the
models.

C. Technical Indicators and Features

The following datapoints and technical indicators were
collected from Bloomberg
∗ Open
∗ High
∗ Low
∗ Close
∗ Upper Bollinger Band (UBB)
∗ Lower Bollinger Band (LBB)
∗ Simple Moving Average (SMA)

− 5 days
− 20 days
− 50 days
− 100 days
− 200 days

∗ Relative Stength Index (RSI)
∗ Moving Average Convergence Divergence (MACD)

As different combinations of features were tested and eval-
uated, the best results were obtained when using closing price
as the sole feature for each datapoint in the time series when
training the model.

D. LSTM model
The LSTM model was built in Python using Keras, a high

level neural networks API built on top of TensorFlow, which is
an open-source software library developed by Google. It uses
the aforementioned dataset, with S&P 500 datapoints over the
time period of 2009-01-02 to 2019-01-02 and splits it up in
80% training data and 20% testing data. With the selected
feature(s) of the current and previous number of days (equal
to time step) as input (X), the closing price of the following
day is predicted as output (y).

The model is a Sequential model using two LSTM layers
and one Dense layer. The LSTM layers use 50 units each
and hyperbolic tangent as activation function. The model is
currently not using any Dropout and thus runs greater risk of
overfitting, but does perform better than with Dropout on our
test data.

The different parameter-settings have been generated
through trial-and-error, since extensive hyperparameter op-
timization techniques such as grid search was deemed too
time-consuming for the scope of this study. Hence, different
parameter-settings have been tried and tested by running the
model numerous times, where values close to a perceived
equilibrium between time-efficiency and performance were
selected for the hyperparameters. In the selection process,
different settings narrowing the spread between high and low
values where tried, not too far from how many root finding
methods work in mathematics.

Different batch sizes (number of samples per gradient
update) were tested and 10 was deemed a reasonable size,
both in terms of performance and efficiency. As epoch sizes
above 20 generated little to no improvements, 20 was chosen
as the number of times to iterate over the entire dataset. For
loss function, the mean squared error (MSE) is used. Out of
the different optimizers available, Adam generated the best
results and was thus chosen in favor of stochastic gradient
descent (SGD).

The Adam optimization algorithm is a modern alternative
to the SGD algorithm which updates network weights it-
eratively in training data [39]. The SGD algorithm on the
other hand maintains a single learning rate for all weight
updates. Empirical results have demonstrated that Adam works
well in practice, even comparing favorably to other stochastic
optimization methods, hence its application on this model.

Lastly, different number of time steps are tested to see how
they affect the model’s performance. The time steps chosen to
be tested are 5, 10, 25, 50 and 100. For each of these time
steps, the model is trained and tested five times to generate
enough data to evaluate their relative performance.

E. Evaluation/Performance Measurements
As the ultimate goal of the LSTM model is to predict

the stock price rather than a binary movement, the perfor-
mance is calculated and evaluated by comparing how much
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the predicted closing price differs from the true value as
depicted by the dataset. Hence, the commonly used metric root
mean square error (RMSE) will comprise the first evaluative
measurement for the study. RMSE is like the name entails the
square root of the average of the errors squared predicted over
the time series. It thus measures the accuracy by measuring
the average distance of which the predicted values differ from
the true value, as illustrated below:

RMSE =

√√√√ 1

m

m∑
t=1

(yt − ŷt)2

Furthermore, since it is of great interest to see whether
or not the model is able to predict high volatility in the
index, i.e. when it moves up or down more than usual, the
performance indicators precision, recall, and F-score are used
when to evaluate the three classes Up, Neutral and Down. To
be classified as either a significant decline or increase in the
index, the movement would require a daily close of ±0, 5%
compared to the latest closing price, otherwise the day would
belong to the Neutral class. The predicted closing prices of
the model, using different time steps, and the labels in which
they were classified were then compared to the actual closing
prices.

Precision measures the percentage of all positive predictions
that were correct:

Precision =
true positives

true positives+ false positives

Recall measures the percentage of all positive items that
were identified by the system:

Recall =
true positives

true positives+ false negatives

Lastly, the F-score, or F-measure, incorporates both preci-
sion and recall into one metric. It’s mathematical representa-
tion when equally balancing the importance of precision and
recall is shown below:

F1 =
2PR

P +R

Where P represents precision and R represents recall.

IV. RESULTS

The following diagram illustrates the performance of the
model using different time steps. The predictions illustrated
are the best iterations on every time step setting. The lines
represent the different time step-settings over the testing period
of two years (20% of all data).

The table following the graph summarizes the average
performance of the model using different time steps, as well
as the standard deviations of the five runs per setting rounded
to four significant numbers.

Table II illustrates the accuracy of the model in predicting
whether the next day closing price moves up, down, or stays
neutral. The letter ”U” represents upwards movement, the
letter ”D” represents downwards movement, and the letter ”N”
represents a neutral movement.

Fig. 3: Predictions over the different time steps

Number of Time Steps
5 10 25 50 100

RMSE 63,521 36,569 38,319 47,486 68,482
σerror 31,16 0,0067 0,1349 0,0732 0,0714

TABLE I: Average RMSE and standard deviation for the error
over five runs

Number of Time Steps
5 10 25 50 100

Metric U/D/N U/D/N U/D/N U/D/N U/D/N

Precision 0,13/0/0,69 0,09/0/0,7 0/0/0,8 0/0/0,81 0,02/0/0,73
Recall 0,04/0/0,98 0,03/0/0,98 0/0/0,98 0/0/0,97 0,01/0/0,96
F-score 0,06/0/0,81 0,04/0/0,82 0/0/0,88 0/0/0,89 0,01/0/0,83

TABLE II: Metrics for the different time steps

V. DISCUSSION

This segment of the report is centered around a deeper
discussion of the results previously presented, as well as
a broader context of the various ethical and sustainability-
oriented implications of the work conducted. Firstly, the real-
life implications of the study conducted is discussed, viewed
from a financial perspective.

An important aspect of the results and the implications
arising from them, is the real-life applicability of prediction
models to the financial markets in pursuit of wealth. There
are several reasons why machine learning models have yet to
dominate the financial markets, and why a Midas touch has
yet to be invented despite the vast research conducted upon
the interface of machine learning and financial markets.

In parallel with the extensive research on statistical and
technological methods to benefit from financial markets, the
hardware itself has improved significantly in recent years,
giving rise to concepts such as high-frequency trading (HFT)
and statistical arbitrage. These areas are typically characterized
by algorithmic trading, high speeds and high turnover rates
leveraging the vast amounts of available financial data and
electronic trading tools [40]. The trading is characterized by
high volumes making up for the low margins on the trades,
where the volumes and high speeds narrow the bid-ask spread
making it more difficult to profit from what technical analysis
would view as opportunities [41]. The implications of these
concepts in conjunction with the nature of financial markets
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and the pricing mechanisms rooted in supply and demand
is that if there was a chance to profit from being able to
see into the future, the market would correct itself quickly
as a consequence of the large trading volumes. This would
imply that logically, the EMH is valid or at least a self-
fulfilling prophecy since any “free lunches” are quickly reaped
by the hordes of institutions active on the financial markets.
You would essentially have to be incredibly quick in buying
the security in question before the rise in price happens,
meaning either utilizing incredibly quick trading systems and
transportation of signals or bidding on a stock before the next
day market opening hoping for a favorable purchase price.

An addition to the difficulty in exploiting imperfections
in the financial markets, transaction costs play a huge rule
in profitability when trading on the financial markets. With
transaction costs eating into the already minimal profits stem-
ming from the quick-adjusting markets, one would have to
deal in enormous volumes or high leverage in order to reach
substantial monetary gain. Therefore, the contributions of this
thesis apply more to financial time series analysis and research
within this field rather than trading strategies profitable in real-
life applications.

A. Discussion of Results

As mentioned in the introduction section of this paper, time
series prediction - in particular regarding stock market move-
ments - is an incredibly difficult challenge which has been
thoroughly researched throughout history. Furthermore, when
analyzing seemingly conclusive results, the results could be
a consequence of deceptively predictive data sets, overfitting,
or the time period analyzed being comparatively predictive
compared to historical data. With the LSTM model chosen
through previous research indicating its strengths in this con-
text, other models could prove very effective considering the
multitude of available models and sub-models resulting from
changes in variables or activation functions. The evaluation of
the model is as mentioned not based on an actual investment
being made, due to the complex and self-correcting nature
of financial markets as well as transaction costs affecting
investment returns.

The results presented in graphical form as well as in table
1 where the performance measurement for different time steps
is illustrated shows that for the different time steps evaluated
in this study, the optimal amount proved to be 10 time steps.
This setting resulted in an RMSE of 36,569, compared to the
worst-performing setting of 100 steps resulting in an RMSE of
68,482. Varying the time steps in this model does not seem to
impact the predictive powers to a very large extent. However,
10 time steps seems to be the best setting judging from both
the RMSE evaluation as well as the confusion matrix. Hence,
the answer to the research question concluded from the study
is that varying solely the time steps in this LSTM model does
seem to impact the predictive power of the model, however not
to a great extent. The models did however perform quite well
for predicting movements in the S&P 500 stock index - hence
the study seems to indicate that the EHM does not in fact stand
strongly, answering the high-level question of whether or not

stock market movements can be predicted. This is however
a conclusion drawn solely from the LSTM model using one
specific dataset, meaning the conclusion should be viewed as
an indication rather than proof.

Considering the high accuracy of the predictive model yet
not too significant impact of varying the time steps, the result
as a whole should be seen as indicative and certain basis for
future research. Due to the complexity of the model, small
tuning of parameters can have great impact on the output
meaning that the model can be varied in a variety of ways
and studied for extensive amounts of time. Due to the scope,
technical level and time constraints of this study, the authors
have been limited in their possibilities of extensively exploring
the many ways to impact the output through tuning parameters.
The somewhat odd nature of the results might indicate that
extensive work should be put into feature selection, to further
evaluate if there is a combination which would increase the
influence of varying time steps. In constructing the model and
evaluating outputs, using solely the opening price proved to
generate the best output in contrast to previous research which
often used more parameters.

The LSTM model was constructed fully using the Python
programming language, mainly through the toolkits Keras and
TensorFlow. The use of high level toolkits restricts the granu-
larity and transparency of the model, but the effectiveness in
using these was, given the limitations, found to be justified.

B. Ethics and Sustainability

The work and research conducted should be viewed from an
ethical perspective complementing the quantitative conclusions
drawn from the model. The ethics pertaining to the research
mostly comprise of the consequences that machine learning
infers to the users of the software, further research conducted
based on this paper, the adjacent labor market as well as
society as a whole.

The Institute for Ethical AI Machine Learning, a UK-based
research centre focusing on responsible machine learning
systems, tries to ethically empower the field through moving
towards guidelines and regulations for protecting users and
society as a whole. Its eight principles summarize reasonable
guidelines for future research, which due to the limited scope
of this research have not been included in this process, high-
lighting transparency, safety, and risk-mitigation which could
be considered in future research [42]. Apart from the general
guidelines emphasized by the institute, the field of stock
market prediction and improvements within the same infers
great potential consequences to the labor market, potentially
increasing redundancy among stockbrokers. With increased
automation and complexity of tasks, the labor market could
become more knowledge-intensive and competitive thus shift-
ing the labor landscape within related fields. The transparency
emphasized by the institute mentioned is therefore considered
important, democratizing access to technologies thus enabling
fairness within the labor market.

Furthermore, considering the model has been tested on
limited data sets without stress-testing, it should be closely
monitored if constituting part of a real-world application.
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The stock market as a whole is volatile and unpredictable,
which means the limited testing and conclusions are yet to be
applicable to the real-world, instead aiming to contribute to the
field of research. Future research could therefore contribute to
ethical and sustainable machine learning through continued
transparency and greater data-sets as well as optimization,
keeping in mind to avoid unforeseen consequences such as
Amazons earlier resume-screening algorithm ending up heav-
ily discriminatory [43].

VI. CONCLUSION

The main objective of this thesis paper has been to quantify
the impact of different time steps on an LSTM model when
applied to financial time series data, specifically the S&P 500
stock index.

The study indicates that varying time steps on this particular
LSTM model does not impact the predictive powers of the
model to a large extent, however 10 time steps seems to be the
optimal amount of time steps among the different settings used
in this model. At a higher level, the model seems quite accurate
when predicting closing prices of the S&P 500, seemingly in
contrast to what the EMH and RWH tells us.

A. Future Research

This section of the report provides suggestions for future
research based on the work presented in this report. Com-
plementary comments on ethical considerations as well as
suggestions for sustainably carrying out related research are
discussed in section 5.1 of this paper. Due to time-constraints
the scope of the research has been limited in several areas,
thus providing ample room both for deeper and more advanced
research rooted in this report.

Firstly, the study entails obvious limitations in that it is
centered solely around the LSTM architecture and the tuning
of one parameter of the model. Whilst motivated by the
scope and ultimate goal of predicting stock market movements
through financial time series data, the study has been limited to
researching how changes in time steps affect the performance
of the LTSM model. Future research could include more
different models, or a comparison between neural networks
and different kinds of models such as support vector machines
and supervised models in predicting stock market movements.
Another factor which could be added to the comparative study
would be hybrid models, combining models in pursuit of even
better prediction. These limitations were all consequences of
the scope of this thesis, which was decided upon due to
resource-constraints.

Secondly, as a consequence of time constraints and a
limited scope of the study, there are several potential fields of
improvements pertaining to fine-tuning the model itself and its
constituents. For example, more features could be included as
previous research includes as little as one technical indicator
as well as 180 technical indicators as features. Investigating
which number of features provide the highest accuracy could
therefore be an interesting scope for future research based on
this paper. In addition to technical indicators, more separate
indices could be explored and compared to see how well

the models perform on different indices. Different models
have earlier proven to perform differently when applied to
different indices where volatility and others factor vary [44].
This was excluded from this paper due to aforementioned
reasons resulting in S&P 500 being the best proxy and
satisfactory to answer the thesis question. Furthermore, more
exhaustive data preparation, model optimization, and splits of
data between training, testing and evaluation could certainly
be explored. This was however excluded from this study due
to the aforementioned constraints, as well as vast combinations
of settings which would make such a study incredibly time-
consuming with no promises of improvements apart from more
knowledge about impact of these areas which is not part of
the scope of this study.

It is the authors’ hope that the study has aided future
research in providing an addition to the field model-wise
through focusing on LTSM and the impact of varying time
steps. Whilst there are several ways to improve upon the
conducted research itself, it has hopefully provided a hint for
future research on neural network models and stock market
prediction.

ACKNOWLEDGMENT

The authors would like to extend our thanks to our mentor
Joakim Gustafsson, professor in speech technology and head
of the department of Speech, Music and Hearing (TMH) at
KTH Royal Institute of Technology. Without his guidance
and mentorship the scope would have been too broad and
the results less conclusive in our pursuit of both novelty and
exciting research.

REFERENCES

[1] J. Hasanhodzic and A. W. Lo, The Evolution of Technical Analysis:
Financial Prediction from Babylonian Tablets to Bloomberg Terminals.
2010.

[2] G. Panda, M. Ritanjah Mahji, G. Sahoo, P. K. Dash and D. P. Das, ”Stock
market prediction of S&P 500 and DJIA using bacterial foraging opti-
mization technique”, 2007 IEEE Congress on Evolutionary Computation,
pp. 2569-2597, Sep. 2007.

[3] D. M. Cutler and J. Poterba, ”Speculative Dynamics,” Review of Economic
Studies, vol. 13, no. 3, pp. 529-546, Feb. 1991.

[4] C. Quek, G. S. Ng and T. Z. Tan, ”Brain inspired genetic complimentary
learning for stock market prediction,” IEEE Congress on Evolutionary
Computation, vol. 3, pp. 2653-2660, Dec. 2005.

[5] A. S. Wafi, A. Mabrouk and H. Hassan, ”Fundamental Analysis in
Financial Markets Review Study,” Procedia Economics and Finance, vol.
30, pp. 939-940, Nov. 2015.

[6] H. V. Roberts, ”Stock-Market ”Patterns” and Financial Analysis: Method-
ological Suggestions,” The Journal of Finance, vol. 14, no. 1, pp. 1-3,
Mar. 1959.

[7] C. Olivier, ”Neural Network Modeling For Stock Movement Prediction:
A state of the art,” Blaise Pascal University, 2007.

[8] P. J. Brockwell and R. A Davis, Introduction to Time Series and
Forecasting, 2nd ed. New York, NY: Springer-Verlag, 2010.

[9] A. Macknickas, A. Vyvautas Rutkauskas and N. Macknickienė, ”Inves-
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