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Abstract
Handling occlusion between real and virtual objects is a challenging problem
in Augmented Reality (AR) applications. Incorrect and inaccurate occlusion
handling may cause confusion in users’ perception which leads to non-realistic
and non-immersive AR experiences. Even though there are important research
examples and implementations on this topic, they typically suffer from impor-
tant limitations.

The method presented in this thesis takes both raw depth and color infor-
mation from an RGB-D sensor in order to solve occlusion in unknown AR
contexts. The novelty of this method is the automatic trimap generation which
is based on the color distribution information of the real scene. Moreover,
the proposed method can operate using the information from only the latest
frame, or efficiently use the information from multiple frames. In the second
case, the knowledge of the previous frame output is used to improve the trimap
generation of the latest frame.

Experimental evaluations of several scenes demonstrate that this approach
largely improves automatic trimap generation using both the RGB and depth
information. Furthermore, the final proposed method is compared with some
recent state of the art approaches in terms of quality and accuracy, showing
that it overcomes some of the known limitations.
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Sammanfattning
Hantering av ocklusion mellan verkliga och virtuella objekt är ett utmanan-
de problem i applikationer med augmenterad verklighet (AR). Felaktig ock-
lusionshantering kan orsaka förvirring i användarnas uppfattning vilket leder
till icke-realistiska AR-upplevelser. Trots att det finns forskningsexempel och
implementeringar av framgång inom detta område så har de ofta betydliga be-
gränsningar.

Metoden som presenteras i detta arbete tar både rå djup- och färginforma-
tion från en RGB-D-sensor för att lösa ocklusion i okända AR-sammanhang.
Innovationen med denna metod är den automatiska trimapgenerationen som
bygger på informationen i färgdistributionen i den verkliga scenen. Dessutom
kan den föreslagna metoden fungera med hjälp av informationen från endast
den senaste bilden, eller effektivt använda informationen från flera bilder. I
det andra fallet används information från den tidigare bildutmatningen för att
förbättra trimapgenerationen av den senaste bilden.

Experimentella utvärderingar av flera scener visar att denna metod i stor
utsträckning förbättrar automatisk trimapgenerering med både RGB och dju-
pinformation. Vidare jämförs den föreslagna metoden med några av de andra
främsta tillvägagångssätt med avsende på kvalitet och noggrannhet, vilket vi-
sar att den övervinner några av de kända begränsningarna.
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Chapter 1

Introduction

Augmented Reality (AR) is a newway of human-computer interaction. Unlike
Virtual Reality (VR), in which an artificial scene is created to replace the real
one, AR integrates in real-time digital information with the existing environ-
ment adding sound and virtual 3D content to it. The overlaid information can
be constructive (additive to the real environment) or destructive (masking the
real environment) and the real and virtual objects within the user environment
must be seamlessly merged. One goal of AR is to enhance the user’s perfor-
mance in handling a task and increase the perception of the surrounding world
with a coherent integration between the real and the virtual world. Indeed, the
virtual objects should ideally appear in such a way that the user can interact
with them in a natural manner in order to have the feeling of interacting in a
single realistic environment. For this reason, the effects that we see in reality
such as, shadows, illumination and reflection, should also be realistically seen
in the AR world. One important visual effect, fundamental to ensure a proper
blend between the real and virtual world is occlusion (figure 1.1).

Figure 1.1: Occlusion phenomenon. It occurs when one object is hidden by
another object that passes between it and the observer

1
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Occlusion occurs when the view of an object further away from the viewer
is obstructed by another object closer along the line-of-sight. Hence, it may
occur in three situations:

• occlusion only between real objects (figure 1.2a)

• occlusion only between virtual objects (figure 1.2b)

• occlusion between real and virtual objects (figure 1.2c)

(a) Occlusion between
real objects: the glass
occludes the bottle

(b) Occlusion between
virtual objects: the
virtual red cube occludes
the blue one

(c) Occlusion between
real and virtual objects:
the hand occludes the
virtual ball

Figure 1.2: Situation in which occlusion occurs

The first two situations occur in the real world only and in the virtual world
only. On the other hand, the third one happens when the real and the virtual
content coexist creating a single environment. Indeed, in AR occlusion arises
when the merging of virtual and real objects ends up in one of these obscuring
part of the other. Therefore, if occlusion is not appropriately handled, the
visualization of occluded objects leads to misconceptions of spatial properties
by the user and can, in extreme cases, ruin the immersive AR experience. For
example, if the virtual object is occluded by the real one in the scene, without
occlusion handling, users will have the misconception that the real object is
further than the virtual object (figure 1.3).

Nowadays, augmented reality has a great potential and it can enable sev-
eral applications, such as simulation in real environments, navigation systems
[1], tourism industry [2], entertainment, interior design [3], education [4] and
computer aided surgery [5].

More in detail, for training, repairing and maintenance purposes, AR can
provide graphics instructions superimposed in real-time on the user’s field of
view. This helps the technician to concentrate on the task at hand without
having to change head or body position to receive the next set of instruction
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(a) Without occlusion handling (b) With occlusion handling

Figure 1.3: Occlusion problem in augmented reality. In this example, the
real object is occluding the virtual one. Figure (a) shows that, if the occlusion
problem is not handled properly, the user will have the misconception that the
virtual object is in front of the real one. This does not happen in figure (b)
where occlusion is correctly handled.

reducing the overhead of attention switching between repair manuals and the
task. On the other hand, in the medical domain, the doctor could perform
an AR surgery receiving in real-time information about the patient and the
surgery procedure. The main idea is to provide crucial information directly in
front of the doctor’s eyes while ensuring he is totally focus on the surgery. To
guarantee extreme precision, the virtual information needs to overlay perfectly
the real patient (figure 1.4).

Figure 1.4: AugmentedReality example. Illustration of an augmented reality
application in the medical context [6]
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Therefore, in the future, augmented reality could enable any human being
to teach, be taught and execute actions remotely so that knowledge will be
spread globally in a faster and more efficient way.

In this context, it can be critical to ensure that content is visible to the user
at the correct time and in the right way. Considering the previous example
regarding the medical context, an incorrect visualization of the virtual content
could lead to a completely wrong surgery that would bring dramatic conse-
quences. For this reason, it may be unacceptable, and even pose a safety risk,
for virtual content to inappropriately occlude real content in the user’s view.

1.1 Social, Economic and Ethical Consider-
ations

Augmented reality is impacting today’s society and will strongly affect the so-
ciety of the future. This technology will spread in every field, thus being used
not only in specialized environment but also in everyday life. For example,
people could buy products online without visiting physical stores. It will be
possible to see a piece of furniture in your own home before buying it or to
try out products in order to see them on yourself. Besides, augmented reality
will also affect the driving experience by projecting information onto the road
ahead. Indeed, the car of the future will have an on-board head-up display to
provide GPS navigation and general driving information.

More in general, society will change because, in augmented reality envi-
ronments, people both feel and act differently from in reality. They might act
less responsible or more confident as they perceive less the consequences of
their behavior. Likewise, theymight feel mentally uncomfortable because they
are not familiar with the situation or they might also experience positive feel-
ings. For these reasons, it is necessary to educate society in order to be aware
of the distinction between real and virtual objects.

Augmented reality will also impact the global economy. Indeed, it has
applications on almost every field such as health care, traveling, gaming, me-
dia and entertainment, marketing, and education. As a whole, this technology
provides ample opportunities for new, innovative, and existing businesses. Ac-
cording to Statista [7], augmented reality is expected to acquire 1 billion users
by 2020 and the global augmented reality market is expected to grow signifi-
cantly to about 90 billion US dollars by 2020.

Finally, it is worth to mention the ethical problems related to augmented
reality contexts. Nowadays, AR apps, games and other downloadable content
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are also created for smartphones, tablets, laptops and computers. In the future,
everyone will have this kind of content in his personal devices. Consequently,
as well as hackers have attacked mobile software, the same might happen with
AR platforms. There will be cyber criminals that could try to access to per-
sonal data or to develop scams that will victimize innocent users. For this
reason, it is essential for law enforcement to have an involvement and work
with developers in order to minimize any potential harms that could affect
thousands of people.

1.2 Objective
Handling occlusion of virtual content in dynamic augmented reality environ-
ments is a challenging task. It is critical to develop methods which can handle
occlusion when real objects (e.g. human body parts) interact with virtual con-
tent in real-time in order to ensure realistic and immersive AR experiences.
Some existing methods typically require a priori geometrical information of
the real objects in the scene, either specified manually, or reconstructed using
a dense mapping algorithm which typically suffer from high computational
complexity [8]. Other methods try to solve occlusion in AR for unknown en-
vironments in which nothing is known about the shape, size or position of the
real object in the scene. In this case, more than one camera may be needed and
the quality of the result is affected by the real-time constraints: the faster the
method is, the less accurate the result is. This limits the situations in which
they can be applied. For this reason, the objective of this work is to find a fast
method to deal with occlusion in an augmented reality context using only an
RGB-D camera in unknown environments. More in detail, this work is focused
on the case in which the real object is occluding the virtual one. Such situa-
tion is the most difficult to solve. Indeed, when the virtual object is occluding
the real one, to handle occlusion, it is enough to increase the brightness of the
virtual object. On the other hand, if the real object is occluding the virtual
one, image processing methods need to be used to solve the problem. More
in detail, in the presented method image processing methods are applied to
analyze and merge the data from both depth and RGB sensors.
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1.3 Research Questions
The questions that will be examined are:

• Is it possible to properly handle occlusion in Augmented Reality given
only an RGB-D input?

• What techniques are preferable to deal with this problem?

• What factors increase/reduce the quality of the rendered occlusion?

• How to compare the presented solution with the state-of-art? Are the
results superior to existing methods? In which way?

1.4 Report organization
Chapter two provides a review of the related work. The third chapter presents
the theoretical background necessary for understandingwhat is an RGB-D sen-
sor and how to use data provided by it. In chapter four, the proposed method is
detailed and in chapter five, different experiments are presented and compared
to similar work. In the sixth chapter, the main findings are highlighted and
discussed. Finally, the report is concluded in chapter seven which contains a
set of recommendations for further improvements and future work.



Chapter 2

Related work

Handling occlusion between real and virtual content is a difficult task and sev-
eral approaches have been proposed for tackling this problem. In this chapter
the main three categories will be described.

2.1 Object-based method
Object-based methods handle occlusion using the contour of the occluding
objects. In such methods, it is assumed that the scene is static and that the
occlusion relationship between real and virtual objects is fixed. Generally this
approach is used to initialize the contour of the occluding object at the begin-
ning in order to track this silhouette frame to frame.

In [9], Berger presents a method for solving the occlusion problem using
a contour based approach. The main idea is to label each contour point as
being "in front of" or "behind" the virtual object frame by frame. Then, the
occlusion mask is computed using these labels, the edge map of the real scene
and the silhouette of the virtual object, which is placed in the scene by the
user. Indeed, one of the main drawbacks of the object-based method is that
the contour of either the virtual object or the occluding object is initialized via
user interaction which may not always be desirable. This happens also in [10],
in which the authors propose a real-time object-based approach. Firstly, the
user selects the occluding object by using an interactive segmentation method.
Then, the contour is tracked, and the correct occlusion is obtained by redraw-
ing all pixels of the object on a new synthesized image in which the relative
position between the real and virtual object is correct (figure 2.1). It can suc-
cessfully and robustly handle the occlusion problem for augmented reality ap-
plications in real-time. However, once the user has specified the occluding

7
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Figure 2.1: Object-based method. Illustration of the method proposed in
[10]

object, the virtual content is continuously considered to be placed behind such
object. Therefore, the virtual content will be perceived as being further than it
actually is. Moreover, this method can solve the occlusion problem when the
virtual object is totally behind the real object, but not when the virtual object
is only partially occluded by real objects.

To conclude, the main advantage of this approach is that it does not require
neither a 3D reconstruction of the scene nor the model of the scene. On the
other hand, the main drawback is that occluders can be only opaque objects
with continuous and well-defined boundaries. This is a strong assumption that
excludes many real objects such as translucent objects or objects with fuzzy
edges such as hair.

2.2 Model-based method
Model-based methods use detailed geometric information of the real scene
to render occlusion. Hence, for this reason, they require a 3D model of the
real environment. This can be obtained directly from existing a priori knowl-
edge of the scene or can be built with modeling software. Then, as shown in
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(a) Real scene (b) Reconstructed virtual environment
with the virtual object

Figure 2.2: Model-basedmethod. Illustration of the method proposed in [11]

[11],using the obtained 3D graphical model, the objects in the real scene can
be treated as virtual objects. Hence, the occlusion problem between real and
virtual objects simply becomes a problem between only virtual objects and it
is automatically handled by the underlying software. This approach can be
useful in industrial environments because all the objects are known and the
CAD model1 is available (figure 2.4).

In general, model-based methods can be used when the environment is
simple and does not involve complex real objects. More in detail, such tech-
niques can be applied when the scene is static or when it is possible to track the
real object of which a detailed model is available. It is clear that the occlusion
result is strongly affected by the accuracy of the model as well as the tracking:
the more complex the environment is, the worst the result will be. However, a
number of recent methods have been developed to produce dense and detailed
3D reconstructions of real scenes in real-time [12][13]. Such reconstructions
can be used to calculate occlusion in situation where nothing is known a priori
about the environment. More in detail, the method proposed by Holynski et al.
[13] propagates a sparse depth source to all pixels. It is capable of producing
high-quality results for static objects. However, it can tolerate slight scene mo-
tion but do not produce good results with highly dynamic or transient objects.
Moreover, the quality of the rendered occlusion will be lessened in situations
where the reconstruction is not capable of accurately capturing the fine detail
of the scene. On the other hand, Valentin et al. [12] propose a method in
which the real environment is reconstructed by a monocular color camera us-
ing stereo matching. This method require intensive hardware resources that, if

1Computer Aided Design is a software used to design 3D models of real objects



10 CHAPTER 2. RELATED WORK

not satisfied, can lead to rolling-shutter artifact and motion blur. Furthermore,
stereo matching might lead to results that exhibit visible scale change.

2.3 Depth-based method
Depth-based methods try to resolve occlusion using the depth map of the real
scene. This approach does not rely on a geometric description of the environ-
ment and therefore it is more suitable for handling occlusion in complex static
scenes as well as in dynamic scenes. In fact, it is possible to use these methods
when nothing is known a priori about the size, shape or position of either real
and virtual objects. There are different ways to obtain the depth information of
the real scene, such as depth sensors [14] or stereo vision [15]. Once the per-
pixel depth values are available, these might be utilized to determine whether
the real object is occluding the virtual one.

The general approach of these methods is to take raw depth data to generate
a trimap which is then used to compute the alpha matte. More in detail, an
initial background foreground segmentation is done by performing a depth
test: if the virtual object is further than the real one, this is in the foreground,
or in the background otherwise. Thus, the real image is segmented into raw
foreground and raw background. However, since depth data are usually noisy,
to ensure a correct result along the real foreground edges, an unknown region is
computed by identifying the transition zone between the raw foreground and
background. Finally, for each unknown pixel, a blending coefficient, called
alpha matte, is computed in order to combine the real foreground with the
virtual object in a seamless way (figure 2.3).

Many methods have been proposed to compute the alpha value of the un-
known pixels. For example, Walton et al. method [16] uses some filtering
techniques such as edge-aware filters, while Hebborn et al. propagate back-
ground and foreground colors towards unknown regions [14].

Nevertheless, generally the basic assumption behind these methods is that
raw depth edges are spatially close to the corresponding color edges and, there-
fore, the transition zone between raw depth segmentation always covers the
foreground edges. However, this assumption is not satisfied when the depth
sensor is not able to obtain accurate depths, for example with reflective objects.
For this reason, a large amount of research work has been done to improve the
quality of the depth map.
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Figure 2.3: Depth-basedmethod. General approach of the depth-basedmeth-
ods [14]

2.3.1 Depth map enhancement
As mentioned in the previous section, an accurate real depth map may be used
to solve the real-virtual occlusion problem. Since high-quality depth maps
are essential to other tasks in computer vision, various algorithms to enhance
depth maps have been already proposed, such as adaptive manifolds [17] and
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(a) RGB image (b) Depth edges (green) are snapped to-
wards the color edges (red)

Figure 2.4: Depth map enhancement. Illustration of the method proposed in
[21]

cost volume filtering [18]. Other approaches along this line include edge-
aware filters. Examples of these filters are the bilateral filter [19] and the
guided filter [20] , which have the effect of smoothing the input image and
removing some unnecessary detail, whilst preserving hard edges present in a
guidance image. However, these filters tend to generate interpolation artifacts
around boundaries.

Moreover, research has been done also to improve the quality of the depth
map produced by an RGB-D camera, using its color output. In [22] Chen et
al. provide a solution to improve the depth map from a Kinect’s depth sen-
sor. More in-depth, using the color information, they remove the wrong depth
values (near the object boundaries) applying a region growing method.

Similarly, also Lean et al. [23] improve the depthmap from aKinect sensor
by using a method based on inpainting techniques. In this case, they do not
take into account the color image. Despite the proposed improvement, since
detailed depth information is only found in limited regions, the boundaries
are still imprecise and noisy and this causes zigzag patterns between the real
foreground and virtual objects.

Another way to improve the depth map is to use the color image as a guid-
ance, as proposed by Chao et al. [21]. Themajor information used in this work
is the image gradient. The main idea is to snap depth edges towards their cor-
responding color edges 2 in order to enhance the depth map (figure 2.4). This
is later used for depth testing with the virtual objects for dynamic occlusion
handling. In this method, the edge snapping is formulated as a discrete energy
minimization problem that is solved using dynamic programming. This ap-

2The edgematching edge snapmethod aligns features along the edge of one layer to features
of an adjoining layer. Typically, the features from the less accurate layer are adjusted to the
more accurate layer, which becomes the control layer.
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proach is able to reduce noise and to fill holes, but it is only partially suitable
for solving the AR occlusion problem. The reason is that the boundaries of
the depth map are often still coarse and not aligned with the boundaries of the
color image. Therefore, when the raw depth edges are not spatially close to the
corresponding color edges or when it is hard to detect color image edges not
only this algorithm is computationally expensive, but also it does not perform
well.

To conclude, plenty of research has been done for depth-map enhancement
in order to improve the quality of sensor data. However, the majority of these
approaches cannot be directly applied to many AR use cases due to their high
computational costs or inaccuracies.



Chapter 3

Background

In this chapter some theoretical key concepts are presented in order to under-
stand fully Chapter 4.

3.1 Depth sensors
Nowadays, depth sensing technologies are widely used to understand and scan
environments. Sensor devices can operate according to a number of different
techniques, such as time-of-flight (ToF), stereo triangulation and structured
light. More in detail, the standard ToF technique uses an artificial light signal
provided by a laser or a LED in order to measure the round trip time which is
then used to compute the distance from the sensor to all points in the scene.
This technique is quite simple and efficient. Unfortunately, the depth measure-
ments that a ToF camera provides suffer from high level of noise and systematic
bias. For this reason, research has been done to model the noise in order to
filter it and improve the measurement [24] [25].

Using a stereo triangulation technique, the depth data are determined using
a stereo or multiple-camera setup system. More in detail, the main advantage
of this technique is that the measurement is more or less passive and it does
not require special conditions in terms of scene illumination. However, reli-
able depth estimates are produced only for a subset of all points visible in the
multiple cameras [26].

Finally, structured light techniques determine depth using a designed light
pattern. More in-depth, the estimation of the depth is based on an internal
triangulation process. A light projector emits a known pattern of structured
invisible (or imperceptible) light, such as IR light, that is projected into the
scene. This pattern appears distorted from other perspectives than that of the

14
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Figure 3.1: Heat map of depth data from Intel RealSense D345. Colors
become colder as the distance from the sensor increases. Black pixels are
noisy pixels. Indeed, here the measured depth value is 0.

projector, and this is used to infer the depth information.
Some examples of depth sensors are RGB-D cameras such as Microsoft

Kinect [27], Intel RealSense [28] and Asus Xtion [29]. These devices pro-
vide both color information and estimated depth (distance to the sensor) for
each pixel. They usually consist of a pair of depth sensors (IR stereo camera),
an infrared projector and an RGB sensor. Although these sensors are quite
functional and modern, they have problems generating depth information. In
general, missing and erroneous depth values can be categorized into two types:

• Randomly distributed “small holes” on objects surfaces.

• Large and contiguous missing depth patches often present along the
boundary between close (foreground) and far (background) objects

As shown in figure 3.1, depth images obtained by such systems are quite
noisy. More precisely, this happens when the observed surface is transparent
or reflective and it is caused by the disparity between the projector and the
sensor. Missing and erroneous depth values can also be caused by absorption,
poor reflection or even shadow reflection of the light patterns [30]. Wrong
depth measurements also occur with darker colors objects, specular surfaces,
or fine-grained surfaces such as hair. Surface orientation also affects the depth
measurements: as the surface normal deviates from the principal axis of the
IR camera, the quality of the depth measurement decreases and becomes very
inaccurate near depth discontinuities.
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3.2 Image processing
This section introduces some key concepts about image processing. More in
detail, brief explanations regarding color spaces and color histograms are pre-
sented. Moreover, some image processing techniques, such as image treshold-
ing and morphological transformation are illustrated. Finally, a short explana-
tion of the guided filter [20] is provided.

3.2.1 Color space
A color space is a mathematical representation of a set of colors. Several color
spaces exist which have special advantages relative to devices that produce
color or relative to human perception. In some cases, these color spaces are
merely linear transformations of others. The three most popular color models
are RGB [31] used in computer graphics; YIQ, YUV, or YCbCr [32] [33] used
in video systems; and CMYK [34] used in color printing. However, none of
these color spaces is directly related to the intuitive notions of hue, saturation,
and brightness. This resulted in the temporary pursuit of other models, such
as HSL and HSV [35], to simplify programming, processing, and end-user
manipulation.

In the method presented in this report, RGB and HSV color spaces are
used. The name of the first one comes from the initials of the three primary
colors: Red, Green, and Blue. It is an additive color model in which red, green
and blue light are added together in various ways to reproduce a broad array
of colors. For example, in the case of 8 bit color resolution, red (255,0,0)
and green (0,255,0) combined in equal amounts create yellow (255,255,0).
The amount of each primary color gives its intensity. If all components are
of highest intensity, then the color white (255,255,255) results. The range
of shades of gray are represented by sets of identical values of R,G and B
intensities, ranging from black (0,0,0) to white (255,255,255).

Unlike the RGB color model, the HSV is defined in a way that is similar
to how humans perceive color. It is based on three values: Hue, Saturation,
and Value. This color space describes colors in terms of their shade and their
brightness value. Indeed, the hue channel represents the color portion of the
color model, expressed as a number from 0 to 360 degrees, as shown in table
3.1. The saturation channel is the amount of gray in the color and, finally, the
value channel describes the brightness or intensity of the color, from 0-100
percent, where 0 is completely black, and 100 is the brightest.
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Color Angle

Red 0-60
Yellow 60-120
Green 120-180
Cyan 180-240
Blue 240-300

Magenta 300-360

Table 3.1: Hue channel values

3.2.2 Color histogram
A color histogram is generally used for the purpose of image retrieval 1 or ob-
ject recognition and it is a graphical representation of the distribution of the
pixel color in the image [36]. For digital images, given a list of color ranges
that span the image color space, a color histogram is obtained by counting
how many pixels lie in each color interval. Moreover, it is relatively invariant
to translation, rotation of the imaging axis, scale changes and partial occlu-
sion. It can be built for any kind of color space, although it is more often used
for three-dimensional spaces like RGB or HSV. In this case, since there are
three channels, there will be three histograms, each of which explains the dis-
tribution of pixels for each channel. In these cases, it is possible to image a 3D
histogram. However, to build a 3D histogram, it might happen that data are
not sufficient to fill the bins. Therefore, it is convenient to compute the his-
togram for the most significant channel of the multi-dimensional color space
or to the convert the image into a single channel one, such as gray-scale, and
compute the histogram for the converted image. Calculating the histogram of
an image can be very useful to infer some properties of the image such as the
tonal range, the contrast and the brightness. Moreover, it is also possible to
compute the probabilities of each pixel Pp to be in one bin by dividing the
number of pixels in that bin by the total number of pixels in the image n, as
shown in equation (3.1).

Pp =
F (fcp)

n
(3.1)

where p is a generic pixel, cp is its corresponding color value, fcp is the bin
containing color cp and F (fcp) is the number of pixels in fcp .

1Image retrieval is the problem of searching for digital images in large databases.
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3.2.3 Image thresholding
Thresholding is the simplest method of image segmentation and it is generally
used with gray-scale images [36]. The idea is to perform a per-pixel compari-
son of the intensity value with respect to a threshold, determined according to
the problem to solve. In table 3.2 the main thresholding techniques and their
mathematical expression are summarized.

Thresholding
operation

Mathematical definition

Above p =

{
255, if I(p) > t

0, otherwise

Below p =

{
255, if I(p) < t

0, otherwise

Inside p =

{
255, if tlow < I(p) < tup

0, otherwise

Outside p =

{
255, if I(p) < tlow or I(p) > tup

0, otherwise

Truncate p =

{
I(p), if I(p) > t

0, otherwise

To zero p =

{
I(p), if I(p) > t

0, otherwise

To zero inverted p =

{
0, if I(p) > t

I(p), otherwise

Table 3.2: Mathematical expression of the main thresholding techniques. I(p)
is the gray-scale value of the image I at pixel p, and t is the threshold value

More in detail, the simplest thresholding method replaces each pixel in an
image I with a black pixel if the gray-scale value is less than t, or a white pixel
if the gray-scale value is greater than or equal to t. This thresholding operation
is called threshold above. There are many other thresholding methods. For
example, threshold below which is the opposite of threshold above. Threshold
inside which, given a lower threshold and an upper threshold, set pixels whose
values are between the two as white and the others to black. Finally, threshold
outside which is the opposite of threshold inside.

With the previous thresholding operations, a gray-scale image is converted
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into a binary image. The advantage of obtaining a binary image is that it re-
duces the complexity of the data and simplifies the process of recognition or
classification. Nevertheless, it is also possible to threshold a gray-scale image
getting another gray-scale image as a result. Some examples of this kind of
threshold operations are: truncate, in which pixels greater then t are set to t
and the others do not change; threshold to zero, that sets to 0 all pixels lower
than t; and threshold to zero inverted, which is the opposite of threshold to
zero, that is all pixels greater than t are set to 0 (table 3.2).

However, the main question associated with these simple forms of thresh-
olding is how to choose the value of the threshold. Quite a number methods
have been proposed over the years in order to choose the right threshold. Some
examples are clustering-based methods, histogram methods, spatial methods
and local methods [37]. In the latter, threshold is chosen based on the local
image characteristics. In this way, a different t is selected for each pixel in the
image. Moreover, several methods have been proposed for automatic thresh-
olding and one of the most famous is the Otsu method [38], which selects
the threshold based on the minimization of the within-group variance of two
groups of pixels separated by the thresholding operator.

3.2.4 Guided filter
The guided filter [20] is an edge-preserving smoothing filter that take as input
the filtering image p and a guidance image I (figure 3.2).

Figure 3.2: Guided filter. Illustration of the process [20]

The guidance image can be the image itself, a different version of the image,
or a completely different image. The basic idea behind this filter is to smooth
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the image p using the content of the image I as a guide. More in-depth, the
two key assumptions of the guided filter are:

1. The output q at pixel i can be expressed as a linear combination of the
guidance I at pixel i in a local window ωk centered at pixel k

qi = akIi + bk. i ∈ ωk (3.2)

2. The output q at pixel i can be modeled as the difference between the
input p at pixel i and some noise n

qi = pi − n. (3.3)

The goal is, for each pixel i, to minimize the difference between the input
pi and the output qi while maintaining the linear model (3.2) in the window
ωk: ∑

i∈ωk

(
(akIi + bk − pi) + εa2k

)
, (3.4)

where ε is a regularization parameter penalizing large values of ak. In practice,
the parameter ε is a spatial parameter which determines which edges of the
guidance image should be preserved.

Moreover, if the guidance image I is different from the input image p,
structures in the guidance image will impact the filtered image, imprinting
these structures on the original image. This effect is called structure transfer-
ence.

Finally, the main advantage of the guided filter, compared with other edge-
preserving smoothing operator, such as the bilateral filter, is the efficiency.
Indeed, given an image with N pixels, the guided filter takes O(N) time to
filter the image regardless of the number of channels and it can be easily GPU
accelerated. Furthermore, other research has been done to speed up the algo-
rithm. More in detail, in [39] the authors subsample the input image p and the
guidance I by a ratio s to reduce the time complexity fromO(N) toO(N/s2).

3.2.5 Morphological transformations
Binary images may contain numerous imperfections. In particular, the binary
images produced by thresholding techniques might be characterized by noise,
texture and outliers. The goal of morphological transformations is to remove
these unwanted imperfections by accounting for the form and structure of the
image. The nature of the morphological operation is decided by a smaller bi-
nary image called structuring element or kernel. It represents a shape and has
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arbitrary structure and size. However, common structuring elements such as
a rectangle or a circular region are mainly used (table 3.3). Hence, a mor-
phological operation requires two inputs, the original one and the structuring
element, which slides through the image, as in 2D convolution 2.

Kernel shape
Mathematical
definition

Rectangular


1 1 1 1 1

1 1 1 1 1

1 1 1 1 1

1 1 1 1 1

1 1 1 1 1



Circular


0 0 1 0 0

0 1 1 1 0

1 1 1 1 1

0 1 1 1 0

0 0 1 0 0



Elliptical


0 0 1 0 0

1 1 1 1 1

1 1 1 1 1

1 1 1 1 1

0 0 1 0 0



Cross


0 0 1 0 0

0 0 1 0 0

1 1 1 1 1

0 0 1 0 0

0 0 1 0 0


Table 3.3: Common 5x5 kernel shapes

Table 3.4 shows the basic morphological operators. It can be noticed
that closing and opening operations are useful in imaging applications where
thresholding, or some other process, produces a binary image with tiny holes
or with noisy values.

2Convolution is the process of adding each element of the image to its local neighbors,
weighted by the kernel: the value of a pixel in the output image is computed by summing the
product between each kernel value and the corresponding input image pixel value.
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Morphological
operation Behaviour Before After

Erosion

A pixel is set to 1
only if all the pixels
under the kernel are
1, otherwise is set to

zero.

Dilation
A pixel is set to 1 if
at least one pixel

under the kernel is 1.

Opening
Erosion followed by
a dilation with the
same kernel size

Closing
Dilation followed by
an erosion with the
same kernel size.

Gradient

Difference between
dilation and erosion
with the same kernel

size

Table 3.4: Basic morphological operators [40]
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3.3 Trimap generation

(a) Original image (b) Trimap (c) Trimap and original
image edges

Figure 3.3: Trimap generation. (a) shows an image in which the hand is
in the foreground. (b) shows the segmentation between foreground (white),
background (black) and unknown (gray) regions. In (c) the original image
edges have been superimposed on the trimap to show that the unknown part is
the boundary between background and foreground

A trimap is a segmented image consisting of three regions: known fore-
ground, known background and an unknown region (figure 3.3b). These kind
of images are very useful when it is needed to classify a subset of the image
pixels. Indeed, the general idea is to process only the pixels that are in the
unknown region. For this reason, a good trimap should keep the known re-
gions as large as possible in order to avoid unnecessary computations. Since
automatic high-quality trimap generation is an ill-posed problem, usually a
trimap is created via user interaction. In some cases [41], a user labels both
foreground and background regions, while in others user interaction is min-
imized. For example, in [42] a background-foreground separation plane is
defined by the user and then the unknown area is computed automatically. In-
deed, most existing algorithms [43] find the boundaries between the defined
background and foreground and then use erosion and dilation to obtain the
unknown part. Hebborn et al. [14] proposed an adaptive dilation according
to the fuzziness of the foreground object. In this way the boundaries between
foreground and background regions are still covered while keeping the un-
known region as small as possible. Moreover, research has been done also to
create a trimap in a completely automatic way. Most of these methods, use
depth information of the scene to separate background and foreground [44] or
for foreground detection methods [45] [46].

In most cases, a trimap image is used for matte estimation, which is pre-
sented in the next section.
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3.4 Image matting
Imagematting regards the problem of separating the foreground from the back-
ground in a given image, in order to combine it with the background of another
image. To merge one image with another, an additional channel, called al-
pha channel, is considered. Therefore, the image has to be represented in the
RGBA color space, which is the three-channel RGB colormodel supplemented
with a fourth one indicating each pixel’s opacity.

Given an image I , the idea is to estimate the alpha value αp such that at
each pixel p the color value Ip can be expressed as the sum of two samples, one
from a foreground color Fp and one from a background color Bp. The color
value at each pixel p in the original image can be expressed by the composition
equation [47]:

Ip = αpFp + (1− αp)Bp, (3.5)

with αp ∈ [0,1].
Hence, to compute the alpha, equation (3.5) needs to be solved. This equa-

tion is clearly under-constrained as the only known variable is the image Ip.
Indeed, three unknowns (foreground color Fp, background color Bp and αp)
need to be solved from one input (color value Ip). Thus, there exists no unique
solution and, therefore, constraints are required to define the foreground and
the background. Indeed, most state-of-the-art algorithms require the image I
and a roughly specified trimap to generate high-quality output [48] [49]. More-
over, given the recent advances in stereo vision and depth sensors, a number
of approaches [44][50] have been developed to use the depth information to
automatically extract the trimap and, therefore, the alpha matte from natural
images or videos.

Alpha matting is important in the context of this report because it is pos-
sible to see the occlusion problem as an alpha matting problem. Indeed, like
in alpha matting, the goal is to separate the foreground Ireal (parts of the real
scene which occlude virtual objects) from the background Ivirtual. Thus, fore-
ground and background are separated by the alpha matte α in relation to the
virtual objects. Then, a new image in which the real and the virtual content
coexist can be obtained by redefining the compositing equation as follow

IAR = αIreal + (1− α)Ivirtual, (3.6)

where IAR is the final augmented image.
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(a) Occlusion handling without a proper
blend

(b) Occlusion handling with a proper
blend

Figure 3.4: Image matting in augmented reality. Despite the occlusion is
correctly handled, in figure (a) the edges of the foreground object are anti-
natural. This do not allow a seamless integration between the real and the
virtual world, as instead happens in figure (b).

This calculation enables a seamless integration of the virtual object in the
real world. Indeed, in this case, the α coefficient ensures a proper blend be-
tween the virtual and the real content, thus avoiding an anti-natural effect along
the edges (figure 3.4).

More in general, in augmented reality contexts, the alphamatte can be used
to either generate an augmented reality image (screen based AR applications)
or to mask the virtual content when using a head-mounted display 3

3A head-mounted display (HMD) is a type of computer display device which is worn on
the head or is built in as part of a helmet. It has a monitor which always displays in the field
of view of the user.
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Method

The goal of this thesis is to find a novel way to handle occlusion in augmented
reality context.

The presented method is a depth-based method in which color and depth
data are taken as input from anRGB-D sensor. Themain idea is to use the color
information to improve the initial background foreground segmentation com-
puted with the raw depth data. As usual in depth-based approaches, the idea is
to generate a trimap in order to calculate the alpha matte. To ensure a smooth
transition from the foreground to the background, real edge pixels should be
in the unknown regions in the trimap. Moreover, since the alpha matte is a
computational heavy operation, the number of unknown pixels should be as
small as possible to avoid unnecessary calculations. Finally, the alpha matte is
used to create a new image in which the real and virtual world coexist. Hence,
this method works with screen based AR systems. However, it might also be
used with head-mounted display devices by applying the alpha matte to mask
the virtual object.

In detail, the presented method applies the following main steps (figure
4.1):

(A) Initialization collects the RGB and the depth data from the RGB-D sen-
sor and renders the color and the depth values of the virtual scene.

(B) Distance image computes a gray-scale imagewhich represents the depth
in the real scene based on the raw depth data.

(C) Histograms and Probabilities estimates for each pixel in the image the
histogram-based probabilities to be in the background and to be in the
foreground.

26
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Initialization

Distance image

Histograms and Probabilities

Cost calculation

Thresholding and Filtering

Trimap generation

Alpha matting

Compositing

Figure 4.1: Overview pipeline: Visualization of the main stages of the pre-
sented method
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(D) Cost calculation computes for each pixel the cost to belong to the back-
ground.

(E) Thresholding and Filtering creates a binary image that approximates
the true background and the true foreground.

(F) Trimap generation specifies three regions in the scene: true background,
true foreground and unknown.

(G) Alpha matting uses the trimap, computed in the previous step, to cal-
culate a blending coefficient for each unknown pixel.

(H) Compositing combines the virtual image with the real one into a single
image called augmented image using the alpha values computed in the
previous step.

For the sake of clarity, it is worth noting that, in the next steps, all the fig-
ures are generated using a sphere as a virtual object (figure 4.2), occluded by
a hand. This is a recurring problem in augmented reality scenes. For instance,
in the medical context the virtual content has to be masked, and therefore oc-
cluded once the surgeon’s hand is close to the patient.

Figure 4.2: Virtual content used in the next steps.
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4.1 Initialization
The first step of the method is to collect data from the RGB-D sensor and to
render the virtual content. It is a standard procedure and provides the basis for
the next steps.

4.1.1 RGB-D data collection

(a) Not aligned (b) Aligned

Figure 4.3: Alignment process. In (a) color space edges have been overlaid
on the respective non-aligned depth date. On the other hand, in (b) color space
edges have been overlaid on the respective aligned depth date

RGB-D sensors provide color and depth information from a scene at the
same time. As explained in section 3.1, depth and color data are acquired by
two different sensors from the same device and, therefore, two different views.
Hence, it is needed to align depth and color data to the same point of view so
that the features in the two images line up perfectly. This is usually done by
aligning the depth map to the color image using the camera projection matrix
obtained via calibration [51]. However, in most cases, this transformation is
already known by the device and it is provided by its SDK1 [52]. This first
step is quite important because applying directly the depth map acquired by
the sensor to AR applications leads to unwanted visual artifacts due to the
mismatch between the object edges in depth maps and the actual object edges
(figure 4.8).

In the rest of the report, depth and color images are those created after the
alignment process, unless specified otherwise.

1Software Development Kit
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4.1.2 Rendering
Once the raw depth and the color data have been collected and pre-processed,
the virtual content is rendered. More in detail, if the virtual object and the
camera are static then the rendering part is applied at the beginning only once.
On the other hand, if the virtual object or the camera is dynamic, it is necessary
to render the virtual content each time a new frame is processed. In order to
render the virtual content a binary mask and the corresponding color image
are created. The first one is a binary image where black pixels represent the
part of the real scene in which the virtual object is (figure 4.4a). This is done
in order to process a limited region of pixels in the next steps. Furthermore,
for each pixel in the black region, it is given the distance between the virtual
object and the camera. On the other hand, the RGB virtual content is rendered
by producing an RGB image with the color values of the virtual objects (figure
4.4b).

(a) Binary mask (b) Virtual RGB rendering

Figure 4.4: Rendering of the virtual content.

4.2 Distance Image
Depth-based methods generally use the raw depth data to compute a binary
image in which pixels that are in front of the virtual object are white, or black
otherwise. In the proposed method, the approach is slightly different. Indeed,
the goal of this step is to create a gray-scale image, called distance image,
which represents the depth in the scene (figure 4.5).



CHAPTER 4. METHOD 31

Figure 4.5: Distance Image. The white hand is the foreground, while the gray
one is the background not very far from the white one.

Considering an augmented reality environment, pixels that are in front of
the virtual object will be white in the distance image. On the other hand, pixels
behind the virtual object will be assigned a gray-scale color which depends on
the distance between such pixels and the virtual object. To create the distance
image, the idea is to compare the virtual depth and real depth from the RGB-
D sensor in order to categorize each pixel in the image. If a given pixel is
estimated to be in front of the virtual object, then it is classified as foreground
with assigned value 255, otherwise as background with values between 254
and 0, as it is an 8-bit gray-scale image. In particular, the further away they
are from the virtual object the more they are black. This simple depth test is
done for all pixels except for pixels with zero depth value which are assumed
to be in the background with a nearly infinite distance from the sensor. This
assumption is reasonable because, as explained in section 3.1 invalid depth
values occur mostly because of shadowing effects.

In order to compute the value of the background pixels, a number in the
range [0,1) is calculated as follow:

d(p) =
ax(p) − 1

a− 1
, a > 1 (4.1)

where a is an arbitrary constant value and x(p) is given by

x(p) =
DV O(p)

DRS(p) + ε
(4.2)

Here p is a generic pixel, DRS(p) is the depth measured in the real scene,
DV O(p) is the depth in the virtual scene and ε is a small value to prevent di-
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vision by zero. Since this computation is made only in the background case,
DV O(p) is always less than DRS(p), therefore x(p) is between 0 and 1.

Figure 4.6: Trend of the equation 4.1 as the parameter a changes. As the
value of a increases, the function begins to grow later but more quickly

As shown in figure 4.6, function 4.1 behaves exponentially, such that

d(p) =

{
0, if x(p) = 0

1, if x(p) = 1
(4.3)

regardless of the value of a. Moreover, as the value of a increases, the expo-
nential function begins to grow later but more quickly.

Finally, in order to obtain a value between 0 and 255, the value of the
distance matrix, is computed as follow

D(p) = 255 · d(p) (4.4)

4.3 Histograms and Probabilities
Based on the distance image, pixels of the RGB image are categorized to be
background or foreground. This categorization is used to create two differ-
ent images: one with the RGB pixels that were classified as background RB,
and the other with RGB pixels classified as foreground RF , ignoring pixels
outside the virtual object (figures 4.7b and 4.7c). This segmentation is not
accurate because the depth values of the RGB-D sensors suffer from vari-
ous types of noise, especially at pixels near edges in the depth map. Indeed,
these images are a rough approximation of the true background and the true
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(a) Original RGB image (b) Rough background RB (c) Rough foreground RF

(d) Probabilities of each pixel to be in the
background

(e) Probabilities of each pixel to be in the
foreground

Figure 4.7: Graphical illustration of theHistograms and Probabilities step
(a) shows an RGB image in which the hand is in the foreground. (b) and (c)
show the rough background and foreground respectively obtained using the
depth information. (d) and (e) represent the probabilities of each pixel to be
in the background and in the foreground respectively.

foreground. However, despite the noise, the dominant colors in the approx-
imated foreground are the ones in the true foreground and the same for the
background. For this reason, the presented method is based on the innovative
idea of using RB and RF to compute the color histogram of the background
and the foreground respectively. These two histograms are then used to com-
pute the probability for each pixel of the RGB image to be in the foreground
pfore(p) (figure 4.7e) and the probability for each pixel of the RGB image to
be in the background pback(p) (figure 4.7d). For the sake of clarity, it is worth
to underline that these two probabilities do not sum up to one because they
are computed using two different images, and therefore produces two different
histograms which do not share any property.

As explained in section 3.2.2, it is not always possible to build an histogram
for a three channels image, because data might not be sufficient to fill the bins.
For this reason, it is more convenient to have only one histogram that contains
as much as possible information about the image, in order that it is simpler to
compute the color probabilities. Hence, in this method the hue channel of the
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image is used to compute the histograms.
Nonetheless, this estimation is based only on the color properties of the im-

age and this could lead to miss-classifications. Indeed, if the color character-
istics of the background and the foreground are too similar, then the histogram
information will not be enough. For this reason, to take into account both the
probabilities and the depth data, two new images with values between 0 and
1 have been defined. More in detail, the first image IF (figure 4.8a) should
have values around 1 in the foreground and around 0 in the background. On
the other hand, the second one IB (figure 4.8b) should have values around 1 in
the background and around 0 in the foreground. Therefore, to create IF , the
distance value computed in equation (4.1) and the foreground probabilities are
added for each pixel p. Similarly for IB, the background probabilities and the
inverse of the distance value are added for each pixel, where the inverse is
given by

d(p) = 1− d(p) (4.5)

Nevertheless, the distancematrix is quite noisy and, therefore, by summing
it to the probabilities, noise is added. Hence, it is convenient to erode the
distance matrix to reduce the noise near the edges. Finally, by summing the
distance matrix and the probabilities it might happen to obtain values greater
than 1. For this reason, a weighted sum have been defined as follow

IF (p) = wcolor · pfore(p) + wdepth · d(p) (4.6)

IB(p) = wcolor · pback(p) + wdepth · d(p) (4.7)

where the weighting factors, wcolor and wdepth, are used to assign a lighter,
or heavier, importance to the color and to the depth information respectively.

(a) Image IF (b) Image IB

Figure 4.8: Graphical representation of IF and IB. The latter have values
between 0 and 1. Hence, to obtain these grayscale images, they have been
multiplied by 255.
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4.4 Cost Calculation
Once the probabilities to be in the background and foreground have been com-
puted and the depth information has been added (Section 4.3), per-pixel costs
are generated. More specifically, for each pixel the cost to be classified as
background is computed. Indeed, the higher the cost value is, the less likely it
is background. Two cases are considered:

1. Single frame case: every time a new frame arrives it is processed inde-
pendently of the previous frames.

2. Multiple frame case: the previous frame is taken into account. How-
ever, it has been assumed that the background is static.

4.4.1 Single frame
In this case, per-pixel costs are computed using an approach similar to that
used by Walton et al. in [16]. More precisely, cost values are between 0 and 1
and they are calculated as follows:

cs(p) =
IF (p)

IF (p) + IB(p)
(4.8)

The value of cs(p) is computed for each pixel p. Moreover,

cs(p) =

{
1, if IB(p) = 0

0, if IF (p) = 0

This means that, if the value of IB(p) at a generic pixel p is 0, p is likely
in the foreground and, therefore, its the cost to be classified as background is
high. On the other hand, if the value of IF (p) at a generic pixel p is 0, p is likely
in the background and, therefore, its the cost to be classified as background is
0.
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4.4.2 Multiple frames
Unlike the previous approaches, in which only one frame is taken into account,
in the proposed method the last processed frame is considered. More in detail,
the idea is to consider:

• grayscale frame at time t− 1 (figure 4.9a)

• final segmented binary image at time t− 1 (figure 4.9b)

• grayscale frame at time t (figure 4.9c)

• distance image computed at time t (figure 4.9d)

(a) grayscale frame
at time t− 1

(b) final background
foreground segmen-
tation at time t− 1

(c) grayscale frame
at time t

(d) distance image
computed at time t

Figure 4.9: Multiple frame case. Images used to compute the costs

Pre-processing

The goal of this section is to find some pixels that are in the foreground of the
current frame in order to improve the estimation of the costs. To explain this
part of the method a simple graphic example is used (figures 4.10, 4.11, 4.12).

Consider that figures 4.10a and 4.10b represent the previous and the cur-
rent frame respectively, in which the background is the gray part and the fore-
ground is the red one. At time t, the background and the foreground of frame
t − 1 have been already computed and, therefore, the segmentation is known
(figure 4.11b). On the other hand, the distinction between foreground and
background at time t is not known yet.
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(a) Frame at time t

⋃
(b) Frame at time t− 1

=

(c) Binary image U

Figure 4.10: Multiple frame case. (a) represents a generic frame at time t in
which the red part is the foreground while the gray part is the background. (b)
shows the same scene at time t − 1. (c) is a binary image in which a pixel is
white if it is in the foreground either in the current or in the previous frame.

Assuming that the background is static and, therefore, all gray pixels do
not change, it is possible to create a binary image U (figure 4.10c) in which

u(p) =

{
black, if cpt ' cpt−1

white, if cpt 6= cpt−1

where p is a generic pixel, cpt and cpt−1 are the colors of the corresponding
pixels in the current and in the previous frame respectively. The symbol similar
or equal is used to take into account some minor variation, due to shadow or
light conditions, from one frame to the other.

The binary image U (figure 4.11a) represents the union between the sets of
foreground pixels in the previous and current frame. Hence, by removing the
previous foreground (figure 4.11b), a new binary image S is created in which
the white part represents pixels that are in the current foreground and not in
the previous one (figure 4.11c).

(a) Binary image U

−

(b) Final segmentation at
time t− 1

=

(c) Binary image S

Figure 4.11: Multiple frame case (a) shows image U , (b) is the final binary
foreground background segmentation at time t − 1, (c) represents the binary
image S which is the result of (a)− (b).
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(a) Distance image com-
puted at time t

&

(b) Final segmentation at
time t− 1

=

(c) Binary image B

Figure 4.12: Multiple frame case. (a) shows the distance image computed at
time t. (b) represents the final binary foreground background segmentation at
time t − 1. Finally, (c) is the result of a bitwise AND operation between (a)
and (b)

Since generally the previous and the current frame share some foreground
pixels, then the detected foreground part is not the complete foreground. For
this reason, to detect the missing part of the current foreground, a similar rea-
soning using the depth data has been done. A bitwise AND2 operation between
the noisy distance image computed at time t (figure 4.12a) and the background
foreground segmentation at time t − 1 (figure 4.12b) is applied. The result-
ing image B (figure 4.12c) can be considered as the missing part of image U
(figure 4.11c) in order to form the current frame foreground (figure 4.10a).

To summarize, at the end of this process, two binary images with the fol-
lowing characteristics have been found:

• Image B: binary image after the bitwise AND operation (figure 4.12c)

In this imagemost white pixels are in the foreground of the current frame
image. Indeed, there are some noisy pixels due to the noise present in
the distance image.

• Image S: binary image after the subtraction operation (figure 4.11c)

In this image all white pixels are in the foreground of the current frame
image.

2A bitwise AND takes two binary images and performs the logical AND operation on each
pair of the corresponding pixels, which is equivalent to multiplying them. Thus, if both pixels
in the compared position are 1, the bit in the resulting binary representation is 1; otherwise,
the result is 0
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For this reason, white pixels of S are set to 1 in image IF .

IF (p) =

{
wcolor · pfore(p) + wdepth · d(p)

(
from eq. (4.6)

)
, if sp is black

1, if sp is white
(4.9)

where p is a generic pixel and sp is the corresponding pixel in image S. On
the other hand, the same reasoning cannot be done with B because it presents
some noisy values that can affect the precision of the final result. However, B
will be taken into account in the costs calculation.

Cost image

Costs are computed in a similar way as the single frame case. Indeed, the only
difference is the presence of the binary image B in the calculation. More in
detail, cost values are between 0 and 1 calculated as follows:

cm(p) = wsf ·
IF (p)

IF (p) + IB(p)
+ wbin ·B(p) (4.10)

As in the single frame case, the first term of this sum c1 denotes the cost
of a pixel to belong to the background weighted by wsf . Indeed,

c1 =

{
wsf , if IB = 0

0, if IF = 0

On the other hand, the second term of the sum is the corresponding value
in the binary imageB weighted bywbin. This means that, if a pixel p is white in
the binary imageB, then the cost of that pixel to be classified in the background
is increased by an wbin factor. Hence, the weighting factors, wbin and wsf , are
used to assign a lighter, or heavier, importance to the binary image and to the
single frame cost respectively.

4.4.3 Comparison
In both single frame and multiple frames case, costs are rendered into a gray-
scale image called cost image. In general, the multiple frame case tends to
produce better results compared with the single frame one. Indeed, in the
multiple frame case, the foreground object is usually better defined. However,
the noise in the binary imageB (figure 4.12c) might affect the final cost image
by adding some outliers near the boundaries (figure 4.13). In this case, the
single frame mode performs better.
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(a) Cost image in a single frame case (b) Cost image in a multiple frames case

Figure 4.13: Cost images comparison. The outliers present in the single
frame image between the little finger and the ring finger (red circle) are com-
pletely removed in the multiple frame case. However, in this latter case, some
outliers (blue circle) are added between the ring finger and the middle finger
due to the noise in the binary image B.

4.5 Thresholding and Filtering
The result of the previous step is a grayscale image in which whiter pixel
should be classified as foreground pixels, or background otherwise. Hence,
the first goal of this step is to threshold the cost image in order to obtain a
binary image. Once the binary image is found, it is filtered in order to remove
the noise.

Thresholding

To threshold the image the idea is to use a dynamic thresholding value which
is computed automatically. The goal is to find a number between 0 and 255
in order that all pixels below this number are classified as background and all
pixels above this number are classified as foreground. To do this, the Ridler
and Calvard method [53] is used. Firstly, it is computed the mean µ of the
pixels in the cost image ignoring pixels outside the virtual object. This mean
value is used to threshold the cost image in order to obtain one initial back-
ground B and one initial foreground F . More specifically, the mean of the
pixels in the cost image classified as background µback and the mean of the
pixels in the cost image classified as foreground µfore is computed. Finally, a
new threshold is found by averaging the two means. This process is repeated
until the difference between the previous threshold and the new one is below
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a specified limit (see Algorithm 1).

Algorithm 1 Automatic Thresholding
Input initial threshold µ, limit value l

1: foreach p ∈ VirtualObject do
2: if

(
C(p) < µ) then

3: p ∈ B
4: else
5: p ∈ F
6: Compute µfore
7: Compute µback
8: told = µ

9: tnew =
µfore+µback

2

10: while
(
(told − tnew)2 > l2

)
do

11: foreach p ∈ VirtualObject do
12: if

(
C(p) < tnew

)
then

13: p ∈ B
14: else
15: p ∈ F
16: Compute µfore
17: Compute µback
18: told = tnew

19: tnew =
µfore+µback

2

20: end

Filtering

The binary image computed with the adaptive thresholding method could still
have some outliers. Two different type of outliers are defined (figure 4.14a):

• Type 1: pixels that are in the foreground classified as in the background

• Type 2: pixels that are in the background classified as in the foreground

To remove type 1 outliers a closing operation is applied to eliminate the tiny
holes inside the foreground cluster. On the other hand, to remove type 2 out-
liers a guided filter is applied to smooth the image while preserving the main
edges. Here, the input image of the guided filter is the closed binary image (fig-
ure 4.14b) and the guidance image is the color image from the RGB-D camera.
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The idea is to smooth the misclassified white pixels in the background with
the black ones without causing artifacts along the foreground edges. How-
ever, when strong edges in the RGB background are nearby type 2 outliers,
this operation might fail and, therefore, these outliers could not be removed.

(a) Thresholding (b) Filtering type 1 out-
liers

(c) Filtering type 2 out-
liers

Figure 4.14: Graphical illustration of the Thresholding and Filtering step.
Image (a) shows the cost image thresholded using the automatic thresholding
algorithm. Red circles indicate type 1 outliers, while blue ones refers to type
2 outliers. Image (b) shows (a) after the closing operation is applied. Finally,
image (c) shows (b) after the guided filter is applied. In this last image the
highlighted outliers in (a) have been removed.

4.6 Trimap Generation
The binary image of the previous step (Section 4.5) is a good approximation
of the real background and the real foreground. Nevertheless, the classifica-
tion near the edges might be imprecise. For this reason, the intent of this step
is to create a trimap in order to specify which pixels are surely in the back-
ground and which are surely in the foreground. Unknown regions are obtained
by identifying the transition between foreground and background. These are
classified in the next step where an image matting method is applied.

The approach used in this step is similar to the one proposed in [16], in
which the unknown regions are determined by applying an erosion a dilation
to the estimated foreground’s edges. More in detail, to compute the unknown
regions, the boundaries between the white and the black pixels of the binary
image, computed in the previous step, are detected (figure 4.15a). However,
this classification is not enough. In fact, unknown pixels might lies not only
along the edges but also near them. For this reason, the edges are dilated in
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order that the unknown area covers a wider range of the border between the
foreground and background categories (figure 4.15b). The amount of the di-
lation is an arbitrary parameter whose choice influences the alpha estimation.
Indeed, a large dilation means that it is more likely that many incorrectly la-
belled pixels can be classified in the right way. On the other hand, this also
means that known foreground and background are likely to shrink especially in
small objects. In such case a precise alpha estimation will no longer possible.

Once the unknown region is computed, the trimap is created. Pixels that
are off the virtual object are considered as in the background (figure 4.15c).

(a) Edges (b) Dilation (c) Trimap

Figure 4.15: Graphical illustration of the Trimap Generation step. Image
(a) shows the edges of the binary image of the previous step (figure 4.14c).
Image (b) is the dilation of image (a). Finally, image (c) shows the final trimap
in which white pixels are in the foreground, blacks in the background and gray
pixels are unknown.

4.7 Alpha Matting
To find the alpha matte, the method presented by Gastal and Oliveira [48] is
used. This algorithm, when implemented in a GPU, is computationally very
fast and for this reason it is suitable for real-time video matting. More specif-
ically, given the trimap and the original image, the three main steps are:

1. Expansion of known regions
In this step the goal is to reduce the unknown region of the trimap, thus
expanding the background and the foreground part: the idea is to check
the affinity of neighboring pixels to reduce the size of the unknown re-
gion. For each pixel p it is checked if, in a defined spatial window w,
there is a pixel x similar in color.
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The classification is done as follow:

p ∈


B, if ∃x ∈ B ∩Nw(p)

F, if ∃x ∈ F ∩Nw(p)

U, otherwise

where B, F and U are the set of the background, foreground and un-
known pixels respectively and Nw(p) is the set of the neighbors of p

2. Sample selection and matte computation
In this part, for each unknown pixel, the best pair of foreground and
background samples is identified. The idea is, for every remaining un-
known pixel p, to collect some foreground and background samples in
order to choose the best one by minimizing a cost function. This cost
function combines photometric and spatial affinity, as well as probabilis-
tic information. More in detail, it minimizes the chromatic distortion
in the neighborhood around pixel p, enforces that the computed alpha
matte value correlates with the probability of pixel p belonging to the
foreground. Furthermore, it enforces the background and foreground
samples to be spatially close to p. The best pair of foreground and back-
ground samples is later used to estimate the value of alpha, for each
unknown pixel, by inverting the compositing equation as follow

αp =
(Ip −Bj

p)(F
i
p −Bj

p)

||F i
p −B

j
p||2

, (4.11)

where F i
p and Bj

p are the best pair of foreground and background colors
for pixel p. Finally, Ip is the color of pixel p in the RGB image.

3. Local smoothing
In the last step, the initial matte is smoothed while maintaining its dis-
tinct features. Indeed, this step is needed in order to ensure the local
smoothness of the final alpha matte by computing, for each unknown
pixel p, a weighted average of the closestm neighbors in image space.
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4.8 Compositing
Once the alpha matte has been produced, a compositing process is applied to
produce the final augmented image.

The idea is to use the compositing equation, defined in section 3.4, adapted
to the augmented reality context, as proposed in [14]. In such a context, the
real object is in the foreground while the virtual is the background. For this
reason, it is possible to rewrite equation (3.5) as

IAR = αIreal + (1− α)Ivirtual (4.12)

whereα is the alphamatte, Ivirtual is the virtual RGB image, Ireal is the real
RGB image and IAR is the final RGB augmented image. This calculation is
done only for the gray pixels of the trimap because the value of α is computed
only for the unknown pixels. Indeed, after the trimap generation step (Section
4.6), foreground and background are known and defined.

More in general, pixels of the augmented image are computed in the fol-
lowing way:

cp=


xreal, if x ∈ V O or tp ∈ F
xvirtual, if tp ∈ B and x 6∈ V O
α(p)xreal +

(
1− α(p)

)
xvirtual, if tp ∈ U and x 6∈ V O

where cp is the color of a generic pixel p in the augmented image, x is the
corresponding pixel in the binary mask(figure 4.4a) and V O is the set of the
black pixels in the same image. xreal and xvirtual are the corresponding pixels
in the real RGB image and in the virtual RGB image respectively (figure 4.4b).
tp is the trimap value of point p and F , B, U are respectively the foreground,
background and unknown set in the trimap. α(p) is the corresponding value
of pixel p in the alpha matte.

Finally, in the case of multiple frame cost calculation, the final segmenta-
tion needs to be stored to be used in the next frame. Hence, a binary image Q
is computed as follow{
q = white, if t ∈ F or t ∈ U and α(q) ≥ 0.5

q = black, if x ∈ V O or t ∈ B and x 6∈ V O or t ∈ U and α(q) < 0.5

where q is a generic pixel in the binary image Q, x is the corresponding
pixel in the binary mask (figure 4.4a) and V O is the set of the black pixels in
the same image. t is the corresponding pixel in the trimap image and F , B, U
are respectively the foreground, background and unknown set in the trimap.
Finally α(q) is the corresponding value of pixel q in the alpha matte.
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Results

This chapter describes the evaluation method and the experiments with their
respective results. For each experiment is shown the final augmented image
and a table that compares the performances with two state-of-art trimap gen-
eration methods.

5.1 Evaluation method
The key part of the proposed method is the automatic trimap generation. In-
deed, a pixel wrongly classified in the trimap might crucially affect the final
result. For this reason, it is essential that the known pixels are classified in
the right way and, therefore, that unknown pixels cover properly the edges of
the real foreground to ensure a seamless integration between the real and the
virtual content. Moreover, it is also important to avoid unnecessary compu-
tations in order to process each frame with a reasonable time. Therefore, the
unknown region should be as small as possible. In fact, since the alpha value
is computed for each unknown pixel, the time required to produce the alpha
matte (Section 4.7) is strongly influenced by the number of unknown pixels in
the trimap. Consequently, the evaluation of the presented method is based on
the following metrics:

• Quantity Q
Number of unknown pixels in the image.

46
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• Accuracy A
Number of real edge pixels that are uncovered.

It is worth to underline that with this definition the smaller the value of
A, the more accurate is the trimap image.

Moreover, the generated trimap is compared with the ones obtained by
Hebborn et al. [14] and Walton et al. [16]. Finally, the augmented image is
compared with that obtained with the approach of Walton et al. [16].

5.2 Implementation Details
The presented method is implemented with C++ and OpenCV on a Microsoft
Windows 10 PC with Intel Core(TM) i7-4930 CPU @ 3.40Ghz. All the ex-
periments have been performed using an Intel RealSense D345 (figure 5.1)
capturing 30 fps 1. However, the proposed method can be applied to any RGB-
D feed, regardless the type of device. The measurements are obtained for an
image resolution of 640 x 480 (color and depth images).

Figure 5.1: Intel RealSense D345 [54].

5.3 Experiments
In this section the experiments are presented in order to be discussed in Chapter
6.

The following experiments have been performed:

1. Simple: a very elementary scene with a regular foreground object.

2. Hand: handmoves in the foreground by opening and closing the fingers.
1frame per second: number of video frames that the camera captures per second of video
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3. Reflective object: a reflective object is in the foreground.

4. Nearby edges: the real background is characterized by many edges near
the real foreground.

5. Motion: the foreground object moves fast.

6. Fuzzy edges: an object with fuzzy edges is in the foreground.

7. Mixed color: a multicolored object is in the foreground

For each experiment is shown the augmented image obtained by apply-
ing either the presented method in the multiframe mode and method [16] are
shown. As a baseline the result produced by a naïve occlusion method is used.
This method, to determine the augmented image, uses the raw depth data from
the RGB-D camera directly, thus comparing real depth dr and virtual depth dv
for each pixel p. The color of the augmented image pixel c(p) is computed as
follow:

c(p) =

{
cr(p), if dr < dv and dr 6= 0

cv(p), if dr ≥ dv or dr = 0

where p is a generic pixel in the augmented image and cr(p) and cv(p) are the
colors of the corresponding pixel in real and virtual image respectively.

Furthermore, the trimap image is comparedwith theAdaptive Trimapmethod
(referred as [14]) and the CVF method (referred as [16]). The results of the
presented method, [14] and [16] are shown in a table containing the values of
A andQ. In both the presented method and [16] a morphological operation of
size 7 has been applied to find the unknown pixels. On the other hand, in [14]
the size of the operation depends on the fuzziness of the foreground object.
Hence, it has been applied a dilation of size 13 in the fuzzy regions while in
regions with sharp edges the dilation size has been set to 7.
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5.3.1 Simple
In this scene a regular object (rectangular book) moves in front of a virtual
sphere. It has been designed to represent a very simple typical use case. The
obtained results are shown in figure 5.2 and table 5.1

(a) Raw depth data (b) CVF method (c) This method

Figure 5.2: Simple scene. Comparison of the presented method with raw
depth data and the approach proposed in [16]

Method Quantity Q Accuracy A

CVF 3503 0
Adaptive Trimap 8508 19
This method 6608 6

Table 5.1: Values of Q and A using CVF [16], Adaptive trimap [14] and the
presented method for the simple scene

The results show that the Adaptive Trimap is the method that generates
more unknown pixels in the trimap. This happens because the depth edges
are not always near the color edges and, for this reason, the applied dilation
is bigger. On the other hand, in terms of accuracy the CVF trimap covers all
the edge pixels and, therefore, the value of A is 0. However, in the presented
trimap and in the Adaptive Trimap the number of uncovered pixels is very low.

From a qualitative point of view, using only the raw depth data to handle
occlusion leads to visually unpleasant results due to the noise on the book
surface and along the book edges (figure 5.2a).

5.3.2 Hand
In this scene an irregular object (hand) moves in front of a virtual sphere. More
in detail, the hand opens and closes in the foreground. In this case, when the
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hand is going to close, the depth sensor does not detect the gap between fingers
(figure 5.3g). The obtained results are shown in figure 5.3 and table 5.2.

(a) Raw depth data (b) CVF method (c) This method

(d) Raw depth data (e) CVF method (f) This method

(g) Raw depth data (h) CVF method (i) This method

Figure 5.3: Hand scene. Comparison of the presented method with raw depth
data and the approach proposed in [16]. The first raw shows a frame in which
the hand is closed, the second raw shows a frame in which the hand opened.
Finally the third raw shows a frame in which the hand is semi-closed.

Method Quantity Q Accuracy A

CVF 14218 372
Adaptive Trimap 15565 232
This method 15444 169

Table 5.2: Values of Q and A using CVF [16], Adaptive trimap [14] and the
presented method for the hand scene.

In this case, the accuracy of the trimap generatedwith the proposedmethod
is much lower compared with the accuracy of the other two trimaps. This
means that, in terms of accuracy, the proposed method outperforms the other
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two. On the other hand, the quantity of unknown pixels is lower in the CVF
trimap.

From a qualitative point of view, the proposed method in the semi-closed
hand shows better results (figure 5.3i) compared with the CVF ( 5.3h).

5.3.3 Reflective object
In this scene a reflective object moves in front of a virtual sphere. Highly
reflective foreground objects mean that the RGB-D camera is often unable to
obtain accurate foreground depths. The obtained results are shown in figure
5.4 and table 5.3.

(a) Raw depth data (b) CVF method (c) This method

Figure 5.4: Reflective scene. Comparison of the presented method with raw
depth data and the approach proposed in [16].

Method Quantity Q Accuracy A

CVF 9431 598
Adaptive Trimap 13033 90
This method 7489 180

Table 5.3: Values of Q and A using CVF [16], Adaptive trimap [14] and the
presented method for the reflective scene

In this scenario, the Adaptive Trimap method generates a considerable
quantity of unknown pixels. This happens because the raw depth data edges
are far from the RGB edges of the bottle. Nevertless, the accuracy of the Adap-
tive Trimap is better compared with the proposed and the CVF trimap. The
latter is quite inaccurate (high value of A) and this leads to poor results, as
shown in figure 5.4b. Finally, it worth notice that the accuracy of the proposed
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trimap is half of that one of the Adaptive Trimap while the quantity of un-
known pixels in the proposed trimap is two times the quantity of unknowns in
the Adaptive trimap.

5.3.4 Nearby edges
In this case in the real scene is very complex. Indeed, the edges of the fore-
ground object are very narrow the edges of other background objects. The
obtained results are shown in figure 5.5 and table 5.4.

(a) Raw depth data (b) CVF method (c) This method

Figure 5.5: Nearby edges scene. Comparison of the presented method with
raw depth data and the approach proposed in [16]

Method Quantity Q Accuracy A

CVF 9372 187
Adaptive Trimap 11319 23
This method 10459 70

Table 5.4: Values of Q and A using CVF [16], Adaptive trimap [14] and the
presented method for the nearby edges scene

Figure 5.5b shows that the final matte produced by the CVFmethod is very
inaccurate. Indeed, since the alpha values are computed using only the guided
filter, the presence of many strong edges in the unknown area considerably
affects the final result.

In terms of quantity and accuracy of the trimap , the Adaptive Trimap gen-
erates more unknown pixels but is more accurate while the presented trimap
has less unknown pixels but it is less accurate.
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5.3.5 Motion
In this scene the foreground object moves very fast in front of a virtual sphere.
Due to the motion the RBG foreground is blurred and its edges are not easily
detectable. For this reason, it is not possible to compute the value of A. The
obtained results are shown in figure 5.6 and table 5.5.

(a) Raw depth data (b) CVF method (c) This method

Figure 5.6: Motion scene. Comparison of the presented method with raw
depth data and the approach proposed in [16]

Method Quantity Q

CVF 9896
Adaptive Trimap 14225
This method 9970

Table 5.5: Values ofQ using CVF [16], Adaptive trimap [14] and the presented
method for the motion scene

The results show that the quantity of unknown pixels generated by the
Adaptive Trimap is much more higher compared with the other two trimaps.
This happens because the RGB image is blurried and, therefore, the edges are
not well-defined. Moreover, from a qualitative point of view, the results of
both the presented method (figure 5.6c) and the CVF method (figure 5.6b) are
not visually pleasant, even though the latter is slightly better.
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5.3.6 Fuzzy edges
In this scene the foreground is characterized by a real object with fuzzy edges
(hair) in front of a virtual sphere. The obtained results are shown in figure 5.7
and table 5.6.

(a) Raw depth data (b) CVF method (c) This method

Figure 5.7: Fuzzy scene. Comparison of the presented method with raw depth
data and the approach proposed in [16]

Method Quantity Q Accuracy A

CVF 10299 1075
Adaptive Trimap 16767 871
This method 11823 639

Table 5.6: Values of Q and A using CVF [16], Adaptive trimap [14] and the
presented method for the fuzzy edges scene

The best performance in terms of accuracy is achieved by the proposed
method. Moreover, despite the CVF trimap is better in terms of number of un-
known pixels, the great value of A clearly affects the final result (figure 5.7b).
On the other hand, the adaptive trimap algorithm applies a bigger dilation to
the fuzzy regions and, therefore, the number of unknown pixels is much greater
compared with that of the other two trimaps.
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5.3.7 Mixed color
In this scene the foreground is a regular object characterized by many colors
instead of a dominant one. The obtained results are shown in figure 5.8 and
table 5.7.

(a) Raw depth data (b) CVF method (c) This method

Figure 5.8: Mixed color scene. Comparison of the presented method with
raw depth data and the approach proposed in [16]

Method Quantity Accuracy

CVF 4219 250
Adaptive Trimap 6615 18
This method 6159 66

Table 5.7: Values of Q and A using CVF [16], Adaptive trimap [14] and the
presented method for the mixed color scene

In this last case, the best performance in terms of quantity of unknown
pixels is achieved by the CVF trimap. The latter, however, has a high number of
edge pixels not covered. On the other hand, the Adaptive Trimap outperforms
in terms of accuracy but the number of unknown pixels is very high. For this
reason, the presented method represents a valid trade-off in terms of accuracy
and quantity.
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Discussion

This chapter will discuss the main findings based on the results presented in
Chapter 5.

In the simple case (section 5.3.1), all the three trimap methods perform
quite well in terms of accuracy (table 5.1). Moreover, it is clear that the adap-
tive trimap method classifies much more pixels as unknown. This is even
more evident in the reflective (section 5.3.3), motion (section 5.3.5) and fuzzy
(section 5.3.6) scenarios (tables 5.3, 5.5, 5.6). On the other hand, tables 5.1,
5.2 and 5.7 show that CFV method tends to classify less unknown pixels than
either adaptive trimap and the presented method. However, the accuracy is
generally worse than the other two methods.

In general, the adaptive trimap algorithm leads to a small number of edge
pixels uncovered. However, the results show that to obtain a slightly smaller
number of A it is necessary to increase the number of unknown pixel greatly.
For this reason, the proposed method represents a valid trade-off in terms of
accuracy A and quantity Q

Furthermore, from the results it is evident that RGB-D cameras cannot
be used directly to handle occlusion to provide quality results (figures 5.4a
and5.7a). However, in simple scenes, in which the provided data are not very
noisy, the naïve method might lead to acceptable occlusion (figure 5.8a) al-
though the noise along the edges always remains.

Furthermore, also from a qualitative point of view, the presented method
leads to better results in most of the presented scenarios. For example, in the
hand one (section 5.3.2), the final result of CVFmethod presents some artifacts
between the fingers either in the open hand and in the semi-closed hand case
(figures 5.3e and 5.3h). The hand case is very challenging because it is a
very irregular object and it is difficult to segment background and foreground

56



CHAPTER 6. DISCUSSION 57

when the hand is going to close. In this case, depth data do not detect the gaps
between fingers (figure 5.3g). Furthermore, between two fingers, the unknown
pixels in the trimap are surrounded mainly by foreground pixels. This leads
to classify some of them incorrectly as foreground in the alpha matting step
(Section 4.7). For this reason, in this last case, the presented method cannot
handle occlusion in a proper way. However, it leads to a better outcome (figure
5.3i) compared to CVF method (figures 5.3h).

Moreover, the CVFmethod is based on the basic assumption that raw depth
edges are spatially close to the corresponding color edges. However, this as-
sumption is not always true. For instance, in the reflective (section 5.3.3) and
fuzzy (section 5.3.6) scenarios the CVF method leads to poor results and a
high value of A. This occurs because the unknown region of the CVF trimap
is computed using the edges of an image similar to the distance image (figure
4.5) and, therefore, the result is strongly affected by the depth data boundaries.

On the other hand, the proposed method is strongly influenced by the fore-
ground colors. In this case, the foreground histogram is quite spread and,
therefore, the probability computation might fail (figure 5.8c). To reduce this
problem, depth data are merged with the probabilities by creating images IF
and IB (Section 4.3). Indeed, the main idea behind this method is to use depth
data when color information are not sufficient and vice versa, thus relying in
both.

Furthermore, the CVF method slightly outperforms in the motion scene
(section 5.3.5) in which the foreground RGB image is blurred due to the fast
motion. In this case, the proposed method not only categorizes more pixels as
known (high value ofQ), but also cannot detect the space between two fingers
leading to a visually unpleasant result.

Finally, the nearby experiment (section 5.3.4) shows that edge-aware based
methods, such as [16], tend to produce artifacts along edges of the real scene
(figure 5.5b).

To conclude, the proposed method tends to generate more accurate and
visually pleasing results for the proposed scenarios, especially in irregular,
fuzzy or reflective ones (sections 5.3.2, 5.3.6 and 5.3.3 respectively), compared
to two relevant state of the art examples.



Chapter 7

Conclusions

This reseach has shown that it is possible to handle occlusion in augmented
reality contexts in unknown environments using only an RGB-D sensor.

Moreover, it has been shown that data provided by the RGB-D sensor are
typically noisy and incomplete to be applied directly. For this reason, it has
been presented a new method in which both depth and RGB data are used to
merge the real and the virtual environment. This method can operate either
only on a single frame or on multiple frames in order to use the information
of the previous frame segmentation. To recap, it makes use of image pro-
cessing techniques such as morphological transformations, thresholding and
edge-aware filter in order to create the final augmented image, in which the rel-
ative position between the real and the virtual object is correct. Moreover, an
image matting technique has been used to realize a smooth transition between
the real foreground and the virtual object.

However, the key of the proposed method is the automatic trimap gen-
eration which is based on both the color distribution information of the real
scene and the raw depth data. For this reason, a comparison approach has been
used to compare the proposed trimap method to those generated by current
state-of-art methods in several scenes. It has been shown that the accuracy of
the proposed method is better compared with the quantity of unknown pixels.
Moreover, it has been shown that when the foreground color is not uniform,
the occlusion quality tends to get worse. To conclude, this algorithm can serve
as a promising starting point for further studies in dynamic occlusion handling
in AR applications.
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7.1 Future work and improvement
Although this method produces visually pleasing results, it has some limita-
tions. For instance, the multiframe mode is based on the assumption that the
background is static which implies that the RGB-D camera is static as well.
Therefore, when this assumption is violated, the multiframe part might not
perform well and it is necessary to use the single frame mode. It would be
interesting to explore the possibility of automatically switching from single
frame to multiframe depending on the scenario. For instance, a possible so-
lution might be to memorize the content of the background during the single
frame mode and switch to the multiframe one when it remains unchanged for
a number of frames. Moreover, tracking the pose of the RGB-D sensor could
improve considerably the method as it would be possible to detect which ob-
jects are static or dynamic in the scene. This could also overcome the previous
limitation because it would allow to use the multiframe mode also when the
RGB-D camera is not static.

Likewise, it would be also interesting to find a way to choose the weights
automatically depending on the circumstances. Indeed, in some situations,
such as background and foreground similar in color or not uniform foreground
color, it is safer to trust more on depth data instead of color data. One possible
way might be to use the color information in order check the color distribution.

Furthermore, in the presented method the histogram is computed using
the most significant channel of a three channels color space. Using all three
channels could improve performance. However, other colour models such as
Mixture of Gaussians could also be used.

Moreover, detection and tracking of the foreground objects could be con-
sidered to enhance the robustness of the algorithm.

Finally, this method could be speeded by implementing it on the GPU in-
stead of CPU. This should allow the method to work in almost real-time.
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