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Abstract

Characterizing the expression level of genes (transcriptome) in cells and tis-

sues is essential for understanding the biological processes of multicellular or-

ganisms. RNA sequencing (RNA-seq) has gained traction in the last decade

as a powerful tool that provides an accurate quantitative representation of the

transcriptome in tissues. RNA-seq methods are, however, limited by the fact

that they provide an average representation of the transcriptome across the

tissue. Single cell RNA sequencing (scRNA-seq) provides quantitative gene

expression levels of individual cells. This enables the molecular characteri-

zation of cell types in health, disease and developmental tissues. However,

scRNA-seq lacks the spatial context needed to understand how cells interact

and their microenvironment. Current methods that provide spatially resolved

gene expression levels are limited by a low throughput and the fact that the

target genes must be known in advance.

Spatial Transcriptomics (ST) is a novel method that combines high-resolution

imaging with high-throughput sequencing. ST provides spatially resolved

gene expression levels in tissue sections. The first part of the work presented

in this thesis (Papers I, II, III and IV) revolves around the ST method and

the development of the computational tools required to process, analyse and

visualize ST data.

Furthermore, the ST method was utilized to construct a three-dimensional

(3D) molecular atlas of the adult mouse brain using 75 consecutive coronal

sections (Paper V). We show that the molecular clusters obtained by unsu-

pervised clustering of the atlas highly correlates with the Allen Brain Atlas.

The molecular clusters provide new insights in the organization of regions like

the hippocampus or the amygdala. We show that the molecular atlas can be

used to spatially map single cells (scRNA-seq) onto the clusters and that only

a handful of genes is required to define the brain regions at a molecular level.

Finally, the hippocampus and the olfactory bulb of transgenic mice mim-

icking the Alzheimer’s disease (AD) were spatially characterized using the ST

method (Paper VI). Di�erential expression analysis revealed genes central in

areas highly cited as important in AD including lipid metabolism, cellular

bioenergetics, mitochondrial function, stress response and neurotransmission.

Keywords: RNA, RNA-seq, single cell, scRNA-seq, transcriptomics, spatial

transcriptomics, brain, 3D, Alzheimer’s disease.
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Sammanfattning

Karaktäriseringen av expressionsnivåer (transkriptomet) i celler och vävnader

är essentiell för förståelsen av biologiska processer hos multicellulära organis-

mer. RNA-sekvensering har vuxit i popularitet det senaste årtiondet, då det

är ett kraftfullt verktyg för att kvantifiera genaktivitet i vävnader. En svaghet

hos de existerande RNA-sekvenseringsteknikerna (RNA-seq) är att de endast

representerar ett genomsnitt av genuttrycket i en vävnad. Sekvensering av en-

skilda celler (scRNA-seq) ökar upplösningen av genaktiviteten från vävnad till

de enskilda cellernas genuttryck. Detta möjliggör molekylär karakterisering

av celler och celltyper relaterade till exempelvis hälsa, sjukdom och utveck-

ling. scRNA-seq saknar dock den spatiala kontext som behövs för att utröna

cellernas interaktioner och mikromiljö. De existerande metoder som erbjuder

en spatial upplösning av genuttrycket är dock begränsade både i att de är

svåra att applicera på större provmängder samt att de gener en vill kvantifi-

era uttrycket av måste bestämmas a priori till experimenten.

Spatial Transcriptomics (ST) är en nyutvecklad metod som kombinerar högupp-

lösta vävnadsbilder och stora mängder RNA-seq-data. ST möjliggör spatial

kartläggning av genuttrycksnivåer i våvnadssnitt. De första artiklarna i denna

avhandling (Artiklar, II, III, IV) fokuserar på ST-metoden och utvecklingen

av beräkningsverktyg nödvändiga för att bearbeta, analysera och visualisera

ST-datan.

ST-metoden applicerades på 75 konsekutiva koronala vävnadssnitt för att

konstruera en tredimensionell atlas av en vuxen mushjärna (Artikel V). Vi

visar att de molekylära klustrena, erhållna via oövervakad (unsupervised)

klustring, överensstämmer till hög grad med Allen Brain Atlas. De mole-

kylära klustrena informerar om 3D-strukturer i regioner såsom amygdala och

hippocampus. Vi visar att den molekylära atlas vi skapat kan användas för

att assignera enskilda celler till klustrena samt att enbart uttrycket hos en

handfull gener behövs för att definiera hjärnans regioner på en molekylär nivå.

Slutligen, så användes ST-metoden för att spatialt karaktärisera hippocampus

och luktloben hos transgena möss vilka genmodifierats till en Alzheimerslik-

nande genotyp (Artikel VI). Gener tidigare kända för att vara associerade

med Alzheimers sjukdom d.v.s. involverade i fett- och cellmetabolism, mi-

tokondriell funktion, stressrespons och nervsignalering identifierades genom

di�erentiell expressionsanalys.

Nyckelord: RNA, RNA-seq, enskilda celler, scRNA-seq, transkriptomik, spa-

tial upplöst transkriptomik, hjärna, 3D, Alzheimer sjukdom.
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1 Introduction

1.1 The building blocks of life

Every living multicellular organism is, at its core, composed of small molecules
that interact between one another. Molecules can assemble together to form bigger
molecules and this leads ultimately to the formation of cells, tissues and organs.
The type of molecules and the interactions between them is what determines the
structure of the more complex molecules and their specific function.

One of the most important molecules is the deoxyribonucleic acid (DNA). The
DNA is stored and packaged in the cell’s nucleus in structures called chromo-
somes. The DNA contains all the information that is required in order to build
"the blocks" that make us what we are, this information is essentially our blueprint.
The information contained in the DNA is passed on trough generations and it is
what characterizes all the species and di�erentiates all individuals. The DNA is
composed of two chains that bind together and form a double helix structure (Figure
1). Each chain consists of a sequence of even smaller molecules called nucleotides.
There are four di�erent nucleotides in the DNA, adenine (A), thymine (T), guanine
(G) and cytosine (C). Nucleotides interact with one another forming bonds in a
specific order, this makes the DNA capable of storing massive information like bits
in a computer or letters in an alphabet. Both chains (strands) are complementary
and contain therefore identical information, the main reason for this is to be able
to replicate the DNA during cellular division.

The DNA molecule was isolated and discovered in 1869 by Friedrich Miescher but
it was not until 1953 that James Watson and Francis Crick unraveled its molecular
structure and function [110]. This was facilitated by Rosalind Franlin’s work on X-
ray di�raction images of the DNA. However, it took few decades more (late 1970s)
when the development of sequencing technologies gave us access to the informa-
tion contained in the DNA (genome). Sequencing in a way means deciphering,
basically reading the biological information stored in the DNA and transforming it
into a format that can be stored, analyzed and interpreted. Being able to sequence
a genome revolutionized the study and understanding of organisms, diseases and
species. Sequencing technologies evolved rapidly as they became cheaper, more
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accurate and with a higher throughput. By the late 1990s the development of
high-throughput DNA sequencing (Next Generation Sequencing)a technologies fa-
cilitated the sequencing of complete genomes. By 2001 a first draft of the sequence
of the human genome was reported [104, 54], this achievement costed one billion
US dollars and took ten years to complete. The human genome has around three
billions nucleotides so one can get an idea of the massive amount of information
contained in it. The field has really grown in the last decade to the point that last
year I was able to get my whole genome sequenced for a few hundreds US dollars
[67].

Figure 1: Graphical representation of the two DNA strands (adjusted from Wiki-
media Commons)

aA sequencing technology that produces more data at a lower cost.
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1.2 Genes and proteins

The DNA contains the information but how this information is used to generate the
molecules that perform the biological functions is described in the central dogma
of molecular biology [13] (Figure 2). The central dogma states that the DNA con-
tains the information (genes) that are transcribed into ribonucleic acid (RNA)
molecules that are then translated into proteins.

Figure 2: The central dogma of molecular biology

RNA molecules are single stranded and composed of a sequence of nucleotides, ade-
nine (A), cytosine (C), guanine (G) and uracil (U) and these are complementary
to the DNA nucleotides in a one-to-one relationship except the thymine (T), which
is replaced by uracil (U).

RNA molecules are mediators, synthesizers and regulators of proteins. The RNA
molecule that encodes for proteins is the messenger RNA (mRNA), there exists
other types of RNA molecules with diverse functionalities such as communication
or transport [19].

The transcription is performed by an enzyme called RNA polymerase, which tran-
scribes specific sections (genes) of either one of the DNA strands to generate mRNA
molecules (transcripts). The transcription is performed in a specific direction,
from the 3’ end to the 5’ end of the strand (Figure 1). During transcription a
pre-mRNA molecule is created, the pre-mRNA is capped on the 5’ end with a G
nucleotide and a poly-A tail is attached to the 3’ end. After this, non-coding in-
trons are removed (spliced) and coding exons are assembled together resulting in
a mRNA molecule. This process is performed in the nucleus and it is illustrated in
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(Figure 3). The same gene coding region may produce di�erent mRNA molecules
(isoforms) by having di�erent arrangements of the exons in a process called al-
ternative splicing.

Proteins are the molecules that characterize cells, tissues and organs. Proteins
act as transporters, communicators and performers of the biological functions. A
protein is composed of peptides, which are defined by a sequence of amino acids.
The animo acids and their order are defined in the sequence of nucleotides of the
mRNA molecule that the protein is translated from. Every three consecutive nu-
cleotides (codon) in the mRNA molecule encode for a certain amino acid. The
translation of mRNA to protein occurs in the ribosome of the cell.

There are more than twenty thousands known protein coding genes in humans
[76]. Each protein has a specific function and can interact with other proteins.
These protein-protein interactions can be categorized as networks when they per-
form a specific function and they can range from a few to hundreds of proteins.
These networks mediate and control most of the biological processes.

Figure 3: Schematic of the RNA splicing process
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2 Transcriptomics

Being able to measure the composition and concentration of RNA molecules and
proteins in cells and tissues is crucial in order to understand biological processes,
diseases and to identify candidate targets for treatment. Quantifying proteins is
more laborious and expensive than quantifying RNA molecules [89]. The concen-
tration of messenger RNA (mRNA) molecules correlates to a certain extent with
the concentration of the proteins that they encode for. However, the rate of tran-
scription, the protein degradation ratios and the fact that not every mRNA will
translate into proteins have an e�ect in the correlation [61, 107].

The transcriptome of a cell or tissue can be defined as the composition and
location of the RNA molecules. The RNA molecule that is usually chosen to be
quantified is the mRNA, since mRNAs encode for proteins. It is common in the
field to refer to the amount of mRNAs of a specific gene as the gene expression
level of the gene.

There are di�erent methods available for measuring the expression levels of genes.
Early technologies like Nothern blotsa and quantitative polymerase chain reaction
(qPCR)b lacked throughput, in the case of the former also resolution and accuracy.
Technologies like microarrays and specially RNA-seq (sequencing-based) have
enabled the study of the transcriptome with accuracy, high throughput and e�-
ciency. Other sequencing-based technologies like expressed sequence tags (EST),
serial analysis of gene expression (SAGE) and cap analysis of gene expression
(CAGE) will not be covered here.

Microarrays and RNA-seq technologies rely on the ability of the enzyme reverse
transcriptase (RT) to use RNA as a template to generate complementary DNA
(cDNA). They are usually referred as bulk RNA methods and they are currently
the most commonly used methods for measuring gene expression levels in tissues.
Recent technologies like single cell RNA sequencing (scRNA-seq) can provide gene
expression levels of individual cells.

aA technique where a single hybridization probe is used to measure levels of expression of a
particular gene.

bA technique where a specific DNA or cDNA sequence is targeted, amplified and measured.
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2.1 Microarrays

Microarrays were introduced in the 1990s and have been, for many years, the golden
standard in the transcriptomics field. They are probably still one of the most used
methods. Early versions of microarrays were limited by a handful number of genes.
Although, currently there are microarrays capable of detecting and measuring the
level of expression of tens of thousands of genes. The basic principle is to immobilize
probes (oligonucleotides)a by printing or photoloitographic methods. The probes
are complementary to a known region of the genes of interest and they are usually
located in small circular regions (spots).

Schematically, the mRNA is extracted from the tissue sample and converted to
cDNA molecules, which are labeled with a fluorescent molecule, fragmentedb and
released on the slide (array). The cDNA fragments will hybridize (attach) to their
respective probes. After this, the array can be scanned to measure the intensity lev-
els of the fluorescent molecules. The more cDNA fragments a spot has "captured"
the more intensity it will radiate. This procedure can be performed at once with
RNA from di�erent samples or conditions by using di�erent labeling molecules
(colours) [7]. Once the intensities have been adjusted for background noise and
normalized, one obtains relative intensities for each gene (available in the array).
The relative intensities should resemble the gene expression levels of the sample.
Normalization is a very important concept to grasp in order to avoid incorrect in-
terpretations of the real levels of expression, it will be explained in more detail in
Chapter 4.

Microarrays are relatively cheap and easy to use. However, they have certain im-
portant limitations. They cannot detect novel genes and they cannot measure
splice events generated by alternative splicing. They also have a poor dynamic
range and low sensitivity. Their data is generally noisy, prone to false positives and
hard to compare with data from other experiments or di�erent array manufacturers.

aA sequence of DNA or RNA that can hybridize (pair) to molecules with their complementary
sequences.

bSplit into similarly sized smaller molecules.
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2.2 RNA sequencing (RNA-seq)

The development of high-throughput next-generation DNA sequencing (NGS) in the
late 2000s enabled the sequencing of large genomes with a high read-out. Sequenc-
ing instruments are designed to sequence DNA molecules. RNA molecules can be
reverse transcribed into cDNA molecules that can then be sequenced. The first two
studies that used next generation sequencing to sequence the transcriptome were
published in 2008 [72, 11], the term RNA-seq was first introduced the same year
in another publication [73]. Several studies followed thereafter [109].

RNA-seq have become the standard for the study of the transcriptomic in tis-
sues. RNA-seq overcomes the main issues of microarrays providing less noisy data
with a higher dynamic range, higher reproducibility, more sensitivity (detection of
lowly and highly expressed genes) and more importantly the possibility to detect
novel genes and splice events. Most of the RNA-seq methods use poly-A selection
to capture mRNAs, which represents around 1-5% of the RNA molecules in the cell.

In a typical RNA-seq experiment, RNA molecules are isolated, extracted from the
biological sample, converted to cDNA and captured using poly-T primers. The tra-
ditional procedure has been to fragment and amplify the material prior sequencing.
However, there are nowadays methods capable of sequencing full cDNA molecules
without amplification. These steps may vary depending on the sequencing technol-
ogy.

A RNA-seq librarya usually contains between hundreds of thousands and millions
of reads, a read is generally between 35 and 500 base pairs (nucleotides) long.
Read is the term most commonly used to refer to a sequenced fragment of a cDNA
molecule (transcript).

RNA-seq libraries can either be strand-specific or non-strand-specific. In the latter,
there is no information on which direction/strand the transcript was transcribed
from, this makes it harder to identify antisenseb and novel transcripts. Conversely,
in the former, the direction/strand is known and this is usually achieved by adding
specific tags to the molecules during the library preparation. Knowing the direction
of the transcripts facilitates the identification of antisense and novel transcripts as
well as splice events.

RNA-seq libraries are not free of issues. One common issue is the presence of
ribosomal RNA (rRNA), which is the most abundant RNA molecule in the cell.
It is common practice to deplete (remove) the rRNA content after RNA extrac-
tion. Capturing by poly-A tail results in a considerable amount of rRNA molecules

aA common term used to define the data generated in a transcriptomics experiment.
bA mRNA molecule that is complementary to the mRNA that encodes for a protein and can

hence stops the transcription.
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present in the library, given that rRNA molecules may contain stretches of A’s. The
rRNA molecules can also be removed computationally after sequencing, this will
be covered in Chapter 3. The poly-A selection step may also cause a 3’ bias, which
means that the fragments closer to the 3’ end of the transcript are over-represented
in the library. The amplification step may cause a size bias for shorter transcripts
and it will also generate duplicates (PCR duplicates), which are exact copies of
the same transcript. PCR duplicates can be removed computationally or during
the library preparation. RNA-seq libraries also contains errors generated during
amplification and sequencing; an error in this context means a base or a sequence
of bases that are incorrect due to technical reasons.
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2.3 Single cell RNA sequencing (scRNA-seq)

RNA-seq is a very powerful tool that has been used by researchers in order to
understand and decode many biological processes in numerous organisms, both in
homeostasis and disease. It has, however, a major limitation. RNA-seq libraries are
typically generated from tissue samples with a population of thousands or hundreds
of thousands of cells. Depending on the tissue, the diversity among these cells can
be high; cells belonging to the same tissue may be heterogeneous in terms of func-
tionality, but also they may be at di�erent states or have substantial di�erences in
the level of expression of their genes.

Ideally, one would want to measure the transcriptome of each individual cell in-
stead of having an average measurement of gene expression levels across the
tissue [86], which is what basically a RNA-seq experiment provides. An average
representation may be su�cient to answer a wide range of biological questions.
However, one must keep in mind that expression levels are an average and that
there will be a bias towards the most abundant cells and transcripts. The amount
of information that is missed is important and could be used, for instance, to study
the cell microenvironment, characterize di�erent cell types or diseased cells and
decode the cellular functions to name a few [84].

Single cell RNA sequencing (scRNA-seq) provides gene expression levels for
individual cells. The first method capable of generating gene expression measure-
ments for single cells was introduced in 2009 [95], this method was later improved
and named QUARTZ-seq. Other methods methods appeared in the following years;
STRT-seq, which was published in 2011 [38] and improved in 2014 [36], CEL-seq,
which was published in 2012 [35] and improved in 2016 [34] and SMART-seq, which
was published in 2012 [32] and improved in 2015 [78] and the list expands [114, 93].

Essentially, most of scRNA-seq methods are based on the same principles that were
introduced in the previous section (RNA-seq), with the exception that cells must
be isolated and the RNA molecules must be tagged. The tagging is commonly
achieved by encapsulating the cells in water-in-oil droplets that have an unique
identifier (barcode). After this, some type of poly-A capture step is performed and
this is followed by reverse transcription to obtain cDNA molecules like in a regular
RNA-seq experiment; resulting cDNA molecules are amplified. Amplification is a
crucial step when performing scRNA-seq experiments due to the low concentration
of RNA molecules in cells, sometimes even few molecules per gene. Sequencing by
high-throughput NGS is performed after the amplification. The main di�erence
with respect to a RNA-seq dataset is that each read contains a molecular identifier
(barcode) of its droplet, thereby making it possible to computationally assign the
reads to the cells they belong to.

scRNA-seq opens up a whole new range of possibilities to study and understand
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the cells and their heterogeneity [37]. However, there are important issues and
limitations that must be taking into consideration. The extensive amplification
that is required due to the lack of material (RNA) in each cell generates noise and
bias. Also, the expression level of genes in cells may be altered during the library
preparation, which is another source of noise. Transcriptional burstinga and a high
drop-out rateb are other factors to take into consideration. Another limitation fac-
tor is the need of fresh tissue due to the rapid degradation of the RNA molecules.
There are, however, methods that enable to work with frozen tissues by extracting
the RNA molecules from the nucleus (single nucleus RNA-seq or snRNA-seq) [53].

aThe transcription process from DNA to RNA is known to occurs in bursts with di�erent
intensities.

bA phenomenon that occurs when certain genes in a cell go undetected due to technical reasons.
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2.4 Spatially resolved gene expression measurements

As mentioned in the previous chapter, scRNA-seq methods are a great tool for
the study of the transcriptome in tissues and cells. However, they lack the spatial
context needed to understand their tissue microenvironment in health and disease
[14, 58]. It is therefore crucial to not only know the expression levels of genes but
also their spatial location.

Most of the methods that can currently provide gene expression levels together
with spatial information can be grouped into three categories:

• Laser capture (LCM) [20] where a laser manually guided with the help of
a microscope is used to dissect cells. The dissected cells are then processed
separately using RNA-seq or scRNA-seq [88]. The problems associated with
this type of technology are the low throughput, the labouriosity of the proce-
dure and the fact that the cells of interest and their location must be known
in advance.

• In-situ hybridization (FISH, smFISH) [26] where fluorescent labeled probes
with specific RNA capture sequences are di�used into the tissue of interest
whereby they hybridize to the target gene/s. A high-resolution microscope
can then be used to visualize and measure the signal for each of the probes
used (colour). In-situ hybridization is a good technique if one wishes to study
one or few genes at a time. It has also been used in combination with scRNA-
seq to successfully locate cell signatures in a spatial context between the tissue
[87]. The main limitations are the low throughput and the fact that the target
genes must be known in advance.

• In-situ sequencing (ISS) [44] where a specifically designed probe is attached
to the RNA molecules of the genes of interest. These molecules can then be
sequenced and also visualized in-situ. The problems associated with in-situ
sequencing methods are the low throughput (number of genes) and the fact
that one needs to know what genes to target in advance.

All the technologies listed above can provide accurate spatial information of
specific genes at a cellular level, they can also be used in combination with scRNA-
seq to locate cells in a spatial context using gene signaturesa. However, they all
share two limitation factors. The low throughput (number of genes) and the fact
that the genes of interest must be known in advance.

aA cell’s gene signature is the expression profile of the cell that uniquely characterizes it.
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Spatial Transcriptomics (ST) is a method that has been developed at KTH
in Stockholm. ST provides both high-resolution imaging coupled together with
sequencing-based measurements of gene expression levels. It was first published in
2016 [92], a paper that is included in this thesis (Paper I). The work presented in
this thesis revolves around the ST method, more specifically the development of
computational tools for processing, analysis and visualization, as well as the appli-
cation of these tools to try to address biological questions.

ST is described in more detail in (Paper 1). Briefly, the process starts by printing
on a glass slide (array) spots that are composed of 200 millions (on average) poly-
T capture probes. A thin tissue section is placed onto the array, fixated, stained
and imaged by high-resolution microscopy. The RNA molecules are permeabilized
from the tissue and consequently captured (hybridized) by the probes of the spots
lying under them. The cDNA from the captured RNA molecules is then released
from the array prior removal of the tissue, this is followed by a protocol similar to
RNA-seq (with some adaptations) to generate a library.

The crucial part is that every capture probe has a molecular id (barcode) which is
unique to the spot. This barcode is present in the reads generated by the sequencer
and can therefore be used to place the reads (gene expression values) in a spa-
tial context. These barcodes resemble the barcodes used in scRNA-seq with the
di�erence that the ST barcodes contain spatial information. The high-resolution
image of the section can be used to visualize the gene expression measurements in
the location of the tissue that they originated from. ST provides high-throughput
accurate quantitative data, spatial information and high-resolution imaging. It has
been successfully applied to di�erent tissues and organisms [85, 31, 106, 3, 40].
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3 Data processing

The previous chapters have focused on the biological principles behind genes and
proteins, their relevance and the most common technologies that are used to mea-
sure gene expression levels in cells and tissues. This chapter focuses on the data
processing part. The di�erent computational steps that are performed in order
to transform the raw data a into meaningful and valuable information that can
be analyzed and interpreted. I will focus more on sequencing-based methods and
more specifically on scRNA-seq, these methods are basically the same for Spatial
Transcriptomics (ST).

As described in Chapter 2, the final step in the library preparation of every sequencing-
based method is the sequencing. There are di�erent sequencing technologies avail-
able, being Illumina [4] the most popular one. The typical output of a sequencer is
one or two FASTQ files depending of the protocol (single-end or paired-end). In
the case of scRNA-seq it is always two FASTQ files. A FASTQ file is composed of
a list of records whereby each record represents a sequenced fragment (read) of a
transcript. Each record has three elements:

• Header : a sequence of characters that is unique to the record. This is very
useful to trace read pairs in paired-end libraries.

• Sequence: a sequence of DNA nucleotides that represents the cDNA sequence
of the fragment. This sequence may also include a barcode, an index, adaptors
and other sequences added during the library preparation.

• Qualities: a sequence of quality scores [24] (one score per nucleotide) that
represents the probability of how likely is a nucleotide to be erroneous.

For paired-end protocols, it is common practice to refer to the FASTQ file containing
the reads sequenced from the 3’ end to the 5’ end of the cDNA fragment as R1
and the reads sequenced in the opposite direction (5’ - 3’) as R2. Most scRNA-seq
methods use paired-end sequencing, since they need to include in R1 a barcode
(cell id) and optionally an UMI (Unique Molecular Identifier).

aRaw data is the common expression used to refer to the data generated by the sequencer
that has not been processed.
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3.1 Quality control (QC)

The whole set of FASTQ records generated by the sequencer is what is usually
called raw data. It is common practice to perform a quality assessment of the raw
data by generating some metrics. The most common metrics are:

• Quality distribution: the distributions of quality scores per nucleotide.

• G/C content: the relative amount of G’s and C’s in a read and their distri-
bution across the entire set.

• rRNA content: the relative amount of reads coming from rRNA molecules.

• Artifacts: the relative amount of artifacts such as stretches of T’s or A’s.

• Bias detection: the presence of certain trends such as 3’ end, 5’ end and
strand biases.

• Adapters detection: the presence of certain adapters sequences added during
sequencing or amplification.

It is also common practice to discard or trima reads using the information provided
by some of these metrics. For instance to remove adapters, artifacts and low quality
sections of the reads.

There are several tools that can compute these metrics when provided raw FASTQ
files. FastQC [2] is one of the most widely used. It provides all of the metrics listed
above except the rRNA content. Another handy tool is MultiQC [23], which pro-
vides a very nice web interface and can collect and merge metrics from most data
processing tools. An example of MultiQC can be seen in (Figure 4).

The rRNA and other non-coding RNA (ncRNA) molecules can be detected and
measured by aligning the reads to a sub-genome that only contains the regions
coding for rRNAs and ncRNAs or by aligning the reads to the full genome and
then counting the amount of reads that align to rRNA and ncRNA regions. Reads
originated from rRNA and non-coding RNA molecules are usually discarded.

FastQC does not filter nor trim the FASTQ files. There are di�erent tools that
can do that, for example cutadapt [68]. One could also write a script that per-
forms the filtering and trimming. It is important to understand what metrics to
use and which are good values to use as thresholds for the di�erent metrics.

The filtering of duplicates is a crucial step and it is usually performed after
the alignment. Duplicates are multiple copies of the same cDNA molecule gen-
erated during amplification. A standard approach to detect duplicates is to look

aTrimming in this context means removing a portion of the read.
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at aligned reads that have the same orientation and start positions and keep the
one with the highest alignment score. A tool using this approach is included in the
SAMtools [59] package. Most scRNA-seq methods use a di�erent approach for de-
tecting and discarding duplicates. This approach is based on the use of a sequence
of nucleotides called unique molecular identifier (UMI) [39]. UMIs are added to
the cDNA molecules prior amplification and they are unique to each transcript.
This enables to computationally cluster reads by their UMIs (allowing for certain
mismatches) and then keep only one read per cluster (UMI). All the reads that
belong to the same clusters should be duplicates.

Figure 4: Distribution of quality scores from FastQC in MultiQC
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3.2 Alignment

Alignment is the most crucial step and also the most complex one. Once the raw
data has been filtered out based on some quality metrics, the next logical step is to
align (map) the reads to the reference genome of interest (the species). Align-
ing basically means assigning each read to a specific location of the genome based
on the sequence similarity. Aligners must also account for possible alterations in
the sequences of the reads (biological or technical), which makes the process more
di�cult. An entire book could be written on genome alignment, only the most
important details will be covered here.

Aligners can be categorized into two groups depending if they are designed with
hash tablesa like STAR [17] or the Burrows-Weeler transformb like Bowtie2 [55].
Generally, the reference genome is split into k-mersc of a specific size (seed) and
the starting position of every k-mer is stored. The first step is to find a list of
candidates k-mers based on sequence similarities and then select the best starting
position based on a local alignmentd. Aligners generate a list of matches e contain-
ing the genomic start and end positions (coordinates), the number of mismatchesf

(if any), the nucletotides skipped (if any), the strand, a quality score and some
other attributes. Aligners make use of a data format specially designed for storing
matches, the SAM format [59].

There are two important issues that arise when aligning reads, the multi-mapping
and the reads originated from splice junctions. Multi-mapping occurs when a read
aligns to multiple regions in the genome. Common approaches are to discard the
read, to select one region randomly or to select the region that gives the highest
score. Splice junctions are the boundaries between exons and introns where the
splicing takes place. Since the mRNA molecules are fragmented, some of the reads
may come from these regions and if that is the case they may fail to align. One
possible solution is to use a junctions database or to build one on-the-fly using the
reference annotation file and then try to align the un-aligned reads to this database.

All aligners need a genome to be used as a reference except in the case of de-
novo aligners g, which I will not cover here. There are reference genomes available
for most common species and these are curated and updated regularly. A popular
site to download reference genomes is Ensembl [113]. The reference genome file is

aA hash table is a popular fast structure in computer science that is used to store information
by an unique element (key).

bA text compression algorithm that is reversible.
cA set of sub-sequences of a defined size k present in a sequence.
dEnables the alignment of only portions of the read, this accounts for deletions and insertions.
eA match is a read that has been successfully aligned.
fA mismatch is a nucletotide in the sequence that failed to align.
gAn alignment method used when the genome reference is not available and must be assembled

from the reads.
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formatted in FASTA format (similar to FASTQ but without the qualities) where
each record corresponds to a chromosome.

It is important to keep in mind that the barcode and any other sequence that
may be present in the reads, like the UMI, must be trimmed out when performing
the alignment. Most aligners provide means to specify some trimming options in
either direction. Alternatively, one can map only R2 in cases where R1 does not
contain biological information.

A very useful tool to explore the aligned reads is a genome browser. A genome
browser is a graphical tool that provides users means to navigate and explore a
genome and also the distribution of reads aligned to it. There are plenty of genome
browsers and they usually come in the form of a website. Both UCSC [45] and NCBI
[79] provide online genome browsers to explore reference genomes and annotations.
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3.3 Annotation

Once the raw data has been quality filtered and aligned to the genome, the next
typical step is the annotation. Annotating, in the context of gene expression,
consists of counting the number of reads mapping to each gene. Annotation tools
need a reference annotation file. This file is usually organized as a tabulated matrix
where each row represents a gene and the columns represent di�erent attributes.
The most important attributes are the start position, end position, strand, chro-
mosome, feature type and type of RNA. The annotation file contains only genes
that have been annotated and validated by reliable sources. Most commonly used
file formats for annotation files are GTF and GFF. A popular site to download
the reference annotation files of most species is Ensembl.

The most widely used annotation tools for transcriptomics are htseq-count [1]
and feature-counts [60]. They both work in a similar way, they build a hash
table with each annotation record present in the reference annotation file and this
is followed by the iteration of the aligned reads present in a SAM file. In each iter-
ation, they look at the start and end positions of the read and assign a gene to it
if the positions intersect with any of the genes present in the reference annotation.
The strand and the chromosome are usually taken into consideration during the
intersection.

Few situations can arise when a read does not intersect uniquely to a gene:

• A read may annotate to two overlapping genes (ambiguous annotation).

• A read may annotate to two non-overlapping contiguous genes.

• A read may annotate to two di�erent non-overlapping and non-contiguous
genes.

Both htseq-count and feature-counts let the user choose what to do when these
cases appear, the most strict approach is to discard reads falling into these cate-
gories. Alternatively, one of the two genes can be chosen randomly or both genes
can be chosen which means that they both increase their counts by one.

The output from the annotation tool can be a SAM file where the gene name
is added as extra information (usually a SAM tag with the name XF) and also a
tabulated file with two or more columns being the most important the gene name
and the count. The count represents the number of reads annotated to the gene.
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3.4 De-multiplexing

For a general RNA-seq experiment the annotation step would be the last step in
the data processing pipelinea. The number of reads annotated to each gene are
interpreted as quantitative measurements of gene expression (counts). However,
scRNA-seq datasets have an extra level of information, the cells ids. This id comes
in the form of a barcode, which is a DNA sequence that is added during the library
preparation. The barcodes are unique to the cells and typically range from 12 to
24 nucleotides long.

De-multiplexing is the process by which reads are assigned to a reference barcode,
this means that reads that are originated from the same cell are assigned the same
barcode from the reference barcode file. Barcodes may contain errors, which makes
the de-multiplexing process a bit more di�cult. The general approach is to create
a hash table of unique barcodes from the reference file, iterate all the reads, ex-
tract their barcode and perform a string matching (sequence similarity) operation
allowing for certain mismatches. A more elaborated approach would be to create
k-mers from the list of reference barcodes and try to match the k-mers instead of
the whole barcode. In this case the reads also need to be split into k-mers of the
same size. The candidate barcode with the highest amount of k-mers matched is
selected. The k-mers approach was the method of choice in a tool introduced in
(Paper II).

When processing scRNA-seq datasets, the de-multiplexing step must always be
performed. The gene expression values must be reported for each individual cell.
There are di�erent alternatives for this, since one can de-multiplex the data at dif-
ferent steps of the pipeline. A common approach is to de-multiplex the raw data
prior to quality filtering and perform then the alignment and annotation steps sep-
arately for each cell. This has the advantage of not having to re-distribute the gene
counts among the cells. On the other hand, it is computationally more demanding.
An alternative approach is to de-multiplex the reads after the alignment, this means
that the alignment and annotation can be performed only once. This requires an
extra step to deconvolve the gene counts in each cell. This is the approach imple-
mented in (Paper II).

aIn bioinformatics the term pipeline is commonly used to refer to a set of computational steps
performed sequentially.
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4 Data analysis

The previous chapter covered the most important steps needed to process the raw
data generated in a standard sequencing-based transcriptomics experiment. This
is necessary in order to convert the raw data to a format that contains valuable
biological information, which can be analysed, visualized and interpreted.

The typical data format of a processed RNA-seq dataset would be a set of genes
and their respective expression values (counts). The format of choice for scRNA-seq
datasets is a matrix of counts where the genes represent the columns and the
cells barcodes represent the rows, each matrix cell stores the expression value of a
gene in a certain cell.

This chapter aims to briefly describe the most standardized and widely used meth-
ods for post-processing and downstream analysis of scRNA-seq datasets. These
methods can also be applied to Spatial Transcriptomics (ST) datasets with the con-
sideration that in a ST dataset the barcodes contain also the spatial information.
The spatial information can be used for spatial visualization of expression patterns
and clusters as shown in (Paper V) and (Paper VI).

There are multiple options and possibilities for downstream analyses of scRNA-seq
datasets [86, 37, 64]. The most commonly used are the unsupervised clustering
of cells based on their gene expression profiles and the di�erential expression
analysis to find gene signatures characterizing specific groups of cells. There is
no standardized pipeline or tool for each of these analyses even though the cata-
logue is constantly expanding [77, 80, 108, 90]. An important factor to take into
consideration is that each tool usually has a set of hyper-parametersa that a�ect
the outcome. Also, di�erent tools and parameters may work better depending on
the dataset being analysed. For this, one could follow a pragmatic and systematic
exploratory approach with multiple validations and iterations until the set of tools
and parameters for the task in question provides robust and reasonable results.

aA parameter or setting that is required for a tool to work and whose value will a�ect the
results.
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4.1 Post-processing

The quality filtering steps described in Chapter 3 are a good procedure to discard
low quality reads, reads originated from non-coding RNAs and duplicates generated
during amplification.

Not every sequenced cell is of good quality. Some cells may be dying, cycling,
lysated or just simply a�ected by artifacts originated during the library prepara-
tion. The distribution of sequenced mRNA molecules will not be uniform across
the cells, which means that some cells will have more reads (depth) than others.
Some cells may even have a considerably low amount of reads and genes detected.

It is therefore common practice to perform a post-processing and filtering step
on the processed dataset (matrix of counts), in order to discard "low quality" or
"noisy" cells and genes which would otherwise impact negatively the downstream
analyses. This is specially important if one aims to characterise cells or find genes
that are di�erently expressed between cell groups.

The most common measurements are:

• Reads per cell: the distribution of counts (reads) per cell.

• Genes per cell: the distribution of detected genes per cell.

• Cells per gene: the distribution of detected cells per gene.

• Mitochondrial RNA: the relative amount of mitochondrial RNA (mtRNA).

One example of the read and gene distributions (histogram) per cell can be seen
in (Figure 5). One can look at these histograms or instead simply use a specific
quantile value from the distributions in order to select an appropriate cut-o� value
to use for the filters. I prefer to apply the number of detected genes and reads per
cell filters jointly, since there may be cases where a cell may have few genes with
many reads or the contrary (many genes with low number of reads). To discard
low quality genes that have a poor range of detection over the cells, one can use a
fixed value or also look at the distributions to select a cut-o� value.

The reason to discard low quality cells and genes, as stated earlier, is that they
do not add valuable information for the downstream analysis but rather impact it
negatively, they are usually referred as noisy features or outliers. However, I per-
sonally try to not be very strict with these filters. Something to keep in mind is that
if we have several datasets that we want to analyse together, it is recommendable
to apply the filters per dataset if their distributions of reads and genes per cell are
di�erent.
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Figure 5: QC histograms of a ST dataset

The proportion of mtRNA molecules in a cell can also be used to discard cells,
cells with high abundance of mtRNA are probably damaged or dead and are usu-
ally discarded.

All the filters mentioned here are lower-bound filters, they target the cells with
a low number of reads and genes as well as the genes with a low range of detection
(detected in few cells). However, there are some studies [64] that suggest to apply
an upper-bound filter as well. This means discarding cells with a very high number
of reads and detected genes. The reason behind is that these cells are likely to be
doublets of multiple cells. Tools like Scran [65] and DoubletFinder [70] can be used
for detecting doublets.

All the filters mentioned here are relatively easy to implement if one is familiar
with programming languages like Python or R. There are, however, packages that
can compute these metrics and provide other useful QC functionalities such as
scanpy [111] and scater [69].

29



4.2 Normalization and batch correction

Discarding low quality cells and genes are recommendable steps that can be per-
formed in order to mitigate the e�ects of some of the technical variations generated
during the library preparation. However, this is generally not enough if one wants
to account for other unwanted e�ects like size di�erences between cells and the zero
inflationa in the matrix of counts. Ideally, one would want to adjust the expression
values to mitigate these e�ects, this is what is generally referred to as normaliza-
tion.

Normalization, in the context of gene expression, is a concept that was introduced
early on for microarrays and RNA-seq datasets. The purpose was to mitigate the
technical di�erences in gene expression between or in-between samples [81, 22].
The idea is to compute size factors (one factor per sample) that can be used to
adjust the expression values of the genes (counts) in an attempt to mitigate the
non-biological di�erences.

Some of the normalization methods developed for microarrays and RNA-seq datasets
are still being widely used for scRNA-seq datasets giving somewhat decent results.

The most commonly used are the following:

• Counts Per Million (CPM): the gene counts of each cell are divided by the
total counts of the cell and optionally multiplied by a factor of 10 or by the
mean value of all the total counts (all cells).

• Trimmed Mean of M-values (TMM): M-values (log expression ratios) are
computed for each gene using some cells as reference and some cells as test.
The gene counts of each cell are then divided by a factor which is computed
as the median of the M-values of the cell (excluding extreme values).

• Median of ratios (DESeq2): A geometric mean is computed for every gene
across all cells, then the gene counts of each cell are divided by a factor which
is obtained by computing the median of all the ratios of gene counts of the
cell and their geometric mean. This method requires genes to be expressed
in every cell (no zeroes).

The CPM and TMM normalization methods are included in the edgeR [83] package
and the median of ratios method is part of the DESeq2 [63] package. Nevertheless,
these normalization methods are easy to implement in any programming language.

The three methods listed above (bulk RNA methods) perform well for microar-
rays and RNA-Seq datasets [16] and can also be used for scRNA-seq datasets with

aZero inflation is a phenomena where one observes an increased number of zeros compared to
what one would expect from the underlying distribution.
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certain limitations [101]. The problem is that bulk RNA methods assume that all
cells have captured an equal amount of mRNA molecules and that genes have no
mayor di�erences in expression between cells, which is not true. Another problem
is that scRNA-seq datasets contain a large amount of zeroes, which is not the case
in microarrays and RNA-seq datasets. Bulk RNA methods may not necessarily
perform well in such cases. Few genes may gain a lot of weight in the computation
of the size factors, which can lead to incorrect results in the downstream analysis.

Some normalization methods have been specifically developed for scRNA-seq datasets,
being Scran [51] one of the most widely used. Scran pools groups of cells together
(aggregating their gene counts) to later compute size factors for each group. After
this, it deconvolves the size factors of the groups into cell level size factors using
a system of linear equations. Other tools that can be used for normalization of
scRNA-seq datasets are MAST [28] and SCDE [46]. However, Scran has been
shown to outperform them in simulated and real data [101].

All the normalization methods presented so far are linear. There are non-linear
methods available. Some are, for example, based on auto-encoders [21] or probabil-
ity distributions [102]. These methods may provide a more accurate normalization
and also adjust for batch e�ects but I will not cover them here.

Another way of normalizing the data that combines both experimental and com-
putational parts is by using spike-ins. Spike-ins are customized traceable RNA
molecules that can be added during the library preparation in equal amounts to
each cell. These molecules are assumed to be detected and sequenced uniformly.
One can then easily compute size factors using the amount of spike-ins present in
each cell. Spike-ins can also be used to measure how good a dataset is in terms of
sensitivity and specificity.

Normalization is a very important step, specially when one wants to perform dif-
ferential expression or unsupervised clustering analyses. However, there is another
source of technical variation that is caused by so called confounding factors. A
confounding factor could be for instance the sequencing instrument, the person
making the library, the technology used, the sequencing depth, the sample id, etc.
These factors are also known as batch e�ects and they can impact the down-
stream analysis if they are not mitigated in a procedure called batch correction.
Two tools that were designed for batch correction of microarrays and RNA-seq
datasets are limma [82] and Combat [41]. They both work in a similar way,
they fit a linear model from the gene counts using a set of di�erent covariatesa.
Once the model is fitted, one can select which covariates to be regressed out in
the data. Both tools output batch corrected counts and they are both compatible

aA covariate in this context is an attribute of the cells which could be biological or non-
biological (confounding factor).
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with scRNA-seq datasets providing decent results [9]. However, they are limited by
the fact that they both assume that the composition of cells in each batch is similar.

A non-linear method called mmCorrect [33] was specifically designed for batch
correction of scRNA-seq datasets. It is integrated in the package Scran and it works
by finding matching mutual nearest neighbours between the batches of cells. These
are then used to compute correction vectors by looking at the di�erences between
gene expression between the cells and averaging them. The widely used package
Seurat also provides a non-linear method for batch correction based on a canonical
correlation analysis [8], which can also be used to integrate datasets from di�erent
technologies.

A simple normalization method that is widely applied in statistics is the log trans-
formation. Transforming the counts to log space mitigates the mean-variance rela-
tionship and makes the data more normally distributed. Using the log-transformation
after normalization is advisable before performing an unsupervised clustering of
cells, specially if the method of choice assumes the data to be normally distributed.

All the normalization methods described here work on a cell basis. However, it is
not uncommon to normalize the data in a gene basis to make genes have zero mean
and unit variance across the cells. This normalization is called z-transformation
or standard transformation and can be particularly useful when performing un-
supervised clustering of cells, since all genes are weighted equally. However, one
must take into consideration that this transformation assumes that the gene counts
are normally distributed, it also assumes that the distributions are the same in
di�erent datasets.
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4.3 Dimensionality reduction

Dimensionality reduction is a popular technique in machine learning and statis-
tics that consists of reducing a multi-variable dataset to lower dimensions whilst
maintaining most of the information. For example, a scRNA-seq dataset with 10000
cells and 20000 genes could be reduced to 10000 cells and 2 or 3 dimensions, this is
called the manifold representation of the dataset. These 2 or 3 dimensions should
capture most of the variability, hidden information and structures present in the
20000 genes. Having the dataset reduced to a lower dimensional space opens up
many possibilities for analysis and visualization.

One important concept to take into consideration is the selection of features to
avoid the curse of dimensionalitya. Dimensionality reduction algorithms per-
form better with no more than hundreds or few thousands features (genes) and
it is important to make sure that the number of genes is considerably lower than
the number of cells (observations). In addition to this, many genes do not vary in
expression across the cells or vary in expression in a similar way than other genes.
The most common approach is to remove genes with low variance or dispersion
across all cells. There is no optimal number here and it depends on the dimensions
of the dataset, 1000-5000 genes is generally a good range.

Dimensionality reduction methods can be grouped into linear and non-linear. The
most popular linear method is the Principal Components Analysis (PCA) [42]. The
PCA algorithm finds projections (directions) of the dataset where the data have
the highest variance, these projections can be used to represent the data in a lower
dimensional space. PCA is fast and it is widely used in many fields. It provides
a coe�cient of variation for each gene in each component (projection), which can
be used to determine what genes contribute the most to the variance in each com-
ponent. The two most popular non-linear methods are the t-Distributed Stochastic
Neighbor Embedding (t-SNE) [103] and the Uniform Manifold Approximation and
Projection (UMAP) [71]. The t-SNE algorithm computes a probability distribu-
tion of the cells that represents similarities in gene expression, it also computes a
t-student probability distribution of the cells in the lower dimensional space that
also represents similarities. After this, it tries to embed (map) the cells onto the
lower dimensional space by minimizing the di�erences between the two distribu-
tions using the Kullback-Leibler Divergenceb. The UMAP algorithm constructs a
topological representationc of the cells using the gene expression values and it then
tries to find the same topological representation in the lower dimensional space by
minimizing the cross entropy.

aA phenomenon that occurs when a dataset has too many features or more features than
observations.

bDi�erence in cross-entropy and entropy of the true distribution.
cA representation of a graph in a plane.
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The most common applications for using dimensionaility reduction in scRNA-seq
are visualization and unsupervised clustering. For visualization, the goal is
to reduce the dataset to 2 or 3 dimensions and then plot the reduced data in a
scatter plot where each dot represents a cell and proximity represents similarities
in gene expression. This visualization can be used for an exploratory analysis of
the dataset, to search for biological patterns, to check for covariates and technical
artifacts or to look at the expression of individual genes in the reduced space. The
important part is to colour the dots of the scatter plot by the variable of interest
(number of reads, number of genes, batch, expression of a gene and so forth).

The most popular methods for visualization are non-linear, the t-SNE and the
UMAP. It is very common to perform a summarizationa with a linear method
like PCA or Independet Components Analysis (ICA) [97] before visualization with
t-SNE or UMAP. An example of visualization with UMAP can be seen in (Figure
6).

(a) PCA + UMAP (b) Coloured by the expression of a gene
(Bok)

Figure 6: Summarization with PCA and dimensionality reduction with UMAP
(each dot represents a cell).

aSummarization in this context means to perform a dimensionality reduction to an optimal
number of dimensions that capture most of the variability and underlying information.
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4.4 Unsupervised clustering

One of the most common goals in scRNA-seq experiments is to identify which cells
are biologically similar. This is achieved trough unsupervised clustering, which
basically consists of grouping cells together by some similarity distance metric that
is calculated based on the gene expression profiles of the cells. This is commonly
obtained by performing dimensionality reduction followed by clustering on a nor-
malized dataset (preferably in log space). One could perform the clustering directly
on the dataset and skip the dimensionality reduction step, this is not recommend-
able as it gives poorer results.

One of the things shared amongst the clustering methods is that they need a dis-
tance metric to measure similarity between cells. The most popular distance
metric, specially for low dimensional datasets, is the euclidean distance. Although,
there are other distance metrics that may be more suitable depending on the input.

The most utilized clustering methods are probably the k-means [62] and the hier-
archical clustering (HCA) [15]. The k-means algorithm starts o� by creating k
number of random points (centroids), it then runs iterations where in each iteration
cells are assigned to clusters (centroids) based on a distance metric with respect
to the centroids. The centroids are then recomputed as the mean of all the points
in their clusters and the next iteration is performed until the algorithm converges
and no cell is re-assigned. The HCA algorithm has two variants (agglomerative
and divisive). The principle is to build a pair-wise distance matrix between cells
using a distance metric and then use this to build a tree either from top to bottom
(divisive) or from bottom to top (agglomerative). Nodes in the tree represent cells
and similar clusters group together in the di�erent levels of the tree. The similarity
between clusters is computed using a linkagea criteria and the choice of linkage will
a�ect the results. With the HCA algorithm the k number of clusters does not need
to be specified in advance. The resulting tree can be plotted as a dendrogramb,
which can be used to query the tree to retrieve a specific number k of clusters or
the clusters at a specific level. An example of unsupervised clustering with k-means
can be seen in (Figure 7).

Both methods need to be given the number of clusters at some point to parti-
tion the data. This is generally unknown, it is therefore common practice to run
the clustering with di�erent values of k, plot the results in a two-dimensional scat-
ter plot (where clusters will be coloured with di�erent colours) and evaluate the
results visually. There are methods that can be used to find the most optimal k
based on di�erent clustering scores that measure how similar the cells are in each
cluster and how di�erent are the clusters from one another.

aThe linkage criteria determines how the similarity between clusters is computed.
bA dendrogram is a diagram used to represent trees.

35



The k-means and HCA algorithms are fast and perform well when the number
of clusters is small and the dimensions of the input are not big. They tend to
give poorer results when the data has complex shapes or embedded clusters. There
is another family of clustering methods (graph-based) that are gaining popularity
as they perform better with scRNA-seq datasets [18, 29]. One of such methods
is the k-nearest neighbors (KNN) algorithm and more specifically the Levine-
Louvain variant of it [98]. The KNN algorithm works by constructing connected
graphs where the cells are nodes. Cells are then connected to the k nearest similar
neighbour cells (based on some distance metric). The coe�cient k usually ranges
between 5 and 100 cells. It is important to note that k does not represent the
number of clusters but instead the expected number of elements per cluster. KNN
is the choice of Seurat for its unsupervised clustering pipeline. Seurat performs
feature selection, dimensionality reduction with ICA and clustering with KNN.

(a) Dimensionality reduction (UMAP +
k-means)

(b) Cells coloured by cluster

Figure 7: Unsupervised clustering (each dot represents a cell).

The catalog of methods for unsupervised clustering of scRNA-seq datasets is vast
[77, 80], the challenges that these methods face are addressed in di�erent ways
[47]. One particular challenge is the choice of method and parameters such as
the distance metric or the k number of clusters. A simple way to approach this
is to design a metric to measure the results (performance), try systematically all
the combinations of tools and parameters and choose the set that performs better
under the assumptions given. This approach can be automated if the performance
metric is computeable. An interesting approach to address this is implemented in
the tool SC3 [48], where di�erent clustering results are integrated together using
a consensus approach (averaging the results from all combinations).
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4.5 Di�erential gene expression

Di�erential expression analysis (DEA) together with unsupervised clustering
are perhaps the most common analyses for scRNA-seq datasets. DEA was originally
designed for microarrays and RNA-seq as a way to un-biasedly detect genes that
change considerably in expression between groups or conditions, while also provid-
ing p-valuesa and fold-changesb. A common example would be to perform a
DEA between disease and control groups, filter out the genes in the results using
the adjusted p-valuesc and use the fold-changes to determine in which direction
the genes change and with what proportion. Another example would be to compare
groups of cells obtained by unsupervised clustering, the DEA will reveal what genes
have statistically significant di�erences in expression between the groups. This is
something that can be used to define the gene signatures of the cell types.

The most widely used DEA tools are edgeR [83] and DESeq2 [63]. They were
designed for RNA-seq (bulk RNA) datasets but they are still commonly used for
scRNA-seq datasets, given that they give a good performance [91]. They are both
built based on a similar principle, they first compute normalization size factors to
later fit a generalized linear model (negative binomial) using a set of covariates
(biological and non-biological) and the size factors. Once the model is fit, di�erent
statistical tests can be performed to compute p-values and fold-changes for the ef-
fect of removing a certain covariate from the model. The general idea is to measure
di�erences in the variance in the distributions of the genes counts with and without
the e�ect being tested.

One of the limitations of bulk RNA DEA methods is that their normalization
methods are not designed for highly heterogenous and zero inflated data. One
way to overcome this is by using a scRNA-seq normalization method like Scran or
by adding gene weights to adjust for the zero inflation. Both edgeR and DESeq2
support to provide external normalization size factors and gene weights and it has
been reported that the performance increases considerably with these [102]. An-
other limitation factor is computational, the CPU and memory resources needed to
process large datasets (thousands of cells and genes) get prohibitive with DESeq2.
EdgeR is faster and requires less computational resources but it can still be too
computationally demanding for very large datasets. One possible way to mitigate
this is to select cells randomly from every group being compared (assuming the cells
in each group are very similar), this could be done multiple times to ensure that
convergent results are obtained. One could also split the dataset and run separate
analyses (only if the questions being asked and the experimental design allow for
this). In fact, the formulation of questions, the experimental design and the defi-
nition of the covariates are very important factors to take into consideration when

aThe probability of the null hypothesis being true of certain observation.
bA measurement of how much a quantity changes between two groups.
cP-values that are corrected for multiple hypothesis testing and are therefore more reliable.
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performing a DEA, general knowledge in statistical analysis is recommendable for
this.

Another DEA method that was designed for bulk RNA is limma-voom [56].
Limma-voom is fast, does not have high computational demands and can be used
with scRNA-seq datasets. It works in a similar way by fitting a linear model with
the gene counts using a set of covariates. However, it assumes the data to be nor-
mally distributed, which is not true in scRNA-seq datasets.

There are methods that have been specifically designed for scRNA-seq, like MAST
[28] and SCDE [46]. Their principles are similar, although they di�er in the ways
that they try to account for the zero inflation.

A good way to summarize and visualize the results of a DEA is to use a vol-
cano plot. A volcano plot is essentially a scatter plot where the fold change in
log space is plotted on the X axes and the p-value in log space is plotted on the
Y axes. Each dot represents a gene and can be coloured by some confidence score
threshold. A typical example of a volcano plot can be seen in (Figure 8).

Figure 8: A typical volcano plot generated from a DEA (Source: Wikimedia Com-
mons). Each dot represents a gene, the blue colour means that the gene absolute
fold-change is bigger than 1.
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4.6 Other analyses

The most commonly used analyses for scRNA-seq datasets have been described in
this chapter. There are, however, other type of analyses that provide very valuable
information and are hence worth mention.

An enrichment analysis provides enriched terms from a database and it is usually
performed using a list of di�erently expressed genes. Popular databases are gene
ontology (GO) [12], kyoto encyclopedia of genes and genomes (KEGG) [43] and
reactome [25]. Each term in these databases is associated with some molecular,
cellular or biological function/pathway. Each term is composed of a list of genes.
Some tools like pathfindR [100] accept genes and fold-changes as input whereas
tools like enrichR [50] only accept genes as input. Their principle is nevertheless
the same, the terms in the database of choice will be queried with the input genes
and a list of the enriched terms that matched will be output together with confi-
dence scores.

A trajectory analysis, also known as inference analysis, can be used to group
cells into a pseudo-temporal order that represents evolutionary, developmental or
other dynamic processes in some sort of hierarchical structure. Popular tools for
trajectory inference are monocle [99] and velocyto [52].

Supervised classification can be utilized to make use of previous knowledge
to classify new cells. A model can be trained with a scRNA-seq dataset where the
cell type of each cell is known, for instance, by unsupervised clustering and manual
annotation. The trained model can be used to predict the cell type of cells from
another scRNA-seq dataset with a high degree of accuracy. Supervised learning
is widely used in many fields such as image classification, artificial intelligence,
medical diagnostics, spam-filters, etc. Supervised learning methods are gaining
popularity in scRNA-seq [57], specially since the amount of annotated datasets
that are publicly available has been growing considerably in recent years. A su-
pervised learning approach was used in (Paper V) to spatially map a scRNA-seq
dataset onto ST clusters. Similarly, a recently published tool scMAP [49] provides
means to project a scRNA-seq dataset onto individual cells or cell types (clusters)
of another scRNA-seq dataset.
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Present investigation

This thesis is based on six research papers and they all revolve around the Spatial
Transcriptomics (ST) method. The work presented in this thesis starts by the de-
velopment of computational and bioinformatics tools designed to process, visualize
and analyse ST datasets. Furthermore, the tools and the ST method are used to
build an entire atlas of the adult mouse brain and to also study Alzheimer’s disease
using a mouse model.

Paper I is the first paper that was published introducing and describing the ST
method. I am a co-author in this paper and my contribution was to develop the
computational tools needed for processing, analysing and visualization of ST data
and images. These tools were fundamental for the development of the method as
well as its expansion, they are described in Paper II, Paper III and Paper IV.

Paper V introduces a molecular three-dimensional atlas of the entire mouse brain
generated using the ST method. This project required the development of advance
visualizations and novel analysis tools.

Paper VI focuses more on a biological problem (Alzheimer’s disease). ST was
used to spatially study and characterize the disease in the hippocampus and the
olfactory bulb using a mouse model.
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Paper I - Spatial Transcriptomics a method to spatially

measure the transcriptome of whole tissue sections

This paper was published in 2016 in Science where the Spatial Transcriptomics
(ST) method was first introduced. ST is a method that provides gene expression
levels together with spatial location. ST combines high-resolution imaging with
high-throughput sequencing in one single experiment, which can be used to spa-
tially visualize the transcriptome.

A thin tissue section is stained and placed on an array that has 1007 spots (100
µm diameter). Each spot contains approximately 200 million capture probes (poly-
T). Each spot is associated with a unique sequence (barcode), which represents
the spatial location of the spot in the array. The barcode is part of the capture
probes. Once the tissue section has been fixated, a high-resolution image of the
tissue is obtained (HE image). The mRNA molecules are di�used and captured
by the probes of the spots lying underneath, reverse transcription is performed in
the array to generate cDNA from the captured mRNA molecules. The tissue is
removed and a high-resolution image of the array is obtained (Cy3 image). The
probes are released from the array and subjected to a library preparation protocol
whereby UMIs are attached to the molecules, this is followed by high-throughput
sequencing. The final outcome is two FASTQ files (R1 and R2) and two images
(HE and Cy3). R1 contains the spatial barcode and the UMI and R2 contains the
cDNA sequence of the captured mRNA molecule. HE is a snapshot of the tissue
section and Cy3 is a snapshot of the array.

The FASTQ files (raw data) must be processed in order to obtain accurate gene
expression levels for each spot. Simultaneously, the positions of the spots in the
HE image must be determined and mapped to the array coordinates to be able to
visualize the data in a tissue context. The tools presented in Paper II and Pa-
per III were developed to automate and facilitate the data processing and image
alignment. The tool presented in Paper IV was developed to provide real time
analysis and visualization functions for ST data and images. These tools were essen-
tial for the development of the method, they are open source and publicly available.

The paper shows that the di�usion of RNA is minimal (across spots), that the
sensitivity is ~7% and that the correlation with RNA-seq is high (95% of shared
genes and Pearson r=0.94-0.97). The paper also shows that the expression of marker
genes correlate spatially with the Allen Brain Atlas (ISH) and that unsupervised
clustering of the spots matches clearly the anatomical regions (olfactory bulb).
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Paper II - An automated pipeline to process ST datasets

This paper was my first publication as a main author. It was published in 2017 in
Bioinformatics as an application note, a format that I personally like for bioinfor-
matic tools. The paper introduces an open source pipeline (ST Pipeline) that was
designed to seemingly automate all the processing steps needed to convert the ST
raw data (FASTQ files) to a matrix of counts where columns represent genes, rows
represent spots and each cell represents the expression level of a gene in a spot.
The workflow of the ST pipeline is the following:

• Quality filter : The input FASTQ reads (R2) are quality filtered to remove
homopolymers and low quality bases. Reads that are too short after filtering
or that have a very high GC or AT content are discarded.

• ncRNA filter (optional): An optional non-coding RNA (ncRNA) filter is ap-
plied by aligning the quality filtered reads (R2) to a ncRNA genome and
hence discarding the reads that successfully align.

• Aligning: R2 reads are aligned to the reference genome of interest using the
aligner STAR with optimised settings for ST data.

• De-multiplexing: R1 reads (barcode and UMI) are de-multiplexed using an
open source tool (TaggD) that was developed for this purpose. TaggD uses
a k-mer approach to de-multiplex reads using barcodes from a reference file.
TaggD provides multiple options and settings and it was optimized for speed
and memory.

• Merging R1 and R2 The R2 reads that aligned are merged with the R1 reads
that de-multiplexed and this basically means adding the barcode and UMI
from R1 to the respective R2.

• Annotation: R2 reads are annotated to the reference using a customised ver-
sion of the htseq-count method.

• UMI filtering: R2 reads that successfully annotated undergo a UMI filtering
step that is performed in a spot (barcode) and gene basis. This filter clusters
UMIs in the di�erent regions of the gene (defined size) using the hamming
distance and a clustering algorithm. The goal is to remove duplicates by
keeping only one UMI per cluster.

• Summarizing and output: A matrix of counts is generated using the filtered
UMIs as counts for each gene-spot. A text file with QC and stats information
is also generated as well as a BED file containing all the unique transcripts
with their spatial information.

The ST Pipeline was written in Python and it is easy to install and use. It has
been optimized to have a constant memory use and for speed. It provides multiple
options and settings for every step and it is available on Github.
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Paper III - A web tool to align ST spatial data and images

This paper was published in Bioinformatics in 2018 as an application note. I share
the main authorship with Kim Wong who was a bachelor student at the time. ST
datasets are composed of images and spatial data. The spatial data provides the
expression level of genes in the spots (matrix of counts). The HE image provides
a high-resolution image of the tissue and a the Cy3 image provides a bright-field
image of the array. Every spot maps to a specific position in the images, being able
to computationally infer these mappings is essential in order to plot the data onto
the HE as well as to discard spots outside the tissue area.

The original approach consisted of manually aligning the Cy3 and HE images using
Photoshop. The HE image has marks of the spots in the background and this is
clearly visible when applying some filters to the image. These marks can be used to
align both images. After manual alignment, a mask of the tissue was created with
Photoshop. The aligned and masked Cy3 image was then used to detect the posi-
tions of the spots (inside the tissue) using ImageJ. Using a simple system of linear
equations the pixel coordinates of the detected spots were manually transformed
to spot coordinates in real space. This is very useful since spots in the array are
not printed perfectly in a grid of straight lines. This can also be used to filter the
matrix of counts and discard spots outside the tissue area.

This paper introduces a web tool (ST Spot detector) with a intuitive and simple
user interface that performs all the necessary steps to align the HE and Cy3 images
and generate a file with the mapping of coordinates. The tool lets users upload
the Cy3 and HE images and provide an alignment view that is designed to fa-
cilitate the alignment of both images. Once images are aligned, users can perform
the automated spot detection. Detected spots are then shown in the screen and
users can manually adjust these if required (add, remove or edit). The tool provides
means to automatically detect the tissue or to perform a manual selection. The
selected spots (inside the tissue) can be exported to a tabulated file which contains
the mapping of spot to pixel coordinates. The tool also generates a 3x3 alignment
matrix that can be used to transform spot coordinates to pixel coordinates.

The ST Spot detector is very robust and intuitive, it takes only few minutes to
perform the whole process. It is available on Github, dockers containers are pro-
vided to be able to launch the tool locally without the need of a web server. I
proposed the original idea and the technical design of the tool, most of the pro-
gramming was performed by Kim Wong and Ludvig Bergenstråhle with my support
and supervision.
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Paper IV - A tool to visualize and analyse ST datasets

This paper was published in Bioinformatics in 2018 as an application note and I
am the main author. ST datasets are composed of a high-resolution image of the
tissue (HE image) and a matrix of counts with spatial information. This novel type
of data brings multiple possibilities for analysis and visualization, most of which
are not available for the average user.

This paper introduces a visualization tool (ST Viewer) with a neat and easy
to use user interface. The tool is open source and compatible with MAC, Windows
and Linux systems. The tool was designed to provide the most common analysis
and visualization functions for ST datasets.

Users can load ST datasets (including the image) and interac with the data in
real time. Some of the main functionalities that are provided in the tool are:

• Visualization of multiple gene/s on top of the HE image with the possibility
to assign colours to the genes.

• Multiple threshold, colouring, visualization modes and normalization options.

• Possibility to perform unsupervised clustering of the spots and visualize the
results on the HE image in real time.

• Possibility to select spots based on a lasso selection tool, unsupervised clus-
tering or gene markers. Selections can be stored, imported and exported.

• Possibility to generate QC stats and graphs of the dataset.

• Possibility to load clusters from an external file.

• Possibility to select genes using an external file.

• Possibility to perform correlation and DE analyses between selections.

The ST Viewer is written in C++ and Qt and it makes use of R for some of the
analyses. It is available on Github, where one can find step-by-step manuals for
most of the functions available. The tool is compatible with the output from the
tools presented in Paper 2 and Paper 3.
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Paper V - A three-dimensional molecular atlas of the adult

mouse brain

This manuscript has not been published yet but it has been submitted and it is
available in bioRxiv. I share the main authorship with Cantin Ortiz who works at
the Neuroscience department at Karolinska Institute.

In this manuscript, we introduce a molecular atlas of the adult mouse brain
based entirely on the ST method. We generated ST libraries from 75 consecutive
coronal sections covering the entire brain. The entire atlas contains (after quality
filtering) a total of 34053 spots and 15326 unique genes with an average 4422 genes
and 11210 reads per spot.

The spots of every ST section were aligned to a reference annotation atlas (Allen
Brain Atlas) using a non-rigid registration approach provided in the wholebrain
[30] package. This enabled us to also map the spots to a three-dimensional space
based on the reference annotation.

The cell count of each spot was estimated from the HE images using image seg-
mentation tools from the wholebrain package.

An unsupervised clustering of the spots was performed using the Seurat package
and resulted in 181 well defined molecular clusters. The clusters were vali-
dated against the reference atlas and di�erent metrics. Some of the clusters reveal
the three-dimensional structure of regions like the hippocampus or the amygdala.

The SVM (Support Vector Machine) algorithm was used to linearly interpolate
the clusters and generate a "fine-grained" smooth atlas, this facilitated the creation
of 3D voxels and rendering meshes for visualiation of the clusters.

A neural network (NN) was trained using the ST data and the clusters, the
trained network was then used to predict the spatial location of a scRNA-seq dataset
[96] with high accuracy (76% prediction rate).

An unsupervised approach was used to infer the gene signatures of the 181 clusters.
We termed this set of genes (266 genes) the gene palette of the mouse brain. We
showed that performing the unsupervised clustering with this set of genes gave very
similar results as with the whole set of genes. We concluded that the gene palette
contains the molecular information necessary to spatially define the brain regions
defined by the clusters.
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Paper VI - Using ST to characterize Alzheimer’s disease in

transgenic mice

This manuscript has not been submitted yet. I share the main authorship with
Deborah Croteau who is a senior scientist at the National Institute of Aging in
Baltimore.

In this manuscript, we aim to study the molecular signatures that characterize
the Alzheimer’s disease (AD) in the hippocampus and the olfactory bulb.
We used a mouse model that has been shown to resemble AD features in humans
[94]. We generated 24 ST sections from 12 adult male mice for each tissue, a total
of 48 sections and 24 mice. The hippocampus dataset contains 15062 spots and
22701 unique genes with an average of 12232 reads per spot and 4516 genes per
spot. The olfactory bulb dataset contains 5059 spots and 20471 unique genes with
an average of 13247 reads per spot and 4812 genes per spot.

We performed an unsupervised clustering of the spots in the hippocampus
dataset using a probabilistic approach [66] that is designed to account for batch
e�ects and other sources of technical variations. This resulted in 14 well defined
clusters that corresponded to the anatomical regions in the hippocampus. We se-
lected the CA1, CA2-3 and dentate gyrus (DG) clusters for downstream analysis.
We performed the same analysis on the olfactory bulb dataset resulting in 5 well
defined clusters that clearly mapped the layers of the olfactory bulb. We selected
the granular cell layer (GCL), mitral cell layer (MCL), external plexiform layer
(EPL) and glomerular layer (GL) for downstream analysis.

We performed two di�erential expression analyses (DEA) on each dataset with
the aim to detect genes that were di�erently expressed between the AD and control
samples for each individual cluster (genotype DE analysis) and genes that were
di�erently expressed between the clusters for each individual genotype (spatial DE
analysis). This resulted, after applying stringent confidence thresholds, in 964
genes that were di�erently expressed by genotype (all regions) in the hippocam-
pus dataset, 656 of which intersect with the genes present in the spatial DE set.
Similarly, we obtained 993 genes that were di�erently expressed by genotype in the
olfactory bulb, 643 of which intersect with the genes present in the spatial DE set.

Furthermore, we performed a visual analysis of the highly confident di�erently
expressed genes using hierarchically-clustered heatmaps (normalized expression
and fold-change) and individual gene plots (normalized expression plotted onto
the sections). This enabled us to define a list of 60 and 74 genes of interest for
the hippocampus and olfactory that showed clear di�erences in expression between
genotypes, many of which showed also clear spatial patterns.
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Literature review and further investigation revealed genes central in areas highly
cited as important in AD including lipid metabolism (Lpl, Pla2g7), cellular bioener-
getics (Pkm, Cox6c), mitochondrial function and morphology (Bok), stress response
genes (Oxr1, Stk25) and neurotransmitters (Gabra2 and Gabra5).
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Concluding remarks

Spatial Transcriptomics (ST) combines high-resolution imaging together with high-
throughput sequencing providing an approximate representation of the transcrip-
tome in tissue sections. This type of data brings many possibilities for analysis and
visualization. It can be used to molecularly characterize tissues and study the tissue
microenvironment. The range of possibilities increases when consecutive sections
are aligned together creating a three-dimensional reconstruction of the transcrip-
tome. The spatial patterns of genes can be charted and unsupervised methods can
be used to decipher the molecular signatures of di�erent regions.

The ST method has nonetheless certain limitations, specially with regards to res-
olution, e�ciency and sensitivity. The current size (resolution) of the spots (100
µm) clearly surpass the average size of a cell, which means that a spot covers on av-
erage 6-7 cells (Paper V) depending on the tissue. This adds certain challenges for
the downstream analyses, since the captured mRNA molecules in a spot may come
from a mixture of di�erent cell types. A higher sensitivity and specificity would be
beneficial, detecting more genes and reads per spot with a higher dynamic range
would benefit the analyses and the statistical significance. I anticipate ST arrays
with a single cell resolution (10 µm) as well as good sensitivity and e�ciency. A
prof of concept of a high-resolution ST array was introduced in [105]. However, the
sensitivity and e�ciency reported are still too low.

An interesting idea is to combine scRNA-seq and ST datasets. A supervised ap-
proach can be used to map single cells onto ST clusters, as shown in Paper V.
However, one would ideally want to do the opposite, map single cell types onto
ST spots. This is something that has not been developed yet. Another interesting
idea is to combine the information contained in the image and the spots to build a
joint model that could be used to infer expression levels at the resolution of pixels.
Furthermore, one could use supervised learning methods to predict the expression
level of tissue sections when only the image data is available.

The tool introduced in Paper II automates and facilitates the processing of ST
datasets. The tool makes use of STAR and htseq-count for quantification of tran-
scripts. It would be interesting to test an alternative approach using Kallisto [5].
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This would potentially result in a considerable improvement in speed and memory
use. A restructuration of the tool using Snakemake [6] would make the tool more
scalable and reproducible.

The tool introduced in Paper III is very neat and intuitive. It simplifies and au-
tomates the tedious process of aligning the images and detecting the spots for ST
datasets. However, it still requires to manually align the HE and Cy3 images. A
re-design of the arrays adding some reference marks would simplify the process
making it fully automated.

The tool introduced in Paper IV provides a neat graphical user interface to perform
the most common analyses and visualizations of ST datasets. The tool interfaces
with R, which causes instability and makes it less scalable. The R dependency
could be removed. New functionalities could be implemented that would enable
users to add and edit custom analyses. The tool is also limited to one dataset at a
time.

The downstream analysis tools developed for scRNA-seq datasets can be applied
to ST datasets. However, they should be used with care given that the nature of
the data is not the same and ST spots contain a mixture of cells not just one. The
wide range of options and parameters for filtering, normalization and downstream
analyses is an unwanted source of ambiguity that may introduce certain bias into
the analysis, inadvertently a�ecting the final results. There is not really a "right" or
"wrong" set but di�erent choices may give di�erent results. Building probabilistic
models tailored to ST data is probably the best way forward to account for techni-
cal sources of variation and to also perform unsupervised clustering and di�erential
expression analyses. As opposed to using methods designed for bulk RNA and
scRNA-seq.
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Abbreviations

DNA Deoxyribonucleic acid
RNA Ribonucleic acid
mRNA Mitochondrial RNA
qPCR Quantitative polymerase chain reaction
RNA-seq RNA sequencing
EST Expressed sequence tag
SAGE Serial analysis of gene expression
CAGE Cap analysis gene expression
RT Reverse transcription
cDNA Complementary DNA
scRNA-seq single cell RNA sequencing
ST Spatial transcriptomics
LCM Laser capture microdissection
FISH Fluorescence in-situ hybridization
smFISH Single molecule fluorescence in-situ hybridization
ISS In-situ sequencing
UMI Unique molecular identifier
ncRNA Non-coding RNA
CPM Counts per million
TMM Trimmed means of M-values
t-SNE t-Distributed stochastic neighbor embedding
UMAP Uniform manifold approximation and projection
PCA Principal component analysis
ICA Independent component analysis
HCA Hierarchical cluster analysis
KNN k-nearest neighbors
DEA Di�erential expression analysis
HE Hematoxylin and eosin
Cy3 Cyanine
SVM Support vector machine
AD Alzheimer’s disease
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