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Abstract

This thesis aims at developing efficient algorithms for solving some
fundamental engineering problems in data science and machine learn-
ing. We investigate a variety of acceleration techniques for improving
the convergence times of optimization algorithms. First, we investigate
how problem structure can be exploited to accelerate the solution of
highly structured problems such as generalized eigenvalue and elastic
net regression. We then consider Anderson acceleration, a generic and
parameter-free extrapolation scheme, and show how it can be adapted
to accelerate practical convergence of proximal gradient methods for a
broad class of non-smooth problems. For all the methods developed in
this thesis, we design novel algorithms, perform mathematical analysis
of convergence rates, and conduct practical experiments on real-world
data sets.



Sammanfattning

Denna presenterar nya effektiva algoritmer för ett flertal funda-
mentala tekniska problem inom dataanalys och maskininlärning. Vi
fokuserar på accelerationstekniker som förbättrar optimeringsalgorit-
mernas konvergenstid. Först studerar vi två strukturerade problem:
Det generaliserade egenvärdesproblemet och elastic net-regression. Vi
undersöker hur problemstrukturen kan utnyttjas för att ta fram nya
accelerationstekniker och påskynda lösningen av dessa problem. Vi be-
traktar sedan Andersson-acceleration, en generisk parameterfri extra-
polationsmetod och visar att den kan anpassas för att i praktiken ac-
celerera konvergensen hos proximala gradientmetoder för en bred klass
av icke-glatta problem. För alla metoder i denna avhandling presen-
terar vi algoritmdesign, matematisk konvergensanalys och praktiska
experiment på riktiga datamängder.
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Chapter 1

Introduction

1.1 Optimization in Machine Learning

Mathematical optimization is a broad field that has achieved prominence in
many applied sciences. Strong theories of duality and complexity, along with a
substantial algorithmic toolbox, has helped convex optimization to become on
of the most important workhorses of modern machine learning, signal process-
ing, and control problems. Machine learning as an area dealing with automatic
extraction of meaningful patterns in data, has grown rapidly and become an
indispensable part of modern society. With the immense growth of available
data and advances in data collection techniques, modern machine learning of-
ten has to deal with massive data sets, both in number of data points, and
decision vector dimension. In this context, optimization, with the ability to
capitalize on the increasing computing resources, data information and prob-
lem structures, will continue to lie at the heart of many machine learning
algorithms. We sketch below several of such problems that can be formulated
and solved as optimization problems.

1.1.1 Empirical Risk Minimization

In supervised learning, we are given a collection of m training samples

(a1, y1), (a2, y2), . . . , (am, ym),

where ai ∈ Rn are vectors of features and yi are the corresponding labels. Our
goal is to find a function φ such that φ(ai) ≈ yi for most i = 1, . . . ,m, and
the process of finding such a function is often regarded as learning or training.
Typically, φ is parameterized by a parameter x, and hence the learning problem
reduces to the data-fitting one:

minimize
x∈Rn

1

m

m∑
i=1

`(ai, yi;x). (1.1)

Here, the term `(ai, yi;x) measures how well x performs on the i-th data
point. As an example, consider a binary classification problem in which yi ∈
{−1,+1}, a natural measure for the accuracy of the predictor φ is the number
of times that the sign of `(ai, yi;x) agrees with that of the correct label yi,

1



2 Introduction

leading to the minimization problem:

minimize
x∈Rn

1

m

m∑
i=1

δ(sign(`(ai, yi;x)) 6= yi), (1.2)

where sign(x) ∈ {−1, 1} is the sign function and δ(x) ∈ {0, 1} is the indicator
function taking the value 1 if the condition x is satisfied and 0 otherwise.
By minimizing the above empirical risk, one would expect that x performs
reasonably well on the entire training set.

Although the model (1.1) seems very natural, it may contain many obsta-
cles that need to be addressed. First, it is not very difficult to find a function
φ that has excellent performance on training data, yet performs poorly on
the unseen data. This phenomenon is often called over-fitting. Intuitively, it
occurs when our function class is so rich that it can even capture the noise
in the training data. One way to prevent over-fitting is to add regularization
terms that limit some measure of model complexity. A common regularizer is
the squared `2-norm; one can also add regularizers to promote certain desired
properties of a solution such as sparsity or low-rank. Second, although the
loss used in (1.2) may be able to generalize to unseen data, its combinatorial
nature makes it unsuitable for fast computation of large-scale and/or high
dimensional problems. Thus, one usually restricts to continuous loss func-
tions. In addition, the data may be arriving in an online fashion, and hence
our function should be able to handle such cases as well. As a result, many
fundamental optimization problems in machine learning take the form:

minimize
x∈Rn

1

m

m∑
i=1

fi(x) + g(x), (1.3)

where the component functions fi(x) := `(ai, yi;x) are continuous and g is
typically a convex regularizer. The above finite-sum structure is very useful
and is the source of several recent advances in stochastic convex optimization.

One of the most useful and widely used families of hypothesis classes is
linear predictors. Below are few representative examples.

Elastic Net Regression

Lasso, ridge and elastic net regression are fundamental problems in statis-
tics and machine learning, with countless applications in science and engi-
neering [147]. Elastic net regression amounts to solving the following convex
optimization problem

minimize
x∈Rn

{
1

2m
‖Ax− v‖22 +

λ2

2
‖x‖22 + λ1 ‖x‖1

}
, (1.4)

for given data matrices A ∈ Rm×n and v ∈ Rn and regularization parameters
λ1 and λ2. Setting γ1 = 0 results in ridge regression, γ2 = 0 yields lasso and
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letting γ1 = γ2 = 0 reduces the problem to the classical least-squares. Lasso
promotes sparsity of the optimal solution, which sometimes helps to improve
interpretability of the results. Adding the additional l2-regularizer helps to
improve the performance when features are highly correlated [132, 147].

Logistic Regression

Logistic regression is a popular method in classification tasks, whose the as-
sociated ERM problem can be written as:

minimize
x∈Rn

1

m

m∑
i=1

log(1 + exp(−yia>i x)) + λ ‖x‖22 ,

where ai ∈ Rn are training samples and yi ∈ {−1, 1} are the corresponding
labels.

Support Vector Machine

Support vector machine (SVM) is a classical paradigm in machine learning.
The task is to find a vector x ∈ Rn and scalars ξi ∈ R such that

a>i x ≥ 1− ξi when yi = +1

a>i x ≥ −1 + ξi when yi = −1.

Here, ξi measures how much the constraint yi(a>i x) ≥ 1 is being violated.
SVM jointly minimizes the norm of x, which corresponds to the margin, and
the average of constraint violations by solving

minimize
x,ξ

1
m

∑m
i=1 ξi + λ ‖x‖22

subject to yi(a
>
i x) ≥ 1− ξi, ∀i = 1, . . . ,m

ξi ≥ 0, ∀i = 1, . . . ,m.

After some manipulations [122], the SVM problem can be equivalently formu-
lated as

minimize
x∈Rn

{
1

m

m∑
i=1

max
{

1− yi(a>i x), 0
}

+ λ ‖x‖22

}
. (1.5)

1.1.2 Dimensionality Reduction
Dimensionality reduction is another key paradigm in machine learning and
serves as a crucial preprocessing step for other tasks such as clustering, clas-
sification, and regression. The main goal is to project high-dimensional data
onto a lower-dimensional space while still capturing as much information as
possible.
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Principal Component Analysis

PCA is arguably the most popular dimensionality reduction procedure. To
formulate it, first recall that for a vector w ∈ Rn satisfying ‖w‖2 = 1, the
orthogonal projection of a vector x ∈ Rn onto w is given by (w>x)w. Suppose
that we are provided with data points x1, . . . , xm where each xi ∈ Rn. The
PCA problem can then be formulated as

minimize
w:‖w‖2=1

1

m

m∑
i=1

∥∥xi − (w>xi)w
∥∥2

2
,

where the i-th component function measures the information loss when pro-
jecting the data point xi onto w. A simple calculation yields the following
equivalent problem

maximize
w:‖w‖2=1

1

m

m∑
i=1

(w>xi)
2.

Let X = [x1, . . . , xm]> ∈ Rm×n, then the previous problem reduces to

maximize
w:‖w‖2=1

w>Σw, (1.6)

where Σ = 1
nX
>X is the empirical covariance matrix (assuming that the

data is centered). The last formulation shows that computing the first princi-
pal component amounts to finding an eigenvector associated with the largest
eigenvalue of Σ.

Canonical Correlation Analysis

While PCA performs dimensionality reduction on a single data set, canonical
correlation analysis (CCA) does so on two different views of the same data
points. For example, the views can be the visual image data and audio data
in a video of people speaking. The assumption is that the two views contain
some common information that is reflected in correlations between them. We
hope to exploit redundancy in the views to reduce noise and generate a low
dimensional representation of the data. Let X,Y ∈ Rn×d be two sets of
data with empirical covariance matrices Σ11 = 1

nX
>X, Σ22 = 1

nY
>Y , and

Σ12 = 1
nX
>Y . The CCA problem is concerned with finding the features x

and y that best encapsulate the similarity of X and Y . In particular, CCA
maximizes the empirical cross-correlation between X and Y by solving the
following problem

maximize
x,y

x>Σ12y

subject to x>Σ11x = y>Σ22y = 1.
(1.7)
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The CCA problem can be reduced to performing PCA on the complicated
matrix Σ

−1/2
22 Σ>12Σ−1

11 Σ12Σ
−1/2
22 [41]. However, this approach is not scalable,

as forming Σ
−1/2
11 and Σ

−1/2
22 becomes prohibitively expensive for large data

sets.

1.1.3 Matrix Factorization and Low-Rank Models
Low-rank structures appear frequently in modern information processing, and
recovering a low-rank matrix from noisy measurements has become a central
task signal processing and machine learning. Problems of this type include
nonnegative matrix factorization, matrix sensing, phase retrieval, blind decon-
volution, matrix completion, robust principal component analysis, and many
more. Arguably, the most common used and successful approach for this task
is optimization-based methods.

Nonnegative Matrix Factorization

PCA computes the low-rank approximation to the data matrix and only
enforces a weak orthogonality constraint. In some cases, the result is not
very interpretable. Nonnegative matrix factorization (NNMF) improves inter-
pretability by imposing nonnegative constraints. This has proven to be very
useful in several tasks such as topic modeling, speech denoising, and clustering
of gene expressions.

Mathematically, NNMF is a method that fits a low-rank bilinear model,
where the factors are constrained to be nonnegative

minimize
X,Y

∥∥XY > −A∥∥2

F

subject to X ≥ 0
Y ≥ 0,

(1.8)

with A ∈ Rm×n, X ∈ Rm×r and Y ∈ Rn×r.

Matrix completion

The best way to motivate this problem is probably via the well-known Netflix
Prize contest, where the goal is to develop algorithms to improve the prediction
of movie ratings based on previous ratings without any other information
about the users or films. This problem is known asmatrix completion. Suppose
we are given partial observations indexed by the set Ω of a low-rank matrix
A ∈ Rm×n. The matrix completion problem tries to approximately recover
the full matrix A from its partially observed entries. Let P : Rm×n → Rm×n
be a projection operator defined as

[PΩ(A)]i,j =

{
Ai,j , if (i, j) ∈ Ω,

0, otherwise.
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Then, the matrix completion problem amounts to finding a solution of the
following minimization problem

minimize
X,Y

∥∥PΩ

(
XY > −A

)∥∥2

F
,

where X ∈ Rm×r and Y ∈ Rn×r are the optimization variables with r being
the target rank.

Robust Principal Component Analysis

PCA is often sensitive to grossly corrupted observations [24], it is thus desirable
to decompose a data matrix into the sum of a low-rank matrix and a sparse
matrix. Here, the low-rank part represents principal components as in PCA
and the sparse part represents outlier observations. Such decompositions span
numerous applications in computer vision, image processing, and surveillance.
In some applications similar to matrix completion, we may only have access
to partial observations of the data matrix. As a result, the robust principal
component analysis problem can be formulated as:

minimize
X,Y,S

∥∥PΩ

(
XY > + S −A

)∥∥2

F
,

where X ∈ Rm×r and Y ∈ Rn×r, and S ∈ Rm×n represents a sparse matrix.

1.1.4 Regret Minimization
Online learning is a natural extension of statistical learning theory to problems
where data arrives in sequential order. This framework includes several impor-
tant applications such as prediction from expert advices, online shortest path,
recommendation systems, portfolio selection, and more. A typical online deci-
sion making problem works as follows: At every time step t = 1, 2, . . . , T ,
the player selects an action xt ∈ X ⊂ Rn and suffers a loss ft(xt) with
ft ∈ F := {f : X → R}. The actions are chosen so that the player is
competitive with the best fixed predictor. This is often captured by the no-
tion of regret of an algorithm, which measures the total cost of not following
some optimal fixed predictor in hindsight. Mathematically, the regret is then
given by

regret(T ) =

T∑
t=1

ft(xt)−min
x∈X

T∑
t=1

ft(x).

Recent algorithmic developments in online learning have been strongly in-
fluenced by convex optimization [121, 69]. Convex techniques give rise to al-
gorithms which are often more general, easy to implement, and with improved
regret bounds [129]. Notable examples of such algorithms are online gradient
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descent, dual averaging (a.k.a follow the regularized leader), and mirror de-
scent. Especially, the mirror descent framework has provided a powerful tool
for unifying several known results and exploiting the underlying geometry of
the problem. The framework also seamlessly extends to more general settings
such as bandit optimization [76].

1.1.5 Reinforcement Learning
Recently, there has been a fast-growing trend that poses problems in rein-
forcement learning as optimization ones so that with a proper objective func-
tion, the solution of the optimization problem can recover the optimal value
function (see, e.g., [37, 35, 46, 36]). Such an optimization-based approach
provides a promising solution to handle function approximation and off-policy
data, which are known to cause oscillate and even divergence in the classical
dynamic programming approach [8, 131].

Policy Evaluation

Consider a discounted Markov decision process with state space S = {1, . . . , S}
and discount factor γ. Let π be a policy of interest and Pπ ∈ RS×S be the
transition probability matrix under policy π. Let V π(s) be the value function
of state s under policy π. The goal is to estimate V π that satisfies the Bellman
equation:

V π(s) = Es′|s {R(s, s′) + γV π(s′)}

=
∑
s′∈S

Pπs,s′ [R(s, s′) + γV π(s′)] ,

where R(s, s′) is the reward of moving from state s to s′ and the expectation
is taken over all possible next states s′ conditioned on current state s and the
policy π. In many problems of interest, the number of states is very large,
rendering exact value function estimation intractable. Therefore, one often
resorts to parametric approximations of the value function. Here, we consider
a linear function approximation of the form:

V (s) ≈ Vθ(s) = θ>φ(s), (1.9)

where φ(s) defines features of state s and θ ∈ Rn is a parameter shared across
states. The feature map φ : S → Rn reduces the number of parameters to be
estimated from S to n � S. With this parameterization, the function value
can be approximated, for example, by solving the following weighted least
squares problem:

minimize
θ∈Rn

S∑
s=1

dπ(s)
(
Vθ(s)− Es′|s {R(s, s′) + γV πθ (s′)}

)2
,
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where dπ is often referred to as the stationary distribution of the policy π. If dπ
is not available, one can simply replace dπ(s) = 1/S for every s ∈ {1, . . . , S}.
The previous formulation can be expressed compactly as

minimize
θ∈Rn

Edπ
{(
θ>
[
φ(s)− Es′|s {γφ(s′)}

]
− Es′|s {R(s, s′)}

)2}
,

where the outer expectation is taken with respect to the stationary distribu-
tion dπ and the inner one with respect to the state dynamics Pπs,s′ under π.
The above formulation is a special instance of nested stochastic minimization
problems:

minimize
x∈X

Eν
[
f
(
Eξ[g(x; ξ)|ν]; ν

)]
, (1.10)

where ν and ξ are two random variables, X ⊆ Rn is a closed convex set,
f : Rm → R is a continuous function, and g : Rn → Rm is a smooth map. We
refer to [137, 136, 59] for recent algorithmic developments related to (1.10).

1.2 New Perspectives and Challenges
Complex machine learning models have created a number of new challenges
and opportunities for the development of optimization algorithms. The curse
of dimensionality, massive and/or geographically distributed data sets, inher-
ent uncertainty, and inevitable nonconvexity demand principled reassessment
of existing assumptions and techniques. We list below four central challenges
that will guide us throughout the thesis.

Scalability and First Order Methods

The poor scalability of standard techniques such as interior-point methods
make them unfit for many modern machine learning problems. In these prob-
lems, the ability to deal efficiently with large-scale data is the main concern,
while machine precision accuracy is no longer essential since the problem data
is often uncertain and subject to noise. As a result, first order methods, i.e.,
methods that only use information on values and gradients/subgradients to
construct their updates, have been received a surge of interest due to their
low iteration cost and memory storage. Moreover, first order methods coupled
with proximal operators can handle nonsmoothness efficiently for a wide range
of applications, which are often too costly for higher order methods.

Acceleration and Adaptation

Gradient-based methods can be very slow in practice. This can happen, for
example, when the contours of the objective function are elongated in a certain
direction, the direction of negative gradient may point almost orthogonal to
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the direction in which the optimal solution lies, and hence modifications are
needed to avoid such a behavior. Surprisingly, some minor changes to standard
methods can achieve the best possible worst-case complexity for several classes
of convex functions. Notable examples are momentum acceleration techniques,
with the heavy-ball method and the Nesterov’s accelerated gradient descent
methods being well-known instances. In such methods, at each step, the search
direction is now a combination of the previous direction and the direction of
negative gradient. Acceleration techniques can thus offer surprising scalabil-
ity benefits for large-scale optimization since they can significantly reduce the
number of iterations required to reach a certain accuracy level without increas-
ing the computational cost per iteration of standard methods.

However, Nesterov’s family of accelerated gradient methods are only op-
timal in a worst-case (resisting oracle) sense, and are developed under the
assumption that global function properties are known and constant. In prac-
tice, however, such constants are almost never known a priori. Moreover, their
local values, which determine the actual practical performance, may be very
different from their conservative global bounds and often change as the iter-
ates approach optimum. It is also observed that acceleration methods such as
Nesterov’s accelerated gradient are very sensitive to misspecified parameters;
slightly over- or under-estimating the strong convexity constant can have a
severe effect on the overall performance of the algorithm [96]. Thus, strong
practical performance of optimization algorithms requires local adaption and
acceleration. Efficient line-search procedures [93], adaptive restart techniques
[96] and nonlinear acceleration schemes [119] are therefore now receiving an
increasing attention.

Stochasticity

Stochasticity is ubiquitous in machine learning applications. In statistical
learning theory, data is often assumed to be generated from some unknown
underlying distribution. In reinforcement and online learning, it is natural
to use stochastic model of the interactions between agents and their environ-
ment. In other cases, we intentionally inject randomness into an algorithm for
improved performance and scalability. Indeed, randomization has become an
important algorithmic tool in modern data analytics [27, 66]. In the context
of optimization, the technique has proven to extend the reach of first order
methods to extraordinary scales. One representative example is the stochastic
gradient descent method, whose success in machine learning is unquestionable.

Designing reliable optimization algorithms in the stochastic setting has
been a challenging task. One of the major issue is in setting algorithm pa-
rameters (hyper-parameter tunning). Unlike deterministic methods that are
equipped with a very rich set of tools such as line search for stepsize selection,
there has not been much success in developing similar tools for the stochastic
setting. This often leads to thousands of computational hours wasted, espe-
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cially in deep learning where a single model can contain millions of parameters
[7]. Therefore, stochastic methods that can operate robustly on a wide range
of parameters are urgently needed.

Nonconvexity

Many modern applications in machine learning and signal processing cannot
be captured by convex models. For example, most of the matrix factorization
and dimensionality reduction techniques in the previous section, as well as deep
learning models, are inherently nonconvex, and sometimes even nonsmooth.
A popular way to overcome nonconvexity is to use convex relaxation, namely,
techniques that transform nonconvex problems into convex ones and then solve
the relaxed problems using convex techniques. However, this approach comes
at a high price: a convex relaxation step often lifts the original search space
into a much larger one, which exhibits poor scalability, even on medium-sized
problems.

While nonconvex optimization is intractable in general, more often than
not, nonconvexity enters the model with additional structure. Also, in many
problems, under mild statistical assumptions, any local minimizer can achieve
a similar quality of a global one [33]. Consequently, the direct approach, in
which nonconvex problems are solved in their native forms, has received re-
newed recent interest. A critical aspect of the new approaches is that they
identify and exploit structure to design efficient algorithms, develop theoretical
convergence guarantees and leverage algorithmic tools from convex optimiza-
tion to improve the performance.

1.3 Research Questions
This thesis presents research that has been done on theory and practical algo-
rithms for large-scale optimization problems arising in machine-learning ap-
plications. We aim at making progress towards addressing the challenges de-
scribed above and seek answers to the following research questions:

• How can we leverage advanced optimization techniques such as momen-
tum acceleration and stochastic first order methods for finite-sum prob-
lems to develop efficient algorithms with strong theoretical convergence
guarantees for dimensionality reduction techniques like PCA and CCA?

• For highly structured problems such as elastic net regression, can we
go beyond first order oracles and use curvature information to speed-up
the optimization process, while still keeping the low per-iteration cost of
first-order methods?

• Compared to momentum acceleration, extrapolation techniques such as
Anderson acceleration can offer dramatic practical speed-up for smooth
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and unconstrained problems, without prior knowledge of the problem
parameters. Can we adapt Anderson acceleration to nonsmooth and
constrained problems? If yes, how can we overcome nondifferentiability
to study convergence properties of Anderson accelerated methods?

1.4 Outline and Contributions
The thesis contains three main chapters, each of which addresses one of the
aforementioned questions. Below, we provide the outline of the thesis and the
contributions of each chapter.

Chapter 2: Background

In this chapter, we detail the notations used in the thesis and collect the
necessary background.

Chapter 3: Noisy Accelerated Power Method for Eigenproblems

This chapter introduces an efficient algorithm for finding the dominant gener-
alized eigenvectors of a pair of symmetric matrices. The algorithm retains the
simplicity of the well-known power method but enjoys the asymptotic iteration
complexity of the powerful Lanczos method. Unlike these classic techniques,
our algorithm is designed to decompose the overall problem into a series of sub-
problems that only need to be solved approximately. The combination of good
initializations, fast iterative solvers, and appropriate error control in solving
the subproblems lead to a linear running time in the input sizes compared to
the superlinear time for the traditional methods. The improved running time
immediately offers acceleration for several applications.

As an example, we demonstrate how the proposed algorithm can be used to
accelerate the CCA problem. Numerical experiments on real-world data sets
confirm that our approach yields significant improvements over the current
state-of-the-art.

The chapter is based on the following work:

• Vien V. Mai and Mikael Johansson. Noisy Accelerated Power Method
for Eigenproblems With Applications. IEEE Trans. Signal Processing,
67(12): 3287–3299, 2019.

Chapter 4: Curvature-Exploiting Acceleration of Elastic Net
Computations

This chapter introduces an efficient second-order method for solving the elastic
net problem. Its key innovation is a computationally efficient technique for
injecting curvature information in the optimization process which admits a
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strong theoretical performance guarantee. In particular, we show improved
run time over popular first-order methods and quantify the speed-up in terms
of statistical measures of the data matrix. The improved time complexity is
the result of an extensive exploitation of the problem structure and a careful
combination of second-order information, variance reduction techniques, and
momentum acceleration. Beside theoretical speed-up, experimental results
demonstrate great practical performance benefits of curvature information,
especially for ill-conditioned data sets.

The chapter is based on the following work:

• Vien V. Mai and Mikael Johansson. Curvature-Exploiting Acceleration
of Elastic Net Computations. In Proceedings of the 36th International
Conference on Machine Learning (ICML’19), pages 4294–4303, 2019.

Chapter 5: Anderson Acceleration of Proximal Gradient Methods

Anderson acceleration is a well-established and simple technique for speeding
up fixed-point computations with countless applications. Previous studies of
Anderson acceleration in optimization have only been able to provide con-
vergence guarantees for unconstrained and smooth problems. This chapter
introduces novel methods for adapting Anderson acceleration to (non-smooth
and constrained) proximal gradient algorithms. Under some technical condi-
tions, we extend the existing local convergence results of Anderson acceleration
for smooth fixed-point mappings to the proposed scheme. We also prove an-
alytically that it is not, in general, possible to guarantee global convergence
of native Anderson acceleration. We therefore propose a simple scheme for
stabilization that combines the global worst-case guarantees of proximal gra-
dient methods with the local adaptation and practical speed-up of Anderson
acceleration.

The chapter is based on the following works:

• Vien V. Mai and Mikael Johansson. Anderson Acceleration of Proximal
Gradient Methods. Preprint, 2019.

• Vien V. Mai and Mikael Johansson. Nonlinear Acceleration of Con-
strained Optimization Algorithms. In Proceedings of the 44th Interna-
tional Conference on Acoustics, Speech, and Signal Processing (ICASSP’19),
pages 4903–4907, 2019.

Chapter 6: Conclusion and Future Research Directions

In the last chapter, we summarize the main results and outline possible direc-
tions for future research.
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Contributions not included in this thesis

The following contribution has not been included in the thesis:

• Vien V. Mai and Mikael Johansson. Lock-free incremental coordinate
descent. In Proceedings of the 56th IEEE Conference on Decision and
Control (CDC’17), pages 2275–2280, 2017.





Chapter 2

Background

In this chapter, we first introduce the notation used in the thesis, and then
review the necessary preliminaries that are used throughout the thesis. The
content in this chapter is largely based on the book [10].

2.1 Notation
The symbols R and N denote the set of real and nonnegative natural numbers,
respectively. The notation ‖·‖ refers to a general norm with ‖·‖∗ being the cor-
responding dual norm. We use ‖·‖2 to denote the Euclidean norm for vectors
and the spectral norm for matrices. For a symmetric positive definite matrix
B, we denote x>By as the B-inner product of x and y and ‖x‖B =

√
x>Bx as

the Mahalanobis norm of x. For a matrix X, we denote by ‖X‖B =
∥∥B1/2X

∥∥
2

and ‖X‖B,F =
∥∥B1/2X

∥∥
F
the spectral and Frobenius norms, respectively. The

number of nonzero elements of a matrix A is denoted by nnz (A). We denote
by λi (A) the ith largest eigenvalue of A. For a set X , X and intX denote its
closure and interior, respectively. The all-ones vector is denoted by 1.

2.2 Convexity
We start with the definition of a convex set and a convex function.

Definition 2.2.1 (Convex Sets). A set X ∈ Rn is said to be convex if, for
every two points x, y ∈ X and λ ∈ [0, 1], we have

(1− λ)x+ λy ∈ X . (2.1)

Definition 2.2.2 (Convex Functions). A function f : Rn → R ∪ {+∞} is
convex if

f((1− λ)x+ λy)) ≤ (1− λ)f(x) + λf(y),

for all x, y ∈ Rn and λ ∈ [0, 1]. If the inequality is strict for all x 6= y, then f
is called strictly convex.

The effective domain of f is the set of points on which f is finite:

dom f = {x : f(x) <∞}. (2.2)

15
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If dom f 6= ∅, the function f is called proper. The epigraph of an extended
real-valued function f : Rn → R ∪ {+∞} is defined as

epi(f) = {(x, α) : f(x) ≤ α, x ∈ Rn, α ∈ R} .

A function f is called closed if its epigraph is closed.

2.3 Subgradients and Optimality Conditions
The following definition introduces subgradients of proper functions.

Definition 2.3.1 (Subgradients). A vector g ∈ Rn is called a subgraient of a
function f : Rn → R ∪ {+∞} at x ∈ dom f if

f(x) ≥ f(y) + 〈g, x− y〉 ∀y ∈ Rn. (2.3)

The set of all subgradients of f at x is called the subdifferential of f at x and
is denoted by ∂f(x).

Subdifferential sets are extremely useful in characterizing minima points.
We start with the well-known Fermat’s optimality condition.

Proposition 2.3.1 (Fermat’s optimality condition). Let f : Rn → R∪{+∞}
be proper and convex function. Then, x ∈ int dom f minimizes f if and only
if

0 ∈ ∂f(x). (2.4)

The following result can be seen as the generalization of the Fermat’s rule
to the constrained case.

Proposition 2.3.2 (Optimality Condition for Convex Constrained Optimiza-
tion). Let f : Rn → R ∪ {+∞} be proper and convex function. A point
x ∈ int dom f minimizes f over the set X if and only if there exits a subgradi-
ent g ∈ ∂f(x) satisfying

〈g, y − x〉 ≥ 0 ∀y ∈ X . (2.5)

2.4 Smoothness and Strong Convexity
We begin with the definition of L-smoothness.

Definition 2.4.1 (Smoothness). A continuously differentiable function f is
said to be L-smooth, with respect to a norm ‖·‖, over a set X if:

‖∇f(x)−∇f(y)‖∗ ≤ L ‖x− y‖ ∀x, y ∈ X . (2.6)
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An extremely useful result on L-smooth functions is the descent lemma,
which plays a crucial role in the analysis of first order optimization algorithms.

Lemma 2.4.1 (Descent Lemma). Let f : Rn → R ∪ {+∞} be an L-smooth
function over a given convex set X , then it holds for any x, y ∈ X that

f(y) ≤ f(x) + 〈∇f(x), y − x〉+
L

2
‖x− y‖2 . (2.7)

We next introduce the definition of strongly convex functions.

Definition 2.4.2 (Strong Convexity). A funtion f : Rn → R∪{+∞} is called
µ-strongly convex w.r.t ‖·‖ if it holds for any x, y ∈ dom f and any λ ∈ [0, 1]
that

f((1− λ)x+ λy)) ≤ (1− λ)f(x) + λf(y)− µλ(1− λ)

2
‖x− y‖2 . (2.8)

Finally, the following lemma summarizes some useful properties of strongly
convex functions.

Lemma 2.4.2 (Properties of Strong Convexity). Let f : Rn → R ∪ {+∞} be
a proper, closed, and convex function. Then, the following are equivalent

1. f is µ-strongly convex;

2. For any x ∈ dom ∂f , g ∈ ∂f(x), and y ∈ dom f

f(y) ≥ f(x) + 〈g, y − x〉+
µ

2
‖x− y‖2 . (2.9)

3. For any x, y ∈ dom ∂f , gx ∈ ∂f(x), and gy ∈ ∂f(y)

〈gx − gy, x− y〉 ≥ µ ‖x− y‖2 . (2.10)

2.5 Proximal Operators
Proximal operators are basic building blocks of many first order methods asso-
ciated with non-differentiable optimization problems. We rely on the following
definition:

Definition 2.5.1 (Proximal Operators). Given a closed and proper function
f : Rn → R ∪ {+∞}, the proximal operator of f is the operator given by

proxf (x) = argmin
y∈Rn

{
f(y) +

1

2
‖x− y‖22

}
. (2.11)
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Note that when g(x) = IX (x) for some nonempty set X , the proximal
operator of g reduces to the orthogonal projection operator onto X .

Below are some very useful properties of proximal operators that will be
used extensively in this thesis.

Lemma 2.5.1 (Properties of Proximal Operators). Let f : Rn → R ∪ {+∞}
be proper and convex function. Then, for any x, y ∈ Rn,

1. (firm nonexpansivity)〈
proxf (x)− proxf (y) , x− y

〉
≥
∥∥proxf (x)− proxf (y)

∥∥2

2
. (2.12)

2. (nonexpansivity) ∥∥proxf (x)− proxf (y)
∥∥

2
≤ ‖x− y‖2 . (2.13)

3. (Moreau decomposition)

x = proxf (x) + proxf∗ (x) . (2.14)



Chapter 3

Noisy Accelerated Power Method
for Eigenproblems

Computing the leading eigenvectors of a matrix is one of the most fundamental
problems in scientific computing. The problem has been studied extensively
in a classical setting and is used in countless applications. For generalized
eigenvector problems, standard iterative methods such as the power method
and the Lanczos method require multiple matrix-vector products of the form
B−1x at each iteration [115, Section 9.2.6], which becomes prohibitively ex-
pensive in high dimensions. The poor scalability of the standard techniques
make them unfit for many applications in machine learning and data science.
In these applictions, the ability to deal efficiently with large-scale data is the
main concern, while machine precision accuracy is no longer essential since
the problem data is often uncertain and subject to noise. Novel algorithms
for scalable and approximate eigenvalue computations are therefore urgently
needed.

In this chapter, we consider the problem of finding the solution (w, λ) to
the following equation

Aw = λBw (3.1)

where A and B are given real, symmetric matrices and B is positive definite.
Such eigenproblems appear in a wide range of machine learning tasks, such
as finding a set of directions in the data-embedding space which contains
the maximum amount of variance (principal components analysis), finding
a hyperplane that separates two classes of data (Fisher discriminant), and
finding correlations between two different representations of the same data
(canonical correlation analysis), among many others.

Let X,Y ∈ Rn×d be two (potentially large) sets of data with empirical
covariance matrices Σ11 = 1

nX
>X, Σ22 = 1

nY
>Y , and Σ12 = 1

nX
>Y . The

canonical correlation analysis (CCA) problem is concerned with finding the
features x and y that best encapsulate the similarity ofX and Y . In particular,
CCA maximizes the empirical cross-correlation between X and Y by solving
the following problem

maximize
x,y

x>Σ12y

subject to x>Σ11x = y>Σ22y = 1.
(3.2)

19
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Generalized eigenvalue (GEV) problems, on the other hand, compute features
that maximize discrepancies between the data sets as measured by the the
quantities

max
x

x>Σ11x

x>Σ22x
and max

y

y>Σ22y

y>Σ11y
.

Both problems can be reduced to performing principal component analysis
(PCA) on complicated matrices, e.g., Σ

−1/2
22 Σ>12Σ−1

11 Σ12Σ
−1/2
22 for CCA and

Σ
−1/2
22 Σ11Σ

−1/2
22 for GEV. However, this approach is not scalable, as the for-

mation of Σ
−1/2
11 and Σ

−1/2
22 becomes prohibitively expensive for large data

sets.

3.0.1 Related Work
While there have been significant recent progress in understanding PCA, ef-
ficient algorithms and theoretical guarantees remain limited for generalized
eigenvalue problems and CCA. Below, we summarize recent work in optimiza-
tion and approximation theory that have influenced the developments in this
chapter.

Stochastic optimization for PCA

Over the past few years, the challenges of dealing with huge data sets have
inspired the development of novel optimization algorithms for empirical risk
minimization (see, e.g., [17] and references therein). Leveraging ideas from
stochastic optimization, several scalable algorithms have also been proposed
for different eigenvalue problems [56, 124, 125, 74, 113]. These algorithms
try to combine the low iteration cost of the stochastic methods and the high
accuracy of the standard deterministic techniques. Notably, borrowing the
idea of variance reduction [75], the author in [124] studied a variant of Oja’s
algorithm [95], giving the first linearly convergent algorithm for stochastic
PCA. The authors of [56] improved the result further by using the well-known
shift-and-invert technique from numerical linear algebra [62, 115]. Inspired by
themomentum method as known as the Heavy ball method in the optimization
literature [103], an accelerated stochastic PCA was proposed in [113].

Approximation theory and acceleration

Approximation theory is ubiquitous in machine learning, optimization, and
numerical linear algebra. This is because many problems in these areas can
be reduced to finding a faster way to compute primitives such as xs, x−1, or
ex [116]. For example, for the solution to linear systems of equations of the
form Ax = b with A ∈ Rn×n, Chebyshev iteration improves the time complex-
ity from O

(
nκ log 1

ε

)
of the Richardson iteration to O

(
n
√
κ log 1

ε

)
, where κ is
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the condition number of A [62, Chapter 11]. This improved rate is similar to
the speed-ups by Nesterov’s fast gradient method over the classical gradient
descent [92], which was recently discussed in terms of polynomial approxima-
tions in [120]. For eigenproblems, the Lanczos method can be considered as
an accelerated version of the power method and improves the iteration com-
plexity from O

(
1
∆ log 1

ε

)
to O

(
1√
∆

log 1
ε

)
. Here, ∆ is the relative difference

between the two eigenvalues of largest magnitude of the relevant matrix, which
tends to be very small for many practical data sets. Although polynomial ap-
proximation is not explicit in the Lancoz method, its convergence proof is
heavily based on Chebyshev polynomials [115]. We remark that the notion of
noisy Chebyshev iterations was studied for linear system of equations in [61];
however, the proof technique is not directly applicable to eigenproblems.

Canonical correlation analysis

Recently, a series of papers have appeared which establish fundamental the-
oretical guarantees and propose efficient algorithms for the CCA problem
[30, 84, 57, 139]. One of the first scalable algorithm for solving CCA is
AppGrad [84], which is an alternating least-squares method followed by pro-
jection steps. However, the algorithm is only guaranteed to converge locally.
Inspired by the noisy power method [68], the authors in [57] proposed CCALin,
a globally convergent algorithm designed to efficiently approximate the power
method by breaking the problem into several subproblems, each of them is
solved inexactly in an controllable manner using some of the most advanced
convex optimization solvers. The main drawback of CCALin is that it has
the same iteration complexity O

(
1
∆ log 1

ε

)
as the power method. Recently,

an accelerated rate for CCA has been achieved by the use of carefully tuned
iterative methods [139, 3]. In particular, for solving top-1 CCA problems,
the shift-and-invert (SI) [139] and the LazyCCA [3] methods can achieve a so-
called doubly-accelerated rate, i.e., having running time depends on

√
κ̃ and

1/
√

∆ (see, Table 3.1). For top-k CCA problems, only LazyCCA, which re-
lies on the shift-and-invert framework coupled with an extensive analysis, can
achieve doubly-accelerated rate. In this work, we aim to achieve such doubly-
accelerated rate based on a simple modification of the power method. Note
that to establish such improved convergence bounds, LazyCCA, SI, and our
method require more information about the CCA problem than CCALin.

3.0.2 Contributions
We propose a linearly convergent algorithm for the GEV and CCA problems
which combines the simplicity of the power method with the asymptotic per-
formance of the Lanczos method. Our method—called NAPI—builds on an
acceleration technique inspired by polynomial approximation and an efficient
inexact matrix-vector product computation via advanced convex optimization
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Table 3.1: Summary of different algorithms solving CCA

Problem Algorithm LS solver Time complexity

CCA-1

Appgrad[84] GD O
(
ndκ
∆ log 1

ε

)
*

CCALin[57] SVRG O
(
d(n+

√
nκ̃)

∆ log 1
ε

)
ALS-VR[139] SVRG O

(
d(n+κ̃)

∆2 log2 1
ε

)
SI[139] ASVRG O

(
dn3/4

√
κ̃√

∆|λ1|
log2 1

ε

)
LazyCCA[3] ASVRG O

(
d(n+

√
nκ̃)√

∆
log 1

ε

)
NAPI ASVRG O

(
d(n+

√
nκ̃)√

∆
log 1

ε

)

CCA-k

Appgrad[84] GD O
(
ndkκ
∆k

log 1
ε

)
*

CCALin[57] SVRG O
(
dk(n+

√
nκ̃)

∆k
log 1

ε

)
LazyCCA[3] ASVRG O

(
dk(n+

√
nκ̃)√

∆k
log 1

ε

)
NAPI ASVRG O

(
dk(n+

√
nκ̃)√

∆k
log 1

ε

)
* Local convergence.
** κ and κ̃ are condition numbers, see Section IV for the formal
definitions.

methods. Our work is motivated by the work in [61, 57, 113], and the main
contributions are summarized as follows:

• We explicitly characterize the convergence properties of NAPI. Our result
matches the asymptotic iteration complexity of the Lanczos method but
with much lower computational cost per iteration. In particular, NAPI
attains the worst-case complexity bound O

(
1√
∆

log 1
ε

)
which is not im-

provable in terms of the eigenvalue gap ∆. While the Lanczos method
can not operate in a stochastic setting, each iteration of NAPI involves
solving a least squares problem inexactly, hence can be handled very ef-
ficiently by some of the most advanced convex optimization solvers. By
appropriately controlling the errors in solving the least squares problem,
and by using a well-designed initialization, NAPI obtains a linear running
time in the input-size which allows it to operate on large-scale data sets.
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• Our result can be used to obtain improved running time for several
downstream applications. We demonstrate how NAPI can be applied to
the CCA problem, resulting in practical and theoretical improvements
over the state-of-the-art algorithms (see, Table 3.1). Experiments on
real-world data sets confirm the effectiveness of our method.

3.0.3 Preliminaries
Principal angles are a useful tool for studying the convergence of subspaces in
iterative eigenvalue methods. We rely on the following definition:

Definition 3.0.1 (Principal Angles [146]). Let X and Y be subspaces of Rd
of dimension at least k. The principal angles 0 ≤ θ(1) ≤ θ(2) · · · ≤ θ(k) ≤ π/2
between X and Y are defined recursively via:

cos θ(i) (X ,Y) = max
x∈X

max
y∈Y

x>By =
∣∣x>i Byi∣∣ ,

subject to ‖x‖B = ‖y‖B = 1, x>Bxj = 0, y>Byj = 0, j = 1, . . . , i − 1. The
vectors {x1, x2, . . . , xk} and {y1, y2, . . . , yk} are called the principal vectors.
For matrices X and Y , we use θ(i) (X,Y ) to denote the ith principal angle
between their ranges.

Since we are only interested in the largest principal angle, we make slight
abuse of notation and write θ (X,Y ) instead of θ(k) (X,Y ).

Proposition 3.0.1. Let X and Y be orthogonal bases for subspaces X and Y
w.r.t B, respectively. Let X⊥ be an orthogonal basis w.r.t B for the orthogonal
complement of X . Then,

cos θ (X,Y ) = σk
(
X>BY

)
and sin θ (X,Y ) =

∥∥X>⊥BY ∥∥ .
If, in addition, X>BY is invertible, then

tan θ (X,Y ) =
∥∥∥X>⊥BY (X>BY )−1

∥∥∥ .
The following lemma presents a nice connection between the principal an-

gles and the distances between subspaces. The proof of this lemma when
B = I can be found in [130, Section II.4]; its generalization to general positive
definite matrices is straightforward, hence omitted here.

Lemma 3.0.1 (Distance Between Subspaces). Let X and Y be orthogonal
bases for subspaces X and Y w.r.t B, respectively. Let Q be an orthogonal
matrix, then ∥∥XX>B − Y Y >B∥∥ = sin θ (X,Y ) ,

min
Q>Q=Ik

∥∥∥B1/2X −B1/2Y Q
∥∥∥ ≤ 2 sin

θ (X,Y )

2
.
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3.1 Polynomial Approximation, Least Squares
Solvers and Eigenproblems

3.1.1 What does polynomial approximation have to do
with eigenvalues?

The power method [62] is one of the oldest techniques for computing the largest
eigenvalue of a matrix, and the conceptual starting point for many contem-
porary numerical algorithms. It works as follows: choose an initial vector
x0 ∈ Rd uniformly at random from the unit sphere and multiply it repeatedly
by the symmetric matrix A ∈ Rd×d. This generates a sequence of iterates
{xs}, related via xs = Axs−1 = Asx0. Under certain conditions, this se-
quence, normalized appropriately, will converge to the leading eigenvector of
A, i.e, the one associated with the eigenvalue of largest magnitude.

The power method can be viewed as applying of a degree-s polynomial,
namely ps (z) = zs, to A, and then multiplying it by the initial vector x0. The
polynomial ps (z) evaluates 1 to 1 and moves every z with |z| < 1 closer to 0
at the rate determined by |z|. Let A = UΛU> be the eigenvalue value decom-
position of A, where Λ = diag λ1, . . ., λd is a matrix of eigenvalues satisfying
|λ1| > |λ2| ≥ . . . ≥ |λd|. Then, the polynomial ps (z) applied to A is simply

ps (A) = U


ps (λ1) 0 . . . 0

0 ps (λ2) . . . 0

...
. . . . . . 0

0 . . . 0 ps (λd)

U> = U


λs1 0 . . . 0

0 λs2 . . . 0

...
. . . . . . 0

0 . . . 0 λs2

U>.

Since |λ1| > |λ2|, As/λs1 converges to u1u
>
1 , where u1 is the first column of

U . This means that an estimate of u1 can be found by simply picking the
first column of As and normalizing it to have a unit norm. If we suppose that
|λ2| = (1−∆) |λ1|, then it will take roughly s = O

(
1
∆ log 1

ε

)
iterations until

|λ2|s ≤ ε|λ1|s. Since the eigengap ∆ tends to be very small for practical
large-scale matrices, the power method converges very slowly. Fortunately,
the next proposition indicates that it is possible to to improve the running
time from O

(
1
∆ log 1

ε

)
to O

(
1√
∆

log 1
ε

)
by a simple modification of the power

method.

Proposition 3.1.1. [116, Theorem 3.3] For any positive integers s and d,
there is a degree-d polynomial ps,d (x) satisfying

sup
x∈[−1,1]

|ps,d (x)− xs| ≤ 2e−d
2/2s.
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The result implies that it is possible to approximate xs to any accuracy
δ > 0 i.e.

sup
x∈[−1,1]

|ps,d (x)− xs| ≤ δ.

using a polynomial ps,d(x) of degree d = d
√

2 ln (2/δ) se. This suggests that
it should be possible to develop an approximate power iteration which re-
duces the number of matrix multiplications by A from s to

√
s. Of course,

the existence result in Proposition 3.1.1 is only useful if there is an efficient
way to construct the approximating polynomial. The proof of the proposition
relies on Chebyshev polynomials, which are ubiquitous in numerical optimiza-
tion. We also note that the result above is essentially optimal in the sense
that polynomial approximations of xs over [−1, 1] require degree Ω(

√
s) [116,

Chapter 5].

3.1.2 Stochastic optimization of least squares

Over the past few years, there has been a great attention in developing stochas-
tic algorithms for solving empirical risk minimization problems in machine
learning. Specifically, one is interested in the unconstrained minimization of

f (x) :=
1

n

n∑
i=1

fi (x) , (3.3)

where f1, . . . , fn is L-smooth and convex functions, and f is µ-strongly con-
vex function. Solving this problem using standard first order methods such
as gradient descent requires O

(
nκ log 1

ε

)
passes over the data set to achieve

an ε-optimal solution, where the condition number κ = L/µ can be as large
as Ω (n) in machine learning applications [19]. This running time can be fur-
ther improved to O

(
n
√
κ log 1

ε

)
if one uses Nesterov’s accelerated scheme [92].

Many linearly convergent stochastic methods, such as SDCA [123], SAGA [43],
or SVRG [75], have been introduced and shown to outperform the standard
first order methods under mild assumptions. These methods only access to
the gradient of one individual component function fi at each step of the al-
gorithm, instead of the full gradient as in standard first order methods. This
results in an improved computational complexity of O

(
(n+ κ) log 1

ε

)
passes

over the data set to achieve an ε-optimal solution in expectation. When these
methods are combined with Nesterov acceleration, the expected complexity
becomes O ((n+

√
nκ) log(1/ε)) (see, e.g., [54] and [2]).

In this work, we approximately compute the matrix-vector product B−1b
by minimizing the least-squares loss

f (w) :=
1

2
w>Bw − w>b,
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over w. This problem has the unique solution is w? = B−1b. In our appli-
cations of interest, B is usually an empirical covariance matrix of the form
1
n

∑n
i=1 xix

>
i , hence f (w) can be expressed as a finite-sum as in (3.3) with

fi(w) :=
1

2
w>xix

>
i w − w>b

Thus, we can find an approximate solution to B−1b using either standard
first-order methods or more advanced stochastic solvers. As we will see, using
the advanced solvers together with good initializations will lead to a significant
improvement in iteration complexity of our method.

3.1.3 The top-k generalized eigenvector problem
Definition 3.1.1 (Top-k generalized eigenvectors). Given symmetric matri-
ces A and B where B is positive definite, the top-k generalized eigenvectors
w1, . . . , wk are defined by

wi ∈ argmax
w

|w>Aw|

subject to w>Bw = 1

w>Bwj = 0 ∀j ∈ {1, 2, . . . , i− 1}.

(3.4)

Problem (3.4) can be reduced to the problem of computing the top-k eigen-
vectors associated with k eigenvalues of largest magnitude ofM = B−1/2AB−1/2

and then multiplying by B−1/2 (see, Lemma 2). Let us use the simple power
method for this task. Let y = B−1/2MTx be the result of T iterations of
the power method followed by multiplying with B−1/2, we can write y =(
B−1A

)T
B−1/2x. Since the power method converges from a random initial

vector x with high probability, one can ignore B−1/2 and compute instead
y =

(
B−1A

)T
x. Thus, we can compute our desired eigenvectors by simply

alternating between applying A and B−1 to a random initial vector. The au-
thors of [57] suggested a procedure (GenELin) for this task which applies B−1

approximately by least squares solvers. It is easy to see that GenLin simulates
the noisy power method in [68], and hence it will converge as long as the noise
is under control.

3.2 Computing the Leading Generalized
Eigenvector

In this section, we introduce NAPI, an noisy accelerated power method for solv-
ing (3.1). We then characterize the convergence rate of the proposed algorithm
for the special case of computing the leading generalized eigenvector.
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Algorithm 1 Noisy Accelerated Power Iteration (NAPI)

Input: Initial points w−1 = 0 and w0, and parameter β.
1: w0 ← w0/ ‖w0‖B
2: for t = 0, 1, . . . , T − 1 do
3: αt ← w>t Awt/w

>
t Bwt

4: w̃t+1 ≈ argminw∈Rd
{

1
2w
>Bw − w>Awt

}
(initialize the solver with αtwt)

5: w̃t+1 ← w̃t+1 − βwt−1

6: wt ← wt
‖w̃t+1‖B

and wt+1 ← w̃t+1

‖w̃t+1‖B
7: end for
Output: wT

3.2.1 Description of the algorithm
Our algorithm is designed to run in an inner-outer fashion and it hinges upon:
(i) an acceleration technique inspired by Chebyshev polynomials for approx-
imating matrix powers; and (ii) an efficient inexact matrix-vector product
computation. In particular, the acceleration technique in the outer loop al-
lows to reduce the number of outer iterations, while the subproblems in the
inner loop are efficiently solved by some of the most advanced convex opti-
mization solvers. These solvers are capable of exploiting sparsity and problem
structure and scale to truly large-scale data sets. The last critical component
of our algorithm is a well-designed warm start procedure which reduces the
practical running times even further.

3.2.2 Deriving acceleration through Chebyshev magic
As discussed above, the power method can be accelerated by finding a good
low-degree polynomial approximation to xT . However, to evaluate a polyno-
mial of degree T , we may need to store up to T terms before adding them up.
Fortunately, the next result demonstrates that we can construct a Chebyshev
polynomial recursively using only the two previous terms.

Definition 3.2.1 (Chebyshev Polynomials). For a nonnegative integer t, the
degree t Chebyshev polynomial of the first kind, Tt (z), is defined recursively
as follows:

T0 (z) = 1, T1 (z) = z,

Tt (z) = 2zTt−1 (z)− Tt−2 (z) for t ≥ 2.

To motivate our algorithm, let us focus on the unconstrained version of
Problem (3.4), where we relax the condition that the solution should have unit
B-norm. Our goal is to find the leading eigenvector of B−1A by approximating
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(
B−1A

)T using a Chebyshev polynomial. Using Definition 3.2.1 with z =

B−1A and letting yt = Tt
(
B−1A

)
w0, we can approximate

(
B−1A

)T
w0 by

recursively building a new iterate using only the previous two iterates:

yt+1 = 2B−1Ayt − yt−1. (3.5)

Note that the result in Proposition 3.1.1 is stated for approximating over
the interval [−1, 1]. Therefore, we will consider a scaled Chebyshev poly-
nomial of the form Ct(B

−1A) = Tt

(
B−1A
c

)
for some constant c. Letting

xt = Ct(B
−1A)w0, we will thus study the recursion

xt+1 = B−1Axt − βxt−1, (3.6)

where β is a constant depending on c. As we shall see, determining the best
possible β leads to an improved convergence rate for our method.

Returning to the constrained case, we wish to use a (scaled) Chebyshev
polynomial to get an improved convergence rate while ensuring that the it-
erates have unit B-norm. To this end, in our algorithm, we normalize the
intermediate iterate w̃t+1 to have unit B-norm and rescale the current iterate
wt by the same factor as that for w̃t+1. The iterates generated by Algorithm 5
can be written as

w̃t+1 := B−1Awt − βwt−1, γt+1 = ‖w̃t+1‖B (3.7)

wt := wtγ
−1
t+1, wt+1 := w̃t+1γ

−1
t+1, (3.8)

and the latest iterate wT can be expressed as

wT =
CT
(
B−1A

)
w0

‖CT (B−1A)w0‖B
,

where CT is a scaled Chebyshev polynomial of degree T . That is, the output
vector obtained by applying (3.7)-(3.8) recursively is equivalent to performing
only recursion (3.6) without normalizing the iterates at each step, but only
at the last step. To see that, suppose that w−1 = x−1 = 0 and w0 = x0,
then we will show by induction that wt = xtα

−1
t for all t ≥ 1, where αt =

γtγt−1 . . . γ0 > 0. Assume that wi = xiα
−1
i for all i ≤ t, the sequence generated

by (3.7)-(3.8) can be written as

wt+1 =
(
B−1Awt − βwt−1γ

−1
t

)
γ−1
t+1. (3.9)

It follows that

wt+1 =
(
B−1Axtα

−1
t − βxt−1α

−1
t−1γ

−1
t

)
γ−1
t+1

=
(
B−1Axtα

−1
t − βxt−1α

−1
t

)
γ−1
t+1

=
(
B−1Axt − βxt−1

)
α−1
t γ−1

t+1

= xt+1α
−1
t+1,
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as desired. The following result, whose proof can be found in [113, Theorem 8],
characterizes the convergence rate of Algorithm 5 in the absence of noise.

Proposition 3.2.1 (Convergence of the exact method). Let λi be the eigen-
values of B−1A satisfying |λ1| > |λ2| ≥ . . . ≥ |λd|, and let ∆ = 1 − |λ2| / |λ1|
be its relative eigenvalue gap. If the least squares subproblems in Step 4 of Al-
gorithm 5 are solved exactly and the parameter β satisfies |λ2| ≤ 2

√
β < |λ1|,

then

sin2 θ (wT , u1) ≤ 4

(
2
√
β

|λ1|+
√
λ2

1 − 4β

)2T

tan2 θ (w0, u1) .

Moreover, if β = λ2
2/4, then one can achieve an ε-optimal solution, i.e,

sin θ (wT , u1) ≤ ε, after at most T = O
(

1√
∆

log tan θ0
ε

)
iterations.

The above result matches the iteration complexity of the Lanczos method,
a significantly more complex algorithm [62]. However, note that the result
requires exact computation of B−1Aw for some vector w, which (as already
discussed) is prohibitively expensive for large scale data sets.

3.2.3 Warm-start
Initialization plays a critical role in designing an efficient method, cf. the work
on the standard power iteration in [57]. Recall that the matrix-vector product
B−1Awt is computed approximately by solving the least squares problem

min
w∈Rd

f (w) :=
1

2
w>Bw − w>Awt,

whose unique solution is w? = B−1Awt. As the iterates converge, the solu-
tions to the least squares problems in consecutive iterations become increas-
ingly similar. It is natural to use a scaled version of the previous iterate as
initialization. This gives the following initial objective

f (αwt) =
1

2
α2w>t Bwt − αw>t Awt.

Minimizing f (αwt) over α gives us the optimal scaling α?t = w>t Awt/w
>
t Bwt.

As will be shown later, with this initialization, we only need to run the least
squares solver until the initial error has been reduced by a constant factor,
independent of the final suboptimality required.

3.2.4 Convergence argument
In this subsection, we will show that as long as the errors in the matrix-
vector multiplications are controlled in an appropriate way, NAPI enjoys the
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same convergence rate as the idealized method where subproblems are solved
exactly.

Due to the inexact solution of subproblems, the output of Algorithm 5 is no
longer equivalent to applying the Chebyshev polynomial to an initial vector,
hence the proof of Proposition 3.2.1 is not applicable anymore. However, the
iterates defined by Algorithm 5 can be seen as a second order iterative system
and be cast into the following form

ϑt+1 :=

[
wt+1

wt

]
=

1

γt+1

([
B−1A −βI
I 0

] [
wt
wt−1

]
+

[
et
0

])

=
1

γt+1
(Cϑt + ξt) ,

where et = w̃t+1−B−1Awt is the approximation error in Step 4 of Algorithm 1,

C =

[
B−1A −βI
I 0

]
and ξt =

[
et
0

]
.

To establish the convergence rate of NAPI, we will thus study the behaviour
of this extended system. Note that the extended vectors ϑt do not have unit
norm w.r.t any fixed matrix, hence care must be taken when performing the
convergence analysis for this sequence. We begin with the existence of eigen-
vectors and eigenvalues of B−1A and C.

Lemma 3.2.1 (Existence of Eigenbasis). Let (pi, λi) be the eigenpairs of the
symmetric matrix B−1/2AB−1/2. Then,

(
ui = B−1/2pi, λi

)
is an eigenpair of

B−1A. In addition,
(
[µiu

>
i , u

>
i ]>, µi

)
is an eigenpair of C, where the eigen-

values µi satisfy

µ2
i − λiµi + β = 0.

Proof. See Appendix 3.5.1.

The next lemma shows that under a certain condition on the suboptimality
in solving the least-squares subproblems, the angle between ϑt and the optimal
eigenvector v1 shrinks geometrically in each iteration.

Lemma 3.2.2. Let v1 be a leading eigenvector of the augmented matrix C
and let µi be the eigenvalues of C such that |µ1| > |µ2| ≥ . . . ≥ |µ2d|. If the
errors in solving the least squares problems satisfy

‖et‖B ≤
|µ1| − |µ2|

4
min {sin θ (ϑt, v1) , cos θ (ϑt, v1)} (3.10)

for all t ∈ N, then

tan θ (ϑt+1, v1) ≤ |µ1|+ 3 |µ2|
3 |µ1|+ |µ2|

tan θ (ϑt, v1) .



Computing the Leading Generalized Eigenvector 31

Proof. See Appendix 3.5.2.

We are now ready to state our main theorem, quantifying the iteration
complexity of NAPI:

Theorem 3.2.1. Let λi be the eigenvalues of B−1A satisfying |λ1| > |λ2| ≥
. . . ≥ |λd|, and let ∆ = 1 − |λ2| / |λ1| be its relative eigenvalue gap. For
|λ2| ≤ 2

√
β < |λ1|, the output of Algorithm 5 satisfies

sin2 θ (ϑT , v1) ≤

(
1

2
+

√
β

|λ1|+
√
λ2

1 − 4β

)2T

tan2 θ0,

where θ0 = θ (ϑ0, v1). Furthermore, if the parameter β is set to |λ2|2 /4, we
can achieve an ε-optimal solution after at most

T = O
(

1√
∆

log
tan θ0

ε

)
iterations. The total running time of the algorithm is

O
(

1√
∆

(
T
(

∆ cos2 θ0

32

)
log (tan θ0) + T

(
∆

32

)
log

1

ε

)
+

nnz (A) + nnz (B)√
∆

log
tan θ0

ε

)
,

where T (τ) is the time that a least squares solver takes to reduce the residual
error by a factor τ .

Proof. See Appendix 3.5.3

Remark 3.2.1. The result in Theorem 5.2.1 for the extended system readily
implies the convergence of wt to an optimal solution to Problem 3.4. More
specifically, invoking Lemma 3.0.1 with

X = v1/ ‖v1‖B ,Y = ϑT / ‖ϑT ‖B , and B = B =

[
B 0
0 B

]
,

yields

min
α∈{±1}

∥∥∥∥∥∥ B 1
2√

γ−2
T + 1

[
wT
wT−1

]
− αB 1

2√
µ2

1 + 1

[
µ1u1

u1

]∥∥∥∥∥∥ ≤ 2 sin
θ (ϑT , v1)

2
.

It follows that

min
α∈{±1}

∥∥∥∥∥ γT√
γ2
T + 1

B
1
2wT −

αµ1√
µ2

1 + 1
B

1
2u1

∥∥∥∥∥ ≤ 2 sin
θ (ϑT , v1)

2
.

Since ‖wT ‖B = ‖u1‖B = 1, the above inequality indicates that wT converges to
a leading eigenvector (u1 or −u1) of B−1A, an optimal solution of Problem 3.4.
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Remark 3.2.2. Theorem 5.2.1 shows that as long as the errors arising from
solving the least squares problems approximately are controlled appropriately,
the proposed algorithm enjoys the same convergence rate as the idealized method
(c.f. Proposition 3.2.1). Oddly, our analysis shows that the accelerated method
is less sensitive to errors than the standard power method in [57]. In partic-
ular, the condition (3.10) in Lemma 3.2.2 requires the noises to scale with√

∆ while the condition in [57] requires the noises scale with ∆. It is worth
mentioning that compared to [57], our method has one additional parameter
(the momentum gain), whose optimal value is not known in general. This
situation is quite common in momentum-like methods such as the heavy-ball
method [103] in convex optimization. However, it has been widely observed
that even with a suboptimal estimate of the momentum parameter, one often
can achieve significantly speed-ups over the original algorithm.

Corollary 3.2.1. If we use Nesterov’s accelerated method as a least squares
solver, the running time of Algorithm 1 to achieve an ε-optimal solution is
bounded by

O
(

nnz (B)
√
κ√

∆
m1 +m2

)
,

where

m1 =

(
log

1

cos θ0
log

1

∆ cos θ0
+ log

1

ε
log

1

∆

)
m2 =

nnz (A)√
∆

log
1

ε cos θ0
.

This is a linear running time in the input size of the problem, i.e., the number
of nonzero elements of A and B.

3.2.5 Extension to the Top-k Generalized Eigenvectors
We consider an extension of our accelerated method to the problem of finding
the top-k generalized eigenvectors. The algorithm is formally given as Algo-
rithm 2. It is a natural generalization of Algorithm 5, where the iterates are
now matrices of size d×k, and the normalization steps are replaced by orthog-
onalization steps using the Gram-Schmidt procedure with the inner product
〈·, ·〉B . Similarly as in the top-1 case, we will study the convergence behaviour
of the sequence generated by Algorithm 2 via the extended system given by

Yt+1 :=

[
Wt+1

Wt

]
=

([
B−1A −βI
I 0

] [
Wt

Wt−1

]
+

[
Et
0

])
R−1
t+1.

Let U = [u1, . . . , uk] with U>BU = I be the matrix of top-k eigenvectors
of B−1A and let λ1, . . . , λk be the corresponding top-k eigenvalues. Then,
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Algorithm 2 NAPI for top-k Generalized Eigenvectors

Input: Initial points W−1 = 0, k, T , and β.
1: Let W0 be a random orthonormal basis w.r.t 〈·, ·〉B
2: for t = 0, 1, . . . , T − 1 do
3: Zt ←

(
W>t BWt

)−1
W>t AWt

4: W̃t+1 ≈ argminW
{

1
2 tr

(
W>BW

)
− tr

(
W>AWt

)}
(initialize the solver

with WtZt)
5: W̃t+1 ← W̃t+1 − βWt−1

6: Wt+1 ← W̃t+1R
−1
t+1 via QR-factorization w.r.t 〈·, ·〉B

7: Wt ←WtR
−1
t+1

8: end for
Output: Ws

by Lemma 3.2.1, the matrices of top-k eigenvectors V̄ and eigenvalues Λ of
the extended matrix C are V̄ = [ΛU>, U>]> and Λ = diagµ1, . . . , µk with
µi being solutions to the equations µ2

i − λiµi + β = 0, i = 1 . . . , k. Let
V = V̄ (I + Λ2)−1/2, and let

B =

[
B 0
0 B

]
,

then V >B V = Ik. Furthermore, using QR decomposition w.r.t B, one can
write Yt as Yt = ȲtGt for some matrix Ȳt satisfying Ȳ >t B Ȳt = I and for some
nonsingular matrix Gt ∈ Rk×k.

The following theorem characterizes the convergence properties of the above
extended system. Note that the angles in the theorem are measured w.r.t B.

Theorem 3.2.2. Let λi be the eigenvalues of B−1A satisfying |λ1| ≥ . . . ≥
|λk| > |λt+1| ≥ . . . ≥ |λd|, and let ∆k = 1 − |λk+1| / |λk| be its relative
eigenvalue gap. If the errors in solving the least squares problems satisfy

‖Et‖B ≤
|µk| − |µk+1|

4
min

{
sin θ(Ȳt, V ), cos θ(Ȳt, V )

}
,

for all t ∈ N, and if |λk+1| ≤ 2
√
β < |λk|, the output of Algorithm 2 satisfies

sin2 θ
(
ȲT , V

)
≤

(
1

2
+

√
β

|λk|+
√
λ2
k − 4β

)2T

tan2 θ0,

where θ0 = θ(Ȳ0, V ). Furthermore, if the parameter β is set to |λk+1|2 /4, we
can achieve an ε-optimal solution after at most

T = O
(

1√
∆k

log
tan θ0

ε

)
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iterations. The total running time of the algorithm is

O
(

1√
∆k

(
T
(

∆k cos4 θ0

128kγ2

)
log (tan θ0) + T

(
∆k

128γ2

)
log

1

ε

)
+

1√
∆k

(
nnz (A) k + nnz (B) k + dk2

)
log

tan θ0

ε

)
,

where γ = λ1/λk and T (τ) is the time a least squares solver takes to reduce
the residual error by a factor τ .

Proof. See Appendix 3.5.4.

For k = 1, we have shown in Remark 3.2.1 that the convergence of the
extended sequence translates to the convergence of the original one. However,
for a general case, we need a more involved analysis to derive a similar con-
clusion. We start by invoking Lemma 3.0.1 with X = ȲT , Y = V , B = B to
obtain

min
Q>Q=Ik

∥∥∥∥B 1
2

[
WT

WT−1

]
GT − B

1
2

[
UΛ
U

]
(I + Λ2)−1/2Q

∥∥∥∥ ≤ 2 sin
θ
(
ȲT , V

)
2

.

It follows that there exists an orthogonal matrix Q such that∥∥∥WTGT − UΛ(I + Λ2)−1/2Q
∥∥∥
B
≤ 2 sin

θ
(
ȲT , V

)
2

.

Therefore, if we let M = Λ(I + Λ2)−1/2Q, then WT can be written as

WT = UΛ(I + Λ2)−1/2QG−1
T + EG−1

T =
(
U + EM−1

)
MG−1

T ,

where E is a perturbation matrix satisfying ‖E‖B ≤ 2 sin
θ(ȲT ,V )

2 . Note that
since MG−1

T is nonsingular, the range space of WT is identical to that of
U + EM−1. Consider the following matrix

P =
(
U + EM−1

)[(
U + EM−1

)>
B
(
U + EM−1

)]−1/2
,

then it can be verified that P>BP = I, thereby being an orthogonal basis for
the range space of WT . Using the binomial expansion identity [70]

(I −A)−1/2 = I +
1

2
A+ H.O.T,

for ‖A‖ < 1 and the fact that U>BU = I, one can write the matrix P as
P =

(
U + EM−1

)(
I + E′

)
with ‖E′‖B = O(‖E‖B). Therefore, if we denote

by U⊥ an orthogonal basis (w.r.t B) of the subspace spanned by uk+1, . . . , ud,
then it holds that

U>⊥BP = U>⊥BEM
−1 + U>⊥BEM

−1E′,
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which implies that

sin θ(WT , U) =
∥∥U>⊥BP∥∥ = O(‖E‖B) ≤ c sin

θ
(
ȲT , V

)
2

,

for some constant c. The last inequality indicates that the original sequence
converges at the same rate as the extended one, as desired.

3.3 Application to CCA
Our main result can readily lead to improvement of several downstream appli-
cations. In this section, we will discuss the benefits of our proposed method
in solving the CCA problem.

In CCA, we are provided with pairs of data points from two views

(x1, y1), . . . , (xn, yn),

where xi ∈ R1×d1 , yi ∈ R1×d2 , and n is the size of the training set. For
example, the views can be the visual image data and audio data in a video
of people speaking. Let X = [x1, . . . , xn]

> ∈ Rn×d1 and Y = [y1, . . . , yn]
> ∈

Rn×d2 be the data matrices for each view, respectively. We define the relevant
empirical covariance matrices as Σ11 = 1

nX
>X+γ1I, Σ22 = 1

nY
>Y +γ2I, and

Σ12 = 1
nX
>Y , where γ1 and γ2 are regularization parameters. The goal is to

find a linear transformation of the points in each view that retains as much as
the redundant information between the views. More specifically, CCA finds
the solution of the following problem

(φi, ϕi) ∈ argmax
φ,ϕ

φ>Σ12ϕ

subject to φ>Σ11φ = ϕ>Σ22ϕ = 1

φ>Σ11φj = ϕ>Σ22ϕj = 0, ∀j ≤ i− 1.

(3.11)

It is easy to check that any stationary point (φi, ϕi) of Problem (3.11) satisfies

Σ12ϕi = λiΣ11φi and Σ>12φi = λ′iΣ22ϕi, (3.12)

where λi and λ′i are two constants. Using the constraints, it can be verified
that λi = λ′i. The system (3.12) above can therefore be cast into the following
generalized eigenproblem[

0 Σ12

Σ>12 0

] [
φi
ϕi

]
= λi

[
Σ11 0
0 Σ22

] [
φi
ϕi

]
. (3.13)

The solution to this problem has d1 + d2 eigenvalues λ1 > λ2 > . . . > −λ2 >
−λ1; for each eigenvalue λi with the corresponding eigenvector [φ>i , ϕ

>
i ]>,
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−λi is also an eigenvalue with the corresponding eigenvector [φ>i ,−ϕ>i ]>. Let
A and B be the matrices on the left and right in (3.13), respectively, then
the eigenvalue gap of B−1A is zero. Thus, iterative methods for finding the
leading eigenvector of B−1A may not converge. Since the top 2k-dimensional
eigen-space of B−1A is the subspace spanned by [φ>i , ϕ

>
i ]> and [φ>i ,−ϕ>i ]>,

i = 1, . . . , k, one can solve the above problem for the top-2k eigenvector prob-
lem and then choose any orthogonal basis that spans the output subspace and
a random k-dimensional projection of those vectors. Finally, to fulfil the con-
straints in CCA problem, we perform the last orthogonalization steps w.r.t
Σ11 and Σ22, respectively. The formal description of the discussions above are
given in Algorithm 3.

Algorithm 3 Noisy Accelerated Power Method for CCA

Input: Data matrices X,Y , T , k, and β.

1: A←
[

0 Σ12

Σ>12 0

]
, B ←

[
Σ11 0
0 Σ22

]
2: [Φ̃>s , Ψ̃

>
s ]> ← NAPI (A,B, β, T, 2k)

3: Generate a 2k × k random Gaussian matrix G
4: ΦT ← Φ̃TG and ΨT ← Ψ̃TG
5: ΦT ← ΦTR

−1
x via QR-factorazation w.r.t 〈·, ·〉Σ11

6: ΨT ← ΨTR
−1
y via QR-factorazation w.r.t 〈·, ·〉Σ22

Output: ΦT , ΨT

We remark that when running Algorithm 3, we do not need to form A and
B explicitly thanks to their diagonal forms. In fact, we only need to apply
Σ11, Σ12, and Σ22 as operators, which can be done efficiently by applying X
and Y appropriately. For example, at some points of the algorithm, one needs
to compute x>Σ11y for some vectors x, y, one can compute Xy and Xx and
then compute the inner product of those vectors without forming Σ11. This
also allows to exploit the sparsity of the data matrices X and Y , which is
critical for large-scale problems.

The least squares problem at the tth iteration of procedure NAPI can be
written explicitly as follows

min
Φ,Ψ

ft (Φ,Ψ) :=
1

2
tr

([
Φ
Ψ

]> [
Σ11 0
0 Σ22

] [
Φ
Ψ

])
− tr

(
Φ>Σ12Φk−1 −Ψ>Σ>12Ψk−1

)
.

The condition number of this problem is

κ = max

(
λmax (Σ11)

λmin (Σ11)
,
λmax (Σ22)

λmin (Σ22)

)
.
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If one wishes to use stochastic optimization solvers, one can be express the
objective function above as

min
Φ,Ψ

ft (Φ,Ψ) :=
1

n

n∑
i=1

f it (Φ,Ψ) ,

where

f it (Φ,Ψ) =
1

2
tr

([
Φ
Ψ

]> [
x>i xi + γ1I 0

0 y>i yi + γ2I

] [
Φ
Ψ

])
− tr

(
Φ>Σ12Φk−1 −Ψ>Σ>12Ψk−1

)
.

In this case, the relevant condition number depends on the individual Lipschitz
constant of the component functions, and can be computed as

κ̃ = max

maxi

(
‖xi‖2

)
λmin (Σ11)

,
maxi

(
‖yi‖2

)
λmin (Σ22)

 .

The following lemma shows that Steps 5 and 6 in Algorithm 3 do not cause
much loss in the alignment with the true canonical space.

Lemma 3.3.1. [57, Lemma 14] If the output of procedure NAPI has the angle
at most θ with the true top-2k generalized eigenspace of B, A, then with prob-
ability at least 1− δ, both ΦT and ΨT has angle at most O

(
k2θ/δ2

)
with the

true top-k canonical space of X and Y .

Finally, we state the following theorem charactering the iteration complex-
ity of Algorithm 3.

Theorem 3.3.1. Given data matrices X and Y , let A and B be the matrices
defined in Algorithm 3. Let λi be the eigenvalues of B−1A satisfying λ1 >
λ2 > . . . > −λ2 > −λ1, and let ∆k = 1− |λk+1|/|λk| be its relative eigenvalue
gap. Let Φ? and Ψ? be the top-k true canonical space of X and Y , respectively.
If β = |λk+1|2 /4, then with probability at least 1−δ, the output of Algorithm 3
satisfying

min {sin θ (ΦT ,Φ
?) , sin θ (ΨT ,Ψ

?)} ≤ ε,

in time

O
(

1√
∆k

T
(
c∆kδ

2 cos4 θ0

k3γ2

)
log (tan θ0) +

1√
∆k

T
(
c∆kδ

2

k2γ2

)
log

1

ε

+
nnz (X,Y ) k + dk2

√
∆k

log
tan θ0

ε

)
,

where nnz (X,Y ) = nnz (X) + nnz (Y ), γ = λ1/λk and c is a universal con-
stant.
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Proof. The proof follows readily from Lemma 3.3.1 and Theorem 3.2.2.

Corollary 3.3.1. If we use Nesterov’s accelerated method as a least squares
solver, the running time of Algorithm 3 to achieve an ε-optimal solution is
bounded by

O
(

nnz (X,Y ) k
√
κ√

∆k

m1 +m2

)
.

On the other hand, if we choose to use SVRG, then the running time is bounded
by

O

k nnz (X,Y )
(

1 +
√
κ̃/n

)
√

∆k

m1 +m2

 ,

where

m1 =

(
log

1

cos θ0
log

kγ

δ∆k cos θ0
+ log

1

ε
log

kγ

δ∆k

)
m2 =

dk2

√
∆k

log
1

ε cos θ0
.

3.4 Experimental Results
In this section, we perform experiments on real-word data sets to validate
the effectiveness of the proposed algorithms. In the plots, we illustrate the
performance of NAPI-based CCA on the following real-world data sets.

Mediamill is an annotated video data set from the Mediamill Challenge
for automated detection of semantic concepts, which contains 85 hours of inter-
national broadcast news data [128]. These news videos are first automatically
segmented into 30,993 subshots. Each image is a representative key-frame of
a video subshot annotated with 101 labels and consists of 120 features. CCA
is used to learn the correlation structure between the images and its labels.

MNIST is a data set of 60,000 handwritten digits from 0 to 9 [77]. Each
digit is represented by an image of 392×392 values in [0, 1]. CCA is performed
to explore the correlated representations between the left and right halves of
the handwritten digit images.

XRMB is Wisconsin Xray Microbeam database consits of simultaneous
acoustic and articulatory recordings [140, 138]. The inputs to CCA are the
acoustic and articulatory features concatenated over a 7-frame window around
each frame, giving acoustic vectors x ∈ R273 and articulatory vectors y ∈ R112.

Figure 3.1 shows the suboptimality in objective versus the number of
epochs (passes over the full data set) for different algorithms solving CCA
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Table 3.2: Brief Summary of Data sets

Data set Description d1 d2 n

Mediamill Image and its labels 101 120 30,993
XRMB Acoustic and articulation samples 273 112 1,429,236
MNIST Left and right halves of images 392 392 60,000

0 40 80 120 160 200

100

10−2

10−4

10−6

10−8

10−10

10−12

10−14

κ̃ = 534.4

Epoch

Su
bo

pt
im

al
ity

NAPI
CCALin
AppGrad
ALS-VR
SI-VR

(a) Mediamill, γ1=γ2=10−3
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(d) Mediamill, γ1=γ2=10−5
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(f) XRMB, γ1 = γ2 = 10−5

Figure 3.1: Suboptimality versus the number of iterations for different algo-
rithms solving the CCA problem when k = 1, and the regularization parame-
ters γ1 and γ2 are given in the plot.

problem with k = 1 starting from a random initial vector. We compare the
following algorithms: AppGrad [84], ALS-VR [139], CCALin [57], and SI-VR [139]
where SVRG is used as the least squares solver. For CCALin, and NAPI, we set
the SVRG stepsizes to be 1/maxi

(
‖xi‖2 , ‖yi‖2

)
. We use the implementation

of SI-VR provided by the authors in [139]. This implementation uses slightly
different parameters than analyzed in [139], but outperforms the theoretically
suggested values. For AppGrad, we tune the stepsizes and report the result
from using the best ones. For each dataset, we vary the regularization param-
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eters to influence the condition numbers of the least squares problems, where
larger regularization implies better conditioning.

It can be seen that our proposed method converges linearly to an optimal
solution and significantly outperforms the other algorithms, especially for ill-
conditioned problems. As predicted by the theoretical results, NAPI and SI-VR
have superior performance compared to other non-accelerated methods. It
should be emphasized that for well-conditioned problems such as the case
of the Mediamill data set with γx = γy = 10−3, CCALin and AlS-VR can
have comparable performance to NAPI and SI-VR. Finally, we observe that for
ill-conditioned problems, the convergence of SI-VR can be quite slow with a
similar slope as ALS-VR, while NAPI still maintains an accelerated rate and
quickly finds a high accuracy solution.

3.5 Proofs

3.5.1 Proof of Lemma 3.2.1
For the first part, we have

B−1A
(
B−1/2pi

)
= B−1/2

(
B−1/2AB−1/2pi

)
= λiB

−1/2pi.

For the second part, for any eigenpair (u, λ) of B−1A, let µ be a solution of
µ2 − λµ+ β = 0. Then,

C

[
µu
u

]
=

[
B−1A −βI
I 0

] [
µu
u

]
=

[
(µB−1A− βI)u

µu

]
= µ

[
µu
u

]
.

Therefore, the vector v = [µu>, u>]> is an eigenvector of C with eigenvalue
µ. The proof is complete.

3.5.2 Proof of Lemma 3.2.2
The proof follows closely those in [57, 68] with a few modifications to take the
additional normalization steps in Algorithm 5 into account. First, we recall
that

ϑt+1 = (Cϑt + ξt) γ
−1
t+1,

where ϑt = [w>t , w
>
t−1]>, ξt = [e>t , 0]>, and γt+1 is a normalization term. Let

v1 =
1√
µ2

1 + 1

[
µ1u

>
1 , u

>
1

]>
and B =

[
B 0
0 B

]
,

then ‖v1‖B = 1 since ‖u1‖B = 1. Note that B is positive definite, hence the
B-norm is well defined. Let Pv1 be a projection onto the space spanned by
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the top eigenvector of C and let P⊥v1 be a projection onto the space spanned
by the remaining ones, with respect to the B-norm. It can be verified that
Pv1 = v1v

>
1 B and P⊥v1 = I−v1v

>
1 B. By the definition of principal angles under

the B-norm for k = 1, and the facts that Pv1 = P2
v1 and P⊥v1 = (P⊥v1)2, it is

readily verified that cos θ (ϑt, v1) =
‖Pv1ϑt‖B
‖ϑt‖B

and sin θ (ϑt, v1) =
‖P⊥v1ϑt‖B
‖ϑt‖B

.
We now start by expanding tan θ (ϑt+1, v1) as follows

tan θ (ϑt+1, v1) =

∥∥P⊥v1ϑt+1

∥∥
B

‖Pv1ϑt+1‖B

=

∥∥P⊥v1 (Cϑt + ξt)
∥∥
B

‖Pv1 (Cϑt + ξt)‖B

≤
∥∥P⊥v1Cϑt

∥∥
B +

∥∥P⊥v1ξt
∥∥
B

‖Pv1Cϑt‖B − ‖Pv1ξt‖B
. (3.14)

Since

‖Pv1Cϑt‖B ≥ |µ1| ‖Pv1ϑt‖B∥∥P⊥v1Cϑt
∥∥
B =

√
ϑ>t C>(P⊥v1)>BP⊥v1Cϑt ≤ |µ2|

∥∥P⊥v1ϑt
∥∥
B ,

it follows that

tan θ (ϑt+1, v1) =

∥∥P⊥v1ϑt
∥∥
B

‖Pv1ϑt‖B
×
|µ2|+

‖P⊥v1ξt‖B
‖P⊥v1ϑt‖B

|µ1| −
‖Pv1ξt‖B
‖Pv1ϑt‖B

≤ tan θ (ϑt, v1)×
|µ2|+

‖P⊥v1ξt‖B
‖P⊥v1ϑt‖B

|µ1| −
‖Pv1ξt‖B
‖Pv1ϑt‖B

= tan θ (ϑt, v1)×
|µ2|+

‖ξt‖B
‖ϑt‖B sin θ(ϑt,v1)

|µ1| −
‖ξt‖B

‖ϑt‖B cos θ(ϑt,v1)

. (3.15)

To get a geometric rate of convergence, it suffices to choose the noise level such

that the rightmost term in (3.15) is less than 1. Since ‖ϑt‖B =
√

1 + γ−2
t > 1,

choosing

‖et‖B ≤
|µ1| − |µ2|

4
min {sin θ (ϑt, v1) , cos θ (ϑt, v1)} ,

yields

tan θ (ϑt+1, v1) ≤ |µ1|+ 3 |µ2|
3 |µ1|+ |µ2|

× tan θ (ϑt, v1) , (3.16)

completing the proof of Lemma 3.2.2.



42 Noisy Accelerated Power Method for Eigenproblems

3.5.3 Proof of Theorem 5.2.1

First, by applying inequality (3.16) recursively, we obtain

tan θ (ϑt, v1) ≤
(
|µ1|+ 3 |µ2|
3 |µ1|+ |µ2|

)t
× tan θ (ϑ0, v1)

≤
(

1− 1

2

(
1− |µ2|
|µ1|

))t
× tan θ (ϑ0, v1) , (3.17)

where the last step follows since |µ1| > |µ2|. We next examine the relative
eigenvalue gap of the extended matrix C. For a fixed i, from Lemma 3.2.1,
the eigenvalues µi of C are the solutions of the characteristic equation

µ2
i − λiµi + β = 0.

If 2
√
β > |λ1|, the roots of the characteristic equation are imaginary, and both

have magnitude 2
√
β, which results in a zero eigenvalue gap. On the other

hand, if 2
√
β < |λ2|, then

1− |µ2|
|µ1|

= 1− |λ2|+
√
λ2

2 − 4β

|λ1|+
√
λ2

1 − 4β

while, for |λ2| ≤ 2
√
β < |λ1|, we get

1− |µ2|
|µ1|

= 1− 2
√
β

|λ1|+
√
λ2

1 − 4β
. (3.18)

We focus on the last case, since this is the range for β which can offer ac-
cleration. Note that the right-hand side of (3.18) is a decreasing function of
β, hence achieving its optimal solution at β = |λ2|2 /4. Combining (3.17)
and (3.18) yields

sin2 θ (ϑt, v1) ≤ tan2 θ (ϑt, v1)

≤

(
1

2
+

√
β

|λ1|+
√
λ2

1 − 4β

)2t

tan2 θ (ϑ0, v1) . (3.19)

We now pay attention to the running time of Algorithm 5 required to
achieve an ε-optimal solution, when the parameter β is chosen optimally. For
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β = |λ2|2 /4, we have

1− |µ2|
|µ1|

= 1− 2
√
β

|λ1|+
√
λ2

1 − 4β

=
|λ1| − |λ2|+

√
λ2

1 − λ2
2

|λ1|+
√
λ2

1 − λ2
2

=

√
|λ1| − |λ2|

(√
|λ1|+ |λ2| −

√
|λ1| − |λ2|

)
|λ2|

=
2
√

∆
√
|λ1|√

|λ1|+ |λ2|+
√
|λ1| − |λ2|

≥
√

∆√
2
. (3.20)

From (3.17), it suffices to choose k such that

t ≥ 2 |µ1|
|µ1| − |µ2|

log
tan θ (ϑ0, v1)

ε
≥ 2
√

2√
∆

log
tan θ (ϑ0, v1)

ε
. (3.21)

We now turn to control the errors arising from solving the least squares
problems inexactly. Define the error in solving the least squares problem as

r (w) =
∥∥w −B−1Awt

∥∥2

B
= 2

(
f (w)− f

(
B−1Awt

))
.

Let rinit = r (αtwt) and rdes = ‖et‖2B = r (w̃t+1) be the initial and required
residual errors in Step 4 of Algorithm 5, respectively. Then, with our choice
of initialization, we have by [57] that rinit ≤ λ2

1 sin2 θ (wt, u1). Therefore, to
guarantee the noise condition in (3.10), it suffices to enforce that

rdes ≤
(|µ1| − |µ2|)2

16
min

{
sin2 θ (ϑt, v1) , cos2 θ (ϑt, v1)

}
.

Thus, we only need to solve the least squares problem until the ratio of the
final to initial error satisfies

rdes

rinit
≤ (|µ1| − |µ2|)2

16λ2
1

min
{

sin2 θ (ϑt, v1) , cos2 θ (ϑt, v1)
}

sin2 θ (wt, u1)
. (3.22)

For |λ2| ≤ 2
√
β < |λ1|, we have |µ1| ≥ |λ1|, hence if the errors above satisfy

rdes

rinit
≤
(

1− |µ2|
|µ1|

)2 min
{

sin2 θ (ϑt, v1) , cos2 θ (ϑt, v1)
}

16 sin2 θ (wt, u1)

=
∆

32
min

{
sin2 θ (ϑt, v1)

sin2 θ (wt, u1)
,

cos2 θ (ϑt, v1)

sin2 θ (wt, u1)

}
, (3.23)

the condition (3.22) is automatically satisfied.
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We can decompose the running time into two phases: i) initial phase due to
large initial angle; and ii) convergence phase due to high accuracy ε required.
In the initial phase, the angle are large, the min in (3.23) is determined by the
second term. Thus, we can set the ratio to be ∆ cos2 θ(ϑ0,v1)

32 , until tan θ (ϑt, v1)

reduces to 1. This phase takes O
(

log tan θ(ϑ0,v1)√
∆

)
iterations corresponding to

ε = 1 in (3.21). In the convergence phase, the angles are small, the first term
determines the min in (3.23), we can set the ratio to be ∆

32 until we reach the

target accuracy. This phase takes O
(

1√
∆

log 1
ε

)
iterations corresponding to

tan θ (ϑ0, v1) = 1 in (3.23).
Therefore, if we let T (τ) be the time that a least squares solver takes to

reduce the residual error by a factor τ , then the total running time of Step 4
in Algorithm 5 is given by

O
(

1√
∆

(
T
(

∆ cos2 θ0

32

)
log (tan θ0) + T

(
∆

32

)
log

1

ε

))
.

Finally, the running time for Steps 3 and 6 is

O
(

nnz (A) + nnz (B)√
∆

log
tan θ0

ε

)
,

which completes the proof of Theorem 5.2.1.

3.5.4 Proof of Theorem 3.2.2
To begin with, recall that U is the matrix of top-k eigenvectors of B−1A and
V̄ = [ΛU>, U>]> is the top-k eigenvectors of the extended matrix C with
Λ = diagµ1, . . . , µk being the corresponding matrix of eigenvalues. Let

V = V̄ (I + Λ2)−1/2 and B =

[
B 0
0 B

]
,

then V >B V = Ik. If we further let V⊥ be an orthogonal basis w.r.t B of the
orthogonal complement of span(V ), then one can decompose C as

C = V ΛV >B + V⊥Λ⊥V
>
⊥ B, (3.24)

where Λ⊥ = diagµk+1, . . . , µ2d−k. Let Ξt = [E>t , 0]>, then the iterates gener-
ated by Algorithm 2 can be expressed as

Yt+1 = (CYt + Ξt)R
−1
t+1,

where Yt = [W>t ,W
>
t−1]> with W>t BWt = I and W>t−1BWt−1 = R−Tt R−1

t .
Therefore, if we let Ȳt = Yt(I +R−Tt R−1

t )−1/2, then Ȳ >t B Ȳt = I.



Proofs 45

By Proposition 3.0.1, tan θ
(
span(Yt+1), span(V̄ )

)
w.r.t B is given by

tan θ
(
Ȳt+1, V

)
=
∥∥V >⊥ B Ȳt+1(V >B Ȳt+1)−1

∥∥ , (3.25)

which implies that

tan θ
(
Ȳt+1, V

)
=
∥∥V >⊥ B Yt+1(V >B Yt+1)−1

∥∥
=
∥∥V >⊥ B (CYt + Ξt)(V

>B (CYt + Ξt))
−1
∥∥

=
∥∥(Λ⊥V

>
⊥ B Yt + V >⊥ BΞt)(ΛV

>B Yt + V >BΞt)
−1
∥∥

≤
∥∥(Λ⊥V

>
⊥ B Yt + V >⊥ BΞt)(V

>B Yt)−1
∥∥ ∥∥∥(Λ + V >BΞt(V

>B Yt)−1︸ ︷︷ ︸
J

)−1
∥∥∥

where the third equality follows from (3.24) and the facts that V >B V = I
and V >⊥ B V⊥ = I. Since∥∥J−1

∥∥ =
1

σmin(J)
≤ 1

σk(Λ)− ‖V >BΞt(V >B Yt)−1‖

≤ 1

σk(Λ)− ‖V >BΞt‖ ‖(V >B Yt)−1‖

where σk(·) denotes the kth largest singular value, it follows that

tan θ
(
Ȳt+1, V

)
≤
‖Λ⊥‖ tan θ

(
Ȳt, V

)
+
∥∥V >⊥ BΞt

∥∥∥∥(V >B Yt)−1
∥∥

σk(Λ)− ‖V >BΞt‖ ‖(V >B Yt)−1‖
. (3.26)

We have ∥∥(V >B Yt)−1
∥∥ ≤ ∥∥(V >B Ȳt)−1

∥∥ ∥∥∥(I +R−Tt R−1
t

)−1/2
∥∥∥

≤
∥∥(V >B Ȳt)−1

∥∥ = 1/ cos θ(Ȳt, V ), (3.27)

where the last step follows from the definition of cos θ(Ȳt, V ). Substitut-
ing (3.27) into (3.26) yields

tan θ
(
Ȳt+1, V

)
≤
‖Λ⊥‖ tan θ

(
Ȳt, V

)
+
‖V >⊥ BΞt‖
cos θ(Ȳt,V )

σk(Λ)− ‖V >BΞt‖
cos θ(Ȳt,V )

≤ tan θ
(
Ȳt, V

) |µk+1|+
‖Et‖B

sin θ(Ȳt,V )

|µk| −
‖Et‖B

cos θ(Ȳt,V )

, (3.28)

where we have used the fact that
∥∥V >⊥ BΞt

∥∥ ≤ ‖Ξt‖B = ‖Et‖B . As a conse-
quence, if Et satisfies

‖Et‖B ≤
|µk| − |µk+1|

4
min

{
sin θ(Ȳt, V ), cos θ(Ȳt, V )

}
, (3.29)
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then we obtain

tan θ
(
Ȳt+1, V

)
≤ |µk|+ 3 |µk+1|

3 |µk|+ |µk+1|
tan θ

(
Ȳt, V

)
. (3.30)

Having established the inequality (3.30), we can now use similar steps as in
the proof of Theorem 5.2.1 to obtain the following iteration complexity:

T = O
( 1√

∆k

log
tan θ

(
Ȳ0, V

)
ε

)
, (3.31)

where ∆k = 1− λk+1/λk.
Similar to the proof of Theorem 5.2.1, we define the error in solving the

least squares problem as

r (W ) =
∥∥W −B−1AWt

∥∥2

B,F
= 2

(
f (W )− f

(
B−1AWt

))
.

Let rinit = r (WtZt) and rdes = ‖Et‖2B = r
(
W̃t+1

)
, then it has been shown

in [57] that rinit ≤ 4k |λ1|2 tan θ(Wt, U). Combining with (3.29), it is thus
sufficient to decrease the error until

rdes

rinit
≤ (|µk| − |µk+1|)2

16

min
{

sin2 θ(Ȳt, V ), cos2 θ(Ȳt, V )
}

4k |λ1|2 tan2 θ(Wt, U)
. (3.32)

For |λk+1| ≤ 2
√
β < |λk|, we have |µk| ≥ |λk|, hence if the errors above satisfy

rdes

rinit
≤ ∆k

128kγ2
min

{
sin2 θ(Ȳt, V )

tan2 θ(Wt, U)
,

cos2 θ(Ȳt, V )

tan2 θ(Wt, U)

}
, (3.33)

where γ = |λ1| / |λk|, then the condition (3.29) will be satisfied. Finally, using
the same two-phase analysis as in the proof of Theorem 5.2.1, we arrive at the
desired running time.



Chapter 4

Curvature-Exploiting
Acceleration of Elastic Net
Computations

Lasso, ridge and elastic net regression are fundamental problems in statis-
tics and machine learning, with countless applications in science and engi-
neering [147]. Elastic net regression amounts to solving the following convex
optimization problem

minimize
x∈Rd

{
1

2n
‖Ax− b‖22 +

γ2

2
‖x‖22 + γ1 ‖x‖1

}
, (4.1)

for given data matrices A ∈ Rn×d and b ∈ Rn and regularization parameters
γ1 and γ2. Setting γ1 = 0 results in ridge regression, γ2 = 0 yields lasso and
letting γ1 = γ2 = 0 reduces the problem to the classical least-squares. Lasso
promotes sparsity of the optimal solution, which sometimes helps to improve
interpretability of the results. Adding the additional l2-regularizer helps to
improve the performance when features are highly correlated [132, 147].

The convergence rates of iterative methods for solving (4.1) are typically
governed by the condition number of the Hessian matrix of the ridge loss, C+
γ2I, where C = 1

nA
>A is the sample correlation matrix. Real-world data sets

often have few dominant features, while the other features are highly correlated
with the stronger ones [132, 63]. This translates to a rapidly decaying spectrum
of C. In this chapter, we demonstrate how this property can be exploited to
reduce the effect of ill-conditioning and to design faster algorithms for solving
the elastic net regression problem (4.1).

4.0.1 Related work

Over the past few years, there has been a great attention to developing efficient
optimization algorithms for minimizing composite objective functions

min
x∈Rd

F (x) , f (x) + h (x) , (4.2)

where f (x) = 1
n

∑n
i=1 fi (x) is a finite sum of smooth and convex component

functions fi (x), and h (x) is a possibly non-smooth convex regularizer. In
machine learning applications, the function f typically models the empirical

47
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data loss and the regularizer h is used to promote desired properties of a
solution. For example, the elastic net objective can fit to this form with
fi(x) = 1

2

(
a>i x− bi

)2
+ γ2 ‖x‖22 , and h(x) = γ1 ‖x‖1 .

First-Order methods

Standard deterministic first-order methods for solving (4.2), such as proximal
gradient descent, enjoy linear convergence for strongly convex objective func-
tions and are able to find an ε-approximate solution in time O

(
dnκ log 1

ε

)
,

where κ is the condition number of f . This runtime can be improved to
O
(
dn
√
κ log 1

ε

)
if it is combined with Nesterov acceleration [12, 93]. However,

the main drawback of these methods is that they need to access the whole data
set in every iteration, which is too costly in many machine learning tasks.

For large-scale problems, methods based on stochastic gradients have be-
come the standard choice for solving (4.2). Many linearly convergent proximal
methods such as, SAGA [43] and Prox-SVRG [143], have been introduced and
shown to outperform standard first-order methods under certain regularity as-
sumptions. These methods improve the time complexity to O

(
d (n+ κ̃) log 1

ε

)
,

where κ̃ is a condition number satisfying κ̃ ≥ κ. When the component func-
tions do not vary substantially in smoothness, κ̃ ≈ κ, and this complexity is
far better than those of deterministic methods above. By exploiting Nesterov
momentum in different ways (see, e.g., [54, 81, 2, 42]), one can improve the
complexity to O

(
d
(
n +
√
nκ̃
)

log 1
ε

)
, which is also optimal for this class of

problems [141].

Second-order methods

Second-order methods are known to have superior performance compared to
their first-order counterparts both in theory and practice, especially when
the problem at hand is highly nonlinear and/or ill-conditioned. However, such
methods often have very high computational cost per iteration. Recently, there
has been an intense effort to develop algorithms which use second-order infor-
mation with a more reasonable computational burden (see, e.g., [50, 88, 111,
1, 143, 144, 23] and references therein). Those methods use techniques such as
random sketching, matrix sampling, and iterative estimation to construct an
approximate Hessian matrix. Local and global convergence guarantees have
been derived under various assumptions. Although many experimental results
have shown excellent performance of those methods on many machine learning
tasks, current second-order methods for finite-sum optimization tend to have
much higher time-complexities than their first-order counterparts (see [144]
for a detailed comparison).

Apart from having high time complexities, none of the methods cited above
have any guarantees in the composite setting since their analyses hinge on dif-
ferentiability of the objective function. Instead, one has to rely on methods
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that build on proximal Newton updates (see, e.g., [78, 82, 60, 110]). However,
these methods still inherit the high update and storage costs of conventional
second-order methods or require elaborate tuning of several parameters and
stopping criteria depending on a phase transition which occurs in the algo-
rithm.

Ridge regression

For the smooth ridge regression problem, the authors in [63] have developed a
preconditioning method based on linear sketching which, when coupled with
SVRG, yields a significant speed-up over stochastic first-order methods. This is
a rare second-order method that has a comparable or even better time com-
plexity than stochastic first-order methods. More precisely, it has a guaranteed
running time of O(d(n+κ

H
) log 1

ε ), where κ
H
is a new condition number that

can be dramatically smaller than κ̃, especially when the spectrum of C de-
cays rapidly. When d� n, the authors in [135] combine sub-sampled Newton
methods with the mini-batch SVRG to obtain some further improvements.

4.0.2 Contributions

Recently, the work [5] shows that under some mild algorithmic assumptions,
and if the dimension is sufficiently large, the iteration complexity of second-
order methods for smooth finite-sum problems composed of quadratics is no
better than first-order methods. Therefore, it is natural to ask whether one
can develop a second-order method for solving the elastic net problem which
has improved practical performance but still enjoys a strong worst-case time
complexity like the stochastic first-order methods do? It should be empha-
sized that due to the non-smooth objective, achieving this goal is much more
challenging than for ridge regression. The preconditioning approach in [63] is
not applicable, and the current theoretical results for second-order methods
are not likely to offer the desired running time.

In this chapter, we provide a positive answer to this question. Our main
contribution is the design and analysis of a simple second-order method for
the elastic net problem which has a strong theoretical time complexity and
superior practical performance. The convergence bound adapts to the prob-
lem structure and is governed by the spectrum and a statistical measure of
the data matrix. These quantities often yield significantly stronger time com-
plexity guarantees for practical datasets than those of stochastic first-order
methods (see Table 4.1). To achieve this, we first leverage recent advances in
randomized low-rank approximation to generate a simple, one-shot approxi-
mation of the Hessian matrix. We then exploit the composite and finite-sum
structure of the problem to develop a variant of the ProxSVRG method that
builds upon Nesterov’s momentum acceleration and inexact computations of
scaled proximal operators, which may be of independent interest. We pro-
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Table 4.1: Summary of different algorithms solving the elastic net problem. Here, κ and
κ̃ are conventional condition numbers satisfying κ ≤ κ̃, while κH is a new condition number
defined w.r.t the H-norm. When H is an approximate Hessian of the ridge loss, κH is often
much smaller than κ̃, especially on practical data sets.

Algorithm Time complexity 2nd-order

PGD O(dnκ log 1
ε ) no

FISTA O
(
dn
√
κ log 1

ε

)
no

ProxSVRG O
(
d (n+ κ̃) log 1

ε

)
no

Katyusha O
(
d(n+

√
nκ̃) log 1

ε

)
no

Ours O
(
d (n+ κ

H
) log 1

ε

)
yes

vide a simple convergence proof based on an explicit Lyapunov function, thus
avoiding the use of sophisticated stochastic estimate sequences.

4.1 Preliminaries
In the chapter, we shall frequently use the notions of strong convexity and
smoothness in the H-norm, introduced in the next two assumptions.

Assumption 1. The function h (x) is lower-semicontinous and convex and
domh := {x ∈ Rd |h (x) <∞}, is closed. Each function fi is Li-smooth w.r.t
the H-norm, i.e, there exists a positive constant Li such that

‖∇fi (x)−∇fi (y)‖H−1 ≤ Li ‖x− y‖H , ∀x, y ∈ Rd.

Assumption 1 implies that ∇f is L-Lipschitz:

‖∇f (x)−∇f (y)‖H−1 ≤ L ‖x− y‖H

for some L ≤ Lavg = 1
n

∑n
i=1 Li. As a consequence, we have the following

bound:

f (y) ≤ f (x) + 〈∇f (x) , y − x〉+
Lavg

2
‖y − x‖2H .

Assumption 2. The function f (x) is µ-strongly convex w.r.t the H-norm,
i.e, there exists a positive constant µ such that

f (λx+ (1− λ) y) ≤ λf (x) + (1 + λ) f (y)− µλ (1− λ)

2
‖x− y‖2H

holds for all x, y ∈ Rn and λ ∈ [0, 1].
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Assumption 2 is equivalent to the requirement that

f (y) ≥ f (x) + 〈∇f (x) , y − x〉+
µ

2
‖y − x‖2H ,

holds for all x, y ∈ Rn. We will use both of these definitions of strong convexity
in our proofs.

At the core of our method is the concept of scaled proximal mappings,
defined as follows:

Definition 4.1.1 (Scaled Proximal Mapping). For a convex function h and
a symmetric positive definite matrix H, the scaled proximal mapping of h at
x is

proxHh (y) = argmin
x∈Rd

{
h (x) +

1

2
‖x− y‖2H

}
. (4.3)

The scaled proximal mappings generalize the conventional ones:

proxh (y) = argmin
x∈Rd

{
h (x) +

1

2
‖x− y‖22

}
. (4.4)

However, while many conventional prox-mappings admit analytical solutions,
this is almost never the case for scaled proximal mappings. This makes it
hard to extend efficient first-order proximal methods to second-order ones.
Fortunately, scaled proximal mappings do share some key properties with the
conventional ones. We collect a few of them in the following result:

Property 1 ([78]). The following properties hold:
1. proxHh (x) exists and is unique for x ∈ domh.

2. Let ∂h (x) be the subdifferential of h at x, then

H
(
x− proxHh (x)

)
∈ ∂h

(
proxHh (x)

)
.

3. proxHh (·) is non-expansive in the H-norm:∥∥proxHh (x)− proxHh (y)
∥∥
H
≤ ‖x− y‖H ∀x, y ∈ domh.

Finally, in our algorithm, it will be enough to solve (4.3) approximately in
the following sense:

Definition 4.1.2 (Inexact subproblem solutions). We say that x+ ∈ Rd is an
ε-optimal solution to (4.3) if

h
(
x+
)

+
1

2η

∥∥x+ − y
∥∥2

H
≤ min
x∈Rd

{
h (x) +

1

2η
‖x− y‖2H

}
+ ε. (4.5)



52 Curvature-Exploiting Acceleration of Elastic Net Computations

4.2 Building Block 1: Randomized Low-Rank
Approximation

The computational cost of many Newton-type methods is dominated by the
time required to compute the update direction d = H−1g for some vector
g ∈ Rd and approximate Hessian H. A naive implementation using SVD
would take O

(
nd2
)
flops, which is prohibitive for large-scale data sets. A

natural way to reduce this cost is to use truncated SVD. However, standard
deterministic methods such as the power method and the Lanzcos method
have run times that scale inversely with the gap between the eigenvalues of
the input matrix. This gap can be arbitrarily small for practical data sets,
thereby preventing us from obtaining the desired time complexity. In contrast,
randomized sketching schemes usually admit gap-free run times [66]. However,
unlike other methods, the block Lanczos method, detailed in Algorithm 4,
admits both fast run times and strong guarantees on the errors between the
true and the computed approximate singular vectors. This property turns out
to be critical for deriving bounds on the condition number of the elastic net.

Proposition 4.2.1 ([89]). Assume that Ur, Σr, and Vr are matrices generated
by Algorithm 4. Let Ar = UrΣrV

>
r =

∑r
i=1 σiuiv

>
i and let A =

∑d
i=1 σ̄iūiv̄

>
i

be the SVD of A. Then, the following bounds hold with probability at least
9/10:

‖A−Ar‖2 ≤ (1 + ε′) σ̄k∣∣u>i AA>ui − ū>i AA>ūi∣∣ ≤ ε′σ̄2
r+1, ∀i ∈ {1, . . . , r}.

The total running time is O
(
ndr log d(ε′)−1/2

)
.

Note that we only run Algorithm 1 once and ε′ = 1/2 is sufficient in our
work. Thus, the computational cost of this step is negligible, in theory and in
practice.

4.2.1 Aproximating the Hessian
In this work, we consider the following approximate Hessian matrix of the
ridge loss:

H = Vr
(
Σ2
r + γ2I

)
V >r +

(
σ2
r + γ2

) (
I − VrV >r

)
. (4.6)

Here, the first term is a natural rank r approximation of the true Hessian, while
the second term is used to capture information in the subspace orthogonal to
the column space of Vr. The inverse ofH in (4.6) admits the explicit expression

H−1 = Vr
(
Σ2
r + γ2I

)−1
V >r +

1

σ2
r + γ2

(
I − VrV >r

)
,

so the evaluation of H−1x has time complexity O (rd).
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Algorithm 4 Randomized Block Lanczos Method [89]

Input: Data matrix A ∈ Rn×d, target rank r, target precision ε′ ∈ (0, 1)

1: Let q = O(log d/
√
ε′), and draw Π ∼ Nd×r (0, I)

2: Compute K =
[
AΠ

(
AA>

)
AΠ . . .

(
AA>

)q
AΠ
]

3: Orthonormalize columns of K to obtain Q
4: Compute truncated r-SVD of Q>A as WrΣrV

>
r

5: Compute Ur = QWr

Output: Ur, Σr, Vr

4.2.2 Bounding the Condition Number
We now turn our attention to studying how the approximate Hessian affects
the relevant condition number of the elastic net problem. We first introduce a
condition number that usually determines the iteration complexity of stochas-
tic first-order methods under non-uniform sampling.

Definition 4.2.1. The average condition number of (4.0.1) is

κ
H

=
Lavg

µ
=

1
n

∑n
i=1 Li

µ
.

For the elastic net problem (4.1), the smooth part of the objective is the
ridge loss

1

n

n∑
i=1

1

2

(
a>i x− bi

)2
+ γ2 ‖x‖22︸ ︷︷ ︸

fi(x)

.

Since we define smoothness and strong convexity of fi(x) in the H-norm, the
relevant constants are

Li = ‖H−1
(
aia
>
i + γ2I

)
‖2

µ = λd
(
H−1/2 (C + γ2I)H

−1/2
)
.

For comparison, we also define the conventional condition number κ̃, which
characterizes the smoothness and strong convexity of fi(x) in the Euclidean
norm. In this case κ̃ =

∑
i Li/(nµ), where

Li = ‖aia>i + γ2I‖22 and µ = λd (C + γ2I) .

It will become apparent that κ
H

can be expressed in terms of a statistical
measure of the ridge loss and that it may be significantly smaller than κ̃. We
start by introducing a statistical measure that has been widely used in the
analysis of ridge regression (see, e.g., [72] and the references therein).
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Definition 4.2.2 (Effective Dimension). For a positive constant λ, the effec-
tive dimension of C is defined as

dλ =

d∑
i=1

λi
λi + λ

.

The effective dimension generalizes the ordinary dimension and satisfies
dλ ≤ d with equality if and only if λ = 0. It is typical that when C has a
rapidly decaying spectrum, most of the λi’s are dominated by λ, and hence dλ
can be much smaller than d.

The following lemma bounds the eigenvalues of H−1/2 (C + γ2I)H
−1/2,

which can be seen as the effective Hessian matrix.

Lemma 4.2.1 ([63]). Invoking Algorithm 4 with data matrix 1√
n
A, target rank

r, and target precision ε′ = 1/2, it holds with probability at least 9/10 that

λ1

(
H−1/2 (C + γ2I)H

−1/2
)
≤ 17

γ2

19 (λr + γ2)
≤ λd

(
H−1/2 (C + γ2I)H

−1/2
)
≤ 2.

Equipped with Lemma 4.2.1, we can now connect κ
H

with dλ using the
following result.

Theorem 4.2.1. With probability at least 9/10, the following bound holds up
to a multiplicative constant:

κ
H
≤ min

(
dγ2
γ2
,
rλr +

∑
i>r λi

γ2
+ d

)
.

Proof. See Appendix 4.7.1.

Since κ̃ = (
∑
i λi + dγ2)/γ2, κH is reduced by a factor∑

i≤r λi +
∑
i>r λi

rλr +
∑
i>r λi

,

compared to κ̃. If the spectrum of C decays rapidly, then the terms
∑
i>r λi

are negligible and the ratio is approximately
∑
i≤r λi/(rλr). If the first eigen-

values are much larger than λr, this ratio will be large. For example, for
the australian data set [28], this ratio can be as large as 1.34 × 104 and
1.6×105 for r = 3 and r = 4, respectively. This indicates that it is possible to
improve the iteration complexity of stochastic first-order methods if one can
capitalize on the notions of strong convexity and smoothness w.r.t the H-norm
in the optimization algorithm. Of course, this is only meaningful if there is
an efficient way to inject curvature information into the optimization process
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without significantly increasing the computational cost. In the smooth case,
i.e., γ1 = 0, this task can be done by a preconditioning step [63]. However,
this approach is not applicable for the elastic net, and we need to make use of
another building block.

4.3 Building Block 2: Inexact Accelerated
Scaled Proximal SVRG

In this section, we introduce an inexact scaled accelerated ProxSVRG algorithm
for solving the generic finite-sum minimization problem in (4.2). We then
characterize the convergence rate of the proposed algorithm.

4.3.1 Description of the Algorithm
To motivate our algorithm, we first recall the ProxSVRG method from [143]:
For the sth outer iteration with the corresponding outer iterate x̃s, let x0 = x̃s
and for k = 0, 2, . . . , T − 1 do

vk = (∇fik (xk)−∇fik (x̃s)) / (npik) +∇f (x̃s) (4.7)
xk+1 = proxηh (xk − ηvk) , (4.8)

where ik is drawn randomly from {1, . . . , n} with probability pik = Lik/(nLavg).
Since we are provided with an approximate Hessian matrix H, it is natural to
use the following update:

xk+1 = proxHηh
(
xk − ηH−1vk

)
, (4.9)

which can be seen as a proximal Newton step with the full gradient vector
replaced by vk. Note that when h(·) is the `1-penalty, ProxSVRG can evalu-
ate (4.8) in time O(d), while evaluating (4.9) amounts to solving an optimiza-
tion problem. It is thus is critical to keep the number of such evaluations
small, which then translates into making a sufficient progress at each itera-
tion. A natural way to achieve this goal is to reduce the variance of the noisy
gradient vk. This suggests to use large mini-batches, i.e., instead of using a
single component function fik , we use multiple ones to form:

vk =
1

b

∑
ik∈Bk

(
∇fik (xk)−∇fik (x̃s)

)
/ (npik) +∇f (x̃s) ,

where Bk ⊂ {1, . . . , n} is a set of indices with cardinality ‖Bk‖ = b. It is easy to
verify that vk is an unbiased estimate of ∇f (xk). Notice that naively increas-
ing the batch size makes the algorithm increasingly similar to its deterministic
counterpart, hence inheriting a high-time complexity. This makes it hard to
retain the runtime of ProxSVRG in the presence of 2nd-order information.
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Algorithm 5 Inexact Accelerated Scaled Proximal SVRG

Input: x̃0, H, {Bk}Tk=0, η, τ
1: for s = 0, 1, . . . , S do
2: ∇f (x̃s)← 1

n

∑n
1 ∇fi (x̃s)

3: x0 ← z0 ← x̃s
4: for k = 0, 1, . . . , T − 1 do
5: yk ← 1

1+τ xk + τ
1+τ zk

6: vk ← ∇fBk (yk)−∇fBk (x̃s) +∇f (x̃s)
7: xk+1 ≈ proxHηh

(
yk − ηH−1vk

)
8: gk+1 ← 1

η (yk − xk+1)

9: zk+1 ← zk + τ (yk − zk)− τ
µgk+1

10: end for
11: x̃s+1 ← xT
12: end for
Output: x̃S

In the absence of second-order information and under the assumption that
the proximal step is computed exactly, the work [94] introduced a method
called AccProxSVRG that enjoys the same time complexity as ProxSVRG but
allows for much larger mini-batch sizes. In fact, it can tolerate a mini-batch of
size O

(√
κ̃
)
thanks to the use of Nesterov momentum. This indicates that an

appropriate use of Nesterov momentum in our algorithm could allow for the
larger mini-batches required to balance the computational cost of using scaled
proximal mappings. The improved iteration complexity of the scaled proximal
mappings will then give an overall acceleration in terms of wall-clock time. As
discussed in [2], the momentum mechanism in AccProxSVRG fails to accelerate
ProxSVRG unless κ̃ ≥ n2. In contrast, as we will see, our algorithm will be
able to accelerate the convergence also in these scenarios. In summary, our
algorithm is designed to run in an inner-outer fashion as ProxSVRG with large
mini-batch sizes and Nesterov momentum to compensate for the increased
computational cost of subproblems. The overall procedure is summarized in
Algorithm 5.

4.3.2 Convergence Argument

In this subsection, we will show that as long as the errors in evaluating the
scaled proximal mappings are controlled in an appropriate way, the iterates
generated by the outer loop of Algorithm 5 converge linearly in expectation
to the optimal solution. Recall that in Step 7 of Algorithm 5, we want to find
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an εk-optimal solution in the sense of (4.5) to the following problem:

minimize
x∈Rd

1

2η

∥∥x− yk + ηH−1vk
∥∥2

H
+ h (x) . (4.10)

The next lemma quantifies the progress made by one inner iteration of the al-
gorithm. Our proof builds on a Lyapunov argument using a Lyapunov function
on the form:

Vk = F (xk)− F (x?) +
µ

2
‖zk − x?‖2H . (4.11)

Lemma 4.3.1. Let Assumptions 1–2 hold and let x? = argminx F (x), η =
1/Lavg and τ =

√
µ/2Lavg. If the mini-batch size is chosen such that b ≥

60
√
Lavg/µ, then for any k ∈ {0, . . . , T − 1}, there exists a vector ξk ∈ Rd

such that ‖ξk‖H−1 ≤
√

2ηεk and

EVk+1 ≤ (1− τ)EVk + τLavgE 〈ξk, x? − zk〉+ 5εk

+
τ

5
E {F (xk)− F (x?) + F (x̃s)− F (x?)} . (4.12)

Proof. See Appendix 4.7.2.

Remark 4.3.1. Our proof is direct and based on natural Lyapunov functions,
thereby avoiding the use of stochastic estimate subsequences as in [94] which
is already very complicated even when the subproblems are solved exactly and
H = I. We stress that the result in Lemma 4.3.1 also holds for smaller mini-
batch sizes, namely b ∈

{
1, . . . , O(

√
Lavg/µ)

}
, provided that the step size η

is reduced accordingly. In favor of a simple proof, we only report the large
mini-batch result here.

Equipped with Lemma 4.3.1, we can now characterize the progress made
by one outer iteration of Algorithm 5.

Theorem 4.3.1. Let Assumptions 1–2 hold. Suppose that the parameters η,
b, and τ are chosen according to Lemma 4.3.1 and define ρ = 9τ/10. Then,
if the errors in solving the subproblems satisfy

εk ≤ (1− ρ)
k
V0

for all k ∈ {0, . . . , T −1} and T ≥ (4 log c)/3ρ, where c is a universal constant,
then for every s ∈ N+,

E {F (x̃s)− F (x?)} ≤ 2

3
E {F (x̃s−1)− F (x?)} .

Proof. See Appendix 4.7.3.
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Remark 4.3.2. The theorem indicates that if the errors in solving the subprob-
lems are controlled appropriately, the outer iterates generated by Algorithm 5
converge linearly in expectation to the optimal solution. Since V0 depends on
x?, it is difficult to provide a general closed-form expression for the target pre-
cisions εk. However, we will show below that with a certain policy for selecting
the initial point, it is sufficient to run the solver a constant number of itera-
tions independently of x?. We stress that the results in this section are valid
for minimizing general convex composite functions (4.2) and not limited to the
elastic net problem.

4.4 Warm-Start
The overall complexity of Algorithm 5 depends strongly on our ability to
solve (4.10) in a reasonable computational time. If one naively starts the
solver at a random point, it may take many iterations to meet the target
precision. Thus, it is necessary to have a well-designed warm-start procedure
for initializing the solver. Intuitively, the current iterate xk can be a reasonable
starting point since the next iterate xk+1 should not be too far away from
xk. However, in order to achieve a strong theoretical running time, we use a
rather different scheme inspired by [81]. Let us first define the vector uk =
yk − ηH−1vk for k ∈ {0, 1, . . . , T − 1} and the function

p (z, u) = h (z) +
1

2η
‖z − u‖2H .

Then, the kth subproblem seeks for xk+1 such that

p (xk+1, uk)− p
(
x?k+1, uk

)
≤ εk, (4.13)

where x?k+1 is the exact solution. We consider the initialization policy

z0 = proxγh
(
xk −

γ

η
H (xk − uk−1)

)
, (4.14)

which can be seen as one step of the proximal gradient method applied to
p (z, uk−1) starting at the current xk.

The following proposition characterizes the difference in objective realized
by z0 and x?k+1.

Proposition 4.4.1. Let z0 be defined by (4.14) with γ = η/λ1 (H). Let
κsub = λ1 (H) /λr (H) be the condition number of the subproblems. Assume
that the errors in solving the subproblems satisfy εk ≤ (1− ρ)

k
V0 for all k ∈

{0, 1, . . . , T − 1}. Then,

p (z0, uk)− p
(
x?k+1, uk

)
≤ κsub

1− ρ
εk.
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Proof. See Appendix 4.7.4.

The proposition, together with (4.13), implies that it suffices to find xk+1

such that

p (xk+1, uk)− p
(
x?k+1, uk

)
≤ 1− ρ

κsub

(
p (z0, uk)− p

(
x?k+1, uk

))
. (4.15)

This is significant since one only needs to reduce the residual error by a con-
stant factor independent of the target precision. Note also that the condition
number κsub is much smaller than κ ≈ λ1(H)/(λd + γ2), and computing the
gradient of the smooth part of p (z, u) only takes time O (rd) instead of O (nd)
as in the original problem. Those properties imply that the subproblems can
be solved efficiently by iterative methods, where only a small (and known)
constant number of iterations is needed. The next section develops the final
details of convergence proof.

4.5 Global Time Complexity

We start with the time complexity of Algorithm 5. Let T (α) be the number of
gradient evaluations that a subproblem solver takes to reduce the residual error
by a factor α. Then, by Proposition 4.4.1, one can find an εk-optimal solution
to the kth subproblem by at most T (κsub/ (1− ρ)) gradient evaluations, where
one gradient evaluation is equivalent to O (d) flops. Consider the same setting
of Theorem 4.3.1 and suppose that the subproblems are initialized by (4.14).
Then, the time complexity of Algorithm 5 is given by:

O

(
d

(
n+ κ

H
+
√
κ
H
T
(
κsub

1− ρ

))
log (1/ε)

)
, (4.16)

where the first summand is due to the full gradient evaluation at each outer
loop; the second one comes from the fact that one needs O(

√
κ
H

) inner iter-
ations, each of which uses a mini-batch of size O(

√
κ
H

); and the third one is
the result of O(

√
κ
H

) inner iterations, each of which solves a subproblem that
needs T (κsub/ (1− ρ)) gradient evaluations. We can now put things together
and state our main result.

Proposition 4.5.1. Suppose that the approximate Hessian matrix H is given
by (4.6) and that Algorithm 5 is invoked with f (x) = 1

2n ‖Ax− b‖
2
2 + γ2

2 ‖x‖
2
2

and h (x) = ‖x‖1. Assume further that the subproblems are solved by the
accelerated proximal gradient descent method [93, 12]. Our method can find
an ε-optimal solution in time

O
(
d (n+ κ

H
) log (1/ε)

)
.
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Proof. The task reduces to evaluating the term T (κsub/ (1− ρ)) in (4.16).
Recall that the iteration complexity of the accelerated proximal gradient de-
scent method for minimizing the function F (x) = f(x) + h(x), where f is a
smooth and strongly convex function and h is a possibly non-smooth convex
regularizer, initiliazed at x0 is given by

√
κ log F (x0)−F (x?)

ε , where κ is the con-
dition number. By invoking the about result with F (x) = p (x, uk), x? = x?k+1,
x0 = z0, κ = κsub, and ε is the right-hand side of (4.15), it follows that the
number of iterations for each subproblem can be bounded by

O (
√
κsub log (κsub/(1− ρ))) . (4.17)

In addition, each iteration takes time O (rd) to compute the gradient implying
the time complexity

O

(
d
(
n+ κ

H
+ r
√
κsub
√
κ
H

log
κsub

1− ρ
)

log
1

ε

)
.

Selecting r such that κ
H
≥ κsub completes the proof.

We can easily recognize that this time complexity has the same form as
the stochastic first-order methods discussed in Section 1.2.1 with the condition
number κ̃ replaced by κ

H
. It has been shown in Theorem 4.2.1 that κ

H
can

be much smaller than κ̃, especially, when C has a rapidly decaying spectrum.
Note also that κsub is available for free to us after having approximated the
Hessian matrix.

4.6 Experimental Results
In this section, we perform numerical experiments to verify the efficacy of the
proposed method on real world data sets [28, 65]. The statistics of the four
data sets and the parameters γ1, γ2, and r used in this section are summa-
rized in the following table. We compare our method with the coordinate

Table 4.2: Brief summary of data sets and parameters

Data set d n γ1 γ2 r

gisette-scale 5,000 6,000 10−3 10−3 40
australian 14 690 10−3 10−3 5

cina0 132 16,033 10−4 10−5 30
realsim 20,958 72,309 10−4 10−4 50

descent algorithm (BCD) [132] and several first-order methods: FISTA [12] with
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Figure 4.1: Spectrum of the matrix C for different data sets.

optimal step-size; Prox-SVRG [143] with epoch length 2n/b as suggested by
the authors; Katyusha1 [2] with epoch length 2n/b, Katyusha momentum
τ2 = 0.5/b as suggested by the author; and our method with epoch length
2n/b. Since Katyusha1 can use a mini-batch of size

√
n without slowing down

the convergence, we set b =
√
n for all stochastic methods unless otherwise

stated. Finally, to make a fair comparison, for each algorithm above, we tune
only the step size, from the set η × {10k, 2 × 10k, 5 × 10k|k ∈ {0,±1,±2}},
where η is the theoretical step size, and report the one having smallest objec-
tive value. Other hyper-parameters are set to their theory-predicted values.
All methods are initialized at 0. For the subproblems in Algorithm 5, we just
simply run FISTA with

√
κsub log κsub iterations as discussed previously, with-

out any further tunning steps. The value of r is chosen as a small fraction of
d so that the preprocessing time of Algorithm 4 is negligible. Note that the
available spectrum of C after running Algorithm 4 also provides an insightful
way to choose r.

Figure 4.2 shows the suboptimality in objective versus the number of
epochs for different algorithms solving the elastic net problem. We can see
that our method systematically outperforms the others in all settings, and that
there is a clear correspondence between the spectrum of C in Fig. 4.1 and the
potential speed-up. Notably, for ill-conditioned data sets such as australian
and cina0, all the first-order methods make almost no progress in the first
100 epochs, while our method can find a high-accuracy solution within tens
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Figure 4.2: Suboptimality versus the number of epochs.

of epochs, demonstrating a great benefit of second-order information. On the
other hand, for a well-conditioned data set that does not exhibit high cur-
vature such as real-sim, ProxSVRG is comparable to our method and even
outperforms Katyusha1. This agrees with the time complexities summarized
in Table 4.1.

For runtime comparisons, we only report the performance of BCD and our
method since they outperform the others by a large margin. We observe that
for problems with small or medium dimensions, it is useful to have BCD as
subproblem solver in our method since BCD is very effective in solving LASSO-
type problems. However, for high-dimensional problems, BCD needs to loop
over d coordinates, which can be excessive since we only need to reduce the
error of the subproblem by a small constant factor. For this reason, we use
BCD as subproblem solver for australian and cina0, and FISTA for gisette
and real-sim. The runtime plots in Fig 4.3 demonstrate that curvature infor-
mation offers significant acceleration over one of the state-of-the-art methods
for solving the elastic net problem.
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Figure 4.3: Suboptimality versus runtime.

4.7 Proofs

4.7.1 Proof of Theorem 4.2.1

First, by the definition of Li, it holds that

Li = ‖H−1
(
aia
>
i + γ2I

)
‖2 ≤ a>i H−1ai + γ2‖H−1‖2 ≤ a>i H−1ai + 1,

where the last inequality follows since

γ2‖H−1‖2 =
γ2

‖H‖2
=

γ2

λ1 (Σr) + γ2
≤ 1.

The term a>i H
−1ai can be bounded as

a>i H
−1ai = a>i

(
H−1 (C + γ2I)− I

)
(C + γ2I)

−1
ai + a>i (C + γ2I)

−1
ai

≤
(∥∥λ1

(
H−1 (C + γ2I)− I

)∥∥+ 1
)
a>i (C + γ2I)

−1
ai.

It can be verified that∥∥λ1

(
H−1 (C + γ2I)− I

)∥∥
= max

{∥∥λ1

(
H−1 (C + γ2I)

)
− 1
∥∥ ,∥∥λd (H−1 (C + γ2I)

)
− 1
∥∥} ≤ 16,
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where we have used Lemma 4.2.1 in the last step. It follows that

Li ≤ 17a>i (C + γ2I)
−1
ai + 1.

Note that

1

n

n∑
i=1

a>i (C + γ2I)
−1
ai =

1

n

n∑
i=1

tr
(

(C + γ2I)
−1
aia
>
i

)
= tr

(
(C + γ2I)

−1
C
)

=

d∑
i=1

λi
λi + γ2

= dγ2 ,

which implies that

Lavg =
1

n

n∑
i=1

Li ≤ 17dγ2 + 1 ≤ 18dγ2 .

On the other hand, it was shown in [63, Theorem 4] that

Lavg ≤ tr
(
H−1/2 (C + γ2I)H

−1/2
)

= O

(
rλr +

∑
i>r

λi + γ2d

)
.

Finally, recall that µ = λd
(
H−1/2 (C + γ2I)H

−1/2
)
. By Lemma 4.2.1, we

readily have µ ≥ c1γ2 for some constant c1, which concludes the proof.

4.7.2 Proof of Lemma 4.3.1
Before proving the lemma, we rewrite the sequences {xk, yk, zk}k≥0 generated
by Algorithm 5 in the following recurrence form:

xk+1 = yk − η gk+1 (4.18a)
τ (yk − zk) = xk − yk (4.18b)

zk+1 − zk = τ (yk − zk)− τ

µ
gk+1. (4.18c)

We also recall the following well-known three-point identity:

〈a− b, a− c〉H =
1

2
‖a− b‖2H +

1

2
‖a− c‖2H −

1

2
‖b− c‖2H , (4.19)

which holds for any symmetric matrix H � 0 and any vectors a, b, c ∈ Rd.
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We are now ready to prove Lemma 4.3.1. From the definition of the Lya-
punov function in (4.11), we have that

Vk+1 − Vk

= F (xk+1)− F (xk) +
µ

2
‖zk+1 − x?‖2H −

µ

2
‖zk − x?‖2H

(a)
= F (xk+1)− F (xk)− µ 〈zk+1 − zk, x? − zk+1〉H −

µ

2
‖zk+1 − zk‖2H

= F (xk+1)− F (xk)− µ 〈zk+1 − zk, x? − zk〉H +
µ

2
‖zk+1 − zk‖2H

(b)
= F (xk+1)− F (xk) +

µ

2
‖zk+1 − zk‖2H + 〈τgk+1 − µτ (yk − zk) , x? − zk〉H

= F (xk+1)− F (xk) +
µ

2
‖zk+1 − zk‖2H + τ 〈gk+1, x

? − yk〉H
+ τ 〈gk+1, yk − zk〉H − µτ 〈yk − zk, x

? − zk〉H , (4.20)

where the equality (a) follows from (4.19), and (b) follows from(4.18c). Using
the identity (4.19) again for the last term in (4.20), we obtain

Vk+1 − Vk = F (xk+1)− F (xk) +
µ

2
‖zk+1 − zk‖2H

+ τ 〈gk+1, x
? − yk〉H + τ 〈gk+1, yk − zk〉H

− µτ

2
‖yk − zk‖2H −

µτ

2
‖zk − x?‖2H +

µτ

2
‖yk − x?‖2H

= F (xk+1)− F (xk) +
µ

2
‖zk+1 − zk‖2H

+ τ 〈gk+1, x
? − yk〉H + 〈gk+1, xk − yk〉H

− µ

2τ
‖xk − yk‖2H −

µτ

2
‖zk − x?‖2H +

µτ

2
‖yk − x?‖2H , (4.21)

where the last equality follows from (4.18b). By noting that

µ

2
‖zk+1 − zk‖2H =

µτ2

2

∥∥∥∥yk − zk − 1

µ
gk+1

∥∥∥∥2

H

=
µτ2

2

(
‖yk − zk‖2H −

2

µ
〈gk+1, yk − zk〉H +

1

µ2
‖gk+1‖2H

)
=
µ

2
‖xk − yk‖2H − τ 〈gk+1, xk − yk〉H +

τ2

2µ
‖gk+1‖2H ,

(4.22)

where we have used (4.18b) in the last equality. Then, combining (4.21)
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and (4.22) yields

Vk+1 − Vk = F (xk+1)− F (xk) +
τ2

2µ
‖gk+1‖2H

+ τ 〈gk+1, x
? − yk〉H + (1− τ) 〈gk+1, xk − yk〉H

+
(µ

2
− µ

2τ

)
‖xk − yk‖2H −

µτ

2
‖zk − x?‖2H +

µτ

2
‖yk − x?‖2H . (4.23)

We now pay attention to the term F (xk+1). Let u = (1− τ)xk + τx?,
then it follows from the strong convexity of F that

F (u) ≤ (1− τ)F (xk) + τF (x?)− τ (1− τ)µ

2
‖xk − x?‖2H . (4.24)

In addition, we have that

1

2η

(
‖xk+1 − u‖2H − ‖yk − u‖

2
H

)
=

1

2η

(
‖xk+1 − yk‖2H + 2 〈xk+1 − yk, yk − u〉H

)
=
η

2
‖gk+1‖2H − (1− τ) 〈gk+1, yk − xk〉H − τ 〈gk+1, yk − x?〉H , (4.25)

where we have used (4.18a) and the fact that yk − u = (1− τ) (yk − xk) +
τ (yk − x?).

With these observations, we are now ready to bound F (xk+1). In partic-
ular, by invoking Lemma 4.7.1 with y = yt, x+ = xt+1, u = (1− τ)xk + τx?,
v = vt, ξ = ξk, ε = εk, together with (4.24)–(4.25), it follows that

F (xk+1) ≤ (1− τ)F (xk) + τF (x?)− τ (1− τ)µ

2
‖xk − x?‖2H

− η

2
‖gk+1‖2H + (1− τ) 〈gk+1, yk − xk〉H + τ 〈gk+1, yk − x?〉H

− µ

2
‖yk − (1− τ)xk − τx?‖2H + 〈∆k, (1− τ)xk + τx? − xk+1〉

+
1

η
〈ξk, (1− τ)xk + τx? − xk+1〉+ εk. (4.26)
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Substituting (4.26) into (4.21) and rearranging the terms to obtain

Vk+1 − Vk ≤ −τ

Vk︷ ︸︸ ︷(
F (xk)− F (x?) +

µ

2
‖zk − x?‖2H

)
+

(
τ2

2µ
− η

2

)
‖gk+1‖2H

+
(µ

2
− µ

2τ

)
‖xk − yk‖2H +

µτ

2
‖yk − x?‖2H

+ 〈∆k, (1− τ)xk + τx? − xk+1〉︸ ︷︷ ︸
T3

− µ

2

(
τ (1− τ) ‖xk − x?‖2H + ‖yk − (1− τ)xk − τx?‖2H

)︸ ︷︷ ︸
T2

+
1

η
〈ξk, (1− τ)xk + τx? − xk+1〉︸ ︷︷ ︸

T1

+εk. (4.27)

We next bound the term T1. By adding and subtracting the term yk yields

T1 = 〈ξk, xk − yk + τ (x? − xk) + yk − xk+1〉
= 〈ξk, τ (yk − zk) + τ (x? − xk) + ηgk+1〉
= τ 〈ξk, x? − zk〉+ τ 〈ξk, yk − xk〉+ η 〈ξk, gk+1〉 ,

where we have used (4.18a) and (4.18b). By Young’s inequality, we have

τ 〈ξk, yk − xk〉 ≤
‖ξk‖2H−1

2
+
τ2 ‖xk − yk‖2H

2
(4.28)

〈ξk, gk+1〉 ≤
‖ξk‖2H−1

η
+
η ‖gk+1‖2H

4
. (4.29)

For T2, we have

T2 = τ (1− τ) ‖xk − x?‖2H + ‖yk − xk + τ (xk − x?)‖2H
= ‖yk − xk‖2H + 2τ 〈yk − xk, xk − x?〉H + τ ‖xk − x?‖2H
= (1− τ) ‖yk − xk‖2H + τ ‖yk − x?‖2H . (4.30)

Thus, combining (4.27)–(4.30) and using the fact that ‖ξk‖H−1 ≤
√

2ηεk yield

Vk+1 ≤ (1− τ)Vk +

(
τ2

2µ
− η

4

)
‖gk+1‖2H +

(
τ2

2η
+
τµ

2
− µ

2τ

)
‖xk − yk‖2H

+ T3 +
τ

η
〈ξk, x? − zk〉+ 4εk. (4.31)
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Invoking Lemma 4.7.2 with uk = (1− τ)xk+τx? and then applying Lemma 4.7.3,
we obtain

ET3 ≤
3ηL2

avg

b
E ‖xk − yk‖2H

+
12ηLavg

b
E {F (xk)− F (x?) + F (x̃s)− F (x?)}+ εk. (4.32)

Therefore, by taking the expectation on both sides of (4.31) and using (4.32),
we obtain

EVk+1 ≤ (1− τ)EVk +

(
τ2

2µ
− η

4

)
E ‖gk+1‖2H

+

(
τ2

2η
+
τµ

2
− µ

2τ
+

3ηL2
avg

b

)
E ‖xk − yk‖2H

+
12ηLavg

b
E {F (xk)− F (x?) + F (x̃s)− F (x?)}

+
τ

η
E 〈ξk, x? − zk〉+ 5εk. (4.33)

By choosing η = 1
Lavg

, τ =
√

µ
2Lavg

, and b ≥ 60
√

Lavg

µ , it is readily veri-

fied that the second and third terms on the right-hand side of (4.33) become
nonpositive, which concludes the proof.

4.7.3 Proof of Theorem 4.3.1

To begin with, let et = E {F (xt)− F (x?)} and ẽs = E {F (x̃s)− F (x?)}, then
by applying inequality (4.12) recursively, we obtain

EVk ≤ (1− τ)
k
V0 +

τ

5

k−1∑
t=0

(1− τ)
k−t−1

(et + ẽs)

+ E
k−1∑
t=0

(1− τ)
k−t−1

(Lavgτ ‖ξt‖H−1 ‖zt − x?‖H + 5εt) .

It can be verified that

k−1∑
t=0

(1− τ)
k−t−1

=

k−1∑
t=0

(1− τ)
t

=
1− (1− τ)

k

τ
≤ 1

τ
. (4.34)
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Thus, from (4.34) and the facts that τ =
√

µ
2Lavg

, ‖ξt‖H−1 ≤
√

2εt/Lavg, it
holds that

EVk ≤ (1− τ)
k
V0 + 5

k−1∑
t=0

(1− τ)
k−t−1

εt +
τ

5

k−1∑
t=0

(1− τ)
k−t−1

et +
ẽs
5

+
k−1∑
t=0

(1− τ)
k−t−1√

µεtE ‖zt − x?‖H

≤ (1− τ)
k

(V0 +Bk) +

k−1∑
t=0

(1− τ)
k−t−1√

µεtE ‖zt − x?‖H , (4.35)

where

Bk = 5

k−1∑
t=0

(1− τ)
−t−1

εt +
τ

5

k−1∑
t=0

(1− τ)
−t−1

et + (1− τ)
−k ẽs

5
.

By the definition of Vk, we have µ
2 ‖zk − x

?‖2H ≤ Vk, hence, it follows from (4.35)
that

E ‖zk − x?‖2H ≤
2

µ
(1− τ)

k
(V0 +Bk) + 2

k−1∑
t=0

√
εt
µ

(1− τ)
k−t−1 E ‖zt − x?‖H .

Multiplying both sides of the above inequality by (1− τ)
−k yields

(1− τ)
−k E ‖zk − x?‖2H ≤

2

µ
(V0 +Bk)

+ 2

k−1∑
t=0

√
εt
µ

(1− τ)
−t/2−1

(1− τ)
−t/2 E ‖zt − x?‖H

Define αt = 2
√

εt
µ (1− τ)

−t/2−1 and ut = (1− τ)
−t/2 E ‖zt − x?‖H , then we

can write the previous inequality as

u2
k ≤

2

µ
(V0 +Bk) +

k−1∑
t=0

αtut ≤
2

µ
(V0 +Bk) + α0u0 +

k∑
t=1

αtut,

where we have separated the term α0u0 from the sum and added the positive
term αkuk in the last step. Note that α0 = 2

1−τ
√

ε0
µ ≤

2
1−τ

√
V0

µ and u0 =

‖x0 − x?‖H ≤
√

2
µV0, hence, u2

k can be further bounded by

u2
k ≤

2

µ
(c1V0 +Bk) +

k∑
t=1

αtut,
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where c1 = 1 +
√

2
1−τ . It is readily verified that {Bk}k is an increasing sequence

and that {Sk , 2
µ (c1V0 +Bk)}k is an increasing sequence satisfying S0 > u2

0.
Therefore, by invoking Lemma 4.7.5 with ut, αk, and Sk, we have for any
k ≥ 1 that

(1− τ)
−k/2 E ‖zk − x?‖H ≤

1

2

k∑
t=1

αt +

2c1
µ
V0 +

2

µ
Bk +

(
1

2

k∑
t=1

αt

)2
1/2

≤
k∑
t=1

αt +

√
2c1
µ

√
V0 +

√
2

µ

√
Bk,

where we have used
√
a+ b ≤

√
a +
√
b for any a, b ≥ 0. Thus, for any

t ∈ {0, 1, . . . , k}, it holds that

E ‖zt − x?‖H ≤ (1− τ)
t/2

(
t∑
i=1

αi +

√
2c1
µ

√
V0 +

√
2

µ

√
Bt

)

≤ (1− τ)
t/2

(
k∑
i=1

αi +

√
2c1
µ

√
V0 +

√
2

µ

√
Bk

)
.

Having upper bounds of E ‖zt − x?‖H , we can now substitute them into (4.35)
to get

EVk ≤ (1− τ)
k

(V0 +Bk)

+

k−1∑
t=0

(1− τ)
k−t/2−1√

µεt

(
k∑
t=1

αt +

√
2c1
µ

√
V0 +

√
2

µ

√
Bk

)

= (1− τ)
k

(
V0 +Bk +

µ

2

k−1∑
t=0

αt

(
k∑
t=1

αt +

√
2c1
µ

√
V0 +

√
2

µ

√
Bk

))

≤ (1− τ)
k

(
V0 +Bk +

µ

2

k∑
t=0

αt

(
k∑
t=0

αt − α0 +

√
2c1
µ

√
V0 +

√
2

µ

√
Bk

))
,

where the equality follows from the definition of αt, and in the last step, we
have added a positive term αk in the first sum as well as added and subtracted
α0 in the second sum. Note that the function

√
1 + x− x is decreasing on the

interval [0,∞), it follows that

√
2c1
µ

√
V0 − α0 =

√1 +

√
2

1− τ
−
√

2

1− τ

√ 2

µ

√
V0 ≤

√
2

µ

√
V0.
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We thus have

EVk ≤ (1− τ)
k

(
V0 +Bk +

µ

2

k∑
t=0

αt

(
k∑
t=0

αt +

√
2

µ

√
V0 +

√
2

µ

√
Bk

))

≤ (1− τ)
k

(√
V0 +

√
µ

2

k∑
t=0

αt +
√
Bk

)2

≤ (1− τ)
k

20V0 + 10µ

(
k∑
t=0

αt

)2

+
10

9
Bk

 ,

where in the last step, we have applied the inequality (a+ b)
2 ≤ (1 + β) a2 +(

1 + 1
β

)
b2 twice with β = 9 and β = 1, respectively. Using the definitions of

Bk and αt, the above inequality can be rewritten as

EVk ≤ 20 (1− τ)
k
V0 +

50

9

k−1∑
t=0

(1− τ)
k−t−1

εt +
2τ

9

k−1∑
t=0

(1− τ)
k−t−1

et +
2

9
ẽs

+ 40 (1− τ)
k

(
k∑
t=0

√
εt (1− τ)

−t/2−1

)2

. (4.36)

With our choice of εt, it follows that

k∑
t=0

√
εt (1− τ)

−t/2−1 ≤ 1

1− τ

k∑
t=0

(√
1− ρ
1− τ

)t√
V0

≤

(√
1−ρ
1−τ

)k+1

√
1− ρ−

√
1− τ

√
V0

1− τ
.

Thus, the last term on the right-hand side of (4.36) can be bounded by

40 (1− ρ)(√
1− ρ−

√
1− τ

)2
(1− τ)

2
(1− ρ)

k
V0 ≤

160 (1− ρ)

(τ − ρ)
2

(1− τ)
2 (1− ρ)

k
V0,

where the last inequality follows since the function
√

1− x+x/2 is decreasing
on the interval [0, 1]. Similarly, for the second term in (4.36), we have

k−1∑
t=0

(1− τ)
k−t−1

εt ≤ (1− τ)
k−1

k−1∑
t=0

(
1− ρ
1− τ

)t
V0 ≤

(1− ρ)
k
V0

τ − ρ
.

Thus, we can further bound EVk as

EVk ≤ c2 (1− ρ)
k
V0 +

2τ

9

k−1∑
t=0

(1− ρ)
k−t−1

et +
2

9
ẽs,
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where c2 = 20 + 160(1−ρ)
(τ−ρ)2(1−τ)2

+ 50
9(τ−ρ) and we have also used the fact that

1− τ < 1− ρ.
Now, if we let δk be the right-hand side of the above inequality, then it

holds that

δk = c2 (1− ρ)
k
V0 +

2τ

9

k−1∑
t=0

(1− ρ)
k−t−1

et +
2

9
ẽs

= (1− ρ)

(
c2 (1− ρ)

k−1
V0 +

2τ

9

k−2∑
t=0

(1− ρ)
k−t−2

et +
2

9
ẽs

)

+
2τ

9
ek−1 +

2ρ

9
ẽs

= (1− ρ) δk−1 +
2τ

9
δk−1 +

2ρ

9
V0

=

(
1− 7ρ

9

)
δk−1 +

2ρ

9
V0

≤
(

1− 3ρ

4

)
δk−1 +

2ρ

9
V0,

where the third equality follows since by definition, ek−1 ≤ EVk−1 ≤ δk−1,
and since ẽs = e0 ≤ V0, and the last inequality follows since ρ = 0.9τ . By
applying the above inequality recursively, we obtain

EVT ≤ δT ≤
(

1− 3ρ

4

)T
δ0 +

T−1∑
t=0

(
1− 3ρ

4

)T−t−1
2ρ

9
V0,

≤

(
c3

(
1− 3ρ

4

)T
+

8

27

)
V0,

where c3 = c2 + 2/9. Therefore, when T ≥ 4
3ρ log (27c3), it holds that

EVT ≤ δT ≤
(

1

27
+

8

27

)
V0 =

1

3
V0.

Finally, using the definition of VT , we obtain

E {F (x̃s+1)− F (x?)} ≤ EVT ≤
1

3
V0 ≤

2

3
(F (x̃s)− F (x?)) ,

completing the proof.

4.7.4 Proof of Proposition 4.4.1
Recall that

z0 = proxγh

(
xk −

γ

η
H (xk − uk−1)

)
, (4.37)
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which can be seen as one step of the proximal gradient method applied to
p (z, uk−1) starting at the current xk with

uk = yk − ηH−1vk

p (z, u) , h (z) +
1

2η
‖z − u‖2H .

By the optimality condition of z0, we have

1

γ

[
−z0 + xk −

γ

η
H (xk − uk−1)

]
∈ ∂h (z0) .

Since ∂p (z0, uk−1) = ∂h (z0) + 1
ηH (z0 − uk−1), it follows that

ζk ,
1

γ
(xk − z0) +

1

η
H (z0 − xk) ∈ ∂p (z0, uk−1) .

We see that ζk is independent of the second argument of p (z0, ·), hence we
also have ζk ∈ ∂p (z0, uk). Since p (z, ·) is strongly convex in z with parameter
λr (H) /η and ζk ∈ ∂p (z0, uk), it holds that

p
(
x?k+1, uk

)
≥ p (z0, uk) +

〈
ζk, x

?
k+1 − z0

〉
+
λr (H)

2η

∥∥x?k+1 − z0

∥∥2

2

≥ p (z0, uk)− η

2λr (H)
‖ζk‖2 , (4.38)

where the last inequality follows from Young’s inequality. We next bound
‖ζk‖2 via

‖ζk‖2 =

∥∥∥∥ 1

γ
(xk − z0) +

1

η
H (z0 − xk)

∥∥∥∥2

2

=
1

γ2
‖xk − z0‖22 −

2

γη
〈xk − z0, H (xk − z0)〉+

1

η2
‖H (z0 − xk)‖22

≤ 1

γ2
‖xk − z0‖22 , (4.39)

where the last step follows from the definition of γ and the fact that

〈xk − z0, H (xk − z0)〉 = (xk − z0)
>
HH−1H (xk − z0)

≥ 1

λ1 (H)
‖H (xk − z0)‖22 .

Thus, combining (4.38) and (4.39) yields

p (z0, uk)− p
(
x?k+1, uk

)
≤ η

2γ2λr (H)
‖xk − z0‖22
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Note that the quantity 1
γ (xk − z0) is nothing but the gradient mapping of

p (z0, uk−1), hence by [93, Theorem 1],

1

2γ
‖xk − z0‖22 ≤ p (xk, uk−1)− p (z0, uk−1)

≤ p (xk, uk−1)− p (x?k, uk−1) ≤ εk−1.

We thus have

p (z0, uk)− p
(
x?k+1, uk

)
≤ κsubεk−1 =

κsub

1− ρ
εk,

as desired.

4.7.5 Proof of Auxiliary Lemmas
Recall that at each step of Algorithm 5, we wish to solve the following problem:

minimize
x∈Rd

{
q (x) , h (x) +

1

2η

∥∥x− y + ηH−1v
∥∥2

H

}
. (4.40)

The following lemma is a generalization of [73, Lemma 3] and [143, Lemma 3]
to account for inexactness in the evaluation of the proximal operator, and a
Mahalanobis norm.

Lemma 4.7.1. Let Assumptions 1–2 hold. For any y ∈ domh, and v ∈ Rd,
let x+ be an ε-optimal solution to problem (4.40) in the sense of (4.5), where
η ∈

(
0, 1

Lavg

]
is a constant step-size. Denote ∆ = v−∇f (y), then, there exists

a vector ξ ∈ Rd such that ‖ξ‖H−1 ≤
√

2ηε, and it holds for any u ∈ Rd that

F
(
x+
)
≤ F (u)− µ

2
‖y − u‖2H −

1

2η

(∥∥x+ − u
∥∥2

H
− ‖y − u‖2H

)
+
〈
∆, u− x+

〉
+
〈
ξ, u− x+

〉
+ ε.

Proof. Since x+ is an ε-optimal solution to problem (4.40), by Lemma 4.7.4,
there exists a vector ξ, satisfying ‖ξ‖H−1 ≤

√
2ηε, such that

−1

η

(
H
(
x+ − y

)
+ ηv + ξ

)
∈ ∂εh

(
x+
)
. (4.41)

Since h is convex, for any vector ζ ∈ ∂εh (x+), it holds for all u ∈ Rd that

h (u)− h
(
x+
)
≥
〈
ζ, u− x+

〉
− ε.

Therefore, it follows from (4.41) that〈
v + η−1H

(
x+ − y

)
+ η−1ξ, x+ − u

〉
+ h

(
x+
)
− ε ≤ h (u) . (4.42)



Proofs 75

By the smoothness of f , we have for η ∈
(

0, 1
Lavg

]
that

F
(
x+
)
≤ f (y) +

〈
∇f (y) , x+ − y

〉
+

1

2η

∥∥x+ − y
∥∥2

H
+ h

(
x+
)

≤ f (y) +
〈
∇f (y) , x+ − u

〉
+ 〈∇f (y) , u− y〉+

1

2η

∥∥x+ − y
∥∥2

H
+ h

(
x+
)

= f (y) + 〈∇f (y) , u− y〉+
〈
∇f (y) , x+ − u

〉
+

1

2η

∥∥x+ − u
∥∥2

H
+

1

η

〈
u− y, x+ − u

〉
H

+
1

2η
‖y − u‖2H + h

(
x+
)
,

where the last equality follows from adding and subtracting the term u and
expanding the norm squared. Since f is µ-strongly convex w.r.t the H-norm,
we have

f (y) + 〈∇f (y) , u− y〉 ≤ f (u)− µ

2
‖y − u‖2H .

It follows that

F
(
x+
)
≤ f (u)− µ

2
‖y − u‖2H +

〈
∇f (y) , x+ − u

〉
+

1

2η

∥∥x+ − u
∥∥2

H
+

1

η

〈
u− y, x+ − u

〉
H

+
1

2η
‖y − u‖2H + h

(
x+
)

= f (u)− µ

2
‖y − u‖2H −

1

2η

(∥∥x+ − u
∥∥2

H
− ‖y − u‖2H

)
+
〈
∆, u− x+

〉
+
〈
v + η−1H

(
x+ − y

)
+ η−1ξ, x+ − u

〉
+ h

(
x+
)

+
1

η

〈
ξ, u− x+

〉
≤ F (u)− µ

2
‖y − u‖2H −

1

2η

(∥∥x+ − u
∥∥2

H
− ‖y − u‖2H

)
+
〈
∆, u− x+

〉
+

1

η

〈
ξ, u− x+

〉
+ ε,

where the equality follows from adding and subtracting the terms v and x+

in the first and second inner products, respectively; and the last inequality
follows from (4.42). This completes the proof of Lemma 4.7.1.

Lemma 4.7.2. Let Assumptions 1–2 hold. Let xk+1 be an εk-optimal solution
to the subproblem in Step 7 of Algorithm 5. Let uk be any vector in Rd that
is independent of the mini-batch Bk, then, it holds for any η ∈

(
0, 1

Lavg

]
that

E {〈∆k, uk − xk+1〉} ≤
3η

2
E ‖∆k‖2H−1 + εk.
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Proof. Let x?k+1 be the exact solution to the subproblem in Step 7 of Al-
gorithm 5, i.e, εk = 0. Since the objective function q defined in (4.40) is
1
η -strongly convex w.r.t the H-norm, we have

1

2η

∥∥xk+1 − x?k+1

∥∥2

H
≤ q (xk+1)− q

(
x?k+1

)
≤ εk.

Therefore, one can write xk+1 as xk+1 = x?k+1 + ζk for some vector ζk ∈ Rd
satisfying ‖ζk‖H ≤

√
2ηεk. If we define the following virtual iterate:

ȳk = proxHηh
(
yk − ηH−1∇f (yk)

)
,

then

〈∆k, uk − xk+1〉 = 〈∆k, uk − ȳk〉+ 〈∆k, ȳk − xk+1〉
≤ 〈∆k, uk − ȳk〉+ ‖∆k‖H−1 ‖ȳk − xk+1‖H , (4.43)

where the last step follows from Cauchy’s inequality. Note that

‖ȳk − xk+1‖H =
∥∥proxHηh

(
yk − ηH−1∇f (yk)

)
− proxHηh

(
yk − ηH−1vk

)
− ζk

∥∥
H

≤
∥∥proxHηh

(
yk − ηH−1∇f (yk)

)
− proxHηh

(
yk − ηH−1vk

)∥∥
H

+ ‖ζk‖H
≤ η ‖∆k‖H−1 +

√
2ηεk,

where the first inequality follows from the triangle inequality and the last one
follows from Property 1. Therefore, it holds that

‖∆k‖H−1 ‖ȳk − xk+1‖H ≤ η ‖∆k‖2H−1 +
√

2ηεk ‖∆k‖H−1

≤ 3η

2
‖∆k‖2H−1 + εk.

Denote the filtration Fk by Fk = {f0, f1, . . . , fk}, where fi denotes all the
randomness incurring at time i for all i ∈ {1, . . . , k}. Note that the triple
(xk, yk, zk) depends on Fk−1, but not on fk, we thus have

EFk〈∆k, ȳk − uk〉 = EFk−1
Efk〈∆k, ȳk − uk|Fk−1〉

= EFk−1
〈Efk∆k, ȳk − uk|Fk−1〉 = 0.

Taking the expectation on both sides of (4.43) completes the proof.

Lemma 4.7.3 (Bounding Variance). Assume that the indices in the mini-
batch Bk are sampled independently from {1, . . . , n} with probabilities Pi =
Li

nLavg
, then conditioned on xk and yk, it holds that

E‖∆k‖2H−1 ≤
2L2

avg

b
‖xk − yk‖2H +

8Lavg

b
(F (xk)− F (x?) + F (x̃s)− F (x?)) .
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Proof. We follow the original proofs in [143, 94] with a few modifications to
take the Mahalanobis norm into account. For any i ∈ {1, . . . , n}, consider the
function φi defined by

φi (x) = fi (x)− fi (x?)− 〈∇fi (x?) , x− x?〉 .

Then, φi (x?) = minx φi (x) since ∇φi (x?) = 0 and φi is convex. It can be
checked that ∇φi is Li-Lipschitz, we thus have

0 = φi (x?) ≤ min
η
φi
(
x− ηH−1∇φi (x)

)
≤ min

η
φi (x)− η ‖∇φi (x)‖2H−1 +

η2Li
2
‖∇φi (x)‖2H−1

= φi (x)− 1

2Li
‖∇φi (x)‖2H−1 ,

which is equivalent to

‖∇fi (x)−∇fi (x?)‖2H−1 ≤ 2Li (fi (x)− fi (x?)− 〈∇fi (x?) , x− x?〉) .

Multiplying both sides of the previous inequality by Lavg

Li
and averaging from

1, . . . , n gives

1

n

n∑
i=1

Lavg

Li
‖∇fi (x)−∇fi (x?)‖2H−1 ≤ 2Lavg (f (x)− f (x?))− 〈∇f (x?) , x− x?〉 .

Since F (x) = f (x) + h (x), by the optimality of x?, −∇f (x?) ∈ ∂h (x?).
Therefore, it follows from the convexity of h that −〈∇f (x?) , x− x?〉 ≤ h (x)−
h (x?) , which implies that

1

n

n∑
i=1

Lavg

Li
‖∇fi (x)−∇fi (x?)‖2H−1 ≤ 2Lavg (F (x)− F (x?)) . (4.44)
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We are now ready to bound E‖∆k‖2H−1 , we have

E ‖vk −∇f (yk)‖2H−1

=
1

b2
E
{ ∑
i∈Bk

∥∥∥∥∇fi (yk)−∇fi (x̃s)

Li/Lavg
− (∇f (yk)−∇f (x̃s))

∥∥∥∥2

H−1

}
≤ Lavg

b
E

1

Li
‖∇fi (yk)−∇fi (x̃s)‖2H−1

≤ 2Lavg

b
E

1

Li
‖∇fi (yk)−∇fi (xk)‖2H−1

+
4Lavg

b
E

1

Li
‖∇fi (xk)−∇fi (x?)‖2H−1

+
4Lavg

b
E

1

Li
‖∇fi (x̃s)−∇fi (x?)‖2H−1

≤
2L2

avg

b
‖xk − yk‖2H +

8Lavg

b
(F (xk)− F (x?) + F (x̃s)− F (x?)) ,

where the first inequality follows from the fact that E ‖X − EX‖2 ≤ E ‖X‖2;
we have used the inequality ‖x+ y‖2H−1 ≤ 2 ‖x‖2H−1 + 2 ‖x‖2H−1 to derive the
second inequality; and the last step follows by evaluating the expectations, and
using Assumption 1 and (4.44). This completes the proof of Lemma 4.7.3.

The following definition of ε-subgradients is very useful for analyzing how
ineaxact proximal evaluations affect the convergence of the algorith.

Definition 4.7.1 (ε-Subgradients [13]). Given a convex function f : Rd → R
and a positive constant ε, we say that a vector ζ ∈ Rd is an ε-subgradient of f
at x ∈ Rd if

f (z) ≥ f (x) + 〈ζ, z − x〉 − ε, ∀z ∈ Rd.

The set of all ε-subgradients of f at x is called the ε-subdifferential of f at x,
and is denoted by ∂εf (x).

The following lemma characterizes the property of the ε-differential of the
function h, where its proof for the case of the Euclidean norm can be found
in [117, Lemma 2]. We provide the proof here for completeness.

Lemma 4.7.4. If x+ is an ε-optimal solution to problem (4.40) in the sense
of (4.5), then there exists a vector ξ ∈ Rd such that ‖ξ‖H−1 ≤

√
2ηε and

−1

η

(
H
(
x+ − y

)
+ ηv + ξ

)
∈ ∂εh

(
x+
)
.
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Proof. We start by noting that 0 ∈ ∂εq (x+) when x+ is an ε-optimal solution
to problem (4.40). Consider the function f (x+) = 1

2η ‖x
+ − t‖2H , then it can

be verified that

∂εf
(
x+
)

=
{
ζ ∈ Rd

∣∣ 1

2η

∥∥H (x+ − t
)
− ηζ

∥∥2

H−1 ≤ ε}

=
{
ζ ∈ Rd, ζ =

1

η
H
(
x+ − t

)
+

1

η
ξ
∣∣ 1

2η
‖ξ‖2H−1 ≤ ε}.

We have for convex functions f1, f2 that ∂ε (f1 + f2) (x) ⊂ ∂εf1 (x) + ∂εf2 (x)
[13]. Therefore, if we let f1 = f , f2 = h, and t = y−ηH−1v, then 0 ∈ ∂εq (x+).
Since ∂εq (x+) ⊂ ∂εf (x+) + ∂εh (x+), it follows that 0 must be a sum of an
element of ∂εf (x+) and an element of ∂εh (x+). Thus, there is a vector ξ ∈ Rd
such that

−1

η
H
(
x+ − t

)
− 1

η
ξ ∈ ∂εh

(
x+
)

with ‖ξ‖H−1 ≤
√

2ηε,

completing the proof.

Lemma 4.7.5 ([117, Lemma 1]). Assume that the nonnegative sequence uk
satisfies the following recursion for all k ≥ 1:

u2
k ≤ Sk +

k∑
i=1

αtut,

where {Sk} is an increasing sequence, S0 ≥ u2
0, and αt ≥ 0 for all t. Then,

for all k ≥ 1, then

uk ≤
1

2

k∑
t=1

αt +

Sk +

(
1

2

k∑
t=1

αt

)2
 1

2

.





Chapter 5

Anderson Acceleration of
Proximal Gradient Methods

The last few decades have witnessed significant advances in the theory and
practice of convex optimization based on first-order information [92, 10]. The
worst-case oracle complexity has been established for many function classes
[91] and algorithms with matching worst-case performance have been devel-
oped. However, these methods are only optimal in a worst-case (resisting
oracle) sense, and are developed under the assumption that global function
properties are known and constant. In practice, however, such constants are
almost never known a priori. Moreover, their local values, which determine
the actual practical performance, may be very different from their conservative
global bounds and often change as the iterates approach optimum. It is also
observed that acceleration methods such as Nesterov’s accelerated gradient are
very sensitive to misspecified parameters; slightly over- or under-estimating the
strong convexity constant can have a severe effect on the overall performance
of the algorithm [96]. Thus, strong practical performance of optimization al-
gorithms requires local adaption and acceleration. Efficient line-search proce-
dures [93], adaptive restart techniques [96] and nonlinear acceleration schemes
[119] are therefore now receiving an increasing attention.

Extrapolation techniques have a long history in numerical analysis (see,
e.g., [126, 18]). Recently, its idea has resurfaced in the first-order optimiza-
tion literature [119, 145, 85, 55, 104]. Unlike momentum acceleration methods
such as Polyak’s heavy ball [102] and Nesterov’s fast gradient [92], which
require knowledge of problem parameters, classical extrapolation techniques
for vector sequences such as minimal polynomial extrapolation [127], reduced
rank extrapolation [49], vector epsilon algorithm [142], and Anderson accel-
eration [4] estimate the solution directly from the available iterate sequence.
These methods enjoy favorable theoretical properties of Krylov subspace meth-
ods on quadratic problems and often perform equally well in practice on non-
quadratic problems.

5.0.1 Related Work

Anderson acceleration (AA) was proposed in the 1960’s to expedite solu-
tion times for nonlinear integral equations [4]. The technique has then been
generalized to general fixed-point equations and found countless applications
in diverse fields such as computational chemistry, physics, material science,

81
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etc. [106, 51, 134]. However, AA and optimization algorithms have been de-
veloped quite independently and only limited connections were discovered and
studied [51, 53]. Very recently, the technique has started to gain a significant
interest in the optimization community (see, e.g., [119, 118, 14, 145, 55, 104]).
Specifically, a series of papers [119, 118, 14] adapt AA to accelerate several
classical algorithms for unconstrained optimization; [145] studies a variant
of AA for non-expansive operators; [55] proposes an application of AA to
Douglas-Rachford splitting; and [104] uses AA to improve the performance of
the ADMM method. There is also an emerging literature on applications of
AA in machine learning [71, 86, 58, 99].

Although some initial success has been obtained for adapting AA to opti-
mization algorithms, current research has focused almost exclusively on smooth
unconstrained optimization. None of the proposed techniques are able to guar-
antee acceleration, or even convergence, for problems with a general convex
constraint set. We are only aware of the very recent work [55], which consid-
ers linearly constrained minimization. There, using an additional stabilization
strategy similar to the one in [145], the authors show global and asymptotic
convergence, albeit no convergence rate is given. The main difficulty in con-
strained problems is that the extrapolated point in AA may lie outside the
feasible set. Moreover, since AA relies on linearization of a mapping around
its fixed-point, convergence guarantees of AA often require differentiability of
the associated mapping, which is not possible in non-smooth and constrained
optimization. Our aim with this chapter is to address these limitations. To
this end, we make the following contributions:

1. We propose an efficient AA scheme for the classical proximal gradient algo-
rithm (PGA), which has a simple interpretation and avoids the feasibility
problems of naïve AA. Under certain technical conditions, we extend the
local convergence guarantee of limited-memory AA for smooth problems in
[133] to the non-smooth case.

2. Local convergence properties of native AA have been studied in various
settings [133, 119, 101, 79, 85]. However, whether native AA converges
globally still remains largely unknown (cf. [55]). Here, we show a negative
answer to this question. More specifically, we construct an unconstrained
strongly convex problem for which we can prove analytically that AA fails
to converge. We therefore stabilize the proposed method by a simple guard
step that preserves the global worst-case convergence guarantees of PGA
without sacrificing the local adaption and acceleration abilities of AA.

3. We adapt AA to the Bregman proximal gradient (BPG) family, where the
mirror descent [91] and NoLips [9] methods are special instances. The
method respects the structure of the BPG family and admits a simple and
elegant interpretation. To the best of our knowledge, these are the first
applications of AA to non-Euclidean geometry.
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4. We perform extensive experiments on several important classes of con-
strained optimization problems and demonstrate consistent and dramatic
speedups on real-world data-sets.

5.1 Anderson acceleration
Let g : Rn → Rn be a mapping and consider the problem of finding a fixed-
point of g:

Find x ∈ Rn such that x = g(x).

In contrast to the fixed-point iteration yk+1 = g(yk), which only uses the
last iterate to generate a new estimate, AA tries to make better use of past
information. Concretely, let {xi}ki=0 be the sequence of iterates generated
by AA up to iteration k. Here, we refer the term rk := g(xk) − xk as the
residual in the kth iteration. Then, to form xk+1, it searches for a point that
has smallest residual within the subspace spanned by the m + 1 most recent
iterates. In other words, if we let x̄k =

∑m
i=0 α

k
i xk−i, AA seeks to find a vector

of coefficients αk = [αk0 , . . . , α
k
m]> such that

αk = argmin
α:α>1=1

∥∥g(x̄k)− x̄k
∥∥. (5.1)

However, since (5.1) can be hard to solve for a general nonlinear mapping g,
AA uses

αk = argmin
α:α>1=1

∥∥∥ m∑
i=0

αig(xk−i)−
m∑
i=0

αixk−i
∥∥∥. (5.2)

It is clear that Problems (5.1) and (5.2) are equivalent if g is an affine map-
ping. Let Rk = [rk, . . . , rk−m] be the residual matrix at the kth iteration,
Problem (5.2) can then be written as

αk = argmin
α>1=1

‖Rkα‖ . (5.3)

With αk computed, the next iterate of AA is then generated by

xk+1 =

m∑
i=0

αki g (xk−i) , (5.4)

which in the affine case, is equivalent to applying the operator g to x̄k. When
m = 0, AA reduces to the fixed-point iteration.

One of the reason that AA is so popular in engineering and scientific ap-
plications is that it can speed-up convergence with almost no additional tun-
ing parameters and the extrapolation coefficients can be computed very effi-
ciently. When the Euclidean norm is considered, Problem (5.3) is a simple
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Algorithm 6 Anderson Acceleration

Input: x0, m ≥ 0, g(·)
1: x1 ← g(x0)
2: for k = 1, . . . ,K − 1 do
3: mk ← min(m, k)
4: Rk ← [rk, . . . , rk−mk ], where ri = g(xi)− xi
5: αk ← argminα>1=1 ‖Rkα‖
6: xk+1 ←

∑mk
i=0 α

k
i g(xk−i)

7: end for
Output: xK

least-squares, which admits a closed-form solution given by

αk =
(R>k Rk)−11

1>(R>k Rk)−11
. (5.5)

This can be solved by first solving the m × m normal equations R>k Rkx =
1 and then normalizing the result to obtain αk = x/(1>x) [119]. Indeed,
the computations can be done even more efficiently using QR decomposition.
When passing from Rk−1 to Rk, only the last column of Rk−1 is removed and a
new column is added. Thus, the corresponding Q and R matrices can be easily
updated and the total cost is at most O

(
m2 +mn

)
[71]. Since m is typically

between 1 and 10 in practice, this additional cost is negligible compared to
the cost of evaluating g.

5.1.1 Anderson acceleration for optimization algorithms

Since many optimization algorithms can be written as fixed-point iterations,
they can be accelerated by the memory-efficient, line search-free AA method
with almost no extra cost. For example, the classical gradient descent (GD)
method for minimizing a smooth convex function f defined by

xk+1 = xk − γ∇f(xk),

is equivalent to the fixed-point iteration applied to g(x) = x−γ∇f(x). Clearly,
a fixed-point of g corresponds to an optimum of f . The intuition behind AA for
GD is that smooth functions are well approximated by quadratic ones around
their (unconstrained) optimum, so their gradients and hence g are linear. In
such regimes, AA enjoys several nice properties of Krylov subspace methods.
Specifically, consider a convex quadratic minimization problem

minimize
x∈Rn

1

2
x>Ax− b>x, (5.6)
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Figure 5.1: Performance of difference first-order optimization algorithms on
quadratic convex problems. Here, A ∈ R100×100 is a symmetric positive
semidefinite matrix with 25 nonzero eigenvalues. On the top λ1(A)/λ25(A) =
103 and on the bottom λ1(A)/λ25(A) = 104.

where A ∈ Rn×n is a symmetric positive semidefinite matrix and b ∈ Rn.
It has been shown in [134, 105] that AA with full information (i.e. setting
m = ∞ in Step 3 of Algorithm 6) is essentially equivalent to GMRES [114].
Therefore, AA admits the convergence rate [90, 64]

‖xk − x?‖22 ≤ O
(

min
{

1/k2, e−k/
√
κ
})
‖x0 − x?‖22 , (5.7)

where κ = λ1(A)/λn(A) is the condition number. This rate shows a very
strong adaptation ability and is attained without any knowledge of the problem
at hand, a remarkable property of Krylov subspace methods. In contrast,
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Nesterov’s accelerated gradient method (AGD) [92] can only achieve this rate
if λ1(A) and λn(A) are given a priori. When m is finite, it can be shown
that AA will not do worse than GD for any m. More concretely, for any
m ∈ {0, 1, . . .}, AA achieves the worst-case guarantee

‖xk − x?‖22 ≤ O
(
e−k/κ

)
‖x0 − x?‖22 ,

which coincides with that of GD. The above observations imply that AA in-
terpolates the two extreme regimes where m = 0 and m =∞.

In practice, significant speed-ups and strong adaptation are often observed
even with very small m. As an example, Figure 5.1 shows the performance of
different algorithms applied to minimize a quadratic convex function in n =
100 dimensions with 25 nonzero eigenvalues such that λ1(A)/λ25(A) equals
103 and 104 for the top and the bottom plots, respectively. We compared
AA-GD with GD, AGD, and the adaptive restart scheme (AGD-Restart) in
[96]. It should be noted that just like AA, the main objective of the AGD-
Restart scheme is to achieve local adaptation. We can see that local adaptation
and acceleration can dramatically improve the performance of an optimization
algorithm. It is evident that AA initially converges at the same rate as AGD
(1/k2) and eventually switches to linear convergence, as suggested in (5.7),
even with a very small value of m and a non-strongly convex objective.

If the function being minimized has a positive definite Hessian at the op-
timum, then near the solution it can be well approximated by a quadratic
model

f(x) ≈ f(x?) + (x− x?)>∇2f(x?)(x− x?).

Note that the matrix ∇2f(x?) may have smallest eigenvalue λmin strictly
greater than the global strong convexity constant µ. Thus, once we enter this
regime, we may be able to achieve all the nice features of AA on quadratic
problems discussed in the previous paragraphs.

5.1.2 Anderson acceleration as a multi-step method

It is known that AA is related to several iterative schemes such as multisecant
quasi-Newton methods [51, 53, 134]. Here, we point out some connections
between AA-GD and multi-step methods in optimization. To do so, let γki :=∑mk
j=i α

k
j , i ∈ {1, . . . ,mk} and define yαk :=

∑mk
i=1 α

k
i xk−i. AA-GD can then be

written as

yαk = xk −
mk∑
i=1

γki (xk−i+1 − xk−i) and xk+1 = yαk − γ
mk∑
i=0

αki∇f(xk−i).

(5.8)
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Recall that Nesterov’s accelerated gradient method (AGD) [92] can be written
as

yk = xk + βk(xk − xk−1) and xk+1 = yk − γ∇f(yk),

while Polyak’s Heavy ball (HB) method [102] is given by

y′k = xk + β′k(xk − xk−1) and xk+1 = y′k − γ∇f(xk),

where βk, β′k > 0 are extrapolation coefficients. Setting mk = 1 in (5.8),
the AA-GD method is analogous to AGD and HB with βk, β

′
k replaced by

−γk1 . However, their update directions are chosen differently: AGD takes a
step using the gradient at the extrapolated point yk, HB uses the gradient
at xk, while AA-GD uses a combination of the gradients evaluated at xk and
xk−1. For m > 1, AA-GD is similar to the MiFB method in [80]. However,
unlike AA, there is currently no efficient way to select the coefficients in MiFB,
thereby restricting its history parameter to m = 1 or 2.

5.2 Anderson Acceleration for Proximal
Gradient Method

Consider a composite convex minimization problem of the form

minimize
x∈Rn

f (x) + h(x), (5.9)

where f : Rn → R is µ-strongly convex and L-Lipschitz smooth, i.e.

‖∇f(x)−∇f(y)‖2 ≤ L ‖x− y‖2 , ∀x, y ∈ Rn,

f(x) ≥ f(y) +∇f(y)>(x− y) +
µ

2
‖x− y‖22 , ∀x, y ∈ Rn,

and h is a proper closed and convex function. Recall that the proximal operator
associated with h is defined as

proxh (y) := argmin
x

{
1

2
‖x− y‖22 + h(x)

}
. (5.10)

A classical method for solving (5.9) is the proximal gradient algorithm (PGA)

xk+1 = proxγh (xk − γ∇f(xk)) , (5.11)

which can be seen as the fixed-point iteration for the mapping

g(x) = proxγh (x− γ∇f(x)) . (5.12)
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It is not difficult to show that x? is a minimizer of (5.9) if and only if

x? = proxγh (x? − γ∇f(x?)) , (5.13)

which implies that finding x? amounts to finding a fixed-point of g.
Unlike the adaptive restart scheme [96], which has a straightforward ex-

tension to the proximal case, it is not that clear how to extend AA, since
feasibility issues can arise from the extrapolation step. In light of our previous
discussion, it would be natural to speed-up the PGA method by applying AA
to the mapping g in (5.12). However, in many cases, the function h does not
have full domain; for example, when h is the indicator function of some closed
convex set. The resulting iterates can then become infeasible. Since AA forms
an affine (and not a convex) combination in each step, there is no guarantee
that the extrapolated point will lie inside domh. Nevertheless, if we rewrite
the PGA iteration on the form:

yk+1 = xk − γ∇f(xk) and xk+1 = proxγh (yk+1) , (5.14)

and consider the mapping g defined as

g(y) = proxγh (y)− γ∇f(proxγh (y)), (5.15)

then the fixed-point iteration yk+1 = g(yk) recovers exactly the PGA iteration
in (5.14). It is clear that if y? is a fixed-point of g, then x? = proxγh (y?) is
an optimal solution to (5.9) since it satisfies condition (5.13). Now, to relate
the convergence of the primal sequence {xk} and the auxiliary {yk}, we use
the following simple but useful observation: Suppose that x? satisfies (5.13),
then y? = x? − γ∇f(x?) is a fixed-point of g defined in (5.15) and

‖xk − x?‖2 =
∥∥proxγh (yk)− proxγh (x? − γ∇f(x?))

∥∥
2
≤ ‖yk − y?‖2 ,

where the last step follows from the nonexpansiveness of proximal operators.
The inequality implies that if one can quickly drive {yk} to y?, then {xk} will
quickly converge to x?.

From the above observations, we propose to use AA for accelerating the
auxiliary sequence {yk} governed by g defined in (5.15). Since there are no
restrictions on {yk}, AA-PGA avoids the feasibility problems of naïve AA.
Just like PGA, the algorithm requires only one gradient and one proximal
evaluation per step. To the best of our knowledge, this is the first AA scheme
that is able to handle a general convex constraint set, and it does so without
adding extra computational cost to the AA algorithm. The resulting scheme,
which we call AA-PGA, is summarized in Algorithm 7.

5.2.1 Convergence Guarantees
Having addressed the feasibility issue in the previous section, our next goal
is to derive convergence guarantees for AA-PGA. To this end, we will extend
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Algorithm 7 AA-PGA

Input: y0 ∈ domh, x0 = proxγh (y0), m ≥ 0
1: y1 ← x0 − γ∇f(x0), x1 ← proxγh (y1), g0 ← y1

2: for k = 1, . . . ,K − 1 do
3: mk ← min(m, k)
4: gk ← xk − γ∇f(xk) and rk ← gk − yk
5: Rk ← [rk, . . . , rk−mk ]
6: αk ← argminα>1=1 ‖Rkα‖
7: yk+1 ←

∑mk
i=0 α

k
i gk−i

8: xk+1 ← proxγh (yk+1)
9: end for
Output: xK

the theory for limited-memory AA to a class of non-smooth problems which
includes our proposed algorithm.

Although convergence properties of AA for linear mappings with full mem-
ory (m =∞) are relatively well understood [134, 105], much less is known in
the case of nonlinear mappings and limited-memory. The work [133] was the
first to show that no matter what value m ∈ {0, 1, . . .} is used, AA does not
harm the convergence of the fixed-point iteration when started near the fixed
point. The proof requires differentiability of g. However, in the context of
composite convex optimization, the mapping g defined in (5.15) is, in general,
non-differentiable. Therefore, the analysis in [133, 31] is not applicable any-
more. Nevertheless, the key steps in the proof of [133, Theorem 2.3] essentially
only need that

‖g(x)− g′(x?)(x− x?)‖2 ≤ c ‖x− x
?‖22 , (5.16)

holds for some constant c > 0 and for all x sufficiently close to x?. Interest-
ingly, this condition is very similar to assumptions which guarantee conver-
gence of Newton’s method for solving non-smooth nonlinear equations (see [52,
Chapter 7] for an excellent review). Two key ingredients in the analysis of non-
smooth Newton methods are the use of Clarke’s generalized Jacobian [34] and
the concept of semi-smoothness [87, 107], defined below.

Definition 5.2.1 (Clarke’s Generalized Jacobian). Consider the mapping F :
Ω→ Rm, with Ω ⊂ Rn open, and assume that F is Lipschitz continuous near
a given point x of interest. Let DF be the set where F is differentiable. We
will write JF (x) for the usual m×n Jacobian matrix whenever x ∈ DF . Then,
the B-differential of F at x is defined as

∂BF (x) =

{
lim
k→∞

JF (xk) : xk → x, xk ∈ DF
}
.
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The set

∂F (x) := conv{∂BF (x)},

where conv denotes the convex hull, is called Clarke’s generalized Jacobian of
F at x,

Definition 5.2.2 (Semi-Smoothness). Let F : Ω → Rn be a locally Lipschitz
continuous function and ∂F (x) be the Clarke generalized Jacobian of F at x.
We say that F is strongly semismooth at x ∈ Ω if:
i) F is directionally differentiable at x; and
ii) For any J ∈ ∂F (x+ h) and h ∈ Rn,

‖F (x+ h)− F (x)− Jh‖2 ≤ O(‖h‖22) as h→ 0.

If F is strongly semi-smooth at each x ∈ Ω, then we say that F is strongly
semi-smooth on Ω.

Some important classes of strongly semi-smooth functions include differen-
tiable functions with a Lipschitz continuous gradient; the norm function ‖·‖p
for every p ∈ [1,∞]; and piecewise affine functions. This class of mappings
is rich enough to cover most of the proximable functions arising in machine
learning applications. For example, projections onto the nonnegative orthant,
box constraints and the probability simplex are component-wise piecewise
affine [97]. More generally, the projection onto any polyhedral set is piecewise
linear [109]. Projections onto the symmetric cone, hence the second-order and
positive semidefinite cones, are also strongly semi-smooth [52]. The proxi-
mal operator of the `1-norm (a.k.a soft-thresholding operator) is component-
wise separable and piecewise affine, hence strongly semi-smooth. By Moreau’s
decomposition, the proximal mapping of the `∞-norm is also strongly semi-
smooth. The proximal operator of the nuclear norm, which encourages low-
rank solutions, is strongly semi-smooth as a consequence of [32, Prop. 4.10].

To establish convergence, we impose the following assumption.

Assumption 3. There exists a constant Mα such that
∥∥αk∥∥

1
≤ Mα for all

k ∈ N+.

This assumption is very common in the literature of AA and some effective
solutions have been proposed to enfore it in practice. For example, one can
monitor the condition number of the R matrix in the QR decomposition and
drop the left-most column of the matrix if the number becomes too large [134],
or one can add a Tikhonov regularization to the least squares as was done in
[119]. The condition can also be imposed directly in the algorithm without
changing the subsequent results. More specifically, if we detect that

∥∥αk∥∥
1

is greater than Mα, we can set αk = [0, . . . . , 1]
>, i.e., we simply perform a

fixed-point iteration step.



Anderson Acceleration for Proximal Gradient Method 91

The following lemma characterizes properties of the mapping g and its
associated residual.

Lemma 5.2.1. Let f : Rn 7→ R be µ-strongly convex and L-smooth and let
γ ∈ (0, 2/(µ + L)]. Define ρ =

√
1− 2γµL/(µ+ L) and F (y) := y − g(y)

where g is defined as in (5.15). Let y? be a fixed-point of g, i.e., g(y?) = y?.
Then, it holds that

‖g(x)− g(y)‖2 ≤ ρ ‖x− y‖2 , ∀x, y ∈ Rn, (5.17)

and

(1− ρ) ‖y − y?‖2 ≤ ‖F (y)‖2 ≤ (1 + ρ) ‖y − y?‖2 , ∀y ∈ Rn. (5.18)

Under Assumption 3, we can now quantify the convergence guarantee of
AA-PGA.

Theorem 5.2.1. Assume that f is µ-strongly convex and L-smooth, and that
proxh is strongly semi-smooth. Let y? be a fixed-point of g and assume that y0

is sufficiently close to y?. Let γ ∈ (0, 2/(µ+ L)] and define

ρ =
√

1− γ2µL/(µ+ L) and ρ < ρ̂ < 1.

Then, for any m ∈ N and k ∈ N, the iterates {xk} and {yk} formed by AA-
PGA satisfy:

‖F (yk)‖2 ≤ ρ̂
k ‖F (y0)‖2 . (5.19)

In addition, it holds for any k ∈ N that

‖xk − x?‖2 ≤ (1 + ρ)/(1− ρ)ρ̂k ‖y0 − y?‖2 .

where x? is an optimizer of (5.9).

The theorem implies that when initialized near the optimal solution, even
in the worst case, the use of multiple past iterates to construct a new update
in AA will not slow down the convergence of the original PGA method, no
matter how we choose m ∈ {0, 1, . . .}. In most cases, near the solution, we
would expect AA-PGA to enjoy the strong adaptive rate in (5.7) even for a
small value of m. Therefore, we can see AA as interpolating between the two
convergence rates corresponding to m = 0 (PGA) and m = ∞ (full-memory
AA). Whether or not AA can attain a stronger convergence rate guarantees
than PGA for finite m is still an open question, even with smooth and linear
mappings.
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5.3 Guarded Anderson acceleration
We have shown that when started from a point close to the optimal solution,
AA-PGA is convergent under mild conditions. A natural question, which has
also recently been raised in [55], is whether AA-PGA converges globally. We
show that the answer is negative even when the problem has no constraint and
the objective function is smooth. In this case, AA-PGA reduces to AA-GD,
and hence the result is also valid for the AA methods in [134, 119]. To that
end, we construct a one-dimensional smooth and strongly convex function and
show analytically that AA will not converge to the optimum but get stuck in
a periodic orbit. Concretely, consider the function whose gradient is given by

∇f(x) =


x
10 − 24.9 if x < −1,

25x if − 1 ≤ x < 1,
x
10 + 24.9 if x ≥ 1,

(5.20)

which is strongly convex with µ = 1/10 and smooth with L = 25.

Figure 5.2: The graph of the gradient defined in (5.20) and the corresponding
function. The circles in the right plot indicate the four limit points shown in
Proposition 5.3.1.

We consider AA-GD with m = 1 for which the iterates can be expressed
explicitly (detailed below) on the form of a nonlinear difference equation:[

xk+1

xk

]
=

[
∇f(xk−1)

∇f(xk−1)−∇f(xk)
−∇f(xk)

∇f(xk−1)−∇f(xk)

1 0

] [
xk
xk−1

]
. (5.21)

A trajectory of this system started at x0 = 2.1 is depicted in Figure 5.3
indicating that AA-GD converges to a periodic orbit instead of the origin.
More formally, one can show the following.

Proposition 5.3.1. Let f be the function defined in (5.20). Suppose that the
AA-GD method is applied to minimize f with the history parameter m = 1
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Figure 5.3: Left. Iterates of the AA-GD method when minimizing f(x) de-
fined in (5.20) with x0 = 2.1; Right. The phase plane of the corresponding
concatenated system (5.21). The iterates eventually converge to a periodic
orbit of length 4.

and the step size γ = 1/L. Then, for any initial point x0 ∈ [2.01, 246.98] and
n = 0, 1, . . ., the iterates generated by AA-GD satisfy:

x4n+3 → −249(
√

5− 2), x4n+4 = 249, x4n+5 → 249(
√

5− 2), x4n+6 = −249.

The proposition indicates that in general, to achieve global convergence, it
is necessary to stabilize the AA method. Recall that each iteration of AA-PGA
consists of one original PGA step followed by an AA (affine combination) step.
Thus, one natural strategy for stabilization would be to compare the objective
value produced by the AA step with that of the PGA one and select the
one with lower value as the next iterate. Since PGA converges globally, this
ensures that AA-PGA converges at least as fast as PGA. However, doing so
can be costly since one needs two function evaluations per step. Indeed, only
the descent condition below is needed to achieve the same convergence rate as
PGA:

f(xk+1) ≤ f(xk) + 〈∇f(xk), xk+1 − xk〉+
1

2γ
‖xk+1 − xk‖22

≤ f(xk)− γ

2
‖∇f(xk)‖22 . (5.22)

This suggests an alternative way for stabilization which is to compare the
objective value of the AA step with the right-hand side of (5.22). The AA step
is then accepted if sufficient descent was made, the PGA step is chosen other-
wise. This allows to reuse the function values more efficiently. In particular,
if the AA step is selected, only one function evaluation is needed. Moreover,
in many applications, function values can be computed at a very small addi-
tional cost by reusing information readily available from gradient evaluations.
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Algorithm 8 Guared AA-PGA

Input: y0 ∈ domh, x0 = proxγh (y0), m ≥ 0
1: y1 ← x0 − γ∇f(x0), x1 ← proxγh (y1), g0 ← y1, and r0 = g0 − y0

2: for k = 1, . . . ,K − 1 do
3: mk ← min(m, k)
4: gk ← xk − γ∇f(xk) and rk ← gk − yk
5: Rk ← [rk, . . . , rk−mk ]
6: αk ← argminα>1=1 ‖Rkα‖
7: yext ←

∑mk
i=0 α

k
i gk−i

8: xtest ← proxγh (yext)

9: if f(xtest) ≤ f(xk)− γ
2 ‖∇f(xk)‖22 then

10: xk+1 = xtest

11: yk+1 = yext

12: f(xk+1) = f(xtest)
13: else
14: xk+1 = proxγh (gk)
15: yk+1 = gk
16: end if
17: end for
Output: xK

Putting everything together, we arrive at Algorithm 8 that admits the global
convergence rate of PGA with the potential for local adaptation and acceler-
ation.

Proposition 5.3.2 (Global convergence). Let f be a µ-strongly convex and
L-smooth function and let γ ∈ (0, 2/(µ+L)]. Then, for any k ∈ N, the iterates
generated by Algorithm 8 satisfy

‖xk − x?‖22 ≤ O
(

1− γµL

µ+ L

)k
‖x0 − x?‖22 . (5.23)

The proof of this result is straightforward (see, e.g., [92, 10]), and follows
directly from the descent condition (5.22) and a standard strong convexity
inequality. Hence, we omit it here.

5.4 Extension to Bregman proximal gradient
methods

Consider optimization problems of the form

minimize
x∈D

f (x) + h(x), (5.24)
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where D ⊆ Rn is a closed convex set with nonempty interior. The formu-
lation (5.24) often provides a more flexible way to handle the constraints,
which are usually encoded by h in (5.9). This model is very rich and led to
several recent advances in algorithmic developments of first-order methods.
Bregman proximal gradient (BPG) is a general and powerful tool for solving
(5.24) thanks to its ability to exploit the underlying geometry of the problem.
The mirror descent method [91, 11] is a well-known instance of BPG when
h(x) = IC(x) for some closed convex set C ⊆ D. Some more recent instances
of BPG include the NoLips algorithm [9] and its accelerated version anal-
ysed in [67]. The number of applications of the BPG framework are growing
rapidly [16, 44, 83].

The BPG method fits the geometry of the problem at hand, which is typ-
ically governed by the constraints and/or the objective, all-in-one by means
of a kernel function. Popular examples include the energy function ϕ(x) =

(1/2) ‖x‖22; the Shannon entropy ϕ(x) =
∑n
i=1 xi log xi, domϕ = Rn+ with

(0 log 0 = 0); the Burg entropy ϕ(x) = −
∑n
i=1 log xi, domϕ = Rn++; the

Fermi-Dirac entropy ϕ(x) =
∑n
i=1 (xi log xi + (1− xi) log(1− xi)), domϕ =

[0, 1]n; the Hellinger entropy ϕ(x) = −
∑n
i=1

√
1− x2

i , domϕ = [−1, 1]n; and
the polynomial function ϕ(x) = α

2 ‖x‖
2
2 + 1

4 ‖x‖
4
2, α ≥ 0.

We impose the following assumption in this section.

Assumption 4. The set domϕ = D is convex and the following conditions
hold:

1. ϕ : Rn → (−∞,+∞] is of Legendre type and its conjugate ϕ∗ satisfies
dom∇ϕ∗ = Rn.
2. f : Rn → (−∞,+∞] is proper closed convex and differentiable on int domϕ.
3. h : Rn → (−∞,+∞] is proper closed convex and domh ∩ int domϕ 6= ∅.

When ϕ is Legendre, its gradient ∇ϕ is a bijection from int domϕ to
int domϕ∗ while∇ϕ∗ is a bijection from int domϕ∗ to int domϕ, i.e., (∇ϕ)−1 =
∇ϕ∗ [108, Chapter 26]. Note that in all the above examples, ϕ is Legendre.
Moreover, except from the Burg entropy, all the others share the useful prop-
erty dom∇ϕ∗ = Rn, which is critical for the development of our AA scheme.

The Bregman distance associated with ϕ is the function Dϕ : domϕ ×
int domϕ→ R given by

Dϕ (x, y) = ϕ(x)− ϕ(y)− 〈∇ϕ(y), x− y〉 .

At the core of the BPG method is the Bregman proximal operator that gen-
eralizes the conventional one and is defined as [26]:

proxϕh(y) = argmin
x∈Rn

{h(x) +Dϕ (x, y)} , y ∈ int domϕ. (5.25)
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BPG starts with some x0 ∈ int domϕ and performs the following operator at
each iteration:

xk+1 = Tγ(xk) := argmin
x∈Rn

{
f(xk) + 〈∇f(xk), x− xk〉+ γ−1Dϕ (x, xk) + h(x)

}
.

Assumptions 4 ensures that BPG iterates are well-defined and xk ∈ int domϕ
for all k [9, Lemma 2]. Further simplification the update formula yields

xk+1 = argmin
x∈Rn

{〈γ∇f(xk)−∇ϕ(xk), x〉+ ϕ(x) + h(x)} .

Using the optimality condition and the fact that (∇ϕ)
−1

= ∇ϕ∗ yield

0 ∈ γ∂h(xk+1) +∇ϕ(xk+1)−∇ϕ(∇ϕ∗ (∇ϕ(xk)− γ∇f(xk))). (5.26)

Comparing (5.26) with the optimality condition of (5.25), we obtain an equiv-
alent update rule for BPG:

xk+1 = proxϕγh (∇ϕ∗ (∇ϕ(xk)− γ∇f(xk))) .

Note that when ϕ is the energy function, ∇ϕ and ∇ϕ∗ are the identity map
and we recover the PGA method. To apply AA, we further express the BPG
iterations on the form

yk+1 = ∇ϕ(xk)− γ∇f(xk) and xk+1 = proxϕγh (∇ϕ∗ (yk+1)) . (5.27)

In words, the mirror map ∇ϕ maps xk from the primal space to a dual one,
where the gradients live. A gradient step is then taken in the dual space to
obtain yk+1. Next, yk+1 is transferred back to the primal space by the inverse
map ∇ϕ∗. Finally, the Bregman proximal operator is performed in the primal
space to produce xk+1.

Our strategy is to extrapolate the sequence {yk}. Note that this sequence
can be seen as the fixed-point iteration of

g(y) = ∇ϕ(proxϕγh ◦ ∇ϕ
∗(y))− γ∇f(proxϕγh ◦ ∇ϕ

∗(y)).

The AA scheme applied to this mapping (called AA-BPG) has a simple and
elegant interpretation. Concretely, instead of accelerating the primal sequence,
which is restricted to the constraint set, it extrapolates a sequence in the dual
space, avoiding feasibility issues since ∇ϕ∗ has full domain. To gain some
intuition, we first recall the following useful property of Legendre functions:

Dϕ (∇ϕ∗(y),∇ϕ∗(y′)) = Dϕ∗ (y′, y) ∀y, y′ ∈ int domϕ∗.

Assume that g has a fixed-point y? and {yk} generated by AA-BPG is con-
verging to y?. Let ∇ϕ∗(yk) and ∇ϕ∗(y?) be the images of yk and y? on the
primal space, then it holds that

Dϕ∗ (y?, yk) = Dϕ (∇ϕ∗(yk),∇ϕ∗(y?)) .
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Applying the Bregman operator to the two images will give us xk and x?,
respectively. Since Bregman proximal operators possess certain nonexpan-
siveness property akin to their Euclidean counterpart [22, 48], it is thus rea-
sonable to expect that Dϕ (xk, x

?) is well approximated by Dϕ∗ (y?, yk); for
example, when domh ⊆ int domϕ, it is shown in [22] that Dϕ (xk, x

?) ≤
Dϕ (∇ϕ∗(yk),∇ϕ∗(y?)). Moreover, yk = y? implies xk = x?. Therefore, if AA
can speed-up the convergence of {yk}, one can achieve similar acceleration for
{xk}.

In the above discussion, we implicitly assumed that x? ∈ int domϕ. How-
ever, if x? happens to be on the boundary of domϕ, the mirror map ∇ϕ
at x? does not exist. One can then no longer express x? as a fixed-point of
some mapping involving ∇ϕ. This makes it very hard to derive general the-
oretical guarantees for BPG since essentially all the current proofs of AA are
heavily based on g(x?). Therefore, a new proof technique that goes beyond
linearization of g around x? is needed, which we leave as a topic for future
research. Nonetheless, since each iteration of AA-BPG consists of one BPG
step, Tγ(xk), one can always compare the progress made by the AA step with
the BPG one as was done in AA-PGA. A counterpart of the sufficient descent
condition (5.22) that ensures the global convergence of BPG is [9]:

f(xk+1) ≤ f(xk) + 〈∇f(xk), Tγ(xk)− xk〉+ γ−1Dϕ (Tγ(xk), xk) .

Thus, a similar policy for stabilization as in AA-PGA will retains the conver-
gence rate of BPG. The final AA-BPG algorithm is reported in Algorithm 9.

5.5 Numerical Experiments

We will now illustrate the performance of (guarded) AA-PGA and AA-BPG
on several constrained optimization problems with important applications in
signal processing and machine learning. All the experiments are implemented
in Python and run on a laptop with four 2.4 GHz cores and 16 GB of RAM,
running Ubuntu 16.04 LTS.

For AA-PGA, we compare it with PGA, PGA with adaptive line search
(PGA-LS), and accelerated PGA (APGA) [10]. For AA-BPG, we compare
AA-BPG with BPG, accelerated BPG (ABPG), ABPG with adaptive line
search (ABPG-g), and restarted ABPG (ABPG-Restart) [67]. For the AA
schemes, we use m = 5 in all plots and simply add a Tikhonov regularization
of 10−10 ‖Rk‖22 to (5.3) to avoid singularity, as was done in [118], without any
tunning. For each experiment, we plot the errors, defined as f(xk) − f(x?),
versus the number of iterations and wall-clock runtime. We have picked a few
real-world data sets, which are known to be very ill-conditioned, and hence
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Algorithm 9 Guared AA-BPG

Input: y0 ∈ int domϕ∗, x0 = proxϕγh (∇ϕ∗ (y0)), m ≥ 0

1: y1 ← ∇ϕ(x0) − γ∇f(x0), x1 ← x0 = proxϕγh (∇ϕ∗ (y0)), g0 ← y1, and
r0 = g0 − y0

2: for k = 1, . . . ,K − 1 do
3: mk ← min(m, k)
4: gk ← ∇ϕ(xk)− γ∇f(xk) and rk ← gk − yk
5: Rk ← [rk, . . . , rk−mk ]
6: αk ← argminα>1=1 ‖Rkα‖
7: yext ←

∑mk
i=0 α

k
i gk−i and xtest ← proxϕγh (∇ϕ∗ (yext))

8: xBPG = proxϕγh (∇ϕ∗ (gk))

9: if f(xtest) ≤ f(xk) + 〈∇f(xk), xBPG − xk〉+ γ−1Dϕ (xBPG, xk) then
10: xk+1 = xtest

11: yk+1 = yext

12: f(xk+1) = f(xtest)
13: else
14: xk+1 = xBPG

15: yk+1 = gk
16: end if
17: end for
Output: xK

challenging for any first order methods.1 All methods are initialized at x0 = 0
unless otherwise stated.

5.5.1 Constrained logistic regression

We start our experiments with the logistic regression with bounded constraint:

minimize
x∈Rn

1

M

M∑
i=1

log(1 + exp(−yia>i x)) + µ ‖x‖22

subject to ‖x‖∞ ≤ 1,

where ai ∈ Rn are training samples and yi ∈ {−1, 1} are the corresponding
labels. We set γ = 1/L, where L = ‖A‖22 /4M with A = [a1, . . . , aM ].

Figures 5.4 and 5.5 show the performance of AA-PGA and other selected
algorithms on four different data sets. As can be seen, AA consistently and
dramatically improves the performance of standard first order methods both

1The data sets Madelon and Gisette are downloaded from: http://archive.ics.
uci.edu/ml/datasets. The data sets Cina0 and Sido0 are downloaded from: http:
//www.causality.inf.ethz.ch

http://archive.ics.uci.edu/ml/datasets
http://archive.ics.uci.edu/ml/datasets
http://www.causality.inf.ethz.ch
http://www.causality.inf.ethz.ch
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(a) Madelon: µ = 10, κ = 3× 106

(b) Gisette: µ = 10, κ = 3.4× 106

Figure 5.4: Constrained logistic regression on the Madelon and the Gisette
data sets.

in number of iterations and wall-clock time. Since these data sets are very
ill-conditioned, standard first order methods make very little progress, while
AA can quickly find a high accuracy approximate solution. This once again
demonstrates the great benefit of local adaptation and acceleration as previ-
ously seen in unconstrained quadratic problems (see., Figure 5.1). In most
cases, the convergence rate is linear confirming our prediction. The result also
highlights the importance of the guard step in Algorithm 8. Specifically, in
some hard instances such as the one shown in Fig. 5.5(a), the iterates alternate
between periods with big jumps due to AA steps, which often significantly re-
duce the objective, and slowly converging regimes governed by the PGA steps.
The later steps help to guide the iterates through a tough regime until AA
steps take over and make big improvement.

5.5.2 Nonnegative least squares
Next, we consider the nonnegative least squares problem:

minimize
x∈Rn

1

2M
‖Ax− b‖22 + µ ‖x‖22 subject to x ≥ 0,

which is a core step in many nonnegative matrix factorization algorithms. We
set γ = 1/L, where L = ‖A‖22 /M .
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(a) Cina0: µ = 0.1, κ = 1.2× 107

(b) Sido0: µ = 10−2, κ = 3.7× 103

Figure 5.5: Constrained logistic regression on the Cina0 and Sido0 data sets.

(a) Madelon: µ = 0.1, κ = 1.2× 109

(b) Gisette: µ = 10, κ = 1.36× 107

Figure 5.6: Nonnegative least-squares on the Madelon and Gisette data sets
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(a) Cina0: µ = 10, κ = 4.8× 105

(b) Sido0: µ = 0.1, κ = 1.48× 106

Figure 5.7: Nonnegative least-squares on the Cina0 and Sido0 data sets.

Similarly to the previous problem, AA offers significant acceleration and
often achieves several orders of magnitude speed-up over popular first order
methods. Interestingly, in Fig. 5.6(a), AA seems to identify the solution in
finite time. This could be the case where the optimal solution lies in the
subspace spanned by the past iterates.

5.5.3 Relative-entropy nonnegative regression

The task is to reconstruct the signal x ∈ Rn+ by solving

minimize
x

DKL (Ax, b) + λ ‖x‖1 subject to x ≥ 0,

where A ∈ Rm×n+ is given nonnegative observation matrix and b ∈ Rm++ is
a noisy measurement vector. We adapt the family of BPG methods with
D = Rn+, the Shannon entropy as the kernel ϕ, f(x) = DKL (Ax, b), and
h(x) = λ ‖x‖1 with λ = 0.001. It is shown in [9] that f is L-smooth relative
to ϕ with constant L = max1≤i≤n ‖ai‖1. We follow [67] and generate two
problem instances with A and b having entries uniformly distributed over the
interval [0, 1]. All methods are initialized at x0 = 1.

Figure 5.8(a) shows the suboptimality for a randomly generated instance
of the relative-entropy nonnegative regression problem with m = 100 and
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(a) (m,n) = (100, 1000)

(b) (m,n) = (1000, 100)

Figure 5.8: Relative-entropy nonnegative regression on two random problem
instances.

n = 1000. This instance is often referred as the easy case, and BPG converges
linearly. Figure 5.8(b) shows similar results for the hard instance with m =
1000 and n = 100, where the BPG method converges sublinearly. In both
cases, AA-BPG achieves the fastest convergence and significantly outperforms
the others. Interestingly, AA-BPG is able to achieve linear convergence even
in the hard case, which shows a clear evidence that our method adapts to the
local strong convexity of the objective. This ability is observed consistently in
all the problems and data sets we have considered, and confirms our theoretical
predictions.

5.6 Proofs

5.6.1 Proof of Lemma 5.2.1

We start by showing the contractivity of g defined in (5.15):

g(y) = proxγh (y)− γ∇f(proxγh (y)).
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We have for any x, y ∈ Rn that

‖g(x)− g(y)‖22
=
∥∥proxγh (x)− proxγh (y)− γ

(
∇f(proxγh (x))−∇f(proxγh (y))

)∥∥2

2

=
∥∥proxγh (x)− proxγh (y)

∥∥2

2
+ γ2

∥∥∇f(proxγh (x))−∇f(proxγh (y))
∥∥2

2

− 2γ
〈
proxγh (x)− proxγh (y) ,∇f(proxγh (x))−∇f(proxγh (y))

〉
(5.28)

Since f is µ-strongly convex and L-smooth, it follows from [92, Theorem 2.1.2]
that 〈

proxγh (x)− proxγh (y) ,∇f(proxγh (x))−∇f(proxγh (y))
〉

≥ µL

µ+ L

∥∥proxγh (x)− proxγh (y)
∥∥2

2

+
1

µ+ L

∥∥∇f(proxγh (x))−∇f(proxγh (y))
∥∥2

2
(5.29)

Plugging (5.29) into (5.28) yields

‖g(x)− g(y)‖22 ≤
(

1− 2γµL

µ+ L

)∥∥proxγh (x)− proxγh (y)
∥∥2

2

+ γ

(
γ − 2

µ+ L

)∥∥∇f(proxγh (x))−∇f(proxγh (y))
∥∥2

2
. (5.30)

Since γ ∈ (0, 2/(µ+ L)), we can drop the last term in (5.30) and obtain

‖g(x)− g(y)‖22 ≤
(

1− 2γµL

µ+ L

)∥∥proxγh (x)− proxγh (y)
∥∥2

2
,

which by nonexpansiveness of proximal operators, can be further bounded as

‖g(x)− g(y)‖22 ≤
(

1− 2γµL

µ+ L

)
‖x− y‖22 .

This implies that g is contractive with constant ρ =
√

1− 2γµL/(µ+ L).
Next, we verify for every y ∈ Rn that

‖y − y?‖2 (1− ρ) ≤ ‖F (y)‖2 ≤ (1 + ρ) ‖y − y?‖2 . (5.31)

Since g(y?) = y?, F (y?) = 0. By the contractivity of g, it holds for any y ∈ Rn
that

‖F (y)− F (y?)‖2 = ‖g(y)− y − g(y?) + y?‖2
≤ ‖g(y)− g(y?)‖2 + ‖y − y?‖2
≤ (1 + ρ) ‖y − y?‖2 .
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Similarly, for the left-hand side of (5.31), we have

‖y − y?‖2 = ‖g(y)− g(y?) + F (y)− F (y?)‖2
≤ ‖g(y)− g(y?)‖2 + ‖F (y)− F (y?)‖2
≤ ρ ‖y − y?‖2 + ‖F (y)− F (y?)‖2 .

5.6.2 Proof of Theorem 5.2.1

Since proxh (·) is strongly semi-smooth, and since strong semi-smoothness is
closed under scalar multiplication, summation and composition, it follows that
the mapping g is strongly semi-smooth. Thus, by Definition 5.2.2, there exists
a ball B(y?, r) with r > 0 such that for any x, y ∈ B(y?, r) and G ∈ ∂g(x) it
holds that

‖g(x)− g(y)−G(x− y)‖2 ≤ c ‖x− y‖
2
2 ,

for some constant c. Let x = y? and G? be any matrix in ∂g(y?). We can
then write g(y) for any y ∈ B(y?, r) as

g(y) = y? +G?(y − y?) + ∆(y), (5.32)

where ∆(y) satisfies ‖∆(y)‖2 ≤ c ‖y − y?‖
2
2.

Suppose y0 ∈ B(y?, r0) with r0 ≤ r. We will establish the bound (5.19) by
induction. It is clear that (5.19) holds for k = 0. Suppose the bound holds up
to iteration k. We will show that it also holds for iteration k+ 1. For brevity,
define

yαk =

mk∑
i=0

αki yk−i.

We then decompose F (yk+1) as follows

‖F (yk+1)‖2 = ‖g(yk+1)− yk+1‖2 ≤ ‖g(yk+1)− g(yαk )‖2 + ‖g(yαk )− yk+1‖2 .
(5.33)

Recall that yk+1 =
∑mk
i=0 α

k
i g(yk−i) and that g is ρ-contractive. Hence,

‖g(yk+1)− g(yαk )‖2 ≤ ρ ‖yk+1 − yαk ‖2 = ρ

∥∥∥∥∥
mk∑
i=0

αki F (yk−i)

∥∥∥∥∥
2

≤ ρ ‖F (yk)‖2 ,

(5.34)
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where the last step follows from the definition of αki . To bound the remaining
term in (5.33), we first show that yαk ∈ B(y?, r). We have

‖yαk − y?‖ ≤
mk∑
i=0

|αki | ‖yk−i − y?‖
(a)

≤ 1

1− ρ

mk∑
i=0

|αki | ‖F (yk−i)‖

(b)

≤ Mα

1− ρ
ρ̂k−m ‖F (y0)‖

(c)

≤ Mα(1 + ρ)

1− ρ
ρ̂k−m ‖y0 − y?‖ , (5.35)

where we have used (5.18) in (a) and (c), and (b) follows from the induction
hypothesis and the fact that k − i ≥ k − mk ≥ k − m for i ∈ {0, . . . ,mk}.
Therefore, by reducing r0 = ‖y0 − y?‖2 if necessary, yαk ∈ B(y?, r). The above
derivation clearly indicates that yk−i ∈ B(y?, r) for any i ∈ {0, . . . ,mk}. As a
consequence, we can write g(yk−i) as

g(yk−i) = y? +G?(yk−i − y?) + ∆(yk−i),

which implies

yk+1 =

mk∑
i=0

αki [y? +G?(yk−i − y?) + ∆(yk−i)] , (5.36)

where G? is any matrix in ∂g(y?).
Fix a G? ∈ ∂g(y?). Since yαk ∈ B(y?, r), by (5.32), it holds that

g(yαk ) = y? +G?
mk∑
i=0

αki (yk−i − y?) + ∆(yαk )

=

mk∑
i=0

αki [y? +G?(yk−i − y?)] + ∆(yαk )

= yk+1 −
mk∑
i=0

αki ∆(yk−i) + ∆(yαk ),

where ‖∆(yαk )‖2 ≤ c ‖yαk − y?‖
2
2 and the last step follows from (5.36). We

deduce that

‖g(yαk )− yk+1‖2 =

∥∥∥∥∥
mk∑
i=0

αki ∆(yk−i)−∆(yαk )

∥∥∥∥∥
2

≤

∥∥∥∥∥
mk∑
i=0

αki ∆(yk−i)

∥∥∥∥∥
2

+ ‖∆(yαk )‖2 . (5.37)
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Note from the inequality (b) in (5.35) that

‖yαk − y?‖2 ≤
Mα

1− ρ
ρ̂k−m ‖F (y0)‖2 ,

which yields

‖∆(yαk )‖2 ≤ c ‖y
α
k − y?‖

2
2

≤ c ‖yαk − y?‖2
Mα

1− ρ
ρ̂k−m ‖F (y0)‖2

≤ cM2
α(1 + ρ)

(1− ρ)2
ρ̂k−m ‖y0 − y?‖2 ρ̂

k−m ‖F (y0)‖2 , (5.38)

where we have used (5.35) in the second inequality. For the first term in (5.37),
we have

‖∆(yk−i)‖2 ≤ c ‖yk−i − y
?‖22

(a)

≤ c

1− ρ
‖yk−i − y?‖2 ‖F (yk−i)‖2

(b)

≤ c(1 + ρ)

(1− ρ)2
ρ̂k−i ‖y0 − y?‖2 ‖F (yk−i)‖2

(c)

≤ c(1 + ρ)

(1− ρ)2
ρ̂k−m ‖y0 − y?‖2 ρ̂

k−m ‖F (y0)‖2 , (5.39)

where (a) follows from (5.18), (b) follows from the induction hypothesis and
(5.18), and (c) follows from the induction hypothesis and the fact that k− i ≥
k −m for i ∈ {0, . . . ,mk}. Since Mα ≥ 1, (5.39) implies that∥∥∥∥∥

mk∑
i=0

αki ∆(yk−i)

∥∥∥∥∥
2

≤
mk∑
i=0

|αki | ‖∆(yk−i)‖2

≤ cMα(1 + ρ)

(1− ρ)2
ρ̂k−m ‖y0 − y?‖2 ρ̂

k−m ‖F (y0)‖2

≤ cM2
α(1 + ρ)

(1− ρ)2
ρ̂k−m ‖y0 − y?‖2 ρ̂

k−m ‖F (y0)‖2 . (5.40)

Choosing r0 = ‖y0 − y?‖2 sufficiently small such that

cM2
α(1 + ρ)

(1− ρ)2
ρ̂k−m ‖y0 − y?‖2 ≤

ρ̂m+1

2

(
1− ρ

ρ̂

)
, (5.41)

and plugging (5.38) and (5.40) into (5.37) yields

‖g(yαk )− yk+1‖2 ≤
(

1− ρ

ρ̂

)
ρ̂k+1 ‖F (y0)‖2 . (5.42)



Proofs 107

Combining (5.33), (5.34), and (5.42), together with the induction hypothesis,
we arrive at

‖F (yk+1)‖ ≤ ρ ‖F (yk)‖+

(
1− ρ

ρ̂

)
ρ̂k+1 ‖F (y0)‖2 ≤ ρ̂

k+1 ‖F (y0)‖2 .

Finally, by the nonexpansiveness of the proximal operator,

‖xk − x?‖2 ≤ ‖yk − y
?‖2 ≤

ρ̂k ‖F (y0)‖2
1− ρ

≤ 1 + ρ

1− ρ
ρ̂k ‖y0 − y?‖2 ,

which completes the proof.

5.6.3 Proof of Proposition 5.3.1
We start by recalling the following useful result. For a, b ∈ R satisfying a 6= b,
the solution to the minimization problem

minimize
α0,α1∈R

(α0a+ α1b)
2

subject to α0 + α1 = 1,

is given by

α0 =
b

b− a
and α1 =

−a
b− a

. (5.43)

Recall also that the AA-GD method is the application of Algorithm 6 to the
mapping g(x) = x − γ∇f(x). Since m = 1, the k-th subproblem (k ≥ 1) in
Step 5 of Algorithm 6 boils down to computing

αk = argmin
α0+α1=1

(α0∇f(xk) + α1∇f(xk−1))
2
,

which together with (5.43) imply that

αk0 =
∇f(xk−1)

∇f(xk−1)−∇f(xk)
and αk1 =

−∇f(xk)

∇f(xk−1)−∇f(xk)
.

Consequently, we can explicitly compute the next iterate defined in Step 6 of
Algorithm 6 as

xk+1 = αk0g(xk) + αk1g(xk−1)

=
∇f(xk−1)

∇f(xk−1)−∇f(xk)
xk −

∇f(xk)

∇f(xk−1)−∇f(xk)
xk−1. (5.44)

By the construction of ∇f(x) and (5.44), it follows that whenever xk and
xk−1 belong to the interval [1,+∞), the next iterate xk+1 will take the value
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−249. Similarly, if xk and xk−1 belong to the interval (−∞,−1], then xk+1 =
+249. This motivates us to select the initial interval so that some subsequnece
of {xk} will always take the value +249 or −249, and hence never converge to
the origin. To do so, let us examine the pattern of the first few iterates.

First, let x0, x1 ∈ [1,+∞) so that x2 = −249. Given x1 and x2, it is easy
to verify that

x3 =
249(x1 + x2)

x1 − x2 + 498
=

249(x1 − 249)

x1 + 747
.

Since x2 < −1, if we ensure that x3 ≤ −1, we will have x4 = +249. Note
that for x1 ≥ 1, the right-hand-side of the preceding equation is an increasing
function of x1, therefore x3 < −1 when x1 ≤ 245. Also, since x1 ≥ 1, we
have x3 > −83. In summary, for x1 ∈ [1, 245], we have x3 ∈ (−83,−1) and
x4 = +249. A similar calculation yields

x5 =
−249(x3 + x4)

x3 − x4 − 498
=
−249(x3 + 249)

x3 − 747
.

Similarly, for x3 ∈ (−83,−1), x5 is an increasing function of x3, therefore
x5 ∈ (49.8, 83). Now, since x4, x5 ∈ [1,∞), x6 = −249. The process is now
repeated with x1 replaced by x5, x2 replaced by x6, and so on. Note that
since x5 ∈ (49.8, 83) ⊂ [1, 245], all the above results are still valid and can be
summarized as:

x4n+3 ∈ (−83,−1), x4n+4 = +249, x4n+5 ∈ [1, 245], x4n+6 = −249,

for n = 0, 1, 2, . . . , which implies that AA-GD will never converges to the
optimal solution.

Indeed, it can be shown that all the four subsequences above will eventually
converge. Under our initial condition, for n = 0, 1, 2, . . ., the iterates x4n+3

and x4n+5 have the forms

x4n+3 =
249(x4n+1 − 249)

x4n+1 + 747

x4n+5 =
−249(x4n+3 + 249)

x4n+3 − 747
.

Thus, we can find a transformation from x4n+1 to x4n+5 as

x4n+5 =
249(x4n+1 + 249)

x4n+1 + 1245
.

Define yn = x4n+1, then the previous equation can be seen as a fixed-point
iteration yn+1 = G(yn) with G(y) := 249(y + 249)/(y + 1245). It is easy to
verify that for y ∈ [1, 245], the mapping G is contractive, and hence {yn}
converges to the unique fixed-point of G in [1, 245], which is +249(

√
5− 2). A

parallel argument yields x4n+3 → −249(
√

5− 2) as n→∞.
Finally, since x1 = x0−(1/L)∇f(x0), to guarantee x1 ∈ [1, 245], a sufficient

condition is x0 ∈ [2.01, 246.98]. This completes the proof.



Chapter 6

Conclusion and Future Research
Directions

This thesis has explored how problem structure can be exploited to design
efficient algorithms for fundamental engineering problems in data science and
machine learning. We have also investigated how adaptive algorithms, without
any knowledge of problem parameters, can accelerate practical convergence of
proximal gradient methods for a broad class of non-smooth problems. Below,
we briefly summarize the main results reported in this thesis.

In Chapter 3, we have proposed and analyzed a simple algorithm for finding
the dominant generalized eigenvectors of a pair of symmetric matrices. The
algorithm admits a linear convergence rate and was shown to outperform the
current state-of-the-art algorithms. To achieve that result, our algorithm ex-
ploits problem structure and decomposes the overall problem into a sequence
of subproblems. Approximation theory is used to accelerate the overall pro-
cess and helps to achieve the asymptotic iteration complexity of the Lanczos
method. Still, each of the subproblem can be solved efficiently by iterative
solvers with well-designed initializations. This results in a linear time algo-
rithm in the input sizes, suitable for many large-scale applications such as
canonical correlation analysis.

Then, in Chapter 4, we have proposed and analyzed a novel second-order
method for solving the elastic net problem. By carefully exploiting the problem
structure, we demonstrated that it is possible to deal with the non-smooth
objective and to efficiently inject curvature information into the optimization
process without (significantly) increasing the computational cost per iteration.
The combination of second-order information, fast iterative solvers, and a well-
designed warm-start procedure results in a significant improvement of the total
runtime complexity compared to popular first-order methods.

Finally, in Chapter 5, we have adapted Anderson acceleration to proximal
gradient methods, retaining their global (worst-case) convergence guarantees
while adding the potential for local adaption and acceleration. Key innova-
tions include theoretical convergence guarantees for non-smooth mappings,
techniques for avoiding potential infeasibilities, and stabilized algorithms with
global convergence rate guarantees and strong practical performance. We also
proposed an application of AA to non-Euclidean geometry.

This thesis has been devoted to convex optimization. However, nonconvex-
ity is unavoidable in many modern data processing applications. Therefore,
developing algorithms that can cope with nonconvexity is an important topic
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for future research. Although general nonconvex optimization is hard, appeal-
ing convergence properties have been established under additional structures
[38, 25, 112, 40, 33, 29]. One good starting point would be the class of weakly
convex functions. This class is very rich, flexible, and widespread in applica-
tions. It includes all convex functions; all C1-smooth functions with Lipschitz
gradient; and more broadly, all compositions of the form

f(x) = h(c(x)),

where h : Rm → R is convex and Lh-Lipschitz and c : Rn → Rm is a smooth
map with Lc-Lipschitz Jacobian. Despite being nonconvex and nonsmooth
in general, various algorithms have been designed to take advantage of the
composite structure [20, 15, 47, 45]. The model can also be combined with
useful properties such as Kurdyka-Łojasiewicz inequality and sharpness to
obtain interesting theoretical convergence guarantees [21, 98].

The stoachastic methods in this thesis have been applied only to finite sum
and convex models, and relied heavily on variance reduction techniques. This
can limit their applicability, especially to problems where it is simply too costly
to perform computations on all the data points. Thus, more general forms of
stochastic minimization must be considered if one wants to address problems
such as training of deep learning models, policy evaluation in reinforcement
learning, and semi-discrete optimal transport [100]. It is well documented that
methods for general stochastic minimization are often very sensitive to stepsize
choices and other algorithmic parameters. To overcome this issue, more care-
fully chosen models than the simple first order Taylor’s approximation used
in stochastic gradient descent methods seem critical [38, 6, 7]. It would be in-
teresting to combine those more sophisticated models with problem structures
such as sharpness and weak convexity to develop fast and reliable algorithms
with meaningful convergence guarantees for general stochastic minimization
problems [40, 39].

Finally, given that AA can be applied to general fixed-point computations,
the current literature has just scratched the surface of potential uses of AA in
optimization. With its simplicity and evident promise, we feel that AA merits
much further study. One possible direction of research is explore how the
native AA scheme can be modified to avoid unfavorable behaviours as shown
in our example. Another important direction is to investigate how AA can
accelerate solution times for high-impact applications.
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