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vatten, v̊aningsplan 5, KTH Campus, Stockholm.

© Peter Varnai, December 2019. All rights reserved.

Tryck: Universitetsservice US AB



Abstract

Recent advances in artificial intelligence are producing fascinating results
in the field of computer science. Motivated by these successes, the desire to
transfer and implement learning methods on real-life systems is growing as well.
The increased level of autonomy and intelligence of the resulting systems in
carrying out complex tasks can be expected to revolutionize both the industry
and our everyday lives. This thesis takes a step towards this goal by studying
reinforcement learning methods for solving optimal control problems with task
satisfaction constraints. More specifically, spatiotemporal tasks given in the
expressive language of signal temporal logic are considered.

We begin by introducing our proposed solution to the task constrained op-
timal control problem, which is based on blending traditional control methods
with more recent, data-driven approaches. We adopt the paradigm that the two
approaches should be considered as endpoints of a continuous spectrum, and
incorporate partial knowledge of system dynamics into the learning process in
the form of guidance controllers. These guidance controllers aid in enforcing
the task satisfaction constraint, allowing the system to explore towards finding
optimal trajectories in a more sample-efficient manner. The proposed solution
algorithm is termed guided policy improvement with path integrals (G-PI2).
We also propose a framework for deriving effective guidance controllers, and
the importance of this guidance is illustrated through a simulation case study.

The thesis also considers a diverse range of enhancements to the developed
G-PI2 algorithm. First, the effectiveness of the guidance laws is increased
by continuously updating their parameters throughout the learning process
using so-called funnel adaptation. Second, we explore a learning framework for
gathering and storing experiences gained from previously solved problems in
order to efficiently tackle changes in initial conditions or task specifications in
future missions. Finally, we look at how so-called robustness metrics, which
quantify the extent of task satisfaction for signal temporal logic, can be
explicitly defined in order to aid the learning process towards finding task
satisfying trajectories. The multidisciplinary nature of the examined task
constrained optimal control problem offers a broad range of additional research
directions to consider in future work, which are discussed in detail as well.





Sammanfattning

När framstegen inom artificiell intelligens ger alltmer fascinerande resul-
tat inom datavetenskap, växer ocks̊a önskan att implementera dessa me-
toder för fysiska, autonoma system. Förmågan att automatisera uppgif-
ter förväntas revolutionera industrin och därmed även vardagslivet. I den
här avhandlingen studerar vi en viss instans av s̊adana problem, nämligen
förstärkningsinlärningsmetoder för att lösa optimala styrproblem med villkor
att en uppgift ska lösas tillfredställande. Mer formellt beaktas spatiotemporala
uppgifter, givna p̊a det uttrycksfulla spr̊aket för signal temporell logik.

Vi börjar med att introducera v̊ar föreslagna lösning p̊a det optimala
styrproblemet, som är baserat p̊a blandningen av traditionella styrmetoder
med de nyare datadrivna metoderna. Vi hävdar att de tv̊a metoderna bör
betraktas som vars en ände p̊a ett kontinuerligt spektrum, och att användning
av partiell kunskap om systemdynamik bör integreras i inlärningsprocessen i
form av vägledande regulatorer. Dessa vägledande regulatorer hjälper till att
uppfylla villkoret om att uppgiften löses och gör det möjligt för systemet att
lättare hitta optimala banor genom att utforska mer effektivt. Den föreslagna
lösningsalgoritmen kallas styrd policy förbättring med vägintegraler (G-PI2).
Vi föresl̊ar ocks̊a ett ramverk för att härleda effektiva vägledande regulatorer,
och vikten av denna vägledning illustreras genom en fallstudie av simuleringar.

Avhandlingen behandlar även ett brett utbud av tillägg till den utveck-
lade G-PI2-algoritmen. För det första ökas vägledningens effektivitet genom
kontinuerlig uppdatering av deras parametrar under hela inlärningsprocessen.
För det andra undersöker vi metoder för att f̊a och lagra erfarenheter fr̊an
lösta problem. Detta gör att systemet kan hantera förändringar i begynnel-
sevillkor eller uppgiftsspecifikationerna mycket mer effektivt. Slutligen tittar
vi p̊a hur s̊a kallade robusthetsmetriker, som kvantifierar omfattningen av
uppgiftstillfredsställelse för signal temporell logik, kan definieras uttryckligen
för att hjälpa inlärningsprocessen att hitta banor för vilka uppgifterna löses
tillfredställande. Det undersökta problemets tvärvetenskapliga karaktär er-
bjuder ocks̊a ett brett spektrum av riktningar att beakta i framtida arbete.
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Chapter 1

Introduction

1.1 Motivation

Increasing levels of productivity and automation have significantly improved the
quality of life across the globe in multiple cases throughout history. For example,
the advent of novel farming methods and tools allowed more people to move into
rapidly developing cities. The industrial revolution is also a major stepping stone in
this regard: the sudden freedom gained from transferring manual labor to machines
paved the way for scientific breakthroughs and inventions that in turn further
bettered people’s lives. These examples all share a common trend in that taking
away mundane tasks from people allow them to live more comfortably and follow
their passions, leading to various societal and technological advances. Similarly,
with recent innovations related to artificial intelligence, big data analytics, and
communication networks (such as the Internet of Things), many argue that we are
currently at the verge of a new industrial revolution termed Industry 4.0 [1].

A key component of this revolution is the ability of systems and robots to
act autonomously in order to decrease their reliance on human supervision. More
specifically, systems should be able to carry out missions with minimal human
assistance in a flexible, optimal, and cooperative manner while they interact both
with one another and possibly humans. Towards a correct-by-synthesis control
design framework, temporal logics and formal methods [2] have become a convenient
mathematical tool for expressing these tasks and verifying the results in order to
guarantee the desired system behavior. This latter aspect is especially important
for safety-critical systems and high-priority missions.

In temporal logics, the fundamental parts of the mission specification are en-
compassed in the form of atomic predicates. For example, an atomic predicate can
express whether a robot is at certain areas of interest or if it is performing given
subtasks. They can then be recursively combined using Boolean and temporal logical
operators to form increasingly complex task descriptions. A sample portion of a
complex mission could be to repeatedly (always eventually) check if the trash is full,
and if it is, carry the trash bag outside while always avoiding dense public areas.

1



2 Introduction

There are various types of temporal logics, each differing in expressiveness and
applicability, as will be reviewed in the following section. In this thesis work, the focus
is placed on the so-called signal temporal logic (STL), in which the atomic predicates
are explicitly linked to system signals and which allows timing constraints to be
placed on its temporal operators. In particular, our goal is to study the applicability
of learning-based methods for satisfying complex STL mission specifications in
an optimal and efficient manner by blending traditional and data-driven control
approaches. This goal is detailed in Chapter 3 and can be summarized by the
following high-level problem statement:

“Consider a robotic system with a task specification expressed using STL. Devise a
learning framework that utilizes available knowledge of system dynamics in order to
efficiently synthesize a sequence of control actions for satisfying the task optimally,

such as with respect to minimizing the expended input energy of the system.”

Our focus on learning-based control strategies is motivated by many different
factors. First, such approaches lead towards more autonomous systems by diminishing
the required human involvement in devising control plans and deploying the system.
Second, learning-based methods allow robots to adapt to new environments and
to continuously adjust to changes stemming from both the environment and its
dynamics through, e.g., hardware wear. Third, learning can also be seen as a way
of storing gathered experiences in order to tackle new problems faster and more
effectively, circumventing computational issues when having to replan in real-time.
In this regard, the availability of simulated environments offers the possibility of
transferring online computational expenses to an offline, one-time training procedure.
Blending data-driven learning methods with more traditional control approaches
using available information of the system dynamics increases the sample efficiency
and thus practical feasibility of the learning methods while maintaining these
advantages.

Figure 1.1 presents a variety of sample applications of formal-methods based
control. As autonomous systems become more wide-spread, many tasks will be carried
out or aided by service robots, such as in a hospital environment shown in Figure
1.1a. Relocating patients, transporting meals and items, cleaning, and many other
tasks can be formulated as part of a complex mission using temporal logics. Similarly,
the necessity of repeatedly surveying areas of interest and reacting according to
the findings can be conveniently expressed through temporal logics. Especially for
time-critical search and rescue missions in dangerous environments, autonomously
adhering to the mission without human intervention in face of uncertainties is of
utmost importance. A final example shown in Figure 1.1c is a group of general-
purpose robotic arms whose manufacturing tasks are expressed in the form of
temporal logic specifications. The flexibility and versatility offered by such a system
leads to reduced time and cost from prototyping to large-scale production. In order to
handle the complexities of working together and adjusting to various manufacturing
jobs, experience gathered through learning can play a crucial role.
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(a) A hospital service robot carrying out
everyday tasks [3]

(b) Conducting search and rescue missions
with drones [4]

(c) Flexible manufacturing using general-purpose robotic arms [5]

Figure 1.1: Example applications of formal-methods based control.
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1.2 Literature overview

1.2.1 Formal methods-based control

Temporal logics have originally been introduced in the context of computer science
for verifying the behavior of computer programs and systems using formal methods
[2]. The idea of also using temporal logics as a means of expressing desired behaviors
and tasks for systems has afterwards emerged and led to the field of formal-methods
based control.

Initially, focus was placed on linear temporal logic (LTL), which allows (untimed)
operators such as next, until, or eventually to express temporal relations between
atomic propositions. There are various works related to planning subject to LTL task
constraints for single agent systems [6–11]. The main idea of these is to first translate
the LTL specification and the system dynamics into a so-called Büchi or Rabin
automaton [12, 13]. The system dynamics are then abstracted using discretization
of the workspace and the possible transitions are also expressed as a finite state
automaton. This allows the product of the two automatons to be formed and task
satisfying plans to be synthesized using graph search techniques. During real-time
execution, low-level controllers are employed to drive the system from one state of
the automaton to another, and in this sense, the dynamics and high-level planning
are decoupled. Forming the product automaton entails a computational explosion
when considering a multi-agent scenario, prompting research into decentralized,
decomposition-based, and efficient automaton pruning control approaches [14–21].
From an implementation perspective, various toolboxes are also available for solving
both single and multi-agent cases based on the developed approaches [21, 22].
Learning-based methods and dynamic programming for dealing with unknown
system dynamics or stochastic environments have also been considered [23–27].

Many extensions to LTL have been proposed to increase its expressiveness [28, 29].
The most widely known is to consider explicit timing constraints on the temporal
operators using metric temporal logic (MTL) [30] or metric interval temporal logic
(MITL) [31]; in this latter, only non-singular timing intervals are permitted. Control
synthesis subject to MTL or MITL specifications have also been considered in the
literature [32, 33]. The synthesis is more difficult compared to LTL due to the timing
requirements, and the developed methods are generally based on timed-automata
translations of the task specifications [31, 34]. Extensions both to multi-agent
scenarios [35, 36] and stochastic environments [37, 38] have also been studied.

In case the atomic predicates forming the temporal logic are explicit functions of
real-valued and continuous-time system signals, another popular temporal logic is
STL [39]. In STL, the system dynamics and atomic predicates are therefore directly
coupled through the atomic predicates, and thus control approaches do not focus on
discrete abstraction and automata-based techniques as in the previous cases. In this
work, STL is employed as the language for specifying system tasks, and a detailed
overview of the control approaches developed in the literature will be presented in
Chapter 3 during the problem discussion.
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1.2.2 Reinforcement learning in robotics
Reinforcement learning has enjoyed tremendous success in the field of computer
science in recent years. With the explosion of computational power and the devel-
opment of novel learning techniques, previously unimaginable milestones such as
beating Atari games [40], Go [41], and multi-agent cooperative games [42, 43] have
now been reached.

These accomplishments from computer science have renewed the interest in and
the desire for applying reinforcement learning methods to robotic systems as well.
However, the challenges posed by working with a real-life system differ considerably
from the benchmark problems of computer science, as discussed in detail by Kober et
al. [44]. Most notably, when handling a continuous action and state space setting with
noisy measurements and partial system information, 10-30 dimensions are already
considered large. Algorithms performing well in computer science become expensive
and infeasible due to safety concerns and the cost of exploration both in terms of
time and hardware wear. Training in simulated environments offers a practical way
of accelerating the learning process during deployment [45]. Nevertheless, due to
the complexities of real-world interactions, simulations alone do not suffice as a
replacement for real-life learning.

The unique challenges faced in reinforcement learning for robotics draw attention
and research to different aspects of the available algorithms and approaches. The
desire for increasing the sample efficiency the algorithms prioritizes the importance
of reward shaping [46] and guiding the learning procedure through available expert
knowledge [47]. Policy search methods aiming to find pre-structured solutions have
also become more prominent due to the less amount of data they require for training
[48]. Finally, the viability of training in simulations have also been argued for due
to recent advances in a technique termed domain randomization [49, 50].

A recent survey of reinforcement learning methods in the field of robotics
is available in [51] and [52]. A more in-depth discussion on the applicability of
these methods for solving optimal control problems involving temporal logic task
specifications will be presented in Chapter 3.

1.3 Thesis outline and contributions

In this section, we briefly outline the thesis by listing the main contribution of each
chapter. For a more detailed, problem-oriented overview of the thesis, we refer to
Chapter 3, where a formal problem statement is discussed along with the proposed
solution approach.

Chapter 4 This chapter discusses designing controllers for the purpose of offering
guidance towards satisfying an STL task specification. To this end, a gradient-based
controller derivation framework is used to derive controllers for various systems with
theoretical guarantees of satisfying a single so-called robustness specification. Ro-
bustness specifications impose temporal behaviors on the evolution of the robustness
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measures of atomic predicates composing the STL task, and can thus be related to
its satisfaction. In order to offer guidance for more complex missions, combining
such controllers to guide the satisfaction of multiple robustness specifications is
also considered. Finally, the results are rederived from a penalty-based perspective,
which we argue leads to heuristically better performing controllers in a more natural
manner. The chapter is intended to serve as a foundation for conducting more
theoretical studies regarding guidance controllers.

The chapter is based on the following works [53, 54]:

• Peter Varnai and Dimos V. Dimarogonas, “Gradient-based STL control with
application to nonholonomic systems”, arXiv preprint arXiv:1909.02483, 2019.

• Peter Varnai and Dimos V. Dimarogonas, “Guided policy improvement for
satisfying STL tasks using funnel adaptation.” Submitted to The International
Journal of Robotics Research, 2019.

Chapter 5 Here we present our proposed solution to the main problem examined
in this thesis, namely optimal control problems for systems with partially unknown
dynamics and subject to STL task satisfaction constraints. The previously derived
guidance controllers are incorporated into the PI2 reinforcement learning algorithm,
which is also modified to allow for handling STL task satisfaction constraints. This
task satisfaction is quantified by requiring the corresponding robustness measure
of the task to become positive. The effectiveness of the resulting so-called guided
policy improvement with path integrals (G-PI2) algorithm is demonstrated in a
simulation case study, highlighting the benefits and necessity of using the derived
guidance controllers.

The results presented in this chapter are primarily based on the following
publication [55]:

• Peter Varnai and Dimos V. Dimarogonas, “Prescribed performance control
guided policy improvement for satisfying signal temporal logic tasks”. In
Proceedings of the 2019 American Control Conference (ACC), pages 286-291,
Philadelphia, PA, July 2019.

Chapter 6 In this chapter, we address one of the main limitations of the proposed
G-PI2 algorithm, namely the apriori reliance of the guidance controllers on user-
defined robustness specifications. The enforcement of these specifications is supposed
to lead to task satisfaction in a way that is both feasible for the system and
optimal with respect to a given cost to be minimized, thus their design may be
difficult manually. The proposed funnel adaptation scheme tackles this issue by
continuously updating the robustness specifications in order to update and improve
the effectiveness of the guidance controllers during the learning procedure.

The funnel adaptation scheme presented in this chapter is based on the following
work [54]:
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• Peter Varnai and Dimos V. Dimarogonas, “Guided policy improvement for
satisfying STL tasks using funnel adaptation”, Submitted to The International
Journal of Robotics Research, 2019.

Chapter 7 This chapter considers another practically beneficial aspect of learning
algorithms, namely the possibility of storing gathered experiences or pre-training the
system offline. In particular, we introduce a learning framework by which the system
learns how to satisfy various robustness specifications. This allows the system to
more readily handle changes in its given STL task or when starting from different
initial conditions during real-time deployment.

The ideas presented in this chapter are based on the following publication [56]:

• Peter Varnai and Dimos V. Dimarogonas, “A learning framework for versatile
STL controller synthesis”. To appear in the Proceedings of the 58th IEEE
Conference on Decision and Control (CDC), 2019.

Chapter 8 In this chapter, we turn our attention to the robustness metrics of STL.
These metrics play a fundamental role in any optimization or learning algorithm
aiming to solve control problems with STL specifications, as essentially all existing
algorithms measure the achievement of task satisfaction through some type of
a robustness metric. Therefore, we explore the possibility of defining robustness
metrics for enabling the learning process to more effectively find control actions
that lead to task satisfaction. Both theoretical and simulation results are presented
regarding the limitations and benefits of defining such new robustness metrics.

The contents of this chapter are based on the following work [57]:

• Peter Varnai and Dimos V. Dimarogonas, “On robustness metrics for learning
STL tasks”. Submitted to the 2020 American Control Conference (ACC), 2019.

Chapter 9 The final chapter of this thesis summarizes the results relating to
the role of guidance and the studied enhancements to the proposed G-PI2 solution
algorithm. Furthermore, it presents an extensive list of potential future research
directions, ideas, and ongoing work in detail.





Chapter 2

Preliminaries

This chapter presents an overview of the background topics which form the backbone
of this thesis. Namely, the covered material consists of a brief introduction to signal
temporal logic (STL), controlling systems subject to STL tasks using prescribed
performance control (PPC), and the policy improvement with path integrals (PI2)
reinforcement learning algorithm.

2.1 Signal temporal logic (STL)

STL is a form of temporal logic defined over real-valued and real-time signals [39].
The underlying atomic predicates µ are evaluated as either true (>) or false (⊥)
according to the sign of a function hµ(x) : Rn → R of the signal x ∈ Rn as follows:

µ =
{
> if hµ(x) ≥ 0,
⊥ otherwise.

(2.1)

More complex STL formulas can then be expressed by combining such atomic
predicates using Boolean and temporal operators. This is done in a recursive manner
according to the syntax:

φ := > | µ | ¬φ | φ1 ∧ φ2 | φ1U[a,b]φ2, (2.2)

where the symbol | separates the different possible recursions of the definition, ¬
denotes negation, and ∧ denotes a conjunction. The time bounds of the until operator
U[a,b] satisfy a ≤ b. Other expressive and commonly used temporal operators include
the notions of eventually (F ) and always (G), whose definitions follow from the
identities F[a,b]φ = >U[a,b]φ and G[a,b]φ = ¬F[a,b]¬φ. Naturally, these imply that
the STL subformula φ they operate on should eventually become true or always
remain true, respectively. Also note that the disjunction operator can be obtained
from the De Morgan identity φ1 ∨ φ2 = ¬(¬φ1 ∧ ¬φ2), which evaluates as true if
either φ1 or φ2 is true.

9



10 Preliminaries

The notation (x, t) � φ expresses that a signal x(t) satisfies the STL task φ
starting at time t. Whether this holds can be determined in a recursive manner
using the following semantics [39]:

(x, t) � µ ⇔ hµ(x(t)) ≥ 0
(x, t) � ¬φ ⇔ ¬((x, t) � φ)
(x, t) � φ1 ∧ φ2 ⇔ (x, t) � φ1 and (x, t) � φ2

(x, t) � φ1U[a,b]φ2 ⇔ ∃t1 ∈ [t+ a, t+ b] s. t. (x, t1) � φ2

and (x, t2) � φ1 ∀t2 ∈ [t, t1].

From these semantics, we can also express:

(x, t) � φ1 ∨ φ2 ⇔ (x, t) � φ1 or (x, t) � φ2

(x, t) � F[a,b]φ ⇔ ∃t′ ∈ [t+ a, t+ b] s. t. (x, t′) � φ
(x, t) � G[a,b]φ ⇔ (x, t′) � φ ∀t′ ∈ [t+ a, t+ b].

Example 2.1. Let the signal x(t) = min(3, t) and the predicate µ be defined by
hµ(x) = x− 2, which is true if x ≥ 2. Consider the three STL task specifications
φ1 = G[0,5]µ, φ2 = F[0,5]µ, and φ3 = F[0,5]G[0,5]µ. It holds that (x, 0) � φ2, because
(x, t′) � µ at any t′ ≥ 2. Similarly, it holds that (x, 0) � φ3, because (x, t′) � G[0,5]µ
starting from any t′ ≥ 2. However, we have that (x, 0) 2 φ1, as (x, t′) 2 µ at any
time instance t′ < 2. 4

In STL, it is also possible to quantify how well an expression is satisfied using
various notions of robustness metrics [58]. Here, we use the spatial robustness metric
ρ which can be evaluated recursively according to the definitions:

ρµ(x, t) = hµ(x(t)) (2.3a)
ρ¬φ(x, t) = −ρφ(x, t) (2.3b)

ρφ1∧φ2(x, t) = min
(
ρφ1(x, t), ρφ2(x, t)

)
(2.3c)

ρφ1∨φ2(x, t) = max
(
ρφ1(x, t), ρφ2(x, t)

)
(2.3d)

ρφ1U[a,b]φ2 = max
t′∈[t+a,t+b]

[
min

(
min

t′′∈[t,t′)
ρφ1(x, t′′), ρφ2(x, t′)

)]
(2.3e)

ρF[a,b]φ(x, t) = max
t′∈[t+a,t+b]

ρφ(x, t′) (2.3f)

ρG[a,b]φ(x, t) = min
t′∈[t+a,t+b]

ρφ(x, t′). (2.3g)

A formula φ is satisfied by the signal x(t) at time t if the corresponding robustness
metric ρφ(x, t) > 0 while it is not satisfied if ρφ(x, t) < 0. This correspondence
is undefined at ρφ(x, t) = 0, because for the negated formula we would also have
ρ¬φ(x, t) = 0, but the formulas φ and ¬φ must have different truth values.
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For a notational convenience, we will use ρµ(x(t)) := ρµ(x, t) to denote the
robustness of the non-temporal atomic predicates. Furthermore, when considering a
system with a task φ starting from t = 0, we will simply use ρφ := ρφ(x, 0).

2.2 Prescribed performance control (PPC) for STL task
satisfaction

The truth value of an STL expression φ is essentially determined by how each
of the i = 1, . . . ,M atomic predicates µi that compose the task become true or
false in time. Furthermore, the truth values of these atomic propositions relate
to their corresponding robustness measures (i.e., whether the measure is positive
or negative). These observations form the basis of the idea presented in [59] for
controlling systems subject to STL tasks; namely, that by properly controlling the
evolution of the robustness measures ρµi , task satisfaction can be achieved. This
approach is termed prescribed performance control (PPC) due to the origin of such
a control strategy presented in [60] (in a context unrelated to STL).

To formalize the idea of PPC in the context of this thesis, we introduce the
following notion in order to prescribe the evolution of robustness measures.

Definition 2.1 (Robustness specification). The robustness specification of an
atomic proposition µ is defined by a curve γ(t) and is satisfied if ρµ(x(t)) ≥ γ(t)
holds for all t. 4

We also refer to robustness specification as funnels, since originally in [59] the
robustness measures were bounded by a curve both from above and below. For
simplicity, however, here we assume that any negated robustness metric is simply an
atomic proposition itself, and upper boundaries for ρµ(x(t)) can thus be described
by lower boundaries (robustness specifications) on ρ¬µ(x(t)) = −ρµ(x(t)) instead.

The goal of satisfying STL tasks using PPC is thus to define robustness spec-
ifications ρµi(t) ≥ γi(t) whose combined enforcement guarantees satisfaction of
the original STL task φ itself. In [59], simple tasks such as F[a,b]µ or G[a,b]µ were
considered. The required funnels are evident to form in these case, e.g., by requiring
the robustness measure of µ to remain above zero during the entire t ∈ [a, b] interval
for the latter case. A controller was also defined for enforcing such robustness
specifications under certain controllability assumptions.

We conjecture that for feasible STL tasks, it is possible to construct a set of
robustness specification whose enforcement leads to task satisfaction. The following
example illustrates the definition of proper funnels for a more complex case.

Example 2.2. Consider the task φ := F[0,5]µ1 ∧ G[0,5](µ1 ⇒ F[2,4]G[0,1]µ2). In
words, the task describes that µ1 must become true within 5s, and any time it
does, µ2 must hold for an entire second starting sometime between 2-4s afterwards.
A plausible robustness specification for how µ1 and µ2 should evolve in order to
guarantee satisfaction of φ is depicted in Figure 2.1. Note that there are many pairs
of γ1(t) and γ2(t) specification curves which provide such a guarantee. 4
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Figure 2.1: Sample curves γ1(t) and γ2(t) which define robustness specifications
guaranteeing satisfaction of the STL task studied in Example 2.2. For any evolution
of the robustness measures such that ρµi(t) ≥ γi(t) for i = 1, 2, the task φ =
F[0,5]µ1 ∧G[0,5](µ1 ⇒ F[2,4]G[0,1]µ2) will be satisfied.

2.3 Policy improvement with path integrals (PI2)

The PI2 algorithm is a form of an evolutionary reinforcement learning method by
which a system can find a solution to an optimization problem autonomously using
trial and error [52]. The problem is described by an objective function J(θ) : Rp → R,
where the parameter vector θ ∈ Rp is sought after by the algorithm. PI2 was originally
introduced in [61] and has been further improved by incorporating covariance matrix
adaptation in [62]. In the following, we outline the main steps of this latter variant.

In the context of control, the optimization problem takes the special form:

min
θ
J(τπθ[0,T ]), (2.4)

where πθ is a control policy parameterized by θ ∈ Rp, τπθ[0,T ] is the system trajectory
generated by following this policy1, and T > 0 is the problem horizon. PI2 seeks to
find an optimal policy in the following general form:

πθ(x, t) = −Ktxt + kθ(t). (2.5)

The subscripts t denote signals at a given time slice t, e.g., xt = x(t), bridging
notation between continuous time and its discretized setting. The control action at
each time step is thus composed of a state feedback term −Ktxt and a feedforward
term kθ(t). Both terms can be parameterized. However, for computational reasons
the search is generally conducted only with respect to the feedforward term in order
to find the optimal policy, and the feedback term is initialized, e.g., from expert
demonstrations.

1A system trajectory τ[0,T ] denotes the collection of the state and input signals x(t) and u(t)
during the time interval t ∈ [0, T ].
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PI2 is initialized with an estimate θ(0) of the optimal parameter vector and a
probabilistic distribution around it which controls the exploration of the algorithm.
A simple and common choice is to define a Gaussian distribution N (θ(0)

t ,C(0)
t ) for

each time step t with mean θ
(0)
t and a chosen covariance C(0)

t . The main steps at
iteration k of the algorithm are then summarized as follows.

• A set of controller parameters θ̃(i) = [θ̃0,i, . . . , θ̃T,i], i = 1 . . . N , are evalu-
ated from the current solution estimate by sampling θ̃t,i from the Gaussian
distribution N (θ(k−1)

t ,C(k−1)
t ) for each time step t.

• A cost Ji is computed for each sampled parameter θ̃(i) from the objective J(·)
after running the system under the control law πθ̃(i)(x, t) = −Ktxt + kθ̃(i)(t)

in order to obtain the trajectory τ θ̃(i)[0,T ].

• The costs Ji serve to assign weights wi (favoring the more optimal trajectories)
to each sampled parameter, e.g.:

wi := e−
1
η Ji∑N

j=1 e
− 1
η Jj

. (2.6)

A higher value of the so-called temperature parameter η > 0 will enhance the
differences in the obtained costs and thus aim more towards minimizing the
objective J(·) at the expense of becoming more sensitive to noise.

• The weights are used to update the current estimate of the solution, as well
as the exploration distributions for each time step t by applying covariance
matrix adaptation using weighted averaging [62]:

θ
(k)
t :=

N∑
i=1

wiθ̃t,i, (2.7a)

C(k)
t := Ct,min +

N∑
i=1

wi(θ̃t,i − θ(k)
t )(θ̃t,i − θ(k)

t )T. (2.7b)

The term Ct,min enforces a minimal amount of exploration in subsequent
iterations.

These steps are iterated a given number of K times, or until subsequent solution
estimates differ marginally from one another (e.g.

∥∥θ(k) − θ(k−1)
∥∥ /∥∥θ(k)

∥∥ ≤ ε),
implying convergence of the algorithm.

PI2 was proven to converge for specific objectives and is said to perform well for
others in general. Variations of the algorithm exist depending on whether, e.g., the
objective is composed of step-wise rewards or is evaluated for the trajectory in its
entirety, whether the exploration direction within the parameter space is adapted
or not, or whether the search is conducted in order to find a specific set of control
actions from a particular initial condition or a more general control policy.





Chapter 3

Problem statement and solution approach

The topic of this thesis is solving optimal control problems constrained by STL task
specifications for systems with partially unknown dynamics. In this chapter, we
begin by discussing the formal problem description, its place within the context of
the related literature, and the motivation underlying our proposed solution approach.
The main idea of the solution is to blend the elements of traditional (analytically
derived) control methods with data-driven reinforcement learning approaches in
order to combine their benefits.

3.1 Problem discussion

3.1.1 System description
We consider nonlinear systems of the form:

ẋ = f(x) + g(x)u+w, x(0) = x0, (3.1)
where x ∈ Rn is the system state starting from an initial state x0 ∈ Rn, u ∈ Rm
is the system input, and w ∈ W ⊂ Rn is bounded process noise. Given a time
horizon T > 0, we define the trajectory τ of the system as a collection of the state
and input signals x(t) and u(t) during t ∈ [0, T ]. In order to guarantee existence
and uniqueness of system solutions, the following assumption is imposed on the
dynamics.

Assumption 3.1. The functions f(x) and g(x) in the system dynamics (3.1) are
locally Lipschitz continuous and the noise w(t) is piecewise continuous in time. 4

3.1.2 STL task description
The goal is to control the system such that the state trajectory x(t) satisfies a given
STL task φ, or more formally, such that (x, 0) � φ. The task is defined by a set of
i = 1, . . . ,M atomic predicates µi in a recursive manner, similarly to (2.2) as:

φ := > | µi | ¬φ | φ1 ∧ φ2 | φ1U[a,b]φ2. (3.2)

15
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We do not explicitly impose restrictions on the form of this task, as long as the
following assumptions are satisfied.

Assumption 3.2.

(i) The task φ is interpreted over a finite time horizon T . Thus, either φ has
a time horizon below T , or its robustness measure is evaluated using signal
values at times t < T . For example, if T = 10, the robustness of the always
operator in F[0,7]G[0,∞]φ is determined from the signal values up until t = 10.

(ii) A set of robustness specifications γi(t) are known such that ρµi(x(t)) ≥ γi(t)
for all i = 1, . . . ,M and t ∈ [0, T ] is feasible for the system and guarantees
satisfaction of φ with an imposed target robustness ρφ ≥ ρgoal > 0. In particular,
the initial state x0 also satisfies ρµi(x0) ≥ γi(0) for any i.

(iii) The robustness metrics associated to the atomic predicates µi are such that
each ρµi(x) and its gradient ∂ρµi (x)

∂x are locally Lipschitz continuous. 4

3.1.3 Problem statement
The formal mathematical problem statement examined in this thesis can now be
given as follows.

Problem 1 (Optimal STL controller synthesis). Consider the dynamical sys-
tem (3.1) subject to an STL task specification φ of the form (3.2), and assume that
Assumptions 3.1 and 3.2 hold. Let ρgoal > 0 be a given robustness margin. Using
only knowledge of the robustness metrics ρµi(x) and the term g(x) in the system
dynamics, devise a control policy π(x, t) : Rn × R→ Rm that drives the system to
satisfy φ with robustness ρφ(x, 0) ≥ ρgoal while minimizing a target cost C(τ).

The outlined problem is essentially an optimal control problem with an STL task
satisfaction constraint, but with the term f(x) (and the noise w) in the system
dynamics considered unknown. This motivates the use of a learning-based solution
approach. Also note that the optimal control problem is to be solved only from a
given initial condition of the system; extensions to general solutions involving any
initial condition, as well as relaxing the rather strong Assumption 3.2 (ii), will be
considered in Chapters 6 and 7 of the thesis.

3.2 Related work

Control synthesis for STL task satisfaction is a growing field of research. In almost all
cases, the control problem is tackled and task satisfaction is achieved by making sure
the robustness metric corresponding to the task becomes positive. In the following,
we give an overview of the more traditional control-based and the data-driven,
learning-based approaches considered in the literature.
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3.2.1 Traditional control methods

A common and flexible approach for solving optimal control problems with STL task
constraints is model predictive control (MPC), such as in [63] or [64]. In those works,
the task satisfaction constraints are encoded using mixed-integer linear constraints,
either by interpreting the task as an LTL expression over discrete time steps, or by
using the min-max STL robustness metric (2.3). Together with constraints imposing
adherence to the system dynamics (and optionally trajectory looping to handle
infinite horizon tasks), the optimal control problem leads to a mixed-integer linear
program (MILP) to be solved at every time step in a receding horizon manner.
Although the approach is applicable to generally any system dynamics leading to
an MILP formulation and to any task specification, MILPs are NP-hard to solve,
limiting its practical feasibility. Most extensions aim to reduce this complexity by,
e.g., considering linear system dynamics and simplifications to the robustness metric
to obtain more efficient linear program (LP) optimization problems [65], or by
smoothening the robustness metric (2.3) and applying more powerful optimization
techniques to handle a wider range of system dynamics [66].

Feedback-based control laws are another class of methods that have been investi-
gated for satisfying STL task, using either PPC [59] or barrier functions [67]. In both
cases, there is no cost to be optimized and only task satisfaction is considered. The
main idea of the two approaches is to impose a specific behavior on the evolution
of the system which, if followed, leads to the desired task satisfaction. In PPC,
this behavior is described by a series of robustness specifications, i.e., pre-defined
curves (funnels) which restrict how the robustness corresponding to non-temporal
subformulas must evolve in time. A control law guaranteeing satisfaction of these
robustness specifications is derived analytically. A drawback of the approach is the
strong controllability assumptions required for this guarantee, limiting the set of
dynamics discussed in [59] to cases where g(x) is full row rank and ρµ(x) is concave.
Furthermore, only a small subset of STL tasks is considered for whose satisfaction
the required funnels can be readily obtained. However, the controller relies on only
the term g(x) in the system dynamics (3.1).

In the barrier function method, the desired system evolution behavior is defined
by a so-called barrier function that must stay positive at all times. Essentially,
this constraint can be thought of as requiring multiple robustness specifications to
hold simultaneously, leading to a quadratic program (QP) to be solved in order to
calculate the required control action at every time instance. Although not discussed
in detail, satisfying multiple robustness specifications altogether and thus obtaining
a feasible QP should require similarly strong controllability assumptions as in the
PPC case. The details of this observation have not yet been addressed and are
the subject of ongoing work. Constructing barrier functions for satisfaction of STL
specifications have been explored in detail in [67].

The three discussed methods present a spectrum of approaches for STL task
satisfaction, varying in computational complexity, the required knowledge of system
dynamics, as well as the range of tasks and dynamics they are able to handle.
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3.2.2 Learning-based approaches

In order to handle cases where the system dynamics are unknown, various types of
reinforcement learning methods have been proposed for STL task satisfaction. For
a recent overview of policy search methods in general for solving optimal control
problems related to systems with continuous state and action spaces, we refer the
interested reader to [52].

The authors of [68] propose Q-learning to learn how to satisfy a specific STL
formula from any initial condition of a discrete time, action, and state space system.
The advantage of the approach is that it robustly offers a general solution to the
STL control problem, computing the optimal control action to take at any state
of the system. The disadvantage, however, is that this state is composed of the
entire trajectory history in order to keep progress of task satisfaction, thus the
method is computationally problematic for tasks with large time horizons. The
idea is extended to an adversarial multi-agent setting in [69], with similar practical
restrictions. Continuous space and action domain reinforcement learning methods,
namely relative entropy policy search (REPS), have also been investigated in [70].

Alternatively, following another recent trend in reinforcement learning for
robotics, learning can be used to find local solutions to the optimal control problem
from a specific initial configuration of the system. Since only a local solution is
sought, much less data (and thus system sampling) is necessary to find it [47]. In
the context of STL, [71] investigates the applicability of PI2 for the purpose of task
satisfaction (i.e., without additional costs to be minimized in the optimal control
problem). The work concluded that PI2 yields better results than the REPS ap-
proach of [70] discussed previously, although it is not clear if this is due to differences
in the algorithms themselves, or the fact that different robustness metrics were used
in the learning process of the two methods. Local policy search methods aim to
solve the optimization problem by sampling random trajectories and updating the
controller parameterization based on the results; PI2 is a state-of-the-art version
which uses theoretically derived probability-weighted averaging from the principals
of stochastic control and incorporates covariance adaptation in order to tune the
direction of exploration towards more rewarding parameters. The details of the
algorithm are discussed in the preliminaries, Section 2.3. A main disadvantage of the
approach is that the found policies apply to a specific initial condition. Furthermore,
the parameterization relates to feedforward terms in the controller, which implies
they are of open-loop nature and thus less robust to noise than the previously
discussed, more general Q-learning methods. On the other hand, sampling-based
learning methods are extremely parallelizable, prompting recent works to advocate
for their competitiveness against more advanced deep learning approaches [72].

For learning methods, the expressiveness of STL formulas makes it difficult
to find optimal trajectories as the complexity of tasks increases, i.e., through
random exploration. An advantage of learning-based approaches, however, is that
theoretically, with enough exploration, (locally) optimal solutions can be found for
any task and any (potentially unknown) system dynamics.



3.3. Solution approach 19

3.3 Solution approach

We now present an overview of our proposed solution approach for solving Problem
1. Aiming towards a practically feasible framework, we explore the possibility of
using the available information about the system dynamics in order to blend the
benefits of model-based and data-driven methods. In particular, for the practical
benefits outlined in the previous section, the spotlight is placed on the PI2 algorithm
which we propose to augment with traditional controllers in order to guide and
accelerate the learning procedure. More formally, the control policy is sought in the
form of two terms:

πθ(x, t) := û(x, t) + kθ(t), (3.3)

where the first is a guidance controller stemming from a traditional control method
and the second is a feedforward term to be obtained through learning using PI2.
Note the resemblance of the above equation to (2.5), but instead of a generic state
feedback, û(x, t) will specifically aim to aid satisfying the STL task at hand, thus
guiding exploration and motivating the name guided policy improvement with
path integrals (G-PI2) for the algorithm. The learning part is then responsible for
achieving task satisfaction in an optimal manner with respect to the cost C(τ).

In the following, we discuss the mutual benefits of blending traditional and
learning-based approaches, which will then motivate the choice made for the learning
algorithm and guidance controller.

3.3.1 Benefits of using a guidance controller
Using a guidance controller can be expected to increase the sample efficiency of any
learning procedure. This is because the guidance provides some robustness against
exploration that is detrimental to task satisfaction, allowing the algorithm to more
freely search towards optimal trajectories with respect to the cost C(τ). As the
guidance controller already pushes the system towards satisfying the STL task, it
is likely that only limited and local exploration is necessary to find the optimal
controller. A potential disadvantage is that the guidance controller may not be
perfect and could hinder the learning algorithm in finding feasible trajectories.

3.3.2 Benefits of using learning
The main benefit of using learning for finding optimal trajectories is that the system
dynamics need not be known or known exactly. The learning process is theoretically
able to handle any dynamics and STL tasks, and with enough exploration the
outlined optimal control problem at hand can be solved.

These characteristics of the learning procedure are also beneficial with respect
to the guidance controller design. In particular, the traditional controllers used as
guidance controllers are no longer required to strictly guarantee task satisfaction, as
they are augmented with the learning component of the algorithm. This modular
control structure opens up considerable freedom and a shift in perspective regarding
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controller design. For example, PPC-based controllers require strong controllability
assumptions to guarantee task satisfaction for a limited class of dynamics. However,
by only requiring good guidance, the proposed control architecture may broaden the
applicability of PPC to wider range of systems. With these ideas in mind, it would
be greatly beneficial to develop theoretical considerations on what exactly makes a
guidance controller ‘good’ based on its interaction with the learning process. While
some initial thoughts are given in this direction, this topic is not the focus herein.

3.3.3 Guidance controller choice

Out of the three discussed traditional approaches for controller design, only the
PPC-based method uses partial knowledge of system dynamics in the form of the
term g(x) and is thus applicable in our case. Nevertheless, as it might be possible
to tweak the other methods to adhere to this assumption, or the assumption itself
could be eased depending on the application circumstances, we discuss potential
trade-offs and design choices in selecting the guidance controller.

The fundamental question is whether the learning is expected to take place
immediately on a real-life system, or if there is a simulated environment available
and the learning will only serve to accommodate deviations from the nominal model
on the practical setup. In the former case, especially with serious safety concerns, the
guidance controller should use as much available information as possible in order to
maintain the safety specifications even in the presence of exploration. Towards this,
MPC or supervisory control methods based on a nominal model are feasible, where
the learning part explores to optimize the true system behavior. As the learning
is processed online in real-time, the control can be relatively complex in order to
achieve these desired characteristics.

On the other hand, if a simulated environment is available to pre-train the system,
or if safety concerns are not a priority, it may be more desirable to obtain decent
solutions as soon as possible. Therefore, computationally inexpensive guidance
controllers seem preferable as their quick evaluation allows many more simulations
to be run in order to obtain a solution within a limited time frame. In this regard,
the PPC- or barrier function-based feedback control strategies seem more desirable.

In this work, the PPC approach is taken, focusing on use-cases where a simulated
environment is available. Furthermore, examining PPC-based control laws will allow
us to explore designing controllers explicitly for the purpose of guiding learning
algorithms, without imposing strict requirements on the task satisfaction guarantee
they need to provide. We note that utilizing barrier functions also constitutes a
valid strategy to proceed in, and in fact the proposed solution can be viewed as
a combination of the two approaches. On one hand, barrier functions are more
computationally demanding than PPC-based methods, as they require QPs to be
solved at every time step; on the other hand, they can be expected to provide better
guidance towards task satisfaction in exchange for this computational expense. In
future work, it would be interesting to see if this trade-off results in more or less
computational time needed to find optimal solutions when augmented with learning.
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3.3.4 Reinforcement learning algorithm choice

There are a plethora of policy search reinforcement learning algorithms which can
be modified to solve optimization problems in the form of Problem 1. Policy search
is an actively changing field with many competing methods, each with different
advantages, disadvantages, and thus application domains. We give some thoughts
leading to the choice of investigating the PI2 algorithm in particular.

The goal of reinforcement learning algorithms is to find a parameterized policy
that minimizes a given objective function. The value of different policies is measured
by their utility, i.e., the objective function value obtained by following the policy.
The taxonomy and detailed discussion of the methods given in [52] reveals that the
reinforcement learning methods generally differ in whether a model of this utility
function in terms of the parameters is built or not, and if so, how.

The first decision we make is whether the utility function is evaluated by
accumulating step-based rewards, or by evaluating an entire episode as a whole.
Step-based reward algorithms are generally considered more sample efficient because
there is a dense reward obtained at every step, as opposed to a single reward at the
end of an episode. However, the robustness metric (2.3) for STL does not provide a
step-based reward. Although some works, e.g. [68], overcome this by introducing
cumulative robustness definitions, in these cases the altered robustness function
does not necessarily express the intended STL task satisfaction constraint anymore.
Our choice was to stick to task satisfaction as expressed by the original robustness
metric (2.3), thus such step-based methods are not considered herein.

Among episode-based utility models, the next decision is whether to use an
algorithm which builds a model of the utility function or not. An advantage of
constructing a model, e.g., based on Bayesian inference, is the improved sample-
efficiency: each policy parameter used during the learning process is carefully selected
in order to sample the utility function at ill-explored yet possibly rewarding points.
A disadvantage compared to model-free approaches is the added complexity and
thus worst scalability, as well as stability issues stemming from being less robust to
local optima. Nevertheless, in a practical setting where sample efficiency is crucial,
such techniques should definitely be considered.

Due to the usage of guidance controllers and the fact that we are looking for
optimal solutions from a single initial condition, sample efficiency is less of a priority
in our case. This elevates the relative value of the benefits offered by model-free
reinforcement learning methods. In addition, the simplicity of model-free algorithms
allows the focus of this work to be placed on other elements, such as the interplay
between guidance and learning, instead of the intricacies of the learning algorithm
itself. Model-free learning algorithms also have excellent parallelization capabilities
which can be exploited if a simulated environment is available, or if many similar
agents are learning and sharing experiences together in a real-life setting. These
methods haven been shown to produce competitive performance, even in case
of simple random search, to the more advanced model-based methods. This also
motivates their study in order to better understand their behavior and potential.
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Out of the model-free learning methods, PI2 was chosen because it has been
shown to be state-of-the-art among its competitors [61]. Furthermore, it has been
applied to satisfying STL problems (without guidance controllers) [71], which serves
as a good baseline for comparison with our work. Ultimately however, we hope
it is clear that the advantages and disadvantages of both the learning algorithm
and guide controller choice are complex and layered, and the specific choices made
within the context of this thesis are not the only way forward.

3.4 Overview of results

Based on the presented problem and discussed solution approach, we now give a
more in-context overview of the results presented in this thesis.

Chapters 4 and 5 are dedicated to studying the benefits of combining PI2 with a
guidance controller. In particular, Chapter 4 studies guidance controllers in detail,
focusing on methods which use only partial system information in order to guide
the system towards task satisfaction. A framework similar to the PPC and barrier
function approaches is presented and shown to naturally derive guidance controllers
applicable to a wider range of system dynamics than what was considered in the
original methods. This is possible because the derived controllers are no longer
required to guarantee task satisfaction, as they are augmented with learning in G-PI2.
Chapter 5 then introduces the G-PI2 algorithm as a solution to Problem 1, and
showcases the importance of using a guidance controller in the context of STL task
satisfaction. This is done in terms of various aspects, such as the increased robustness
of the algorithm against noise and hyperparameter choices, sample efficiency, and
the quality of the found solutions, especially for increasingly complex tasks.

Chapters 6-8 examine multiple enhancements to the baseline G-PI2 algorithm
introduced previously. Namely, first we consider relaxing Assumption 3.2 (ii) in
Chapter 6. This leads to an adaptive scheme for finding the robustness specifications
necessary for achieving STL task satisfaction with the desired robustness measure,
as opposed to being required to know them in advance. Second, Chapter 7 presents
a learning framework for finding global solutions to Problem 1 from any initial
condition, as well as for using previously gathered experiences in order to adapt to
changes in task specifications in a more sample efficient manner. Finally, Chapter
8 explores possibilities of defining robustness metrics for STL specifically for their
role as a reward used during the learning process. This further accelerates achieving
task satisfaction, leading to increased sample efficiency of G-PI2.



Chapter 4

Guidance controllers

The goal of this chapter is to derive feedback controllers for aiding STL task
satisfaction and thus guiding exploration during the reinforcement learning solution
to Problem 1. This is an interesting topic due to the interaction between the analytical
feedback control law and the learning procedure, as discussed in Section 3.3: the two
methods augment each other, thus it suffices to require the analytical controllers to
give good guidance towards, but not necessarily guarantee task satisfaction. This
permits more freedom in designing these controllers, which are here chosen to aim
at satisfying a set of robustness specifications ρµi(x(t)) ≥ γi(t) simultaneously for
the i = 1, . . . ,M atomic propositions µi composing the task in a computationally
inexpensive manner. In case these robustness specifications are designed to lead to
STL task satisfaction, as in Assumption 3.2 (ii), the desired guidance is achieved.

We first examine a gradient-based controller derivation framework, where a
controller with theoretical guarantees is designed to satisfy a single robustness
specification for simple systems. The idea is extended to nonholonomic dynamics
in order to demonstrate the restrictions and limitations imposed by aiming for
such strong theoretical guarantees. We also provide a heuristic for combining the
obtained computationally efficient controllers, aiming to jointly satisfy a multitude
of robustness specifications in order to offer guidance for more complex tasks.
Afterwards, a penalty-based controller derivation framework is presented, using
which the previously derived results are recovered by solving optimization problems
locally in time in a greedy manner. We argue that this latter framework leads to
well performing guidance controllers more naturally, and thus serves as a potential
starting point for a theoretical study related to guidance controllers in future work.

For clarity of the presentation, the more technical proofs of the introduced
theorems are given at the end of the chapter.

4.1 Gradient-based controller derivation framework

In order to satisfy robustness specifications of the form ρµi(x(t)) ≥ γi(t), it is
enough to make sure that ρ̇µi(x(t)) ≥ γ̇i(t) holds for the time derivatives at the

23
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specification boundaries ρµi(x(t)) = γi(t). A suitable control action for achieving
these individually for the i = 1, . . . ,M specifications can be chosen based on
the gradient of ρ̇µi(x(t)) with respect to the system input u, motivating the term
gradient-based to refer to this controller derivation framework. The derived controllers
are similar to those obtained from earlier works using the PPC and barrier function
methods [59, 67], and their relation will be discussed at the end of this section.

The fact that the system (3.1) only needs to be controlled when a robustness
measure nears the specification curve boundary ρµi(x(t)) = γi(t) motivates the
following definition.

Definition 4.1 (Region of interest). Let Γi(t) be a smooth curve for which
Γi(t) ≥ γi(t) + ε for all t ≥ 0 and some ε > 0. The region of interest Xi(t)
corresponding to an atomic predicate µi at time t is defined as:

Xi(t) := {x ∈ Rn : γi(t) ≤ ρµi(x) ≤ Γi(t)} . (4.1)

The upper and lower boundaries of this region are denoted by the two sets X̄i(t) :=
{x ∈ Rn : ρµi(x) = Γi(t)} and

¯
Xi(t) := {x ∈ Rn : ρµi(x) = γi(t)}. We also intro-

duce the uncontrolled region Ai(t) := {x ∈ Rn : ρµi(x) > Γi(t)}. 4

The subscript i is dropped when discussing a single robustness specification corre-
sponding to the atomic predicate µ.

Furthermore, the concept of local robustness satisfaction is introduced in order
to express more lenient requirements for controllers rather than strict satisfaction
guarantees regarding the imposed robustness specifications.

Definition 4.2 (Local robustness satisfaction). Let the system (3.1) be con-
trolled by u = u(x, t). This control law is said to locally satisfy the robustness
specification ρµ(x(t)) ≥ γ(t) in a domain D ⊆ Rn if, for any t′ and x(t′) ∈ D such
that ρµ(x(t′)) ≥ γ(t′), there exists a time period δ > 0 for which ρµ(x(t)) ≥ γ(t)
holds during the interval t ∈ [t′, t′ + δ]. 4

4.1.1 Individual robustness specifications

We now present a class of controllers which achieve local robustness satisfaction of
a single robustness specification ρµ(x(t)) ≥ γ(t) for systems of the form (3.1) under
certain controllability assumptions.

Let us examine the temporal behavior of the robustness measure ρµ(x) that
is to be controlled. Using the system equation (3.1), the available control input u
appears in the time derivative of this term as

ρ̇µ(x) = ∂ρµ(x)
∂x

ẋ = ∂ρµ(x)
∂x

(f(x) +w)︸ ︷︷ ︸
ρ̇µ
fw

(x,w)

+ ∂ρµ(x)
∂x

g(x)u︸ ︷︷ ︸
ρ̇µu(x)

, (4.2)
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where the introduced ρ̇µu(x) denotes the term influenced by u, as implied by the
subscript. To ease notation, define the coefficient of u in this expression as:

v(x)T := ∂ρµ(x)
∂x

g(x). (4.3)

Note that v(x) is simply the gradient of ρ̇µ(x) with respect to the input and we
can express the influence of the input on this term as ρ̇µu(x) = v(x)Tu.

For developing our framework, in this section we consider systems and task
specifications which essentially allow direct control over the robustness derivative
(4.2), i.e., where the following assumption holds:

Assumption 4.1. For the term v(x) in (4.3), it holds that:

v(x) 6= 0, ∀x : ∃t s. t. x ∈ X (t). 4

This controllability assumption may already be violated if g(x) is not full row rank
or if ρµ(x) has a singularity in the region of interest. Nevertheless, we note that
it is equivalent to the standard relative degree one condition made with PPC and
control barrier functions, such as in [73].

Remark 4.1. The derivations in [59] consider the assumptions g(x)g(x)T > 0,
ρµ(x) being concave with optimum ρµopt, and Γ (t) < ρµopt. These form a subset of
Assumption 4.1, which can be seen as follows. If g(x)g(x)T > 0, g(x) is full row rank
and thus v(x) can become zero if and only if ∂ρµ(x)

∂x = 0. This gradient is nonzero
for all x for which ρµ(x) 6= ρµopt as ρµ(x) is concave. Therefore, as Γ (t) < ρµopt, it is
also nonzero for all x ∈ X (t), which implies that Assumption 4.1 is satisfied. 4

With the introduced definitions and controllability assumptions, the main result
of this section can now be stated as follows.

Theorem 4.1. Let Assumptions 3.1, 3.2 (iii), and 4.1 hold. Define

u(x, t) :=

0 if x ∈ A(t),

κ(x, t) K

‖v(x)‖22 +∆
v(x) if x /∈ A(t), (4.4)

where the coefficient κ(x, t) ≥ 0 is continuous in t, locally Lipschitz in x, and
satisfies (i) κ(x, t) ≥ γ̇(t) + B(x) with B(x) ≥ −∂ρ

µ(x)
∂x f(x) + maxw

∥∥∥∂ρµ(x)
∂x w

∥∥∥
2

for all x ∈
¯
X (t) and (ii) κ(x, t) = 0 for all x ∈ X̄ (t). Then, with a proper choice

of the parameters K ≥ 1 and ∆ ≥ 0, this control law achieves local robustness
satisfaction of the specification ρµ(x(t)) ≥ γ(t) for the system (3.1) in the entire
domain Rn.

Remark 4.2. Note that we do not require the controller (4.4) to guarantee the
existence of a solution for all t ≥ 0. Indeed, suppose a robot needs to avoid colliding
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with a stationary obstacle. This can be accomplished by using a locally robustness
satisfying controller whose region of interest consists of points surrounding the
obstacle. Outside this region (in A(t)), the controller allows the robot to evolve
under its autonomous dynamics, where the system might have a finite escape time.
This controller behavior choice is motivated by how we will aim to combine many
control actions obtained from different robustness specifications. These actions would
interfere more with each other if they were aiming to maintain a system solution
outside their respective regions of interest. 4

The following theorem shows that local robustness satisfaction guarantees can be
extended to global guarantees (for the entire time domain), which in turn allows the
robustness specifications to be tied to the ultimately desired STL task satisfaction.

Theorem 4.2. Assume that the evolution of the system (3.1) under a locally
robustness satisfying control law is such that the state remains bounded for all t ≥ 0.
Then, under Assumptions 3.1 and 3.2, the corresponding STL task φ is also satisfied.

Proof. Since the state remains bounded, a solution must exist for all t ≥ 0 by
Lemma 4.4 (see Section 4.5). As the initial condition satisfies ρµ(x0) ≥ γ(0), by
definition ρµ(x(t)) ≥ γ(t) must remain true for all t ≥ 0, because the control law is
locally robustness satisfying. This in turn implies satisfaction of the task φ due to
the design of the specification curve γ(t) imposed by Assumption 3.2 (ii).

Keeping the state bounded in order to guarantee the existence of a global solution
can simply be viewed as an added task specification, leading to the following result.

Corollary 4.2.1. Consider the conjunction of M specifications ρµi(x(t)) ≥ γi(t)
whose overall local robustness satisfaction guarantees that the system state remains
bounded. Furthermore, assume that the specification curves γi(t) and Γi(t) define mu-
tually disjoint regions of interest, i.e., Xi(t)∩Xj(t) = ∅ for any i, j ∈ {1, . . . ,M}, i 6=
j and for all t ≥ 0. Then, for any set of control laws ui(x, t) that achieve local
robustness satisfaction of the individual specifications ρµi(x(t)) ≥ γi(t), the over-
all control action defined as u(x, t) :=

∑M
i=1 ui(x, t) guarantees global robustness

satisfaction of their conjunction.

Proof. The proof follows directly from the independent regions of interest of the
ui control actions, by which the individual robustness satisfactions translate to an
overall robustness satisfaction, and the result of Theorem 4.2.

The introduced theory could be further expanded by, e.g., considering that if
the conjoined satisfaction of M specifications guarantees that the system state
remains in some D domain, then Assumptions 3.1, 3.2 (iii), and 4.1 can be relaxed
to hold for only the states x ∈ D. However, the achievable theoretical results are
still fundamentally restricted by considering a single (or independent) robustness
specification(s), as well as the required strong controllability assumptions. Therefore,
this line of theory is not continued herein, and we instead consider expanding the
framework for nonholonomic dynamics and multiple robustness specifications.
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4.1.2 Extension to nonholonomic dynamics
In this section, we use the previously developed gradient-based framework to devise
locally task satisfying controllers for a wider range of system dynamics, namely a
class of nonholonomic systems. The following example illustrates how control failure
can occur even in the simple case of unicycle dynamics, motivating the study of
such extensions.

Example 4.1 (Unicycle navigation task). Consider a simple unicycle system
with state x = [x y θ]T, input u = [v ω]T, and dynamics:

ẋ = v cos θ, ẏ = v sin θ, θ̇ = ω. (4.5)

Aiming to avoid a circular obstacle of radius ro centered at [xo yo]T, an atomic
predicate µ is defined by the robustness measure ρµ(x) = hµ(x) := ‖do‖2 − ro,
where the distance vector do := [x−xo y−yo]T. Attempting to control the unicycle,
the gradient v(x) with respect to the input u as given by (4.3) takes the form:

v(x) = 1
‖do‖2

[
nT 0
0 1

]
·

[
do

0

]
= 1
‖do‖2

[
nTdo

0

]
, (4.6)

where n := [cos(θ) sin(θ)]T is the heading direction of the unicycle. The region of
interest is defined around the obstacle as X (t) := {x : ro ≤ ‖do‖2 ≤ rmax} for some
rmax > ro, using γ(t) := 0 and Γ(t) := rmax − ro. Note that ρµ(x) is smooth and
Lipschitz in this domain. The first element of and thus v(x) itself can be zero for
any x and y by choosing θ such that do ⊥ n, i.e., even for some x ∈ X (t), violating
Assumption 4.1. Such a configuration could be avoided by properly changing θ in
time using the input ω; however, the second element of v(x) is zero, and the derived
controller (4.4) does not do so. 4

The exemplified controller failure motivates the study of nonlinear systems of
the form1:

ẋ :=
[
ẋ1

ẋ2

]
=
[
f1(x1)
f2(x)

]
+
[
g11(x2) 0
g21(x) g22(x)

][
u(1)

u(2)

]
+
[
w1

w2

]
, (4.7)

which also encompasses the case of the unicycle. Our goal is to determine a domain
D and assumptions necessary for the local robustness satisfaction of a robustness
specification ρµ(x1) ≥ γ(t), and to design a control law which achieves this. Note
that the robustness ρµ(x) is assumed to only depend on the state x1 and with a
slight abuse of notation is written as ρµ(x1).

Similarly to the previous section, let us begin by expressing the time derivative
of the robustness metric ρµ(x1) for the system (4.7):

ρ̇µ(x1) = ∂ρµ(x1)
∂x1

ẋ1 = ∂ρµ(x1)
∂x1

(f1(x1) +w1) + v(1)(x)Tu(1), (4.8)
1The parenthesis in u(1) and u(2) are used to differentiate these value from the notation ui

used when considering control actions stemming from multiple robustness specifications.
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where the term v(1)(x) represents the gradient with respect to u(1) following (4.3)
as

v(1)(x)T := ∂ρµ(x1)
∂x1

g11(x2). (4.9)

The results regarding a controller of the form (4.4) are not applicable for calculating
the control action u(1), because v(1)(x) may become zero in the region of interest
X (t) of the robustness specification ρµ(x1(t)) ≥ γ(t) (as discussed in Example 4.1).

In order to maintain theoretical guarantees using this framework, the vanishing
gradient can be avoided using an augmented task φaug := G[0,∞]µaug, where µaug
describes the non-temporal specification of keeping v(1)(x) nonzero by some small
predefined vmin > 0 value using the definition:

ρµaug(x) = hµaug(x) :=
∥∥v(1)(x)

∥∥
2 − vmin. (4.10)

Suitable robustness specification curves and region of interest definitions for the
always type task φaug could be the constant values γaug(t) := 0 and Γaug(t) := α > 0.
The augmented robustness specification is thus to keep ρµaug(x(t)) ≥ γaug(t). The
region of interest defined by these curves according to Definition 4.1 is denoted
by Xaug(t), i.e., Xaug(t) = {x ∈ Rn : γaug(t) ≤ ρµaug(x) ≤ Γaug(t)}. The quantities

¯
Xaug(t), X̄aug(t), and Aaug(t) follow Definition 4.1 as well. The notation for the
prescribed curves γ(t), Γ (t), the region of interest X (t), and the uncontrolled region
A(t) is kept in relation to the original predicate µ.

Note that if the conjoined robustness specifications for µ and µaug are satisfied,
then the system state is guaranteed to stay within the set

D := {x : ∃t,x ∈ (X (t) ∪ A(t)) ∩ (Aaug(t) ∪ Xaug(t))} . (4.11)

By definition of D and the augmented task (4.10), in particular we thus have:∥∥v(1)(x)
∥∥

2 ≥ vmin, ∀x ∈ D : ∃t s. t. x ∈ X (t). (4.12)

We will now show that with properly defined control actions for u(1) and u(2), the
original and augmented robustness specifications can be locally satisfied indepen-
dently of one another within the domain D. This implies they are jointly satisfied
as well.

Lemma 4.1. Assume that the control law u(2)(x, t) for the input u(2) in (4.7) is
Lipschitz continuous in x and piecewise continuous in t in the region D and that
Assumptions 3.1 and 3.2 hold. Define u(1) as:

u(1)(x, t) =


0 if x ∈ A(t),

κ(1)(x(1), t)
K(1)∥∥v(1)(x)
∥∥2

2 +∆(1)
v(1)(x) if x /∈ A(t), (4.13)

where κ(1)(x1, t) ≥ 0 is continuous in t, locally Lipschitz in x1, and satisfies (i)

κ(1)(x1, t) ≥ γ̇(t) +B1(x) with B1(x) ≥ −∂ρ
µ(x1)
∂x1

f1(x1) + maxw1

∥∥∥∥∂ρµ(x1)
∂x1

w1

∥∥∥∥
2
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for all x ∈
¯
X (t), and (ii) κ(1)(x1, t) = 0 for all x ∈ X̄ (t). Then, with proper choice

of K(1) ≥ 1 and ∆(1) ≥ 0, the controller is locally robustness satisfying for the
robustness specification ρµ(x1(t)) ≥ γ(t) in the domain D.

Proof. The proof is similar and follows the same steps as that of Theorem 4.1, first
showing that Lemma 4.3 is applicable within D and guarantees the existence of a
unique solution for some period of time. Then, Lemma 4.5 is used to show that
with K(1) and ∆(1) chosen under similar considerations as previously, we will always
have ρ̇µ(x(t)) ≥ γ̇(t) at x ∈

¯
X (t) due to the structure of the introduced control law

for u(1), which in turn implies the desired local robustness satisfaction.

The control action u(2) must now be chosen to satisfy the augmented robustness
specification for µaug within D. The time derivative of the corresponding robustness
metric is given as:

ρ̇µaug(x) = ∂ρµaug(x)
∂x1

ẋ1 + ∂ρµaug(x)
∂x2

ẋ2 =
v(1)(x)T∥∥v(1)(x)

∥∥
2

(
∂v(1)(x)
∂x1

ẋ1 +
∂v(1)(x)
∂x2

ẋ2

)
.

After substituting in the dynamics for ẋ1 and ẋ2 from (4.7), this expression takes
the general form:

ρ̇µaug(x) = F (x,w) +G(x)u(1) + vaug(x)Tu(2),

where F is composed of the unknown terms involving f1(x), f2(x), and w as:

F (x,w) =
v(1)(x)T∥∥v(1)(x)

∥∥
2

[
∂v(1)(x)
∂x1

(f1(x1) +w1) +
∂v(1)(x)
∂x2

(f2(x) +w2)
]
,

the coefficient of u(1) is

G(x) =
v(1)(x)T∥∥v(1)(x)

∥∥
2

[
∂v(1)(x)
∂x1

g11(x2) +
∂v(1)(x)
∂x2

g21(x)
]
, (4.14)

and the coefficient of u(2) is given as:

vaug(x)T =
v(1)(x)T∥∥v(1)(x)

∥∥
2

∂v(1)(x)
∂x2

g22(x). (4.15)

In line with the gradient-based derivation framework, we require the gradient vaug(x)
of ρ̇µaug(x) with respect to u(2) to be nonzero for controllability:

Assumption 4.2. For the region of interest of the augmented robustness specifica-
tion, we have:

vaug(x) 6= 0, ∀x ∈ D : ∃t s. t. x ∈ Xaug(t). (4.16)

4
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Lemma 4.2. Assume that the controller u(1)(x, t) for u(1) is Lipschitz continuous
in x and piecewise continuous in t in domain D, and that Assumptions 3.1 and 4.2
hold. Define the control law for u(2) as

u(2)(x, t) =


0 if x ∈ Aaug(t),

κaug(x, t) Kaug

‖vaug(x)‖22 +∆aug
vaug(x) if x /∈ Aaug(t), (4.17)

where the coefficient κaug(x, t) ≥ 0 is continuous and satisfies (i) κaug(x, t) ≥
γ̇aug(t)−G(x)u(1) +Baug(x) with Baug(x) ≥ maxw ‖F (x,w)‖2 for all x ∈

¯
Xaug(t),

and (ii) κaug(x, t) = 0 for all x ∈ X̄aug(t). Then, by properly selecting Kaug ≥ 1
and ∆aug ≥ 0, the control law (4.17) achieves local robustness satisfaction of the
augmented robustness specification ρµaug(x(t)) ≥ γaug(t) in the domain D.

Proof. The proof again follows exactly the same lines as that of Lemma 4.1, first
showing that Lemma 4.3 is applicable within D and guarantees the existence of a
unique solution for some period of time. Then, Lemma 4.5 is used to show that with
either Kaug = 1 and ∆aug = 0, or possibly (Kaug − 1)v2

aug,min ≥ ∆aug, the condition
ρ̇µaug(x(t)) ≥ γ̇aug(t) will always hold at x ∈

¯
Xaug(t) due to the structure of the

introduced control law for u(2), which in turn implies the desired local robustness
satisfaction.

The main result of this section can now be stated as follows.

Theorem 4.3. Let Assumptions 3.1, 3.2, and 4.2 hold. Then, the control laws
(4.13) and (4.17) together achieve local robustness satisfaction of the conjoined
specification ρµ(x1(t)) ≥ γ(t) and ρµaug(x(t)) ≥ γaug(t) within the domain D.

Proof. Let x(τ) ∈ D be the state at time τ for which both specifications ρµ(x(τ)) ≥
γ(τ) and ρµaug(x(τ)) ≥ γaug(τ) are satisfied. With the defined control laws (4.13)
and (4.17), the conditions for Lemma 4.1 and 4.2 hold, thus they individually
guarantee the existence of a unique solution for finite times [τ, τ + δ1] and [τ, τ + δ2],
with δ1 > 0 and δ2 > 0. The lemmas also guarantee local robustness satisfaction
during this period for the two tasks, independently of one another. This implies that
during the finite time interval t ∈ [τ, τ + δ], where δ = min(δ1, δ2) > 0, a unique
solution exists and both specifications remain satisfied, as desired.

Remark 4.3. The state of the system is guaranteed to remain in D for any period
of time for which a solution exists. This is readily seen as the controller is locally
robustness satisfying for the temporal behaviors of µ and µaug, which implies the
state must remain in D due to its definition. The results for global task satisfaction
from Theorem 4.2 and Corollary 4.2.1 using the obtained controller u thus continue
to hold as the controller remains well-defined throughout time. 4

To ease understanding of the quantities introduced throughout the derivations
of this section, we continue the example of the sample unicycle navigation task.
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Example 4.2 (Unicycle navigation task - continued). The redefined term
(4.9) for v(1)(x) becomes v(1)(x) = ‖do‖−1

2
(
dT
on
)
, where the unicycle faces the

n = [cos θ sin θ]T direction. Furthermore, the region of interest X (t) for navigating
outside the ro radius obstacle does not include the states where do = 0 for any
t. Therefore, ρµ(x1) is smooth and Lipschitz in the entire set X (t), and v(1)(x)
is well-defined. The robustness measure for the augmented task φaug is given by
ρµaug(x) =

∥∥v(1)(x)
∥∥

2 − vmin, with the choice 0 < vmin � 1. The coefficient G(x)
in the time derivative of this term, given by (4.14), becomes:

G(x) = −‖do‖−1
2
∥∥v(1)(x)

∥∥−1
2 v(1)(x)T

(
1−

∥∥v(1)(x)
∥∥2

2

)
The coefficient vaug(x), expressed in (4.15), takes the form:

vaug(x) = − 1
‖do‖2

v(1)(x)∥∥v(1)(x)
∥∥

2
dT
on⊥,

where n⊥ = [− sin θ cos θ]T is perpendicular to the unicycle’s direction. The term
v(1)(x) would become zero when the unicycle is perpendicular to the distance vector
do, however this is avoided if the augmented robustness specification

∥∥v(1)(x)
∥∥

2 ≥
vmin is satisfied. For this to be achieved through the control action u(2), the term
vaug(x) must be nonzero in the region of interest Xaug(t). This term only becomes
zero when the unicycle is parallel to the target error, at which ρµaug = 1− vmin >
γaug(t) = 0. Thus, with a suitable choice of α = Γaug(t) < 1− vmin, these points can
be excluded from the region of interest Xaug(t), ensuring Assumption 4.2 is satisfied
and that the defined controller achieves the desired obstacle avoidance locally by
Theorem 4.3.

From a practical point of view, a controller can also be defined for reaching a
target location as for the distance vector, dg = 0 is a measure zero set. Theoretically,
these points should be made exempt from the set D by suitable choice of Γ (t) in
such a case. 4

As we can see, the gradient-based framework can be used to derive controllers with
strict theoretical guarantees regarding robustness specification satisfaction, although
at the expense of strong controllability assumptions. The developed theory could be
expanded to include conditions on the regions of interests defined by X (t) and Xaug(t)
such that global task satisfaction guarantees for the entire time domain are achieved.
However, we can already see that the required assumptions on the dynamics in terms
of controllability severely limit the potential results. In Section 4.2.2, we will also
see that in case we wish to obtain control actions in a computationally inexpensive
manner by combining those obtained from individual robustness specifications,
striving for these guarantees can be detrimental to their performance as a guidance
controller during learning. A heuristically better performing controller is obtained
without requiring the guarantees; the use of such a controller in the context of
satisfying STL tasks is made possible due to its role merely as a guide for the
learning process.
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4.1.3 Multiple robustness specifications
A controller which satisfies a single robustness specification is only capable of offering
guidance towards satisfying a set of severely limited complexity STL tasks. In this
section, we propose a method for combining a set of elementary control actions ui
calculated from i = 1, . . . ,M individual robustness specifications using the derived
controller (4.4)2. The goal is to obtain a single control action which aims to achieve
local robustness satisfaction of all specifications ρµi(x(t)) ≥ γi(t) simultaneously in
a computationally efficient manner.

Jointly satisfying the set of robustness specifications could also be done by
solving a QP which imposes the corresponding inequalities ρ̇µi(x(t)) ≥ γ̇i(t) on the
time derivatives at the constraint boundaries, an approach similar to the barrier
function method [67]. Instead, here we search for a theoretically-grounded heuristic,
but computationally more efficient solution. For simplicity, assume that the M
robustness specifications at time t are all actively being controlled in the sense that
x(t) /∈ Ai(t) for all i, implying that each ρµi(x(t)) ≤ Γi(t).

A simple method for combining elementary control actions is the weighted sum
u :=

∑
ᾱiui, where the weights ᾱi are normalized such that

∑
ᾱi = 1. Higher

weights are assigned to control inputs stemming from robustness specifications closer
to violation; a sample choice is

ᾱi(x, t) := αi(x, t)∑
j αj(x, t)

, where αi(x, t) = Γi(t)− ρµi(x(t))
Γi(t)− γi(t)

. (4.18)

Using the derived form (4.4) of the individual control actions ui, this simple
combination controller can also be expressed as:

u(x, t) =
M∑
i=1

ᾱi(x, t)κi(x, t)
Ki

‖vi(x)‖22 + ∆i

vi(x). (4.19)

With slightly more computation, we instead introduce and motivate a more
practically effective method for controller combination based on the previously
introduced notion of local robustness satisfaction (see Definition 4.2). At any moment
in time, the contribution of the preferred control action ui(x, t) to the robustness
derivative ρ̇µi(x) of the (i)-th robustness measure is given by:

ρ̇µiui
(x, t) := ∂ρµi(x)

∂x
g(x) · ui(x, t) = 〈vi(x),ui(x, t)〉. (4.20)

On the other hand, when applying a combined input u to the system, the actual
contribution of the input to the derivative will be:

ρ̇µiu (x,u) := ∂ρµi(x)
∂x

g(x) · u = 〈vi(x),u〉 (4.21)
2Due to the identical forms of the controllers (4.4), (4.13), and (4.17), the presented ideas for

controller combination can also be readily applied to the derived nonholonomic controllers.
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The difference between these two terms can be expressed as:

∆ρ̇µiu (x,u, t) := ρ̇µiu (x,u)− ρ̇µiui
(x, t) = 〈vi(x),u− ui(x, t)〉 (4.22)

and can generally be nonzero, because the elementary control actions ui will most
likely differ from the combined control action u. However, an approximate least-
violating locally task satisfying control action can be chosen to minimize these
differences by solving the optimization problem:

u(x, t) := arg min
u

M∑
i=1

1
2 ᾱi (∆ρ̇µiu (x,u, t))2

. (4.23)

Here, the normalized weights ᾱi are again chosen to give the most violating speci-
fication the most weight, as in (4.18) for the simple combination case. The term
approximate stems from the fact that both positive and negative ∆ρ̇µiu derivative
differences are penalized, whereas this is actually only necessarily for the latter in
order for the combined control action to avoid violating all the robustness specifica-
tions. On the other hand, the least squares problem (4.23) offers a computationally
efficient solution, which can be derived as follows.

Substituting in (4.22) for ∆ρ̇µiu in the optimization problem 4.23, the term to
minimize becomes:

M∑
i=1

1
2 ᾱi〈vi(x),u− ui(x, t)〉 · 〈vi(x),u− ui(x, t)〉. (4.24)

Setting the gradient with respect to the input u to zero, the optimal solution u(x, t)
must satisfy:

M∑
i=1

ᾱivi(x)vi(x)Tu(x, t)−
M∑
i=1

ᾱivi(x)vi(x)Tui(x, t) = 0. (4.25)

The identity vivT
i ui = vT

i viui, which can be readily derived from the form (4.4) of
the individual control actions ui for the case x(t) /∈ Ai(t) (as is assumed), allows
this to be rewritten as:

M∑
i=1

ᾱivi(x)vi(x)Tu(x, t)−
M∑
i=1

(ᾱivi(x)Tvi(x))ui(x, t) = 0. (4.26)

The solution can thus be found by solving the linear matrix equation:(
M∑
i=1

ᾱivi(x)vi(x)T

)
u(x, t) =

M∑
i=1

(ᾱivi(x)Tvi(x))ui(x, t). (4.27)

Substituting in the individual control actions ui from the form (4.4), an alternative
expression can be obtained as:(

M∑
i=1

ᾱivi(x)vi(x)T

)
u(x, t) =

M∑
i=1

ᾱiκi(x, t)
Ki ‖vi(x)‖22
‖vi(x)‖22 + ∆i

vi(x). (4.28)
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The ∆i ≥ 0 terms were originally introduced in (4.4) in order to allow avoiding
numerical issues near singular configurations of ‖vi(x)‖2 � 1 (with high enough
Ki ≥ 1 values still allowing individual robustness satisfaction guarantees). In the
matrix equation (4.28), numerical issues are potentially caused by an ill-conditioned
coefficient matrix. Thus, by setting each ∆i = 0 and Ki = 1 and instead augmenting
the optimization problem (4.23) with a regularization term uT∆u on the sought
after input in its entirety, the equation becomes:(

M∑
i=1

ᾱivi(x)vi(x)T + ∆I
)
u(x, t) =

M∑
i=1

ᾱiκi(x, t)vi(x). (4.29)

This is guaranteed to have a unique solution for any ∆ > 0 due to the coefficient ma-
trix becoming positive definite on the left hand side. Thus, an improved combination
controller can be obtained as:

u(x, t) :=
(

M∑
i=1

ᾱivi(x)vi(x)T + ∆I
)−1( M∑

i=1
ᾱiκi(x, t)vi(x)

)
. (4.30)

Figure 4.1 demonstrates the effectiveness of this controller over the simple
combination (4.19). The improved controller is able to provide much better guidance
towards satisfying a given set of M = 7 robustness specifications, as seen from
the robustness metric ρφ of the corresponding STL task φ for the obtained system
trajectories, which even becomes positive using the improved combination controller.
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Figure 4.1: Performance of the (a) simple and (b) improved combination controllers
(4.19) and (4.30) for satisfying an STL task φ for the complex scenario described in
Appendix A.2. The latter obtains a higher robustness metric ρφ, and is thus expected
to provide better guidance towards task satisfaction during a learning procedure.



4.2. Penalty-based controller derivation framework 35

We emphasize that the derived controllers are actually not required to guarantee
satisfaction of the imposed robustness specifications. Their role is important more
in the sense of providing good guidance in a computationally efficient manner when
serving as a guidance law for aiding learning during the PI2 algorithm. Therefore,
the performance of the simple and improved combination controllers will be further
compared in such a context after this algorithm is presented.

4.2 Penalty-based controller derivation framework

In this section, we re-derive the previously obtained controllers from an alterna-
tive point of view inspired by a penalty-based learning formulation for satisfying
robustness specifications. In particular, we impose a penalty for violating the speci-
fications, and show that minimizing the resulting regularized optimization problem
in a greedy manner yields a class of controllers of the form (4.4). We advocate
that this penalty-based framework leads more naturally to the improved controller
combination (4.30), and is also readily extendable to systems with more complex
dynamics. The discussion is again separated first for the case of individual robustness
specifications, then for the combination of multiple ones.

4.2.1 Individual robustness specifications
Consider again the system (3.1), restated here for convenience as:

ẋ = f(x) + g(x)u+w. (4.31)
Imposing a single robustness specification ρµ(x(t)) ≥ γ(t) on the system, we define
a nonnegative penalty function P (ρµ(x), t) : R× R→ R to penalize the violation
of this specification; i.e., P increases as ρµ(x) decreases past the boundary of the
inequality. Intuitively, with a suitably chosen penalty, minimizing∫ T

0
P (ρµ(x(t)), t)dt (4.32)

for the problem’s time horizon T could then lead to satisfaction of the robustness
specification. Such a problem is in general difficult and computationally expensive
to solve; the solution can be obtained, for example, using dynamic programming or
learning-based methods.

Aiming to derive a computationally efficient guiding law, we instead adopt a
greedy strategy: at a time instance t, we attempt to decrease the integral through
the available input u for a short ∆T time horizon by minimizing:∫ t+∆T

t

P (ρµ(x(τ)), τ)dτ. (4.33)

For small time horizons, the first-order approximation

P (ρµ(x(t+ ∆t), t+ ∆t) ≈ P (ρµ(x(t), t) + dP (ρµ(x(τ)), τ)
dτ

∣∣∣∣
τ=t
·∆t (4.34)
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allows this to be rewritten as:∫ ∆T

0
P (ρµ(x(t), t) + dP (ρµ(x(τ)), τ)

dτ

∣∣∣∣
τ=t

∆t d∆t. (4.35)

In this expression, only the total time derivative Ṗ can be influenced by the control
action u at time t. Therefore, in order to greedily minimize the above integral for
the short time horizon ∆T , we minimize a cost J(u) composed of the time derivative
Ṗ and an added regularization term in the form:

u(x, t) := arg min
u

J(u) = arg min
u

Ṗ (ρµ(x(t)), t) + 1
2u

TR(x)u. (4.36)

The regularization term R(x) > 0 serves to avoid actuator saturation and numerical
issues regarding singular cases.

The main result of this section is now summarized by the following theorem,
which states that evaluating the control action by solving (4.36) leads to the same
family of controllers derived previously using the gradient-based framework.

Theorem 4.4. The solution to the optimization problem (4.36) takes the form:

u(x, t) = −∂P (ρµ(x), t)
∂ρµ

R(x)−1v(x), (4.37)

where v(x) is given according to (4.3). Furthermore, with a regularization term
defined by either R′(x) = K−1(‖v(x)‖22 + ∆)I or R′′(x) = K−1(v(x)v(x)T + ∆I),
this solution leads to the same form of the controller (4.4), namely:

u(x, t) = −∂P (ρµ(x), t)
∂ρµ

K

‖v(x)‖22 + ∆
v(x). (4.38)

Comparing (4.38) with (4.4), it is clear that the term −∂P (ρµ(x),t)
∂ρµ plays the

same role as κ(x, t) previously. This implies that the theoretical guarantees for
local robustness satisfaction are also recovered for a choice of a penalty function
P (ρµ(x), t) which satisfies the same conditions as κ(x, t), i.e, whose partial derivative
with respect to ρµ is nonpositive, locally Lipschitz in x, continuous in t, becomes 0
at x ∈ X̄ (t), and satisfies −∂P (ρµ(x),t)

∂ρµ ≥ γ̇(t) +B(x) for all x ∈
¯
X (t).

The physical interpretation of the two regularization matrices R′ and R′′ is as
follows. In both cases, the regularization increases in case the input can more easily
affect the system through v(x), i.e., we penalize a large input if v(x) has a large
magnitude as well in order to avoid unnecessarily large control actions. With R′,
the penalization is the same across all entries of u, whereas with R′′, the inputs
impacting the system through v(x) matter more substantially. We can expect this
latter to be a more suitable choice for combining such elementary controllers for the
case of multiple robustness specifications, since only the relevant input elements are
being penalized.
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4.2.2 Extension to nonholonomic dynamics
The gradient-based framework can be used to derive controllers which guarantee the
local robustness satisfaction of individual robustness specifications for nonholonomic,
unicycle-like systems under certain assumptions, as shown in Section 4.1.2. However,
in the original derivation [53], we argued that these guarantees can be detrimental to
the guiding performance when combining such controllers for multiple specifications,
and instead proposed a heuristically better performing controller. In the following, we
show that the penalty-based framework introduced in the previous section naturally
leads to the same form of this latter suggested controller.

The form of the nonholonomic system (4.7) is restated here for ease of readability
as:

ẋ :=
[
ẋ1

ẋ2

]
=
[
f1(x1)
f2(x)

]
+
[
g11(x2) 0
g21(x) g22(x)

][
u(1)

u(2)

]
+
[
w1

w2

]
, (4.39)

and the atomic predicate µ is assumed to have a robustness metric dependent only
on x1, i.e., ρµ(x1), similarly as before.

In line with the penalty framework and considering a single robustness specifica-
tion, we adapt a greedy strategy and minimize the time derivative of the imposed
penalty term P (ρµ(x1), t) for specification violation with respect to each regularized
input, as in (4.36).

The first input u(1) has a direct effect on the derivative Ṗ , and is determined
using the previously derived controller (4.51), i.e., by solving:

min
u(1)

Ṗ (ρµ(x1), t) + 1
2u

T
(1)R(1)(x)u(1), (4.40)

to obtain:
u(1)(x, t) = −∂P (ρµ(x1), t)

∂ρµ
R(1)(x)−1v(1)(x), (4.41)

where v(1)(x)T = ∂ρµ(x1)
∂x1

g11(x2) and the regularization term is chosen as R(1)(x) =
(v(1)(x)v(1)(x)T + ∆(1)I).

The input u(2) then aims to further decrease the penalty term by a natural
extension of (4.36), formulating the optimization with respect to the second derivative
of the penalty within which u(2) appears.

Theorem 4.5. Consider the optimization problem

min
u(2)

P̈ (ρµ(x1), t) + 1
2u

T
(2)R(2)(x)u(2), (4.42)

where R(2)(x) = (v(2)(x)v(2)(x)T + ∆(2)I) and v(2)(x,u(1))T = uT
(1)

∂v(1)(x)
∂x2

g22(x).
The solution obtained by treating u(1) as a constant leads to the same form as the
suggested heuristic controller in [53], namely:

u(2)(x, t) = −∂P (ρµ(x1), t)
∂ρµ

R(2)(x)−1v(2)(x,u(1)), (4.43)
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Remark 4.4. Treating u(1) = u(1)(x, t) as a constant is a conservative assumption.
In case u(1) is computed from a combination of multiple specifications, rapid changes
stemming from a specific specification are mitigated, and the assumption might
be more reasonable. We emphasize, however, that the goal here is to obtain an
empirically good and computationally efficient guidance controller, which motivates
making such a simplifying assumption. 4

The main difference between (4.42) and the controller (4.17) derived using the
gradient-based framework for u(2) is that (4.42) explicitly takes the chosen control
action for u(1) into account. This is important when considering i = 1, . . . ,M
robustness specifications, as after u(1) is determined by taking the combination of
the individual u(1,i) controllers, the computed control actions u(2),i can take its
value into account. The next section will illustrate how this behavior leads to a more
effective guidance controller for jointly satisfying a set of robustness specifications.

4.2.3 Multiple robustness specifications
In this section, we show that the most natural extension for deriving a controller
for a conjunction of robustness specifications using the penalty framework already
yields the improved controller (4.30) derived using the gradient-based framework.

Theorem 4.6. Following the form of the cost (4.36), for multiple robustness speci-
fications ρµi(x(t)) ≥ γi(t), i = 1, . . . ,M , define the optimization problem:

min
u

M∑
i=1

ᾱi

(
Ṗi(ρµi(x), t) + 1

2u
TRi(x)u

)
, (4.44)

where ᾱi > 0 are user-defined weights normalized to
∑
ᾱi = 1. The solution takes the

same form as the improved combination controller (4.30) with the input regularization
choice Ri(x) = ∆I + vi(x)vi(x)T, i.e.:

u(x, t) =
(

M∑
i=1

ᾱivi(x)vi(x)T + ∆I
)−1 M∑

i=1

(
−ᾱi

∂Pi(ρµi(x), t)
∂ρµi

vi(x)
)
. (4.45)

We argue that the penalty framework is thus more suitable and natural for deriv-
ing practically efficient controllers than the gradient-based framework. Furthermore,
the new framework potentially offers an additional advantage. Assuming trajectory
costs in the form of instantaneous rewards C(τ) =

∫ T
0 c(x) + c(u)dt, it may yield

insight into how to incorporate the goal of minimizing such a cost into the controller
derivation in order to provide further improved guidance for learning algorithms.

The penalty framework also yields a practically better performing controller for
guiding the unicycle-like systems. Figure 4.2 shows the superiority of combining
the u(2,i) control actions calculated using (4.43) compared to (4.17), even when
considering only M = 2 robustness specifications. The improved performance is
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due to the fact that the combined control action u(1) is explicitly considered when
calculating each u(2,i). For example, if the unicycle is already forced to move towards
the obstacle, the new controller will turn it away instead of towards the obstacle,
unlike (4.17) according to the augmented task φaug defined in Section 4.1.2.

Remark 4.5. When considering the combination of multiple robustness specifica-
tions for the unicycle-like system, the respective u(1) and u(2) inputs can be solved
for in succession by forming the weighted sum of the individual penalty costs (4.40)
and (4.42), in the same manner as previously done in (4.44) for the cost (4.36). For
the first input, the ᾱ(1,i)weights are chosen to give higher emphasis to constraints
near violation, as discussed previously. However, for the second input, the effect
of u(1) towards constraint satisfaction can also be taken into account: if u1 has
already helped in achieving an increase in robustness of specification i, less weight
is assigned to the calculated u(2,i) control action. The sample choice of weights for
combining these latter at a given time instance t used in the case study is:

ᾱ(2,i)(x, t) :=
α(2,i)(x, t)∑
j α(2,j)(x, t)

, where α(2,i) = e
−νuT

(1)v(1,i)(x(t))·Γi(t)− ρ
µi(x1(t))

Γi(t)− γi(t)
.

(4.46)
The added exponential term diminishes the weight in case the direction of u1 already
aligns with the desired direction v(1,i) towards increasing the (i)-th robustness metric
ρµi(x1). The decrease is controlled by a parameter ν > 0 chosen as ν = 5. 4

(a) (b)
Figure 4.2: (a) Sample trajectories and (b) evolution of robustness metrics obtained
for the simple navigational task described in Appendix A.1 using the controllers (4.17)
and (4.43), labeled as ‘aug‘ and ‘prac‘, for calculating the control actions u(2,i).
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4.3 Relation to existing STL feedback control laws

Equation (4.4) defines a family of controllers for enforcing the robustness specification
ρµ(x(t)) ≥ γ(t) based on the parameters κ(x, t), K, and ∆. The latter two have been
shown to take the role of a form of regularization using the penalty-based derivation
framework, and their practical purpose is to limit the computed control action
and avoid numerical issues during the learning process for small values of ‖v(x)‖2
encountered near singularities of the gradient v(x). The purpose of the former,
κ(x, t), is to supply a sufficiently large push for the system such that ρ̇µ(x(t)) ≥ γ̇(t)
becomes satisfied at the boundary of the robustness specification inequality.

Although the design choices offered by K and ∆ have not been considered in
earlier works, choices for the controller parameter κ(x, t) can be related to existing
works based on the PPC and barrier function approaches described in [59] and [67].

Aggressive choice Choosing κ(x, t) such that κ(x, t)→∞ as x→
¯
X (t), such as

in [59], allows for guarantees of robustness specification satisfaction even in case the
dynamics f(x) and noise w are completely unknown. With such a choice, condition
(i) of Theorem 4.1, namely κ(x, t) ≥ γ̇(t) +B(x) at x ∈

¯
X , holds irrespective of the

bounded value B(x) on right hand side. (The proofs need to be slightly modified to
show that this term is bounded, and thus although κ→∞ is allowed, this never
actually occurs and the input remains well-defined throughout the evolution of the
system.) Such controllers attempt to enforce ρµ(x(t)) ≥ γ(t) aggressively, and can be
expected to encounter difficulties when combined. In particular, if the combination
is based a heuristic for which guarantees are not given, the control action might
become undefined at violating points ρµ(x(t)) ≤ γ(t).

Minimalistic choice It is possible to minimalistically satisfy the requirement
κ(x, t) ≥ γ̇(t) + B(x) at x ∈

¯
X (t) by an exact equality, e.g., using the function

κ(x, t) := (γ̇(t) +B(x)) · e−
ρµ(x)−γ(t)
Γ (t)−ρµ(x) . This is similar to the barrier-function method

described in [67], and the obtained control actions can be expected to combine well in
case of multiple specifications. However, to evaluate them, the system dynamics need
to be fully known. We note that the barrier approach allows explicitly satisfying
a set of robustness specifications as well, though designing the required barrier
functions is more difficult and computing the control actions through quadratic
optimization is computationally more expensive than with our proposed approach.

Intermediate choices Many controllers lie in between the two outlined extremes.
For example, with an estimate B̄ on the upper bound for γ̇(t) +B(x), one obtains
κ(x, t) := B̄e−

ρµ(x)−γ(t)
Γ (t)−ρµ(x) . The aggressiveness of controller actions is mitigated, and

explicit knowledge of the system dynamics f(x) is not required; however, depending
on the estimate B̄, task satisfaction guarantees could be lost. We argue that such
controllers are better suited for their combining, and they will be shown to aid
exploration more effectively when guiding reinforcement learning in Section 5.5.
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4.4 Conclusions

In this section, we studied various derivation frameworks for feedback controllers
to be later used for guiding exploration in a learning algorithm for solving optimal
control problems involving STL task constraints. We saw that a gradient-based
derivation framework leads to controllers with theoretical task satisfaction guarantees
for simple systems, but the required strong controllability assumptions make their
applicability to a wider range of dynamics difficult. On the other hand, the introduced
penalty-based derivation framework was shown to naturally yield controllers more
suitable for guiding learning, which will be further demonstrated in the case study
of the next chapter.

Although there are evident connections between the PPC, barrier function, and
gradient-based derivations, it is interesting that we were able to derive the same
form of controllers in these cases from an optimization-based perspective as well.
Although in the end, all approaches yield similar results, the way of thinking and
perspective offered by the each framework has its own benefits. It is our opinion
that the gradient-based framework is useful for gaining theoretical insight into the
guarantees offered by the controller. On the other hand, the penalty-based framework
naturally yields more practically effective results, and could serve as a starting point
for analyzing controllers in the context of their performance in guiding learning
algorithms.

4.5 Theorem proofs

The main proofs of the developed theoretical framework make use of the following
lemmas.

Lemma 4.3 (Theorem 3.1, Local Existence & Uniqueness [74]). Consider the
initial value problem ẋ = f(x, t) with given x(t0) = x0. Suppose the function f
is uniformly Lipschitz continuous in x and piecewise continuous in t in a closed
ball B = {x ∈ Rn, t ∈ R : ‖x− x0‖ ≤ r, t ∈ [t0, t1]}. Then, there exists some δ > 0
such that the initial value problem has a unique solution over the time interval
[t0, t0 + δ].

Lemma 4.4 (Theorem 3.3, [74]). Consider the initial value problem of Lemma 4.3,
where f is piecewise continuous in t and locally Lipschitz in x for all t ≥ t0 and all
x in a domain D ⊂ Rn. If every solution of the system lies in a compact subset W
of D, then a unique solution exists to the initial value problem for all t ≥ t0.

Lemma 4.5 (Generalized Nagumo’s Theorem, [75, Section 4.2.2]). Consider the
system ẋ = f(x, t) and time-varying sets of the form S(t) = {x : ζ(x, t) ≤ 0} where
ζ(x, t) is smooth. Assume that the system admits a unique solution and that at any
t we have ∂ζ(x,t)

∂x 6= 0 for ζ(x, t) = 0. Then, the condition x(t′) ∈ S(t′) implies
x(t) ∈ S(t) for t ≥ t′ if the inequality ζ̇(x, t) ≤ 0 holds at the boundary ζ(x, t) = 0.
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4.5.1 Proof of Theorem 4.1

Proof. Let the system at time t′ be at a state x(t′) for which ρµ(x(t′)) ≥ γ(t′)
holds. To prove local robustness satisfaction, we show that under the defined control
law (4.4), a unique solution exists and ρµ(x(t)) ≥ γ(t) remains satisfied during
t ∈ [t′, t′ + δ] for some δ > 0 period of time.

For the former, in order to apply Lemma 4.3 to show existence of a unique
solution, we must show that there exists a closed ball around (x(t′), t′) within which
u(x, t) is Lipschitz continuous in x and piecewise continuous in t. Then, due to
Assumption 3.1, the same holds for f(x) + g(x)u(x, t) +w(t) (the right hand side
of (3.1)) and the lemma can be applied.

Piecewise continuity in t trivially holds due to the continuity of κ(x, t) and A(t)
in t. The Lipschitz condition also holds trivially for any x(t′) ∈ A(t) where the
control u(x, t) is defined to be zero. If x(t′) /∈ A(t′), then we must have x(t′) ∈ X (t′)
for which ‖v(x(t′))‖2 > 0 by Assumption 4.1. Thus, as v(x) is continuous, there
exists a closed ball B around (x(t′), t′) in which ‖v(x)‖2 is nonzero. Furthermore,
as v(x) and κ(x, t) are locally Lipschitz, the control action (4.4) is also locally
Lipschitz in B. The Lipschitz property of u(x, t) is preserved at the boundary X̄ (t)
where u is continuous. Therefore, Lemma 4.3 is applicable and a unique solution
exists for some time interval t ∈ [t′, t′ + δ] with δ > 0 from the initial condition
x(t′).

The proof of local robustness satisfaction is completed by showing that ρµ(x(t)) ≥
γ(t) remains true during this time (for any time interval, in fact, for which a solution
exists; i.e., the set defined by the inequality is forward invariant). A sufficient
condition for this is given by extensions of Nagumo’s Theorem (see Lemma 4.5).
Applying the lemma to the set defined as S(t) = {x : γ(t)− ρµ(x) ≤ 0} yields the
condition:

ρ̇µ(x(t)) ≥ γ̇(t) if x ∈
¯
X (t), (4.47)

which, if satisfied, implies that the trajectory of ρµ(x), having started above γ(t),
cannot cross it, as desired. Note that the condition ∂ζ(x,t)

∂x 6= 0 for ζ(x, t) = 0
for the lemma in our case translates to ∂ρµ(x)

∂x 6= 0 at x ∈
¯
X (t), which holds due

to Assumption 4.1 and thus the lemma is indeed applicable. Let the controller
parameters be K = 1 and ∆ = 0, or, if a lower bound ‖v(x)‖2 ≥ vmin > 0 is known
for all x ∈ X (t) uniformly across t, satisfy (K − 1)v2

min ≥ ∆. With either choice, we
also have (K − 1) ‖v(x)‖22 ≥ ∆ for all x ∈ X (t), thus the inequality

K

‖v(x)‖22 +∆
≥ 1
‖v(x)‖22

(4.48)

holds in this set as well. Substituting the control law (4.4) at x ∈
¯
X (t) into the

time derivative (4.2) of ρµ(x(t)), and using the condition (i) imposed on κ(x, t) by
Theorem 4.1, we can show that Nagumo’s condition is then satisfied at the required
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x ∈
¯
X (t) region:

ρ̇µ(x) = ∂ρµ(x)
∂x

(f(x) +w) + ∂ρµ(x)
∂x

g(x)u

= ∂ρµ(x)
∂x

(f(x) +w) + v(x)T κ(x, t)K
‖v(x)‖22 +∆

v(x)

≥ ∂ρµ(x)
∂x

(f(x) +w) + κ(x, t)
‖v(x)‖22

v(x)Tv(x)

≥ ∂ρµ(x)
∂x

f(x)−max
w

∥∥∥∥∂ρµ(x)
∂x

w

∥∥∥∥
+ γ̇(t)− ∂ρµ(x)

∂x
f(x) + max

w

∥∥∥∥∂ρµ(x)
∂x

w

∥∥∥∥
= γ̇(t),

as was to be shown for local robustness satisfaction.

4.5.2 Proof of Theorem 4.4

Proof. We begin by expanding the derivative Ṗ in the cost J(u) from the optimiza-
tion problem (4.36) as:

J(u) = ∂P (ρµ(x), t)
∂ρµ

∂ρµ(x)
∂x

ẋ+ ∂P (ρµ(x), t)
∂t

+ 1
2u

TR(x)u. (4.49)

Substituting in the system dynamics (4.31) for ẋ and keeping the terms involving
the input u, we can see that minimizing J(u) is equivalent to minimizing the term:

∂P (ρµ(x), t)
∂ρµ

v(x)Tu+ 1
2u

TR(x)u, (4.50)

where v(x)T = ∂ρµ(x)
∂x g(x), as defined in (4.3). The minimizer to this expression is

obtained by setting the gradient with respect to the input to zero, yielding:

u(x, t) = −∂P (ρµ(x), t)
∂ρµ

R(x)−1v(x). (4.51)

The proof essentially follows by substituting in the choices of R(x) into the derived
solution (4.51), and showing that the controllers have the same form as the previously
derived (4.4). The choice R(x) = R′(x) = K−1(‖v(x)‖22 + ∆)I immediately gives
the desired form:

u(x, t) = −∂P (ρµ(x), t)
∂ρµ

K

‖v(x)‖22 + ∆
v(x). (4.52)
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On the other hand, with R(x) = R′′(x) = K−1 (v(x)v(x)T + ∆I
)
, the inverse of

this term can be computed using the Sherman-Morrison formula to yield:

(R′′(x))−1 = K(∆I + v(x)v(x)T)−1

= K∆−1I−K∆−1 v(x)v(x)T

1 + v(x)T∆−1v(x)∆−1

= K∆−1
(

I− v(x)v(x)T

∆ + v(x)Tv(x)

)
.

In the input (4.51), when multiplied from the right by v(x), this becomes:

(R′′(x))−1
v(x) = K∆−1

(
I− v(x)v(x)T

∆ + v(x)Tv(x)

)
v(x)

= K∆−1
(
v(x)− v(x)v(x)Tv(x)

∆ + v(x)Tv(x)

)
= K∆−1

(
v(x)(∆ + v(x)Tv(x))− v(x)v(x)Tv(x)

∆ + v(x)Tv(x)

)
= K∆−1

(
∆v(x)

∆ + v(x)Tv(x)

)
= K

‖v(x)‖22 + ∆
v(x).

Substituted into the input (4.51), this indeed leads to the same result as in the case
when the entire input was penalized as a whole with R′(x) = K−1(‖v(x)‖22+∆)I.

4.5.3 Proof of Theorem 4.5
Using the system dynamics (4.39), the first time derivative of P (ρµ(x1), t) can be
expressed as:

Ṗ (ρµ, t) = ∂P (ρµ(x1), t)
∂ρµ

∂ρµ(x1))
∂x1

ẋ1 + ∂P (ρµ(x1), t)
∂t

= ∂P (ρµ(x1), t)
∂ρµ

∂ρµ(x1)
∂x1

(
f1(x1) +w1 + g11(x2)u(1)

)
+ ∂P (ρµ(x1), t)

∂t

= ∂P (ρµ(x1), t)
∂ρµ

v(1)(x)Tu(1) + F(x1,w1, t),

where F(x1,w1, t) holds the terms independent of u(1).
The second derivative is a complex expression, but we are only interested in the

terms dependent on the second input u(2). These stem from the first term of the
above derived expression, from the dependency of v(1)(x) and possibly u(1) on the
entire state x and thus x2. However, since the input u(1) is treated as a constant,
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this dependency only appears through v(1)(x) as:

∂P (ρµ(x1), t)
∂ρµ

uT
(1)v̇(1)(x). (4.53)

Keeping only the term involving u(2) when evaluating the derivative v̇(1)(x) we
have:

∂P (ρµ(x1), t)
∂ρµ

uT
(1)
∂v(1)(x)
x2

g22(x)u(2). (4.54)

Defining v(2)(x,u(1))T = uT
(1)

∂v(1)(x)
∂x2

g22(x), the original minimization problem
(4.42) is thus equivalent to solving:

min
u(2)

∂P (ρµ(x1), t)
∂ρµ

v(2)(x,u(1))Tu(2) + 1
2u

T
(2)R(2)(x)u(2). (4.55)

The solution is obtained by setting the gradient with respect to u(2) to zero and
takes the form:

u(2)(x, t) = −∂P (ρµ(x1), t)
∂ρµ

R(2)(x)−1v(2)(x,u(1)), (4.56)

as was to be shown.

4.5.4 Proof of Theorem 4.6
Proof. Substituting in the specified form of Ri(x) and similarly to the discussion
following (4.50), the solution is equivalent to minimizing:

min
u

M∑
i=1

(
αi
∂Pi(ρµi(x), t)

∂ρµi
vi(x)Tu+ 1

2αiu
Tvi(x)vi(x)Tu

)
+ 1

2u
T∆u,

where we used the identity
∑
ᾱi = 1 for taking out the regularization term from the

summation. Setting the gradient with respect u to zero, this leads to the equation:(
M∑
i=1

ᾱivi(x)vi(x)T + ∆I
)
u =

M∑
i=1
−ᾱi

∂Pi(ρµi(x), t)
∂ρµi

vi(x).

Again, note the resemblance of the solution

u =
(

M∑
i=1

ᾱivi(x)vi(x)T + ∆I
)−1 M∑

i=1

(
−ᾱi

∂Pi(ρµi(x), t)
∂ρµi

vi(x)
)

to the one derived previously in (4.30), as was to be shown.





Chapter 5

Guided Policy Improvement with Path
Integrals

In this chapter, we introduce the so-called guided policy improvement with path
integrals (G-PI2) algorithm for solving Problem 1. This algorithm operates on similar
principles as the PI2 algorithm described in Section 2.3. Namely, the optimal param-
eters of a feedforward controller are iteratively found by sampling the parameter
space around the current solution candidate, and updating this latter towards the
samples which led to more optimal trajectories with respect to a given objective
function. However, G-PI2 incorporates the guidance controllers discussed in the
previous chapter into the learning procedure, along with some modifications to the
objective function necessary for it to express the desire to solve optimal control
problems with STL task constraints.

After presenting the G-PI2 algorithm, the importance of using guidance con-
trollers within the learning process in terms of algorithm stability, sensitivity to
hyperparameter choices, convergence rate, and solution quality is demonstrated
through a simulation case study.

5.1 Policy form

First, we discuss the form of the parameterized policy πθ(x, t) ∈ Rm that will be
sought after by learning in order to solve the STL constrained optimal control
problem defined by Problem 1.

In order to make use of the guidance capabilities offered by the previously derived
controllers, we alter the generic policy form (2.5) used by PI2 as:

πθ(x, t) := û(x, t) + kθ(t). (5.1)

Compared to (2.5), the state feedback term −Ktxt is replaced by a more general
guidance controller û(x, t) ∈ Rm. The control action at each time step is thus
composed of this guidance term and a feedforward term kθ(t) ∈ Rm parameterized
by θ ∈ Rp. In particular, in order to implement guidance by aiming to satisfy a set

47
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of i = 1, . . . ,M robustness specifications ρµi(x(t)) ≥ γi(t), controllers derived from
the penalty-based framework (4.44) can be used, such as policies of the form (4.30).
In these cases, the time dependency of the guidance controller can be explicitly
written as:

û(x, t) = û(x,γ(t),Γ(t)), (5.2)
where γ(t) := [γ1(t), . . . , γM (t)] and Γ(t) := [Γ1(t), . . . ,ΓM (t)] denote the collection
of the curves γi(t) and Γi(t). These curves each define the control region of interest
Xi(t) for the (i)-th robustness specification, and can be considered as parameters of
the guidance controller.

Although both the feedback and feedforward parameterizations could be updated
during learning, the search in PI2 is generally conducted only with respect to the
feedforward term in order to find the optimal policy for computational reasons. In
this chapter, we also adhere to this method and consider the curves γ(t) and Γ(t)
fixed throughout the G-PI2 algorithm iterations. The possibility of updating these
curves in order to continuously offer relevant guidance to the learning process is
considered as an extension to G-PI2 and will be discussed in Chapter 6.

As for the feedforward terms kθ(t), we consider a parameterization θ that
allows degrees of freedom for every ∆t control loop time step within the problem’s
time horizon T , i.e., θ = [θ0, θ∆t, . . . , θT ]. Sample choices for the feedforward term
parameterization for the (k)-th time step during t ∈ [(k−1)∆t, k∆t) could be directly
kθ(t) := θk·∆t, or by integration kθ(t) :=

∑k−1
l=0 θl·∆t used herein. We note that a

lower-dimensional, e.g., spline-based parameterization can be expected to lead to
improved sample efficiency due to the reduced parameter search space. On the other
hand, the limited degrees of freedom also potentially limit the obtainable optimality
of any found solutions. In order to focus on the achievable performance of the
proposed algorithm, we thus do not consider such low-dimensional parameterizations
in this work, although making the extension should not lead to any difficulties.

5.2 Objective function definition

Having fixed the sought-after policy form, the objective function definition used in
PI2 for updating the policy parameter needs to be adapted to aim at minimizing a
trajectory cost C(τ) while adhering to the task satisfaction robustness constraint
ρφ(τ) ≥ ρgoal in order to solve Problem 1.

A common strategy in constrained optimization is to augment the target cost
with an appropriate penalty term which enforces the constraint. This goal can be
accomplished by a suitable choice of the objective function J(τ) which scores each
sampled trajectory τ during the algorithm iterations, namely, by adding a penalty
term to the target cost C(τ) as1:

J(τ) := Jλ(τ, ρφ) = C(τ) + Pλ(ρφ). (5.3)
1Note that the robustness ρφ is a function of the trajectory τ , but its role is highlighted

explicitly in the equations.
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The penalty term Pλ(ρφ) is parameterized by λ > 0 in a way such that Pλ(ρφ ≥
ρgoal)→ 0 and Pλ(ρφ < ρgoal)→∞ as λ→∞. The task satisfaction constraint is
then progressively enforced throughout the PI2 iterations by increasing λ.

Example choices for the penalty function are Pλ(ρφ) := ρ0 · eλ(ρgoal−ρφ), or the
following function used throughout this thesis:

Pλ(ρφ) :=
{

0 if ρφ ≥ ρgoal,

λ(ρgoal − ρφ)3 if ρφ < ρgoal.
(5.4)

The robustness constraint is enforced by progressively increasing λ throughout the
iterations of PI2. Throughout the case studies we used cosine annealing between
given minimal and maximal values λmin and λmax throughout a fixed K number of
G-PI2 iterations. More specifically, the (k)-th iterate λ(k) is evaluated as:

λ(k) := λmin + 1
2(λmax − λmin)(1− cos(π k

K − 1)). (5.5)

Ultimately, setting λ to infinity would disregard trajectories that do not satisfy the
robustness requirement due to their infinite costs and thus assigned zero weights.

It is important to take into account the practical perspectives related to the
objective cost definition. In the original derivation [61] of PI2, the authors propose
a normalization of the i = 1, . . . , N sampled Jλi costs based on their minimal and
maximal values:

J̄λi := hη
Jλi −minj Jλj

maxj Jλj −minj Jλj
. (5.6)

In this expression, η is the temperature parameter from the weight update equation
(2.6) of PI2, and the discrimination parameter h controls the range of the normalized
values. Such cost normalization aims to ensure proper discrimination between the
sampled trajectories, which is important for a fast convergence rate of PI2.

In our case, some costs Jλi may have extremely high values due to constraint
penalization as λ increases. We thus propose a minor modification to the above
formula in order to achieve the desired discrimination between sampled trajectories.
Namely, maxj Jλj is replaced by a value Jλε for which the ε% (e.g. 25%) of all sampled
Jλi costs fall below its value. The normalization thus becomes:

J̄λi := hη
Jλi −minj Jλj
Jλε −minj Jλj

. (5.7)

This is an elitist strategy, tuning the normalization for the top ε-th percentile of the
sampled trajectories and corresponding costs. The normalized cost values are then
used to calculate the weights in (2.6) for averaging the sampled parameters. Due
to the high penalty values that trajectories can incur by violating the robustness
constraint as λ→∞, some samples might be assigned extremely high costs. The
normalization (5.7) prevents these extreme cases from corrupting the discrimination
between those sample trajectories that achieve lower costs, allowing G-PI2 to perform
parameter updates in a more targeted manner towards minimizing the objective.
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5.3 Nesterov acceleration

In many first-order (gradient-based) optimization methods, it is common to aim at
accelerating the convergence rate by taking momentum towards the current search
direction. This momentum serves to accelerate the optimal parameter search towards
the objective function’s minimum, as well as to provide some robustness against
falling into local minima.

State-of-the-art momentum methods, such as AdaGrad [76], RMSProp [77], and
Adam [78], have enjoyed celebrated success in, e.g., training deep neural networks.
Nesterov’s acceleration scheme [79] is an earlier method, but is also known to improve
convergence rates and is competitive with the the newer approaches, see e.g. [80]. In
the context of G-PI2, we chose to incorporate this acceleration method as it is very
simple to implement and already provides significant improvements in performance.
We remark that to the extent of our knowledge, acceleration methods have not been
specifically explored in the context of PI2 algorithms.

Let θ(k) denote the found solution candidate of the sought-after parameter vector
after k iterations of an optimization algorithm such as G-PI2. The main idea of
Nesterov’s acceleration scheme is to introduce a look-ahead corresponding to this
solution iterate as:

θ̂(k) := θ(k) + γ(k)
(
θ(k) − θ(k−1)

)
, (5.8)

i.e., by adding a momentum term in the direction of the current progress. The
look-ahead θ̂(k) is then used in the calculations of the next iteration of the algorithm.
Nesterov’s scheme provides a good heuristic for choosing the momentum terms γ.
Namely, initializing α(0) = 1 and defining the series

α(k) := 1
2(1 +

√
4(α(k−1))2 + 1) (5.9)

recursively, the momentum terms are calculated as:

γ(k) := α(k−1) − 1
α(k) . (5.10)

5.4 Algorithm summary

The full G-PI2 solution to Problem 1, augmented with Nesterov’s acceleration
scheme for improved convergence, is summarized as Algorithm 1 on the right.

The algorithm is initialized with an estimate θ(0) = [θ(0)
0 , θ

(0)
∆t , . . . , θ

(0)
T ] of the

feedforward term parameters for every control loop time step ∆t, as well as a
covariance matrix C(0)

t defining the exploration rate of each. In the k-th itera-
tion of the algorithm, N parameters are sampled from the Gaussian distribution
N (θ̂(k−1)

t ,C(k−1)
t ) and scored by evaluating the objective (5.7) on the obtained sys-

tem trajectories. The sought-after feedforward parameters and covariances are then
updated using the PI2 probability weighted averaging update rule and covariance
matrix adaptation, and the iterations are repeated a given number of K times.
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Algorithm 1 (G-PI2) Solution to Problem 1

Require: Initial parameter estimates θ(0)
t , covariances C(0)

t , sample size N , number
of iterations K, penalty parameters λ(k), temperature parameter η, minimal
exploration rate Ct,min, guidance controller form and parameterization

1: α(0) := 1, θ̂(0)
t := θ

(0)
t for ∀t = 0,∆t, . . . , T

2: for k = 1 . . .K do
3: for i = 1 . . . N do
4: Sample policy parameters θ̃t,i from the distribution N (θ̂(k−1)

t ,C(k−1)
t ) for

each t = 0, . . . , T to form the entire parameterization θ̃(i) = [θ̃0,i, . . . , θ̃T,i].
5: Obtain the trajectory τi using the guided policy πθ̃(i) as defined by (5.1)
6: end for
7: Compute the normalized cost J̄λ(k)

i for each trajectory τi using (5.3) and (5.7)

8: Compute weights wi = e
− 1
η
J̄λ

(k)
i∑

e
− 1
η
J̄λ

(k)
i

9: for each time step t = 0,∆t, . . . , T do
10: θ

(k)
t =

∑N
i=1 wiθ̃t,i

11: C(k)
t = Ct,min +

N∑
i=1

wi(θ̃t,i − θ(k)
t )(θ̃t,i − θ(k)

t )T

12: α(k) = (1 +
√

4
(
α(k−1)

)2 + 1)/2
13: θ̂

(k)
t = θ

(k)
t + (α(k−1) − 1)(θ(k)

t − θ
(k−1)
t )/α(k)

14: end for
15: end for
16: return found solution θ = θ(K) = [θ(K)

0 , . . . , θ
(K)
T ]

5.5 Case study

In this section we present a simulation case study to illustrate the advantages of
aiding exploration during a learning algorithm using a guidance controller. The
presented results serve to demonstrate the proposed G-PI2 algorithm’s increased
sample efficiency, increased robustness to noise, and decreased sensitivity to algorithm
hyperparameters compared to the unguided PI2 approach, which is also implemented
using the linear state feedback û(xt) = −Ktxt as the guidance law in the control
policy (5.1). The parameters of the scenarios are detailed in Appendix A.1 and A.2.

Two sample scenarios are considered. The first involves a simple navigation task
with the purpose of illustrating the main advantages of using a guidance controller
for improved convergence and robustness. The second presents a more complicated
scenario to demonstrate the applicability of G-PI2 to a more practical problem. The
simple and improved combination controllers (4.19) and (4.30) are also compared in
the quality of their guidance.
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5.5.1 Simple navigation task

Consider an omnidirectional robot described by the simplified dynamics ẋ = [ẋ ẏ]T =
[ux uy]T = u and limited by the input constraint ‖u‖2 ≤ 1. The robot is initially
located at x0 = [3.0 0.3]T and is tasked to eventually reach an rg = 0.2 radius goal
region at xg = [1.0 3.5]T within 10 seconds while always avoiding a large circular
obstacle of radius ro = 1.2 centered at xo = [2.5 2.0]T. We aim to satisfy this task φ
with a robustness of at least ρφ ≥ ρgoal = 0.05, as well as to minimize the time that
this is first attained for reaching the goal region (subtask µ1), i.e., the target cost
is defined as C(τ) = arg mint{t : ρµ1(t) ≥ min (ρgoal,maxt ρµ1(t))}. The minimum
between ρgoal and maxt ρµ1(t) is taken in order to define an appropriate cost in case
the goal region is not yet reached.

The scenario is simulated for T = 10s with resolution ∆t = 0.05s. The complete
set of algorithm hyperparameters used for solving the scenario using G-PI2 for
all compared guidance controller cases is given in Appendix A.1. A sample solu-
tion obtained with G-PI2 using the simple combination controller, along with the
visualization of the first iteration of the algorithm, is shown in Figure 5.1 below.
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Figure 5.1: (a) Depiction of the simple navigation task scenario along with a sample
solution trajectory obtained using G-PI2 guided by the simple combination controller
(4.19). The robot, starting at an initial x0 position, must eventually reach the green
goal region while always avoiding the red obstacle. The initial cost is C(τ) = 8.85,
with robustness ρφ = 0.034, while the final result achieves a cost C(τ) = 4.50 with
robustness ρφ = 0.052 for task satisfaction. The robot is pushed back to the goal region
at the end due to the prescribed robustness specifications. (b) Visualization of the
first iteration of the underlying G-PI2 algorithm. 25 trial trajectories are shown, along
with the iteration’s updated solution estimate highlighted in purple.
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To illustrate the advantages of guidance, we first include a Gaussian disturbance
w in the system dynamics with covariance Σw = 0.04I2. The eliteness parameter
ε was increased to 50% and the discrimination parameter was lowered to h = 3
in order to diminish the effects of noise on the exploration. A sample result from
both G-PI2 using the simple combination controller and PI2 using linear feedback
(with Kt = I2) is depicted in Figure 5.2. The figure shows that the guided variant
provides more robustness against noise due to the feedback nature of the guidance
controller continuously correcting for its influence. The effect is most visible near
the obstacle, and leads to a lower variation of the robustness measure ρφ during
exploration, which in turn allows more optimal solutions in terms of the cost C(τ)
to be found while aiming to keep ρφ ≥ ρgoal.

Next, we compare the performance of G-PI2 and PI2 in terms of their sensitivity
to variations in different algorithm hyperparameters, namely the initial and minimal
exploration rates Ct,0 := C0 and Ct,min := Cmin, the number of N parameter
samples in an iteration, and whether Nesterov acceleration is employed. Figure 5.3
shows the convergence of the costs C(τ) and robustness measures ρφ in each case.
The graphs were obtained by averaging 50 randomized algorithm runs for each
case. It is clear that G-PI2 law outperforms its linear feedback-based counterpart
both in terms of improved convergence rate and lower sensitivity to the examined
parameters. The examined task is already quite simple, and these differences will be
even more visible for the more complex scenario studied next.

(a) PI2: C = 4.697± 0.229,
ρφ = 0.104± 0.070

(b) G-PI2: C = 4.553± 0.256,
ρφ = 0.054± 0.018

Figure 5.2: Robustness of the PI2 and G-PI2 algorithm variants with respect to
system noise. The shaded gray area corresponds to 2 standard deviations of a Gaussian
distribution fitted to 30 sample runs of the obtained controllers. With the guided
version, the optimal robustness near ρgoal = 0.05 is achieved with lower variance.
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Figure 5.3: Effect of three chosen hyperparameters and Nesterov’s acceleration scheme
on the PI2 and G-PI2 algorithm’s performance. The results show an average of 50
sample algorithm runs in each case. The simple combination guidance controller in
G-PI2 aids task satisfaction and allows for efficient exploration directly towards the cost
C(τ) of interest, achieving faster convergence with less sensitivity to hyperparameters.
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Figure 5.4: (cont.) Effect of three chosen hyperparameters and Nesterov’s acceleration
scheme on the PI2 and G-PI2 algorithm’s performance. The results show an average of
50 sample algorithm runs in each case. The simple combination guidance controller in
G-PI2 aids task satisfaction and allows for efficient exploration directly towards the cost
C(τ) of interest, achieving faster convergence with less sensitivity to hyperparameters.
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5.5.2 Complex navigation task

Consider a system of two ground vehicles and a drone described by 2D single
integrator dynamics and subject to the consensus protocol [81] with additional free
inputs as:

ẋ(t) = −0.1(L⊗ I2)x(t) + u(t), where L =
[ 2 −1 −1
−1 2 −1
−1 −1 2

]
. (5.11)

This equation fits the system (3.1) with the known input term g(x) = I and
unknown f(x) = −0.1(L ⊗ I2). The matrix L is the so-called Laplacian of the
complete graph describing agent connections within the consensus protocol [81]. The
subscripts xi and ui, i = 1, 2, 3, refer to the location and inputs of the i-th robot.
The input constraint is ‖ui‖2 ≤ 1 for each robot. The robots’ initial locations are
x1,0 = [3.0 0.8]T, x2,0 = [2.0 0.8]T, and x3,0 = [1.2 0.7]T.

The ground robots are tasked with eventually always staying at given goal
regions within 7 seconds, while always maintaining a mutual distance between one
another and always avoiding an obstacle. The drone is tasked with eventually always
remaining within a small circle centered at the middle of the two ground robots
within 3 seconds. The goal is to satisfy this task with robustness ρgoal = 0.02 while
minimizing the sum of each robot’s expanded energy, i.e., C(τ) =

∑3
i=1
∫ T

0 u
T
i ui.

Further details and the G-PI2 solution hyperparameters are listed in Appendix A.2.
The scenario is simulated for T = 10s with time step ∆t = 0.01s. Sample results

obtained using G-PI2 and PI2 are depicted in Figure 5.5 below.
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(a) G-PI2: ρφ = 0.006, C = 7.61 (b) PI2: ρφ = −0.061, C = 10.07

Ground1 Ground2 Drone

Figure 5.5: Sample solution to the complex scenario described in Appendix A.2
using (a) G-PI2 with the simple combination controller (4.19) and (b) PI2 with linear
state-feedback as guidance. We were unable to tune the latter to achieve a solution
remotely as optimal as what was achieved by the former.
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Figure 5.6: Sample convergence of the cost C(τ) and robustness ρφ during the
solution to the complex scenario described in Appendix A.2 using PI2 and G-PI2.

Figure 5.6 above shows that for this more complex scenario, G-PI2 substantially
outperforms PI2, and the incorporated guidance is crucial for achieving a near-
optimal solution. The results were obtained with the simple combination controller
(4.19) and linear state feedback Kt = I6 as guides in the two cases. Examining the
obtained trajectories, we can see that the distance traveled by the ground robots is
minimized and their speed is such that the goals are reached at the latest possible
7s in order to reduce the input efforts. The drone also maintains a more or less
straight path near the middle of the two ground robots while lagging behind as
much as possible to minimize its input effort. Without guidance, we were unable
to tune the parameters of PI2 to achieve task satisfaction with a remotely optimal
cost. For the result shown in Figure 5.6, the algorithm iterations were increased to
K = 200 while the maximal task penalization was reduced to λmax = 500. As the
penalty parameter increases, PI2 has a much more difficult time satisfying the task
than G-PI2, causing it to greedily update towards any sampled trajectory which
happened to achieve higher robustness values. Due to the scarcity of such samples,
this results in the degradation of the cost C(τ).

5.5.3 Comparison of guidance controllers

We briefly compare the performance of the simple (SC) and improved (IC) combina-
tion controllers (4.19) and (4.30). Figure 5.7 shows the convergence rates of G-PI2

when guided by either of these for the simple and complex navigation task scenarios.
The IC controller provides better guidance towards task satisfaction, as evident

from the graphs related to the robustness ρφ. Depending on the cost C(τ), however,
this does not necessarily translate to better overall convergence, as seen from the
complex scenario when C0 = 2 ·10−5I6. Nevertheless, the achieved results are similar,
and the IC controller is less sensitive to hyperparameter choices than the SC one.
Its superior performance will further be demonstrated in Section 6.4.
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Figure 5.7: Performance comparison of the simple (SC) and improved (IC) combina-
tion controllers (4.19) and (4.30) used as guidance for the G-PI2 algorithm for both
scenarios examined in the case study. The results show the distribution of successful
runs obtained from 25 sample runs of the algorithm. The median of the task robustness
measures ρφ and the achieved costs C(τ) are plotted as a function of the G-PI2 iteration
number k. All results, excluding the top and bottom 10%, lie in the shaded regions.
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5.6 Conclusions

In this chapter, we introduced the G-PI2 algorithm, our proposed solution to Problem
1 of this thesis work. The algorithm is obtained by including a guidance controller
in the sought-after policy form, and making necessary modifications to alter the
objective of the optimization problem to accommodate an STL task satisfaction
constraint. The presented G-PI2 algorithm was shown to yield significant benefits
in terms of sample efficiency and algorithm robustness against process noise and
hyperparameter choices, as opposed to the unguided PI2 variant in which available
knowledge of system dynamics is not specifically used.

The results show that guidance is crucial, especially as the complexity of STL
task specifications increases. This motivates further research towards methods that
blend the benefits of analytical and data-driven approaches.





Chapter 6

Funnel adaptation

In this chapter, we address one of the fundamental drawbacks of the G-PI2 algorithm
discussed in the previous chapter. Namely, this is the reliance of the guidance
controllers on pre-defined robustness specifications which they aim to enforce, also
called funnels. These funnels do not necessarily need to be defined in a manner such
that their satisfaction guarantees that of the STL task itself; however, in order to
provide relevant and useful guidance, they should do so as much as possible.

The approach presented herein is based on continuously adapting the funnels
throughout the G-PI2 iterations. The purpose of this is two-fold. First, the continuous
updates will allow the guidance controller to aid exploration increasingly better by
enforcing task satisfaction in case the initial funnels do not accomplish this. Second,
there might be multiple robustness specifications leading to task satisfaction, and
the initially supplied ones might not do so in a manner which also leads to a minimal
cost of interest. The simulation study presented in this chapter will illustrate that
the adaptation process also helps in this regard.

6.1 Related work

STL control synthesis using prescribed funnels is a very narrow field of research,
and thus generating correct-by-design robustness specifications that lead to task
satisfaction has not been investigated in detail. In the most relevant works, the
authors of the previously discussed PPC [59] and barrier function [67] control
methods describe techniques for constructing funnels and barriers in order to achieve
satisfaction of a class of STL specifications. For the PPC case, this class is essentially
limited to trivial formulas of the form F[a,b]ψ or G[a,b]ψ, where ψ is a non-temporal
STL formula composed of the conjunction of atomic predicates or their negations.
For the barrier case, the study is more detailed, encompassing a wider range of
task specifications involving compositions of the temporal operators of eventually,
always, and until based on recursively combining barrier functions. A drawback
of this approach is that the timing of when these operators become satisfied are
manually chosen, leading to potentially infeasible barriers for more complex tasks.

61
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An interesting approach is obtained by considering that in its discretized form,
STL task satisfaction can be encoded as an LTL expression, such as in the MILP
formulations of MPC solution strategies [63]. Therefore, techniques for LTL task
satisfaction could be considered for tackling STL satisfaction as well, and a satisfying
run in the LTL could be converted back to robustness specifications. A severe
disadvantage here is that in the translation to LTL, a Boolean variable is introduced
for every atomic predicate at every time step of the discretized STL formula, leading
to computational intractability for more complex task specifications. A recent work
circumvents this by leveraging ideas from a translation to MITL, forming a timed
Büchi automaton to generate potential solutions, and checking if they are possible
to satisfy for the system dynamics at hand [82]. The approach does not yet consider
the intricacies between atomic predicates and system states, i.e., it assumes that
it is known whether or not controllers that can achieve certain state transitions
in the timed automaton within certain timing constraints exist. Nevertheless, the
idea is interesting for handling known system dynamics, and may potentially admit
learning-based extensions when considering unknown dynamics.

6.2 Guidance using robustness specifications

The main purpose of the guiding controller û(x, t) in (5.1) for solving Problem
1 using G-PI2 is to aid enforcing the STL task satisfaction constraint while the
learning process searches for optimal control actions with respect to the target
cost C(τ). The guidance is accomplished by attempting to enforce i = 1, . . . ,M
robustness specifications ρµi(x(t)) ≥ γi(t) using properly chosen γi(t) curves and
control regions of interest. Denoting the collection of parameters defining these
by γ(t) := [γ1(t), . . . , γM (t)]T and Γ(t) := [Γ1(t), . . . ,ΓM (t)]T, the general policy
sought after by G-PI2 for solving Problem 1 may thus be written in the alternative
form:

π(x, t) = û(x,γ(t),Γ(t)) + kθ(t), (6.1)

as discussed in Section 5.1. The quality of guidance offered by the û(x,γ(t),Γ(t))
term thus depends on the parameters γ(t) and Γ(t) that define the controller
behavior. The ‘proper’ selection of these curves, however, is far from trivial, as
enforcing the robustness specifications they respectively define should ideally both:

(i) guarantee satisfaction of the STL task φ with the required goal robustness
ρφ ≥ ρgoal, and

(ii) do so in a way such that the cost of interest C(τ) can be minimized.

It is important to emphasize that these conditions do not need to hold for the
defined robustness specifications, as they merely serve to parameterize the guiding
controller and thus aid exploration during the G-PI2 algorithm. However, it can be
expected that with a better estimate of the γi(t) funnels, the exploration becomes
more targeted and the learning process converges more rapidly.
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Although some methods for constructing initial estimates for robustness specifi-
cations are being developed [82], a limitation can still be expected for the techniques
in case the system dynamics are unknown. This is because the propositions of STL
are explicitly linked to the system states, and thus to the (unknown) dynamics.
Therefore, our motivation in this section is to devise an adaptation strategy where
the guidance funnels are not constructed in advance, but continuously updated
throughout the G-PI2 iterations in order to provide increasingly better guidance as
the funnels converge towards the optimal ones.

6.3 Funnel adaptation procedure

Aiming towards gradually fulfilling the described ideal conditions (i) and (ii) regard-
ing the purpose of the robustness specifications, we propose a technique termed
funnel adaptation to improve the quality of the guiding controller used in the
G-PI2 as the learning process progresses. More specifically, the guiding law pa-
rameters γ(t) and Γ(t) in (6.1) are updated to γ′(t) and Γ′(t) after each iteration
such that they follow the evolution of the robustness metrics ρµi(x(t)) associ-
ated with the currently found most optimal trajectory. The feedforward param-
eter θ is then updated as well in a manner such that the overall control actions
π(x, t) = û(x,γ(t),Γ(t))+kθ(t) remain unaltered. This is accomplished by choosing
θ′ for which kθ′ = û(x,γ(t),Γ(t)) +kθ(t)− û(x,γ′(t),Γ′(t)) +kθ(t) holds for every
time step t. The algorithm is summarized as Algorithm 2 on the following page.

Remark 6.1. The proposed form of funnel adaptation is only possible if the
feedforward term parameterization θ allows for degrees of freedom during every
time step in order to maintain the equality of the control actions before and after
funnel adaptation, i.e., in order to solve step 7 of Algorithm 2. Further research into
how to allow lower-dimensional curve parameterizations, e.g., by alternating the
feedforward and feedback parameter updates, is subject of future work. 4

Intuitively, every iteration of G-PI2 produces an improved solution towards
minimizing C(τ) while satisfying the STL task at hand more robustly. Therefore,
adjusting the guiding parameterizations γ(t) and Γ(t) in the direction of this solution
can be seen as a step towards satisfying the ideal robustness specification conditions
(i) and (ii). The exact method of choosing how to update these curves is a tuning
procedure for the trade-off between obtaining a guidance law which is aggressive
enough to effectively enforce the new robustness specifications, but lenient enough
to continue allowing exploration. Adapting each γi(t) closer to the found solution’s
robustness metric evolution ρµi(x(t)) aids the former consideration, while placing
Γi(t) closer to it aids the latter one. The location of ρµi with respect to these two
curves (which define the control region of interest Xi(t)) is determined by the goal
transformed robustness measure (6.2) in step 4 of the adaptation algorithm. We found
a value of ξg = 0.8 for this parameter to generally perform well in the algorithm. This
value was chosen such that with the specific form of the transformation functions
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Algorithm 2 Funnel adaptation
Require: Candidate optimal trajectory x(t) for t ∈ [0, T ]; current curves γ(t), Γ(t),

and lower limits γlim(t) for t ∈ [0, T ]; target transformed robustness measure
ξg ∈ [0, 1]; averaging parameter β; feedforward parameters θ

1: for t = 0 . . . T do
2: for i = 1 . . .M do
3: Calculate the robustness ρµi(x(t))
4: Determine preliminary γ̃i(t) and Γ̃i(t) updated values to satisfy:

Γ̃i(t)− ρµi(x(t))
Γ̃i(t)− γ̃i(t)

= ξg (6.2)

5: Obtain the new parameterization curves as γ′i(t) = βγ̃i(t) + (1 − β)γi(t)
and Γ′i(t) = βΓ̃i(t) + (1− β)Γi(t). The averaging parameter β controls the
aggressiveness towards adapting the curves to their goal values and impacts
the robustness of the adaptation procedure.1

6: end for
7: Find updated feed-forward parameters θ′ such that the overall control action

remains unchanged, i.e., û(x,γ(t),Γ(t)) + kθ(t) = û(x,γ′(t),Γ′(t)) + kθ′(t)
8: end for
9: Set γ(t) = γ′(t), Γ(t) = Γ′(t), and θ = θ′

(A.1) used in our case studies, the new transformed robustness measure is placed at
the starting point of where the curve starts to increase exponentially in order to
enforce the corresponding robustness specification by aiming to keep ξ < 1.

Note that there is an extra degree of freedom in satisfying (6.2), as both bound-
aries γ̃i(t) and Γ̃i(t) of the control region Xi(t) definition are decidable variables. This
allows for additional design choices of, for example, keeping the width Γ̃i(t)− γ̃i(t)
of the control region constant, or fixing the upper boundary Γ̃i(t).

6.3.1 Algorithm summary

The full adaptive guided policy improvement with path integrals (AG-PI2) algorithm
is similar to the original G-PI2, but for clarity is summarized here with the calls to
funnel adaptation shown explicitly. In particular, the funnel adaptation Algorithm
2 is run at initialization and after every iteration of G-PI2, as seen in steps 2 and 16
of Algorithm 3. The benefits of employing the proposed funnel adaptation scheme
are illustrated in the next section.

1The value γ′i(t) is also optionally clipped between the required ρgoal from above and the
given limiting γlim

i (t) values from below. The former serves to prevent unnecessarily enforcing high
robustness values, while the latter can be used to make sure that the new γ′(t) does not deviate
much from enforcing the desired temporal behavior.
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Algorithm 3 (AG-PI2) solution to Problem 1

Require: Initial parameter estimates θ(0)
t , covariances C(0)

t , sample size N , number
of iterations K, penalty parameters λ(k), temperature parameter η, minimal
exploration rate Ct,min, guidance controller form and parameterization

1: α(0) := 1, θ̂(0)
t := θ

(0)
t for ∀t = 0,∆t, . . . , T

2: Run Algorithm 2 for funnel adaptation
3: for k = 1 . . .K do
4: for i = 1 . . . N do
5: Sample policy parameters θ̃t,i from the distribution N (θ̂(k−1)

t ,C(k−1)
t ) for

each t = 0, . . . , T to form the entire parameterization θ̃(i) = [θ̃0,i, . . . , θ̃T,i].
6: Obtain the trajectory τi using the guided policy πθ̃(i) as defined by (5.1)
7: end for
8: Compute the normalized cost J̄λ(k)

i for each trajectory τi using (5.3) and (5.7)

9: Compute weights wi = e
− 1
η
J̄λ

(k)
i∑

e
− 1
η
J̄λ

(k)
i

10: for each time step t = 0,∆t, . . . , T do
11: θ

(k)
t =

∑N
i=1 wiθ̃t,i

12: C(k)
t = Ct,min +

N∑
i=1

wi(θ̃t,i − θ(k)
t )(θ̃t,i − θ(k)

t )T

13: α(k) = (1 +
√

4
(
α(k−1)

)2 + 1)/2
14: θ̂

(k)
t = θ

(k)
t + (α(k−1) − 1)(θ(k)

t − θ
(k−1)
t )/α(k)

15: end for
16: Run Algorithm 2 for funnel adaptation
17: end for
18: return found solution θ = θ(K) = [θ(K)

0 , . . . , θ
(K)
T ]

6.4 Case study

In the following, we present the advantages offered by incorporating the funnel adap-
tation procedure into the G-PI2 algorithm introduced in the previous chapter. More
specifically, scenarios similar to the ones discussed in Section 5.5 are now examined in
case we do not assume the existence of apriori known robustness specifications that
guarantee the desired task satisfactions (Assumption 3.2 (ii)). The examples also
serve to illustrate the advantages of the improved combination controller (4.30) over
the simple combination controller (4.19), as well as to demonstrate the applicability
of the penalty-based controller derivation framework (4.2.2) to deriving guidance
controllers for the unicycle system (4.7).
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6.4.1 Simple navigation task

We first consider the simple navigation task in which a robot has to reach, but now
also remain within a goal region while always avoiding an obstacle during a time
horizon of T = 10s. The scenario, along with a sample solution trajectory, is shown
in Figure 6.1. The scenario is examined both in case the robot is modeled as a single
integrator (omnidirectional vehicle) and as a unicycle. For both models, the input
constraints are chosen such that the speed of the robot is limited by v ≤ 1.

The advantage of funnel adaptation is illustrated by solving the scenario task
while minimizing a family of different target cost functions of the form:

C(τ) = ϑT ∗ +
∫ T

0
v(t)2dt. (6.3)

Here, T ∗ is the first time instance after which the robot does not leave the goal
region, v(t) is its speed, and ϑ > 0 defines the trade-off between reaching the
goal quickly and minimizing the expended input effort to do so. The full scenario
description, formal STL description of the task, guide controller parameters, and
hyperparameters of the AG-PI2 algorithm used to find solutions are detailed in
Appendix A.1.

The navigation problem is instructive as it is simple enough to calculate the true
optimal solutions corresponding to different target costs parameterized by ϑ. It is
clear that for any parameter value, the robot should (1) take the shortest possible
path from x0 to the goal region and then (2) immediately stop to further minimize
its expended input energy. The robot’s velocity v during the first phase should be
constant and is dictated by the trade-off defined by ϑ.
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goal
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y
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Figure 6.1: Depiction of the simple navigation task scenario along with a sample
solution trajectory. The robot, starting at an initial x0 position, must eventually always
remain within the green goal region while always avoiding the red obstacle.
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Let the distance of the shortest path to the goal region be denoted by D; for the
studied scenario, this path is composed of two straight lines connected by an arc
and can be calculated to be D ≈ 4.37. As the robot travels with a constant velocity
v during phase (1) of its motion, we have T ∗ = D/v. Substituting into the cost (6.3)
and noting that the velocity must remain 0 during the second motion phase (for
t > T ∗), C(τ) can be expressed as a function of the velocity v as:

C(v) = ϑT ∗ + T ∗v2 = ϑ
D

v
+ D

v
v2 = ϑ

D

v
+Dv. (6.4)

To find the optimal vehicle speed vopt, note that we must have vopt ≤ 1 due to the
input constraints, and also vopt ≥ D/T since the goal region must be reached within
the time horizon T . Furthermore, as the cost C(v) is a convex function of v in case
v, ϑ > 0, the optimal velocity is the minimum of C(v) projected onto the interval
[D/T, 1]. Setting the derivative of (6.4) to zero, we have:

dC(v)
dv = −ϑD

v2 +D = 0,

which yields vopt = max(D/T,min(1,
√
ϑ)) and allows the optimal cost to then be

calculated using (6.4).
Figures 6.2 and 6.3 present simulation results for solving the outlined scenario

using Algorithm 3 for various values of the target cost parameter ϑ. The two figures
correspond to the robot modeled as a single integrator or a unicycle, respectively.
For each ϑ, the optimal (penalized) cost J(τ) can be calculated using (6.4) as
the penalty term becomes zero when the task is satisfied. The figures show the
distribution of the achieved J(τ) costs obtained from multiple separate runs of
the AG-PI2 algorithm. Results obtained with both funnel adaptation enabled and
disabled are shown for cases with and without process noise. It is clear that funnel
adaptation allows superior results to be achieved; the optimal cost curve is much
better approximated and with lower variance.

The advantage of funnel adaptation is best illustrated when the initially supplied
funnel does not match the optimal one well, i.e., for higher values of ϑ. In these
cases, the robot has to reach and stay at the goal region as early as possible. This is
especially difficult to achieve using the open-loop feedforward control terms sought
after by the vanilla G-PI2 algorithm, as exploration or process noise may easily drive
the robot away from the goal region after it is reached. Figure 6.4 demonstrates
a sample solution achieved by AG-PI2 for a target cost defined by ϑ = 1.2, for
which the optimal velocity is v = min(1,

√
1.2) = 1.0 and the optimal time to reach

the goal is T ∗opt = D/v = 4.37. A funnel which helps impose such a timing for the
evolution of ρµ1 (the robustness corresponding to being within the goal area) can
greatly aid exploration towards optimal trajectories, and this behavior is exactly
what is progressively achieved using funnel adaptation. The figure shows that by
the end of the AG-PI2 iterations, the adapted funnel resembles one that aims to
satisfy the STL task at hand in a cost-effective manner, i.e., by reaching the goal
region near the optimal time T ∗opt.
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Figure 6.2: Comparison of costs achieved for the simple navigation task scenario
using G-PI2 with and without funnel adaptation. The robot is modeled with single
integrator dynamics. Each value of ϑ corresponds to a different target cost (6.3)
to be optimized. The plotted distributions of the achieved costs were obtained from
20 random runs of the solution algorithm, and show the median of the results. The
shaded areas encompass all results excluding the top and bottom 10th percentiles.
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Figure 6.3: Comparison of costs achieved for the simple navigation task scenario
using G-PI2 with and without funnel adaptation. The robot is modeled with unicycle
dynamics. Each value of ϑ corresponds to a different target cost (6.3) to be optimized.
The results were obtained in a similar manner as for Figure 6.2. Due to the nonholonomic
dynamics, the guidance controller has more trouble coping with process noise than in
the single integrator case, which manifests in a higher variance of the achieved results.
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Without a funnel, exploration becomes more difficult as there is no guidance
controller aiming to keep the robot within the small goal region, and hence the
obtained solution is much further from the optimum. This observation is further
demonstrated by Figure 6.5 on the bottom.
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Figure 6.4: Illustration of funnel adaptation for the simple navigation scenario for
a target cost defined by ϑ = 1.2. Optimally, the robustness ρµ1 corresponding to
being within the goal region should be reached at T ∗opt = 4.37s. The adapted funnel
successfully enforces T ∗ = 4.90s, which is much closer to the optimum than T ∗ = 9.82s
achieved without funnel adaptation.
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Figure 6.5: Distribution of achieved costs and robustness measures during an iteration
of PI2 for solving the simple navigation task with and without funnel adaptation.
The results were obtained by allowing the algorithm to run for two iterations without
funnel adaptation, then plotting the performance of the trajectories sampled in the
next iteration with and without performing a funnel adaptation update beforehand.
It is clear that an adapted funnel provides much better guidance towards enforcing
the task satisfaction constraint ρφ ≥ 0, allowing more optimal trajectories to be found
towards minimizing the target cost C compared to the result of the previous iteration.
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A final observation is that similar quality solutions were found for both the
single integrator and unicycle model systems. This is especially notable considering
that this was accomplished by keeping all of the AG-PI2 algorithm and funnel
adaptation hyperparameters the same for the two cases; only the guiding controllers
were changed according to the different system dynamics. Without the introduced
improved combination controller and funnel adaptation scheme, more problem-
dependent tuning would have been required to achieve optimal results, especially
for more complex scenarios such as the one examined next.

6.4.2 Complex navigation task

This section presents the more elaborate scenario of Section 5.5.2 illustrating the
applicability of funnel adaptation to solving a complex STL task. We show that the
technique allows near-optimal solutions to be found without properly defined initial
funnels even for a higher dimensional system than in the simple navigation task
example. The scenario involves two ground robots that must eventually always stay
at target locations while always avoiding an obstacle and maintaining the distance
between themselves within given bounds. Furthermore, a drone has to eventually
always stay at the center of the two robots. The robots must accomplish this task
while minimizing their input energy during the problem time horizon of T = 10s.
The scenario and a sample solution is shown in Figure 5.5. The detailed scenario
description, along with the AG-PI2 algorithm parameters used for finding a solution
are given in Appendix A.2.

Figure 6.6 shows the convergence rate of AG-PI2 and G-PI2 with and without
process noise affecting the system. The ‘SC’ and ‘IC’ tags refer to whether the
simple combination (4.19) or the improved combination (4.30) controller was used
as a guidance controller during the learning process. The results illustrate that
G-PI2 has difficulty satisfying the STL task specification without funnel adaptation,
especially in the presence of process noise. On the other hand, task satisfaction
is achieved with funnel adaptation using AG-PI2, and the improved combination
controller furthermore allows more optimal trajectories to be found with respect to
the target cost C(τ). The benefits of using this latter controller are also seen by the
increased convergence rate, and thus increased sample efficiency of the algorithm.

We note that a more optimal cost of C(τ) ≈ 7.6 was achieved in Section 5.5.3
using both the SC and IC controllers without funnel adaptation. However, this
required and the algorithm was tuned for pre-defined funnels whose enforcement
led to task satisfaction optimally, namely by reaching the goal regions at the latest
possible time instances in order to minimize the expended input efforts. This suggests
that the algorithm hyperparameters resulting in initially good performance of funnel
adaptation are not necessarily the ones which allow the optimum to be reached
more closely. Indeed, by resetting the initial exploration and running G-PI2 with the
(fixed) funnels and feedforward parameterization found by AG-PI2, costs around
C(τ) ≈ 7.7 are achieved. This suggest that further improvements could be made to
AG-PI2 by updating the exploration rate Ct during funnel adaptation.
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Figure 6.6: Convergence of the target cost C and task satisfaction robustness metric
ρφ while solving the complex scenario. The graphs show the median of achieved values
during 20 sample runs of the G-PI2 algorithm as a function of the iteration number k.
Results are presented with and without funnel adaptation active; for the former case,
using the simple combination (‘SC’) controller is also shown in order to illustrate the
effectiveness of the improved combination (‘IC’) controller. All samples, excluding the
top and bottom 10%, lie within the shaded regions.

Figure 6.7 demonstrates how the funnels corresponding to reaching the target
region with the first ground robot (predicate µ1) and to reaching the middle of the
ground robots with the drone (predicate µ7) are adapted during a sample solution
process. Each graph shows both the initially imposed γ1(t) and γ7(t) robustness
specifications and the corresponding achieved ρµ1(x(t)) and ρµ7(x(t)) evolutions,
along with the same curves after the final iteration of AG-PI2. The task definition
requires the ground robot to reach and stay at the goal region within 7s, while the
drone must reach its target location within 3s. As with the simple scenario, here we
also see that the final funnels follow the optimal robustness evolutions dictated by
the task definition and target cost to be minimized. Indeed, in order to minimize
the expended input energy of the system, the regions should be reached around the
latest possible time instance, which is what we can observe in the funnel evolutions.
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Figure 6.7: Funnel adaptation in action for the complex scenario for a sample case
where the user does not have an estimate of funnels that enforce task satisfaction.
The task requires µ1 and µ7 to become true at latest 7s and 3s, respectively. As the
input energy should be minimized, these are indeed the times around which the actual
metrics obtain positive robustness.

6.5 Conclusions and future work

In this chapter, we introduced funnel adaptation in order to keep the guidance
offered by guidance controllers relevant throughout the iterations of the G-PI2

algorithm. The method is applicable in case the system dynamics are unknown and
thus it is difficult to formulate feasible funnels in advance, especially for increasingly
complex task specifications. The potential and the effectiveness of the method was
demonstrated in a case study.

The most immediate aspect for future work would be to derive methods that
can handle parameterized control actions and funnels. The issue here is that if
these curves are parameterized, then it is not necessarily possible to alter the
funnels and the feedforward parameters in a way such that the overall control action
remains unchanged. This can introduce additional stability issues that have not been
encountered so far. A potential idea is an alternating form of funnel adaptation,
where either the funnel or the feedforward parameters are sampled and improved in
each G-PI2 iteration. This method would decouple the feedforward and feedback
term updates, thus it would not matter how the curves are parameterized with
respect to one another. Another possibility is to conduct the search for the best
possible funnels before the feedforward parameters are sought afterwards. It is
also worth considering how acceleration techniques (such as Nesterov’s) could be
incorporated into these solution schemes.

A final aspect to consider is the additional degree of freedom in funnel adaptation
stemming from the possibility to choose both the γi(t) and Γi(t) curves. We view
this aspect as part of the guidance controller design, and hope advances discussed
therein will lead to advances in this regard as well.



Chapter 7

A learning framework for versatile STL
control

The guided policy improvement with path integrals (G-PI2) algorithm introduced in
the first part of this thesis is able to find the solution to an STL constrained optimal
control problems from a single given initial condition. The advantage of the approach
is that the amount of exploration and training data required for solving such a specific
problem is substantially less than for solving the general optimal control problem
from all initial conditions of the system altogether. Nevertheless, the ability of the
algorithm to retain and reuse gathered experiences from previously solved problems
in order to facilitate learning future ones would be very desirable. On one hand, it
would allow the system to adjust to its environment throughout longer periods of
time. Alternatively, in case a simulated environment is available, experience could be
accumulated offline in order to substantially reduce the additional learning necessary
for the robotic system after its real-life deployment outside the simulation.

In this chapter, we present a versatile learning framework which allows gathering
experience that is then applicable to solving new optimal control problems, varying
in initial conditions and possibly in the STL task specifications themselves. To this
end, a neural network is trained as a general function approximator in order to
predict optimal control actions. These actions are determined depending on the
current state of the system, as well as on a set of robustness specifications to be
satisfied during a short look-ahead time horizon. The effectiveness of the proposed
scheme in terms of its versatility and ability to rapidly adapt to changes in initial
conditions or task specifications is demonstrated through a simulation case study.

7.1 Related work

General learning-based solutions for solving control problems involving the entire
state-space, such as Q-learning [83], have been an important research topic in the
field of robotics [44]. Inspired by the potentials and successes, learning methods
for control synthesis of temporal logic specifications in unknown and stochastic
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environments have also gained considerable attention recently, particularly for LTL
[25, 84, 85]. The focus is generally placed on task satisfaction in a robust manner,
though some works also consider added target costs [26]. In Q-learning, the aim
of the system is to learn a value function V (s,u), which predicts the value of
taking the action u at the state s. This is done by exploring different actions and
observing the instantaneous rewards they lead to. The reward function describes
the goal of satisfying the LTL task, and the computed value function then allows
for determining the optimal control action leading to the highest reward. For LTL,
the Q-learning framework is well suited because the progress of satisfying the task
specification can be tracked in a so-called deterministic Rabin automaton [86]. The
state of the system thus becomes a combination of the physical state and the state of
this automaton. In order to tackle state-space explosion issues, neural networks are
often used to approximate the value function due to their power in generalization.

In contrast to LTL, the challenge for STL is that the imposed timing requirements
make it difficult to keep track of progress in satisfying the task, e.g., in the form
of an automaton. The optimal control actions are instead seen as a function of the
entire trajectory history, which hence constitutes the state of the system. However,
this large state-space is difficult for learning algorithms to handle due to the amount
of required training data. Nevertheless, Q-learning solutions have been examined in
the literature, most notably in Aksaray et al. [68] and for a multi-agent configuration
in Muniraj et al. [69]. In both of these works, the explosion of the state-space is
avoided by considering fragments of STL specifications for which only a portion of
the history is enough to fully describe the state on which the optimal control actions
depend. Even so, this presents a computational challenge for complex formulas;
the examples provided in the mentioned papers have a time horizon of only a few
simulated time steps in a discrete time, space, and action setting, and it is not
clear if the proposed methods scale well for longer horizons. In order to obtain a
step-based reward for the Q-learning framework, these approaches evaluate the STL
robustness metric (2.3) from [58] by using the so-called log-sum-exp approximation
of the min and max operators, i.e., min(ρ1, . . . , ρM ) ≈ 1

ν ln
∑M
i=1 e

νρi where ν > 0.

7.2 Proposed learning framework

Our proposed learning framework for increasing the efficiency of synthesizing con-
trollers subject to STL tasks while minimizing a target cost of interest C(τ) consists
of two stages:

(1) First, in an offline stage1, a neural network is trained as a control policy which
aims to satisfy any set of robustness specifications ρµi(x(t)) ≥ γi(t) laid on the
atomic propositions µi while minimizing the cost C(τ) of the resulting system
trajectories. The policy is a function of the state x(t) and the γi(t) specifications.

1The term offline implies that we consider the possibility of pre-training in a simulated
environment, e.g., Gazebo [45]. In case such an environment is not available, this stage could
simply be done on-the-fly, using data obtained from the real system during its deployment.
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(2) Second, in an online stage, the base law û(x, t) in (5.1) is replaced by the
trained policy in order to solve Problem 1 using G-PI2. Given an initial estimate
of robustness specifications leading to satisfaction of the STL task φ, the sample
efficiency of this learning process can be expected to significantly improve due
to the previously gathered experience in satisfying robustness specifications
optimally with respect to the target cost.

The details of these two stages are considered shortly in the subsequent sections.
A clear advantage of the trajectory history-dependent Q-learning approaches [68]

and [69] is that once training is complete, the system will take optimal control actions
starting from any initial state, continuously reacting to unexpected deviations in its
trajectory due to noise. Note that this is not the case for our proposed framework.
Even after the offline training phase is finished, additional learning is still required in
order to find the optimal control actions that lead to task satisfaction, because the
initially supplied robustness specification estimates might be erroneous. Furthermore,
as the system will aim to follow these pre-defined robustness specifications, it will
not react correctly for substantial deviations from the planned trajectory evolution
due to noise. On the other hand, if the STL task changes in a way such that the
corresponding robustness specifications can be well estimated, our approach will
already be able to predict near-optimal actions, unlike the Q-learning methods
where the trained network is only applicable to a specific task. In this sense, the
proposed framework is more flexible in potentially handling a variety of STL tasks.

7.2.1 Offline stage - satisfying robustness specifications
In the first stage, a neural network is trained to predict control actions leading
to a minimal trajectory cost C(τ) while satisfying a set of imposed robustness
specification requirements defined by the curves γi(t), i = 1, . . . ,M . To this end,
the trajectory cost is augmented with a penalty term involving the robustness
specifications in order to obtain an objective J(τ) to be minimized as follows:

J(τ) := C(τ) +
M∑
i=1

∫ T

0
Pλi(ρµi(x(t)), t)dt. (7.1)

The penalty parameters λi control the importance of satisfying the i-th robustness
specification ρµi(x(t)) ≥ γi(t). Hence, similarly as in (5.3), Pλi has a form such that
as λi →∞, Pλi(ρµi(x(t)), t)→∞ for ρµi(x(t)) < γi(t) and Pλi(ρµi(x(t)), t)→ 0
otherwise. The penalty function used herein is composed of a linear and a sigmoid
term and is parameterized by the scalars α, β > 0 as:

Pλi(ρµi(x), t) = Pλi(ξi(ρµi(x), t)) := α

λi
ξi + λi

1 + e−βλi(ξi−1) , (7.2)

where the transformed robustness metric ξi is defined as:

ξi(ρµi(x), t) := Γi(t)− ρµi(x)
Γi(t)− γi(t)

. (7.3)
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The predefined curves Γi(t) > γi(t) control how close the penalization begins to the
robustness specification boundary γi(t). The transformed metric ξi = 0 corresponds
to ρµi(x(t)) = Γi(t), while ξi = 1 implies ρµi(x(t)) = γi(t). In the penalty function
(7.2), the linear term provides a continuously increasing penalization starting from
ρµi(x(t)) ≥ Γi(t), while the sigmoid term adds a boost to the penalty near the
specification boundary γi(t) to further punish the system when crossing over it. A
sample penalty function with parameters α = 0.72, λ = 3.6, and β = 10 is shown
in Figure 7.1. The form of this penalty greatly impacts the behavior of the trained
neural network. It would be interesting to make a connection between choices which
perform well in this case and in the design of analytical base laws using the penalty
framework, noting the similarity between the objective functions (7.1) and (4.32).

In order to generate data for training a neural network policy aiming to minimize
a given cost C(τ) while satifying a set of robustness specifications, we compute
the solution to minimizing the objective function (7.1) for a multitude of sample
problems defined by various initial conditions and robustness specification curves.
Operating either in a simulated environment or in real-time deployment, the G-PI2

algorithm can be employed to find such solutions.
Each sample problem solution provides data for training the policy neural

network at each time step t in the form of an input {x(t),γ[t,T ]} and a corresponding
output, the optimal control action u(t). The variable γ[t,T ] denotes the evolution
of the assembled robustness specification curves γ(t) := [γ1(t), . . . , γM (t)] during
the time interval [t, T ], where T is the time horizon of the optimization problem
(7.1). The neural network serves as a universal function approximator for the
optimal policy π∗NN (x(t),γ[t,T ]), a function of both the system state and the entire
future specification curve. The neural network can be trained using well-established
techniques in stochastic optimization [78].
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Figure 7.1: Sample choice of the penalty function Pλ(ξ) of the form (7.2) aiming to
enforce a robustness specification ρµ(x(t)) ≥ γµ(t), which is is violated at ξ > 1.
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From a practical perspective, the optimal control action u(t) at time t could
mainly be influenced by the initial portion of γ(t). The policy can be thus treated
as a function of a smaller horizon time-window, e.g., πNN (x,γ[t,t+∆T ]), or using
a lower-dimensional approximation γ̃[t,t+∆T ] of the curve γ[t,t+∆T ]. The idea is
similar to receding horizon control [87] and substantially decreases the amount of
training data required to train πNN due to the dimensionality reduction of its input
specification curve. Such a reduction is not possible in a trajectory-based learning
approach as in previous works [68, 69], since the entire state history is necessary to
determine the progress in satisfying an STL task. The approximation introduced
by the reduction is acceptable in our case as it not crucial for our trained policy
to be fully optimal, since it is only used as a guidance law in G-PI2 when solving
Problem 1 during the second (online) stage. The structure of a sample policy neural
network with two hidden layers is shown in Figure 7.2.

A final aspect to consider is selecting the penalty parameters λi in (7.1) for the
sample problems used to generate training data. Clearly, higher penalties treat the
robustness specifications more as hard constraints and thus accomplish the training
goal of satisfying these while also minimizing the target cost C(τ). On the other
hand, there should be training data for cases when the robustness specifications are
not satisfied. The trained policy must learn how to respond in such situations, which
are encountered during exploration in G-PI2 or if the given robustness specifications
are infeasible and funnel adaptation is employed. With high λi values, however, C(τ)
becomes negligible compared to the incurred penalties, and optimal solutions may
be difficult to find due to numerical reasons in these cases. This trade-off implies
that the penalty parameters λi should be chosen such that the two cost terms of
the objective (7.1) do not differ much in orders of magnitude.

x(t)

γ̃[t,t+∆T ]

u(t)

Hidden layersInput layer Output layer

Figure 7.2: Structure of a sample neural network function approximator used to
predict optimal control actions. The inputs to the network at a time step t are the
system state x(t) and a low-dimensional representation γ̃[t,t+∆T ] of the robustness
specification curves γ[t,t+∆T ] within a ∆T time horizon. The output of the network is
the predicted control action u(t).
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7.2.2 Online stage - satisfying the STL task
In the second stage of the learning framework, the pre-trained policy πNN obtained
from the offline stage is used as a guidance law in the G-PI2 algorithm discussed in
Section 5 in order to solve Problem 1. Depending on (i) the available simulation
environment for training and thus the quality of the trained policy, and (ii) the
supplied robustness specifications which aim to guarantee satisfaction of the STL
task φ with ρφ ≥ ρgoal, the neural network policy is expected to offer much better
guided exploration towards minimizing the cost of interest C(τ). This leads to a
significantly improved convergence rate and thus sample efficiency of the G-PI2

algorithm during this online stage, as will be demonstrated in Section 7.3.

7.2.3 Further improvements
The proposed learning framework relies on a priori known robustness specifications
ρµi(x(t)) ≥ γi(t) which aim at achieving the desired task satisfaction with minimal
robustness ρφ ≥ ρgoal in exchange for the increased sample efficiency offered by
offline training. Here we highlight two immediate possible directions for future
research towards generating such specifications from given STL formulas:

• Having trained a base law πNN , the robustness specification curves γi(t)
themselves can be treated as inputs to the system. These curves then define
the control actions computed by the policy network, allowing the evaluation
of C(τ) and ρφ for the generated system trajectory. In turn, this information
can be used to run a policy improvement algorithm in order to improve the
initial estimate of robustness specifications before the online stage begins.

• Similarly to how Q-learning can be used to learn optimal control actions for
a given STL task, it could also be used to predict the optimal robustness
specifications whose enforcement leads to satisfaction of the task. Such a
combined Q-learning approach would allow real-time adaptations to deviations
from the planned robustness evolution, while also retaining the ability to react
to new tasks due to our proposed framework.

Pursuing these outlined directions could allow handling complex STL formulas, where
the necessary robustness specifications are not evident to design. The possibility of
leveraging the results of recent works involving timed automaton-based techniques
[82] in order to supply estimates of the robustness specifications are also of interest.

Finally, we note that the solutions obtained from G-PI2 during the online phase
can also be interpreted as training data corresponding to very high penalty parameter
λi values. This is because once a task satisfying solution is found, any corresponding
robustness specifications are completely enforced. Therefore, solutions found in the
online phase could technically be used to further update the trained neural network.
However, we expect that care must be taken here, as based on our discussion in
Section 7.2.1, the policy obtained by training from high penalty parameters could
have adverse affects during the online learning phase.
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7.3 Case study

The improved sample efficiency of using an offline trained neural network policy to
guide exploration in G-PI2 for solving optimal control problems involving STL tasks
is demonstrated by the following simulation case study.

7.3.1 Scenario description

Consider an omnidirectional robot on a 2D plane with dynamics ẋ = u and subject
to the input constraint ‖u‖2 ≤ 1. The robot is presented with a navigational task
of reaching a goal while avoiding two obstacles; these regions are all circular and
centered at xg = [1.0, 3.5]T, xo1 = [1.5, 2.2]T, xo2 = [3.5, 1.5]T with radii rg = 0.2,
ro1 = 0.7, and ro2 = 0.5, respectively. The corresponding atomic propositions
µi are defined by their robustness metrics hµ1(x) = rg − ‖x− xg‖2, hµ2(x) =
‖x− xo1‖2 − ro1, and hµ3(x) = ‖x− xo2‖2 − ro2. The scenario is simulated for a
time horizon T = 10s with a time step ∆t = 0.02s.

While the obstacles must always be avoided, we examine two task descriptions
regarding the goal region. The first requires the goal region to eventually be reached
within 10s, whereas in the second one, the agent must eventually always stay
inside the goal region within 6s. Formally, the two tasks are expressed as the STL
specifications

φ1 := F[0,10]µ1 ∧G[0,∞](µ2 ∧ µ3) (7.4a)

and
φ2 := F[0,6]G[0,∞]µ1 ∧G[0,∞](µ2 ∧ µ3). (7.4b)

The robot is required to satisfy either task with a target robustness degree ρgoal =
0.05. Valid robustness specifications γ1(t), γ2(t), and γ3(t) for satisfying these tasks
would impose ρµ1 to become (and stay) above ρgoal within 10s (and 6s, respectively),
as well as ρµ2(t), ρµ3(t) ≥ ρgoal for ∀t ≥ 0. The two tasks will be used to show the
readiness of the learning framework to adapt to changes in task specifications.

We also consider two separate costs of interest for the robot to minimize while
satisfying its given STL task, namely:

C1(τ) :=
∫ T

0
u(t)Tu(t)dt; (7.5a)

C2(τ) :=
∫ T

0
max(0, ρgoal − ρµ1(x(t)))dt. (7.5b)

The first aims to keep the expended input energy minimal, while the second aims to
minimize the time spent outside the goal region.

The goal of the proposed learning framework is thus to prepare the robot in an
offline training stage for later learning how to satisfy either of the two tasks (7.4a)
or (7.4b) while minimizing either of the costs C1(τ) or C2(τ) online.
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7.3.2 Training procedure

In the offline stage, two neural network policies are trained to satisfy a variety
of robustness specifications for the two separate cost functions C1(τ) and C2(τ)
by minimizing the corresponding objective (7.1) in each case. The linear-sigmoid
penalty function (7.2) is used to enforce the robustness specifications, parameterized
by the values α = 0.5, β = 10 and λ = 10; the curve Γi(t) controlling where the
penalization begins is defined as Γi(t) = γi(t) + 0.3 for each atomic proposition µi.
For both costs, the trained policy is given by a neural network consisting of two fully
dense, rectified linear unit (ReLU) activated hidden layers with 64 neurons each. The
inputs to the networks are composed of the system state x and a low-dimensional
representation of a ∆T = 2s future time horizon of the robustness specification
curves γ(t) using their values at time instances t, (t+ 1), and (t+ 2). The output
layers use tanh activations, aiming to naturally enforce the input bound ‖u‖2 ≤ 1.

To train the policies, first a multitude of sample problems are solved using G-PI2

to minimize (7.1) from a grid of initial states spanning the intervals x ∈ [0, 5] and
y ∈ [0, 4] in a step size of 1/3. For each initial state x0 = [x y]T, 6 sample problems
are defined by choosing robustness specifications for µ1 which attempt to drive the
robot to reach the goal in a linear fashion. These 3 cases are generated by randomizing
the initial imposed distance to the goal and the imposed speed towards it, aiming not
to deviate much from the actual initial distance and the maximum possible speed
of the robot. The neural network is then trained on the obtained (and normalized)
data using the machine-learning library Flux [88]. We employed stochastic gradient
descent with restarts [89], in particular a cosine annealed learning rate restarted
from 0.01 multiple times after 250 descent steps computed from batches of 1024
random training data points. A dropout rate of 0.1 was used to further increase the
effectiveness of the optimization procedure [90]. The training took about an hour
on a 3.6GHz Intel i7 processor, which was overwhelmingly spent solving the 1248
sample problems using G-PI2. Although more sophisticated and targeted problem
generation could be employed to increase the diversity of the training data while
decreasing this training time, this was not a priority for demonstrating the potential
of the proposed learning framework.

7.3.3 Results and discussion

The sample efficiency resulting from the pre-trained guidance controllers is demon-
strated by comparing the convergence rate of G-PI2 when solving for the two STL
task specifications φ1 and φ2 using either the trained neural networks or the improved
combination controller (4.30) as guidance. The exact algorithm hyperparameters
used for solving each scenario are detailed in Appendix A.3.

Figures 7.3-7.6 on the next page present a selection of results from the described
simulation study. For each sample problem defined by the costs C1(τ) or C2(τ)
to minimize and the task φ1 or φ2 to satisfy, we plot the imposed robustness
specifications and corresponding initially obtained system trajectories, along with
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the final results achieved after learning. The convergence rate of the G-PI2 algorithm
during the solution process in terms of the cost and task robustness measure is
shown as well. The neural network (‘NN’) policy is seen to be significantly superior
to the improved combination controller both in terms of the initially achieved costs,
as well as in terms of convergence rates and thus sample efficiency. The improvement
depends on the training quality and can be expected to further increase for more
complicated scenarios, provided that enough training data is used. For example,
the neural network does not seem to robustly avoid especially the smaller obstacle
due to the lack of training data in the lower right region of the scenario. Although
the presented results could be further improved by adequate tuning of the G-PI2

algorithm parameters or better training of the neural networks, the main take-away
is the versatility and fundamental improvement in sample efficiency offered by our
proposed approach.

7.4 Conclusions and future work

This chapter presented a new learning framework for finding control policies which
guarantee STL task satisfaction while minimizing a target cost of interest in a
versatile and adaptive manner. The approach relies on satisfying robustness specifi-
cations laid on the temporal evolution of atomic propositions composing the task in
a receding horizon manner. This allows offline training for a policy that is readily
adaptable to other STL tasks real-time using G-PI2, as the gathered experience
is not specific to a particular task. Compared to previous methods, the approach
greatly improves sample efficiency during this online learning phase. Simulation
results are promising and motivate further research into the proposed learning
framework towards a practically feasible algorithm for STL task satisfaction.

The ability of agents to optimally satisfy a set of imposed robustness spec-
ifications also opens up many possibilities with regards to the G-PI2 algorithm
itself. For example, extensions involving searching for the optimal specifications
or using real-time gathered data to continuously improve the trained policy have
been outlined in Section 7.2.3. These considerations highly motivate the proposed
learning framework’s potential practical applicability, especially when augmented
with trajectory history-based STL learning approaches. Other ideas for improve-
ments include progressively exchanging the analytically derived base law with the
trained network; conducting policy improvement using the trained network as a
guide will allow better and better solutions to be found, hence yielding better and
better training data. A further possibility to consider is a multi-agent setting, where
treating shared tasks in the form of individual robustness specifications could allow
the agents to efficiently distribute these among themselves in order to collectively
satisfy the task at hand. As the agents already gathered experience in satisfying the
imposed specifications, they could explore more efficiently, potentially reducing the
amount of communication needed between the agents in order to cooperate.
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Figure 7.3: Comparison of the performance of G-PI2 when using either the improved
combination (IC) or the neural network (NN) guidance controller for solving the case
study scenario defined by the task φ1 = F[0,10]µ1 ∧G[0,∞](µ2 ∧ µ3) and the target cost
C1(τ) =

∫ T
0 u(t)Tu(t)dt. The convergence curves show the median of 20 sample runs;

all samples, excluding the top and bottom 10%, lie in the shaded areas.
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Figure 7.4: Comparison of the performance of G-PI2 when using either the improved
combination (IC) or the neural network (NN) guidance controller for solving the case
study scenario defined by the task φ2 = F[0,6]G[0,∞]µ1 ∧G[0,∞](µ2 ∧µ3) and the target
cost C1(τ) =

∫ T
0 u(t)Tu(t)dt. The convergence curves show the median of 20 sample

runs; all samples, excluding the top and bottom 10%, lie in the shaded areas.
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Figure 7.5: Comparison of the performance of G-PI2 when using either the improved
combination (IC) or the neural network (NN) guidance controller for solving the case
study scenario defined by the task φ1 = F[0,10]µ1 ∧G[0,∞](µ2 ∧ µ3) and the target cost
C2(τ) =

∫ T
0 min(0, ρmin− ρµ1(x(t)))dt. The convergence curves show the median of 20

sample runs; all samples, excluding the top and bottom 10%, lie in the shaded areas.
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Figure 7.6: Comparison of the performance of G-PI2 when using either the improved
combination (IC) or the neural network (NN) guidance controller for solving the case
study scenario defined by the task φ2 = F[0,6]G[0,∞]µ1 ∧G[0,∞](µ2 ∧µ3) and the target
cost C2(τ) =

∫ T
0 min(0, ρmin − ρµ1(x(t)))dt. The convergence curves show the median

of 20 sample runs; all samples, excluding the top and bottom 10%, lie in the shaded
areas.





Chapter 8

Robustness metrics for learning STL tasks

A key component of learning to satisfy signal temporal logic (STL) tasks is the
robustness metric itself that serves as a reward for the learning procedure. This
metric explicitly quantifies how well a task is satisfied or violated, and thus provides
more information than a simple true or false answer to whether task satisfaction is
achieved. Choosing the robustness metric can therefore be seen as a general form of
reward shaping for the class of behaviors described by STL specifications. Reward
shaping is well-known to play a crucial role in the convergence rate of learning
methods [46], motivating the study of robustness metrics for their role as rewards.

In particular, this chapter considers STL robustness metrics for their potential in
accelerating the G-PI2 learning procedure. The focus is on the so-called shadowing
problem of the traditional robustness metric [58]: the definition of this metric is such
that increasing the robustness of one term in a conjunction of propositions does
not show in the robustness computed for the conjunction itself. This makes it more
difficult for learning methods to find improvements towards task satisfaction through
exploration. Our main contribution towards countering this problem is two-fold.
First, we provide a theoretical study of some fundamental limitations involved
in designing any robustness metric for its role in aiding learning algorithms. The
limitations stem from a set of chosen desirable properties imposed on an idealized
metric. Second, we use the findings to define a new class of robustness metrics
specifically engineered for aiding exploration. The effectiveness of G-PI2 using this
new metric compared to previous ones is demonstrated in a case study.

8.1 Related work

To the extent of our knowledge, a formal, high-level study of STL robustness
metrics has not been undertaken in the literature. However, many modifications and
extensions compared to the original robustness metric [58] have been introduced for
various applications and purposes. In the following, we briefly review the proposed
so-called space robustness metrics for STL, i.e., metrics which give an indication
towards how well a task is satisfied with respect to the imposed timing requirements.
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There are also notions of time robustness (e.g. [91]), which quantify the extent
to which the timing specifications are met and are not considered herein.

To begin, we first restate the original min-max robustness metric as defined in
[58] for ease of reference. This metric will be referred to as the traditional robustness
metric, and can be evaluated recursively as follows:

ρµ(x, t) = ρµ(x(t)) = hµ(x(t)) (8.1a)
ρ¬φ(x, t) = −ρφ(x, t) (8.1b)

ρφ1∧φ2(x, t) = min
(
ρφ1(x, t), ρφ2(x, t)

)
(8.1c)

ρφ1∨φ2(x, t) = max
(
ρφ1(x, t), ρφ2(x, t)

)
(8.1d)

ρφ1U[a,b]φ2 = max
t′∈[t+a,t+b]

[
min

(
min

t′′∈[t,t′)
ρφ1(x, t′′), ρφ2(x, t′)

)]
(8.1e)

ρF[a,b]φ(x, t) = max
t′∈[t+a,t+b]

ρφ(x, t′) (8.1f)

ρG[a,b]φ(x, t) = min
t′∈[t+a,t+b]

ρφ(x, t′). (8.1g)

A basic property (termed soundness) of this robustness metric is that its sign gives an
explicit indication of whether or not its corresponding STL specification is satisfied.

The traditional robustness metric is non-smooth and can be computationally
demanding to handle in optimization problems arising from the commonly used
MPC strategy for solving control problems involving STL tasks. This motivated
research into modifications of the metric. In [65], the goal was to accelerate the MPC
solution process, leading to approximations of the traditional robustness metric
for computational gains. This was accomplished by replacing the min operators
in the definitions (8.1e) and (8.1g) for until and always by average values during
their operating time intervals, and by evaluating the max operators in (8.1e) and
(8.1f) at given time instances in a point-wise manner. Alternative approaches aim
to allow for gradient ascent solvers to the optimization problems by smoothening
the robustness metric using the approximation max(ρ1, . . . , ρM )→ 1

ν ln
∑M
i=1 e

νρi

as ν →∞ [92]. The work [93] also tackles computational efficiency by introducing a
cumulative, on-the-fly manner of computing the robustness. All of the mentioned
robustness definitions stem from the traditional metric (8.1), and the introduced
approximations do not preserve some of its fundamental properties of interest. This
includes the soundness property, or the translation of the De Morgan identities from
STL to the robustness metric (e.g., although G[a,b]φ = −F[a,b]¬φ holds in STL, the
recursive definitions evaluate the robustness of the two sides differently).

On the other hand, [66] defines a so-called AG robustness metric that preserves
soundness and many other desirable Boolean identities. The goal therein was to
construct a metric whose maximization achieves higher robustness against noise
than that of the traditional metric. This was accomplished by introducing either
arithmetic or geometric means to evaluate the conjunction, disjunction, always,
and eventually robustness operators. Using the AG metric, the conjunction of the
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set of metrics {1, 10, 10, 10, 10} receives a higher robustness value than the set
{1, 1, 1, 1, 1}, whereas both achieve a measure of 1 using the traditional definition.
This behavior translates to higher robustness against noise in case the AG metric is
being maximized.

In the context of smoothening or improving the computational efficiency of
evaluating robustness metrics, we expect that similar modifications could be made
to the AG metric as which have been done for the traditional metric. In this
regard, the AG metric can be considered as more fundamentally different than the
traditional metric, as opposed to those defined in [65], [92], or [93]. In this work, we
also look for alternative robustness definitions, and leave modifications aiming to
ease computational expenses as a subject of future work. Therefore, in addition to
the traditional metric [58], only the AG metric [66] will be used as a baseline to test
the performance of proposed robustness metrics against throughout this chapter.

8.2 Structured definition of robustness metrics

In order to algorithmically calculate the robustness metrics of complex STL formulas,
it is useful to define them in a recursive manner. This was the case for the traditional
robustness measure (8.1) given in the previous section; the expressions for the
negation, conjunction, disjunction, until, eventually, and always operators all rely
on previously computed robustnesses.

A further desirable property of any robustness metric is for its value to remain
unaltered under invariant changes to STL formulas themselves. For example, in
terms of Boolean truth value, the expression µ1 ∧ µ2 is equivalent to ¬(¬µ1 ∨ ¬µ2).
Computing the robustness using the recursions defined by either expression should
therefore return the same value. Transferring various properties of STL onto its
robustness metrics allows us to establish identities between the operators of the
latter, leading to a robustness metric definition in a structured manner.

Formally, we introduce the abstract operators N , A, O, U , F , and G for the
negation, conjunction, disjunction, until, eventually, and always operators. We then
require the well-known De Morgan identities of Boolean and temporal logic to be
transferred to the robustness metric itself. Thus,

O(φ1, . . . , φM ) = N (A(N (φ1), . . . ,N (φM )))

implies that the robustness metric must satisfy:

O(ρ1, . . . , ρM ) = N (A(N (ρ1), . . . ,N (ρM ))). (8.2)

Similarly, between the always and eventually operators, the identity

F[a,b](φ) = N (G[a,b](N (φ)))

translates to
F[a,b](ρφ(x, t)) = N (G[a,b](N (ρφ(x, t)))). (8.3)
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Furthermore, the always operator can be interpreted as a conjunction over a given
time frame, such as in the definition of the traditional robustness metric (8.1g).
Discretizing the interval [a, b] into i = 1, . . . ,M evenly spaced points ti, we can
define

G[a,b](ρφ(x, t)) := lim
M→∞

A(ρφ(x, t+ t1), . . . , ρφ(x, t+ tM )). (8.4)

A similar interpretation can be given to the until operator by replacing the min and
max functions in (8.1e) by conjunctions and disjunctions across the time intervals.

The identities (8.2)-(8.4) allow us to define new robustness metrics in a structured
manner, from the elementary definitions of the N and A operators. The former
can also be excluded from the design by setting N (ρφ) := −ρφ, a natural choice
for quantifying the satisfaction or violation of a task symmetrically by the same
magnitude robustness metric. Thus, the operators required to evaluate the robustness
of STL formulas can be constructed given the definition of the single conjunction
operator A, significantly easing the discussion related to constructing new metrics.

As an example, the AG robustness metric of [66] can be constructed from:

AAG(ρ1, . . . , ρM ) =
{ 1
M

∑M
i=1 max(ρi, 0) if mini ρi ≤ 0,

M

√∏M
i=1(1 + ρi)− 1 otherwise.

(8.5)

We note that the until operator was not explicitly defined in [66]. Similarly, the tra-
ditional robustness metric (8.1) can be constructed by choosing Atrad(ρ1, . . . , ρM ) =
min(ρ1, . . . , ρM ) and following the identities (8.2)-(8.4).

Remark 8.1. For evaluating the always operator using (8.4), summations and
products in the definition of A are replaced by integrals and product integrals
in the limit M → ∞: considering a time horizon [a, b] with a discretized set of
points t1, . . . , tM ∈ [a, b], we have limM→∞

1
M

∑M
i=1 f(ti) = 1

b−a
∫ b
a
f(t)dt, and for

products limM→∞
M

√∏M
i=1 f(ti) = e

1
b−a

∫ b
a

ln f(t)dt. Such sums and products appear
in the AG metric (8.5) and the proposed metric (8.17) as well, though we keep the
discretized form of the equations for simplicity. 4

8.3 Properties of robustness metrics

In the previous section, we have seen that it is convenient to define robustness
metrics through their conjunction operator A. In the following, we examine desirable
properties of this operator from a learning-based perspective, as well as some
fundamental restrictions that their satisfaction imposes on the form of the operator
itself. In order to be clearer with notation, we denote the operator for a conjunction
of M terms ρ1, . . . , ρM by AM (ρ1, . . . , ρM ).
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8.3.1 Desirable properties
We consider desirable properties of the operator AM (ρ1, . . . , ρM ) from a learning-
based perspective, i.e., for the potential role of robustness metrics as rewards for
learning-based methods.

(1) First, in terms of the relation between an STL specification and its corresponding
robustness metric, we require the latter to be sound. Formally, the soundness
property is defined as:

Property 8.1 (Soundness). A robustness metric is sound if, for any speci-
fication φ, ρφ(x, t) > 0 if and only if the signal x satisfies φ at time t, i.e.,
(x, t) � φ.

This implies that we must have AM (ρ1, . . . , ρM ) > 0 if and only if each ρi > 0.

(2) Next, consider the fundamental Boolean identities of idempotence and commu-
tativity:

Property 8.2 (Idempotence, commutativity). The conjunction operator AM
is idempotent and commutative if:

(i) AM (ρ, . . . , ρ) = ρ, and
(ii) for any permutation ki of the integers i = 1, . . . ,M , AM (ρi, . . . , ρM ) =
AM (ρki , . . . , ρkM ).

Note that associativity is not a fundamental property we wish to preserve,
as it contradicts a later, more desirable property for learning (the shadow-
lifting property). This is also the reason why the AM operator is defined as
a function of M operands instead of just 2; e.g., the identity A3 (ρ1, ρ2, ρ3) =
A2 [ρ1,A2(ρ2, ρ3)], whose equivalent holds for Boolean logic, will not hold for
the conjunction operator in general.

(3) Third, from a general optimization perspective, it is desirable for the operator
AM to be smooth in order to aid gradient-based and acceleration methods.

Property 8.3 (Weak smoothness). AM (ρ1, . . . , ρM ) is weakly smooth if (i) it
is continuous everywhere, and (ii) its gradient is continuous for all points for
which there are no two indices i 6= j satisfying ρi = ρj = mink∈{1,...,M} ρk.

Unlike simply requiring smoothness almost everywhere, this definition expresses
the desire for smoothness at points where there is a unique minimum between the
terms ρ1, . . . , ρM . In particular, a special point of interest is when the robustness
metric switches sign, indicating that the corresponding STL specification has
become true or false. Neither the traditional nor the AG robustness metrics are
smooth at such points.
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(4) Fourth, from a learning-based perspective of guiding towards task satisfaction,
it is important to address the shadowing problem outlined in the introduction.
With the traditional metric AM (ρ1, . . . , ρM ) = min(ρ1, . . . , ρM ), an increase
of any ρi is not seen in the robustness of the conjunction, unless ρi was the
unique minimum of the M operands. For example, if each ρi = ρ, this behavior
is undesired; the reward should indicate that an increase of any ρi is beneficial
as it is necessary for increasing the robustness of the conjunction itself. The
shadowing problem thus makes it difficult for a learning algorithm to find im-
provements towards task satisfaction. The mathematical formulation of tackling
the shadowing problem is given as the following property:

Property 8.4 (Shadow-lifting property). The operator AM is shadow-lifting
if, for any ρ 6= 0 and ∀i = 1, . . . ,M , ∂AM (ρ1,...,ρi,...,ρM )

∂ρi

∣∣∣
ρ1,...,ρM=ρ

> 0 holds.

Considering a set of values ρ1, . . . , ρM := ρ, the robustness metric of their
conjunction using the traditional metric would only show an increase if all ρi
terms increase. On the other hand, the shadow-lifting property implies that
AM (ρ, . . . , ρ) also increases when making partial progress towards this goal and
increasing only a set of the ρi terms. The more elements of the conjunction
change, the greater increase we see in the robustness due to the linearity of
the partial derivatives. The AG robustness satisfies the shadow-lifting property;
however, we will see that being too rewarding for positive changes of the ρi
terms has pitfalls related to local minima for more complex tasks.

Remark 8.2. The shadow-lifting property prohibits the associative property of
the conjunction operator to be satisfied. For example, if it were, the robustness
of the conjunction of the two sets of robustness metrics {1, 1, 1 + ε} and {1, 1 +
ε, 1 + ε} would be both equivalent to that of {1, 1 + ε}, whereas the former
property implies that the second one should be higher. 4

(5) Finally, we consider two additional unclassified properties that impose natural
restrictions on the conjunction operator.

Property 8.5 (min/max boundedness). The operator AM is min/max bounded
if it satisfies the inequality

min(ρ1, . . . , ρM ) ≤ AM (ρ1, . . . , ρM ) ≤ max(ρ1, . . . , ρM ).

Property 8.6 (Scale-invariance). The operator AM is said to be scale-invariant
if, for any α ≥ 0, it satisfies the identity

AM (αρ1, . . . , αρM ) = αAM (ρ1, . . . , ρM ). (8.6)

The former property is useful for placing fundamental restrictions on the values
of AM (·). The latter is desirable for the conjunction function to behave similarly
regardless of the order of magnitude of its robustness metric terms, e.g, in case
we do not know their order of magnitude in advance.
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Table 8.1: Properties satisfied by the robustness metrics introduced in the literature.

Robustness metric Property number
8.1 8.2 8.3 8.4 8.5 8.6

traditional [58] 3 3 7 7 3 3

AG [66] 3 3 7 3 3 7

Table 8.1 above summarizes which of the discussed properties are satisfied by
the traditional and AG robustness metrics discussed in the literature overview.

8.3.2 Imposed restrictions
Properties 8.1-8.6 impose fundamental restrictions on the form of the operator AM
used for constructing any sought-after robustness metric. In the following, various
propositions regarding these restrictions are presented in order to motivate the
definition of a new robustness metric in Section 8.4.

Proposition 8.1. The operator AM cannot be sound, idempotent, and smooth
simultaneously.

Proof. Consider the behavior of A2(ρ1, ρ2) for ρ1 = 0 and ρ2 > 0. By sound-
ness, A2(ρ1, ρ2) must switch sign as ρ1 switches sign; continuity therefore implies
A2(0, ρ2) = 0 for any ρ2 > 0. In particular, A2(0, ρ2) remains 0 when ρ2 → 0+,
thus ∂A2(ρ1,ρ2)

∂ρ2

∣∣∣
ρ1,ρ2=0

= 0. The same argument holds for the partial derivative with
respect to ρ1 at this point. For ε→ 0+, in the first-order approximation we must
thus have A2(ε, ε) =

(
∂A2(ρ1,ρ2)

∂ρ1
+ ∂A2(ρ1,ρ2)

∂ρ2

)
ε = 0. This, however, contradicts

A2(ε, ε) = ε implied by idempotence.

The proposition implies that smoothness across the entire domain is a too strict
requirement. As we will see, however, the operator AM can be weakly smooth. An
interesting question is if the gradient could be continuous at more points than
required by weak smoothness; e.g., one could require continuity of the gradient at
all points except where there are two indices i, j such that ρi = ρj = mink ρk 6= 0.
Note the added ‘ 6= 0’ condition compared to weak smoothness. Although the study
of this question is outside the scope of this work, the metric defined in the next
section will actually be smooth at points where all ρi are equal, giving merit to
the possibility. The following proposition relates smoothness at such a key point of
interest to the shadow-lifting property.

Proposition 8.2. Assume the operator AM is defined such that it is smooth and
satisfies Property 8.2. Then, for any ρ 6= 0 and ∀i = 1, . . . ,M , it satisfies

∂AM (ρ1, . . . , ρM )
∂ρi

∣∣∣∣
ρ1,...,ρM=ρ

= 1
M
, (8.7)

which is positive and thus implies that Property 8.4 also holds.
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Proof. If the gradient is continuous, for any ρ 6= 0 in the first-order approximation
we must have:

lim
ε→0
AM (ρ+ ε, . . . , ρ+ ε) = AM (ρ, . . . , ρ) +

∑M

i=1
ε
∂AM (ρ1, . . . , ρM )

∂ρi

∣∣∣∣
ρ1,...,ρM=ρ

The idempotence property then implies that the equality:

ρ+ ε = ρ+ ε
∑M

i=1

∂AM (ρ1, . . . , ρM )
∂ρi

∣∣∣∣
ρ1,...,ρM=ρ

must hold. Furthermore, due to commutativity of the variables, the partial derivatives
at ρ1, . . . , ρM = ρ must equal one another, which implies the desired result (8.7).

Next, we consider restrictions that weak smoothness imposes on the gradient at
points where the minimal term in the conjunction is unique and equal to zero.

Proposition 8.3. Assume the operator AM is defined such that Properties 8.1-8.3
and 8.5 hold. Then, for all i = 1, . . . ,M ,

∂AM (ρ1, . . . , ρM )
∂ρi

∣∣∣∣
ρi=0, ρj 6=i>0

= 1. (8.8)

Proof. Consider the case i = 1 without loss of generality due to the commutative
property of AM . As AM is sound, it must switch from positive to negative as ρ1
switches from positive to negative at points where ρ1 = 0, ρj 6=1 > 0. Therefore, as
AM is continuous, we must have AM (ρ1, . . . , ρM ) = 0 at such points. The partial
derivative ∂AM (ρ1,...,ρM )

∂ρ1

∣∣∣
ρ1=0, ρj 6=1>0

can thus be evaluated as:

lim
ρ1→0

AM (ρ1, . . . , ρM )− 0
ρ1 − 0 = lim

ρ1→0

AM (ρ1, . . . , ρM )
ρ1

(8.9)

For the limit from below, since ρ1 is the minimal term, the min/max bound inequality
ρ1 ≤ AM (ρ1, . . . , ρM )(< 0) implies limρ1→0−

AM (ρ1,...,ρM )
ρ1

≤ 1. On the other hand,
taking the limit from above, the inequality (0 <)ρ1 ≤ AM (ρ1, . . . , ρM ) implies
limρ1→0+

AM (ρ1,...,ρM )
ρ1

≥ 1. For weak smoothness, the two limits must match, thus
the partial derivative (8.8) must be equal to 1 at this point.

Finally, the following proposition relates possible values AM can take in case
scale-invariance is also assumed.

Proposition 8.4. Assume the operator AM is defined such that Properties 8.1-8.3,
8.5, and 8.6 hold, and consider without loss of generality ρ1 6= 0 fixed. Then, the
condition (8.8) on the partial derivative is satisfied if and only if:

lim
ρ2,...,ρM→∞

AM (ρ1, . . . , ρM ) = ρ1. (8.10)
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Proof. The scale-invariance property allows us to relate the form of limits given by
equations (8.9) and (8.10). Let ε have the same sign as ρ1 6= 0, and consider a set of
values ρ̄i6=1 > 0. Using (8.6) with α := ε/ρ1 > 0, one obtains the relation:

ρ1

ε
AM (ε, ρ̄2, . . . , ρ̄M ) = AM (ρ1, ρ̄2

ρ1

ε
, . . . , ¯ρM

ρ1

ε
). (8.11)

For the ‘if’ direction, assuming (8.10) holds and taking ε→ 0, the right hand side of
this equation becomes ρ1. Dividing both sides by ρ1 then yields:

lim
ε→0

1
ε
AM (ε, ρ̄2, . . . , ρ̄M ) = 1, (8.12)

which by definition of the partial derivative implies (8.8). Conversely, for the ‘only if‘
direction, assuming (8.8) holds, by definition (8.12) must hold as well. Substituting
this into (8.11) for ε→ 0 shows that now (8.10) holds, as desired.

Remark 8.3. Proposition 8.4 and the shadow-lifting property imply that any
conjunction operator satisfying both Properties 8.1-8.6 is nonmonotone. This can
be seen in the simple case of considering A2(−1, ρ) as ρ increases from -1 towards
infinity. Initially, the robustness of the conjunction must increase, but drop back to
the minimal element -1 as ρ→∞. 4

8.4 Proposed robustness metric

We introduce a family of robustness metrics following the imposed restrictions
uncovered in the previous section. More specifically, we construct a conjunction
operator that satisfies all of Properties 8.1-8.6. The construction is such that a
parameter ν > 0 controls how closely the defined metric approaches the traditional
Atrad(ρ1, . . . , ρM ) = mini ρi := ρmin operator.

8.4.1 Behavior for ρmin < 0
If ρmin < 0, the conjunction is not satisfied, hence for soundness and continuity
AM (ρ1, . . . , ρM ) must remain negative and approach 0 as ρmin → 0−. Aiming at a
scale-invariant behavior, let us define:

ρ̃i := ρi − ρmin

ρmin
, (8.13)

which is nonpositive (as ρmin < 0) and becomes 0 at ρi = ρmin. Using this normalized
measure, we further define the effective robustness measures:

ρeff
i := ρmine

ρ̃i , (8.14)

whose purpose is to transform each ρi such that ρeff
i becomes negative and remains

between ρmin and ρi. The proposed conjunction operator for ρmin < 0 with parameter
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ν > 0 is then defined by taking the weighted average of these effective measures:

Anew
M (ρ1, . . . , ρM ) :=

∑M
i=1 ρ

eff
i e

νρ̃i∑M
i=1 e

νρ̃i
, if ρmin < 0. (8.15)

The weighting function eνρ̃i is such that the weight is 1 for ρi = ρmin and becomes
0 as ρi → ∞; this property is motivated by the desire to satisfy the condition

lim
ρi 6=ρmin→∞

AM (ρ1, . . . , ρM ) = ρmin imposed by Proposition 8.4. Further note that

as ν →∞, the exponential weights eνρ̃i tend to 0 for ρi 6= ρmin because each ρ̃i ≤ 0,
and the defined operator becomes the traditional Atrad

M = mini ρi metric.

8.4.2 Behavior for ρmin > 0
If ρmin > 0, the conjunction is satisfied, hence for soundness and continuity
AM (ρ1, . . . , ρM ) must remain positive and approach 0 as ρmin → 0+. For a struc-
turally scale-invariant behavior, we again use the normalized measure defined in
(8.13). As opposed to the previous case, we do not require an effective measure in
order impose negative values on the robustness of the conjunction, and can readily
take the weighted average of the robustnesses forming the conjunction as:

Anew
M (ρ1, . . . , ρM ) :=

∑
i ρie

−νρ̃i∑
i e
−νρ̃i

, if ρmin > 0. (8.16)

Note that if ρmin > 0, the normalized measures are all positive, and the exponential
weights become 1 for ρi = ρmin and 0 as ρi →∞, as in the previous case. As before,
setting ν →∞ also reduces (8.16) to the traditional min operator.

8.4.3 Definition
The new robustness measure is defined from (8.15) and (8.16) as:

Anew
M (ρ1, . . . , ρM ) :=



∑
i ρmine

ρ̃ieνρ̃i∑
i e
νρ̃i

if ρmin < 0,∑
i ρie

−νρ̃i∑
i e
−νρ̃i

if ρmin > 0,

0 if ρmin = 0.

(8.17)

Sample behaviors of the operator Anew
2 (ρ1, ρ2) for different configurations of the

variables ρ1 and ρ2 are depicted in Figure 8.1. Note that the illustrated curves are
smooth, unlike in case of the traditional and AG robustness measures. However,
monotonicity is not achieved, as expected from Proposition 8.4. The introduced
robustness metric can be shown to satisfy each of the desired Properties 8.1-8.6.

Theorem 8.1. The conjunction operator (8.17) satisfies all of Properties 8.1-8.6.

Proof. The proof is technical and is given separately in Section 8.7.
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Figure 8.1: Robustness metric of the conjunction A2(ρ1, ρ2) for the traditional, AG,
and newly proposed metrics as a function of ρ2 for fixed values of ρ1. On the left,
the shadow-lifting property is illustrated as the robustness increases even though the
minimum of the two terms is constant. On the right, the smooth transition of the
proposed metric as the conjunction becomes true or false is demonstrated.

8.5 Case study

In this section, we compare the performance of various robustness measures in the
context of learning a simple but instructive task. The task φ is for a single integrator
robot ẋ = u, with ‖u‖2 ≤ 1, to always eventually visit two nearby regions every
4s until the time horizon T = 10s. The two goal regions are circular with radius
rg = 0.2 and are centered at xg1 = [1.5 2.5]T and xg2 = [2.5 1.5]T. The robot itself
starts from x0 = [2.0 2.0]T and has an input constraint ‖u‖2 ≤ 1. We aim for a
robustness of at least ρφ ≥ 0.05, as well as to minimize C(τ) =

∫ T
0 ‖u(t)‖22 dt. The

scenario is simulated for T = 10s with a time step ∆t = 0.02s.
The task is formulated as φ = G[0,6]

(
F[0,4]µ1 ∧ F[0,4]µ2

)
, where µ1 = (rg −

‖x− xg1‖ > 0) and µ2 = (rg−‖x− xg2‖ > 0). The minimal robustness requirement
implies that the distance to travel from one region to the other is 1.11, slightly more
than what is physically possible for the robot in one second. For this reason, out of
two potential solutions illustrated in Figure 8.2a, only the green one is feasible, and
its cost can be calculated to be Copt = 2.02.

We employ the AG-PI2 method from Chapter 6 to solve the described scenario; for
hyperparameter details, see Section A.4. The algorithm allows the definition of initial
γi(t) funnels to guide the exploration towards the optimal solution. In particular, we
examine three imposed guides for reaching the target regions, as depicted in Figure
8.2b. The three cases are referred to as strong, weak, and no guidance, respectively.
The figure shows the γ1(t) guides for reaching the goal region 1; the funnels for the
second are defined from γ1(t)+γ2(t)

2 := γ1(0) as γ2(t) = 2γ1(0)− γ1(t).
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(a) Out of two potential local minimum solutions for satisfying the task, the green
is feasible and optimal with respect to minimizing the input energy. The red re-
quires too high robot velocities and is not feasible due to the input constraints.

(b) Evolution of the robustness measure ρµ1(x(t)) for the optimal trajectory (shown
in green), and three γ1(t) guide funnels aiming to enforce it in a progressively more
aggressive manner (shown in blue).

Figure 8.2: Illustration of potential solutions and robustness specification guides to
satisfying the task outlined for the case study. The robot needs to visit both goal
regions once every 4 seconds throughout the first 6 seconds of its motion.

We compare the traditional, AG, and newly proposed robustness metrics in terms
of their performance for guiding learning in context of the outlined scenario. The
goal is to achieve task satisfaction as quickly and consistently as possible. To this
end, the case scenario is solved 25 times using AG-PI2 for the different configurations
of guidance funnels and robustness metrics. Table 8.2 summarizes the percentage of
finding feasible solutions as opposed to infeasible ones (as shown in Figure 8.2a) in
each case. Figure 8.3 on the next page shows the convergence of the task robustness
measure ρφ and the achieved cost C(τ) as a function of the AG-PI2 iteration number
for the case of the successful runs.



8.5. Case study 99

Table 8.2: Percentage of AG-PI2 runs for which feasible solutions were found for
the case scenario. The results reflect 25 randomized runs for each configuration of
robustness measure and guidance used to solve the problem.

Robustness metric Feedback guidance
none weak strong

traditional [58] 88% 100% 100%
AG [66] 40% 16% 88%
new 64% 100% 100%

First examining the graphs in Figure 8.3, it is clear that the newly defined
robustness measure surpasses both the traditional and the AG metric in terms of
accelerating the learning process. Surprisingly, the latter behaves quite poorly, most
likely due to the learning method not being suited for handling discontinuous costs
well. It is important to note here that the metrics and thus costs are not comparable
in terms of their values, but in terms of when the task becomes satisfied due to the
soundness property. The new metric consistently achieves task satisfaction 20-25%
faster than the traditional metric.

It is also worth discussing the achieved results in terms of which local minima was
found by the algorithm, as summarized by Table 8.2. In case of strong guidance, all
3 robustness metrics mainly converge to the true solution, although the AG metric
sometimes still snaps into the incorrect one even in this case. With no guidance,
the traditional metric is clearly superior in terms of finding the correct solution,
although it still converges slower than the new metric in case the latter finds it as
well. With a minimal weak initial nudge in the optimal direction, both the traditional
and new metrics converge to the true optimum in 100% of the runs, whereas the
AG metric does not exhibit such a trend; in fact, the opposite seems to be the case.
We conjecture that this behavior is caused by the AG metric being too rewarding
for increases in robustness metrics, as seen through Figure 8.1. Conversely, the
new metric rewards small increases of terms in a conjunction more than very large
ones, leading to an arguably more desired convergence behavior of all the terms
rising more or less together. We emphasize that the AG metric was designed to be
rewarding in order to achieve higher robustness against noise than the traditional
metric.

A final observation is that the proposed metric is able to achieve improved
convergence rates without deviating much from the traditional robustness metric.
This is seen from Figure 8.1; the parameter ν = 3.0 was used in the simulation
examples. Thus, the new metric expresses a similar robustness interpretation as
the traditional metric. This is opposed to the AG metric, which expresses the (not
necessarily true) desire to reach and stay at positive robustness states faster and
for a longer period of time. These findings emphasize an additional possibility and
advantage of the newly defined metric: namely, the parameter ν allows the user to
control how close it approximates the traditional measure. Varying this parameter
throughout the learning procedure may lead to even more beneficial results.
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Figure 8.3: Convergence of the cost and robustness metrics throughout the AG-
PI2 algorithm running under strong, weak, or no guidance. The results show the
distribution of successful runs obtained from 25 sample runs of the algorithm, for
the discussed traditional, AG, and newly proposed robustness metrics. The median
task robustness measures ρφ and achieved costs C(τ) are plotted as a function of the
iteration number k. All results, excluding the top and bottom 10%, lie in the shaded
regions. The newly defined metric always converges to near the optimal solution and
achieves task satisfaction most quickly and with least variance. The optimal cost can
be calculated as Copt = 2.02.
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8.6 Conclusions and future work

In this chapter we conducted a formal study regarding the form of possible ro-
bustness metrics for quantifying the satisfaction of STL tasks. We presented a
structured manner of defining robustness metrics, as well as a theoretical framework
for examining their fundamental properties and restrictions between them. The
findings motivated the definition of a sample new robustness metric, whose improved
performance for accelerating learning was demonstrated through a simulation case
study.

Our preliminary results are promising and yielded much insight into the behavior
of robustness metrics, which motivates further research into the potential of defining
robustness metrics for their role in general-purpose reward shaping. In particular, it
seems that for optimization purposes, the shape of the robustness metric is important
for avoiding local-minima and should thus be taken into account. Further work on
the topic includes a more rigorous exploration of the trade-offs between properties
of potential robustness metrics and their imposed restrictions on the metric itself.
For example, it might be possible to achieve a monotone metric by sacrificing the
self-invariance property. In addition, it is worth exploring whether the found metric
yield improvements in other areas related to STL, not just learning algorithms. In
terms of learning methods, however, a more thorough simulation study should be
conducted to verify the superior performance of any newly defined metric across a
wider spectrum of scenarios and task specifications.

8.7 Proof of Theorem 8.1

Proof. We prove the theorem for the definition of Anew
M in case mini ρi < 0; the

proof for mini ρi > 0 follows the same pattern.
Properties 8.1-8.2: For soundness, we must have Anew

M (·) < 0, which follows from
ρmin = mini ρi < 0 and the positiveness of all exponential factors in the definition
(8.15) of the operator. For idempotence, substituting in ρ1 = . . . ρM := ρ implies
ρmin = ρ, and for all normalized metrics we have ρ̃i = 0. The expression (8.15)
therefore reduces to

∑M
i=1 ρ/

∑M
i=1 1 = ρ, as desired. Commutativity follows from

the the commutativity of ρmin = mini ρi and from commutativity of addition.
Property 8.3: For weak smoothness, we first show that the operator is continuous.

This is clearly the case due to the continuity of the composing min and exponential
functions when ρmin < 0; furthermore, we must show Anew

M (ρ1, . . . , ρM ) → 0 as
ρmin → 0− as by definition (8.17) Anew

M (ρ1, . . . , ρM ) = 0 when ρmin = 0. To
show this, note that the effective robustness measures (8.14) are defined such that
ρ0 ≤ ρeff

i < 0 ∀i, hence the weighted average (8.15) of them will also satisfy these
bounds. Thus, when ρ0 → 0−, Anew

M (ρ1, . . . , ρM )→ 0, as necessary for continuity.
It is clear that the gradient of (8.15) is smooth whenever there is a unique index

i such that ρi = ρmin < 0 due to the smoothness of the composing functions. To
complete the proof, we need to show that as ρmin → 0, the left and right partial



102 Robustness metrics for learning STL tasks

derivatives with respect to each ρi become equal. Proposition 8.3 implies that the
partial derivative with respect to the minimal term needs to be equal to 1, which
will now be shown for the left side derivative. Indeed, let i be the unique index for
which ρi = mini ρi; then as ρmin → 0−, all other ρj 6=i > 0 and thus ρ̃j 6=i → −∞
while ρ̃i = 0. Substituted into the expression (8.15), Anew

M (ρ1, . . . , ρM ) thus reduces
to ρmin = ρi, and the partial derivative is thus:

lim
ρi→0,ρj 6=i>0

Anew
M (ρ1, . . . , ρM )−Anew

M (0, ρ2, . . . , ρM )
ρi − 0 =

= ρi − 0
ρi

= 1,

as desired. Furthermore, the partial derivative with respect to the other variables
must approach 0 as ρmin → 0−, because AM (·) ≡ 0 at ρmin = 0. This can be shown
by deriving the expression for these partial derivatives while treating ρi = ρmin as a
constant. Indeed, with respect to a variable ρj , j 6= i, one obtains:

∂AM (·)
∂ρj

= e(1+ν)ρ̃j
(1 + ν)(1 +

∑
k 6=i e

νρ̃k)− νeνρ̃j(
1 +

∑
k 6=i e

νρ̃k

)2 . (8.18)

In the limit ρmin → 0−, all ρ̃k → −∞ for any k 6= i, and thus the above expression
becomes 0. This completes the proof of weak smoothness.

Property 8.4: For the shadow-lifting property, we show that when ρ1, . . . , ρM :=
ρ 6= 0, the partial derivative with respect to any ρi becomes 1/M > 0. Due to
commutativity, without loss of generality consider limits as ρ1 → ρ, first from above
with ρ1 = ρ+ ε and ε→ 0+. Then ρmin = ρ and each ρ̃j 6=1 = 0, thus:

lim
ε→0+

1
ε

[AM (ρ+ ε, ρ, . . . , ρ)−AM (ρ, . . . , ρ)]

= lim
ε→0+

ρ

ε

(M − 1) + e(1+ν) ρ+ε−ρρ

(M − 1) + eν
ρ+ε−ρ
ρ

− ρ

ε

= lim
ε→0+

ρ

ε

e(1+ν) ερ − eν
ε
ρ

(M − 1) + eν
ε
ρ

= lim
ε→0+

1
(M − 1) + eν

ε
ρ

lim
ε→0+

eν
ε
ρ lim
ε→0+

e
ε
ρ − 1
ε/ρ

= 1
M · 1 · 1 = 1

M .

For the limit from below, with ρ1 = ρ− ε and ε→ 0+, we have ρmin = ρ− ε and
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thus following the definition (8.15):

lim
ε→0+

1
ε

[AM (ρ− ε, ρ, . . . , ρ)−AM (ρ, . . . , ρ)]

= lim
ε→0+

ρ− ε
ε

1 + (M − 1)e(1+ν) ρ−(ρ−ε)
ρ−ε

1 + (M − 1)eν
ρ−(ρ−ε)
ρ−ε

− ρ

ε
.

Following the same steps as previously, this limit can also be shown to equal 1
M .

Since the two limits equal, the partial derivative exists and is equal to 1/M , as
desired.

Property 8.5: For the boundedness of AM (ρ1, . . . , ρM ) by mini ρi and maxi ρi,
note that (8.15) takes the weighted average of the terms ρeff

i = ρmine
ρi−ρmin
ρmin . As

all ρi > ρmin and ρmin < 0, the exponent is negative and thus each ρmin ≤ ρeff
i .

Furthermore, by the Bernoulli inequality ex ≥ 1 + x:

ρeff
i = ρmine

ρi−ρmin
ρmin ≤ ρmin(1 + ρi−ρmin

ρmin
) = ρi ≤ maxj ρj .

The weighted average of the terms ρeff
i in (8.15) must also adhere to the bounds

imposed on them, as was to be shown.
Property 8.6: Scale-invariance readily follows by substitution. For any ρi → αρi

transformation with α > 0, the normalized measures ρ̃i remain constant, and the
minimal term becomes ρmin → αρmin. Since the expression (8.15) is linear in ρmin
(when treating ρ̃i independently), the desired scale-invariance property follows.





Chapter 9

Summary and future work

In this thesis, we studied a reinforcement learning approach for solving optimal
control problems involving STL task satisfaction constraints. Initially, Chapters 4
and 5 have been devoted to the proposed G-PI2 solution to the problem, emphasizing
the role guidance controllers play in terms of aiding exploration within the learning
algorithm. We analyzed a potential class of guidance laws in detail, noting that
as they are complemented by a learning part in G-PI2, there is more freedom in
their design as they are not required to strictly enforce task satisfaction constraints.
This allowed the derivation of a penalty-based framework, which yields heuristically
well-performing guidance controllers. The applicability and improved performance
of the developed solution approach was demonstrated in a detailed simulation study.

Chapters 6-8 presented various enhancements to the proposed G-PI2 algorithm,
mainly aiming towards practical feasibility. In particular, we discussed an adaptation
procedure to handle cases when the robustness specifications required for good
guidance are not known in advance. Then, we considered a learning framework
for gathering experience in order to accelerate the learning process for future task
specifications involving either different initial conditions or changes in the task.
Finally, we examined if the STL robustness metric itself, which is a fundamental
tool for quantifying and imposing task satisfaction, can be altered in a way such
as to accommodate faster learning. The results demonstrate that the introduced
ideas and techniques are worth future study and can lead to significant overall
improvements in the context of learning to satisfy STL tasks optimally.

9.1 Outline of potential research directions

Although G-PI2 has been demonstrated to be a feasible learning solution, there is
room for much more interesting research regarding the topic of blending traditional
and data-driven approaches for solving STL tasks optimally. What properties or
characteristics are desirable for a guidance controller to have in order for it to
perform well? How robust is the learning process against differences in the model
assumed by the guide and the true physical model of the system? Different controller

105



106 Summary and future work

derivation frameworks are also worth considering, especially taking the trade-off
between controller complexity and quality of guidance into account. There is a
spectrum of what the guidance aims to accomplish. For example, the proposed
controllers are mainly meant for a simulated environment - their computational
efficiency allows for many problems to be solved quickly in order to warm-start
exploration in a real-life scenario. However, with a more sophisticated guidance
controller (potentially using more available knowledge of system dynamics), less
iterations and thus samples would be required to solve the optimal control problem
online. In case of an immediate real-life deployment, such a guidance controller
can also be expected to better guarantee safety constraints, which is an important
aspect to consider as well.

Besides research on guidance controllers, improving the G-PI2 algorithm itself
offers many future research directions. The most crucial of these would be to
automate the selection of algorithm hyperparameters. This mainly includes the λ
penalty parameter updates, as well as the exploration rates controlled by C(0)

t and
Ct,min. The former impacts how the task satisfaction constraint is handled within
the algorithm, and to our knowledge, constrained evolutionary methods such as
PI2 have not been considered in the literature in detail. The latter is important
for continuously exploring the parameter space in relevant directions, which is
crucial for the sample efficiency of the learning procedure. The main motivation for
automatically selecting hyperparameters is to further decrease the number of user
design parameters, and to increase the consistency by which the algorithm finds
optimal results.

Additional modifications to the presented G-PI2 algorithm include handling
low-dimensional parametric descriptions of the policy feedforward terms or the γ(t)
robustness specifications. There is no fundamental reason why these have not been
considered herein, other than the fact that allowing degrees of freedom for every
time step theoretically allowed optimal solutions to be found and compared. This
way, the focus was on the algorithm’s potential and limitations in its own regard,
and not stemming from design choices related to which class of policies are being
sought after by a low-dimensional parameterization.

There are various other improvements and changes to the G-PI2 algorithm which
can be expected to improve its performance and are thus of interest. Although
many extensions and improvements have been discussed individually at the end of
Chapters 6-8, here we give a detailed discussion of additional aspects we consider
interesting and worth of further research.

9.1.1 Experimental verification
The overall goal of the thesis work is to develop practically feasible methods for
learning how to solve STL tasks. Naturally, demonstrating the effectiveness of the
results requires a real-life case study. Although this experimental verification was
outside the time scope of this licentiate work, it is now a priority, especially given
the enhancements to the nominal G-PI2 algorithm introduced in Chapters 6-8.
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9.1.2 Multi-agent variant

The power of STL task specifications becomes especially tangible when we consider
the possibility of a multi-agent, decentralized system working together dynamically
to accomplish various missions. Towards this goal, a multi-agent variant of the
introduced G-PI2 algorithm is of considerable interest and a topic of ongoing
research. The difficulty arises from the fact that the agents can be coupled both
dynamically and by shared tasks, yet they have to learn how to satisfy their tasks
using limited communication and information in a decentralized manner in order
to avoid the computational explosion that stems from the increased state space of
the entire system. Towards this end, we can either consider modifying the G-PI2

algorithm itself to tackle these issues, or to utilize methods such as funnel adaptation
to allow the agents to explore in a smart and systematic manner in order to ease
coordination and sample efficiency burdens.

9.1.3 Initial robustness specification estimates

An alternative approach towards solving control problems with STL task constraints
would be to consider STL from a Boolean logical perspective and leverage ideas
from the Boolean satisfiability problem (SAT). The SAT problem is known to be
NP-hard, prompting many heuristic and advanced solution techniques optimized
for certain classes of problems. Compared to SAT, STL satisfaction is even more
difficult, as both timing constraints are involved and the dynamics of the system
restricts the class of feasible solutions. Nevertheless, it would be interesting to aim
at transferring ideas from the SAT literature to STL. Although a thorough review
is outside the scope of this thesis, we mention an interesting approach in line with
the machine learning theme of this thesis [94]. Therein, the authors aim to train a
neural network which determines whether a SAT is solvable or not. The result is an
iterative network, which essentially finds a solution to the SAT while attempting
to answer this question. Similarly, one could imagine an iterative algorithm for
updating the robustness specifications until they guarantee satisfaction of the STL
task. These could then be used as an initial estimate of the robustness specifications
in G-PI2. However, the ideas are not simple to transfer to the STL case due to the
coupling between the system dynamics and the state-dependent atomic predicates.

9.1.4 Unknown environments

Although the proposed G-PI2 learning method can handle unknown system dynamics,
we must consider cases where the environment itself is unknown, i.e., where the
robustness metrics ρµ of the atomic predicates µ are not known in advance. For
example, in case the location of an obstacle is not known in advance, the robustness
metric corresponding to its avoidance only becomes available during real-time
operation through measurement data. Although not a problem for the PI2 algorithm,
the guidance controllers in G-PI2 do rely on the gradient of and thus knowledge
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about the robustness functions. Thus, in order to accommodate these cases, these
gradients must be estimated in real-time, which might alter the design aspects of
the guidance controllers which rely on the estimates.

9.1.5 Unknown dynamics
Thus far, we have considered partially unknown dynamics, i.e., the term g(x)
describing the influence of the input on the system was considered known. Approaches
for handling the case when this term is also unknown, or when the system dynamics
have the general nonlinear form ẋ = f(x,u), may also be considered. In this regard,
the main idea would be to build a hierarchical tree of the task specification, with the
root being the main task itself, and the leaves corresponding to the atomic predicates.
Intuitively, the system can learn how to satisfy various robustness specifications
laid on the atomic predicates more quickly and on a different time-scale than for
more complex subformulas. Therefore, guidance controllers can be learned and
progressively used to guide the search procedure towards satisfying more and more
complex subformulas until the entire STL task is satisfied.



Appendix A

Scenario descriptions

This chapter lists the details of the case study scenarios examined throughout
the thesis, along with the G-PI2 algorithm hyperparameters used for solving the
defined optimal control problems. These hyperparameters include the parameters of
guidance controllers as well as the parameters of the G-PI2 algorithm itself.

Throughout the different scenarios, the aim was to keep as many hyperparameters
the same in order to simplify the tuning procedure. For example, the function
κi(x, t) in the simple and improved combination controllers (4.19) and (4.30) were
given the same form for all i = 1, . . . ,M atomic propositions. This is given as a
linear-exponential-linear function in terms of the transformed robustness metrics
ξi = Γi(t)−ρµi (x(t))

Γi(t)−γi(t) as:

S(ξ) =


α1ξ if 0 ≤ ξ < ξs,

s0 + α2
(
eβ(ξ−ξs) − 1

)
if ξs ≤ ξ < 1,

s1 + α3 (ξ − 1) if 1 ≤ ξ.
(A.1)

where the switching point ξs controls where the exponential increase begins. In the
active control region 0 ≤ ξ, the function is thus composed of a linear, an exponential,
and another linear term, aiming to always push the system towards ξ = 0, but
mainly near and after the robustness specification boundary is reached at ξ = 1.
The linear and exponential parts are parameterized by given values of ξs := 0.8,
S(ξs) := 0.8 and S(1) := 2, and are joined together to be continuous and have a
continuous derivative at the intersections ξ = ξs and ξ = 1, as shown in Figure A.1.

A.1 Simple navigation scenario

The simple navigation scenario involves a 2D robot with tasks related to reaching a
goal region and avoiding an obstacle within a time horizon of T = 10s. The atomic
predicates µ1 and µ2 indicate if the goal is reached and if the obstacle is avoided, and
are defined by the functions hµ1(x) := rg−‖x− xg‖2 and hµ2(x) := ‖x− xo‖2−ro,
where x is the robot position, rg = 0.2, xg = [1.0 3.5]T, ro = 1.2, and xo = [2.5 2.0]T.
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Figure A.1: Sample choice of the transformation function S(ξ) of the form (A.1).

The task examined in Section 5.5 is to eventually reach the goal within 10s and
always avoid the obstacle, formally defined as φ := F[0,10]µ1 ∧G[0,∞]µ2. To enforce
this task, robustness specifications for the two atomic predicates are defined as γ1(t)
increasing linearly from −4 to ρgoal = 0.05 from t = 0 to t = 10, while γ2(t) := ρgoal
is kept constant. The control regions of interest are defined by Γ1(t) := rg = 0.2
and Γ2(t) := 0.5. The task is slightly changed when examining funnel adaptation
in Section 6.4.1: the robot eventually always has to remain at the goal region, i.e.,
φ := F[0,10]G[0,∞]µ1 ∧G[0,∞]µ2. However, this behavior was not explicitly enforced,
and in order to study funnel adaptation the initially supplied robustness specification
for µ1 was changed to simply γ1(t) := −5.

The default G-PI2 hyperparameters used in Section 5.5 were K = 25, N = 100,
h = 10, µ = 1, ε = 25%, C(0)

t = 2 · 10−3I2, Ct,min = 2 · 10−4I2, and Nesterov
acceleration was disabled. In the presence of process noise, the discrimination
parameter was changed to h = 3 and the eliteness parameter to ε = 50%. To
enforce task satisfaction with the goal robustness ρgoal, the penalty parameter
λ was increased using cosine annealing according to (5.5) using the parameters
λmin = 2.0 and λmax = 2000.0. For both the simple combination and improved
combination controllers (4.19) and (4.30), the regularization parameters were set to
∆ = ∆1 = ∆2 = 0.05 while for the former K1 = K2 = 1. The scenario was simulated
using a time step ∆t = 0.05.

The settings for studying funnel adaptation in Section 6.4.1 were altered to
K = 50, N = 100, h = 3, µ = 1, ε = 50%, C(0)

t = 2 · 10−4I2, Ct,min = 2 · 10−7I2,
λmin = 0.5, and λmax = 5000.0. The scenario was simulated with a smaller time step
of ∆t = 0.02. The averaging parameter for funnel adaptation was set to β = 0.2.
Two cases were examined; one, where the robot is modeled as a single integrator
ẋ = [ẋ ẏ]T = [ux uy]T = u with ‖u‖2 ≤ 1; and a second, where the robot is modeled
as a unicycle ẋ = v cos θ, ẏ = v sin θ, θ̇ = 5ω with input constraints |v| ≤ 1 and
|ω| ≤ 1. The regularization parameters for the IC guiding controllers were ∆ = 0.05
and ∆ = 0.2 for the single-integrator and unicycle models, respectively; for the
latter, elementary control actions were calculated using (4.41) and (4.43).
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A.2 Complex navigation scenario

The complex navigation scenario considers a system of two ground vehicles and a
drone described by the dynamics presented in (5.11). The ground robots are tasked
with eventually always staying within a distance rg = 0.1 of xg1 = [2.0 4.2]T and
xg2 = [3.0 4.2]T within 7s. Furthermore, they must always maintain a distance
bounded by dmin

12 = 1 − ∆d12 and dmax
12 = 1 + ∆d12 with ∆d12 = 0.1 between

themselves. They must always avoid a circular obstacle of radius 1 centered at
xo = [2.5 2.5]T by ro = 1.2 during this maneuver (in order to leave space for, e.g.,
a carried object). The drone is tasked with eventually always remaining within
ra = 0.1 from the middle of the two ground robots within 3 seconds. The goal is
to satisfy this task with robustness ρgoal = 0.02 while minimizing the sum of each
robot’s expended energy, i.e., C(τ) =

∑3
i=1
∫ T

0 u
T
i ui.

A formal description of the task within the STL framework is given as follows.
Define the non-temporal atomic propositions according to hµi(x) := rg−‖xi − xgi‖2
for i = 1, 2, hµ3(x) := dmax

12 − ‖x1 − x2‖2, hµ4(x) := ‖x1 − x2‖2 − dmin
12 , hµ5(x) :=

‖x1 − xo‖2−ro, hµ6(x) := ‖x2 − xo‖2−ro, and hµ7(x) := ra−‖(x1 + x2)/2− x3‖2.
The corresponding temporal subtasks for the robots are then ϕi := F[0,7]G[0,∞]µi
for i = 1, 2, ϕi := G[0,∞]µi for i = 3 . . . 6, and ϕ7 := F[0,3]G[0,∞]µ7. The full task
specification is thus given as φ :=

∧7
i=1 ϕi.

In Section 5.5, the funnels aiming to enforce the task φ were defined as follows.
For reaching the goal regions, γ1(t) and γ2(t) were increased linearly from -4 to
ρgoal from t = 0 to t = 7, while for the drone γ7(t) was increased from −2 to ρgoal
from t = 0 to t = 3 and kept at that value thereafter. The obstacle avoidance and
distance constraints were also enforced using γ3,4,5,6(t) := ρgoal. For simplicity, the
upper boundaries of the control regions of interest were also kept constant with
Γ1,2(t) := rg = 0.1, Γ3,4(t) := 0.5, Γ5,6 := ∆d12 = 0.1, and Γ7(t) := ra = 0.1. In
Section 6.4.2 studying funnel adaptation, we simply used γ1(t) = γ2(t) := −4 and
γ7(t) := −2. Not that these funnels do not specifically aim to enforce the desired
temporal behaviors of reaching the goal regions or the middle of the two ground
robots within the given time window of 7s and 3s, respectively.

The default G-PI2 hyperparameters used in Section 5.5 were K = 50, N = 100,
h = 3, µ = 1, ε = 50%, C(0)

t = 2 · 10−5I6, Ct,min = 2 · 10−7I6, and Nesterov
acceleration was enabled. To enforce task satisfaction with the goal robustness ρgoal,
the penalty parameter λ was increased using cosine annealing according to (5.5)
using the parameters λmin = 0.5 and λmax = 10000.0. For the simple combination
controller (4.19), the regularization parameters were set to ∆1 = ∆2 = 0.05 and
K1 = K2 = 1. For the improved combination controller (4.30), we used ∆ = 0.2. In
Section 6.4.2 studying funnel adaptation, this was changed to ∆ = 0.05 and the
initial exploration rate for both types of controllers was increased to C(0)

t = 2·10−4I6.
The averaging parameter for funnel adaptation was set to β = 0.8.
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A.3 Double obstacle avoidance scenario

Due to the various tasks and costs to minimized examined for this scenario, the details
of the setup have already been given in Section 7.3. To solve the defined problems
in the online phase, the G-PI2 hyperparameters used were K = 50, N = 25, h = 3,
µ = 1, ε = 50%, C(0)

t = 2 · 10−5I2, Ct,min = 2 · 10−7I2, and Nesterov acceleration
was enabled. During the offline training process, we used N = 100 and h = 5 to
find improved quality solutions closer to the optimum. For aiding the satisfaction of
the two tasks φ1 and φ2 defined by (7.4), guiding funnels for γ1(t) were increased
linearly from -5 to ρgoal = 0.05 from t = 0 to t = 10s or t = 6s, respectively. For
avoiding the two obstacles, γ2,3(t) := ρgoal was kept constant. The upper boundaries
of the control regions of interest for the improved combination controller (used in
comparison to the trained neural network policies) were defined by Γ1(t) := 0.2 and
Γ2,3(t) := 0.5, and the controller used a regularization of ∆ = 0.2. To enforce task
satisfaction with the goal robustness ρgoal, the penalty parameter λ was increased
using cosine annealing according to (5.5) using the parameters λmin = 1000 and
λmax = 10000.

A.4 Repetitive goal region visits scenario

The scenario setup and tasks are already given in Section 8.5, and here we list
the exact AG-PI2 hyperparameters used for the case study. These were K = 100,
N = 100, h = 3, µ = 1, ε = 50%, C(0)

t = 2 · 10−5I2, Ct,min = 2 · 10−7I2, and
Nesterov acceleration was enabled. For enforcing task satisfaction, various funnels
were examined as depicted in Figure 8.2, while the upper boundaries of the control
regions of interest for the two target areas where defined by Γ1,2(t) := rg = 0.2. The
improved combination controller used for finding solutions used a regularization
of ∆ = 0.2. To enforce task satisfaction with the goal robustness ρgoal = 0.05, the
penalty parameter λ was increased using cosine annealing according to (5.5) using
the parameters λmin = 1 and λmax = 5000. The averaging parameter for funnel
adaptation was set to β = 1.0.
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