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Abstract 
 

 

Numerical weather prediction relies on two major components: sophisticated 
atmospheric forecast models and equally important data assimilation algorithms. Data 
assimilation (DA) is the process used to produce the best estimate of the state of a model, 
using an Earth system numerical model and observations. This “best estimate” will then 
be an accurate initial condition to the model. 

 

More and more applications of weather or weather-related forecasts (such as air quality) 
require estimates of the uncertainty in the forecasts, or even full probability distribution, to 
inform decision making. An estimate of the probability distribution of the analysis can be 
obtained by generating an ensemble of analysis. For each member of the ensemble, all 
inputs to the assimilation process are perturbed randomly according to their respective 
error statistics. Each data assimilation instance is an optimization problem and in the 
context of Ensemble Data Assimilation, many almost identical optimization problems are 
solved. So far, these problems have been solved independently of each other, using for 
example a Lanczos algorithm. However, it is possible to use information from all the 
members to construct a better approximation of the eigen-structure of the matrix at the 
heart of the optimization problem, and accelerate the convergence. The block-Lanczos 
algorithm is one of the block methods that exist to solve an Ensemble of Data 
Assimilation 

 

This project consists in implementing the block Lanczos algorithm in the Joint Effort for 
Data assimilation Integration (JEDI) framework and demonstrate the relevance of the 
technique with the use of the Quasi-Geostrophic model (QG). Results show that when 
comparing a Lanczos and a block Lanczos, two effects compete against each other: the 
block requires less iterations to converge but each iteration takes more time. The fastest 
time to converge is reached when using around 16 members. Though, some issues are still 
encountered and requires to look more into the kind of operators we use in the block 
algorithm or it is subject to divergence. 

  



 

 

Sammanfattning 
Implementering av ett block Lanczos-algoritm vid dataassimilering 

 

Numerisk väderprognos litar på två huvudkomponenter: sofistikerade atmosfäriska 
prognosmodeller och lika viktiga dataassimileringsalgoritmer. Dataassimilering (DA) är 
processen som används för att producera den bästa uppskattningen av tillståndet för en 
modell, med hjälp av en jordsystems numerisk modell och observationer. Denna "bästa 
uppskattningen" är då ett exakt initialt villkor för modellen. 

 

Alltmer tillämpningar av väder- eller väderrelaterade prognoser (t.ex. luftkvalitet) nödgar 
uppskattningar av osäkerheten i prognoserna, eller full sannolikhetsfördelning. Detta 
används för att informera beslutsfattandet. En uppskattning av sannolikhetsfördelningen 
av analysen kan erhållas genom att generera en ensemble av analys. För varje medlem i 
ensemblen störs alla inmatningar till assimileringsprocessen slumpmässigt enligt deras 
respektive felstatistik. Varje dataassimileringsinstans är ett optimeringsproblem och när 
man arbetar med Ensemble-Dataassimilering (EDA) löses många nästan identiska 
optimeringsproblem. Hittills har dessa problemlösts oberoende av varandra – med en 
Lanczos-algoritm till exempel. Det är emellertid möjligt att använda information från alla 
medlemmar för att konstruera en bättre approximation av matrisens egenstruktur i 
centrum för optimeringsproblemet och påskynda konvergensen. Block-Lanczos-
algoritmen är en av de blockmetoder som finns för att lösa en ensemble av 
dataassimilering. 

 

Projektet består i att implementera blocket Lanczos-algoritmen i JEDI-ramen (Joint Effort 
for Data Assimilation Integration) och visa relevansen av tekniken med hjälp av Quasi-
Geostrophic-modellen (QG). Resultaten visar att när man jämför en Lanczos och ett 
Lanczos-block, konkurrerar två effekter mot varandra: blocket kräver mindre iterationer 
att konvergera men varje iteration tar mer tid. Den snabbaste tiden att konvergeras uppnås 
när man använder omkring 16 medlemmar. Men vissa problem uppstår fortfarande och 
kräver att vi ser mer ut i vilken typ av operatörer vi använder i blockalgoritmen eller det är 
föremål för avvikelse.  
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Introduction 
 

 

Numerical weather prediction relies on two major components: sophisticated 
atmospheric forecast models and equally important data assimilation algorithms. Data 
assimilation (DA) is the process used to produce the best estimate of the state of a model, 
using an Earth system numerical model and observations. This “best estimate” will then 
be an accurate initial condition to the model. More and more applications of weather or 
weather-related forecasts (such as air quality) require estimates of the uncertainty in the 
forecasts, or even full probability distribution, to inform decision making. Ensemble 
prediction techniques have been developed to address this question, first for the 
forecasting component and more recently for data assimilation. 

In data assimilation (DA), the best estimate of the state of a system (called analysis) is 
determined based on two components: 

• the previous estimate (most recent forecast, called background) 
• the observations of the system since that forecast was produced 

An estimate of the probability distribution of the analysis can be obtained by generating an 
ensemble of analysis. For each member of the ensemble, all inputs to the assimilation 
process (background forecast, observations, model and some input parameters such as sea 
surface temperature for an atmospheric model) are perturbed randomly according to their 
respective error statistics. 

Each data assimilation instance is an optimization problem, typically solved using the 
conjugate gradient method or the closely related Lanczos algorithm. In the context of 
ensemble data assimilation (EDA), many almost identical optimization problems are 
solved. So far, these problems have been solved independently of each other. However, it 
is possible to use information from all the members to construct a better approximation of 
the eigen-structure of the matrix at the heart of the optimization problem, and accelerate 
the convergence of the Lanczos algorithm. This algorithm is known as the block-Lanczos 
algorithm. 
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1. Joint Effort for Data assimilation Integration 
(JEDI)1 

The Joint Center for Satellite Data Assimilation (JCSDA) is the fruit of a collaboration 
between NASA, NOAA, and the Department of Defense. Its mission is to accelerate and 
improve the quantitative use of research and operational satellite data in weather, ocean, 
climate and environmental analysis and prediction models. Within this mission, we are 
interested in building more robust software to automatically handle changes in the 
observing system, including the preparation for massive increase in the volume, velocity 
and variety of observation data at the dawn of the microsatellite era. 

The JCSDA is spearheading an inter-agency plan called the Joint Effort for Data 
assimilation Integration (JEDI). The long-term objective of the JEDI project is to provide 
a unified abstract data assimilation framework. This framework should be used for 
research and operational use and for different components of the Earth system (coupled 
system). The main objective is to reduce or avoid redundant work within the data 
assimilation community and increase the efficiency of research and transition from 
developmental to operational states. 

 

2. Object-Oriented Prediction System (OOPS) 

The weather forecasting problem can be broken into manageable pieces: 

- Data assimilation (or ensemble prediction) can be described without knowing the 
specifics of a model or observations. 

- Minimization algorithms can be written without knowing the details of the 
matrices and vectors involved. 

- Development of a dynamical core on a new model grid should not require 
knowledge of the data assimilation algorithm. 

This should lead to a separation of concerns: scientist should focus on one aspect at a 
time, and the different concepts should be treated in different parts of the code. 

Inside the JEDI framework, one main project is the Object-Oriented Prediction System, 
a.k.a. OOPS. The primary motivation for this project is to provide a flexible framework 
for data assimilation that dissociates the data assimilation algorithm and the specific 
implementation for each model. In concrete terms, the model is an input along with the 
observations: OOPS is written independently of the model and the physical system it 
represents. 

                                                
1 https://www.jcsda.org  
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Where many DA algorithms are model-specific and need to be re-implemented for each 
model, OOPS aims at increasing productivity and scientific exploration, allowing to easily 
compare different models, and facilitating collaboration between agencies. 
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I. Objectives and motivation 
 

The objective of this study is to implement an Ensemble of Data Assimilation and 
block methods in OOPS, and demonstrate the relevance of the technique with satellite 
observations to one of the geophysical models available in JEDI (atmosphere, ocean or 
sea-ice). 

Running data assimilation and weather forecasting models is extremely costly. It is 
essential to understand that the scale of this type of CFD has nothing to do with analyzing 
a turbine: the model of NOAA (National Oceanic and Atmospheric Administration in the 
US) for example, is ran four times a day and has a space-scale of 13km, a time-scale of 1hr 
and produces predictions for ~10 days.  Moreover, as uncertainties are at every step of the 
process and to account for errors, the model is usually ran with 20 different versions 
(called members) to produce a statistical output. 

This is done using what is called an Ensemble of Data Assimilation. The super computer 
runs the 20 members independently at the same time.  

Now, it is possible to solve the problems quicker if the problems are not ran 
independently. This is explained in the Table 1: DA principle, Table 2: EDA principle 
and Table 3: EDA + block principle. 

DA: run one member on one processor, give the result: 

Table 1: DA principle 

Processor 0 
Initialization of the problem 0 

Minimization algorithm (Lanczos) 

Result 0 
 

EDA: run two or more problems that are slightly different (considering uncertainties for 
example), solve them independently from each other and give the results: 

Table 2: EDA principle 

Processor 0 Processor 1 

Initialization of the problem 0 Initialization of the problem 1 
Minimization algorithm (Lanczos) Minimization algorithm (Lanczos) 

Result 0 Result 1 
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EDA and block: run two or more problems that are slightly different (considering 
uncertainties for example), solve them collectively and give the results: 

Table 3: EDA + block principle 

Processor 0 Processor 1 

Initialization of the problem 0 Initialization of the problem 1 

Minimization algorithm (block Lanczos) 

Result 0 Result 1 
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II. Methodology 

1. Quasi-geostrophic model (QG) 

When working on a new data assimilation method, it is essential to have a way to run and 
try it without running a full model at every step of the process: this would take way too 
much time and resources. We need a low-resolution model, also called “toy-model”. 

This study is made using the quasi-geostrophic Earth model (QG). This model is 
considered a “toy-model” as it is simplified and holds a low number of points. The QG is 
used because of the quick running time it needs while still representing most of the large-
scale dynamics in the atmosphere (like cyclogenesis and storms). 

This allows numerous tests that can be computed on only one machine while being 
relevant as it is still realistic. Moreover, it is possible to do in-depth studies of what is 
happening at each step, as all operators are still of a reasonable size.  

 

The characteristics of the model are: 

- The model domain is a cyclic channel 
- The equations are solved on a 40 x 20 grid, representing a domain of 12000km x 

6300km. The grid is roughly as on Figure 1: Grid for QG Earth model 
- The layer depths in the truth run are 6000m (top) and 4000m (bottom), and a 600s 

time step is used 
- The assimilating model layer depths are 5500m and 4500m, and the time step is 

3600s 

 

The foundation of the QG model is the conservation of the potential vorticity q, 
(equations from Fandry and Leslie, 1984) defined as: 

i
jkl
jd

= 0	
jkn
jd

= 0
  with    

o 𝑞4 = ΔΨ4 − 𝐹4	(Ψ4 − ΨI) + βy	
𝑞I = 	ΔΨI − 𝐹I	(Ψ4 − ΨI) + βy + 𝑅[

	 (1) 

where 

- 1 the top layer, 2 the bottom layer 
- Δ the Laplacian operator 
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- Ψ the two-dimensional stream function 
- β the northward derivative of the Coriolis parameter 
- 𝐹4, 𝐹I constant coefficients allowing the non-dimensionalization 
- 𝑅[ represents heating / orography 

 

Non-dimensionalization: 
We define a typical length 𝐿, typical velocity 𝑈v, depths of upper and lower layers 𝐷4 and 
𝐷I, Coriolis parameter at the southern boundary 𝑓= and its northwards derivative 𝛽=, 𝑔 the 
acceleration due to gravity, Δ𝜃 the difference in potential temperature between the two 
layers and �̅� the mean potential temperature. 

The tildes denoted dimensional values. 

𝑡 = �̃�
𝑈v
𝐿	 

 

𝑥 =
𝑥~
𝐿 

 

𝑦 =
𝑦~
𝐿 

 

𝑢 =
𝑢~
𝑈v

 

 

𝑣 =
𝑣~
𝑈v

 

 

𝐹4 =
𝑓=I𝐿I

𝐷4𝑔Δ𝜃/�̅�
 

 

𝐹I =
𝑓=I𝐿I

𝐷I𝑔Δ𝜃/�̅�
 

 

𝛽 = 𝛽=
𝐿I

𝑈v
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The conservation of the potential vorticity is: 

⎩
⎪
⎨

⎪
⎧𝐷𝑞4
𝐷𝑡 =

𝛿𝑞4
𝛿𝑡 + 𝑢4

𝛿𝑞4
𝛿𝑥 + 𝑣4

𝛿𝑞4
𝛿𝑦 = 0	

𝐷𝑞I
𝐷𝑡 =

𝛿𝑞I
𝛿𝑡 + 𝑢I

𝛿𝑞I
𝛿𝑥 + 𝑣I

𝛿𝑞I
𝛿𝑦 = 0

(2) 

 

With 𝑢 the zonal and 𝑣 the meridional 2D wind fields, derived from the stream function 
as shown below: 

⎩
⎨

⎧𝑢� = −
𝛿Ψ�
𝛿𝑦

𝑣� =
𝛿Ψ�
𝛿𝑥

	 (3) 

 

The model is solved following the steps: 

- Propagation of 𝑞4  and 𝑞I  to the next step using (2)  and a semi-Lagrangian 
advection scheme 

- Inverse (1) to derive the stream function 
- The advecting winds are determined by inverting the potential vorticity operator 

(3) 

 
Figure 1: Grid for QG Earth model2 

 
                                                
2 https://str.llnl.gov/december-2017/bader  
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2. Data assimilation and minimization problem  

a. Definitions and hypotheses 
State vector: 

𝑁 the dimension of the problem (𝑁 = 40 × 20 × 2 = 1600 in this study) 

The state vector 𝑥 ∈ ℝ* , representing the atmospheric state of the model: 

- 𝑥C the background, a prior estimate and the state before the analysis 
- 𝑥c the analysis (what we want) 
- 𝑥d the true state at time t 

 

Control variable: 

𝛿𝑥 the analysis increment defined by 𝑥c = 𝑥C + 𝛿𝑥 (what we look for). 

 

Observations: 

For an analysis we will use observations (provided by land probes, airplanes, satellites…). 
These observations gathered in an observation vector 𝑦 ∈ ℝAf*  that contains the 
available observations. In theory, we would like this vector to be easily compared with a 
state vector. In practice there are usually fewer observations than variables in the model, 
so we need a transformation operator from model state space to observation space. We 
call this observation operator ℋ from dimension 𝑁 to 𝑙, usually non-linear, which is 
composed of interpolations from model grid to observation locations, and conversions 
from model variables to observed values. 

Given a perfect model state 𝑥, ℋ(𝑥) provides the values that each perfect observation 
would take in the absence of modelling errors. 

We assume the existence of the linear operator 𝑯 so that for 𝑥 close enough to 𝑥C: 

ℋ(𝑥) −ℋ(𝑥C) = 𝑯(𝑥 − 𝑥C) 

 

Departures: 

The divergence between the state vector and the observations is called the departure 
vector and is given by 𝑦	– 	ℋ(𝑥). This vector is important when calculating the residuals 
at the end of an analysis (for 𝑥	 = 	 𝑥c). 
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Error modelling: 

Neither the observations, the analysis or the background vectors are a perfect 
representation of the truth. To represent their uncertainties, we will assume a probability 
density function for each kind of error. The biases represent a model drift, a bias in the 
observations or a systematic error. 

- Background error 𝜀C = 𝑥C − 𝑥d , average 𝜀Cv  (also called the bias) and 𝐵  the 
covariances such as 

𝑩 = (𝜀C − 𝜀Cv )	(𝜀C − 𝜀Cv )��������������������������� ∈ ℝ*×* 
 
The background error is assumed unbiased: 𝑥C − 𝑥d��������� = 0 (the expected error is 0). 
In concrete terms, the B matrix “spreads” the values – see example below: 

 

 
Figure 2: Effect of B matrix on a Dirac delta function 

 
- Observation error 𝜀� = 𝑦 −ℋ(𝑥d), average 𝜀���� (also called the bias) and 𝑅 the 

covariances such as 
𝑹 = (𝜀� − 𝜀����)	(𝜀� − 𝜀����)��������������������������� ∈ ℝA×A 

 
The observation error is assumed unbiased: 𝑦 −ℋ(𝑥d)�������������� = 0  

1
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- Analysis error 𝜀c = 𝑥c − 𝑥d , average 𝜀cv  (also called the bias) and measured with 
𝑇𝑟(𝑨) = ‖𝜀G − 𝜀Gv ‖I�������������� and the value to minimize for the DA problem 

 

Moreover, the errors are considered uncorrelated:	(𝑥C − 𝑥d)(𝑦 − ℋ(𝑥d))������������������������������ = 0 

 

As this is a multi-dimensional problem, the covariances 𝑩 ∈ ℝ*×*  and 𝑹 ∈ ℝA×A  are 
positive square matrices.  

For example: if 𝑒4 , 𝑒I , … 𝑒*  are the background errors in each dimension (= each 
variable of the model): 

𝑩 = �
𝑣𝑎𝑟(𝑒4) ⋯ 𝑐𝑜𝑣(𝑒4, 𝑒*)

⋮ ⋱ ⋮
𝑐𝑜𝑣(𝑒4, 𝑒*) ⋯ 𝑣𝑎𝑟(𝑒*)

� 

To obtain the values 𝑒4, 𝑒I, … 𝑒*, the assumptions are that the errors are stationary in a 
given time period and uniform over a domain, which allow to determine empirical 
statistics. 

For this problem, we assume the errors are never trivial and 𝑩 and 𝑹 are definite positive. 

 

b. 1D to multi-dimensional problem and linearization 
1D problem: 

Suppose we want to estimate the temperature of a room, given: 

- A prior estimate: 𝑇C 
- A model of how the temperature varies as a function of several variables (time, 

windows, people in the room, heater…) 
- A temperature probe: 𝑇� 

We define 𝑇d the true temperature of the room, 𝜀C = 𝑇C − 𝑇d the background error and 
𝜀� = 𝑇� − 𝑇d the observation error. We know the error statistics of 𝑇C and 𝑇� , and the 
errors are unbiased (of average = 0). 

We look for 𝑇c, an estimation of the temperature of the room as a linear combination of 
𝑇C and 𝑇� : 

𝑇c = 𝛼𝑇� + 𝛽𝑇C + 𝛾 

And its error: 𝜀c = 𝑇c − 𝑇d with 𝜀cv = 0 
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So: 

𝑇c = 𝑇d + 𝜀c = 𝛼(𝑇d + 𝜀�) + 𝛽(𝑇d + 𝜀C) + 𝛾 

⟹ 𝜀cv = (𝛼 + 𝛽 − 1)𝑇d + 𝛾 = 0 for all 𝑇d 

⟹ o 𝛾 = 0
𝑇c = 𝛼𝑇� + (1 − 𝛼)𝑇C

 

 

𝑇c = 𝛼𝑇� + (1 − 𝛼)𝑇C is the linear unbiased estimate. 

𝜀c = 𝛼𝜀� + (1 − 𝛼)𝜀C is the error. 

 

𝜀cI���� = 𝛼I𝜀�I���� + 2𝛼(1 − 𝛼)𝜀�𝜀C������ + (1 − 𝛼)I𝜀CI���� = 𝛼I𝜀�I���� + (1 − 𝛼)I𝜀CI���� is the variance 
of the estimate. The covariance between 𝜀� and 𝜀C is supposed to be 0 as these errors are 
not correlated.  

⟹ We can minimize this function for 𝛼, and get the value for 𝜀cI����. 

 

Multi-dimension problem: 

Instead of the scalars 𝑇C  and 𝑇� , we consider the vectors 𝑥C  (background) and 𝑦 
(observations). 

As we did for the 1D case, we look for an analysis that is a linear combination of the 
available information:  

𝑥c = 𝑭𝑥C + 𝑮ℋ(𝑥C) + 𝑲𝑦 + 𝑐 

We assume that ℋ  is “perfect”, meaning that error-free inputs (𝑥C = 𝑥d and 𝑦 = 𝑦d ) 
induce an error-free analysis (𝑥c = 𝑥d), so: 

𝑥d = 𝑭𝑥d + 𝑮ℋ(𝑥d) + 𝑲𝑦d + 𝑐 

= 𝑭𝑥d + 𝑮ℋ(𝑥d) + 𝑲ℋ(𝑥d) + 𝑐					∀𝑥d 

So 𝑐 = 0 and 𝑭 + 𝑮ℋ(. ) = 𝑰 − 𝑲ℋ(. ) 

And 	
𝑥c = 𝑥C + 𝑲(𝑦 −ℋ(𝑥C)) 

𝑲 is called the gain matrix. 

We then define our errors 𝜀c, 𝜀� and 𝜀C, and assume that they are small enough where 
ℋ(𝑥C) = ℋ(𝑥d) + 𝑯𝜀C + 𝑂(𝜀CI) with 𝑯 the Jacobian of ℋ. 
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To the first order, the equation for the errors becomes: 

𝜀c = 𝜀C + 𝑲(𝜀� − 𝑯𝜀C) = (𝑰 − 𝑲𝑯)𝜀C + 𝑲𝜀� 

And the analysis error covariance matrix is: 

𝜀c𝜀c������� = (𝑰 − 𝑲𝑯)𝜀C𝜀C�������(𝑰 − 𝑲𝑯)� + 𝑲𝜀�𝜀��������𝑲� 

We define the minimum-variance analysis as the analysis that minimizes the trace of the 
analysis error covariance matrix, and we set  

𝜕𝑡𝑟𝑎𝑐𝑒¦𝜀c𝜀c�������§
𝜕𝑲 = 0 (4) 

 

We write 𝑩 = 𝜀C𝜀C������� and 𝑹 = 𝜀�𝜀�������� and we can solve (4) for 𝑲: 

𝑲 = [𝑩¨4 + 𝑯�𝑹¨4𝑯]¨4𝑯�𝑹¨4 

This is the Kalman Gain Matrix, and we have 

[𝑩¨4 + 𝑯�𝑹¨4𝑯]𝛿𝑥 = 𝑯�𝑹¨4(𝑦 −ℋ(𝑥C)) 

 

Based on this last expression, we can reduce the problem to the minimization of a cost 
function 𝐽.  

NOTE: In mathematical optimization, cost function means loss function: a function to be 
minimized.3 
 
Minimizing the error variance is similar approach to looking for the most probable 
solution given the background and the observations: 

𝑥c = argmax
®
¦𝑝(𝑥	|	𝑥C	𝑎𝑛𝑑	𝑦)§ 

It is convenient to define the following function, called the cost function: 

𝐽 = − log¦𝑝(𝑥	|	𝑥C	𝑎𝑛𝑑	𝑦)§ + 𝑐𝑜𝑛𝑠𝑡 

And since the log is a monotonic function: 

𝑥c = argmin
®
¦𝐽(𝑥)§ 

Applying Bayes’ theorem: 

                                                
3 https://en.wikipedia.org/wiki/Cost_function 
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𝑝(𝑥	|	𝑥C	𝑎𝑛𝑑	𝑦) =
𝑝(𝑥C	𝑎𝑛𝑑	𝑦	|	𝑥)	𝑝(𝑥)

𝑝(𝑥C	𝑎𝑛𝑑	𝑦)
 

Now 𝑝(𝑥C	𝑎𝑛𝑑	𝑦	|	𝑥) is independent of 𝑥, and all values of 𝑥 are equally likely. So, we can 
regard 𝑝(𝑥)/𝑝(𝑥C	𝑎𝑛𝑑	𝑦)as independent of 𝑥 and write: 

𝑝(𝑥	|	𝑥C	𝑎𝑛𝑑	𝑦) ∝ 𝑝(𝑥C	𝑎𝑛𝑑	𝑦	|	𝑥) 

Furthermore, if background errors and observations errors are uncorrelated:  

𝑝(𝑥C	𝑎𝑛𝑑	𝑦	|	𝑥) = 𝑝(𝑥C	|	𝑥)	𝑝(𝑦	|	𝑥) 

So, the cost function becomes: 

𝐽(𝑥) = − log¦𝑝(𝑥C	|	𝑥)§ − log(𝑦	|	𝑥) + 𝑐𝑜𝑛𝑠𝑡 

The maximum likelihood approach is applicable to any probability density functions 
𝑝(𝑥C	|	𝑥) and 𝑝(𝑦	|	𝑥). However, let us consider the special case of Gaussian probability 
density functions: 

𝑝(𝑥C	|	𝑥) =
1

2𝜋*/I𝑩4/I exp º−
1
2
(𝑥C − 𝑥)�𝑩(𝑥C − 𝑥)» 

𝑝(𝑦	|	𝑥) =
1

2𝜋A/I𝑹4/I exp º−
1
2
¦𝑦 −ℋ(𝑥)§

�
𝑩(𝑦 −ℋ(𝑥))» 

 

And with the appropriate choice of constant: 

𝐽(𝑥) =
1
2 (𝑥C − 𝑥)

�𝑩¨4(𝑥C − 𝑥) +
1
2
¦𝑦 −ℋ(𝑥)§

�
	𝑹¨4¦𝑦 −ℋ(𝑥)§ 

We can linearize the cost function:  

𝐽(𝛿𝑥) =
1
2 𝛿𝑥

�𝑩¨4𝛿𝑥 +
1
2
(𝑑 −𝑯𝛿𝑥)�𝑹¨4(𝑑 − 𝑯𝛿𝑥) (5) 

 

With 𝑥 = 𝑥C + 𝛿𝑥 and 𝑑 = 𝑦 −ℋ(𝑥) 

 

Minimal when ∇𝐽 = 0, so  

(𝑩¨4 + 𝑯�𝑹¨4𝑯)	𝛿𝑥 = 𝑯�𝑹¨4𝒅 (6) 

 
(6) is the equation to be solved in this study. 
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c. Minimization method 
The Figure 3: Iteration process for the minimization of J – outer loops and Figure 4: 
Iteration process for the minimization of J – inner loop next page explain the 
minimization procedure for the nonlinear cost function. 

 

The principle is called the Gauss-Newton method. The steps are: 

- We arbitrarily choose a start point and calculate the tangent quadratic cost function 
at this point à Calculation of (5) 

- We minimize the quadratic J, using the block method, and use this minimum as 
start point for the next outer loop à Solving (6) 

 

In the rest of this document, we will refer to the 1st step as “outer loops / iterations” and 
to minimization of the quadratic functions as “inner loops / iterations”. 

 
Figure 3: Iteration process for the minimization of J – outer loops 

 

Then, inside of each quadratic function we look for the minimum point (using the 
Lanczos algorithm or another minimizer). Each arrow on the Figure 4: Iteration process 
for the minimization of J – inner loop represents an inner loop. 

Quadratic J
1st outer loop

Quadratic J
2nd outer loop

Quadratic J
3rd outer loop

Minimum point 
defines next departure

Non linear J
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Figure 4: Iteration process for the minimization of J – inner loop 

 

d. Formulation of the block, linear problem 
The equation (6) can be solved with the use of Krylov subspace methods, as the linear 
problem involves symmetric, positive definite matrices. 

Now, it is possible to solve not one problem at a time, but several. This is called a block 
method for Ensemble of Data Assimilation (EDA). The principle is to write the equation 
(5) for 𝑚 members and proceed to the parallel minimization of 𝑚 cost functions. The 
𝑘d¿ cost function includes two extra terms: 𝛿𝑥8C for the background perturbation, and 𝛿𝑦8  
for the observation perturbation. 

Each cost function (5) becomes: 

𝐽(𝛿𝑥8) =
1
2 𝛿𝑥8

�𝑩¨4𝛿𝑥8 +
1
2
(𝒅𝒌 − 𝑯𝛿𝑥8)�𝑹¨4(𝒅𝒌 − 𝑯𝛿𝑥8) 

With 𝛿𝑥8 = 𝑥8 − 𝑥C − 𝛿𝑥8C  the deviation from the perturbed background for each 
member, and 𝑑8 = 𝑦 − 𝛿𝑦8 −ℋ8¦𝑥C + 𝛿𝑥8C§. 

The minimization of this 𝑚 problems is 𝑚 time the problem (6), with the same Hessian 
matrix 𝑩¨4 + 𝑯�𝑹¨4𝑯: 

(𝑩¨4 + 𝑯�𝑹¨4𝑯)	𝛿𝑥8 = 𝑯�𝑹¨4𝒅𝒌ÁÂÂÃÂÂÄ
CÅ

(7) 

Quadratic cost function J

model variable x2 model variable x1

J(x)

Jmini
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In data assimilation problems, a common choice is to apply a B-preconditioner. This 
allows the Krylov algorithms to be more stable and converge faster. 

The equation (7) becomes, with 𝛿𝑥8 = 𝐵𝑢8: 

(𝑰𝒅* + 𝑯�𝑹¨4𝑯𝑩)ÁÂÂÂÂÂÃÂÂÂÂÂÄ
𝑨

	𝑢8 = 𝑏8  

𝑨𝑢8 = 𝑏8 (8) 

At each iteration of our resolution process, we define the residuals 𝑟 for member 𝑘 to be 

𝑟8 = 𝑏8 − 𝐴𝑢8 

 

The equation (8) is then written in block form: 𝒖 = [𝑢4,…	, 𝑢1] and 𝒃 = [𝑏4, …	, 𝑏1]: 

𝑨𝒖 = 𝒃 (𝟗) 

Note: this is still exactly the same problem! 

With the initial residuals being 𝒓= = 𝒃 − 𝑨𝒖= = 𝒃, as we take 𝒖= = 𝟎 as starting point. 

The Krylov method consists in searching, at an iteration 𝑝, for an approximate of 𝒖 

𝒖. ∈ ℬ.(𝑨, 𝒓=) = É𝒓=𝜸4 + 𝑨𝒓=𝜸I +⋯	+ 𝑨.¨4𝒓=𝜸.			|			𝜸4,…	, 𝜸. 	∈ ℝ1×1Ë 

𝒖. = 𝑽.𝒔 (10) 

 

𝑽. ∈ 	ℝ*×1., called the Arnoldi basis, is an orthonormal basis of ℬ.(𝑨, 𝒓=) and 𝒔 ∈
ℝ1.×1 the coefficient for the linear combination. To ensure that 𝒖. is unique we impose 
the Galerkin condition: 𝒓. ⊥ 𝑽. . This condition is used to define the block Full 
Orthogonalization Method – FOM – algorithm (block Lanczos method if 𝑨 is symmetric). 

𝑽.�𝒓. = 0 

𝑽.�𝒓= = 𝑽.�𝑨𝒖. (11)	
 

(10)	and	(11):							𝒖. = 𝑽.	𝑻¨4𝑽.�𝒓= (12) 

 

With 𝑻 = 𝑽.�𝑨𝑽. ∈ ℝ1.×1.. This matrix is not challenging to inverse. 

 

At the first iteration, the research subspace is 𝑣4 ∈ ℬ4(𝑨, 𝒓=) = {𝒓=𝜸4			|			𝜸4 ∈ ℝ1×1}.  
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We choose to write 𝑟= = 𝑣4𝛽= with 𝛽= ∈ ℝ1×1 results from a QR decomposition of 𝑟=. 

(12) becomes 

𝒖. = 𝑽.	𝑻¨4 Ñ
𝒗4�
⋮
𝒗.�
Ò 𝒗4	𝜷= = 𝑽.	𝑻¨4𝒆4	𝜷= (13) 

with 𝒆4 = [𝑰𝒅1 01 … 01]� 

The last steps are to compute 𝑽. and 𝑻. This is made using a block FOM, as explained in 
the part II.3: Lanczos and block Lanczos algorithm. 

 

3. Lanczos and block Lanczos algorithm 

a. Lanczos 
The Lanczos algorithm has as input a Hermitian matrix 𝐴. The main advantage of this 
algorithm is that we do not need to explicitly store the matrix 𝐴 (which for real Earth 
model would be billions and billions of data). The only function we need is 𝑣 → 𝐴𝑣 for 𝑣 
an arbitrary vector. This algorithm has 𝑝 iterations and outputs a matrix 𝑇 ∈ ℝ.×. (real 
symmetric) and 𝑉 ∈ ℝ*×.  (𝑉  columns are orthonormal) so that 𝑇 = 𝑉∗𝐴𝑉 (𝑉∗adjoint 
matrix of 𝑉). If 𝜆 is an eigenvalue of 𝑇 then it is also an eigenvalue of 𝐴. This algorithm 
requires to compute 𝑣 → 𝐴𝑣 only 𝑝 times, and apart from this step, the others are not too 
costly.  

To compute 𝑣 → 𝐵𝑣 as few times as possible, we work simultaneously with both 𝑉 and 𝑍 
basis, 𝑍 being defined as 𝑍 = 𝐵𝑣. 

 

Notations: 

V the matrix with columns Ùv4, …	, vÛÜ ∈ ℝ*×.  

𝑍 the matrix with columns Ùz4, …	 , zÛÜ ∈ ℝ*×. 

T the tridiagonal matrix T =

⎝

⎜
⎜
⎜
⎛

𝛼4 𝛽I 0	
𝛽I 𝛼I 𝛽â
	0 𝛽â 𝛼â

													 	 0
	 				 	

⋱					 	 	
	 		 ⋱
	 	 	
0 					 	

⋱ 𝛽.¨4 0	
𝛽.¨4 𝛼.¨4 𝛽.
	0 𝛽. 𝛼.⎠

⎟
⎟
⎟
⎞
∈ ℝ.×. 
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𝑇 is simple and not costly to inverse with a Thomas algorithm for tridiagonal matrices (see 
algorithm in Appendix 1: Thomas algorithm). 

 

To assess the efficiency of the block Lanczos, the results will be compared against those of 
a linear Lanczos.  

The Lanczos algorithm (𝑚 = 1) with 𝑝 iterations, in the case of this study, would be 
written as follow: 

 

Algorithm 1: FOM (Lanczos) algorithm 
1: z= = 𝐵𝑟= 
2: 𝛽= = æ(𝑟=, 𝑧=) 
3: 𝑣4 = 𝑟=/𝛽= 
4: 𝑧4 = 𝑧=/𝛽= 
5: 𝑉4 = [𝑣4] 
6: 𝑍4 = [𝑧4] 
7: for i = 1,… , p − 1 do 
8: 𝑤� = 𝐻�𝑅¨4𝐻𝑧� + 𝑣� 
9: for 𝑗 = 1,… , 𝑖 do 
10:  𝑇ì,� = (𝑤�, 𝑧ì) 
11:  𝑤� ∶= 𝑤� − 𝑇ì,�	𝑣ì 
12: end for 
13: 𝑧� = 𝐵𝑤� 
14: 𝑇�î4,� = æ(𝑣�, 𝑧�) 
15: 𝑣�î4 = 𝑤�/𝑇�î4,� 
16: 𝑧�î4 = 𝑧�/𝑇�î4,� 
17: 𝑉�î4 ∶= [𝑉�;	𝑣�î4] 
18: 𝑍�î4 ∶= [𝑍�; 	𝑧�î4] 
19: end for 
20: solve 𝑇	𝑠. = 𝑒4	𝛽= 
21: 𝛿𝑥. = 𝑍.	𝑠. 
 

The lines 10 and 11 of Algorithm 1 are used to assure the orthogonalization of the 𝑤 
vectors against all the previous base vectors. This step is a safe-guard in this study as the 
symmetry of hessian A ensures that 𝑇 is tridiagonal, so we have 𝑇ì,� = 0 but for 𝑗 = 𝑖 − 1 
and 𝑗 = 𝑖 . The algorithm written with these two extra lanes is called Full 
Orthogonalization Method (FOM) or Krylov algorithm. 
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b. Block Lanczos 
Block version with 𝑚 members and 𝑝 iterations. 

 
Notations: 

V the matrix with columns Ùv4, …	, vÛÜ ∈ ℝ*×1.  (each 𝑣 is a matrix ∈ ℝ*×1) 

𝑍 the matrix with columns Ùz4, …	 , zÛÜ ∈ ℝ*×1. 

T the tridiagonal matrix T =

⎝

⎜
⎜
⎜
⎛

𝛼4 𝛽I 0	
𝛽I� 𝛼I 𝛽â
	0 𝛽â� 𝛼â

													 	 0
	 				 	

⋱					 	 	

	 		 ⋱
	 	 	
0	 					 	

⋱ 𝛽.¨4 0	
𝛽.¨4� 𝛼.¨4 𝛽.
	0 𝛽.� 𝛼.⎠

⎟
⎟
⎟
⎞

∈ ℝ1.×1. 

𝑇 is symmetric positive definite, block-tridiagonal with 𝑝 × 𝑝 blocks of size 𝑚×𝑚. The 
blocks 𝛼� and 𝛽� are obtained as defined in the Algorithm 2: 

 
Algorithm 2: Block FOM (Lanczos) algorithm 
1: z= = 𝐵𝑟= 
2: [𝑣4, 𝑧4, 𝛽=] = 𝑞𝑟(𝑟=, 𝑧=)	 
3: 𝑉4 = [𝑣4] 
4: 𝑍4 = [𝑧4] 
5: for i = 1,… , p − 1 do 
6: 𝑤� = 𝐻�𝑅¨4𝐻𝑧� + 𝑣� 
7: for 𝑗 = 1,… , 𝑖 do 
8:  𝛼ì = 𝑧ì�𝑤� 
9:  𝑤� ∶= 𝑤� − 𝑣ì𝛼ì 
10:  𝑇ì1:(ìî4)1,�1:(�î4)1 = 𝛼ì 
11: end for 
12: 𝑧� = 𝐵𝑤� 
13: [𝑣�î4, 𝑧�î4, 𝛽�] = 𝑞𝑟(𝑤�, 𝑧�) 
14: 𝑇(�î4)1:(�îI)1,�1:(�î4)1 = 𝛽ì 
15: 𝑉�î4 ∶= [𝑉�; 𝑣�î4] 
16:  𝑍�î4 ∶= [𝑍�; 𝑧�î4] 
17: end for 
18: solve 𝑇	𝑠. = 𝑒4	𝛽= 
19: 𝛿𝑥. = 𝑍.	𝑠. 
 

The main difference is that all the terms are now matrices. 
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The inversion of the matrix 𝑇 ∈ ℝ1.×1. is not a costly step in the algorithm and can be 
done with an adapted Thomas algorithm (to inverse block-tridiagonal instead of 
tridiagonal matrices). 

 

The Table 4: Comparison Lanczos and block Lanczos aims at giving a comprehensive 
layout of the two algorithms.  

 

Table 4: Comparison Lanczos and block Lanczos 

 Step Lanczos Block Lanczos with m 
members 

 Problems One problem 𝑚problems 
 

Research 𝛿𝑥 
Research one solution 

𝛿𝑥 ∈ ℝ* 
Research 𝑚 solutions 

𝛿𝑥 ∈ ℝ*×1 

A
lg

or
ith

m
 

𝑉4, 	𝑍4 
First direction of the 

solution 
𝑚 first directions of the 

solution 

𝑤� 
One new search direction 
⊥ to all the previous ones 

𝑚 new search directions ⊥ 
to all the previous ones 

𝑉�, 	𝑍� 
One new direction for the 

solution 
𝑚 new directions for the 

solution 
After 𝑝 iterations 𝑝 directions explored 𝑝 ×𝑚 directions explored 

𝑇 matrix Inverse 𝑇 ∈ ℝ.×. Inverse 𝑇 ∈ ℝ1.×1. 
 Result 𝛿𝑥 One result 𝛿𝑥 ∈ ℝ* 𝑚 results 𝛿𝑥 ∈ ℝ*×1 
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III. Procedure 

1. OOPS 

The language used to code OOPS is C++. 

To run an EDA with OOPS, the command is quite simple: a .exe (executable file) 
associated with a .yaml (configuration file). In this yaml file, we define the following 
parameters that are interesting for this study: 

- number of members in the EDA 
- the input files for the observations and background 
- the type of observations (stream, wind and wind speed) and the associated 

amplitudes for perturbation 
- the name of the minimizer algorithm (DRP or block Lanczos) 
- the number of outer loops and inner loops in each one 
- the target gradient norm reduction 

The function we are particularly interested in is the one which calls the minimizer, a.k.a. 
solve(). This function is called during the outer loop, and its iterations are the inner 
loops. 

 

The inputs are:  
- the departure point 𝑥𝑥, and 𝑥ℎ so that 𝑥𝑥	 = 	𝐵 ∙ 𝑥ℎ (we work on both of them 

parallelly to save computational time) 
- the initial residuals 𝑟𝑟 
- the operator 𝐵 
- the operator 𝐻�𝑅¨4𝐻 
- the initial value of the non-linear cost function 
- the maximum number of iterations 
- a target value for the gradient norm reduction (gradient of 𝐽	𝑞𝑢𝑎𝑑𝑟𝑎𝑡𝑖𝑐) 

 

The goals of solve() are to calculate J quadratic as explained in Error! Reference source n
ot found.. Error! Reference source not found., and minimize its gradient norm for 𝑥𝑥 
using the minimizer declared in the yaml file. 

 

The outputs are: 
- the new values of 𝑥𝑥, 𝑥ℎ and 𝑟𝑟 at the minimum of 𝐽	𝑞𝑢𝑎𝑑𝑟𝑎𝑡𝑖𝑐 
- the value of the reduction of the gradient norm 
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2. Perturbation of the observations 

One essential step for block methods is the perturbation of the members so they are all 
slightly different. Obviously, the line 2 of algorithm 2 would not give any output if all the 
columns of 𝑣 and 𝑧 are the same. As explained in the literature, the observations and the 
background are perturbed thanks to the addition of a random value. The random 
perturbations are calculated with the help of the 𝐵 matrix for the background, and the 𝑅 
matrix for the observations. This is to make sure the perturbations are consistent with 
what they perturb in terms of order of magnitude. 

Then for each member, a vector of perturbation is added to the observations and to the 
background. This creates the ensemble of problems to be solved by the block. In this 
study, all the backgrounds are the same and the members differ only with the 
observations. The member 0 is kept unperturbed and gives an average representation of 
the problem. 

 

3. QR algorithm – modified Gram-Schmidt 

The QR decomposition is made using a modified Gram-Schmidt algorithm, since the 
inner product is related to the preconditioner 𝐵: ⟨𝑣|𝑣⟩ 	= 𝑣 ∙ 𝐵𝑣 

To avoid computing 𝑣 → 𝐵𝑣 too many times, we work parallelly with 𝑣 and 𝑧 = 𝐵𝑣. 

Inputs:  𝑤, 𝑧 ∈ ℝ*×1  with 𝑧 = 𝐵𝑤 

Outputs: 𝑣, 𝑧 ∈ ℝ*×1 and 𝛽 ∈ ℝ1×1 upper triangular 

 with 𝑧 = 𝐵𝑣, 𝑤 = 𝑣𝛽 and 𝑣�𝐵𝑣 = 𝑣�𝑧 = 𝐼𝑑1 

 
Algorithm 3: QR algorithm – modified Gram-Schmidt 

1: β=,= = æ(𝑤=, 𝑧=) 
2: 𝑣= = 𝑤=/β=,= 
3: 𝑧= ∶= 𝑧=/β=,= 
4: for k = 1,… ,m − 1 do 
5: 𝑣8 = 𝑤8 
6: for p = 1,… , k − 1 do 
7:  βÛ,õ = ¦𝑤8, 𝑧.§/¦𝑣., 𝑧.§ 
8:  𝑧8 ∶= 𝑧8 − βÛ,õ	𝑧. 
9:  𝑣8 ∶= 𝑣8 − βÛ,õ	𝑣. 
10: end for 
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11: βõ,õ = æ(𝑣8, 𝑧8) 
12: 𝑣8 ∶= 𝑣8/βõ,õ 
13: 𝑧8 ∶= 𝑧8/βõ,õ 
14: end for 
15: for 𝑖 = 0,…	,𝑚 − 1 do 
16:  for 𝑗 = 𝑖 + 1, …	, 𝑚 − 1 
17:  𝛽�,ì ∶= 𝛽�,ì × 𝛽�,� 
18: end for 
19: end for 
 

4. Message Passing Interface (MPI) and Buffering 

The block Lanczos algorithm runs using Message Passing Interface (MPI) technology. 
Each column of the problem – also called member – runs on one MPI task and has a rank 
(which is the number of the MPI task). These tasks run simultaneously and when needed, 
can send/receive information to/from each other (e.g. lines 2, 8, 9, 12 and 17 of 
Algorithm 2).  

An important part of the procedure was to implement MPI in the OOPS work frame.  It 
consisted in writing a .exe to run several DA simultaneously, then when it comes to calling 
the minimizer the tasks exchange information with each other.  

The Table 5: Blocking communication between two MPI tasks explains the different 
steps to share information between two MPI tasks: 

Table 5: Blocking communication between two MPI tasks 

Task 0 Task 1 

Buffer the complex element to send into a 
stream (e.g. vector of double): vector1 [wait] 

Create a unique tag (an integer) associated 
with the element to be sent: 23 [wait] 

Send vector1, to task 1, with tag 23 Receive vector1, from task 0, with tag 23 

[wait] Undo the vector and recreate the complex 
structure of the initial element 

 

In this study, we use “blocking” send() and receive(), meaning that both tasks will wait 
until the communication has been established and the element passed between them. This 
requires careful order of the operations when writing algorithms, or one task might wait 
for something forever.  

T
im

e 
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The buffering (serialization) and un-buffering (deserialization) of the complex structures is 
essential as in OOPS, control variables 𝑥𝑥 and 𝑥ℎ are not stored as vectors. Indeed, they 
contain information on the localization, the time and date, and the value of several types 
of observations. Functions to serialize and deserialize the control variables were written 
for this purpose. 

 

This MPI interface is necessary every time several columns of the same matrix are called in 
the same operation, since these columns are stored on different tasks. 𝑧 = 𝐵 ∙ 𝑣 does not 
require MPI as each task can compute its result, but computing 𝛼 = 𝑧�𝑤 does. 

As an example, in the Table 6: MPI tasks and order of operations MQRGS is 
explained the order of MPI tasks for the Modified Gram-Schmidt algorithm. 

Table 6: MPI tasks and order of operations MQRGS 

Task 0 Task 1 Task 2 Task 3 
Send 𝑣= to 1, 2, 3 
Send 𝑧= to 1, 2, 3 

Receive 𝑣= from 0 
Receive 𝑧= from 0 

Receive 𝑣= from 0 
Receive 𝑧= from 0 

Receive 𝑣= from 0 
Receive 𝑧= from 0 

𝛽=,= = æ(𝑣=, 𝑧=) 
𝑣= ≔ 𝑣=/𝛽=,= 
𝑧= ≔ 𝑧=/𝛽=,= 

𝛽=,4 =
(𝑣4, 𝑧=)
(𝑣=, 𝑧=)

 

𝑣4 ≔ 𝑣4 − 𝛽=,4𝑣= 
𝑧4 ≔ 𝑧4 − 𝛽=,4𝑧= 

𝛽=,I =
(𝑣I, 𝑧=)
(𝑣=, 𝑧=)

 

𝑣I ≔ 𝑣I − 𝛽=,I𝑣= 
𝑧I ≔ 𝑧I − 𝛽=,I𝑧= 

𝛽=,â =
(𝑣â, 𝑧=)
(𝑣=, 𝑧=)

 

𝑣â ≔ 𝑣â − 𝛽=,â𝑣= 
𝑧â ≔ 𝑧â − 𝛽=,â𝑧= 

[wait] Send 𝑣4 to 2, 3 
Send 𝑧4 to 2, 3 

Receive 𝑣4 from 1 
Receive 𝑧4 from 1 

Receive 𝑣4 from 1 
Receive 𝑧4 from 1 

[wait] 
𝛽4,4 = æ(𝑣4, 𝑧4) 
𝑣4 ≔ 𝑣4/𝛽4,4 
𝑧4 ≔ 𝑧4/𝛽4,4 

𝛽4,I =
(𝑣I, 𝑧4)
(𝑣4, 𝑧4)

 

𝑣I ≔ 𝑣I − 𝛽4,I𝑣4 
𝑧I ≔ 𝑧I − 𝛽4,I𝑧4 

𝛽4,â =
(𝑣â, 𝑧4)
(𝑣4, 𝑧4)

 

𝑣â ≔ 𝑣â − 𝛽4,â𝑣4 
𝑧â ≔ 𝑧â − 𝛽4,â𝑧4 

[wait] [wait] Send 𝑣I to 3 
Send 𝑧I to 3 

Receive 𝑣I from 2 
Receive 𝑧I from 2 

[wait] [wait] 
𝛽I,I = æ(𝑣I, 𝑧I) 
𝑣I ≔ 𝑣I/𝛽I,I 
𝑧I ≔ 𝑧I/𝛽I,I 

𝛽I,â =
(𝑣â, 𝑧I)
(𝑣I, 𝑧I)

 

𝑣â ≔ 𝑣â − 𝛽I,â𝑣I 
𝑧â ≔ 𝑧â − 𝛽I,â𝑧I 

[wait] [wait] [wait] 
𝛽â,â = æ(𝑣â, 𝑧â) 
𝑣â ≔ 𝑣â/𝛽â,â 
𝑧â ≔ 𝑧â/𝛽â,â 

𝛽=,4 ≔ 𝛽=,4 × 𝛽=,= 
𝛽=,I ≔ 𝛽=,I × 𝛽=,= 
𝛽=,â ≔ 𝛽=,â × 𝛽=,= 

𝛽4,I ≔ 𝛽4,I × 𝛽4,4 
𝛽4,â ≔ 𝛽4,â × 𝛽4,4 

𝛽I,â ≔ 𝛽I,â × 𝛽I,I 

 

T
im

e 
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For information, the code for this algorithm is given in Appendix 2: Modified Gram-
Schmidt algorithm code. 

 

In the same idea, 2 functions called get_proj() and apply_proj() were written to do the 
following operations: 

get_proj(): 𝛼 = 𝑧�𝑤 
apply_proj(): 𝑤� ∶= 𝑤� − 𝑣ì𝛼ì 
 

5. Block Lanczos code in C++ 

The code is available in Appendix 3: Block Lanczos code. 
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IV. Results 
 

Reminder for clearer reading: 

“Outer loop” refers to the outer iterations (creation of a tangent quadratic cost function at 
a start point), “inner loop” to the inner iterations (minimization of the quadratic cost 
function and new start point for the next outer loop).  

 
We study the results during the first outer loop, with one (DRP) to 30 members.  

A first verification is to ensure the block converges towards the same results as the DRP.  
And the next step is to assess how fast one converges compared to the other, and the 
influence of the number of members in the EDA. 

 

1. Convergence – Shape of dx 

Firstly, we made sure there were no numerical difference in the final results. 

To illustrate this, it is possible to plot the increment at the end of an outer loop, either the 
1st or the 2nd level of the QG. The shape of the increment expected at the end of 1st outer 
loop after convergence is: 

 
Figure 5: Expected shape of dx – DRP (1st level of QG) 
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After convergence, the block gives exactly the same results:  

 
Figure 6: Shape of dx – block method (1st level of QG) 

 

2. Convergence – Cost function and gradient norm 

a. Gradient norm 
 

 
Figure 7: Evolution of the gradient norm / DRP vs blocks 
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The gradient norm is an easy criterion to monitor: at the bottom of the quadratic cost 
function the gradient value is 0. On Figure 7: Evolution of the gradient norm / DRP 
vs blocks, we can see that given the same number of inner iterations (10 here), the DRP 
block converges the slowest and then the speed increases with the number of members. 

 

b. Quadratic cost function value 
Another criterion to monitor is the value of the quadratic cost function. We observe the 
same results are for the gradient norm: the slowest convergence with the DRP (1 member) 
and then faster the number of members increases. 

 

 
Figure 8: Evolution of Quadratic cost function / DRP vs blocks 

 

To judge the speed and the efficiency of the block vs the DRP, we can also plot the 
distance from final value. On the plot Figure 9: Quadratic cost function – distance 
from final value / DRP vs blocks we can see that to get to the same result, 32 iterations 
are needed for 1 member while only 6 are needed for a block with 30 members. 
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Figure 9: Quadratic cost function – distance from final value / DRP vs blocks 

 

3. Computational time 

In the DRP case, more iterations are needed but they are not so costly. In the block 
method, far less iterations are needed but are costlier. In this part, we compare the time 
needed to reach convergence with 1 to 30 members. 
 

 
Figure 10: Inner iteration time vs number of members 
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The Figure 10: Inner iteration time vs number of members depicts the time needed per 
inner iteration depending on the number of members in the block. As expected, the time 
needed increases linearly with the number of members. Although, it seems that twice the 
number of members does not mean twice the time. 

 

 
Figure 11: Computational time to reach convergence vs number of members 

 

The Figure 11: Computational time to reach convergence vs number of members 
confirms the assumption above: even if the time needed per iteration is longer, they are 
efficient enough that the total time to converge is lower. There seems to be an optimum 
around 16 members, with approximately 10 iterations in a bit more that 6s for the total 
computational time. 

 

The Figure 12: Time dedicated to MPI communication for 10 inner iterations 
depicts the time spent for MPI communications for 10 inner iterations for different 
number of members. This figure helps plotting the Figure 13: Ratio time MPI / other 
operations, which helps grasping the ratio of time spent in MPI communications vs the 
total time to run the ensemble of data assimilation. 
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Figure 12: Time dedicated to MPI communication for 10 inner iterations 

 

 
Figure 13: Ratio time MPI / other operations 

 

We notice on Figure 13: Ratio time MPI / other operations that the part of MPI 
communications takes a bigger and bigger ratio when the number of members in the block 
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The time lost to communicate between tasks is not necessarily balanced by the gain in 
efficiency of the convergence. 
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The details for the time with a 4-members block and 19 inner iterations (until 
convergence) are given in Appendix 4: Timing statistics for convergence of block 
with 4 members. 

 

4. Persisting issues: complex eigenvalues in T and 
divergence 

Although the results are good with one outer loop, we experience difficulties once we pass 
to another outer loop. The issue comes from the matrix T: after some time, complex 
eigenvalues appear – that are not just rounding errors – and make the block diverge 
completely. Since 𝑇 is supposed to be symmetric definite positive, there is definitely an 
issue. 

 
Figure 14: Divergence of the block Lanczos – cost function is an example of how the 
block diverges at the 5th inner loop of the 2nd outer iteration. The dots represent the values 
of the non-linear cost function at each outer loop, and the lines the quadratic cost function 
we try to minimize. 

While the quadratic cost function decreases faster for the block with 5 members than for 
the DRP, we observe a different behavior during the second outer loop. After 5 iterations 
in the 2nd loop the quadratic cost function drops then increases suddenly: this immediately 
follows the apparition of complex eigenvalues in 𝑇. 

 
Figure 14: Divergence of the block Lanczos – cost function 

1.0E+00

1.0E+01

1.0E+02

1.0E+03

1.0E+04

1.0E+05

1.0E+06

1.0E+07

0 5 10 15 20 25 30

C
os

t f
un

ct
io

n

Iteration

Cost Function - 3 outer loop / 10 inner loop

Quadratic J - DRP
Non linear cost J - DRP
Quadratic - block 5m
Non linear cost J - block 5m



 

 34 

We notice also that the gradient norm starts to increase instead of decreasing just before 
the block diverges: 

 
Figure 15: Divergence of the block Lanczos – Gradient norm 

 

The reason for this is the use of 𝐻�𝑅¨4𝐻 . While 𝐵 and 𝑅  are the same for all the 
members, the operator 𝐻�𝑅¨4𝐻  is different because 𝐻  is linearized around different 
points. When starting the second outer loop, we do not start on the same departure points, 
so 𝐻 is linearized around different points.  

 

To try and avoid this, we placed a flag on the function to solve 𝑇	𝑠. = 𝑒4	𝛽= and stop the 
calculation when a complex eigenvalue appears. The results given with the flag on are 
depicted on Figure 16: Divergence and complex eigenvalues in T. 
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Figure 16: Divergence and complex eigenvalues in T 

 

The problem has been identified and comes from the symmetry of 𝑇: different operators 
𝐻 for each member lead to the upper diagonal blocks to be different from the lower 
diagonal blocks.  

This can be temporarily avoided by using the activation of the flag to break out the current 
outer loop and start a new one, but this definitely does not solve the problem. This 
allowed us to notice that the block needs indeed less outer and inner iterations to converge 
towards the final value of the non-linear cost function. 
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V. Conclusion and future work 
 

Results show that the block Lanczos algorithm converges correctly with less iterations 
than a regular Lanczos algorithm. Even if the iterations are longer, it is possible to balance 
the two effects and for an appropriate number of members, the overall time is shorter for 
the block method. 

1. Real models 

As the total number of values for the QG model is around 1600, the block converges 
really fast and the details we can get from convergence or divergence are limited. The next 
steps are to get the block minimizer to work with real models such as the ones from 
NCAR, NASA or NOAA. The separation of concerns possible thanks to OOPS means 
that only a few extra things need to be implemented in the code. The minimizer does not 
depend on the model, and the only functions which need to be written are serialize() 
and deserialize() an increment.  

This is currently being worked on. As the structure of the increments are different for each 
model, this part requires much time and knowledge of the subtleties of the models. The 
principal problem is that the models are an input of OOPS, and are not necessarily 
developed in Boulder, CO but all over the US. 

 

2. Similar operators for all members 

The other issue that is immediately relevant to solve is the divergence of the block after 
several outer loops. The procedure we want to investigate is that instead of using its local 
operator 𝐻�𝑅¨4𝐻, each member should use the same. As the member 0 is unperturbed, 
we can consider it is a good “average” representation of all the members and (𝐻�𝑅¨4𝐻)= 
is chosen as the average operator. This should keep the symmetry of the matrix 𝑇, and we 
hope this would not affect the convergence too much.  

This adds MPI communications, that will also increase the computational time of the 
block Lanczos, especially with models that handle millions of data. This needs to be 
assessed and leads to the last line of work: choose between local storage of all the basis 
vectors on each MPI task, or continue with communication each time a processor needs 
information from another one. 
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Appendix 1: Thomas algorithm4 
 
The goal is to solve the following system: 
 
 

⎝

⎜
⎜
⎜
⎛

𝛼4 𝛽I 0	
𝛽I 𝛼I 𝛽â
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0 					 	

⋱ 𝛽.¨4 0	
𝛽.¨4 𝛼.¨4 𝛽.
	0 𝛽. 𝛼.⎠

⎟
⎟
⎟
⎞

⎝

⎜
⎜
⎛

𝑥4
𝑥I
⋮
𝑐
⋮

𝑥.¨4
𝑥. ⎠

⎟
⎟
⎞
=

⎝

⎜
⎜
⎜
⎛

ℎ4
ℎI
⋮
𝑐
⋮

ℎ.¨4
ℎ. ⎠

⎟
⎟
⎟
⎞

 

 
 

Algorithm 4: Thomas algorithm 

1: c4ø = 𝛽I/𝛼4 
2: h4ø = ℎ4/𝛼4 
3: for i = 2,… , n − 1 do 
4: cúø = 𝛽�î4/(𝛼� − 𝛽�𝑐′�¨4) 
5: end for 
6: for 𝑖 = 2,…	, 𝑛 do 
7:  húø = (ℎ� − 𝛽�𝑑�¨4ø )/(𝛼� − 𝛽�𝑐′�¨4) 
8: end for 
9: 𝑥ü = ℎüø  
10: for 𝑖 = 𝑛 − 1,…	, 1 do 
11:  𝑥� = ℎ�ø − 𝑐�ø𝑥�î4 
12: end for 
 

This algorithm can be adapted for block tri-diagonal matrices with 1/𝛼 = 𝛼¨4 and the 
multiplication becoming matrix product. 

  

                                                
4 https://en.wikipedia.org/wiki/Tridiagonal_matrix_algorithm 
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Appendix 2: Modified Gram-Schmidt 
algorithm code 
 

mqrgs(zzz, vvv, beta, www) { 
 
// Orthogonalization 
for (int p = 0; p < mytask; p++) { 

receive(v_other, p, tag_rcv_v);  // receive v from task p with unique tag 
receive(z_other, p, tag_rcv_z);  // receive z from task p with unique tag 
beta(p,mytask)= dot_product(www,z_other)/dot_product(v_other,z_other); 
vvv.axpy(-beta(p,mytask), v_other); 
zzz.axpy(-beta(p,mytask), z_other); 

} 
 
for (int p = mytask + 1; p < members; p++) { 

send(vvv, p, tag_send_v);  // send v to task p with unique tag 
send(zzz, p, tag_send_z);  // send z to task p with unique tag 

} 
 
// Normalization 
beta(mytask,mytask)=sqrt(dot_product(vvv,zzz)); 
 
vvv *= (1 / beta(mytask,mytask)); 
zzz *= (1 / beta(mytask,mytask)); 
 
fill(beta);  // get beta values from all tasks to all tasks – allGather function of 
MPI 
 
// Take into account the normalization in beta values 
for (int ii = 0; ii < members; ++ii) { 

for (int jj = ii + 1; jj < members; ++jj) { 
beta(ii, jj) =  beta(ii, jj) * beta(ii, ii); 

} 
} 
 
} 
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Appendix 3: Block Lanczos code 
 

// z_0 = B * r_0 
B.multiply(rr, zz); 
norm0 = sqrt(dot_product(zz, rr)); 
 
// QR decomposition 
// [z_1, v_1, b0] = qr[r_0, v_0] 
mqrgs(zz, vv, beta0, rr, gestag); 
 
Vbase.push_back(new CtrlInc_(vv));  // save 1st base vectors 
Zbase.push_back(new CtrlInc_(zz)); 
 
for (int iiter = 0; iiter < maxiter; ++iiter) { 

// Hessian application: w_i = v_i + HtRinvH*B*v_i = v_i + HtRinvH*z_i 
// --> new search directions 
HtRinvH.multiply(zz, ww); 
ww += vv; 
 
// Orthogonalize ww against previous base vectors 
for (int jiter = 0; jiter < iiter + 1; ++jiter) { 

get_proj(ww, Zbase[jiter], alpha, gestag); 
apply_proj(ww, Vbase[jiter], alpha, gestag); 

} 
 
B.multiply(ww, zz); 
vv = ww; 
 
mqrgs(zz, vv, beta, ww, gestag); 
 
Zbase.push_back(new CtrlInc_(zz)); 
Vbase.push_back(new CtrlInc_(vv)); 
ALPHAS.push_back(alpha); 
BETAS.push_back(beta); 
 
// solve T ss = beta0 * e1 
blockTriDiagSolve(ALPHAS, BETAS, beta0, ss, complexValues);   
 
for (int ll = 0; ll < iiter+1; ++ll) { 
 // Get the last block of ss – useful to calculate dx and dxh 

eigenmat_ SSLK = ss.block(ll*members, 0, members, members); 
CtrlInc_ v1(Vbase[ll]); 
CtrlInc_ z1(Zbase[ll]); 
apply_proj(dxh, -v1, SSLK); 
apply_proj(dx, -z1, SSLK); 
 
// Compute the quadratic cost function 
// J[du_{i}] = J[0] - 0.5 s_{i}^T Z_{i}^T r_{0} 
CtrlInc_ temp(dx); 
temp.zero(); 
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apply_proj(temp, z1, SSLK, gestag); 
costJ -= 0.5 * dot_product(temp, rr); 

} 
 

}  // main loop 
 

  



 

 42 

Appendix 4: Timing statistics for 
convergence of block with 4 members 
 

In yellow the actions added by the block methods, in blue the actions that are called less 
thanks of the block method.   

 

OOPS_STATS --------------------------------------------------------------------- 
OOPS_STATS ------------------------- Timing Statistics ------------------------- 
OOPS_STATS --------------------------------------------------------------------- 
OOPS_STATS oops::ErrorCovariance::ErrorCovariance              :       21.831 ms        
OOPS_STATS oops::ErrorCovariance::doInverseMultiply            :       15.684 ms        
OOPS_STATS oops::ErrorCovariance::doMultiply                   :       21.683 ms       
OOPS_STATS oops::ErrorCovariance::~ErrorCovariance             :        0.002 ms        
OOPS_STATS oops::GeoVaLs::GeoVaLs                              :         0.82 ms      
OOPS_STATS oops::GeoVaLs::~GeoVaLs                             :        0.096 ms      
OOPS_STATS oops::Geometry::Geometry                            :        0.603 ms        
OOPS_STATS oops::Geometry::~Geometry                           :        0.015 ms       
OOPS_STATS oops::Increment::Increment                          :       15.135 ms     
OOPS_STATS oops::Increment::accumul                            :        0.134 ms       
OOPS_STATS oops::Increment::axpy                               :        6.366 ms     
OOPS_STATS oops::Increment::deserialize                        :        3.999 ms     
OOPS_STATS oops::Increment::diff                               :        0.134 ms        
OOPS_STATS oops::Increment::dot_product_with                   :        2.527 ms     
OOPS_STATS oops::Increment::geometry                           :        0.029 ms       
OOPS_STATS oops::Increment::getValuesAD                        :       25.834 ms     
OOPS_STATS oops::Increment::getValuesTL                        :       21.482 ms     
OOPS_STATS oops::Increment::operator*=                         :        0.589 ms      
OOPS_STATS oops::Increment::operator+=                         :        0.005 ms        
OOPS_STATS oops::Increment::operator+=(State, Increment)       :        0.003 ms        
OOPS_STATS oops::Increment::operator=                          :        0.142 ms       
OOPS_STATS oops::Increment::print                              :         2.53 ms       
OOPS_STATS oops::Increment::serialSize                         :        0.723 ms     
OOPS_STATS oops::Increment::serialize                          :        6.081 ms     
OOPS_STATS oops::Increment::zero                               :        0.476 ms      
OOPS_STATS oops::Increment::~Increment                         :        4.118 ms     
OOPS_STATS oops::InterpolatorTraj::InterpolatorTraj            :        0.019 ms       
OOPS_STATS oops::InterpolatorTraj::~InterpolatorTraj           :        0.029 ms       
OOPS_STATS oops::LinearModel::LinearModel                      :         0.14 ms        
OOPS_STATS oops::LinearModel::finalizeAD                       :        0.207 ms       
OOPS_STATS oops::LinearModel::finalizeTL                       :        0.211 ms       
OOPS_STATS oops::LinearModel::forecastAD                       :      306.772 ms       
OOPS_STATS oops::LinearModel::forecastTL                       :      281.058 ms       
OOPS_STATS oops::LinearModel::initializeAD                     :        0.225 ms       
OOPS_STATS oops::LinearModel::initializeTL                     :        0.234 ms       
OOPS_STATS oops::LinearModel::setTrajectory                    :        0.826 ms       
OOPS_STATS oops::LinearModel::stepAD                           :      209.807 ms      
OOPS_STATS oops::LinearModel::stepTL                           :      192.381 ms      
OOPS_STATS oops::LinearModel::~LinearModel                     :        0.037 ms        
OOPS_STATS oops::LinearModelBase::finalizeAD                   :        0.183 ms       
OOPS_STATS oops::LinearModelBase::finalizeTL                   :        0.186 ms       
OOPS_STATS oops::LinearModelBase::initializeAD                 :        0.201 ms       
OOPS_STATS oops::LinearModelBase::initializeTL                 :        0.197 ms       
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OOPS_STATS oops::LinearModelBase::setTrajectory                :        0.794 ms       
OOPS_STATS oops::LinearModelBase::stepAD                       :      209.205 ms      
OOPS_STATS oops::LinearModelBase::stepTL                       :      191.768 ms      
OOPS_STATS oops::LinearObsOperator::LinearObsOperator          :        0.052 ms        
OOPS_STATS oops::LinearObsOperator::setTrajectory              :        0.019 ms        
OOPS_STATS oops::LinearObsOperator::simulateObsAD              :        0.094 ms       
OOPS_STATS oops::LinearObsOperator::simulateObsTL              :        0.087 ms       
OOPS_STATS oops::LinearObsOperator::variables                  :        0.463 ms     
OOPS_STATS oops::LinearObsOperator::~LinearObsOperator         :        0.017 ms        
OOPS_STATS oops::Locations::~Locations                         :        2.379 ms     
OOPS_STATS oops::Model::Model                                  :         0.14 ms        
OOPS_STATS oops::Model::finalize                               :        0.036 ms        
OOPS_STATS oops::Model::forecast                               :       37.546 ms        
OOPS_STATS oops::Model::initialize                             :        0.048 ms        
OOPS_STATS oops::Model::step                                   :       14.286 ms       
OOPS_STATS oops::Model::~Model                                 :        0.005 ms        
OOPS_STATS oops::ModelAuxControl::ModelAuxControl              :        0.003 ms        
OOPS_STATS oops::ModelAuxControl::print                        :        0.002 ms        
OOPS_STATS oops::ModelAuxControl::~ModelAuxControl             :        0.005 ms        
OOPS_STATS oops::ModelAuxCovariance::ModelAuxCovariance        :        0.001 ms        
OOPS_STATS oops::ModelAuxCovariance::inverseMultiply           :        0.001 ms        
OOPS_STATS oops::ModelAuxCovariance::linearize                 :            0 ms        
OOPS_STATS oops::ModelAuxCovariance::multiply                  :        0.009 ms       
OOPS_STATS oops::ModelAuxCovariance::~ModelAuxCovariance       :        0.001 ms        
OOPS_STATS oops::ModelAuxIncrement::ModelAuxIncrement          :        0.815 ms     
OOPS_STATS oops::ModelAuxIncrement::axpy                       :        0.541 ms     
OOPS_STATS oops::ModelAuxIncrement::deserialize                :        0.562 ms     
OOPS_STATS oops::ModelAuxIncrement::diff                       :        0.003 ms        
OOPS_STATS oops::ModelAuxIncrement::dot_product_with           :        0.198 ms     
OOPS_STATS oops::ModelAuxIncrement::operator*=                 :        0.084 ms      
OOPS_STATS oops::ModelAuxIncrement::operator+=                 :            0 ms        
OOPS_STATS oops::ModelAuxIncrement::operator+=ModelAuxControl  :        0.001 ms        
OOPS_STATS oops::ModelAuxIncrement::operator=                  :        0.007 ms       
OOPS_STATS oops::ModelAuxIncrement::print                      :        0.002 ms        
OOPS_STATS oops::ModelAuxIncrement::serialSize                 :         0.53 ms     
OOPS_STATS oops::ModelAuxIncrement::serialize                  :        0.564 ms     
OOPS_STATS oops::ModelAuxIncrement::zero                       :        0.058 ms      
OOPS_STATS oops::ModelAuxIncrement::~ModelAuxIncrement         :        0.986 ms     
OOPS_STATS oops::ModelBase::finalize                           :        0.032 ms        
OOPS_STATS oops::ModelBase::initialize                         :        0.044 ms        
OOPS_STATS oops::ModelBase::step                               :       14.228 ms       
OOPS_STATS oops::ObsAuxControl::ObsAuxControl                  :        0.042 ms       
OOPS_STATS oops::ObsAuxControl::print                          :            0 ms        
OOPS_STATS oops::ObsAuxControl::variables                      :        0.001 ms        
OOPS_STATS oops::ObsAuxControl::~ObsAuxControl                 :        0.006 ms       
OOPS_STATS oops::ObsAuxCovariance::ObsAuxCovariance            :         0.02 ms        
OOPS_STATS oops::ObsAuxCovariance::inverseMultiply             :        0.003 ms        
OOPS_STATS oops::ObsAuxCovariance::linearize                   :        0.002 ms        
OOPS_STATS oops::ObsAuxCovariance::multiply                    :        0.028 ms      
OOPS_STATS oops::ObsAuxCovariance::~ObsAuxCovariance           :        0.019 ms        
OOPS_STATS oops::ObsAuxIncrement::ObsAuxIncrement              :        3.219 ms    
OOPS_STATS oops::ObsAuxIncrement::axpy                         :        1.095 ms     
OOPS_STATS oops::ObsAuxIncrement::deserialize                  :        1.691 ms     
OOPS_STATS oops::ObsAuxIncrement::diff                         :        0.004 ms        
OOPS_STATS oops::ObsAuxIncrement::dot_product_with             :        0.425 ms     
OOPS_STATS oops::ObsAuxIncrement::operator*=                   :        0.136 ms     
OOPS_STATS oops::ObsAuxIncrement::operator+=                   :        0.004 ms        
OOPS_STATS oops::ObsAuxIncrement::operator=                    :        0.015 ms       
OOPS_STATS oops::ObsAuxIncrement::print                        :        0.009 ms       
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OOPS_STATS oops::ObsAuxIncrement::serialSize                   :        0.532 ms    
OOPS_STATS oops::ObsAuxIncrement::serialize                    :        1.758 ms     
OOPS_STATS oops::ObsAuxIncrement::zero                         :        0.116 ms      
OOPS_STATS oops::ObsAuxIncrement::~ObsAuxIncrement             :        3.221 ms    
OOPS_STATS oops::ObsDataVector::ObsDataVector                  :        0.049 ms        
OOPS_STATS oops::ObsDataVector::mask                           :        0.019 ms        
OOPS_STATS oops::ObsDataVector::print                          :        0.021 ms        
OOPS_STATS oops::ObsDataVector::save                           :        0.053 ms       
OOPS_STATS oops::ObsDataVector::~ObsDataVector                 :        0.002 ms        
OOPS_STATS oops::ObsFilter::ObsFilter                          :        0.013 ms       
OOPS_STATS oops::ObsFilter::~ObsFilter                         :        0.004 ms        
OOPS_STATS oops::ObsOperator::ObsOperator                      :        0.031 ms        
OOPS_STATS oops::ObsOperator::locations                        :      122.431 ms     
OOPS_STATS oops::ObsOperator::simulateObs                      :        0.015 ms        
OOPS_STATS oops::ObsOperator::variables                        :        0.002 ms        
OOPS_STATS oops::ObsOperator::~ObsOperator                     :        0.009 ms        
OOPS_STATS oops::ObsVector::ObsVector                          :        0.353 ms      
OOPS_STATS oops::ObsVector::dot_product                        :        0.014 ms        
OOPS_STATS oops::ObsVector::invert                             :        0.008 ms        
OOPS_STATS oops::ObsVector::operator*=                         :        0.083 ms       
OOPS_STATS oops::ObsVector::operator-=                         :        0.018 ms       
OOPS_STATS oops::ObsVector::operator=                          :        0.008 ms        
OOPS_STATS oops::ObsVector::print                              :        0.113 ms       
OOPS_STATS oops::ObsVector::rms                                :        0.013 ms        
OOPS_STATS oops::ObsVector::save                               :        0.041 ms       
OOPS_STATS oops::ObsVector::~ObsVector                         :        0.108 ms      
OOPS_STATS oops::ObservationSpace::ObservationSpace            :        9.289 ms        
OOPS_STATS oops::ObservationSpace::obsvariables                :            0 ms        
OOPS_STATS oops::ObservationSpace::printJo                     :        0.019 ms        
OOPS_STATS oops::State::State                                  :        0.854 ms       
OOPS_STATS oops::State::geometry                               :        0.001 ms        
OOPS_STATS oops::State::getValues                              :        3.649 ms      
OOPS_STATS oops::State::operator=                              :        0.009 ms        
OOPS_STATS oops::State::print                                  :        1.237 ms       
OOPS_STATS oops::State::write                                  :        5.107 ms        
OOPS_STATS oops::State::~State                                 :        0.124 ms       
OOPS_STATS util::Timers::Total                                 :      1009.95 ms        
OOPS_STATS ------------------------- Timing Statistics ------------------------- 
 


