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Sammanfattning 
 

När elproduktionen från förnybara källor ökar krävs högre flexibilitet av fossil 

bränsleproduktion för att hantera fluktuationerna från sol- och vindkraft. Detta 

resulterar i kortare driftscykler och brantare ramper för turbinerna och mer 

osäkerhet för operatörerna. 

Detta avhandlingsarbete tillämpar matematisk optimering och statistisk 

inlärning för att förbättra det ekonomiska utnyttjandet av en kombicykel i ett 

kraftverk som består av två separata block med två gasturbiner och en ångturbin. 

Målet är att minimera bränsleförbrukningen hos gasturbinerna samtidigt som 

man tar hänsyn till en serie av villkor relaterade till efterfrågan som anläggningen 

står inför, kraftproduktionsbegränsningar etc. Detta uppnås genom skapandet av 

en matematisk modell för anläggningen som reglerar hur anläggningen kan 

fungera. Modellen är sedan optimerad för minsta möjliga bränsleförbrukning. 

Maskinteknik har använts på sensor data från själva anläggningen för att 

realistiskt simulera turbinernas beteende. In och utdata kurvor har erhållits för 

kraftproduktion och avgasvärmeproduktion med hjälp av ordinary least squares 

(OLS) med månads data och med en tio minuters samplingshastighet. Modellen 

är korsvaliderad och bevisad statistiskt giltig. 

Optimeringsproblemet formuleras genom en generaliserad disjunktiv 

programmering i form av ett mixed-integer linear problem (MILP) och löses med 

hjälp av en Branch-and-Bound algoritm. Resultatet från modellen är en veckas 

värden, med femton minuters intervall, totalt i två månader. 

Lägre bränsleförbrukning uppnås med hjälp av optimeringsmodellen, med en 

vecka minskad bränsleförbrukning i intervallet 2-4%. En känslighetsanalys och 

en korrelationsmatris används för att visa efterfrågan och den maximala 

tillgängliga kapaciteten som kritiska parametrar. Resultaten visar att de mest 

effektiva maskinerna (alternativt de med högsta tillgängliga kapacitet) bör drivas 

med maximal belastning medan de fortfarande strävar efter ett effektivt 

utnyttjande av avgaserna. 
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Abstract 
 

As electricity production from renewable sources increases, higher flexibility is 

required by fossil fuel generation to cope with the inherent fluctuations of solar 

and wind power. This results in shorter operating cycles and steeper ramps for 

the turbines, and more uncertainty for the operators. 

This thesis work applies mathematical optimization and statistical learning to 

improve the economic dispatch of a combined cycle power plant composed by 

two separate blocks of two gas turbines and one steam turbine. The goal is to 

minimize the input fuel to the gas turbines while respecting a series of constraints 

related to the demand the plant faces, power generation limits etc. This is 

achieved through the creation of a mathematical model of the plant that regulates 

how the plant can operate. The model is then optimized to reduce fuel 

consumption at a minimum. 

Machine learning techniques have been applied to sensor data from the plant 

itself to realistically simulate the behavior of the turbines. Input-Output curves 

have been obtained for power and exhaust heat generation of all the turbines 

using ordinary least squares on monthly data with a ten minutes sampling rate. 

The model is cross-validated and proven statistically valid. 

 The optimization problem is formulated through generalized disjunctive 

programming in the form of a mixed-integer linear problem (MILP) and solved 

using a branch-and-bound algorithm. The output of the model is a one-week 

dispatch, in fifteen minutes intervals, carried out for two months in total. 

Lower fuel consumption is achieved using the optimization model, with a weekly 

reduction of fuel consumed in the range of 2-4%. A sensitivity analysis and a 

correlation matrix are used to highlights the demand and the maximum available 

capacity as critical parameters. Results show that the most efficient machines 

(alternatively, the ones with highest available capacity) should be operated at 

maximum load while still striving for an efficient utilization of the exhaust gas. 
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1. Introduction 
An increasing magnitude of renewable capacity is being installed year after year. 

This is causing major shifts in the pattern of electricity consumption and 

generation by source. In the next years, fossil fuel generation is forecasted to be 

more and more important as a back-up producer, i.e. to compensate for 

renewables fluctuation and unpredictability, and ensure stability in the grid. The 

implications are shorter operating cycles, steeper ramps for the turbines, and 

more uncertainty for the operators. 

Combined cycle power plants (CCPP) in particular are the most suited to cover 

this stabilizing role given the high ramping capacity of the gas turbines, which 

allows them to start-up fast and reach high loads in a matter of minutes, and their 

relatively low environmental impact. In comparison with coal-fueled power 

plant, CCPP produce less emissions thanks to a cleaner fuel, while also achieving 

greater overall efficiency.  

In an attempt to understand the effects that these changes will have on the life 

cycle of the turbines, on their operation patterns and how to prepare the 

operators to face sudden change in demand, Siemens Industrial Turbomachinery 

(SIT) would like to put at better use the vast amount of data collected from the 

hundreds of sensors installed in its machines all over the world. Several projects 

have been set up in the past years to carry investigation about machines lifetime 

- studying components lifetime and how they are affected by various kinds of 

failures, - and operations.  

Operation planning problems are characterized by minimization or 

maximization of some objective functions (e.g. fuel cost, profit, machines 

downtime, emissions) given a combination of input parameters and several 

constraints. Determining the optimal power output under certain conditions is at 

the core of the economic dispatch (ED) problem. The extension of the ED to 

multiple timestamps is the unit commitment (UC), which usually provides an 

hourly overview of the load to be provided by the generators. 

The classic way of solving these problems is through physical models only, which 

means that thermodynamic equations are used, with some level of approximation 
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to allow the optimization process to finish in a reasonable time. While this 

method generally works, it doesn’t take advantage of the individual 

characteristics of the single generation units. Case-specific solutions have been 

usually investigated and, while more general software able to handle different 

problem sets exists already in the market, a definitive answer is yet to come.  

This thesis project aims to integrate the physical way of modelling with the sensor 

data from the plant to reach an improved solution,  

 builds on the previous work carried out in Bahilo Rodriguez (2018) to create an 

optimization model for gas turbines operation and it’s situated within a bigger 

and longer strategy with the final objective of expanding the model to the CCPP 

while providing short-term and long-term profit increase to the customers. 

The work presented in this thesis will be implemented with the Pyomo 

optimization package in Python, which presents some advantages over other 

well-established algebraic modeling languages like AMPL and GAMS. First and 

foremost, Pyomo is open source, making it a great candidate for scientific studies 

and thesis projects; being based on and fully integrated within the Python 

language it is easy to declare and manipulate objects, integrate different modules 

and create a clean pipeline from the raw data to the final problem. 

Pyomo interfaces to open-source and commercial solvers like GLPK and CPLEX, 

providing all the degrees of freedom and customization that these softwares allow 

for (changing solving algorithm, optimization parameters and so on). 

1.1 Objectives 

The main goal of this thesis work is to analyze fuel consumption patterns from a 

power plant and recognize opportunity for improvement that could lead to fuel 

savings while providing the same load to the grid. This process usually goes under 

the name of descriptive analytics. 

The power plant being used as a case study comprises two separate combined 

cycle units, where each unit is composed by two gas turbines (each with its own 

recovery boiler) and one steam turbine.  

To reach this goal, the author has developed an optimization model that 

simulates plant operation under certain constraints. It should be noticed that the 

model will serve as the basis for other two master thesis projects that include 

profit optimization as objective function (Ahmed, 2019) and maintenance 

constraints (Bhatt, 2019). In this respect, the model should be: 
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• Simple and fast. Being the main building block, it is important for it to not 

act as a bottleneck, to require too many parameters or to render other 

applications impractical or difficult to implement. 

• Accurate. Simplicity should not be a priority over achieving good results, 

in any case. The model will need to achieve significant improvement on the 

status quo in order to justify its deployment. 

• Able to generalize. While the model is designed on a specific case study, 

the results should be reproducible on a different plant with minimal 

changes.  

The output of the model gives the optimal power output for each turbine at a 

minimum cost, which is a solution to the ED problem. 

1.2 Scope and limitations 

Dispatch optimization is a multi-faceted problem with multiple outcomes on 

many different levels, to make for an interesting problem that is easy to expand 

indefinitely. Just as an example, the duration of the optimization period will allow 

for different objectives such as fuel consumption minimization in the short term, 

long and short-term profit maximization, availability (up-time) maximization, 

and asset management. 

 It is then especially important to put some clear boundaries to what will be 

achieved and what not.  

Data for a duration of two years was collected. Out of these, a total period of two 

months was chosen for the investigation. This is due to a general lack of good data 

in the first eighteen months and a low demand in the last four that often resulted 

in only one turbine being operated. The analysis would have given the same 

results for these months.  

The frequency chosen for the optimization of the dispatch is fifteen minutes, since 

it has been considered the best trade-off between simplicity (the model doesn’t 

need too many constraints) and accuracy (the model is not as vague as a one-hour 

dispatch). This influences what needs to be coded into the model. 

Regarding the gas turbines, the author of the thesis will: 

• Analyze sensor data, trying to reconstruct missing values and create new 

information from it (e.g. deriving the input fuel from the power output and 

the efficiency). This is known as data wrangling. 

• Build input-output (IO) curves. These curves map the relationship 

between two variables like the power output and the efficiency or the 

power output and the exhaust heat. 
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Regarding the steam turbines, the author of the thesis will: 

• Create a start-up model from the sensor data and the start-up curves. Since 

the start-up of a turbine depends on how long the turbine has been shut-

down and can thus happen in a range that varies between few minutes (hot 

start-up) to hours (cold start-up), this is not a trivial task. 

• Investigate the relationship between the exhaust heat of the gas turbines 

and the steam turbines power output. This was complicated by the lack of 

data from the recovery boilers. 

As already briefly mentioned in the objectives paragraph, other two thesis 

projects were developed in parallel to this one and with very clear demarcation 

lines among them. Any consideration related to increased thermal stress, reduced 

lifetime, wear of the components etc. was deferred, as well as any economic 

consideration regarding bidding, fuel price, and costs in general.  

Finally, environmental considerations regarding maximum allowed emissions, 

the possibility of introducing a cap and trade scheme or a carbon tax were 

impossible to formulate due to general lack of information regarding emissions 

of different kind (e.g. NOx, CO2). While the general goal of this work, reducing 

fuel consumption, will lead to lower emissions for same equipment facing the 

same load, the real impact cannot be properly estimated (Rifaat, 1998). 

1.3 Thesis Structure 

• Chapter 2 will present a literature review of the ED problem, showing 

how different scholars have approached it and what are the most common 

techniques in use. 

• Chapter 3 will explain more in detail what an optimization problem is 

and how it can be formulated and solved. Multiple examples will be 

provided, using the economic dispatch as a reference. 

• Chapter 4 will introduce some concepts of machine learning and 

statistical methods. This chapter covers only the basis of the subject, in 

order to show how the sensor data helps the optimization problem.  

• Chapter 5 is dedicated to the model structure. The chapter deals with all 

the additional details of building a real optimization model. 

• Chapter 6 will show the results obtained and various sensitivity analysis. 

• Chapter 7 will lay down some conclusions and basis for future work.  
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2. Economic dispatch in literature 
There is an abundance of literature for ED problems in CCPP targeting the 

problem from many perspectives. One of the main differentiators is how the 

researchers approach the realization of a coherent, realistic and solvable model.  

Compared to the simple cycle of traditional thermal units, the number of possible 

interactions among the CC components and the variety of constraints at the level 

of the single turbine and the whole plant create a much harder problem to solve. 

The need for simplification leads to the use of different models and, according to 

how the plant is represented, it is possible to group them into four kinds (Bayon 

et al., 2014): 

• Aggregated models. The CC is represented as a single thermal unit and 

different constraints regarding units’ interactions and limits are ignored. 

This highly simplistic model leaves the determination of the unit 

commitment to the dispatch operator.  

• Pseudo-unit models. Pseudo-units are used to represent the gas turbines 

and their proportional share of steam generation (Lopez et al.,2010) with 

all the units facing the same constraints. This could be considered a slightly 

more complex aggregated model. 

• Configuration or mode models. The CC is represented as mutually 

exclusive combinations of gas turbines and steam turbines. The transition 

to one state to the other is regulated by a predetermined state transition 

diagram. 

• Physical models. Each of the CC component is represented by different 

constraints and parameter, with its own ramping capacity, maximum 

power production etc.  

These last two methods are considered the most realistic, with the configuration 

model being adopted by a vast majority of the researchers. 

One of the main advantages of the configuration model is the apparent simplicity 

of the idea, as each configuration is close to a pseudo-unit facing its own set of 

constraints. In comparison, the physical model requires a bigger set of 

constraints for each unit and a higher level of detail.  
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It's worth noting that the configuration model contains a number of 

approximations that will necessarily bring sub-optimal results and the only way 

to overcome this issue is to implement a sub-layer of physical units for each 

configuration state as noted by Liu et al. (2009). 

 Figure 2.1 shows the most common state transition diagram, implemented for 

example in Hui et al. (2011), Bielogrlic (2000) and Bayon et al. (2014).  

 

 

Figure 2.1 – State transition diagram (Bayon et al., 2014) 

One of the immediate downsides is that only one turbine can start-up or shut-

down at any instant, since transition 1-4, 2-3, and the reverse are prohibited. 

When trying to implement configurations in practice, other problems arise: what 

should be the ramp-up rate of state 2? This depends on the working configuration 

of the turbines, so that if one of them is at its maximum capacity the ability to 

ramp-down should be higher than to ramp-up. Even worst: what are the ramp 

rates between states? The question can be answered in different ways based on 

different assumptions, but always leading to approximations. 

Another big difference in the ED literature is in the solving method used. 

Numerous programming techniques, heuristics and metaheuristics – for a 

difference among these and an introduction to the topic refer to Talbi (2009), - 

have been implemented in the years. 

While Abbas et al. (2017) counts more than fifty different methods among ninety 

papers on the topic of optimization of ED in CCPP, few of them are used by a vast 

majority. It is useful to introduce a preliminary distinction between how the 

problems are formulated and how they are solved.  

There are two common ways to express ED problems: 

• Mixed-integer linear programming (MILP). A kind of problem in which 

some of the variables are constrained to be integers and all the other 
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constraints are linear. A more detailed explanation of this topic is provided 

in the methodology. 

• Dynamic programming (DP). A technique that recursively solves a series 

of nested sub-problems to find the optimal solution of a more complex 

problem. The ED structure can be easily translated into dynamic 

programming problems. 

DPs tend to be faster to solve, because they depend on a recursive value function 

that can be solve through approximation methods (Bellman, 1957) while the 

integer variables in a MILP can easily require thousands of iterations before 

finding the optimal solution and even more to prove optimality. On the other 

hand, MILPs are easier to formulate and each equation in the model explained 

by means of physical events and relationships in the phenomenon modelled, DP 

requires the formulation of the so-called Bellman equation (Kirk, 1970) which 

explanation can be non-trivial. Attempts in the course of the years have been 

made to unify or combine these two formulations (Raffensperger, 1999), but the 

trend is to use either one or the other. 

Once the problem has been formulated, an algorithm is needed to find a solution 

and declare its optimality. The most implemented nowadays are: 

• Branch & Bound (BB). Usually coupled with a simplex or interior-point 

algorithm to find a solution, BB performs a search among subsets 

(branches) of the whole solutions state space and define the optimal 

solution estimating bounds for each branch and solution. 

• Genetic algorithm (GA). Borrowing from the theory of evolution by Charles 

Darwin, GAs randomly generate a population of solutions (called 

generation) and evaluate their fitness (i.e. value of the objective function), 

the solutions with higher fitness are modified through recombination and 

random mutation to produce the next generation. Mutations with a lower 

fitness level are typically discarded in this step. 

• Particle swarm optimization (PSO). Also inspired by natural phenomena 

like movements of birds in a flock, PSO algorithms initialize a set of 

randomly generated solutions that are then update according to their own 

history (the personal best value found) and the history of the swarm (global 

best value found). PSO depends on various parameters that can be fine-

tuned and different ways to implement each step (from the initialization to 

values update) leading to a great number of possible variations (Carlisle 

and Dozier, 2001) 

The main advantages of GA and PSO over their more traditional counterpart are 

the ability to handle non-linear constraints and to explore a vast search-space in 
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a limited time (Yalcinoz et al., 2001). The main drawbacks are that they may fail 

to converge or only reach local optima (Kim et al. 1997).  

PSO has been demonstrated to be faster (Pancholi and Swarup, 2003) and able 

to reach better results (Gaing 2003) than GA., and due to the ease of modification 

it also has the possibility of implementing methods to avoid local minima 

(Konash and El-Sharakawi, 2009). Hybrids of PSO with GA exist, mostly using 

GAs to determine the best parameters or particles initialization (Othman et al., 

2012). 

The greatest advantage of BB is probably being already implemented in many 

software packages, avoiding creating also the solving heuristic from scratches and 

speeding up the possibility of tweaking parameters, test different algorithms and 

investigate the progress of the solver. Due to the larger time one needs to spend 

on the construction of the solver, PSO and GAs are implemented more often in 

bigger, more complex ED problems that may include grid constraints or 

additional generation sources (Yousif et al., 2018). For these problems, the huge 

number of variables and constraints may lead to slow progress with BB, either 

due to the small number of integer and feasible solutions or due to a big gap 

between upper and lower bounds that fails to converge in a reasonable time. 

This work implemented both a configuration-based and a physical model to 

compare solving times and results, with the latter being faster and able to reach 

higher efficiencies. Since one of the goals of the model is simplicity, MILP 

formulation has been preferred over DP, and BB over the more advanced 

techniques. Future, more complex iteration of this project may require PSO 

algorithms to be solved. 
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3. Optimization 
This section presents what a mathematical optimization model is, the importance 

of linearity, and how to solve a problem with integer constrained variables (e.g. 

binary variables representing on/off status). Generalized Disjunctive 

Programming (GDP), mostly absent in literature, is briefly introduced as the 

programming logic used in this thesis project. The last paragraph is dedicated to 

some techniques used to linearize non-linear functions and to implement 

Boolean logic into mathematical programming models. 

3.1 Mathematical Optimization 

Mathematical optimization models are used in all those situations in which there 

is the need to minimize or maximize a given quantity (objective function) 

depending on some variables whose values can be constrained (constrained 

optimization) or not (unconstrained optimization). Optimization models present 

similarities and differences with other widespread models like time-series 

models, whose objective is usually to infer future values from past observations, 

simulation models, whose primary goal is to observe the evolution of a system, 

and network planning models, in which activities are represented as node of a 

network and the shortest paths or the critical paths investigated. These models 

all serve different purposes and can be combined together to better understand a 

problem, make informed decisions and formulate more accurate forecasts. 

The most common kind of constrained optimization problems can be classified 

as Linear Programming (LP) models, Non-Linear Programming (NLP) models, 

Integer Programming (IP) models, Mixed-Integer Linear Programming (MILP) 

models and Mixed-Integer Non-Linear Programming (MILNP) models. 

First, an example of a canonical LP model. 

Example 3.1 – A Linear Programming (LP) model 

A factory can manufacture four different products, each of them requires a certain 

time to be produced and they are sold at different prices. The profit obtained after 

taking into account the cost of the raw materials and the hours needed for 

production are as follows:
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 PROD 1 PROD 2 PROD 3 PROD  4 
PROFIT $120 $85 $200 $160 

TIME 3 hours 2 hours 4 hours 3 hours 

  

Each unit of PROD 3 requires scrap materials from the production of two units 

of PROD 1 and one unit of PROD 3. Additionally, each unit of PROD 4 requires 

scrap materials from three units of PROD 2; it’s known historically that the 

demand for PROD 4 never surpasses 5 units per week. The plant is operated six 

days per week, two eight-hours shifts per day. 

The problem is to determine how much of each product should be manufactured 

in order to maximize the profit. 

In order to create a mathematical model, we use variables 𝑥1, 𝑥2, … , 𝑥4  to 

represent the quantity of PROD 1, PROD 2, …, PROD 4 produced. The profit takes 

the form: 

 𝑃𝑟𝑜𝑓𝑖𝑡 =  120𝑥1 + 85 𝑥2 + 200 𝑥3 + 160 𝑥4 3.1 
       

X.1 is the objective function to maximize in this problem. Since we have a finite 

amount of time each week, dependencies between some of the products and a 

maximum demand for PROD 4, the following inequalities are introduced: 

 3 𝑥1 + 2 𝑥2 + 4 𝑥3 + 3 𝑥4 ≤ 96 3.2 
 2 𝑥3 − 𝑥1  ≤ 0 3.3 
 3 𝑥4 + 𝑥3 − 𝑥2    ≤ 0 3.4 
 𝑥4  ≤ 5 3.5 

Equations 3.2 to 3.5 are inequality constrains of our optimization problem.  

The objective function and the constraints are all that is needed to formulate a 

complete mathematical model that in this case takes the form of an LP. To 

understand why, we can take a look at our constraints. They only contain linear 

terms, that is, in the form of: 

 𝑓(𝑥) = 𝑚𝑥 + 𝑏 3.6 
 

If we were to solve this problem, we would notice another thing. Here is the 

optimal solution: 

PROD 1 PROD 2 PROD 3 PROD  4 
8.5 19.25 5.25 5 
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Is this a valid result? If our product was, for example, in liquid form and we could 

assume the profit and the time were obtained using one liter of product as a 

reference, it would certainly be ok to accept this as the optimal result. Since our 

problem referred to unit of product however, we are in a particular case of LP in 

which our variables only accept integer values: an IP. The solution for the IP is: 

PROD 1 PROD 2 PROD 3 PROD  4 
9 19 4 5 

 

For such a simple case, the optimal integer solution is very close to the optimal 

general one. When dealing with hundreds of integers variables and time 

dependencies, the situation is more complex, since even rounding each solution 

component to its nearest integer could result in an infeasible combination. 

We now show how it is possible to represent our dispatch optimization problem 

in a mathematical form. 

Example 3.2 – Dispatch Optimization of a Combined Cycle Plant 

First, we need to define an objective function. At the simplest level, we want the 

plant to be able to satisfy a certain demand at minimum cost. These costs 

comprehend fuel cost, start-up cost and shut-down cost. In this particular 

project, start-up and shut-down costs will be considered not influential and thus 

ignored. The fuel cost is usually obtained indirectly using the expression of the 

turbine efficiency for a certain demand, given some parameters like turbine inlet 

temperature (TIT), inlet and outlet pressures, exhaust gas temperature and so on.  

Equations 3.7 to 3.9 derive the formula for the combined cycle efficiency. 

�̇�𝑔, �̇�𝑝, �̇�𝑣, �̇�𝑐 are respectively the heat input of the gas turbine, the lost heat, the 

heat input to the steam turbine and the heat rejected by the condenser. �̇�𝑔 and �̇�𝑣 

are the work produced by the gas and steam turbine. Let us define first the 

effectiveness of the heat recovery steam generator (HRSG): 

 𝜀 =  
𝑄𝑣

𝑄𝑝+𝑄𝑣
 = 

𝑄𝑔

𝑄𝑝+𝑄𝑣

𝑄𝑣

𝑄𝑔
=  

1

1+η𝑔

𝑄𝑣

𝑄𝑔
  3.7 

 η𝐶𝐶  =  
𝜏𝑔+𝜏𝑣

𝑄𝑔
 = η𝑔 + η𝑣

𝑄𝑣

𝑄𝑔
   3.8 

 η𝐶𝐶  =  η𝑔 +  𝜀(1 − η𝑔)η𝑣 3.9 
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This expression (3.9) is non-linear, and its associated problem will be much 

harder to solve than its linear counterpart. It is not in the scope of these thesis to 

demonstrate so, but more information can be found in Hochbaum (2007) and 

Sorenson (1976). If the efficiency is non-linear and the fuel input relies on it, how 

can we formulate a linear objective function for our problem? The answer to this 

question will be introduced in the next sections, after talking about linear 

regression. For the moment, it is sufficient to say that we want to minimize the 

fuel input for each turbine i at each interval t given a certain power output P 

(3.10). 

 
𝑚𝑖𝑛 ∑ ∑ 𝐹𝑢𝑒𝑙𝐶𝑜𝑠𝑡𝑖,𝑡

𝑁

𝑖=1

𝑇

𝑡=1

(𝑃𝑖,𝑡) 
3.10 

 

What we need to define now are some general constraints the model will be 

subject to. As said before, we want to meet a certain demand, so our power output 

should match that demand. For each turbine the power output should stay 

Figure 3.1 – Block Diagram of a combined cycle (Gicquel, 2011) 
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between a lower and an upper limit, and at each instant there is a maximum 

power output that can be obtained depending on the ambient condition that will 

affect various parameters e.g. the compressor inlet temperature (CIT). Moreover, 

there is a ramping rate that should not be exceeded by the turbine, so that the 

difference in power output for any two subsequent instants cannot be higher than 

a certain value. These constrains are represented by equations 3.11 to 3.15: 

 ∑ 𝑃𝑖,𝑡
𝑁
𝑖=1 = 𝐷𝑖  3.11 

 𝑃𝑖,𝑡 ≤ 𝑃𝑖,𝑡 ≤ 𝑃𝑖,𝑡
̅̅ ̅̅  3.12 

 𝑃𝑖,𝑡
̅̅ ̅̅ ≤ 𝛼𝑃𝑚𝑎𝑥,𝑖,𝑡(𝐶𝐼𝑇𝑖,𝑡, 𝑅𝐻𝑖,𝑡, 𝑝𝑖,𝑡)    3.13 

 𝑃𝑖,𝑡 −  𝑃𝑖,𝑡−1 ≤ 𝑅𝑈𝑖 3.14 

 𝑃𝑖,𝑡−1 − 𝑃𝑖,𝑡 ≤ 𝑅𝑈𝑖 3.15 

 

The meaning of 𝛼 in 3.13 will be discussed in the data quality subsection. 

Other generally valid constraints are slightly harder to express: the turbines have 

different start-up times according to the duration of the shut-down, there is a 

minimum time the turbine must be functioning after the start-up and a minimum 

time it must be off after the shut-down, if a turbine is off eq. 3.12 doesn’t apply, 

the steam turbine can only be on if any of the gas turbines is, and many more. 

To model these constrains we need to introduce indicator variables 𝑦𝑖,𝑡 which are 

1 when the turbine is on and 0 when it’s off, time related variables  ℎ𝑜𝑛,𝑖,𝑡, ℎ𝑜𝑓𝑓,𝑖,𝑡 

that are used to count for how long the turbine is been on/off, and possibly other 

extra variables. It is easy to see that while power can assume any continuous value 

within its constraints, having 𝑦 = 0.3 has no meaning. This is an example of a 

MILP model. 

An interesting and simple way to write down MILPs is generalized disjunctive 

programming (GDP).  

3.2 Generalized Disjunctive Programming 

Disjunctive programming is a major subfield of mathematical optimization where 

at least one constraint must be satisfied, but not necessarily all the others. 

Scheduling problems can often be written in a GDP form. It must be noted that 

this is simply an higher-level formulation of a MILP problem. 

We first show the formulation of a GDP problem (Raman and Grossmann, 1994), 

then define its terms: 

min 𝑍 = 𝑓(𝑥) + ∑ 𝑐𝑘

𝐾

𝑘
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𝑠. 𝑡. 𝑔(𝑥) ≤ 0 

⋁    
𝑌𝑖𝑘

𝑟𝑖𝑘(𝑥) ≤ 0
𝑐𝑘 = 𝛾𝑖𝑘

𝑖∈𝐷𝑘

      𝑘 ∈ 𝐾 

𝛺(𝑌) = 𝑇𝑟𝑢𝑒 

𝑥 ≤ 𝑥 ≤ 𝑥 

𝑥 ∈ 𝑅𝑛, 𝑐𝑘 ∈ 𝑅1, 𝑌𝑖𝑘 ∈ {𝑇𝑟𝑢𝑒, 𝐹𝑎𝑙𝑠𝑒} 

First, Z is our objective function. The function g represents the set of global 

constraints. Each k denotes a disjunction composed by 𝐷𝑘terms connected by an 

OR. In each term is present a Boolean variable 𝑌𝑖𝑘 that determine whether the 

inequality and equality constraints ( 𝑟𝑖𝑘(𝑥) ≤ 0, 𝑐𝑘 = 𝛾𝑖𝑘) are enforced. Each 

𝑌𝑖𝑘 variable is contained in 𝛺(𝑌), a set of logic proposition used to enforce various 

logic (in most of the applications this is an exclusive OR operator with one of the 

disjunct necessarily active). For more details on these terms see Sawaya (2006). 

Example 3.3 - GDP model of a gas turbine 

Suppose we want to model a gas turbine with two states: on and off. There is no 

reference to what the objective function of the problem is or how the turbine 

interacts with other component of the model, so that only the two disjuncts are 

going to be shown. 

Off state (𝑌1): 

 𝑃𝑖,𝑡 = 0  3.16 

 𝑦𝑖,𝑡 = 0 3.17 

 ℎ𝑜𝑛,𝑖,𝑡 = 0 3.18 

 ℎ𝑜𝑓𝑓,𝑖,𝑡 =  ℎ𝑜𝑓𝑓,𝑖,𝑡−1 + 1 3.19 

 𝑢𝑝𝑖𝑦𝑖,𝑡−1 − ℎ𝑜𝑛,𝑖,𝑡−1 ≤ 0 3.20 

 

 

On state (𝑌2): 

 𝑃𝑖,𝑡 ≤ 𝑃𝑖,𝑡 ≤ 𝑃𝑖,𝑡
̅̅ ̅̅  3.21 

 𝑃𝑖,𝑡 − 𝑃𝑖,𝑡−1 ≤ 𝑟𝑎𝑚𝑝𝑖,𝑡 3.22 

 𝑃𝑖,𝑡−1 − 𝑃𝑖,𝑡 ≤ 𝑟𝑎𝑚𝑝𝑖,𝑡 3.23 

 𝑦𝑖,𝑡 = 1 3.24 

 ℎ𝑜𝑛,𝑖,𝑡 = ℎ𝑜𝑛,𝑖,𝑡−1 + 1 3.25 
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 ℎ𝑜𝑓𝑓,𝑖,𝑡 =  0 3.26 

 𝑑𝑤𝑖 − 𝑑𝑤𝑖𝑦𝑖,𝑡−1 − ℎ𝑜𝑓𝑓,𝑖,𝑡−1 ≤ 0 3.27 

 

Disjunction: 

 𝑌1 + 𝑌2 = 1  3.28 
 

Equation 3.20 and 3.27 enforce the minimum up-time (𝑢𝑝𝑖) and down-time (𝑑𝑤𝑖) 

of the machine If the reader wants to know more about how this constraint was 

obtained, they can jump to the Indicator Variables paragraph. 

Equation 3.28 forces one and only one of the two sets of constraints to be active. 

In order to implement this in practice, a big-M method is used (again to be found 

in the Indicator Variables paragraph). 

3.3 Branch-and-Bound 

We have seen how an integer programming problem is in its essence an LP 

problem with the additional constraint of some (or all) of the variables being 

integer. The first step to solve any IP problem is to first solve its associated LP 

problem (from now on called relaxation or relaxed problem) where the condition 

of having integer variables is removed. If all the necessary variables end up being 

integer in the first optimal solution the problem is solved, but this is not usually 

the case and additional steps are needed. 

To illustrate how the Branch-and-Bound algorithm works, consider this IP: 

     maximize 18𝑥1 + 11𝑥2 

     subject to 𝑥1 + 𝑥2  ≤ 7 

13𝑥1 + 7𝑥2 ≤ 65 

𝑥1, 𝑥2 ≥ 0 

𝑥1, 𝑥2 𝑖𝑛𝑡𝑒𝑔𝑒𝑟𝑠 

The solution to the relaxed LP (which will be noted with 𝑃0) gives 𝑥1 =
8

3
, 𝑥2 =

13

3
, 

with an objective function ζ = 96.67. ζ here represents our upper limit, since 

adding constraints cannot increase the value of the objective function. 

 For 𝑥1 to be an integer, it must satisfy either 𝑥1 ≤ 2 or 𝑥1 ≥ 4. We add these two 

constraints, separately, to create other two problems (𝑃1 𝑎𝑛𝑑 𝑃2).  
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The solution for 𝑃1 gives 𝑥1 = 2, 𝑥2 = 5 and ζ = 91. This is our lower limit ζ and it 

can only be updated if a new integer solution with a higher objective function 

value is found. 

The solution for 𝑃2 gives 𝑥1 = 3, 𝑥2 = 4.71 and ζ = 95.86. This solution updates 

our upper limit and creates two new problem ( 𝑃3 𝑎𝑛𝑑 𝑃4). If the new upper limit 

would have been lower than our lower limit, we could have declared to have found 

the optimal solution, since  𝑃3 , 𝑃4  and all the other resulting problems would 

necessarily have a lower optimum value than 𝑃2.  

Fig. 3.2 shows how we are starting to develop a tree of LPs called enumeration 

tree (Vanderbei, 1996). 𝑃1 is a leaf of this tree and is noted with a double box, 

while 𝑃2 is called a node of the tree. 

 

Figure 3.2 – The beginning of the enumeration tree 

Solving 𝑃3 gives us additional branches and the next step could be to investigate 

the deepest node in the tree 𝑃5(Depth-First Search, DFS) or the earliest found 

unsolved node 𝑃4(Breadth-First Search, DFS). The algorithm generally follows a 

DFS logic since it has been proven to be optimal (Edelkamp & Schrodl, 2012). 
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The solution to 𝑃5 𝑥1 = 3, 𝑥2 = 3 has an objective function value ζ = 87 which is 

less than our current lower limit and our best solution is not updated. Fig. X.2 

shows the state of the enumeration tree after solving 𝑃6. Eventually, the path 

following 𝑃7 brings to two integers solution with a lower objective function than 

ζ, 𝑃8 is infeasible and so 𝑃4. The enumeration tree has been exhausted and 𝑃1 is 

proven to be our optimal solution. 

3.4 Indicator Variables  

It is common practice to introduce in LPs binary variables that when coupled with 

other continuous variables are used to indicate certain states or conditions. Let’s 

take the case in which we want to identify a turbine as on if its power is higher 

than zero and off otherwise. We can introduce an indicator variable δ in a 

constraint of the form: 

 𝑃 −  Mδ ≤ 0  3.29 
Where M is an upper bound for the power 𝑃 . Equation 3.29 enforces the 

condition ‘if 𝑃 > 0 then δ = 1’. 

It is not possible to completely represent the condition ‘δ = 1 if and only if 𝑃 > 0’ 

unless we define a threshold ε above which the turbine will be considered to be 

on. This is usually not a limitation when representing real life problems, since we 

generally don’t want to distinguish between e.g. having no impurities in a fuel or 

having three molecules of impurities. Thus, we can write: 

 𝑃 −  εδ ≥ 0 3.30 
Successfully representing the condition ‘𝑖𝑓 δ = 1 then 𝑃 ≥ ε’. 3.29 and 3.30 give 

us the condition ‘δ = 1 if and only if 𝑃 ≥ ε’.  

We have seen how to use indicator variables to represent states, but they can also 

be used to represent conditional logic statements. In a GDP formulation of the 

MILP, each disjunct has an associated binary variable that determines whether 

to apply the associated constraints or not.  
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Figure 3.3 – The enumeration tree after solving 𝑷𝟔 
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Let us consider a generic inequality: 

 ∑ 𝑎𝑖𝑥𝑖 ≤ 𝑏𝑖   3.31 
We want to use an indicator variable δ  that will cause the constraint to be 

enforced when δ = 1 and to ignore the constraint when δ = 0. We divide this task 

in two parts: first, we model the condition ‘if δ = 1  then the constraint is 

enforced’. This can be done considering that what we are trying to express is 

equivalent to ‘∑ 𝑎𝑖𝑥𝑖 − 𝑏 ≤ 0𝑖  if (1 − δ) = 0′, that is: 

 ∑ 𝑎𝑖𝑥𝑖 − 𝑏 ≤ 𝑀(1 − δ)𝑖   3.32 
 ∑ 𝑎𝑖𝑥𝑖 + 𝑀δ ≤ 𝑀 + 𝑏

𝑖

 3.33 

To model the second condition ‘if δ = 0 then constraint is not enforced’ we need 

once again to introduce a tolerance ε, so to have: 

 ∑ 𝑎𝑖𝑥𝑖 − 𝑏 > 0 

𝑖

 3.34 

 ∑ 𝑎𝑖𝑥𝑖 ≥ ε + b

𝑖

 3.35 

 ∑ 𝑎𝑖𝑥𝑖 − (𝑚 − ε)δ ≥ ε + b

𝑖

 3.36 

Where m is a lower bound for the expression ∑ 𝑎𝑖𝑥𝑖 − 𝑏𝑖 . Equations 3.33 and 3.36 

together ensure the expected behavior.  

3.5 Linearization 

We have already introduced, without making it explicit, an example of 

linearization. Eq. 3.22 and 3.23 are effectively the linear version of the condition 

we wanted to achieve: 

 |𝑃𝑖,𝑡 −  𝑃𝑖,𝑡−1| ≤ 𝑅𝑈𝑖  3.37 

In general, it is not possible to linearize any given function, but it is possible to 

approximate them to piecewise linear function, in other words functions that are 

linear for a certain interval. Fig. 3.4 shows how log(x) is approximated to straight 

lines between points (1,5,10,20,35,50). This results in the following equations: 

 X = 1𝜆1 + 5𝜆2 + 10𝜆3 + 20𝜆4 + 35𝜆5 + 50𝜆6 3.38 
    y = 0𝜆1 + 1.609𝜆2 + 3.302𝜆3 + 3.995𝜆4 + 4.555𝜆5 + 4.912𝜆6  3.39 
 𝜆1 + 𝜆2 + 𝜆3 + 𝜆4 + 𝜆5 + 𝜆6 = 1 3.40 

Additionally, for these equations to be valid, at most two adjacent variables 𝜆𝑖 can 

be non-zero. This condition is defined as 𝜆𝑖 being part of a special ordered set of 

type 2 (SOS2) and while it cannot be expressed in linear terms, it can be modelled 

using binary variables and integer programming (Beale and Tomlin, 1969). 
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Figure 3.4 – Piecewise approximation of the logarithmic function 

 

We have introduced the basic concepts of linear programming, giving an idea of 

many different ways to build mathematical optimization models, the limitations 

of each of them and some ways to overcome them. In particular, it has been 

discussed how any sort of logical consideration can be introduced into an LP 

transforming it into an IP (using indicator variables) and how this affect solving 

time (by having to solve a slightly different version of the same problem multiple 

times). A way to transform any function in a linear fashion has been provided. 
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4. Statistical learning 
This paragraph is dedicated to a machine learning technique called linear 

regression, what it is and why it is needed in this particular problem. The 

mathematical foundations are laid down together with some considerations for 

creating a statistically valid model. 

4.1 Linear Regression 

From our knowledge of mathematical optimization, it would be possible to build 

a thermodynamical model (TDM) of the plant, which equations have been known 

for years, taking into account some of the specific characteristics of the turbine 

models (nominal capacity, ramping capacity and so on) to customize it for 

different sites. This model would be, in theory, the most accurate possible thanks 

to its sound theoretical foundations. We are going to argue here that there are 

two shortcomings that make this model impractical to use and less accurate than 

expected. 

The first problem regards solving time. In the TDM each turbine’s component has 

its inputs and outputs (mass flow, heat, power) and the relationship with each 

other component is mapped, so that for each load the turbine is facing, the 

equations are solved again and again to ensure the best behavior that is able to 

satisfy all the constraints. If we were to analyze only one gas turbine, this problem 

could be solved in a somehow acceptable time since the demand faced by the 

turbine would be identical to the plant demand and the problem would be only 

solved once, but when introducing (at least) another gas turbine and (at least) a 

steam turbine, the possible combinations become easily too many to be solved in 

reasonable time even once. From what we know about the branch and bound 

algorithm, in reality the problem would be solved thousands of times before being 

able to declare optimality of the solution. 

The second concern is about accuracy of the model over time and its difficulties 

in dealing with plant degradation. The TDM relies on a plethora of coefficients 

usually determined experimentally and directly related to the conditions of the 

plant. With time, the components start degrading and some of their properties 

change. A pure thermodynamical approach wouldn’t be suited to model this 

changes (which are statistical in nature) and it could result not only in non-

optimal dispatches but even in non-feasible ones. The penalties for not being able 
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to produce the capacity sold are way worse than a slightly higher fuel 

consumption. 

To solve both of these problems we should find a way to create a highly simplified 

problem which maintains accuracy and validity while also being able to track the 

plant behavior over time. 

In other words, we want to understand what are the main variables influencing 

our fuel consumption (considering that it is our problem’s objective function 

3.10) and how can we track their influence over time. 

There is a set of techniques that are used to infer relationships between variables 

that go under the name of regression. These can take different forms and differ a 

lot from each other in their results, for the purpose of this thesis work we will use 

a particular technique called Linear Regression. Other techniques that won’t be 

analyzed but deserve a mention for their widespread use and that may be of 

interest for the reader are: Support Vector Regressor (SVR), Decision Trees and 

Random Forest, and Artificial Neural Networks (ANN). While these generally 

perform better than Linear Regression, they lack the ability to give numerical 

weights that can be associated with each variable and are therefore hard or 

impossible to implement in a MILP. Variations on the Linear Regression method 

are Lasso and Ridge regression, that introduce penalties and regularization to 

compensate for some of the linear regression shortcomings. 

We can start looking at the simplest case which use one variable only and it is 

called univariate or simple linear regression. 

4.2 Simple linear regression 

Our intent is to use an input X to predict a certain output value Y. The most 

fundamental assumption is that either the phenomenon we are trying to describe 

is linear or that a linear model is accurate enough to represent it. There are many 

other assumptions that will be shown later, for now it suffices to say that the 

phenomenon we want to represent should at least resemble a linear function. 

Thus, our model will take the form: 

 𝑓(𝑥) =  𝛽0 + 𝛽1𝑥  4.1 
To appreciate how powerful this simple representation is, we need to consider 

that the variable 𝑥 can take many different shapes and forms. As an example, it 

could be obtained from the logarithm or the square-root of another variable, it 

could come from a basis expansion (e.g. 𝑥2, 𝑥3) or even a combination of other 

variables (i.e. addition, subtraction, multiplication or division). Even if the 

parameter itself comes from a non-linear function, the model is still linear in 

respect to the variable. 
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How can we find the correct 𝛽 for our problem? One of the most widespread 

solution is borrowed from statistics and it is called ordinary least squares (OLS). 

We have a number N of observation (𝑥𝑖 , 𝑦𝑖) called the training set and we are 

going to minimize the sum of squared residuals (4.2). Here the term residual 

stands for the difference between the measured output value 𝑦𝑖 and our predicted 

value. The 𝑥𝑖  terms are referred to as independent variables or features, the 𝑦𝑖 as 

target or dependent variables. 

 
∑(𝑦𝑖

𝑁

𝑖

− 𝑓(𝑥𝑖))2 
 
4.2 

 
∑(𝑦𝑖

𝑁

𝑖

− 𝛽0 − 𝛽1𝑥)2 
 
4.3 

 

Fig. 4.1 gives an intuitive understanding of the logic behind the selection of this 

as the function to minimize.  

 

Figure 4.1 – Linear least square fitting for one-dimensional input 

A critical advantage of the OLS over other methods is that it has a closed-form, 

analytical expression (the normal equation). To derive it, we can generalize and 

create a matrix X of size 𝑁 𝑥 (𝑝 + 1) where 𝑝 is the list of input variables to which 

we add a 1 in the first position to account for the bias term.  

Let us indicate with y the vector of N outputs to rewrite 4.3 as: 
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 (𝒚 − 𝑿𝛽)𝑇(𝒚 − 𝑿𝛽)  4.4 
 

Differentiating this function in respect to 𝛽 we can set the resulting expression to 

zero and obtain our optimal value of 𝛽. 

 −2𝑿𝑇(𝒚 − 𝑿𝛽) = 0  4.5 
 �̂� = (𝑿𝑇𝑿)−1𝑿𝑇𝒚  4.6 

   

These values �̂� are denoted as fitted betas and once they are obtained is possible 

to write: 

 �̂� = 𝑿�̂� = 𝑿(𝑿𝑇𝑿)−1𝑿𝑇𝒚 
 

4.7 

Having to compute the inverse of  𝑿𝑇𝑿 it is very important for this matrix to be 

of full rank, otherwise the above-mentioned matrix would be singular (non-

invertible) and the �̂� not uniquely defined. Which leads to another assumption of 

the linear regression model: absence of multicollinearity. 

This means that there shouldn’t be linear relationships among any of the 

independent variables. Nowadays, the software which implement the method are 

generally able to detect and correct multicollinearity problems, but the resulting 

model will be less powerful than an equivalent size model with perfectly 

independent features. 

4.3 Fitness of the model 

We have just described a simple method that can be used to describe various 

phenomenon, gain knowledge from datasets and make inferences. It is important 

to understand that fitting a line doesn’t always make sense and in some cases it 

is possible to obtain underfitting or overfitting functions that will not be able to 

generalize well. To show these concepts we will use the Anscombe’s Quartet 

(Anscombe, 1973), an ensemble of four datasets with statistical properties (mean, 

variance, correlation) identical to the third decimal place but appearing 

completely different from a graphical perspective. 
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Figure 4.2 – Anscombe’s Quartet with fitted lines 

Starting from the bottom half we can see two examples of outliers skewing the 

regression. The dataset on the left could be better fitted by a line with a smaller 

slope, but what is really worrying is the right dataset. A vertical line at 𝑥 = 8 is 

the ideal candidate and it is fair to discard the point in the upper right corner as 

a measurement error, but our regression considers its distance from the other 

point as extremely significant (high penalty) and the regression is distorted 

completely. The simplest solution to this problem is making sense of the data. 

Analyze it, determining where the data comes from and the likelihood of it being 

correct. Data quality is the main content of the next sub-chapter of this thesis. 

Moving to the other half of figure 4.2, on the upper right corner, the second 

dataset shows a quadratic behavior. Our linear fit is a classic example of 

underfitting. The model is too simple to explain the phenomena in place and 

should be improved by additional features. Figure 4.3 shows the result of linear 

regression including a quadratic term (as explained in the simple linear 

regression paragraph, the terms can take any form and the model will be still 

linear in their respect). 
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Figure 4.3  – Quadratic fit of Anscombe’s second dataset 

There is a downside in having too complex of a model as well. The first dataset in 

our example is well fitted but if we were to implement more features, we could 

reduce the error even more. The new model wouldn’t be able to generalize as the 

simpler one and its forecasting capabilities would be close to zero. 

 

Figure 4.4 – Overfitted curved with nine degrees of freedom 
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To conclude this section about regression, we will discuss some useful metrics to 

assess fitness of a model and compare different regression models, and a simple 

strategy to avoid overfitting called cross-validation. 

4.4 Evaluation metrics and cross-validation 

The two most diffuse evaluation metrics are root mean square error (RMSE) and 

mean absolute error (MAE), defined as follows: 

 

𝑅𝑀𝑆𝐸 =  √
1

𝑛
∑(𝑦𝑗 − 𝑦�̂�)2

𝑛

𝑗=1

 

 
4.8 

 𝑀𝐴𝐸 =  
1

𝑛
∑ |𝑦𝑗 − 𝑦�̂�|𝑛

𝑗=1   4.9 

 

These two metrics present their own benefits and shortcomings, so that it is good 

practice two use both of them for comparison purposes. 

It should be notice that the RMSE formula is closely related to the standard 

deviation one and thus RMSE tends to penalize large deviations more than MAE.  

Table 1 – Equal errors 

Index Error |Error| Error^2 

1 -3 3 9 

2 3 3 9 

3 -3 3 9 

4 3 3 9 

5 -3 3 9 

6 3 3 9 

 

Table 2 – Small variance in errors 

Index Error |Error| Error^2 

1 1 1 1 

2 3 3 9 

3 -2 2 4 

4 3 3 9 

5 5 5 25 

6 -4 4 16 
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Table 3 – Single outlier 

Index Error |Error| Error^2 

1 0 0 0 

2 0 0 0 

3 0 0 0 

4 0 0 0 

5 0 0 0 

6 18 18 225 

 

Table 4 – Results of different magnitudes of error in RMSE and MAE 

 Table 1 Table 2 Table 3 
RMSE 3 4.266 7.348 

MAE 3 3 3 

This can be considered an advantage of the RMSE when in fact larger errors are 

detrimental to the model performance in a non-linear way (i.e. an error twice as 

big as another one is more than twice as bad). There is anyway an important 

consideration to be done here: the MAE is the lower limit of RMSE, while its 

upper limit is given by the MAE times the square root of the sample size 𝑛 (Chai 

and Draxler, 2014). The tendency of the RMSE to increase with test sample size 

makes it hard to compare among different models. 

Once one (or a series of) evaluation metric is chosen it can be used to improve 

underfitting or overfitting problems. Generally speaking, underfitting is a 

condition in which the model is not good enough to produce clear patterns so that 

using more data, data with higher quality, a more powerful regression technique 

or introducing more features in the model will likely solve the problem. 

Overfitting is more interesting, since many algorithms tend to be skewed in this 

direction.  

Training a model on a set of data and evaluating the results on the same set has 

little value, as shown before. The model would be not as good when presented 

with new data, sometimes drastically worse. Common practice is to divide the set 

in two partitions called test and validation set. The parameters are learned fitting 

the training set and the model is scored on the validation set. While an 

improvement on the previous situation, it is still possible to overfit on the 

validation set, especially when using more complex techniques than linear 
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regression. This make sense, since we are trying to optimize for it and repeated 

use of the validation set will indirectly give information to the model. 

A possible solution is to use thee partitions instead of two. The new partition, 

called the test set, is never shown to the model until all the parameters are 

learned, and it is thus possible to have an unbiased estimation of our error. The 

drawback is that doing so reduces the amount of data we can use in the training 

phase, decreasing the overall quality of the model. 

Another possible solution is cross-validation, a procedure that splits the training 

data into smaller sets and repeatedly evaluate the model fitting on different 

combinations of these sets. The way the splitting is done determines the exact 

cross-validation method used.  

K-Fold validation, for example, splits the set in equal parts with no resampling 

and uses K-1 folds to train the model and one fold to evaluate prediction errors. 

Finally, the model is tested on the real test set.  Figure 4.5 shows how this process 

looks like: 

 

Figure 4.5 – K-Fold Validation 

Other cross-validation techniques are leave-one-out (LOO) validation, - which is 

an extreme case of K-Fold where K = N and the model is trained with the whole 

training set except one sample, - and Shuffle & Split, which generates random 

folds of equal length with resampling. 
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5. Optimization Model 
This section presents how the model is built from the selection of the decision 

variables and parameters to the structure of the optimization. 

5.1 Correlation Matrix 

As mentioned before, our model makes little use of thermodynamic parameters 

and constraints. To map the relationships between variables and the objective 

function, we build linear regressions among them, but a question stands still: how 

to select these variables? 

One approach could be to just use them all since the model will automatically 

recognize the ones that have a higher influence (their associated weights will be 

higher) and the ones that do not (whose weights will be closer to zero). This is a 

disingenuous solution for two reasons: the first one is that the model will likely 

overfit, the second that having to track many parameters will slow down 

optimization. 

A better approach is to use a correlation matrix, using Pearson correlation 

coefficients to determine the degree of correlation among variables (Pearson, 

1895). We will not delve into the theory behind this particular technique, it 

suffices to say that a correlation matrix expresses the correlation among two 

variables using a number between -1 (perfectly negative correlation) and 1 

(perfectly positive correlation), with 0 implying that no correlation exists. 

Figure 5.1 shows the results of running a correlation analysis on data from one 

gas turbine (plus the efficiency of the whole cycle). The high correlation between 

efficiency, active load, heat input and exhaust heat content should not surprise 

since they all depend on the same hidden variable (turbine inlet temperature). It 

is not possible to use two of these variables together when performing regression 

on another variable. 

If we want to minimize fuel consumption, our dependent variable will be the heat 

input (‘Heat In’). If we want to maximize the efficiency of the combined cycle, 

that (‘Eff CC’) will be the variable. 
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Figure 5.1 – Correlation matrix for one gas turbine 

 

In both cases, it is advised to select the active load as the independent variable, 

the reasons being: 

1. This is the variable we are trying to optimize for in our original problem 

(i.e. dispatch optimization); 

2. The other parameters are usually calculated ex post and there is no way 

for the plant operator to decide them in the dispatch; 
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3. It is not immediately clear how the model itself would use the exhaust heat 

content or the efficiency of the turbine as decision variables. 

Also, compressor inlet temperature (CIT) and relative humidity (RH) will be 

used, since they are easy to add to the model (they do not depend on the results 

in any way) and show a discrete negative correlation to our independent 

variables. Another parameter that will be obtained through linear regression is 

the exhaust heat content. The same variables will be used in this case. 

5.2 Additional Parameters 

There are two additional considerations to be added before creating our 

regression curves. They both concern the maximum output of our turbines. 

Siemens is using an algorithm to calculate the thermal load percentage of its 

machines and it is be possible to calculate the maximum available capacity (𝑃) 

from it at any instant, since 

 
𝐿𝑜𝑎𝑑% =  

𝑃𝑖

 𝑃𝑖 
 

 

5.1 

Unfortunately, for this thesis’ case study, the thermal load percentage doesn’t 

always match the electric one due to unexpected customer behavior. To overcome 

this problem, another evaluation of the maximum available power must be done, 

using a different technique that relies on calculations made over some specific 

conditions over eleven variables. It was not possible to collect all the needed 

values for all the parameters, - and even if it would have, the problem of 

component degradation (thus, altering the behavior of the machines) would still 

be present.  

In other words, we have an algorithm providing correct values for some known 

conditions and another algorithm providing values that must be corrected to take 

into account all the relevant factors. These two algorithms should provide the 

same results, so we are able to calculate the correction factor 𝛼. 

 𝑃1 = 𝛼𝑃2 

 

5.2 

Similarly, the maximum output of the steam turbine is controlled by the exhaust 

heat content and the effectiveness of the HRSG. No data is present for this last 

component, so that we had to consider together the efficiency of the boiler and 
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the steam turbine in a single parameter 𝛽. With the assumption that the steam 

turbine is always producing at maximum power for a given heat input (a 

conservative but realistic assumption), we have: 

 𝑃𝑠𝑡𝑒𝑎𝑚 = 𝛽𝑄𝑣
̇  

 

5.3 

The value of 𝛽 varies highly in the dataset, which is a problem mainly because 

affect whether the problem will solve (i.e. whether it will be possible to satisfy the 

demand). Four different approaches were tested, from most to least realistic: 

• Using the median of 𝛽 . This is the most conservative approach, but it 

allows the optimization to fail. 

• Using the median of 𝛽  introducing a variable for the unmet demand. 

Assumes a fixed relationship between the exhaust energy content and the 

steam turbine output and allow the system to miss part of the load in order 

to make the problem always solvable. 

• Trying to predict 𝛽 introducing a variable for the unmet demand. This is 

the most complex option and it also relies more heavily on the assumption 

that the steam turbine output is equivalent to its maximum capacity. 

• Linear regression on 𝛽𝑄�̇�  as a unique parameter. This doesn’t work 

because the model is able to find ways to maximize steam output beyond 

what is reasonable expected in order to save fuel. 

The second solution proved to be the best when working with a configuration 

model, while the unit model never fails even when using simply the median of 𝛽.  

5.3 Optimization Model 

Once the variables have been selected it is possible to use linear regression to 

obtain the input-output curves for each turbine. 
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Figure 5.2 – Linear regression on inlet fuel 

 

 
Figure 5.3 – Linear regression on exhaust heat content 



39| Optimization Model 

 

 
 

These curves map the power output to our variables for given ambient conditions 

and are fed to the model. It is possible to see, from the shape of the regression 

curves, that the square of the power was used together with the aforementioned 

variables. 

Figure 5.4 shows the unit model optimization layout, how the turbines are 

connected and what the inputs and outputs are. The equations governing the 

units are given in chapter 3. 

In the next chapter we are going to show the results of the model and how 

changing some of the parameters (namely, demand and maximum available 

capacity) can produce different outcomes. 
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Figure 5.4 – Layout of the optimization model 
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6. Results & Discussion  
This section introduces the results of the optimization problem. The economic 

dispatch in a period of eight weeks is obtained for the two individual blocks.  The 

algorithm is also validated for one-week period considering the whole plant. 

To further investigate the validity of the algorithm, the demand faced by the plant 

is artificially increased or decreased. An additional load profile is investigated. 

The related results are discussed in the last section of this chapter. 

 

6.1 Block 1 

In Fig. 6.1 is possible to see how the optimization results compare against the real 

operations of the first combined cycle block. One week has been chosen as the 

most representative, similar plots can be obtained selecting any time period.  

Two things can be immediately noticed: 

1. The orange and blue line in the upper graph almost exactly overlap. This 

means that the customer always operates the two gas turbines at the same 

load.  

2. The steam turbine is operated in both cases at very similar levels. This is 

an indicator that the algorithm is able to realistically reproduce the 

interaction between the gas and the steam cycle. 

 

Regarding the optimization results, we are concerned with them being sensible, 

realistic and to not present any immediate and clear drawback. 
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Figure 6.1 – One-week customer vs optimized dispatch, first block 

The decision to operate the two turbines at different levels is intuitively correct: 

as the load increases the efficiency follows, so that a big share of the load is served 

at the highest efficiency. As a result, one gas turbine operates smoothly, following 

its maximum available capacity, while the other has higher ramps up and down. 

The magnitude and the timeframe of these ramps is not a concern for the wear of 

the turbine.  On the other hand, one of the turbines is operated most of the time 

with a lower load, which causes higher NOx emissions (Correa, 1993) Due to lack 

of data it was not possible to include the emissions of the power plant into the 

model. 

 

Figure 6.2 – Efficiency Comparison 
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The resulting efficiencies are displayed in Fig 6.2, where is it possible to see how 

during the chosen week the algorithm always outperform the customer behavior. 

Since this could lead the reader to believe that the optimization logic always tries 

to maximize efficiency on an instant basis (which would be the wrong way to 

achieve an optimum dispatch) Fig. 6.3 and 6.4 show the dispatch and the 

efficiency during a different week of the optimization period when this 

phenomenon doesn’t occur. 

 

Figure 6.3 One-week customer vs optimized dispatch with high load variation 

 

Figure 6.4 – Efficiency Comparison with high load variation 

As Fig. 6.4 shows it is not always the case that the efficiency of the optimized 

dispatch is higher that the one obtained by the customer operation strategy. This 
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temporary situation is due to the approximations introduced to linearize the 

problem (i.e. piecewise functions) and the inaccuracies of the regression models. 

Nevertheless, the model is able to obtain fuel savings over the whole selected 

period. 

 

 

Figure 6.5 – Comparison of fuel consumption, first block 

The increase in efficiency results in comparable fuel savings, as shown by Fig. 6.5 

(each bar representing eight hours of operation).  

 

6.2 Block 2 

Since the second block is operated by the customer following the same 

operational strategy, the results are very similar and the corresponding plots 

almost identical. It’s worth to notice how Fig. 6.6 points out another limitation of 

the current model: steep ramps are not penalized. 

During the first day of the optimization, the two gas turbines switch places for an 

hour, with GT01 producing at full load and GT02 at part load. While this achieves 

a higher efficiency for the hour (the maximum available capacity of GT01 is higher 

than GT02’s in that period) it doesn’t take into account the wear of the turbine 

when ramping. As mentioned already, the cost of ramping, cycling, start-ups and 
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shut downs are not included in the scope of these thesis and are being 

implemented in parallel in another thesis project. 

 

 

Figure 6.6 - One-week customer vs optimized dispatch, second block 
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Figure 6.7 – Comparison of fuel consumption, second block 

 

6.3 Full Plant 

As shown already in chapter 2, the Branch & Bound algorithm has an exponential 

complexity (Floudas & Pardalos, 2009). For this reason, when trying to solve the 

economic dispatch problem for the whole plant, giving to the algorithm the 

freedom to assign the load to each of the two units, the optimization becomes 

quickly impractical and long solving times arise for time period longer than 48 

intervals (12 hours).  

The causes of this problem can be discovered analyzing the solver’s output 

[source] and are: 

• Difficulty to find a valid solution for the integer variables. 

Simply put, the vast amount of combinations makes it statistically less 

likely that the optimal solution will have all the required variables in an 

integer form.  

To add on this, while for one block there are relationships between the 

turbines that make it easier for all the variables to be integer when one of 

them is, this is not true anymore in the whole plant model, as the two 

blocks are only linked by the need to satisfy a common demand and are 

two physically different units. 

• Difficulty to decrease the bound gap to a low enough value. 

As explained in chapter 2, the bound gap tells us how much improvement 

is still possible within our problem based on the fact than a problem with 

integer constrained variables can be only as good as its non-constrained 

(relaxed) counterpart.  

This problem is usually due to the shape of the solution space and can only 

be altered by modifying the model itself to make it tighter or to use 

different searching strategies (although it is impossible to say in advance 

that one strategy will be certainly better than another).  

Using the existing customer dispatch (a feasible solution by definition) to warm 

start the optimization easily reduce the impact of the first issue, but there is no 

immediate solution for the second. A tradeoff between time and optimality can 

be achieved increasing the minimum gap from the usual value of 10^-6. For this 

case a value of 5% was chosen. While this is a very high value if trying to prove 
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optimality, it is interesting to see how even an approximative solution can lead to 

considerable savings. 

For the full plant, given the higher number of possible combinations, the cycling 

phenomenon is amplified but is easy to see (Fig. 6.8) that the production pattern 

follows the same logic, with one turbine for block producing at maximum capacity 

and the others at partial load. The efficiency obtained and the relative savings are 

much higher than in the single block case, since the algorithm now is optimizing 

not only the output of each turbine but also, indirectly, the demand to be assigned 

to each block. This result suggests that future expansion on the problem (e.g. 

adding a chiller unit, allowing the turbine to go beyond the TIT limits to increase 

the power output above maximum available capacity) will further improve the 

optimization. 

 

 

Figure 6.8 - One-week customer vs optimized dispatch, full plant 
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Figure 6.9 - Comparison of fuel consumption, full plant 

6.4 Discussion 

In order to verify that the results obtained are not overfitting the data (as 

explained in chapter 3), the trained model is used to optimize different loads. 

These loads are obtained multiplying the existing load by a factor of 0.6, 0.8, 1.1 

and 1.15 (sensitivity analysis), plus an extra load obtained using the demand faced 

by another plant being investigated in the wider scope of this project (model 

fitness analysis). While there are no reference results for these additional loads, 

it is possible to consider whether the results are sensible or not in comparison 

with the reference state (multiplication factor of 1) 

The results of the sensitivity analysis are shown in Fig. 6.10.  

 

Figure 6.10 – Sensitivity Analysis with multiple multiplication factors 
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As expected, the best results are obtained when the load approaches the 

maximum available capacity of the combined cycle (factor of 1.15). This allows for 

both of the turbines to run at their best efficiencies and minimize fuel 

consumption in respect to the power output.  

The low efficiencies obtained by lowering the demand by 0.8 was also expected 

and can be easily explained by having to run the most efficient turbine at a load 

lower than the maximum available capacity or having to sacrifice some of the 

steam turbine load, both options necessarily decrease the efficiency of the plant. 

This case also presents the wider swings in efficiency, a characteristic due to the 

load being around the point in which one of the turbines could be shut down. 

 

Figure 6.11 – Production patterns for 0.6 and 0.8 multiplication factors 

An interesting result is that multiplying the demand by 0.6 and 1.1 doesn´t move 

them much from the reference case. For the 0.6 case this is due to the plant being 

able to operate without the inefficient turbine most of the time (when this is not 

true anymore, the efficiency gets closer to the most inefficient case) while for the 

multiplication factor of 1.1 it seems to simply depend on the load level itself and 

it may be related to the inaccuracies of the regression (both in fuel consumption 

and steam production).  
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The results of figure 6.12 look familiar at this point, with the only difference of 

the load decreasing so much that one of the turbines shuts-down. Another 

noticeable difference is that GT01 approaches often its lower limit of 20% load, 

which enforces the steam turbine to regulate its power output according to the 

demand.  Thus, the efficiency profile becomes really similar to the shape of the 

steam turbine power output (considering all other factors equal, a better 

utilization of the exhaust heat naturally increases the efficiency). 

 

 

Figure 6.12 – One week optimum dispatch, alternative load 

Finally, figure 6.13 represents the variation in efficiency with the variation in 

maximum capacity. As expected, when increasing the maximum power output of 

the turbines, the efficiency of the whole cycle increase. The opposite is true when 

reducing the maximum capacity. 

Overall, the model behaves as expected when varying the load to different degrees 

and when presented with a notably different load profile, showing it to be 

accurate and general enough. The behavior in comparison to the maximum 

output is the expected one. 
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Figure 6.13 – Maximum available capacity sensitivity analysis 
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7. Conclusions 
As a result of the work presented in these pages, is possible to conclude that: 

• There is significant space for improvement in operation of CCPP in respect 

to the fuel consumption of the plant; 

 

• Using few data sources is possible to create a realistic model that can 

provide an optimum economic dispatch; 

 

• Adding complexity to the model can bring even higher savings at the cost 

of increased computational power needed.   

 

• In particular, being able to model the HRSG and the chiller unit are clear 

priorities to increase confidence in the model results. 

 

• It is very important to determine correctly the maximum available capacity 

of the turbines, as it is one of the main variables in the resulting plant 

efficiency. 

Future work can be done starting from this thesis, in particular: 

• The lack of data for the heat recovery steam generation (HRSG) boilers did 

not allow to work on combined heat and power (CHP) plant since too many 

assumptions were needed for the model to be considered realistic. Future 

work should consider cogeneration plants. 

 

• Chillers and additional equipment can be included in the model to improve 

the results of the optimization. 

 

• If possible, analysis should be done on the carbon content of the fuel used, 

in order to allow for environmental considerations to be made. 
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Appendix A – Pyomo Examples 
 

Example 1 - A Linear Programming (LP) model 
from pyomo.environ import * 

 

# First we create the model to which everything will be assigned 

model = ConcreteModel() 

 

# Variables declaration 

model.x = Var([0,1,2,3], within = NonNegativeReals) 

 

# Constraint declaration 

model.c1 = Constraint(expr = 

3*model.x[0]+2*model.x[1]+4*model.x[2]+3*model.x[3] <= 96) 

model.c2 = Constraint(expr = 2*model.x[2]-model.x[0] <= 0) 

model.c3 = Constraint(expr = 3*model.x[3]+model.x[2]-model.x[1]<= 0) 

model.c4 = Constraint(expr = model.x[3] <= 5) 

 

#Objective function 

model.obj = Objective(sense = maximize,expr = 

120*model.x[0]+85*model.x[1]+200*model.x[2]+160*model.x[3]) 

 

# Calling the solver 

solver = SolverFactory('cplex') 

solver.solve(model) 
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Example 2- Production Scheduling, linear formulation (Conejo et 

al., 2006) 
from pyomo.environ import * 

 

m = ConcreteModel() 

 

I = list(range(2)) 

Demand =  [9, 12,7.5] 

T = list(range(len(Demand))) 

 

MaxProd = [6, 8] 

MaxRamp = [1.5, 4.0] 

 

x0 = [2, 3.5] 

a = [2, 3.5] 

b = [0.6, 0.5] 

 

m.unit = Var(T,I, within = NonNegativeReals) 

 

def UpperLimit(model,t,i): 

    return m.unit[t,i] <= MaxProd[i]  

m.c1 = Constraint(T,I,rule = UpperLimit) 

 

def RampUpLimit(model,t,i): 

    if t == 0: 

        return m.unit[t,i]-x0[i] <= MaxRamp[i] 
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    else: 

        return m.unit[t,i]-m.unit[t-1,i] <= MaxRamp[i] 

m.c2 = Constraint(T,I,rule = RampUpLimit) 

 

def RampDownLimit(model,t,i): 

    if t == 0: 

        return x0[i]-m.unit[t,i] <= MaxRamp[i] 

    else: 

        return m.unit[t-1,i]-m.unit[t,i] <= MaxRamp[i]    

m.c3 = Constraint(T,I,rule = RampDownLimit) 

 

def MatchDemand(model,t,i): 

    return sum(m.unit[t,i] for i in I) == Demand[t]  

m.c4 = Constraint(T,I,rule = MatchDemand) 

 

def ObjFunc(model): 

    return sum(a[i]*m.unit[t,i]+0.5*b[i]*m.unit[t,i]**2 for i in I 

for t in T) 

m.obj = Objective(rule = ObjFunc) 

 

solver = SolverFactory('cplex') 

solver.solve(m) 

 

Example 3 - Capacity Expansion Planning  (Conejo et al., 2006) 
from pyomo.environ import * 

from pyomo.gdp import * 



Appendix A – Pyomo Examples |60 

 

 
 

import numpy as np 

 

m = ConcreteModel() 

 

I = list(range(2))                                                              

T = list(range(2))                                                             

J = list(range(3))                                                        

K = list(range(3))                                                             

 

demand = [11,9]                                                                 

b_cost = [(2, 3.5), (4.5, 3)]                                                             

t_cost =  [[1000, 0.5, 0.7], [0.6, 1000, 0.8]]                                                    

f_max = [[0, 5, 11], [5, 0, 9]]                                                          

build = [[3,5,9], [4,6,8]]                                                               

# Variables 

m.x = Var(I,T, within = NonNegativeIntegers, bounds = (0,10))                   

m.y = Var(I,T, within = NonNegativeIntegers, bounds = (0,10))                  

m.f = Var(I,J,T, within = NonNegativeReals, bounds = (0,20))                    

 

# Constraint 

def localProdBalance1(model,t): 

    return m.y[0,t] == m.f[0,2,t]+m.f[0,1,t]-m.f[1,0,t] 

m.c1 = Constraint(T, rule = localProdBalance1) 

def localProdBalance2(model,t): 

    return m.y[1,t] == m.f[1,2,t]+m.f[1,0,t]-m.f[0,1,t] 
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m.c2 = Constraint(T, rule = localProdBalance2)  

def cityProdBalance(model,t): 

    return demand[t] == m.f[0,2,t]+m.f[1,2,t] 

m.c3 = Constraint(T, rule = cityProdBalance) 

def transportCap(model,i,j,t): 

    return m.f[i,j,t] <= f_max[i][j] 

m.c4 = Constraint(I,J,T, rule = transportCap) 

def productionCap(model,i,t): 

    return m.y[i,t] <= m.x[i,t] 

m.c5 = Constraint(I,T, rule = productionCap) 

 

def disjBuild(block,i,t,k): 

    m = block.model() 

    block.c = Constraint(expr = m.x[i,t] == build[i][k]) 

m.d = Disjunct(I,T,K, rule = disjBuild) 

 

def D_rule(block,i,t): 

    m = block.model() 

    return [m.d[i,t,0],m.d[i,t,1],m.d[i,t,2]] 

m.D = Disjunction(I,T, rule = D_rule) 

 

# Objective function 

def ObjFunc(model): 

    return sum((b_cost[i][0])*m.x[i,0]+(b_cost[i][1])*(m.x[i,1]-

m.x[i,0]) + sum(t_cost[i][j]*m.f[i,j,t]**2 for i in I for j in J for 

t in T) for i in I ) 
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m.obj = Objective(rule = ObjFunc) 

 

xfrm = TransformationFactory('gdp.bigm') 

xfrm.apply_to(m) 

 

solver = SolverFactory('cplex') 

solver.solve(m) 

 

 


