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Abstract

Computer usage today is predominantly based on graphical interaction, 
where the visual presentation of information is essential both for input 
(hand-eye coordination when using a computer mouse), and output (see-
ing the information on a computer screen). This can create difficulties for 
blind computer users, both at an individual level when interacting with a 
computer, and also when collaborating with other computer users.

The work presented in this thesis has investigated interaction for 
blind computer users in three stages. First investigating access to infor-
mation by making studies on an interactive audio-only game, drawing 
conclusions about auditory direct manipulation and auditory interface 
design. Second studying collaboration between blind and sighted compu-
ter users in two different contexts, leading to questioning of commonly 
expressed design principles regarding access to collaboration. Finally stud-
ying accessibility in a working environment, finding out how technology, 
the assistive device used by the blind person, communication with others 
and professional knowledge interplayed to create an accessible work en-
vironment.

Based on these empirical studies, the main conclusion from this 
work is a proposal of a research perspective, Assistive interfaces as coop-
erative interfaces. Here, the context where the interface is going to be used 
is in focus, and cooperative and social dimensions of interaction are ac-
knowledged and highlighted. The design and analysis of assistive devices 
should be highly sensitive to the socio-interactional environment, and not 
just focusing on the single individual using an assistive device.
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Chapter 1 

Introduction

Accessibility is a general term used to describe the degree to which a product (e.g., 

device, service, environment) is accessible by as many people as possible. […] 

the “ability to access” the functionality, and possible benefit, of some system or 

entity;[…] people with disabilities and their right of access to entities1

Computer usage today is predominantly based on graphical interaction, 
where the visual presentation of information is essential both for input 
(hand-eye coordination when using a computer mouse), and output (see-
ing the information on a computer screen). This type of interaction can 
present problems if the user for some reason has difficulties accessing these 
modalities. These difficulties include mobility impairments, making hand 
movements hard, and visual impairments making visual presentation of 
information limited or impossible. The work presented in this thesis is 
about accessibility for blind computer users. 

Historical perspective
In 1984, Scadden described the large promises that the information tech-
nology brings for people with disabilities in general, and people who are 
blind in particular, and how this can be utilized in the future: 

1 http://en.wikipedia.org/wiki/Accessibility, 2008-02-15 09:45
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Computers have neither prejudice nor preference. The computer user may 

have any color, religion, national origin, or physical characteristic. The infor-

mation presented can be visual, tactile, or auditory. For the first time since 

civilization abandoned the oral tradition of information dissemination in fa-

vor of the benefits provided by literacy and the written word, blind people 

may achieve equality in the access to information. (Scadden, 1984, p. 394)

However, this paper is also a warning, that if appropriate actions are not 
taken, blind people will forever be lost in this emerging information age. 
These actions include issues like education for rehabilitation and special 
education professionals in the use of computer technology, education for 
blind and visually impaired in both using and creating the information 
technology, and that industry must take responsibility for accessibility is-
sues. The paper concludes with the following question: 

Within the next decade, will we succeed in creating equality or simply adding 

irony to the lives of blind and visually impaired people? (p. 400) 

Six years later, Boyd, Boyd and Vanderheiden (1990) described the 
present situation with the graphical user interface and the major acces-
sibility problems it presents to a blind and visually impaired user. 

Boyd et al. divide the problem into three major categories: differ-
ence in screen reading architecture, visual metaphors, and mouse-driven 
control and navigation. 

Difference in screen reading architecture. When using a text-based 
system, the information is displayed using plain text, which is easy to 
interpret by the screen reader (see description below) and present using 
speech or Braille2. But graphical user interfaces are pixel-based, which 
means that information is stored and presented on the pixel level and 
could be very hard to translate to text. This makes it harder for the screen 
reader to get access and interpret the textual and especially the graphical 
non-textual information. 

Visual metaphors. Instead of using a specialized command language 
and explicit information, the graphical interface presents information by 
using familiar objects or visual images. In order to identify an object or 
recognize an action you have to actually see it, the possible textual infor-

2 Braille is the character system used by blind people all over the world. Each character is 
constructed by using different combinations of dots in a two-by-three matrix. For exam-
ple, the word Braille is written Braille
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mation is often not enough, and the translation to alternative presenta-
tion modes is hard. 

Mouse-driven control and navigation. With no visual feedback, 
navigation with the mouse is hard since the hand/eye coordination that 
is essential in the use of the mouse does not translate well into speech 
synthesis or Braille text. There is simply no easy way to track the mouse 
cursor other than to look at the screen. 

In a more recent study, Gerber (2003) describes computer access 
on a more higher level, outlining benefits of and barriers to computer use 
for people with visual impairment based on a series of focus group inter-
views with participants who are blind or visually impaired.

The benefits ties into the discussion by Scadden (1984), where 
the use of computers indeed has lead to more employment opportuni-
ties, better mobility and creating an independent identity (Gerber, 2003). 
Having independent access to written information, such as books, articles 
and correspondence, is also of great benefit to blind and visual impaired 
people. The final main benefit is access to social communication and to 
community networks. The ability to communicate with others, both in-
dividuals and groups of people, allows the development of a greater sense 
of community and social networks previously unavailable, which in turn 
supports overcoming social isolation.

However, many of the dangers outlined by Scadden (1984) is also 
present. Lack of training and accessible training materials, as well as gen-
eral lack of access to a lot of information, still stands in the way of giving 
visually impaired people equal access as sighted people.

So although these papers take different grasps on the problem, and 
spans over three different decades, the problems and potential negative 
consequences are still more or less the same. Gerber sums this up at the 
end of her paper:

As the world becomes increasingly digital, standing in place will mean being 

left behind (Gerber, 2003, p. 549)
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Screen readers
Many blind and visually impaired people use a screen reader to access the 
contents of the computer screen. This is a piece of software that reads the 
contents of the screen and presents it using synthetic speech or Braille. For 
example, when browsing a desktop with files and folders, the user steps 
through the objects line by line, getting their names read out by a speech 
synthesizer or displayed on a Braille display, see Figure 1. In order to ac-
cess commands, menus and make simple mouse emulation, the keyboard 
is used. The mouse is almost never used. 

The major difference between a screen reader and a graphical user 
interface is the way the information is presented. Plain text is a linear 
or one-dimensional way of presenting information, information that in 
the graphical user interface is two or three-dimensional. For example in 
a desktop file system, like MacOS or Windows, the files and folders are 
placed on a two dimensional surface, and different windows could be 
placed on this surface also, both next to each other and partly or totally 
covering each other. When presenting this information using speech syn-
thesis or Braille, this two or three-dimensional information is projected 
into one dimension. Important spatial information such as grouping and 
spatial relationships gets lost in this transfer when everything has to be 
presented in a linear fashion. 

Earl and Leventhal (1997) write about the off-screen model (OSM). 
This is the data structure that the screen reader has to maintain keeping all 
the information the screen contains. It contains information about what 
characters are written where on the screen, the different controls that are 
used and the grouping and the spatial relationship between the different 
objects. The problem with maintaining this model is that it could become 
outdated if the screen updates without updating the OSM. Furthermore, 
the information in the OSM could be insufficient if the application uses 
non-standardized controls like a picture instead of a button or presents 
text that is included in an image instead of using the built in functions in 
the operating system for writing text. In this case, there is no way for the 
screen reader to recognize that the image is a button or even a string of 
characters, and the user will miss it entirely. Even though the present de-
velopment of accessibility in modern operating systems has made it easier 
for screen readers to access the screen contents, there are still problems in 
representing what is presented on the screen.
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Summary of the thesis
The following is a short summary of the work presented in this thesis. 
I will go through my research focus and how this has shifted during the 
work, my research process, and finally my conclusions.

Research focus

Initially, access to information was the main focus. The assumption was 
that when complete and equivalent access to all details in the graphical 
user interface is obtained, such as complete access to all visual informa-
tion and similar ways of interacting with the interface objects, the goal of 
making the interaction accessible had been reached.

Auditory direct manipulation was a key to this access, i.e. by mak-
ing an auditory equivalent to the fundamental interaction style where 
aspects such as continuous presentation, physical actions, and rapid incre-
mental reversible operations with immediate feedback were core issues.

Figure 1. A Braille Display positioned below the keyboard. Photo by Hartmut Nägele 
(NewWorld Magazine)
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Collaboration has been a central research question throughout the 
work. At first this involved focusing on single user accessibility, assuming 
that this would have a carry-over effect to a collaborative situation. After 
doing the first collaborative study, the focus shifted towards questioning 
this more or less well established strategy and instead focusing on social 
situations with a clearly defined context and tasks, understanding what as-
pects of the social setting that made collaboration possible. This also had 
carry-over effects to single-user situations, where the same contextual and 
social focus led to a completely different set of research questions.

Figure 2 shows the evolution of my research focus.

• Is auditory direct manipulation possible?
• Is auditory direct manipulation interesting?
• Could auditory direct manipulation support 
collaboration between blind and sighted persons?

• What role has technology in making the 
workplace accessible?
• What key features of the assistive devices 
used make collaboration possible?

• What makes collaboration possible in a specific context?
• Which resources contribute to solving tasks?

Figure 2. The evolution of my research questions and research focus. Upper-left are the 
initial research questions, middle-right are the research questions from the observation 
study, and bottom is the resulting joint research questions.
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Research process

My research process was performed in three major stages, the first one 
reflecting how present research within the field of accessibility is being 
done, the second one taking the discussion about collaboration one step 
further by studying actual collaboration, and the third and final stage ana-
lysing an observational study that tied the different parts together.

Access to information

Initially the focus of the work was on single user accessibility, where access 
to information was the main issue. More specifically, access not only to 
the information, but also to the interaction style of graphical user inter-
faces, where direct manipulation is the core paradigm.

An auditory version of the game Towers of Hanoi was implement-
ed in accordance with direct manipulation. Two studies were performed 
on this game, where the goal was to investigate aspects of auditory direct 
manipulation, both at a conceptual level with regards to the general inter-
action paradigm, but also to get input on auditory interface design.

The main conclusion from these two studies was that auditory di-
rect manipulation is indeed possible to implement in a successful way, and 
that the user group was very positive about this, for them new, and never 
tried before, interaction style.

Collaboration between blind and sighted users

The second part of this work consisted of studying actual collaborative 
situations. This was done in two collaborative studies. The first one using 
the same auditory game as in the first two single user studies, and the sec-
ond one using a new application implementing auditory drag and drop3.

The initial aim was to confirm the general assumptions in the liter-
ature that successful single-user studies would have a carry-over effect on 
collaboration. But during the analysis of the first study the focus shifted to 
understanding the role technology has in collaborative problem solving, 
and how people work around possible obstacles when they occur, in order 
to understand what key features the collaborative tool must support. This 
involved moving from the research perspective of previous research, to-

3 Drag and drop is a graphical user interface concept which means that you interact with 
objects by picking up, dragging them to the desired location and dropping them there
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wards the area of computer supported cooperative work (CSCW), where 
social and contextual aspects of technology use are the unit of analysis.

The results suggest rethinking the design of assistive technologies, 
where the focus should be on providing sufficient resources (talk, gestures, 
listening, remembering) to support collaboration rather than focusing on 
providing complete access to all functionality. The results also showed the 
importance of context for the accessibility of cross-modal collaborative 
settings, as well as the importance of supporting the participation in a 
working division of labour.

Observing accessibility at a switchboard

The final study was an observational study. The object of this study was to 
investigate the role of technology in creating an accessible workplace for 
a blind person working at a switchboard of a large company. This would 
add insights into not only how things are done in a real setting, where the 
work practices are expected to be well established and possible learning 
issues has been passed a long time ago, but also what role technology plays 
in getting the work done.

The data collection was done early in my research process, when 
the focus of my work was access to information. In doing this, I was 
looking for answers in the technology, as had been the focus of so many 
research projects before me, and I could not see what was right there in 
front of me. Instead, I left the data with the feeling that it was a failed 
study and did not think more about it at the time. After doing the col-
laborative studies, and having these opening my eyes for other ways to 
observe and analyse social settings, I revisited my old field notes and could 
see lots of interesting issues.

The conclusion of this study was that even though it was a single-
user situation, the technology in itself was not the sole key factor in mak-
ing the workplace accessible, but as was the case with the collaborative 
studies, part of an assembly of available resources. Even though switch-
board work is a typical single-user situation, similar results were found as 
in the previous studies when purely collaborative tasks were investigated.

This further confirmed the detachment from the original paradigm 
showed in my previous studies, but in this case not only for collaboration 
but also for accessibility in general.
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Research conclusions

Based on the empirical studies, the main conclusion from this work is a 
proposal of a new research perspective, Assistive interfaces as cooperative 
interfaces. Here, cooperative and social dimensions of human-computer 
interaction are acknowledged and highlighted, and the context where the 
interface is going to be used is in focus. The design and analysis of assis-
tive devices should be sensitive to the orientation of all participants in 
the socio-interactional environment, and not just focusing on the single 
individual using an assistive device.

About the thesis
Below is a brief description of the different chapters of this thesis.

Those mainly interested in the results and the conclusion can with-
out problems skip to the section Results from the studies and Conclusion 
in chapter 7 after reading chapter 1, in order to get a detailed review of 
these.

Chapter 2 contains short summaries of the papers on which this 
thesis is based. This will give the reader a short summary of the papers, 
enough to understand the rest of the text without reading the papers 
themselves.

Chapter 3 outlines the point of departure for this research, where 
it all began and a review of what most research projects were, and still are, 
focusing their attention on. This chapter will also briefly describe the area 
Auditory displays and sonification, as well as discuss some important is-
sues about the user group.

The following three chapters, chapter 4-6, contain descriptions of 
the empirical foundation of the work. They put the different empirical 
studies into a larger perspective, and also show how the research process 
has evolved.

Chapter 7 closes the thesis by discussing the results in a broader 
sense, drawing the final conclusions, and also discuss some methodologi-
cal issues.

Full versions of the papers (A-D) are included.
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Chapter 2 
Summary of included publications

The following four publications, plus an unpublished study presented in 
chapter 6, forms the empirical base for this thesis. The descriptions below 
are short summaries of the four publications.

Paper A:  
The quest for auditory direct manipulation: 
the sonified Towers of Hanoi
Winberg, F., & Hellström, S. O. (2000). The quest for auditory direct 
manipulation: the sonified Towers of Hanoi. In P. Sharkey, A. Cesarani, L. 
Pugnetti, & A. Rizzo (Eds.). Proceedings of the 3rd International Conference 
on Disability, Virtual Reality and Associated Technologies (ICDVRAT 2000) 
(pp. 75-81). Reading, UK.

This paper presents the first study using the auditory Towers of Hanoi. 
This was an experimental study where we wanted to investigate continu-
ous presentation and what this could mean in an auditory direct manipu-
lation interface. We also wanted to find out if it was possible to design an 
auditory interface according to the requirements of direct manipulation. 

Three different levels of continuous presentation were tested; par-
allel (all objects are played simultaneously and continuously), serial (the 
objects are played one by one), and overlapping (the objects are still played 
one by one, but with a slight overlap).
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The hypotheses were:

1. It is possible to design an auditory interface that meets the re-
quirements of direct manipulation 
2. The overlapping presentation mode will be the version that 
most subjects will both prefer and get the best results from using.

Twenty-four subjects participated in the experiment, of which one was 
blind. The experiment was designed to be a two factor within subject de-
sign. The first factor was presentation mode and was varied at three levels, 
serial, overlapping and parallel. The second factor was game complexity 
and was varied at two levels, three and four discs. Each subject played 
the game once for every combination of the two factors, which means 
that every subject played the game six times. During the experiment, two 
quantitative measurements were recorded, number of errors (the number 
of extra steps in the solution path compared with the optimal path which 
is 2n-1), and time to complete.

The results showed no significant difference in time to complete 
or number of errors between the three presentation modes, regardless of 
complexity. The subjects however all said that they preferred using the 
overlapping model, so even if there was no objective measurement sup-
porting any difference between the three presentation modes, there were 
clear subjective support for the overlapping model. So the second hypoth-
esis could not be supported. 

Even though this experiment failed to give any quantitative differ-
ence between the different presentation modes, it did give valuable and 
important qualitative information about auditory direct manipulation 
and design aspects about for example mouse interaction and support for 
navigation. In a more general sense this initial experiment did show sup-
port for the first hypothesis, that auditory direct manipulation was indeed 
possible, albeit when using only a limited set of positions and objects.

My contribution

The game was implemented in collaboration with Sten-Olof Hellström. 
I did the main game programming, and Hellström did the sound design. 
The interaction and the auditory display were designed by both of us. The 
experimental design, the procedure were a shared effort, and the actual 
experiment were done in parallel by both Hellström and me. The analysis 
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of the data and writing the paper were mainly done by me with input 
from Hellström.

Paper B: 
Qualitative Aspects of Auditory Direct 
Manipulation: A Case Study of the Towers of 
Hanoi
Winberg, F., & Hellström, S. O. (2001). Qualitative Aspects of Auditory 
Direct Manipulation: A Case Study of the Towers of Hanoi. In Proceed-
ings of the 7th International Conference on Auditory Display (ICAD 2001) 
(pp. 16-20). Espoo, Finland.

The second paper presents a qualitative investigation of auditory direct 
manipulation, again using the auditory Towers of Hanoi. This study had a 
more explorative character, and the goal was to explore qualitative aspects 
of auditory direct manipulation and the subjective experience from play-
ing the game, by performing a number of deep interviews with subjects 
that were blind or visually impaired.

Each session was divided into two parts. In the first part, the sub-
jects learned how to play the game using three, four and five discs. The 
second part was an interview, where the subject was asked to describe 
what it was like to play the game. The questions covered qualitative issues 
such as describing the objects they were moving, whether it felt like they 
were moving real objects and if they thought they had an overview of all 
the objects. 

The results showed varied, but overall positive, support for the fea-
tures of direct manipulation. The subjects all thought that the objects 
where there all the time, continuously reminding the user of their pres-
ence, means for focusing or zooming in the auditory space, without losing 
the overview, seemed to be vital to achieve this. The spatial mapping of 
the objects, together with a direct mapping between the mouse move-
ments and the objects, was very much appreciated by the subjects. The 
directness of this way of interacting with objects was a key to making the 
task more physical and direct rather than abstract and complex.

The study pointed at two important qualitative aspects of auditory 
direct manipulation: articulatory directness and focus. The use of a physi-
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cal metaphor increased the articulatory directness. This was appreciated 
by the subjects and made the task of playing the game more enjoyable and 
easier to understand. The subjects even thought it felt like they were mov-
ing actual, physical, objects. Judging by the lack of comments or prob-
lems, the fact that the sounds themselves were not metaphorical or based 
on real world sounds did not seem to be of importance for the subjects.

My contribution

I did the study, analysed the results, and wrote the major part of the paper, 
with input throughout the whole process by Hellström.

Paper C: 

Assembling the Senses: Towards the Design of 
Cooperative Interfaces for Visually Impaired 
Users
Winberg, F. & Bowers, J. (2004). Assembling the Senses: Towards the 
Design of Cooperative Interfaces for Visually Impaired Users. In Proceed-
ings of the 2004 ACM conference on Computer supported cooperative work 
(CSCW 2004) (pp. 332-341). New York: ACM Press.

The third paper presents the last study using the auditory Towers of Ha-
noi. This was a collaborative study, so instead of having one subject solv-
ing the game, two subjects took turns moving the discs. The rules were 
the same, with the addition that they were only allowed to move when it 
was their turn. The subjects were encouraged to solve the game together, 
negotiating the strategy and helping each other, as long as they did not 
move when it was not their turn.

In this paper we wanted to examine commonly expressed design 
principles regarding access to collaboration for blind users. However, 
these principles had up to this point only been argued from a theoretical, 
a priori, standpoint. Our goal was to study a collaborative setting in order 
to find out whether these design principles were correct in their assump-
tions or not.

The sessions were videotaped, and were qualitatively analysed us-
ing conversation analysis. The analysis highlighted three key areas; turn 
taking, the primary use of the auditory interface for re-establishing and 
re-orientation, and interleaving interaction with talk and memory.
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The most important finding in the analysis was the blind subject’s 
disengagement from the auditory interface when it was the other subject’s 
turn, and the short re-orientation and re-establishment that always pre-
ceded the blind subject’s turn, and this while still supporting the blind 
subject’s participation in a working division of labour. Another important 
finding was that the auditory interface was not the blind subject’s only re-
source for participation, the sounds that the physical gestures make when 
exploring the interface and an ongoing dialogue between the subjects are 
as important for understanding the state of things and knowing what to 
do next, and the blind subject moved seamlessly between these different 
resources.

These results suggests rethinking the design of assistive technolo-
gies, where the focus should be on providing sufficient resources (talk, 
gestures, listening, remembering) to support collaboration rather than fo-
cusing on providing complete access to all functionality.

My contribution

The experimental design and data collection was done by me. The analy-
sis of the data, forming the conclusions and writing the paper was done 
together with Bowers.
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Paper D: 

Supporting Cross-Modal Collaboration: Adding 
a Social Dimension to Accessibility
Winberg, F. (2006). Supporting Cross-Modal Collaboration: Adding 
a Social Dimension to Accessibility. In D. McGookin, & S. Brewster 
(Eds.). Proceedings of HAID 2006, First International Workshop on Haptic 
and Audio Interaction Design (Lecture Notes in Computer Science, 4129) 
(pp. 102-110). Springer Berlin / Heidelberg.

The fourth and final paper presented a second collaborative study, this 
time on an application implementing an auditory version of drag and 
drop. The goal of this study was to further investigate cross-modal col-
laboration using a collaborative environment that was a bit more versatile 
and flexible than the Towers of Hanoi.

The study consisted of two subjects solving two different tasks 
together. For the purpose of this study the workspace was divided into 
quadrants, and the subjects had two private quadrants each, where the 
objects placed in one subject’s quadrants were unperceivable for the other 
subject. 

In the sorting task an unknown number of objects was randomly 
scattered on the workspace, and the goal was for the subjects to place an 
equal number of objects in each quadrant. This task focused on the inter-
play between individual perceptions of the objects placed in the private 
workspace, and the mutual agreement and coordination on what needed 
to be done to sort the objects.

In the handover task three objects were placed in separate quad-
rants, and the goal was to “move” the empty quadrant clockwise by mov-
ing the objects, until the empty quadrant had traveled four laps, while 
making sure that no quadrant ever contained more than one object. This 
task focused on the coordinated movement of objects and mutual under-
standing of an agreed strategy.

The auditory interface made it possible for the blind subject to 
take part in the problem solving, both by active inquiries in the inter-
face (exploration of the auditory space) as well as repairing breakdowns 
(realizing when an error has been made and taking the necessary steps 
to correct this). Interaction with the interface objects, albeit slower than 
for the sighted user, was unproblematic and did not cause problems for 
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the collective problem solving. Monitoring the other person’s actions was 
indirectly supported by the assembly of resources provided by the ma-
nipulation in the interface and the social interaction (as discussed in the 
previous paper). In these respects, the interface supports the blind subject 
participation in a working division of labour, where each participant at ev-
ery instance has a job to do, as well as resources for monitoring the activi-
ties of the other participant. Also for both tasks the auditory presentation 
made it possible to collaborate, solve problems, and participate in a way that 
was beneficial and meaningful for the group and the individual.

These results showed the importance of context and the design of 
tasks for the accessibility of cross-modal collaborative settings, as well as 
the importance of supporting the participation in a working division of 
labour.

My contribution

The sound design of the auditory display was done in collaboration with 
Sten-Olof Hellström. The experimental design, data collection, analysis 
and writing the paper was done by me.
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Chapter 3 
Human-computer interaction for 

blind computer users: a starting point

This chapter describes the background of the research area; where it all 
started and where it to a great extent still is today. The work presented 
later in this thesis will however take this further, and go beyond the para-
digm that has been dominating the field of human-computer interaction 
for blind computer users from the start in the mid eighties. The review 
below is a point of departure, in order to give the reader an understanding 
of the prevalent research focus.

This chapter contains three main parts. The first part is a descrip-
tion of the user group and a discussion about how this group can be de-
fined for the purpose of this research. The second part is a short review of 
auditory displays and sonification, a research area concerning presenting 
information using audio. The final part is an overview of the research area 
of human-computer interfaces for blind users, where the main focus areas 
are described.

The user group
In this section I will briefly describe the issue of disability in general, and 
visual impairment and blindness in particular. 
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Defining disability

Disability is a term that most people have some intuitive idea about what 
it means. This is also true when it comes to research, where the term is 
being used as if there were only one definition, and that there is a general 
consensus about this definition. Grönvik discuss this phenomenon in his 
dissertation (Grönvik, 2007), and identifies five different definitions of 
disability.

The first definition is called the functional definition, where disabil-
ity is defined as a lack of or restrictions of bodily functions. This is usually 
how most people see disability, as something that is solely dependent on 
the person’s functional limitations. This definition has been criticized for 
not taking environmental and social factors into consideration, factors 
that often can make a bigger difference than the individual’s functional 
limitations. 

From this critique the second definition, the relative/environmental 
definition, stems. Instead disability is seen as a relation between a person 
with impairment and inaccessible surroundings, and the aim is to shift the 
focus from the individual to the surrounding factors involved in creating 
the disability. 

The third definition presented by Grönvik is the social definition. 
This is closely related to the relative/environmental definition, in that it 
looks for an interplay between the individual and the environment, but 
also focus on barriers and oppressive processes within the society which 
creates a disability.

A completely different take on this is presented in the administra-
tive definition. In this case disabled people are those defined by the welfare 
state as being eligible for certain support systems. This might seem like a 
backwards definition, since it really doesn’t define disability as such, but 
rather points at someone else’s definition. But it still is a definition that is 
wide spread, especially when it comes to distributing resources and sup-
port.

The last definition is the subjective definition. Here people perceiv-
ing themselves as disabled, regardless of the basis of this perception, are 
defined as disabled, which can be seen as a reaction to the strict adminis-
trative definition.

These five definitions are used for different purposes, by differ-
ent organisations or individuals, and Grönvik argues that the choice of 
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definition not only affects the semantic meaning of the word, but also 
influences the outcome for research. This means that it is important for a 
researcher to purposefully choose a definition, and reflect upon how this 
choice influence the results, something Grönvik calls a case-constructing 
reflexivity (Grönvik, 2007, p. 34).

For the purpose of this research I have used a definition bordering 
between three of Grönvik’s definitions; 

• the environmental definition in that the user group was defined 
as being unable to make use of the information presented on the 
computer screen, 
• indirectly the administrative definition since I required the users 
to be familiar with a screen reader, in general distributed by some 
governmental body to those eligible to this special support, and 
finally 
• the subjective definition since I didn’t approach the user group 
myself, but through contacts had them contacting me if they saw 
themselves as fitting my description.

This definition is of course of a very ad hoc nature, and really wasn’t some-
thing I contemplated until after having done my empirical studies and 
started writing this thesis. For a discussion about possible implications of 
this, see chapter 7.

Visual impairment and blindness 

There are numerous formal and informal definitions of visual impairment 
and blindness. The Swedish Association of the Visually Impaired uses a 
subjective definition where one is visually impaired if one has difficulties 
or it is impossible to read ordinary text or visually orientate oneself, or 
due to the visual impairment one has other difficulties in one’s daily life1.

One functional definition is based on fractions, a common way of 
expressing visual acuity2. WHO (World Health Organization) defines3 
a person as visually impaired if he or she has a visual acuity of less than 
20/70 but equal to or better than 20/400 in the better eye with best pos-

1 Definition taken from The Swedish Association of the Visually Impaired’s constitution, 
available at their web site http://www.srfriks.org/ (2008-04-13)
2 For example 20/70 means seeing at 20 feet what a person with normal vision sees at 
70 feet.
3 http://www.who.int/topics/blindness/en/index.html (2008-04-13)
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sible correction. A person is blind if he or she has a visual acuity of less 
than 20/400 or corresponding visual field loss in the better eye with best 
possible correction. 

It is not possible to know the exact number of visually impaired 
and blind persons since there exists no central record with this informa-
tion. In 1997, the number of visually impaired people in Sweden was esti-
mated to about 175 000, of which 80 percent were elderly (over 65 years 
of age). About 13 000 were blind, 50 percent of these were elderly. About 
1000 are active Braille readers. (Swedish Handicap Institute, 1997) 

Auditory displays and sonification 
When making alternative non-visual presentations for blind computer 
users, touch and hearing are the most obvious candidates for presenting 
information. As described in the previous chapter, screen readers today 
use both of these, Braille and speech synthesis. 

The choice to focus on auditory presentation in this work was mo-
tivated by two main factors:

1. It is a technology that is already there for the users. When us-
ing a speech synthesis you need some kind of sound reproducing 
equipment, for example a sound card, and these are often capable 
of presenting high quality sound sufficient for advanced auditory 
displays.
2. From an interaction perspective it is an interesting area. Sound 
is often used as an auditory extension of visual or haptic infor-
mation, or as warning sounds to indicate that something needs 
(visual) attention, but rarely as the only source of information and 
interaction.

The combination of haptic and auditory information is of course an ap-
proach that would utilize the two modalities commonly available to blind 
computer users with today’s interaction technology, but it was seen as a 
sub goal of this work to find out what could actually be achieved when 
using sound as the only means of presenting information.

The research area is usually referred to as auditory displays or soni-
fication, and these terms are used more or less interchangeably in the 
literature while still denoting the same thing. In the remainder of this 
text sonification will denote the mapping of data to sound, and auditory 
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display will denote a complete setup using sonification as data output in 
addition to some kind of interactivity.

Definition

Sonification can be defined as: 
The transformation of data relations into perceived relations in an acous-

tic signal for the purposes of facilitating communication or interpretation 

(Kramer et al., 1999) 

The main idea is using sound to represent data. This has been done his-
torically in a number of ways; examples of successful auditory displays are 
the Geiger counter and the sonar display, where sound is used to represent 
real world information. In the Geiger counter, radioactive particles excite 
a gas that produces small electrical spikes, which creates a very distinct 
and easily recognizable sound in a loudspeaker. The sonar display is used 
to identify unknown objects in water by listening to either the sounds 
that the objects emits themselves, or how a sound wave emitted from the 
listener is reflected (Kramer, 1994). Skilled sonar display operators are 
able to distinguish very detailed variations in the shape of the objects that 
the sounds originate from. 

There are also numerous instances of unintentional auditory dis-
plays. One example is the car, where the sound of the engine can tell the 
driver if everything is ok or something is wrong. The more skillful you get 
at working with cars, the more you can tell about the car just listening to 
the sound of the engine. Another example is how train mechanics used 
to hit the wheels of a train with a wrench to hear if there were cracks or 
similar irregularities that could jeopardize the safety of the train. These 
auditory cues appeared as a consequence of the engine producing sound 
or the acoustical properties of a solid piece of metal. The sounds were not 
designed as something that in itself should provide any information. 

Benefits and limitations of using auditory displays

What are the benefits and limitations of using auditory displays in com-
parison to visual displays? Bearing in mind the discussion in chapter 1, the 
obvious benefit is that they are accessible by blind people. But what other 
benefits are there? The following is an elaboration of Kramer’s (1994) list 
of benefits and limitations of auditory displays. 
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One of the great benefits of auditory displays is of course that 
they don’t require visual attention; you don’t have to actively monitor the 
source since sound is not bound by line-of-sight. This also gives sound 
very good alerting properties, a fact that has been used for many years 
in different kind of alarms. In addition to this property, there is research 
suggesting that response time to an acoustical signal can be shorter than 
to a visual signal (Kramer, 1994, p. 7). This rapid detection makes the use 
of audio in alarms even more interesting. The auditory system also has 
the ability to allow parallel listening, which means that you can attend 
to more than one auditory variable at the same time, in both monitoring 
multiple processes and comparing multiple data sets. Furthermore, sound 
has excellent background properties, which means that many auditory 
signals could be monitored with very low attention to each, but still be-
ing able to detect significant changes. Changes in the temporal domain 
are especially suitable for auditory displays, since the temporal acuity of 
the auditory channel ranges from a few milliseconds to several thousand 
milliseconds. This means that the auditory system can detect changes in 
time-sequenced data at a very wide dynamic range with very high resolu-
tion. This acute temporal resolution is one of the greatest strengths of the 
auditory system (Kramer, 1994, p. 8). Finally, auditory gestalt informa-
tion (Bregman, 1990; Williams, 1994) makes it easy to find patterns and 
trends in the data. 

One of the most serious limitations of auditory displays is the 
problem related to representation of exact information. First off is the 
lack of absolute values. The ability to extract absolute values from even a 
simple tone, sometimes referred to as perfect pitch, is very rare. Auditory 
information is relative and often only at an ordinal scale. Together with 
the low resolution of many auditory variables, this makes precise repre-
sentation of data difficult. One example of this is the limited spatial preci-
sion of sound, which limits the use of spatially indexed data. The lack of 
orthogonality makes the task of finding independent auditory dimensions 
very hard. Another important limitation of sound is the temporal nature 
of sound, sound exists when it is presented and is then gone. This absence 
of persistence makes for example comparison between two sets of data 
difficult. 

Using auditory displays has its drawbacks too; sound could be an-
noying, especially when we cannot direct our hearing to another direction 
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like when turning our eyes away from the computer screen. The fact that 
sound is not bound by line-of-sight also means loss of privacy since eve-
ryone near you can hear what you are hearing. Collaboration or just sim-
ple conversation gets more difficult since sound can interfere with speech 
communication. 

A final limitation is the lack of conventional use of sound. As op-
posed to visualization, there exist very few conventions, best practices, or 
user expectations worth mentioning. The area of sonification is so unex-
plored and novel, that the mapping of variables has no established mean-
ing for the average user. There are even studies that show that different 
people have completely different views on what for example an increase 
in pitch means in different contexts (Walker & Kramer, 1996; Walker, 
Kramer, & Lane, 2000). 

Sensory acuteness 

A common belief is that people who are blind have a greater ability to per-
ceive and process auditory information, that is they have better hearing, 
as if the brain had compensated for the loss of vision giving extraordinary 
abilities to the senses that are still intact or in use (Edwards, 1989, p. 48). 
Lowenfeld (1980) claims that there are no studies that support this no-
tion: 

[…] any higher efficiency of the blind in interpreting the sensory data per-

ceived must be the result of attention, practice, adaptation, and increased use 

of the remaining faculties. (p. 265)

For example, if a sighted person would be blindfolded, he or she would 
probably not be able to orientate and walk around an unknown environ-
ment the same way a blind person would. This is not because the blind 
person has better perceptual skills than the sighted person, but rather a 
difference in experience in orientating oneself in a non-visual environ-
ment. The distinction between better hearing on a perceptual level and 
better learned ability to use auditory information is however not always 
easy to detect.
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Computer interfaces for blind users
The following is a presentation of a selection of research projects trying 
to overcome the limitations of present screen readers. It is by no means 
an exhaustive description, but should rather be seen as representing the 
general research focus, and what research questions that have been getting 
special attention. Most of them are research prototypes, but some have 
been finished and are or have been available for anyone wanting to use 
them.

Framing the problem

As described in chapter 1, there are many problems when trying to give 
blind people access to graphical user interfaces. Many problems are of 
a technical nature, for example how a screen reader could access the in-
formation presented on the screen, and how this information should be 
updated (Earl & Leventhal, 1997). But when we have information about 
all interface objects, their identity and graphical properties such as loca-
tion and iconic information, another problem appears, namely how this 
information should be presented. Just reading everything using a speech 
synthesizer or presenting it using Braille does not seem to be sufficient.

Mynatt has summarized five goals for accessing graphical user in-
terfaces for blind users (Mynatt, 1997, p. 13): 

1. Access to functionality. All functions that are present in the 
graphical user interface should also be given access to. This means 
that functions that are presented using not only pull-down menus 
and buttons, but also explicit mouse actions, should be accessible. 
2. Iconic representation of interface objects. The same properties 
that are represented by iconic information such as picture, size and 
color, should be accessible. For example, the picture of a trashcan 
on an icon in MacOS, symbolizes that the icon is a suitable place 
to throw things one wants to get rid of. The shape of the icon tells 
the user whether the trash can is empty or has things in it. 
3. Direct manipulation. The properties of direct manipulation 
should be supported. See chapter 4 for a discussion of this con-
cept. 
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4. Spatial arrangement. The spatial arrangement of the graphical 
objects also conveys information that helps the user in structuring 
and in working with many tasks at once, and should therefore be 
provided. 
5. Constant or persistent presentation. Visual is not time depend-
ent in the same way that audio is. Visual information exists in 
physical space and can be obtained and reviewed at any time; this 
is not the case for audio information. Some way of supporting the 
same temporal independence as visual information has, should be 
supported. 

These goals are a good summary of the different approaches you can gen-
erally find in research papers about computer interfaces for blind users. 
Even though these five goals are in general not explicitly cited, the foun-
dation is some variant of one of these.

This is further emphasised in the review of sound representations 
of graphical user interfaces by Ratanasit and Moore (2005), where similar 
types of functional goals were identified.

Pioneering the field: Soundtrack

One of the first research projects on making non-visual interfaces for 
blind users was the auditory word processor Soundtrack (Edwards, 1987, 
1989). The goal was to investigate how to translate mouse-based inter-
faces to auditory interfaces, where every visual item also should be present 
in an audio form. 

The basis of Soundtrack was the auditory screen, which was divid-
ed into four non-overlapping auditory windows. When double clicking 
inside an auditory window, this window was divided into a set of com-
ponent objects, which represents specific actions or functions associated 
with the auditory window. Every window and object had an associated 
sound and a name, which was presented using speech synthesis.

This project pioneered the area in many ways, both as one of the 
first initiative from the HCI (Human-Computer Interaction) community 
to address usability and accessibility issues for blind users, but also in the, 
at the time, novel use of interaction with auditory interfaces.
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The project focused mainly on providing access to the functional-
ity, and providing auditory access to the graphical information present-
ed on the screen. The experiments in using the computer mouse in this 
project and in research that followed this (Pitt & Edwards, 1991, 1995), 
some aspects of direct manipulation has been investigated, albeit not fully 
according to the definition.

Contrasting two approaches: Mercator and GUIB

Mercator and GUIB were two projects with the ambitious goal of provid-
ing generic access to a windows-based operating system (Mercator for the 
X Windows system, GUIB for MS Windows). 

Mercator (Edwards, Mynatt, & Stockton, 1994; Mynatt, 1997; 
Mynatt & Weber, 1994) is based on two principal types of relationships 
that need to be conveyed to the user: parent-child and cause-effect rela-
tionships. The parent-child relationship forms a hierarchical tree struc-
ture, where an object is a child to another object if that object is contained 
within the parent object, for example a window (parent object) containing 
an input field (child object). The cause-effect relationship is a dynamic 
relationship, which conveys what happens if the user for example pushes 
a button or closes a window. The developers argue that presentation of 
the information using a hierarchy is the best way to capture “the under-
lying structure of the graphical interface without requiring application, 
domain-specific knowledge” (Mynatt, 1997, p. 9). By doing this, Merca-
tor is said to support the same mental model as the user of the graphical 
user interface has.

In the GUIB project (Textual and Graphical User Interfaces for 
Blind People), a spatial model is used to present the interface in the same 
way as in the graphical interface (Mynatt & Weber, 1994; Petrie, Morley, 
& Weber, 1995; Weber, 1993). The user browses the screen contents by 
means of a special interaction device called the GUIDE display, which 
includes a touch sensitive tablet, two horizontal and one vertical Braille 
display with routing sensors, mouse buttons, exploration keys, and two 
stereo loudspeakers (Weber, 1993). By moving the finger across the touch 
sensitive tablet, the user browses the screen contents, and gets the con-
tents either by speech synthesis or by Braille text. Movement of the mouse 
cursor is done by either pressing on the tablet or using one of the routing 
sensors to position the mouse cursor at that particular Braille character.
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These two projects, having the goal of providing a generic interac-
tion model for non-visual interaction on an operating system level, are 
addressing all five goals described above, although slightly different when 
it comes to how to support the spatial arrangement.

Access to graphs and diagrams

An area that has been getting more attention during recent years is access 
to graphs and diagrams. The main idea is to translate a visual and spatial 
representation of numerical information to an alternative presentation us-
ing audio and/or haptic information. The challenge is finding an alterna-
tive way of communicating not only the basic visual information, such as 
a number or a small piece of text, but also how to represent the spatial na-
ture of these presentation forms, both in order to help understanding the 
information at hand and to interpret any non-trivial relationship among 
the data (cf. Ratanasit & Moore, 2005). Examples of this include audio 
and/or haptic access to graphs (Bly, 1982; Wall & Brewster, 2006), Braille 
and synthetic speech access to mathematics (Archambault, Stöger, Batusic, 
Fahrengruber, & Miesenberger, 2007; Edwards, McCartney, & Fogarolo, 
2006), auditory access to tables using speech (Ferres et al., 2007; Kildal & 
Brewster, 2007) and non-speech access to tables (Brewster, 2002; Ferres et 
al., 2007; Kildal & Brewster, 2006).

Access to web content

Web content accessibility is another emergent topic, that has been get-
ting a lot of attention partly for legislative reasons, where governmental 
agencies and companies need to be able to give everyone access to the web 
based information. Additionally, information stored on the web is becom-
ing more common in professional circumstances as well, where you are 
expected to be able to search and find information (Ratanasit & Moore, 
2005).

Two main strands of research can be identified here, the first one 
focusing on access from the user’s side, the second one focusing on the 
content provider or designer’s side. Access from the user’s side include 
development of specialised web browsers or plug-ins that for example can 
interpret visual effects using tactile auditory information (Asakawa, Tak-
agi, Ino, & Ifukube, 2002), automatically create alternative descriptions 
for images (Bigham, Kaminsky, Ladner, Danielsson, & Hempton, 2006), 
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and interpret and present overall structures and overviews of a web page 
(Roth, Petrucci, Pun, & Assimacopoulos, 1999).

Accessibility at the content provider or designer’s side has been the 
focus of the World Wide Web Consortium (W3C)4 working group Web 
Accessibility Initiative (WAI)5 since 1997. The first version of their Web 
Content Accessibility Guidelines6 were published in 1998, and this have 
had a major impact in the way web accessibility is discussed world wide 
today (Chisholm, Vanderheiden, & Jacobs, 2001). There have also been 
research projects looking at alternative ways of tagging information on 
web sites in order to facilitate alternative access using for example a haptic 
interaction device (Kuber, Yu, & McAllister, 2007).

Common for all these approaches is that they are mainly focusing 
on ‘technical’ access, like how to extract information from a HTML-page 
or how to tag a specific type of web content. Issues of a more usability 
character, such as comprehension of the information presented or ease of 
learning is rarely the object of the research.

4 http://www.w3.org
5 http://www.w3.org/WAI
6 http://www.w3.org/TR/WCAG10/
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Chapter 4 
Access to information

Background
The main focus in the first part of the work presented in this thesis was 
on access to information. This involves looking at classical usability is-
sues such as ease of learning, efficiency, time to complete and number of 
errors, and also qualitative issues of single user interaction with informa-
tion. This is the research focus dominating previous and contemporary 
research in this area (see chapter 3), and it was a natural starting point in 
the beginning.

In this context, speaking of access to information means focusing 
on Mynatt’s five goals for accessing graphical user interfaces presented in 
the previous chapter (Mynatt, 1997). The assumption is that accessibil-
ity problems will be addressed by giving access to functionality, spatial 
relationships, graphical data and interaction paradigms, not only for sin-
gle-user situations, but also when collaborating with others (Mynatt & 
Weber, 1994; Petrie, Morley, & Weber, 1995; Savidis, Stephanidis, Korte, 
Crispien, & Fellbaum, 1996).

Direct manipulation

In 1982, Ben Shneiderman coined the concept direct manipulation as a 
way of describing a set of (at the time) new emerging interfaces, which 
were highly interactive and very easy to learn and use. These interfac-
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es were characterized as having the following properties (Shneiderman, 
1982).

• Continuous presentation of the objects of interest. 
• Physical actions or labeled button presses instead of complex 
syntax. 
• Rapid incremental reversible operations whose impact on the 
object of interest is immediately visible. 

This way of interacting with graphical user interfaces has been highly 
influential in the way graphical user interfaces are implemented, and has 
been a de facto standard ever since the first graphical user interfaces.

Shneiderman (1983) also claims that these interfaces have the fol-
lowing benefits.

• Novices can learn basic functionality quickly, usually through a 
demonstration by a more experienced user. 
• Experts can work extremely rapidly to carry out a wide range of 
tasks, even defining new functions and features. 
• Knowledgeable intermediate users can retain operational con-
cepts. 
• Error messages are rarely needed. 
• Users can immediately see if their actions are furthering their 
goals, and if not, they can simply change the direction of their 
activity. 
• Users experience less anxiety because the system is comprehen-
sible and because actions are so easily reversible. 
• Users gain confidence and mastery because they initiate an ac-
tion, feel in control, and can predict system responses.

Even though many of these claimed benefits are debatable, it’s hard not 
to agree that direct manipulation has been an important factor in the 
mainstreaming of computer usage, and that as a fundamental design prin-
ciple its popularity hasn’t decreased since the early days of graphical user 
interfaces.

Auditory direct manipulation

Looking back at the review of previous research in the previous chapter, 
direct manipulation (as defined by Shneiderman) hasn’t been receiving 
much attention. Being one of the five goals of computer access defined by 
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Mynatt (1997), and considering that this interaction paradigm is inacces-
sible for blind computer users today, it seemed like a good approach to 
focus on auditory direct manipulation.

Investigating auditory direct manipulation also involved the design 
and implementation of auditory interfaces. The key design issues when 
doing this were: 

• The auditory interface should support the principles of direct 
manipulation, even the commonly overlooked and difficult prop-
erty continuous presentation of all interface objects. 
• The auditory interface should be coherent with the graphical 
interface in order to support collaboration between sighted and 
blind users. This includes supporting the same conceptual model, 
the same actions, the same concepts, and the same spatial layout. 
• The auditory interface should support exploration and interac-
tion with the information. This is a somewhat overlooked area of 
auditory interfaces that needs further investigation (Saue, 2000).

Research questions
During this first part of my research my main research questions were:

Is auditory direct manipulation possible? Is it possible to design an 
auditory interface that meets the requirements of direct manipulation? 
Since direct manipulation was defined in terms of properties of a graphical 
user interface, are these properties even possible to include in an auditory 
interface? If auditory direct manipulation is not possible, what should be 
used instead, bearing in mind that as stated above the auditory interface 
should support the same actions, the same concepts and the same spatial 
layout as the graphical, direct manipulation interface? 

Is auditory direct manipulation interesting? If it is possible to design 
an auditory interface that meets the requirements of direct manipulation, 
is it a worthwhile effort to do research on this? Does it solve a genuine 
problem, a problem that blind computer users actually are interested in 
and could benefit from? Or, again, do we have to seek other paradigms for 
interacting with an auditory interface? 

Could auditory direct manipulation support collaboration between 
blind and sighted persons? This is actually a subset of the previous ques-
tion; one way that auditory direct manipulation could be interesting is 
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if it could support collaboration between sighted and blind persons. As 
described previously, the screen readers that blind computer users use in 
order to get access to computers lack most features of graphical user in-
terfaces. This means that even if a blind person is using the same software 
as a sighted co-worker, the software’s look and feel is completely different 
when using the screen reader. Could auditory direct manipulation make 
this difference smaller and hence make collaboration easier?

Auditory Towers of Hanoi
In order to investigate auditory direct manipulation, an auditory version 
of the game Towers of Hanoi (Ball, 1939, pp. 303-305) was implemented 
(see below for a detailed description of the auditory game). The main 
idea was to have an implementation of auditory direct manipulation that 
could be used in a series of studies investigating different aspects of audi-
tory direct manipulation. 

The rules of the game Towers of Hanoi are quite simple; there are 
three towers and three or more discs (see Figure 3). The object of the game 
is to move all the discs from the leftmost to the rightmost tower, moving 
just one disc at the time and never placing a larger disc on top of a smaller 
one. You can play this game with as many discs as you want, but when 
increasing the number of discs, the complexity of the solution (i.e. the 
number of moves to complete) increases exponentially (2n-1 where n is the 
number of discs).
We chose this game for three reasons: 

• We wanted to have a game that could be fun and challenging 
to solve, not a typical experimental task. Additionally, since the 
number of games available for blind computer users is small, offer-
ing the subjects to play a game is a further incentive to make blind 
people participate. 
• The rules of the game are easy to learn and the strategy is 
straightforward and does not change when increasing the number 
of discs, only the number of steps and the complexity of the solu-
tion path change. We believed that this strategy would be easy to 
learn for the subjects. 
• It is easy to show the subjects a wooden model of the game in 
order for them to learn how to solve the game before playing the 
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auditory version (this applies both for blind and sighted subjects). 
This is essential since it is the sonification model we want to try, 
not the subject’s ability to solve the game Towers of Hanoi. If the 
subject has problems with the wooden model, he or she will natu-
rally have problems with the auditory version. 

Sonification model

The sonification model is exclusively based on the sounds of the discs. 
Every disc has a sound that differs mainly in pitch and in timbre. The 
larger the disc, the lower the pitch. The sounds are slightly mistuned with 
respect to each other to get a better separation (cf. Bregman, 1990, pp. 
490-493). There is a large gap in pitch between every second disc, which 
groups the discs two by two. Within each group the main difference be-
tween the sounds is the timbre that originates in the use of either har-
monic or inharmonic spectra. 

In order to distinguish which tower a disc is located on, both ster-
eo panning and amplitude envelopes are used. The most obvious is to 
use stereo panning, left, middle and right. This is however not sufficient 
since it could be hard to hear the difference when using multiple complex 
sounds. Because of this, we have also used different amplitude envelopes. 
If a disc is placed on a tower to the left or to the right, the envelope has 

Figure 3. The graphical user interface to the Auditory Towers of Hanoi, three towers  and 
three discs located on the leftmost tower.
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a very short attack and a long decay (a ‘pong’-sound). If a disc is placed 
on the middle tower the attack and the decay have the same length (a 
‘whoof ’-sound). A disc’s vertical position is represented by the length of 
the sound, the higher the disc is placed the shorter the sound. The length 
of the sounds varies between 238-900 ms.

The mouse uses a focus feature in order to track the cursor. The 
discs on the tower pointed to by the cursor will be louder than the others. 
This is similar to the work presented by Pitt and Edwards (1991), where 
the mouse pointer is used as a microphone. In this implementation we 
use the volume difference only in discrete steps, either the cursor is on 
or off a tower, the distance is not mapped to the volume continuously. 
There are also short transition tones that tells the user when the cursor is 
moved from one tower to another. The mouse could be seen as a virtual 
microphone, as in (Pitt & Edwards, 1991), that focuses on one tower at 
the time. By doing this, the user can direct the attention to a subset of the 
auditory pace. You could also see this as a rather primitive way of audi-
tory zooming (Axen & Choi, 1996; Saue, 2000), using just an increase in 
volume instead of increasing the complexity of the display. See Paper A for 
a more detailed description of the sonification model.

Study 1: Continuous presentation
The first study on the auditory Towers of Hanoi was an experimental 
study, where we wanted to investigate continuous presentation and what 
this could mean in an auditory direct manipulation interface. We also 
wanted to find out if it was possible to design an auditory interface ac-
cording to the requirements of direct manipulation. 

Three different levels of continuous presentation were tested; par-
allel (all objects are played simultaneously and continuously), serial (the 
objects are played one by one), and overlapping (the objects are still played 
one by one, but with a slight overlap).
The hypotheses were:

1. The subjects will perform better when using the overlapping presen-
tation. This hypothesis is further emphasized by the study reported 
by Gaver, Smith and O’Shea (1991), where the auditory display 
used in their monitoring task avoided using continuous sounds 
and minimized the number of sounds played at once. 
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2. The difference between the three presentation modes will be more 
obvious when increasing the complexity. When increasing the num-
ber of discs, the time it takes for all discs to be played in the serial 
presentation mode will make it harder to have a concurrent image 
of all the objects, and playing many sounds at once in the paral-
lel presentation mode will make it harder to separate the different 
sounds.

Twenty-four subjects participated in the experiment, of which one was 
blind. The experiment was designed to be a two factor within subject de-
sign. The first factor was presentation mode and was varied at three levels, 
serial, overlapping and parallel. The second factor was game complexity 
and was varied at two levels, three and four discs. Each subject played 
the game once for every combination of the two factors, which means 
that every subject played the game six times. During the experiment, two 
quantitative measurements were recorded, number of errors (the number 
of extra steps in the solution path compared with the optimal path which 
is 2n-1), and time to complete.

The results showed no significant difference in time to complete 
or number of errors between the three presentation modes, regardless of 
complexity. The subjects however all said that they preferred using the 
overlapping model, so even if there was no objective measurement sup-
porting any difference between the three presentation modes, there was 
clear subjective support for the overlapping model. So the second hypoth-
esis could not be supported. 

Even though this experiment failed to give any quantitative differ-
ence between the different presentation modes, it did give valuable and 
important qualitative information about auditory direct manipulation 
and design aspects about for example mouse interaction and support for 
navigation. It was indeed possible to implement auditory direct manipu-
lation, albeit when using only a limited set of positions and objects.

This was an early experiment, and we really had no idea what to 
expect since previous research on relevant aspects were quite sparse. Using 
controlled experiments at this early stage proved to be difficult, since the 
research was more of an explorative nature. The most valuable informa-
tion we got from this study was from the interviews and the spontaneous 
comments we got from the subjects, which gave us qualitative informa-
tion about the design of the auditory interface. In retrospect the choice of 
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using Towers of Hanoi was perhaps not the best. Ultimately you’d want to 
know the limits of the auditory display, but in our case the game itself got 
too complex to be able to push further than four discs, and even this was 
too complex for many of our subjects.

See Paper A for a more detailed description of this experiment and 
the results. 

Study 2: Qualitative aspects
The second study was a qualitative investigation of the auditory Towers of 
Hanoi. This study had a more explorative character, and the goal was to 
explore qualitative aspects of auditory direct manipulation and the subjec-
tive experience from playing the game, by performing a number of deep 
interviews with subjects that were blind or visually impaired.

Each session was divided into two parts. In the first part, the sub-
jects learned how to play the game using three, four and five discs. The 
second part was an interview, where the subject was asked to describe 
what it was like to play the game. The questions covered qualitative issues 
such as describing the objects they were moving, whether it felt like they 
were moving real objects, and if they thought they had an overview of all 
the objects. 

The results showed varied, but overall positive, support for the fea-
tures of direct manipulation. The subjects all thought that the objects 
were there all the time, continuously reminding the user of their presence. 
Means for focusing or zooming in the auditory space, without losing the 
overview, seemed to be vital for achieving this. The spatial mapping of the 
objects, together with a direct mapping between the mouse movements 
and the objects, was very much appreciated by the subjects. The direct-
ness of this way of interacting with objects was a key for making the task 
more physical and direct, rather than abstract and complex.

The study pointed at two important qualitative aspects of audi-
tory direct manipulation: articulatory directness (cf. Hutchins, Hollan, 
& Norman, 1985) and focus. The use of a physical metaphor increased 
the articulatory directness, which meant that the gestures made with the 
mouse corresponded well to the virtual movement of the discs. This was 
appreciated by the subjects and made the task of playing the game more 
enjoyable and easier to understand. The subjects even thought it felt like 
they were moving actual, physical, objects. Judging by the lack of com-



47

ments or problems, the fact that the sounds themselves were not meta-
phorical or based on real world sounds did not seem to be of importance 
for the subjects.

See Paper B for a more detailed description of this study. 

Discussion
The main conclusion from these two studies was a confirmation that au-
ditory direct manipulation is indeed possible to implement, hence affirm-
ing the first research question described previously. The interface meets 
the requirements of a direct manipulation interface (Shneiderman, 1982), 
both from a conceptual point of view, all requirements of a direct ma-
nipulation interface are met, and from a user experience point of view, the 
subjects made positive remarks on all the properties of direct manipula-
tion (see Paper B for a more detailed review of this). In addition to this, 
the subjects were overwhelmingly positive about this (for them) new way 
of interacting with a computer, an interaction style they all knew about 
but never have tried themselves. This gives an indication that there might 
be support for the second research question, that doing research on au-
ditory direct manipulation is a worthwhile effort. However, just getting 
subjective positive remarks doesn’t mean it will solve a genuine problem 
that the user group will have real benefit from. Further investigation was 
needed.

Looking at the third research question, whether an auditory direct 
manipulation interface could support collaboration, some careful con-
sideration is needed. Since we have an auditory interface that meets the 
usability needs of a single-user situation, as well as providing support for 
Mynatt’s goals of computer access (see the previous chapter), there should 
be good grounds, at least from a theoretical point of view, for expecting 
good support for collaboration (cf. Mynatt & Weber, 1994; Petrie et al., 
1995; Savidis et al., 1996). This theoretical expectation, however, did not 
feel sufficient for drawing the conclusion that support for collaboration 
had been established, despite the promising assumptions based on previ-
ous research. We needed empirical evidence to draw this kind of conclu-
sions. The next step was to study collaboration.
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Chapter 5 
Collaboration between blind  

and sighted users

The third research question in chapter 4 asks whether auditory direct ma-
nipulation could support collaboration between blind and sighted persons. 
The relevance for focusing on collaboration naturally arises when consid-
ering everyday work settings where blind people often work together with 
sighted people.

A review of previous research shows that it is common to use an ‘in 
principle’ argument for collaboration. It is assumed that, if a non-visual 
interface is successful in enabling information manipulation, exploration 
and provides access to functionality in ways which are coherent, then ef-
fective collaboration can emerge as a natural benefit. That is, if the same 
relationships between manipulable interface elements are available to both 
sighted and blind users, then there are no barriers to effective collabora-
tion – at least not on interface design grounds.

Mynatt and Weber (1994, p. 168) make the very strong statement 
that, if mutually coherent visual and non-visual interfaces are available, 
“cooperation is thus ensured”. Petrie et al. (1995, p. 429) argue that using 
a multi-modal display to represent spatial arrangements through tactile 
and auditory information will “enable successful collaboration” with other 
users who benefit from a standard graphical user interface (GUI). Finally, 
Savidis et al. (1996, p. 118) remark concerning the design of non-visual 
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interfaces which parallel the display relationships of visual ones: “this will 
inherently lead to equal computer access opportunities for blind users”.

This discourse suggests that collaboration and communication 
is being enabled when participants’ ‘mental models’ are near-equivalent 
(Edwards, Mynatt, & Stockton, 1995; Mynatt & Weber, 1994). If this is 
true, then it seems reasonable to evaluate designs in terms of their effec-
tiveness in enabling blind users to make analogous judgements and per-
form equivalent actions as their sighted counterparts (albeit with different 
technical resources). Such evaluations can be performed using classical 
individual testing methods. If interface designs are positively appraised 
this way, researchers have felt able to assume that effective collaboration 
would naturally follow. Indeed, most of the studies reviewed, alongside 
making optimistic remarks about collaboration, offer evaluations of their 
technical innovations along these lines.

However, the relationship between individual cognition and social 
interaction is a highly contested issue both conceptually and methodo-
logically. Many contributions to the field of CSCW (Computer Support-
ed Cooperative Work) argue for the irreducibility of social interaction, 
cooperation and collaboration, and question understandings of commu-
nication based on the relationships between participants’ alleged mental 
contents (The work by Suchman (1987) is an early example of this ten-
dency in CSCW). From a different perspective, Hutchins (1996) not only 
emphasises the ‘emergent properties’ of socially distributed cognition, he 
also notes how the properties of different representational media influence 
what can be represented and communicated using them. Without neces-
sarily taking sides on these arguments, they do give us some scepticism 
over the claims that collaboration between sighted and blind individuals 
will be ‘ensured’ as an ‘inherent’ benefit of the cross-media translation of 
interfaces (e.g. a GUI to an auditory display). These issues must be inves-
tigated empirically.

Work process
In order study collaboration we implemented two different collaborative 
tools. The first was an adaptation of the auditory Towers of Hanoi used 
in the single user studies presented in the previous chapter (see also Paper 
A). A graphical user interface was added to the auditory game. Instead of 
having one subject solving the game, two subjects took turns moving the 
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discs. The rules were the same, with the addition that they were only al-
lowed to move when it was their turn. 

The second tool was an implementation of auditory drag and drop, 
se below for a description of this application.

Studying collaboration meant a different approach than the previ-
ous studies. Instead of making quantitative measurements or doing inter-
views after the subjects had tried the application, the focus was on observ-
ing and analysing the interaction between the subjects.

Auditory drag and drop

The prototype used in the second collaborative study was designed to 
support drag and drop, which involves movement of objects by position-
ing a pointer on the object to be moved, picking it up, dragging it to the 
desired location and dropping it there. In order to do this, the interface 
must support getting an overview of all objects, locating a specific object, 
and interacting with that object. The prototype is a simplified version of 
the interaction common in graphical user interfaces, where a number of 
objects are located on a two dimensional workspace, see Figure 4. The 
user interacts using a graphics tablet and a pair of headphones.

Figure 4. The graphical user interface to the auditory drag and drop application.
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Below is a description of the sonification model used in this study, 
and the necessary adjustments that were done in order to make it support 
collaboration. 

The zoomed view gives the user detailed information about a subset 
of the display, the quadrant in which the pointer is located. All objects 
placed in the same quadrant as the pointer are audible. The sound volume 
of each object depends on the distance to the pointer; the closer an object 
is, the higher the volume. The objects are presented one by one in a rapid 
sequence. This enables the user to get a quick overview of the whole work-
space by quickly positioning the pointer in each quadrant and listening to 
the short sequence of objects.

All objects have separate sounds. The sound changes, depending 
on where the object is located with respect to the pointer. A guiding tone 
is added to the sound (a high, low or middle pitched tone represent-
ing above, below or at the same vertical level). The distance between the 
pointer and the object is presented in two different ways. The intensity 
(volume) of the object sound and the guide tone is mapped to distance, 
the closer the pointer is the louder these sounds will play. The guide tone 
has also a repeating pattern that changes with distance. The total time is 
always constant, but the number of repetitions increases when the dis-
tance decreases. This means that the closer the pointer gets to an object, 
the faster the guide tone will repeat itself. The horizontal location is rep-
resented using stereo panning (left, right or middle representing left, right 
or the same horizontal level).

The user interacts with the objects using a pen stylus on a graphics 
tablet. This is used in order to have absolute positioning of the pointer, as 
opposed to the mouse whose relative positioning makes it harder to use 
sound as the only output device when the complexity of the display is 
high (cf. Pitt & Edwards, 1995).

There are also event driven sounds that give the user feedback on 
specific actions, in order to emphasize the directness and physical nature 
of the interaction. These actions include hitting, picking up, dragging, 
and dropping an object. 

For the purpose of using this prototype to study cross-modal col-
laboration, we added a graphical representation in order to have both an 
auditory and visual representation of the workspace (see Figure 4). Also, 
additional event driven sounds like the ones described above was added to 
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support awareness of when the user of the visual interface picks up, drags 
and drops objects. 

As described above the screen was divided into quadrants, and these 
were used to define two private workspaces. The auditory interface just 
showed the objects placed in the top-left and bottom-right quadrant, and 
the visual interface only showed the objects located in the top-right and 
bottom-left quadrant. The presentations were mutually exclusive, which 
means that there was no shared presentation at all, either you used an 
audio-only or a visual-only interface. 

See Paper D for a detailed description of the sonification model.

Research question
Initially the focus was finding out whether auditory direct manipulation 
could support collaboration (see chapter 4). As will be described in the 
next section, this focus on the interaction style proved to be an insuffi-
cient limitation to understand and describe a collaborative situation, and 
the research question changed to the following main question:

• What makes collaboration possible in this specific context?

Study 3: Collaborative Towers of Hanoi
As described above, the first collaborative study was done using the audi-
tory Towers of Hanoi, the same rules except that the subjects took turns 
moving the discs. The subjects were encouraged to solve the game to-
gether, negotiating the strategy and helping each other, as long as they did 
not move when it was not their turn, see Figure 5.

The goal of this study was to examine the commonly expressed 
design principles regarding access to collaboration for blind users (see the 
beginning of this chapter for a review of these). We wanted to study a col-
laborative setting in order to find out whether these design principles were 
correct in their assumptions or not.

The analysis was done by making detailed qualitative descriptions 
of the data, using a Conversation Analysis transcription style (cf. Sacks, 
Schegloff, & Jefferson, 1974). Rather than give summary statistics, this 
tradition prefers to analyse in depth a number of selected transcribed in-
stances which exemplify phenomena of relevant interest (cf. Greatbatch, 
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Luff, Heath, & Campion, 1993). See Paper C for a detailed review and 
analysis of these qualitative descriptions.

The most important finding in the analysis was that the auditory 
interface was not the blind subject’s only resource for participation, the 
sounds that the physical gestures make when exploring the interface, and 
an ongoing dialogue between the subjects was as important for under-
standing the state of things and knowing what to do next. The blind 
subject moved seamlessly between these different resources, and this while 
still supporting the blind subject’s participation in a working division of 
labour. Another important finding was the blind subject’s disengagement 
from the auditory interface when it was the other subject’s turn, and the 
short re-orientation and re-establishment that always preceded the blind 
subject’s turn.

These results suggest rethinking the design of assistive technolo-
gies, where the focus thus should be on providing sufficient resources 
(talk, gestures, listening, remembering) to support collaboration rather 

Figure 5. Two participants in the first collaborative study, the blind participant to the 
left and the sighted to the right. Lower left is a screen shot of the interface visible to the 
sighted participant.
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than focusing on providing complete access to all functionality. Paper C 
describes these results in more detail.

This was a study that took a very long time to completely analyse, 
and it was done in two steps, where the first round of results differed 
drastically from the second and final analysis. The main reason for this is 
that I realized half way that the results weren’t really what I expected, and 
this required a lot of work to get my head around. Because of this it marks 
very much the breaking point from the traditional approach of the previ-
ous papers, and the approach I will further explore in this thesis.

Study 4: Collaborative drag and drop
The second study on collaboration was done using the auditory drag and 
drop application described above. The goal of this study was primarily 
to continue where the first collaborative study left off, and investigate 
further whether the findings could be replicated using a more advanced 
collaborative environment. This new collaborative environment presents 
a more versatile and flexible workspace than the strict limitations of the 
auditory Towers of Hanoi. The study consisted of two subjects solving 
two different tasks together. For the purpose of this study the workspace 
was divided into quadrants, and the subjects had two private quadrants 
each, where the objects placed in one subject’s quadrants were unperceiv-
able for the other subject (see Figure 6)

The subjects performed two different tasks, including various lev-
els of individual perceptions of the objects, agreement on strategies and 
coordination of movements in order to achieve a common goal.

The auditory interface made it possible for the blind subject to take 
part in the problem solving, both by active inquiries in the interface (explo-
ration of the auditory space) and in repairing breakdowns (realizing when 
an error has been made and taking the necessary steps to correct this). 
Interaction with the interface objects, albeit slower than for the sighted 
user, was unproblematic and did not cause problems for the collective 
problem solving. Monitoring the other person’s actions was indirectly sup-
ported by the assembly of resources provided by the manipulation in the 
interface and the social interaction (as discussed in the previous study). 
In these respects, the interface supports the blind subject participation in 
a working division of labour, where each participant at every instance has 
a job to do, as well as resources for monitoring the activities of the other 
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participant (cf. Hughes, Randall, & Shapiro, 1992). Also for both tasks 
the auditory presentation made it possible to collaborate, solve problems, 
and participate in a way that was beneficial and meaningful for the group 
and the individual.

These results showed the importance of context and the design of 
tasks for the accessibility of cross-modal collaborative settings, as well as 
the importance of supporting the participation in a working division of 
labour.

See Paper D for a more detailed description of this study. 

Figure 6. Two participants in the second collaborative study, the sighted participant to the 
left using a regular computer mouse, the blind participant to the left using a graphics tab-
let. The small computer screen in the lower-right corner shows the graphical user interface 
used by the sighted participant.
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Discussion
As mentioned above this part of the work was a major breaking point for 
me. When planning the first collaborative study I was expecting to get 
results that confirmed the assumptions about collaboration presented in 
previous research. My contribution would be to confirm these unproven 
facts about support for collaboration between blind and sighted users. 
However, after the first round of analysis there was something not quite 
right with the conclusions. The problem was that I tried to conform the 
data with the preconceived idea about collaboration, and only looked for 
support for this in the data.

Turning to the field of CSCW opened up a new way of analys-
ing the data. Using conversation analysis to analyse the data (see Paper 
C) proved to be an effective way of getting around the bias of previous 
research, and to focus attention on observing how people go about under-
standing each other and communicate about their actions (cf. Woodruff, 
Szymanski, Grinter, & Aoki, 2002). During the analysis of both collabo-
rative studies particular focus was on how the subjects achieved a working 
division of labour, which means how the work is integrated in an account-
able way through a collectively developed, negotiated and evolving knowl-
edge and practice (Hughes et al., 1992, p. 117). This provided an efficient 
framework for understanding the role of not only the technology, but all 
available resources in the collaborative setting.

This CSCW informed analysis highlighted a completely different 
set of issues in the collaborative settings, and put the focus on what was 
actually supporting the collaboration instead of looking at what role one 
specific property of the collaborative setting had.

The two collaborative studies reported in this chapter provided 
valuable insights into the design of cross-modal collaboration. This de-
sign is not just limited to the interface to the collaborative tool, but also 
the design of the whole social context. This social setting includes both 
the physical space the users are located in, and the tasks the users are sup-
posed to carry out. This latter part, the design of tasks, is of major impor-
tance and is often overlooked, even though this indeed is dictated by the 
software and how the work process is defined (see Paper D for a further 
discussion about this).
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Revisiting the research question whether auditory direct manipula-
tion could support collaboration between blind and sighted persons, the 
answer is not so straightforward as one would prefer. It may be important 
in supporting collaboration in one context, and it might be a hindrance in 
another context. It all depends on the task, where it is performed and by 
whom. There is no way of knowing in advance, in some generic way, that 
one type of technical solution will be necessary, or whether some aspects 
will be superfluous, without investigating the specific context in which it 
will be used. 

Studying accessibility and collaboration in experimental lab settings 
with different kinds of constructed tasks can be efficient when investigat-
ing basic issues to do with cross-modal collaboration and data access for 
blind people, but you eventually will come to a point where predictions 
about real world settings will just be educated guesses at best.
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Chapter 6 
Observing accessibility at a 

switchboard

This chapter presents the analysis of an explorative field study. The actual 
study and the data collection were done as a follow up to the work pre-
sented in chapter 4. The objective was to investigate the role of technol-
ogy in creating an accessible workplace for a blind person working at a 
switchboard of a large company. This would add insights into not only 
how things are done in a real setting, where the work practices can be ex-
pected to be well established and possible learning issues has been passed 
a long time ago, but also what role technology plays in getting the work 
done.

The assumption was that this setting would include both individ-
ual work, responding to calls and connecting them to the appropriate 
destinations, and collaborative work in terms of collaborative problem 
solving, group awareness and communication.
The research questions that were going to be investigated were:

• What role has technology in making the workplace accessible? Both 
in terms of supporting collaboration, formal and informal, and in 
terms of supporting individual work.
• What key features of the assistive devices used make collaboration 
possible?
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It is easy to see the underlying assumptions or hypotheses in these 
research questions, namely that (1) technology plays an important role in 
making the workplace accessible, and (2) there exists a set of key features 
of the assistive device that would make collaboration possible. 

There was one problem with this approach. When first trying to 
analyse the data there were no data supporting the assumptions behind 
the research questions. There were no examples of technology being the 
solver of problems and the granter of accessibility. I concluded that this 
was a failed field study, and that I didn’t have sufficient data to draw any 
conclusions, and dismissed the whole thing as pointless and a waste of 
time. 

However, after having done the studies of collaboration, and in the 
analysis focusing on other things than technology use (see Paper C and 
Paper D), I started realizing that the fact that I didn’t see clear examples 
of what I expected was exactly the same thing that I had concluded in 
the collaborative studies. Revisiting my field notes there were patterns 
and processes that during the first analysis were not obvious to me. The 
new research questions were the same as in the collaborative studies in the 
previous chapter:

• What makes collaboration possible in this specific context? 
• Which resources contribute to solving tasks?

The following text is divided into three parts; the first describing how the 
data collection was done, the second describing the final analysis, and the 
final part a presentation of the results and a discussion.

Data collection
The method used for the initial data collection was a combination of 
a regular observation and a contextual inquiry (cf. Beyer & Holtzblatt, 
1998, pp. 27-78). This meant observing and taking notes of what hap-
pened, interleaved with asking direct questions about things that occurred 
while the events were taking place.

The study consisted of two sessions, both from 7 to around 11 
o’clock. The observer (me) was sitting next to the informant, taking notes 
and asking questions, while the informant carried out the work as usual. 
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During the observations notes were taken, no other means of recording 
the events were done.

Being an open ended and explorative study, the observation plan 
contained only a few items to watch out for specifically; shared tasks where 
two or more people work on something together, communication about 
technology mainly in order to help and assist each other, computer mediated 
communication such as sending messages or using any other communica-
tion that was not face-to-face, shared technology use where one or more 
devices were used by many people, break-downs in communication and 
technology use, and social communication between the operators. These 
were, however, just regarded as starting points, since there was no way of 
knowing in advance what the main findings would be.

After the first session the notes were reviewed and the observation 
guide updated based on the observations from the first session. This was 
where I first started to get worried, since I didn’t feel I got any interest-
ing data from the first session at all (something which later will be shown 
wasn’t true). This believed lack of data led to a more technology focused 
observation guide for the second session, containing items such as break-
downs in technology use, how communication between operators is taking 
place, how technology is used in this communication, how and in which 
situations collaboration is taking place and how technology is used to support 
the work process and problem solving.

Analysis
In the below description A is the blind switchboard operator that was 
observed and talked to, and M is a co-worker often sitting next to or quite 
close to A. Figure 7 is a sketch of the room, with A:s workplace marked, 
as well as where M was sitting during both sessions.

Layout of the room

The switchboard is located in one large room. Each workstation has a tel-
ephone, a computer with a computer screen and a keyboard. The opera-
tors have their own headset and can sit at whatever workstation they want. 
There is no separation between the different workstations, so people can 
hear each other and talk between themselves without problems. 
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Setting up

The day begins with checking out today’s schedule on the white board. A 
asks a colleague to read this to her. The other information on the white 
board, which is posted because it is deemed important, is not considered 
important by A.

After some general small talk among the colleagues, the incoming 
traffic is turned on. For A this means turning on both of her screen read-
ers, one for the switchboard and one for the phone directory, turning on 
the software and putting on the headset. Because of the special hardware 
setup, A has a fixed work place, whereas the rest of her colleagues can sit 
wherever they want in the office landscape.

The workday for A begins at 7, but not everyone starts at the same 
time. At 9 o’clock everyone that is supposed to be there has arrived. All in 
all there are nine switchboard operators and one supervisor present.

Figure 7. A sketch of the workplace, A sitting next to M in the middle of the room.
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Receiving calls

A is using the same software, with the same graphical interface, as the 
other switchboard operators. The only thing that differs is that she is also 
using a screen reader that presents the information on a Braille display 
instead of a computer screen. Due to technical limitations two different 
screen readers have to be used for the switchboard and the phone direc-
tory, mainly because they are on two different computers. This is however 
not a problem since one of them, the phone directory, is not used all 
the time, but only when needing to look up information not available 
through the switchboard.

A typical call consists of A receiving notification about an incom-
ing call, checks which number the caller is calling, answers with the ap-
propriate name (based on which number the caller has dialled), get in-
formation about who the caller wants to speak to, and then connects 
the caller. When needed, A types a search query to find the number in 
the switchboard software, although A often knows the extension to most 
people. Some information, such as email addresses, are not contained in 
this software so A has to switch to the phone directory. Searching the 
phone directory can be done both locally (for the people in the building), 
or nationally (for people working at the company all around the country). 
There are mainly three types of incoming calls; calling from outside to the 
switchboard, redirected from a direct extension or an internal call.

Communication

The communication taking place between the operators can be divided 
into three categories:

Direct communication involves communication from one person to 
another. For example when the battery runs out in A’s headset she turns 
to her colleague M to ask how to open the battery compartment, M re-
sponds that she could use a key to open it, or when A is asking someone 
about the schedule posted on the white board.

Talking to the room is when one person says something not directed 
to any particular person, but rather to whomever responds (cf. Artman & 
Wærn, 1999; Heath & Luff, 1992). An example of this is when A gets a 
call to a person not in his office, and asks aloud “are we allowed to con-
nect to NN’s mobile phone?” This question does not seem to be directed 
to anyone in particular, and is replied by anyone that isn’t involved in an-
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other call and who knows the answer. Another instance of this is when A 
can’t find a number, and instead if retrying the search she just asks “could 
someone look up NN?”, and a few seconds later someone comes up with 
the number.

There was a number of examples, where a person were talking to 
the room, but where it rather seemed to be an instance of direct commu-
nication, or at least had the form of direct communication. For example 
M’s questions often got replied by A, even though they were pronounced 
out in the open it was always A who responded. Whether this was some-
thing deliberate or not was not clear, neither from the observation nor 
when asking directly.

Both direct communication and speaking to the room was very 
much dictated by the number of incoming calls, the more incoming calls 
the less of these were observed.

Indirect communication is overhearing other people’s calls, and act-
ing on that indirect information. This was not a very common way to ini-
tiate communication, but was rather a way to keep track on what happens 
around you. Often it seemed like the tone of voice dictated whether an 
utterance was directed towards the caller or the other operators, as there 
was no other sign of who the recipient would be.
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Results and discussion
To reiterate, the main issues, that initially were going to be investigated, 
was what role the technology had in making the workplace accessible, 
and the key features in the assistive device that made collaboration pos-
sible. These questions are based on the assumption that the technology, 
the tools or the devices used, play an integral part in performing tasks 
and supporting collaboration. However, this study could not find strong 
unambiguous support for this assumption, but suggests that there is more 
to this than just looking at the specific features of the technology. 

Tool-uncenteredness 

It became apparent early in the observations that the technology used 
by the blind user did not play a major part when performing the tasks. 
There were no obvious examples of technology being the sole key factor in 
problem solving or performance of tasks, and there were not any obvious 
examples of technology standing in the way of doing things either. This 
makes it hard to answer the first question outlined in the beginning of 
this chapter; namely the role of the technology in making the workplace 
accessible, because it did not seem like the technology had a major part 
in this. Neither does it help in identifying what key features of the assis-
tive device made collaboration possible, the second question outlined in 
the beginning of this chapter, because there were no key features of the 
technology identified as having high correlation with the success of the 
collaboration. 

What can be established however is a general tool-uncenteredness, 
which means that the tool/technology/assistive device never really was the 
focus of neither success nor failure in this case. It seems like there were 
other things taking over this role.

Communication

One important key to solving problems was communication. Talking to 
other people, either asking them directly or speaking to the room, was 
how most problems were solved. For example when A couldn’t find a 
specific telephone number in the phone directory she asked the question 
to the room instead of retrying her search or using some other means of 
finding it, and just a few seconds after asking the question she got a reply 
from someone else in the room.
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Choosing to speak to the room instead of looking it up using the 
tools available didn’t seem to be a deliberate decision, but rather some-
thing that had proven to be more effective and hence was done without 
reflecting further upon it.

One valid question is of course whether it was a limitation of the 
tool that made interpersonal communication preferable. If the tool had 
been more accessible or better suited to the tasks at hand there would be 
no need to engage other people to resolve an issue. But it did not seem 
like this was the case, since the person asking the question often knew 
how to find the information, and the person responding came up with 
an answer after just a few seconds. Also, asking these questions was done 
by all operators, so it was not a case of inaccessible information for the 
blind operator. It is rather an example of when in a situation, where there 
are other people present, it is sometimes easier to ask someone else than 
finding out yourself.

Professional knowledge

The third component in understanding what was happening was the pro-
fessional knowledge of the individual operator. This manifested itself pri-
marily in the operators’ constant shift between looking things up (via the 
software or by communicating with others), and knowing the extension 
or the information asked for by the caller.

Multiple resources

When performing tasks and solving problems there was a seamless shift 
between different ‘resources’ (see Paper C). These included using the tech-
nology, using memory, and communication with co-workers. This shift 
meant that when one resource was insufficient, another one was tried, 
and all problems that occurred during this study could be solved using 
this shift between resources. The implicit hypotheses that the technology 
would have a set of key features that would make collaboration possi-
ble and that the technology would play an important role in making the 
workplace accessible could not be supported. On the contrary, it was the 
assembly of resources available that made performing tasks and solving 
problems possible, and the collection of key features in this assembly is 
what plays an important role in making the workplace accessible.
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Chapter 7 
Discussion

The results of the work presented in this thesis can be divided into two 
main parts. The results from each study, and the aggregated knowledge 
from these, provide a foundation for understanding the design of highly 
interactive auditory interfaces, both for individual and collaborative use. 
But the work process in itself and what happened along the way can be 
analysed as well, and important conclusions can be drawn from this. 

Work process
In this section I will describe what effects the shift in focus had on my 
research focus, research methods and type of results. 

Research focus

Initially, my work was focused on access to information, and I concen-
trated my efforts on investigating auditory direct manipulation, as a way 
of solving many of the usability and accessibility issues when accessing a 
graphical user interface using audio. To reiterate, the initial set of research 
questions were:

• Is auditory direct manipulation possible? 
• Is auditory direct manipulation interesting? 
• Could auditory direct manipulation support collaboration between 
blind and sighted persons?
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After the first two studies, I had a fairly good idea about how to 
respond to the first two questions. We had shown that it was indeed pos-
sible to implement auditory direct manipulation, both from an interface 
conceptual point of view and from a user experience point of view. There 
seemed to be an interest from the user group as well, which could be seen 
as an indication that it was indeed a worthwhile research effort, but this 
needed to be investigated further.

After analysing the first collaborative study I realized that I needed 
to shift the focus. It became apparent that there was more to the collabo-
rative situation than just focusing on the functionality of the tool. This 
led to a shift in research focus, from the functionality of the tool and the 
completeness in the presentation of information, to understanding what 
actually makes collaboration possible. The research question changed to

• What makes collaboration possible in this specific context?

The important part of this shift was realizing that nothing can really be 
said about the accessibility of a specific technology without putting it 
into context, something previous research within the field of accessibility 
hasn’t really spent much time in investigating other than to get confirma-
tion that one specific interaction technology or one way of presenting 
non-visual information works.

This shift in focus was also what made the analysis of the field study 
possible. I started  with a set of research questions focusing on technology, 
assuming that technology would play the decisive role in the accessibility 
of a work place;

• What role has technology in making the workplace accessible?
• What key features of the assistive devices used make collaboration 
possible?

With this initial focus the analysis came up with nothing, since there were 
no apparent examples of technology being the centre of attention. In the 
second approach, informed by the results of the collaborative studies, I 
changed the research questions to:

• What makes collaboration possible in this specific context? 
• Which resources contribute to solving tasks?

The focus shifted from investigating technology to investigating the social 
context.
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Research methods

The shift in research methods was something that came as a natural con-
sequence of changing the research focus. Starting out, the method of in-
vestigation was aimed at catching typical usability issues, both quantita-
tive measurements (time to complete, number of errors) and qualitative 
information (subjective description of the experience of using the inter-
face), where the focus was on being able to make diagnostic claims about 
the interface (i.e. making statements about what needs to be changed, 
what works or not etc).

When switching to collaboration other methods were needed, i.e. 
qualitative methods focusing on describing observed occurrences, catch-
ing not only the interaction with the interface but the whole context 
in which the interaction is taking place, and trying to understand what 
makes collaboration possible.

The necessity of this shift becomes very clear if we look at the field 
study. At first, I tried to analyse the data focusing on the interaction with 
the technology, and looking for examples where the technology plays an 
important role as problem creator or problem solver. But isolating one 
specific aspect in a rich social situation like the one I was observing didn’t 
yield any results at all, and I left that study feeling that I had wasted a cou-
ple of weeks on nothing. After having performed the collaborative studies, 
I revisited my field notes and analysis and started to see patterns I didn’t 
see previously. Redoing the analysis wearing these other methodological 
“glasses” unfolded a whole set of issues previously invisible for me.

Types of results

The types of results were of course also affected by the changing research 
focus and methods. During the first part, the main results were affirma-
tions of the feasibility of implementing auditory direct manipulation. De-
sign issues such as for example how to deal with continuous presentation 
and support for navigation in a non-visual environment were also better 
understood from this initial work.

The results from the collaborative studies were of a slightly different 
nature. Again, design issues regarding the auditory design were highlight-
ed, such as for example support for gestures and getting a quick overview. 
But the main results were rather an understanding of which aspects of the 
auditory interface that facilitated the collaboration, and an understanding 
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of how the collaborative tool was used in solving the collaborative tasks. 
The most important finding was the resource concept (the subjects hav-
ing a range of resources available when collaborating, the collaborative 
tool being one of these) and how the blind subject seamlessly transferred 
between these resources. The whole assembly of resources should be the 
focus when designing the collaborative tasks, and not just one of them 
(the technology).

Finally, the field study provided yet another type of results. During 
the first analysis I tried to confirm the importance of the technology for 
accessibility, which failed. The second analysis ended up with confirming 
many of the results from the collaborative studies. Even though this was 
in principle a single-user situation, the social context proved to be impor-
tant in similar ways as in a collaborative setting. 

z

These three perspectives all describe the shift from usability issues, over to 
understanding a collaborative setting, and finally ending up in understand-
ing a social context, from three different perspectives reflecting the three 
major parts in any research project. I will further elaborate on these issues 
later, but for now it is sufficient to see how they were affected by this shift 
in focus. 
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Methodological issues
This section will discuss the methodological rationale of this work, as well 
as discuss possible problems with how the work was carried out.

User group, definition and selection

As discussed by Grönvik (2007), how a researcher chooses to define dis-
ability will influence the outcome of the research, and it is important to 
reflect about this. In chapter 3 I outlined how the user group has indi-
rectly been defined for the purpose of this research. By indirectly I mean 
that this is not a definition that was used deliberately, but rather a post-
analysis of how the user group was approached and how the requirements 
of the participants were defined.

As discussed in chapter 3, three of Grönvik’s definitions can be 
identified in my work; the environmental, administrative and subjective 
definition. Below is a discussion about these definitions and how they 
might have affected the outcome of my work.

Using the environmental definition meant defining the user group 
in terms of inability of accessing the information presented on the com-
puter screen. This has always been what defines my research, non-visual 
presentation for people who can’t access the screen contents, and as such 
there is no problem in defining the right group of people.

The administrative definition was also used, albeit indirectly. The 
requirement was that the subjects should be familiar with using a screen 
reader, and these are only given to people eligible to governmental sup-
port. It’s quite rare for people to buy these themselves. This limits the user 
group to people who are defined as being blind and having a need for a 
screen reader. It’s easy to see that this definition can exclude people fitting 
in the environmental definition. However, in order to have some kind of 
frame of reference when discussing possible benefits, and also to be able to 
compare with the present technology, experience of and familiarity with 
screen readers was a pre-requisite.

Finally, the subjective definition comes into play as well, although 
not as prevalent as the other two. The only way I could get in contact with 
people from the user group was to have them identifying themselves as 
fitting the description and in that case contacting me. This meant that the 
individuals themselves had to subjectively decide whether they were part 
of the target group or not.
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The question is how these definitions, or selection criteria, might 
have affected the outcome of this research, and whether another defini-
tion would have meant other results.

The main issue when having participants contacting you instead 
of making a randomized, strategic or any other type of active selection 
is whether you’ll find the “right” participants. “Right” in this case means 
that you’ll be able to draw interesting conclusions that are as relevant as 
possible for your user group. 

Jönsson and Anderberg (1997) discuss how to maximise the selec-
tion when doing case study research within rehabilitation engineering, 
and one central concept is finding extreme or critical cases, to maximise 
the amount of information. This is difficult to accomplish when relying 
on people from the user group to contact you and not the other way 
around. 

I would, however, argue that the indirect selection process of this 
work was both necessary and sufficient. Necessary because access to the 
user group is limited, there exists no public database of all blind people in 
Sweden, relying on contacts and “gatekeepers” to the user group was the 
only way to gain access. I’d also say it was sufficient for the type of results 
and conclusions presented in this thesis. I’m not claiming universal truths 
about accessibility or assistive devices, and not specific design solutions 
aimed at being suitable for everyone. The main conclusions are based 
on the observation that generic solutions are not enough to meet the de-
mands of a social setting. So in one way the fact that I don’t have extreme 
or critical cases and still find this to be true is actually something that 
makes my results stronger and more valid, and not the other way around. 
If this diversity is true for non-critical cases, there are good reasons to 
believe they are true for critical ones as well.

Number of participants

Another issue is the number of participants in these studies. All studies 
had few participants, and many of them participated in more than one 
study. The total number of blind individuals participating all together 
was only six, of which one participated in all studies and one participated 
in two. The main reason behind this is access to this relatively small user 
group. As is the case in most other research project dealing with acces-
sibility, the number of participants was small, which leads to a research 
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approach based on qualitative case studies rather than trying to find statis-
tical generalities and testing precise hypotheses in a quantitative fashion. 

However, this is not necessarily a problematic situation. Since the 
work is of an exploratory nature, designing controlled experiments can 
be problematic when it’s not always obvious which phenomena will be 
present and central. Looking at the work presented in this thesis, one 
of the main obstacles has been dealing with traditional approaches that 
haven’t been sufficient to catch the interesting and important parts of the 
observed contexts, and this could have been even harder if controlled ex-
periments would have been the chosen method.

Furthermore, doing case study research is a common method with-
in the area of disability research, both as a necessity due to the limited 
access to the user group, but also from an information point of view. The 
ability to get rich in-depth and specific knowledge about a few individuals 
can sometimes be preferable in comparison to trying to find generalities 
with a higher number of subjects (Jönsson & Anderberg, 1997).

The use of prototypes

Another important issue is the technology we chose to do our research 
on. In this case all the empirical studies except the last one have been 
done using prototypes which have little resemblance with the tools and 
software being used in a proper work environment. This is, however, a 
practice which is common within CSCW (cf. Bowers & Pycock, 1994; 
Hindmarsh, Fraser, Heath, Benford, & Greenhalgh, 2000), and despite 
being an artificial task it still allows for examining basic issues to do with 
cross-modal cooperation, as well as fundamental interaction issues with 
auditory displays 

Using an auditory version of the game Towers of Hanoi in the ini-
tial studies was in retrospect perhaps not as good an idea as it first seemed. 
Although the rules of the game were quite easy to learn and understand, 
the complexity of the game itself was a bit too high for many of our sub-
jects. This meant that the game itself became too complex before the soni-
fication model really caused any problems. One way of controlling this 
was to let the subjects play a wooden model of the game prior to learning 
about the sonification model. This way we could assess the subject’s abil-
ity to understand and play the game itself, so when a subject were having 
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problems playing the auditory game we would know that it wasn’t the 
game itself that was problematic, but the sonification model.

Changing the focus

As described above the change of focus is a central part of the work pre-
sented in this thesis. But changing focus in the middle of a research project 
could also have its problems. First of all, if the change is motivated from a 
scientific point of view, one might question if the early results would have 
been different with this new approach. The initial results might even be 
invalid since the approach was insufficient for what was being researched. 
Second of all, a change of focus could also lead to a completely different 
set of research questions, which could lead to that the initial work could 
be seen as irrelevant and not at all dealing with the main issues at hand.

I would argue that even if the change in focus was well motivated 
from a scientific point of view, and that the research questions did change 
during the way, the early studies provided important and relevant infor-
mation, albeit perhaps in a slightly different way. In this work, the process 
and the changes it involved, is an important part of the results leading 
up to the research conclusions. If I wouldn’t have started where I did, I 
never would have understood the necessity of switching focus. There’s 
a pedagogical, or rhetorical if you will, aim of this as well, guiding the 
reader through a research process that describes the very change that the 
conclusion is suggesting. 



75

Results from the studies
This section will review some of the main results from the five studies 
presented in this thesis. Instead of discussing them based on which study, 
or which part of the research process they belong to, they will be discussed 
under three main thematic headings: Design of auditory interfaces, Sup-
porting collaboration, and Supporting accessibility.

Design of auditory interfaces

The studies presented in Paper A-D all had an auditory interface as a vital 
component, and during the course of this work a couple of things has 
been learned about the design of auditory interfaces. Below is a review of 
the most important key concepts.

Providing some way of zooming in the auditory space is essential. 
By utilizing auditory zooming (Axen & Choi, 1996; Saue, 2000) or simi-
lar techniques it is possible to give detailed information about a subset of 
the objects without losing overview of the whole auditory space. We have 
tried two different ways of doing this. In the auditory Towers of Hanoi we 
used the mouse cursor as a virtual microphone, where the objects pointed 
to by the cursor were louder than the rest of the objects (see Paper A for 
a more detailed description of this). So while all the objects were audible 
all the time, the volume difference made it easier to separate the objects 
in the audio focal point from the rest of the objects. This way is suitable 
if the number of objects and possible locations for these objects are small. 
When implementing the auditory drag and drop application described 
in Paper D, another approach was necessary. In this case, the workspace 
was divided into quadrants, and it was only the objects where the cur-
sor was located that was audible, objects in other quadrants were silent. 
Within the active quadrant the same virtual microphone metaphor as in 
the previous application was used. In order to support getting an overview 
of the whole workspace the user could quickly just move the cursor from 
one quadrant to another to listen if and how many objects were located 
in each quadrant. This usually took 1-2 seconds to do, and it was expe-
rienced as quickly enough for the users to get the overview they needed. 
These are just two examples of how zooming can be implemented, but the 
core issue is to support focusing in the auditory space while at the same 
time supporting the user in retaining an overview of all objects.
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Within the auditory display community there’s an ongoing debate 
about whether to use metaphorical sounds that would have some kind of 
‘intuitive’ meaning for the listener, or use abstract sounds that needs to be 
learned (cf. Brewster, Wright, & Edwards, 1994; Lemmens, Bussemak-
ers, & de Haan, 2001). Our approach has been to use abstract sounds 
that needs to be learned instead, mainly because of abstract sounds’ better 
scalability and flexibility (cf. Blattner, Sumikawa, & Greenberg, 1989). 
Using these abstract sounds proved to be a successful choice, after a short 
learning period none of our subjects or participants had any problems 
understanding and using the different parts of our auditory interfaces.

Supporting collaboration

Starting out trying to understand how to support collaboration by only 
looking at how the technology supported specific functionality, as has 
been suggested in previous research (see chapter 4), proved to be insuf-
ficient.

Instead, in order to understand how to support collaboration a 
more holistic approach is needed. In Paper C we showed that one of the 
key issues in understanding what actually makes people being able to col-
laborate was the different resources available in a specific context, some-
thing which was further confirmed in Paper D.

One effective way of understanding and analysing a collaborative 
situation was to investigate the participation in a working division of la-
bour (cf. Hughes, Randall, & Shapiro, 1992). 

Instead of focusing on every single function in the individual in-
terface, it was better to look for examples where the auditory presentation 
made it possible to collaborate. This means taking part in solving prob-
lems, and participating in a way that was beneficial and meaningful for 
the group and the individual, where each participant at every instance had 
a job to do, as well as resources for monitoring the activities of the other 
participant (see Paper D).

We also saw examples of dis-engagement from the auditory dis-
play to re-orientate and re-establish the state of the auditory space, which 
further emphasises the need to support getting a quick overview. Having 
sufficient resources to monitor the other person’s actions was also a key to 
solving tasks (see Paper C).
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Supporting accessibility

Supporting accessibility means different things in different contexts. The 
simplest forms of support is just looking at every single function, and cre-
ate an accessible counterpart for this. This might however not be what is 
needed to support one specific task or context, or fulfil that specific need 
of an individual with a disability (cf. Jönsson & Anderberg, 1997).

In the field study reported in chapter 6, it was apparent that the 
technology alone was not the key to understand how to support acces-
sibility in that specific context. Instead, it was an interplay between the 
technology (the switchboard application and the phone directory), the 
professional knowledge of the individual and communication with others 
that made performing the tasks possible. These resources was what made 
the workplace accessible, not a particular function in the technology. 
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Conclusion
I want to argue that the shift in research perspective I have presented in 
this thesis is a paradigm shift worthwhile for research in assistive devices 
and accessibility. 

As outlined in chapter 3, most research about interfaces for blind 
users has been, and still are, very much focused on classical usability issues. 
They are often based on a cognitive data processing model, where acces-
sibility is a question about individual cognition and the ability to perceive 
and understand a stream of information, and based on this evaluate what 
to do next. This approach fails to address the social and contextual aspects 
of technology use, and seems to just assume that this will sort itself out.

I have shown, in the studies presented in this thesis, that this ap-
proach is insufficient to identify the diversity of a social situation for blind 
computer users, what actually affects how a task is performed and what 
the outcome is, no matter if it’s an individual (see chapter 6) or a collabo-
rative task (see Paper C and D).

For collaborative tasks this is obvious when considering the socially 
rich context in which they occur, where coordination, communication 
and awareness are essential ingredients. It is a long established practice 
within CSCW (Computer Supported Cooperative Work) to take the 
whole socio-interactional situation into consideration when evaluating 
technology.

Research within CSCW has also pointed out the cooperative, social 
interactional dimensions of interfaces designed for individual use (cf. Bow-
ers & Martin, 2000; Greatbatch, Luff, Heath, & Campion, 1993). These 
argue for the re-appraisal of traditional usability issues from a CSCW 
perspective – for example, by extending our notion of what counts as a 
‘cooperative interface’. Further, CSCW research has commonly urged rec-
ognising all the activities of situated actors and how these are interleaved 
on a moment by moment basis thereby exceeding narrow definitions of 
users’ ‘tasks’ (Bowers & Martin, 2000; Greatbatch et al., 1993; Hughes et 
al., 1992; Suchman, 1987).

This is consistent with the results presented in chapter 6, where 
collaborative issues were raised similar to those presented in the two col-
laborative studies in Paper C and D. There are undoubtedly cooperative 
aspects of single-user interaction, and the design of single-user interaction 
should therefore be informed by the design of cooperative interfaces. 
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This leads up to the main conclusion of this work, Assistive inter-
faces as cooperative interfaces.
The key elements in this concept can be summarised as follows:

• There are important cooperative and social dimensions of inter-
acting with interfaces designed for individual use.
• The interaction takes place in a specific context, which must be 
identified and studied in situ.
• In any specific context there is an assembly of resources that all 
needs to be taken into account during the analysis.

These key elements requires considering issues like for example commu-
nication, cooperation and coordination with other people, knowledge 
about the task and the domain, individual cognition and interaction with 
the assistive device. These must all be included in an analysis of a work 
practice, since they all contribute to getting the work done.

This means a major shift in the way assistive interfaces are often 
being researched today. Instead of focusing on making the assistive devices 
as complete and functionally equivalent to whatever functional limitation 
they are compensating for, a more holistic approach should be used. The 
design and analysis of assistive devices should be sensitive to the orienta-
tion of all participants in the socio-interactional environment, and not 
just focusing on the single individual using an assistive device.
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Implications for future research and 
development
The conclusion presented above suggests a research agenda, which is an 
extension to what is already being researched. This agenda will consist of 
the following three fundamental components.

The technology. As is the common focus today, technology is of 
course still a fundamental component, and its possibilities and limitations 
need to be considered. The technology, whether it is technology that exists 
today, or new innovations of tomorrow, is what we do research on, and to 
some extent this is the ultimate means we have to change things and make 
things better. Technological breakthroughs will always be needed and will 
always be an integral part of an evolving and prospering research agenda.

The users. The user group is of course central to any user-centred 
research project, and needs to be clearly defined. What is it that sets the 
user group apart from “the rest”? Is it a physical limitation? Is it belonging 
to a group, defined by either some governmental body, social structures 
in our society, or by the individuals themselves? Is it the relationship to 
a certain technology or the environment? How the user group is defined 
will affect the outcome of the research (Grönvik, 2007), and will also 
dictate how we approach and gain access to the users, and must therefore 
be carefully considered.

The context. As has been discussed previously, the context and the 
resources available are integral parts of understanding the specific require-
ments of the technology and the situation where it is being, or going to 
be, used. This involves not only identifying and discussing the context, 
but also working actively in the context in order to understand the rela-
tionship between the technology and the resources available.

z

It is my firm belief that if these three components are getting at least equal 
attention, we will soon see a new generation of projects where techno-
logical challenges will be presented alongside with understandings of the 
context in which the technology will be used. 
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A B S T R A C T 

This paper presents a study of an auditory version of the game Towers of Hanoi. The goal of this study was to investi-
gate the nature of continuos presentation and what this could mean when implementing auditory direct manipulation.
We also wanted to find out if it was possible to make an auditory interface that met the requirements of a direct ma-
nipulation interface. The results showed that it was indeed possible to implement auditory direct manipulation, but us-
ing Towers of Hanoi as the underlying model restricted the possibilities of scaling the auditory space. The results also
showed that having a limited set of objects, the nature of continuos presentation was not as important as how to interact
with the auditory space.

Keywords: Auditory interface, direct manipulation, sonification model, blind users

1 .  I N T R O D U C T I O N 

The use of computers today is very dependent on the user’s sight. The information is presented visually and sound is
primarily used as very primitive queues for important visual information. This may not cause so much problems today
for a blind computer user using a screen reader, given that all non-textual information has some sort of alternative de-
scription linked to it (which of course is not true, but for the sake of argument we will assume that this is so). But what
about the other benefits that a graphical user interface gives a sighted user?

Representing the information using speech synthesis or Braille is a very linear way of presentation and has more in
common with the old text based interfaces such as MS-DOS than it has with modern graphical user interfaces such as
Windows or MacOS. And what about the next generation interfaces where the standard desktop environment is replaced
by something completely different? Why should blind computer users still have to struggle with text based interaction?

1.1 Direct manipulation

Direct manipulation is a fundamental concept within HCI (human-computer interaction) and is based on the following
properties:

• Continuos representation of the object of interest.
• Physical actions or labelled button presses instead of complex syntax.
• Rapid incremental reversible operations whose impact on the object of interest is immediately visible.

(Schneiderman cited in Hutchins, Hollan, & Norman, 1985)

This means that you for example when moving a file instead of typing the command on your keyboard or choosing
from a list of actions, you simply point your mouse at the file you want to move, grab it by pressing down the mouse
button, drag it to the place you want it to be and drop it by releasing the button. Another important feature of direct
manipulation is that it relies on recognition rather than recall, for example the use of menus helps the user to remember
the name instead of forcing the user to memorise the exact name and the exact syntax of the command of interest.

Direct manipulation has been very influential in today’s graphical user interfaces and will influence the way we in-
teract with computers for a long time.



1.2 Screen readers

In present screen readers for blind computer users, direct manipulation as well as a number of other important features
of the graphical user interface are missing. Mynatt has summarised five goals for screen reader interface design (1997):

• Access to functionality. The screen reader should at least give the user access to the same functions as are pre-
sented in the graphical user interface. In a graphical user interface, most functions are represented as pull-down
menus. The screen reader should give the blind computer user access to this functionality.

• Iconic representation of interface objects. The screen reader has to be able to recognise and present the same in-
formation as is communicated by the visual appearance of the interface objects such as the picture, size and col-
our. For example, the picture of a trash can on an icon in MacOS symbolises that the icon represents the trash can
and that it is a suitable place to throw things one want to get rid of. The shape of the icon tells the user whether
the trash can is empty or has things in it.

•  Spatial arrangement. The spatial arrangement of the graphical objects also conveys information that helps the
user in structuring and working with many tasks at once. The screen reader should offer this functionality.

•  Constant or persistent presentation. Visual information is not time dependent in the same way as audio is. The
visual information exists in physical space and can be obtained and reviewed at any time; this is not the case for
audio information. The screen reader should support this kind of temporal independence.

• Direct manipulation. The screen reader should give the user the same powerful means of interaction as direct ma-
nipulation does.

If auditory direct manipulation is to be implemented, all of these items have to be solved.

Auditory direct manipulation is a rather uncharted territory both in research and development, given that we talk
about real direct manipulation and not just interacting directly or almost directly with interface objects. In the GUIB
project for example (GUIB Consortium, 1995) the work has been concerned with giving the blind computer user a more
direct way of interacting with interface objects, but it has not dealt with direct manipulation itself. Other work has been
done on complex auditory interfaces (see for example Gaver, Smith, & O’Shea, 1991), but most of these has been
monitoring tasks were the focus has been on the display of information rather than the interaction with it (Saue, 2000).

2 .  G E N E R A L  G O A L S 

The two questions we want to address are

• Is auditory direct manipulation at all possible?
•  Is auditory direct manipulation at all interesting or do we have to seek other paradigms for interaction with an

auditory interface?

In order to answer the above questions we have implemented three different audio-only, non-visual, versions of the
game “Towers of Hanoi” (see for example Ball, 1939). We also performed two user studies on these three versions. The
goal of the studies was to investigate the first principle of direct manipulation, continuos presentation, and what this
could mean in an auditory interface.

The three different levels of continuos presentation under study are parallel, serial, and overlapping presentation
mode. The first extreme case is when all sounds keep repeating simultaneously, the parallel presentation. The other
extreme is when there is no overlap at all and the sounds are played in sequence, the serial presentation. Finally, we
implemented a mixture of theses two with a slight overlap, the overlapping presentation (see Sonification model for a
more detailed description of these).

3 .  T O W E R S  O F  H A N O I 

The game “Towers of Hanoi” consists of three towers where a number of differently sized discs are placed. Initially all
discs are placed on the leftmost tower with the discs placed in order with respect to size with the smallest disc on top.
The goal is to move all the discs to the rightmost tower. You are only allowed to move one disc at a time and this disc
has to be on top of a tower. You can move this disc to any of the three towers just as long as you don’t move a larger
disc in top of a smaller one. This game can be played with as many discs as you want without having to use more than
three towers. The number of moves to complete the game increases rapidly when adding discs, the number of moves it
takes to solve the game for n discs is 2n-1. This means that three discs take 7 moves, eight discs takes 255 moves and
sixty-four discs takes 1.8·1019 moves to complete.



We chose this game for three reasons; (1) we wanted to have a game that could be fun and challenging to solve, not
a typical experimental task, (2) the rules of the game are fairly easy to learn and the strategy is straightforward and
doesn’t change when increasing the number of discs, just the number of steps in the solution path, and (3) it’s easy to
show the subjects a wooden model of the game in order for them to learn how to solve the game (this applies both for
blind and sighted subjects).

4 .  S O N I F I C A T I O N  M O D E L 

In the experiment we studied two factors, game complexity and presentation mode. Game complexity varied at two
levels, referred to as 3disc and 4disc. Presentation mode varied at three levels referred to as serial, overlapping and
parallel. See the next section for a discussion of the experimental design.

In the 3disc condition, three discs were moved between three towers. In the 4disc condition, four discs were moved
between three towers. We also want to represent the height of any given disc on a tower. This requires the representa-
tion of up to four discs, three horizontal locations and up to four vertical locations. To accomplish this in sound, each of
the discs is identified through associating it with a sound of a specific quality, and the positions of the discs are given
through spatialising the sounds in stereo, varying their amplitude envelopes and varying their length. We discuss these
features of disc identity and disc location below.

4.1 Disc identity

Timbre and pitch variations are used to individuate the discs. The larger the disc, the lower the pitch. Let us call the
largest disc 1, and the smallest disc 4. The sounds are mistuned with respect to each other and only rarely have partials
of the same frequencies, which helps to maximise their discriminability. The fundamental frequencies of the sounds are:
118 Hz (disc 1), 181 Hz (disc 2), 336 Hz (disc 3) and 456 Hz (disc 4). (In the 3disc condition, only discs 1, 2 and 3 were
used.)

Disc 1 has a sparser harmonic spectrum than disc 2 and, similarly, disc 3 has a sparser spectrum than disc 4. Fur-
thermore, discs 1 and 2 have fewer high frequency partials than discs 3 and 4. Any combination of discs will differ from
any other combination in terms of both pitch and timbre, and do so in a unique way. There is a large gap in frequency
between disc 2 and 3 so as to stop the sounds from fusing together when three or more are heard from the same location
in the stereo image (cf. Bregman, 1990).

The distinctions between the discs involve some redundancy or overcoding, being conveyed through simultaneous
variations in more than one auditory dimension. This is necessary when only one single auditory dimension is difficult
to perceive in a complex auditory space (Kramer, 1994).

4.2 Disc location

To represent the tower a disc is located on, stereo panning is varied, left, centre and right stereo locations are used. The
spatial discriminability of the sounds is further enhanced by varying their amplitude envelope. Individual discs are pre-
sented by pulsing their sounds. The character of the envelope of each pulse is varied to indicate which tower a disc is
located on. If a disc is placed on the left or right tower, the percentage ratio between attack and decay is 0:100. If a disc
is placed on the middle tower, the same ratio between attack and decay is 50:50.

As with disc identity, the spatial location of the discs is represented redundantly by simultaneously varying panning
and amplitude envelopes.

A disc’s vertical position is represented by the length of the pulse, the higher the disc is placed the shorter the sound.
For example, if two discs are placed on the same tower, the one in the lowest position has a longer pulse length than the
one on top. The pulse lengths are 900, 600, 333, and 238 ms.

4.3 Presentation modes

To represent the overall configuration of the Towers of Hanoi at any given moment, three (in 3disc) and four (in 4disc)
inter-related series of pulses are to be heard. The relative timings of these series, and the inter-pulse intervals within
them, have been designed in three different ways.

• The serial condition. The pulses for the discs are repeated in numerical order without any delay or overlap. As the
pulses vary in length to represent the height on the tower, the inter-pulse interval in this condition will vary de-
pending on the location of the discs.



•  The overlapping condition. The inter-pulse onset interval is set to a constant value of 300 ms. Accordingly, a
pulse associated with a disc will overlap with that of another if the following disc is not placed on top of three
others (it’s pulse length is smaller than the inter-pulse interval). Discs 1, 2 and 3 (and then 4 in 4disc) are repeat-
edly pulsed in order.

•  The parallel condition. The discs are pulsed continually and simultaneously. For each disc, the onset of a new
pulse occurs immediately after the release of the previous one.

4.4 Mouse location

We used the mouse as the input device. In order for the user to track the mouse cursor, the amplitude of the discs on the
tower where the cursor is located on is increased while the other discs amplitudes are decreased (the difference is 1:3).
Just using this amplitude focus can cause problems when all discs are located to either right or left, since there are no
sounds to indicate the difference between middle and the opposite side. To solve this problem we are also using transi-
tion tones that will sound when moving the cursor from one tower to another. If moving to left or right from the middle,
a short high tone (600 Hz for 500 ms) will sound from left or right. If moving from left or right to the middle, a short
lower tone (400 Hz for 500 ms) will sound from both left and right.

5 .  T H E  S T U D Y 

5.1 Hypotheses

• It is possible to design an auditory interface that meets the requirements of direct manipulation as defined above.
• The overlapping presentation mode will be the version that most subjects will both prefer and get the best results

from using. This will be further emphasised when increasing the complexity (using four instead of three discs).

When presenting the sounds using the parallel presentation mode, it will be easy to get a general overview of all objects,
but the separation could be quite hard when having many objects. Furthermore, continuos sounds, or continuos presen-
tation of sounds, could be harder to separate (cf. Gaver, Smith, & O’Shea, 1991) and masking would be more likely.

When using the serial presentation mode there is no problem of separation of the objects since there is no sounds
ever overlapping. On the other hand, the general overview is harder since the user has to wait until all sounds has been
played to get an overview. If the auditory interface is supposed to support direct manipulation and the number of objects
is large, this is could hardly be called continuos presentation in that case.

Since both of these presentation modes both have drawbacks and advantages in comparison to one another, a com-
bination of these seems to be the most appropriate, namely the overlapping presentation mode.

5.2 Experimental design

The experiment is designed to be a two factor within subject design. The first factor is presentation mode and is varied
at three levels, serial, overlapping and parallel. The second factor is game complexity and is varied at two levels, three
and four discs. Each subject played the game once for every combination of the two factors, which means that every
subject, played the game six times. The sequence of the combinations was counterbalanced using a Latin square.

During the experiment two quantitative measurements were made, number of errors (or rather the number of extra
steps in the solution path compared with the optimal path), and time to complete. After the session the subject answered
questions about which presentation mode they preferred and which they thought they performed best with.

The quantitative data had to be analysed using nonparametric statistical methods, since the measurements neither
could be classified as ratio or interval, but rather as ordinal measurements. Additionally, these methods are very insen-
sitive to extreme values, something that is important in an experiment were one might expect a learning effect that will
vary between different subjects. The three level factor (presentation mode) was analysed using the Friedman two-way
analysis of variance by ranks. The two level factor (game complexity) was analysed using the Wilcoxon signed ranks
test.

The experimental set-up was very simple. The subject used a pair of earphones and a regular computer mouse, the
computer screen was turned away from the subject and was used exclusively by the session leader to monitor what the
subject was doing.

A session started with the subject being informed about what was going to happen during the experiment and the
purpose of the study. After this, the subject learnt to play the game using a wooden model of the game. This continued
until the subject knew how to solve for both three and four discs without making any errors. By doing this we are trying



to even out differences in prior knowledge of the game and get all subjects to have a useful and similar model in mind
when solving the auditory version of the game. After the subject has been accustomed to the game, the wooden game is
taken away. Now the sonification model is presented. All aspects are described and demonstrated to the subject and the
subject is allowed to ask questions and hear every detail as many times as he or she wants. The subject is also informed
that this is the last chance of asking any questions about the game or the sonification model. When the subject thinks
that he or she knows the sonification model the experiment starts. After all combinations of the game has been com-
pleted, the session ends with the subject answering a number of questions about preferences and perceived performance

5.3 The first study

The results of the first study was more concerned with the sonification model and the experimental design than on the
question of continuos presentation (Winberg & Hellström, 2000). Of the twelve subjects, three could not complete all or
some of the conditions. The two things that caused these dropouts, and caused problems for all subjects for that matter,
were the mouse interaction and the instructions.

The sonification model during this first study differed from the one described above in how the mouse interaction
was designed. The amplitude ratio was smaller (1:2) and there were no transition tones. Most subjects had big problems
tracking the mouse cursor when there were no transition tones. Many subjects found it very hard to find the middle
tower, flipping the cursor from left to right without ever finding the middle. This had a very randomised effect on their
results, making the collected data very unreliable.

The instructions that the subjects received were also something that caused problems. Many subjects simply did not
understand the sonification model at all, invalidating the basic assumption that all subjects would have a model of the
game and an understanding of the sonification model before the experiment started.

Despite all these problems encountered during this first study, as stated above nine out of the twelve subjects actu-
ally understood and achieved well in the experiment. Due to these problems, we had no interesting or valid data to do
any statistical calculations on. But the qualitative results pointed towards a strong preference for the overlapping version
and the subjects also thought that they performed better using this presentation mode, even though this was nothing that
could be deduced from the measured data.

5.4 The second study

When planning the second study, we introduced transition tones and increased the amplitude difference to enhance the
mouse interaction (see Mouse location above). We also changed the instructions and described the sonification model
more thoroughly to the subjects. By doing these two adjustments, we hoped that that the problems encountered in the
first study would be eliminated. The rest of the set-up and experimental design remained the same in the second study.

The outcome of the second study was very encouraging. None of the problems with the mouse interaction from the
first study appeared, none of the subjects had any problems tracking the mouse cursor or finding the middle tower.

Again, as suspected, the subjects preferred the overlapping version, but when it came to the statistical analysis, the
results were very surprising. The hypothesis that the overlapping version would be better could not be supported by the
analysis. The only significant results we got were that when using the overlapping presentation mode it took more time
to complete with four than three discs (Wilcoxon ztime=-2.275, p<0.05), a result that is not interesting at all since the
number of moves is greater. The differences in number of errors between presentation modes were also significant, but
only when using three discs (Friedman χ2

errors=7.032, p<0.05), not when using four discs (Friedman χ2
errors =0.391,

p>0.05, χ2
time =1,167, p>0.05), something that the hypothesis suggested. We did not find any significant difference

between the three presentation modes in general either (not taking the number of discs into account) (Friedman χ2
errors

=2.909, p>0.05, χ2
time =3,583, p>0.05).

5.5 Subjects

We used twelve subjects in each study. Of these, just one was blind in the first study and none during the second. The
reason for not using more blind people, who indeed are the focus of this work, is that in this early stage of this work we
wanted to fine tune the experiment and the sonification model so that we wouldn’t “waste” the blind subjects by letting
them participate in an experiment that might not give any interesting or valid results. Additionally, in this early stage we
are interested in such a low level questions that the difference in experience of auditory interfaces between blind and
sighted subjects is of minor importance. The continuation of this work will definitely involve blind users in defining,
designing and evaluating the auditory direct manipulation interfaces.



6 .  D I S C U S S I O N 

The first question one might ask is whether a sonification of the game Towers of Hanoi is complex in a relevant and
interesting way and if it really helps answering the hypotheses. The sonification and the study of Towers of Hanoi as an
auditory direct manipulation interface should not be seen in isolation. As will be pointed out below, this is just the first
of a number of studies on auditory direct manipulation. However, this study has given us important pointers were to go
from here.

The second question is why we have chosen the sounds that we have, why haven’t we chosen real world sounds like
auditory icons (Gaver, 1994) and used natural mappings. The reason for choosing abstract sounds is primarily the scal-
ability (cf. earcons in Blattner, Sumikawa, Greenberg, 1989) of the model. Adding to this is the fact that the concept of
metaphorical or real world sounds is hard when displaying abstract concepts. There is even research that reports that
there are many acoustical mappings of auditory variables that doesn’t necessarily have to be perceived the same by all
listeners, even though they would be considered intuitive or natural (Walker, Kramer, & Lane, 2000).

The sonification of “Towers of Hanoi” presented in this paper meet the requirements of a direct manipulation inter-
face.

•  The objects are presented in a continuos manner (or rather in three different ways that all could be considered
continuos enough). This means that the user rather than scanning the whole interface for objects with the mouse
risking missing some of them can hear all objects all the time without actually “looking” for them.

• We have physical actions instead of complex syntax. Instead of choosing the appropriate action from a menu or
typing it on the keyboard, the user picks up, moves and drops the object just like a graphical user interface.

• All actions are rapid, incremental and reversible with immediate feedback. There are no detours when performing
an action, the only way of moving a disc is using the shortest path between the start and the goal. If the user de-
cides that a move is wrong, it is as easy to move it back as it was moving it there.

The hypothesis that the overlapping presentation mode would be better could not be supported by this study, even
though this is what we expected. We have three different explanations to this.

• Since the game Towers of Hanoi in itself can be complex and hard to solve for some people, the complexity or
number of auditory objects that is possible to present is limited by the underlying model. During an early pilot
study, we concluded that subjects could have problems solving the game if we used five or more discs. Therefore,
we had to limit the number of objects to four. When increasing the complexity of the auditory space we might get
different results. This calls for more studies of these kind of auditory interfaces where the complexity is not lim-
ited by the underlying model but rather by the limits of the sonification model and the users perception.

• Using the mouse interaction with amplitude focus facilitates the interaction with a complex auditory space. When
having a limited set of auditory objects the means of interaction is more important than the way to solve contin-
uos presentation. The way we implemented the mouse interaction increases the amount of objects and the com-
plexity that is possible to interact with.

• The sonification model used is robust enough from being influenced by presentation mode, at least in this specific
context. Again, this calls for further studies using other contexts in order to assess the validity of this specific ap-
proach

All these three explanations call for further studies. The final stage of this study of Towers of Hanoi is to make an ex-
tensive case study with blind subjects were the qualitative aspects of this auditory interface is investigated. This third
study will help us understanding more about auditory direct manipulation, how it could be used and what type of appli-
cations would be interesting to implement using this paradigm.

We believe that auditory direct manipulation is indeed both possible and a promising way of interacting with an
auditory interface. It will provide blind computer users with a completely new way of interacting with a computer, a
way that so far has been inaccessible.
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ABSTRACT

This paper presents the results from a qualitative case study
of an auditory version of the game Towers of Hanoi. The goal
of this study was to explore qualitative aspects of auditory
direct manipulation and the subjective experience from play-
ing the game. The results show that it is important to provide
a way of focusing in the auditory space. Articulatory direct-
ness was also an important issue and feedback should sup-
port the movement of the objects in the auditory space.

1. INTRODUCTION

This work is concerned with auditory direct manipulation and
how to make graphical user interfaces with direct manipula-
tion accessible for blind computer users.

Direct manipulation is a fundamental concept within hu-
man-computer interaction (HCI) and most graphical user in-
terfaces rely on this concept. Some claims of direct manipu-
lation are that it is easier to learn basic and new advanced
features, it improves the user’s confidence in using the sys-
tem and it encourages usage by being more enjoying to use
[1]. However, the notion of direct manipulation is not present
in modern screen readers that many blind computer users use.
The information in these applications is presented in a linear
way using either speech synthesis or a Braille display, and
does not allow the concurrent and spatial nature of the infor-
mation to be displayed.

Direct manipulation is based on the following proper-
ties: [1, 2]

• Continuous representation of the object of interest.
• Physical actions or labeled button presses instead of com-

plex syntax.
• Rapid incremental reversible operations whose impact

on the object of interest is immediately visible.
This means, for example, that when moving a file in-

stead of typing the command on your keyboard or choosing
from a list of actions, you simply point your mouse at the file
you want to move, grab it by pressing down the mouse but-
ton, drag it to the place you want it to be and drop it by releas-
ing the button.

One important aspect of direct manipulation is continu-
ous presentation, which means that the objects presents them-
selves in a continuous manner, the user does not need to
browse and look for the objects. A crucial result of a direct
manipulation interface is that it supports the recognition of

objects, for example the use of menus or buttons helps the
user to recognize the name instead of forcing the user to memo-
rize the exact name and the exact syntax of the command of
interest.

1.1. Previous research

Previous research in direct manipulation interfaces for blind
computer users has included both using tactile devices to-
gether with audio [3, 4] and the use of 3d audio and a data
glove [5]. But these have not  addressed the importance of
continuous presentation. In these examples only a subset of
the interface objects are presented and the user has to browse
the auditory space in order to get an overview. This is rather
interacting directly with interface objects than direct manipu-
lation as defined and used within HCI.

Interaction with complex auditory spaces has been re-
ported by for example Saue [6], where a framework for inter-
action with spatial data is presented. The user walks around
the data using the mouse and both local and global informa-
tion is used to present the data and guide the user.

Another example of interaction with auditory objects is
the work by Pitt and Edwards [7], where the cursor is used as
a virtual microphone when exploring and choosing items from
a menu.

1.2. Research questions

The two main research questions we want to address are

• Is auditory direct manipulation possible?

• Is auditory direct manipulation interesting or do we have
to seek other paradigms for interaction with an auditory
interface?

In order to answer the above questions we have imple-
mented an auditory version of the game “Towers of Hanoi”,
and performed two user studies on this game.

2. AUDITORY TOWERS OF HANOI

In the game “Towers of Hanoi”, you have three towers and
three or more discs that are placed on the left tower. The ob-
ject of the game is to move the discs from the left to the right
tower. You can place a disc on any of the three towers, just as
long as you do not move a larger disc on top of a smaller one.
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2.1. Disc identity

The sonification model is exclusively based on the sounds of
the discs. Every disc has a sound that differs mainly in pitch
and in timbre. The larger the disc, the lower the pitch. The
sounds are slightly mistuned with respect to each other to get
a better separation (cf. [8, pp. 490-493]).

There is a large gap in pitch between every other disc,
which groups the discs two by two. Within each group the
main difference between the sounds is the timbre that origi-
nates in the use of either harmonic or inharmonic spectra.

2.2. Disc location

In order to distinguish which tower a disc is located on, both
stereo panning and amplitude envelopes are used. The most
obvious is to use stereo panning, left, middle and right. This
is however not sufficient since it could be hard to hear the
difference when using multiple complex sounds. Because of
this, we have also used different amplitude envelopes. If a
disc is placed on a tower to the left or to the right, the enve-
lope has a very short attack and a long decay. If a disc is
placed on the middle tower the attack and the decay have the
same length.

A disc’s vertical position is represented by the length of
the sound, the higher the disc is placed the shorter the sound.
The length of the sounds varies between 238-900 ms.

2.3. Mouse interaction

The mouse uses a focus feature in order to track the cursor.
The discs on the tower pointed to by the cursor will be louder
than the others. This is similar to the work presented in [7],
where the mouse pointer is used as a microphone. In this im-
plementation we use the volume difference only in discrete
steps, either the cursor is on or off a tower, the distance is not
mapped to the volume continuously. There are also short tran-
sition tones that tells the user when the cursor is moved from
one tower to another.

The mouse could be seen as a virtual microphone, as in
[7], that focuses on one tower at the time. By doing this, the
user can direct the attention to a subset of the auditory space.
You could also see this as a rather primitive way of auditory
zooming [6, 9], using just an increase in volume instead of
increasing the complexity of the display.

The sonification model is described more thoroughly in
[10].

3. THE FIRST STUDY

The object of the first study was to investigate the nature of
continuous presentation and what this could mean in an audi-
tory interface. We also wanted to find out whether auditory
direct manipulation was at all possible to achieve.

This experimental study compared three different pres-
entation modes: parallel (all sounds repeating in parallel),
serial (in sequence one sound at the time), and overlapping
(in a rapid sequence with a slight overlap) when playing the

game with three and four discs. The question was what was
continuous enough and how the change in continuity would
affect performance.

Given the limited complexity possible for all subjects to
complete the game Towers of Hanoi (four discs in three dif-
ferent locations), the study showed that the presentation mode
gave no significant differences in neither time to complete
nor number of errors. When the subjects were asked which
presentation mode they preferred and which they thought they
performed best with, most subjects said the overlapping mode.

These results fail to support previous research that sug-
gests that complex information should not be presented using
continuous sounds [11]. Different explanations for these re-
sults include issues of complexity (to notice a difference be-
tween these presentation modes the complexity must be
higher), navigation (the way the user browse and interacts
with the display facilitates the use of continuous sounds), and
sonification model (the sonification model is robust enough
to being able to present these sounds in a continuous man-
ner).

This experiment is described in detail in [10, 12].

4. THE SECOND STUDY

The goal of the second study, presented in this paper, was to
explore qualitative aspects of auditory direct manipulation and
the subjective experience from playing the game. The ver-
sion used in this study was the overlapping version.

4.1. Procedure

Each session was divided into two parts. In the first part, the
subjects learned about the game “Towers of Hanoi” and how
to play it using the auditory version. The subjects were able
to try three, four and five discs, but were not forced to try or
complete all of these.

The second part was the actual interview, where the sub-
ject was asked to describe what it was like to play the game.
The questions included issues like

• How would you describe the experience from playing
this game?

• How would you describe the objects you are moving?

• Does it feel like you are moving actual objects or does it
feel like something else?

• How easy is it to get an overview? Do you feel that the
objects are there all the time or are they presented one by
one?

• How would you make this game better?

• How could this way of interaction be used in your daily
use of a computer?

4.2. Subjects

There were four subjects in this study and they were all blind.
All the subjects had prior knowledge of the game “Towers of
Hanoi”.
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• Subject 1 (male, 49) works as a computer expert at a com-
pany producing and selling assistive devices and rates
his computer knowledge as advanced.

• Subject 2 (female, 39) works as a switchboard operator
and rates her computer knowledge as average.

• Subject 3 (male, 54) works as an administrator at a handi-
cap organization and rates his computer knowledge as
advanced. He participated in the first study of the audi-
tory Towers of Hanoi.

• Subject 4 (male, 30) works as an IT-technician at a handi-
cap organization and rates his computer knowledge as
advanced. He also participated in the first study.

5. RESULTS

One interesting observation during this study was that it
yielded a lot of qualitative data while the subjects were play-
ing the game. Without being asked to, the subjects described
what they were doing, just like a thinking aloud-session. When
asked about this, Subject 3 said that he had never thought
about it before, but it could be that you as a blind computer
user are used to describing what is happening on the screen.
Very often the person standing next to you can not see what is
presented on the Braille display or hear what is said by the
speech synthesizer like when using a regular computer screen,
so the only way to communicate what is happening is to de-
scribe it aloud.

5.1. Elements of direct manipulation

5.1.1. Continuous presentation

One essential aspect of direct manipulation is the notion of
continuous presentation [2]. Continuous presentation means
that all the interface objects should be present all the time, the
objects should present themselves to the user rather than forc-
ing the user to search for the objects. This requires that the
interface gives the user an overview and constant presenta-
tion of the interface objects.

All subjects reported that they thought that the sounds
were present all the time, even though they were played in
sequence. Subject 4 described this as “they [the sounds of the
discs] are played one by one, but you still think that you get
like an overview, where they are”.

Another aspect of this was described by Subject 1 as “…
[the fact that] the sounds are there all the time is also dynamic
… it goes on … you can’t stop and everything becomes quiet
and you can think for a while … it is affording, they are still
there waiting for something more to happen”. This captures
the essence of continuous presentation, the objects should be
available for interaction and present themselves without any
need for the user to ask for it.

The focus feature of the mouse was used by the subjects
in order to get a better understanding of where the discs were
placed. Subject 1 described it as in order to understand the
whole auditory space, he “walked around with the mouse from
tower to tower” and listened to the different discs.

The focus feature was also used to get a better overview
of the auditory space, it made it possible to concentrate on a
specific tower without losing track of the other two towers.
Subject 3 said that “even if it focuses rather heavily on sound,
on the volume, you still have an overview of the three towers
and that is good since it is very important … to have an over-
view all the time”.

For subject 2, the focus feature seemed to be the one thing
that made playing the game at all possible: “it is a little bit
hard in the beginning, it is very confusing, you hear every-
thing at the same time … until you realize that you can move
and listen to one tower at the time. … if you listen to them at
the same time you go nuts, you have to go to the towers and
listen”.

This suggests that in order to have continuous presenta-
tion, there should be support for discriminating the different
sounds and some sort of focus or zooming on specific parts
without losing track of the other parts.

5.1.2. Physical actions

All subjects thought that the way they moved the discs was
intuitive and very direct. Subject 1 said that “as soon as I
decide to move a disc and press the left mouse button I have
it … whatever I do, something happens immediately follow-
ing that”.

One important aspect of the property of physical actions
in direct manipulation is articulatory or mimetic directness.
Articulatory directness could be described as the relationship
between how you actually physically perform an action and
what it means to the system, for example that any action with
the input device should mimic the desired change on the in-
terface object [2].

Since the movement with the mouse mimics the real
movement of the discs, a movement from left to right with
the mouse corresponds to a movement in the interface from
left to right, none of the subjects had any problems at all un-
derstanding how to move the discs and what happened if you
were to move the mouse from left to right.

Subject 3 said “it feels like moving around physical ob-
jects since you have a physical orientation in the room … I do
have the feeling of moving some kind of real objects rather
than just abstract objects”.

This spatial mapping was something that was really ap-
preciated by all subjects. Subject 2 explicitly commented on
how she really liked the feeling of actually grabbing the vir-
tual objects and moving them physically to the desired loca-
tion, something that she knows is possible in graphical user
interfaces and she had really missed doing herself.

It seems like the articulatory directness, the spatial map-
ping of the mouse movement, was a key to making the task
more physical and direct rather than abstract and complex.

A feature that caused some initial confusion for Subject
4 was the fact that the vertical movement of the mouse makes
no difference, you always pick up the disc on top. He said: “I
wondered which [disc] I will move … but then it is obvious
that you move the one on top”. Even if this violates the physi-
cal metaphor, only one subject commented on this, and when
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realizing that the vertical movement had no significance the
subject had no problems at all adjusting to this.

5.1.3. Reversible actions with immediate feedback

The reversibility proved to be self-evident since all subjects
on several occasions moved a disc to a location and then
changed their mind and moved it back. Subject 1 showed this
when moving  by talking to the discs: “no, we can’t move this
anywhere … you have to go back”.

When moving a disc the feedback is immediate and none
of the subjects felt that they had to wait when they moved and
dropped a disc on a tower. However, one drawback was that
there was no continuous feedback when moving a disc, only
discrete steps when moving from one tower to another. This
made it hard for two of the subjects to know whether they
were actually moving a disc or not.

5.2. Subjective experience

All subjects thought that this game was fun and stimulating
to play even though they all found the game was quite com-
plex. Subject 1 said that “the game itself is hard, to know how
to move them [the discs] … you have to be systematic, it’s a
tricky game. … but it’s fun!”.

Despite that the game was hard, none of the subjects had
any problems understanding the sonification model or play-
ing the auditory game. All of the subjects could solve the game
using three discs, three could solve it when using four discs
and one was able to solve it when using five.

Subject 2 did have problems in the beginning and kept
saying things like “these sounds are ugly”, “very annoying
sounds”, and “what a jumble of sounds”, but after a short
while these comments stopped and the subject played the game
silently. In the following interview the subject agreed that “it
was hard in the beginning … it was a real mess and I thought
that this will never work … but it was fun after a while”. As
described above, this change in attitude was explained by the
subject as being related to the focus feature of the mouse,
which made the “jumble of sounds” into something intelligi-
ble. After these initial problems, this subject was the only one
who solved the game using five discs.

One thing that all subjects liked and commented specifi-
cally on was the use of stereo to spatialize the information.
The use of stereo in screen readers is very limited and just
one subject had actually tried a screen reader that used stereo.

5.3. Suggested changes

As mentioned before, specific feedback when moving a disc
was a feature that some of the subjects thought was missing.
One way of doing this could be to add some sort of sound
effects when picking up, dragging and dropping an object.
Subject 1 described this in a very animated way: “one sound
effect you could add to this is when you drop a disc it could
say ‘ker-boff!’ … then you really have dropped it … as well
as when you press and lift [it could say] ‘heave!’ … [this
would be] more fun and direct”. All subjects thought that add-

ing feedback on movement would make the game both more
fun to play and easier to use.

Other comments touched upon things that would make
the game perceptually more realistic, for example Subject 4
suggested that it would be more realistic if you could acci-
dentally drop a disc between two towers. However, this was
nothing that he believed would make it easier or better, just
more complex and confusing.

5.4. Future applications

During the second part of the interview, the subjects were
asked to give suggestions on what this kind of auditory inter-
faces could be used for. This was done both to get feedback
on how useful the subjects thought that auditory direct ma-
nipulation was and to get ideas on future applications.

In general, the subjects liked this way of interacting with
the computer and their comments were more about how much
they liked it rather than any specific applications. Among the
suggestions were moving text around in a word processor,
navigation on a desktop and dragging files between folders,
and getting a general overview of a large set of objects.

6. DISCUSSION

There are many questions remaining to be answered, for ex-
ample if these principles are interesting when interacting with
an auditory interface. These studies shows that it could be a
good way, but what happens when the complexity increases?
In the auditory Towers of Hanoi we have only used 5 discs
due to the nature and the complexity of the underlying game
(most subjects, both blind and sighted, simply could not play
the original game using more than 4 or 5 discs). When imple-
menting a desktop interface with files and folders the number
of objects most certainly will be larger than this, how scal-
able is this approach in that case? Does it offer the blind com-
puter any new benefits at all?

As mentioned above, the subjects came up with a number
of possible situations where auditory direct manipulation could
be used, and this will guide the next step in this research,
applying auditory direct manipulation in a real context, not
just in a game. The next step in this work is to implement
drag & drop on a desktop with files and folders.

This study points at two important qualitative aspects of
auditory direct manipulation: articulatory directness and fo-
cus. The use of a physical metaphor, in this case simply the
use of stereo to spatialize the discs, increased the articulatory
directness. This was very much appreciated by the subjects
and made the task of playing the game more enjoyable and
easier to understand. The subjects even thought it felt like
they were moving actual, physical, objects. The fact that the
sounds themselves were not metaphorical or based on real
world sounds, as in auditory icons [13], did not seem to be of
importance for the subjects.

The focus feature of the mouse proved to be essential in
order to get an overview of the complex auditory space. The
subjects could concentrate on a subset of the interface objects
without losing track of the other objects. This could explain

Proceedings of the 2001 International Conference on Auditory Display, Espoo, Finland, July 29-August 1, 2001

ICAD01-19



the results in the first study where the differences in mode of
continuous presentation proved not to be significant [10]. The
focus also supports the articulatory directness, since there is
a direct one-to-one mapping between the physical movement
and the audio feedback. As stated above, more explicit feed-
back on movement is needed to make this mapping complete.

As a concluding remark we claim that auditory direct
manipulation is both possible and has a potential of being an
important improvement for blind computer users in their use
of computers. Subject 2 gave a good example of this: “when
there is a new application at my workplace, we get instruc-
tions like ‘then you click here and you drag this one here’,
and I can’t do this, I always need to have special commands
… and no one knows these commands and can show me, un-
less I do it myself… perhaps this could help me”. In this par-
ticular case, the subject does not believe that auditory direct
manipulation will replace the use of keyboard shortcuts, or
even be better, but she thinks that in some cases, like the one
just described, it could make life a little bit easier.
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