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Abstract
Bidirectional Encoder Representations from Transformers (BERT) is a re-
cently proposed language representation model, designed to pre-train deep
bidirectional representations, with the goal of extracting context-sensitive fea-
tures from an input text [1].

One of the challenging problems in the field of Natural Language Pro-
cessing is Conversational Machine Comprehension (CMC). Given a context
passage, a conversational question and the conversational history, the system
should predict the answer span of the question in the context passage. The
main challenge in this task is how to effectively encode the conversational his-
tory into the prediction of the next answer.

In this thesis work, we investigate the use of the BERT language model
for the CMC task. We propose a new architecture, named BERT-CMC, us-
ing the BERT model as a base. This architecture includes a new module for
encoding the conversational history, inspired by the Transformer-XL model
[2]. This module serves the role of memory throughout the conversation. The
proposed model is trained and evaluated on the Conversational Question An-
swering dataset (CoQA) [3]. Our hypothesis is that the BERT-CMC model will
effectively learn the underlying context of the conversation, leading to better
performance than the baseline model proposed for CoQA.

Our results of evaluating the BERT-CMC on the CoQA dataset show that
the model performs poorly (44.7% F1 score), comparing to the CoQA baseline
model (66.2% F1 score). In the light of model explainability, we also perform a
qualitative analysis of the model behavior in questions with various linguistic
phenomena eg coreference, pragmatic reasoning. Additionally, we motivate
the critical design choices made, by performing an ablation study of the effect
of these choices on the model performance. The results suggest that fine tuning
the BERT layers boost the model performance. Moreover, it is shown that
increasing the number of extra layers on top of BERT leads to bigger capacity
of the conversational memory.

Keywords: conversational machine comprehension, question answering,
transformers, self-attention, language modelling
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Sammanfattning
Bidirectional Encoder Representations from Transformers (BERT) är en ny-
ligen föreslagen språkrepresentationsmodell, utformad för att förträna djupa
dubbelriktade representationer, med målet att extrahera kontextkänsliga sär-
drag från en inmatningstext [1].

Ett utmanande problem inom området naturligtspråkbehandling är kon-
versationsförståelse (förkortat CMC). Givet en bakgrundstext, en fråga och
konversationshistoriken ska systemet förutsäga vilken del av bakgrundstexten
som utgör svaret på frågan. Den viktigaste utmaningen i denna uppgift är hur
man effektivt kan kodifiera konversationshistoriken i förutsägelsen av nästa
svar.

I detta examensarbete undersöker vi användningen av BERT-språkmodellen
för CMC-uppgiften. Vi föreslår en ny arkitektur med namnet BERT-CMC
med BERT-modellen som bas. Denna arkitektur innehåller en ny modul för
kodning av konversationshistoriken, inspirerad av Transformer-XL-modellen
[2]. Den här modulen tjänar minnets roll under hela konversationen. Den före-
slagna modellen tränas och utvärderas på en datamängd för samtalsfrågesvar
(CoQA) [3]. Vår hypotes är att BERT-CMC-modellen effektivt kommer att
lära sig det underliggande sammanhanget för konversationen, vilket leder till
bättre resultat än basmodellen som har föreslagits för CoQA.

Våra resultat av utvärdering av BERT-CMC på CoQA-datasetet visar
att modellen fungerar dåligt (44.7% F1 resultat), jämfört med CoQA-
basmodellen (66.2% F1 resultat). För att bättre kunna förklara modellen utför
vi också en kvalitativ analys av modellbeteendet i frågor med olika språkliga
fenomen, t.ex. koreferens, pragmatiska resonemang. Dessutom motiverar vi
de kritiska designvalen som gjorts genom att utföra en ablationsstudie av
effekten av dessa val på modellens prestanda. Resultaten tyder på att finjuste-
ring av BERT-lager ökar modellens prestanda. Dessutom visas att ökning av
antalet extra lager ovanpå BERT leder till större konversationsminne.

Nyckelord: samtalsmaskinförståelse, frågesvar, transformatorer, självupp-
märksamhet, språkmodellering
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Chapter 1

Introduction

1.1 Motivation
One of the most challenging tasks in the domain of Artificial Intelligence is
teaching machines to understand human language text and answer questions
that refer to that piece of text. This task is called Machine Comprehension
and belongs to the field of Natural Language Understanding (NLU). In order
to make a machine understand a context passage written in human language,
there are many Natural Processing tasks to be solved, such as part-of-speech
tagging, named entity recognition and coreference resolution. However, in a
human conversation setting, the answer to the first question is followed up by a
second question, which depends on what has been discussed so far. The equiv-
alent NLU task is Conversational Machine Comprehension (CMC), where the
machine is taught to understand human language text and answer a question
given both the provided context passage and the previous pairs of questions
and answers. This task forms the core of a dialog agent system, where the
machine needs to identify the current concept discussed as the conversation
evolves. An example of a CMC task is illustrated in Figure 1.1. As we can see
in Figure 1.1, each dialog turn consists of a question, an answer and a rationale
that supports the answer and is identified in the provided context passage.

1



2 CHAPTER 1. INTRODUCTION

Figure 1.1: An example of a conversation extracted from the CoQA
dataset [3].

As we can see in Figure 1.1, the CMC task includes not only coreference
resolution (“she” in Q2 refers to “Jessica” A1), but also pragmatic reasoning
; A4 cannot be extracted directly from the context passage, but it can be in-
ferred from it. Q1 belongs to the category of extractive questions, since the
answer can be directly highlighted in the context passage. On the other hand,
Q4 could be considered an abstractive or open-ended question, since it uses
the reasoning from the context passage in order to generate new text. In the
first case, the system should be able to match the text of the question with part
of the text of the context passage, while in the second case it should be able to
generate new text based on the knowledge base constructed as the conversa-
tion evolves. It is obvious that the task of answering open-ended questions is
much harder than answering extractive questions. A high-performance Con-
versational Machine Comprehension reader should be able to provide accurate
answers to both types of questions.

The focus of the current thesis work is on the problem of Conversational
Machine Comprehension (CMC). How can a computer system construct a
knowledge base from a human language text and answer a series of ques-
tions in a conversational context based on the provided context passage? The
CMC task could be considered as a restricted form of the question answer-
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ing task, where the machine needs to provide concise answers to user queries
based on combined knowledge drawn from various data sources, such as Web-
documents and pre-compiled knowledge bases [4]. However, in the CMC task
studied in the current work, the answer provided by the machine is based on
only one document.

The question answering task is one of the fundamental operations of a di-
alog system for supporting human decisions. Nowadays, most of the popular
personal assistants, such as Amazon Alexa and Apple Siri can only handle rel-
atively simple, web-crawling tasks, such as reporting the weather and request-
ing a song. Intelligent dialog system tasks involve dealing with the problem of
open-ended questions and pragmatic reasoning, which are also encountered in
the CMC domain, as mentioned before. Consequently, one could argue that
building high-performing CMC systems could play an important role in the
development of dialog systems that are able to perform intelligent tasks.

In the current thesis work, we are going to approach the problem of Conver-
sational Machine Comprehension using deep learning models. More specifi-
cally, the transfer learning approach is used, represented by Bidirectional En-
coder Representations from Transformers (BERT), a recently proposed lan-
guage representation model [1]. BERT is designed to pre-train deep bidirec-
tional representations, with the goal of extracting context-sensitive features
from an input text. These representations belong to the category of embed-
dings, which is an important concept in the field of Natural Language Process-
ing (NLP). The term “embedding” refers to fixed-length vector representations
of text, which are able to encode syntactic and semantic information. BERT
embeddings can be successfully used for many NLP tasks, such as language
inference and name-entity recognition. What makes BERT model powerful is
that high accuracy is achieved without any task-specific network architecture
in the fine-tuning layer. Worth to be mentioned is that the BERT model has not
been applied for the CMC task yet, mainly because it cannot deal with the prob-
lem of incorporating the conversational history in the answer prediction task.
Given the incredibly good performance of BERT embeddings in capturing the
input context, we hypothesize that extending the BERT model with a mecha-
nism for encoding the conversational history could lead to a high-performing
Conversational Machine Comprehension model.

In this work, we are going to focus on one of the main challenges in the
domain of Conversational Machine Comprehension, namely Conversational
Question Answering (CoQA)[3]. This challenge is designed to imitate the
human behavior that can be encountered in a conversation. We believe that
designing a system that is able to perform well on CoQA would be the first step
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towards a high-performing Conversational Machine Comprehension reader.

1.2 Research Question
The task of Conversational Machine Comprehension requires a mechanism
that can represent the relationship between previous pairs of questions-answers
and the current question and incorporate that into the answer prediction task.
Deep bidirectional representations produced by BERT can capture the input
context effectively. Our hypothesis is that BERT representations could be used
to create a mechanism for encoding the latent semantics of the conversational
history, forming an effective solution for the Conversational Machine Com-
prehension problem.

1.3 Thesis outline
The current thesis report consists of seven chapters, including the current one.
The content of the rest of the chapters can be summarized as follows:

• In Chapter 2 some basic Deep Learning and NLP concepts are pre-
sented. Additionally the CMC task is defined, as well as some of the
proposed solutions. Subsequently, a summary of the state-of-the-art
Transfer Learning methods in NLP is presented.

• In Chapter 3 we present our model architecture and discuss the design
choices made.

• In Chapter 4 the experiments setup as well as the obtained results are
presented.

• In Chapter 5 we discuss our findings, as well as the ethical/sustainable
aspect of our work.

• In Chapter 6 we conclude our thesis work and provide some suggestions
for future work.



Chapter 2

Background

In this chapter, we provide the scientific background needed for this work.
In Section 2.1 we present the Deep Learning and NLP concepts used in our
methods. In Section 2.2 the Conversational Machine Comprehension task is
formalized and the details of the Conversational Question Answering chal-
lenge are presented. Moreover, one of the (released) state-of-the-art solutions
for this task, namely FlowQA, is presented. Section 2.3 serves as a summary
of the Transfer Learning methods used in the NLP field, with special emphasis
on the model of Bidirectional Encoder Representations from Transformers.

2.1 Basic Concepts

2.1.1 Neural Networks
Neuron

The simplest possible neural network consists of only one neuron, illustrated in
Figure 2.1. The neuron takes a set of inputs x1, x2, x3 and produces an output
hW,b(x) = f(W Tx), where f is the activation function and W,b the parameters
that we want to learn. In a conceptual level, the neuron gets a set of input
signals and its response to the input is determined by the activation function.

5
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Figure 2.1: A neural network consisting of one neuron 1

One of the most often used activation functions when it comes to multiclass
classification problems is softmax:

softmaxi =
exp(xi)∑n
j=1 exp(xj)

(2.1)

where x is the network input and n the number of classes.

Feedforward Network

A Feedforward neural network (or multilayer perceptron) defines a mapping
from the input x to the output y with y = f(x; θ), where θ is the set of pa-
rameters of the mapping [5]. The goal of a feedforward network is to learn
the value of the θ parameter that leads to the best function approximation. An
illustration of a feedforward network is presented in Figure 2.2. In this figure,
the blue circles denote the network inputs (Layer L1) and the orange circles
denote the hidden layer (Layer L2, L3) and the output unit (Layer L4). The
circles labeled “+1” are called bias units and correspond to the intercept term.
As we can see, the input x flows through the intermediate layers and then is
mapped to the output y, without any feedback connections. That’s why this
type of network is called feedforward.

1http://deeplearning.stanford.edu/tutorial/supervised/MultiLayerNeuralNetworks/
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Figure 2.2: A Feedforward network 2

Recurrent Neural Network

A recurrent neural network (RNN) produces the output based on the current
input as well as the information (hidden state) learned from the previous in-
puts. In order to do that, the recursive computation is unfolded into a series of
structures, which are identical to each other and contain no recurrence. This
is called unfolding. The process of unfolding the recurrent computations is
illustrated in Figure 2.3. This recurrent network (left side) uses the input x
to update its hidden state h and pass it forward to the next timestep. On the
right side, the same network is illustrated as an unfolded sequence of the same
RNN structure, one for each timestep. Denoting the hidden state at timestep t
as h(t), then the RNN formula is the following [5]:

h(t) = f(h(t−1), x(t); θ) (2.2)

Figure 2.3: The process of unfolding an RNN [5]

One of the main limitations of the RNN architecture described above is
that they cannot deal effectively with long-term dependencies. Propagating

2http://deeplearning.stanford.edu/tutorial/supervised/MultiLayerNeuralNetworks/
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RNN gradients through multiple time steps often leads to vanishing or explod-
ing gradient problems. Two recurrent neural units with better performance in
learning long-term dependencies than RNNs are Long Short-Term Memory
(LSTM) [6] and Gated Recurrent Unit (GRU) [7]. Both types of networks are
equipped with internal mechanisms called gates, that can regulate the flow of
information through paths in time that have derivatives without vanishing or
exploding problems. The core concept of LSTM gates is the memory cell.
LSTM has the ability to update the content of the memory cell through two
types of gates, namely sigmoid and tanh gates. The sigmoid gate performs the
forget operation and the tanh gate regulates the new content of the memory
cell so that exploding gradient problems are avoided. Unlike to LSTM, GRU
uses directly the hidden state to propagate information through different time
steps.

All types of RNN networks described so far share the common character-
istic that the current hidden state captures information only from the past (left
side of the current token). However, in some NLP applications like machine
translation or next token prediction, it is important to encode information from
both the left and right side of the current token. Bidirectional recurrent neu-
ral networks, proposed by Schuster et al [8], address this need. Particularly,
bidirectional RNNs consist of two identical RNNs, with only one difference;
one traverses the input sequence from left to right and the other one moves
from the of the sequence to the beginning. That means that the hidden state
of the former propagates the information forward, while the latter propagates
the information backward. The hidden state of the bidirectional RNN at each
timestep is produced by combining the hidden states of the two RNNs at that
timestep. Two methods commonly used for combining hidden states of two
RNNs are concatenation and averaging [8]. In that way, the current hidden
state of the bidirectional RNN encodes information from both sides of the
current token [5].

Training a Neural Network

Neural networks are trained by optimizing a predefined loss function. The
loss function models the error between the ground truth labels and the labels
predicted by the neural network. Two common choices for loss function are the
Mean Square Error and the Cross Entropy Loss [5]. The process of minimizing
the loss function consists of two phases, namely forward pass and backward
pass. During the forward pass, the network input is propagated through the
network and the produced network output is used to compute the loss value.
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During the backward pass, the gradients of the loss function with respect to all
network parameters are computed, starting from the output layer and moving
backward. The main algorithm used for this purpose is BackPropagation [9].
The optimization process described above is performed iteratively until the
value of the loss function reaches the desired threshold. At that point, the
network has converged.

During training a neural network, it is important to monitor the model be-
havior. In order to do that, the model is evaluated on a set of inputs called
validation set, which is disjoint with the training set. Additionally, an extra
set is needed for computing the model error after training is completed. This
separate set is called test set and should be identically distributed to the train-
ing set. The property of identical distribution is important for studying the
relationship between the model error on the training set (training error) and
the test set (test error). The goal of training a neural network is minimizing
the test error [5].

Regularization

One of the main challenges in designing and training a machine learning model
is how to avoid the overfitting phenomenon. Overfitting means that the gap
between the training and test error is too large. This means that the model
performs poorly on data other than that used for training the model [5]. The
group of strategies used to deal with the problem of overfitting is called reg-
ularization. One common way of regularizing machine learning models is
dropout. In the context of neural networks, dropout means that some of the
neuron activations are randomly set to zero during the forward pass of the
network [10]. The probability of dropping each activation is specified by the
dropout parameter. One way of interpreting dropout is as a randomness factor
in the model. Since the capacity of each subnetwork after dropping some ac-
tivations is smaller than the capacity of the overall model, the model is forced
to extract more robust features from the input.

2.1.2 Sequence Modeling
The problem of sequence modeling involves learning the representation of the
input sequence at each time step. Considering text as a sequence of words (or
tokens) which evolves in time, attacking the problem of learning text repre-
sentations falls into the class of sequence modeling problems. Thanks to their
unfolding property, RNN is an ideal choice for sequence modeling, where the
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current hidden state of the RNN corresponds to the current sequence represen-
tation.

One of the main challenges in the field of Natural Language Processing,
which is related to sequence modeling problems, is mapping an input (source)
sequence to an output (target) sequence, where both sequences have arbitrary
length.

The RNN Encoder-Decoder Architecture

A family of network architectures widely used for sequence modeling is the
Encoder-Decoder architectures. In its first proposed version, this model con-
sists of two RNNs, one for encoding the source sequence into a fixed-length
representation and another one for decoding the representation learned by the
encoder into another sequence [7], which should be as close as possible to the
target sequence. The fixed-length representation produced by the Encoder is
a simple function of its final hidden state, playing the role of summary of the
source sequence. Both RNN Encoder and Decoder are trained jointly with the
goal of maximizing the probability of correct matching between the source
and target sequences. The RNN Encoder-Decoder architecture is illustrated in
Figure 2.4.

Figure 2.4: The RNN Encoder-Decoder Architecture [7]

Attention

The main limitation of the RNN Encoder-Decoder model is that the fixed-
length hidden state of the Encoder cannot sufficiently represent the input
sequence. A proposed mechanism for encoding the input sequence into



CHAPTER 2. BACKGROUND 11

a variable-length representation, one vector representation for each input
position, is attention [11]. The attention mechanism allows the Decoder to
focus on multiple parts of the Encoder hidden state and incorporate that into
the generated hidden state. More specifically, the final representation of the
i-th position of the input sequence ci generated by the Encoder is computed
as:

ci =
in_len∑
j=1

aijhj (2.3)

where aij is the attention probability between the i-th position of the output
sequence and the j-th position of the input sequence and hj is the hidden state
generated by the Encoder in the j-th position.

The attention scores are assigned according to an alignment model, which
evaluates how much of each of the Encoder hidden state hi contributes to the
Decoder hidden state sj . In Bahdanau et al [11], the attention scores corre-
spond to the weight parameters of a feedforward network which map the En-
coder hidden states to the Decoder hidden states. Subsequently, the attention
probabilities are generated by a softmax layer which takes the attention scores
as input.

2.1.3 Transformer Architectures
Basic Transformer Model

Transformer networks is a recently proposed solution to the problem of mod-
eling sequences of variable length [12]. The Transformer is an alternative to
the Recurrent Encoder-Decoder architectures for sequence modeling. Even
though the Transformer architecture follows the same encoder-decoder struc-
ture, it doesn’t contain any recurrent mechanism. This is achieved by imple-
menting a different attention mechanism, which doesn’t depend on the sequen-
tial processing of any recurrent unit. In other words, the attention mechanism
of the Transformer is able to attend information from any part of the input
sequence or the generated hidden state.

The authors of [12] define the attention function as a mapping of a query
and a set of key-value pairs to an output, where query, keys, and values are
given sets of vectors. The output of the attention function is derived from
the weighted sum of the values, where the results of a compatibility func-
tion between the query and the corresponding key are used as weights. These
weights are called attention scores. In case that the dot product is the cho-
sen compatibility function, like in [12], then the attention function is called
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“Scaled Dot-Product Attention”. The formula for computing the output of the
“Scaled Dot-Product Attention” function is the following, where dk denotes
the dimension of the key vector.

Attention(Q, K, V, ) = softmax(
QKT

√
dk

)V (2.4)

Additionally, the concept of attention can be extended to the concept of
multi-head attention. In that case, the queries, keys and value vectors are pro-
jected in h different dimensions, where h denotes the number of heads. First,
the output of the attention function in each head dimension is computed using
the formula 2.4. Then, the final output is derived from the concatenation of
the outputs for each head, which is followed by a projection on the dimension
space of the model. On a technical level, the computations for each attention
head can be performed in parallel, a fact that leads to improved computational
performance. As stated in [12], the output of each attention head encapsulates
information from a different representation subspace at different positions of
the sequence. An illustration of the structure of a multi-head attention module
is presented in 2.5.

Figure 2.5: Illustration of the Multi-Head Attention architecture [12]

The multi-head attention constitutes the core module of the Transformer
Encoder-Decoder architecture. Apart from that, the multi-head self-attention
model is also used. The difference between multi-head attention and multi-
head self-attention is that the latter draws all the inputs (hidden state, keys,
vectors, values) from the same sequence. This property can be used for en-
coding a word using the information from the words nearby. On the contrary,
multi-head attention is used to propagate information from one sequence to
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another. In the context of the Transformer Encoder-Decoder Architecture, the
Transformer Encoder consists, among others, of a multi-head self-attention
module, while the Transformer Decoder contains both a multi-head attention
module and a multi-head self-attention module. The multi-head attention layer
is used to propagate information from the Encoder to the Decoder, getting the
pairs of keys and values from the output of the encoder module and the queries
come from the previous decoder layer. The complete Transformer Encoder-
Decoder Architecture is presented in Figure 2.6:

Figure 2.6: Illustration of the Transformer Encoder-Decoder architecture
[12]

An additional module employed after each sublayer of the Transformer
Encoder and Transformer Decoder is “Add&Norm”. This module performs
residual learning [13] and layer normalization [14] on the output of both multi-
head attention module and feedforward module. Residual learning is a pro-
posed training method that facilitates the training process of deep neural net-
works, by adding shortcut connections from the input to the sublayer output.
In that way, each sublayer is trained with reference to its input. He et al [13]
suggest that this training method addresses the problem of deterioration of the
training accuracy as more layers are added to the neural architecture. Sub-
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sequently, layer normalization is performed, with the goal of accelerating the
training process. More specifically, this method normalizes each input sepa-
rately, across its dimensions, using Formula 2.5, where x is the input [14].

LayerNorm(x) =
g ∗ (x− mean(x))

std(x) + ϵ
+ b (2.5)

where g, b are the layer normalization parameters and ϵ a predefined con-
stant.

All in all, the output of the “Add&Norm” (Figure 2.4) is LayerNorm(x +
sublayer(x)) where sublayer is the multi-head attention module or the feedfor-
ward module.

However, as mentioned before, the output of the attention function is com-
puted with matrix operations. That means that the Transformer model is igno-
rant about which part of the input is attended. On the contrary, the sequence
ordering is inherent in the output of the Recurrent Encoder-Decoder models,
since data is processed sequentially. To make use of the sequence ordering in-
formation in the Transformer model, an extra layer of “positional encodings”
is added to the input embeddings of both the Encoder and the Decoder. As
proposed in [12], the “positional encodings” are generated using sine and co-
sine of different frequencies. For a given dimension, this corresponds to the
sinusoid function. The formulation of the “positional encodings” for position
pos and dimension i is the following:

PE(pos,2i) = sin(pos/100002i/dmodel)

PE(pos,2i+1) = cos(pos/100002i/dmodel)
(2.6)

The authors of [12] hypothesize that the sinusoid function would help the
model learn the relative position of each token in the sequence, taking ad-
vantage of the linear property of the sinusoid function; for any fixed offset k,
PEpos+k is a linear function of PEpos. Alternatively, the “positional encodings”
could be absolute, in the form of an index from zero to the maximum sequence
length. Even though the concept of absolute positional encodings is straight-
forward, there are two disadvantages. Firstly, the token in position i in two
different sequences will be assigned the same positional encoding. As a result,
it will be harder for the model to distinguish the representations of the tokens
which are in the same position but in different sequences. Consequently, the
maximum positional encoding available depends on the maximum sequence
length defined. This parameter poses a restriction on the maximum accepted
sequence length. Another design choice related to the positional encodings is
if they are fixed or can be updated during the training process.
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The Transformer-XL Architecture

The Transformer-XL model addresses the problem of learning long-term de-
pendencies introducing a recurrent mechanism in the concept of Transformer
[2]. The input sequence is split in a set of segments and each segment is fed
into a set of Transformer-XL layers. One of the main contributions of the
authors in [2] is that hidden states of the previous segment are reused in the
Transformer-XL computations for the current segment. This idea of reusing
hidden states could be considered equivalent to the concept of memory in
recurrent neural networks, where the memory operates in segment level, in-
stead of token level. In that way, information is propagated between segments,
which helps the model to learn long-term dependencies. The Transformer-XL
architecture is illustrated in Figure 2.7. The block of yellow and light blue
dots represents the old segment, while the block of orange and dark blue dots
represents the new segment. Each colorful dot represents the hidden state of
the corresponding Transformer-XL layer. It can be seen that each hidden state
for the segment τ and layer n is equal to the concatenation of the hidden state
generated by layer n − 1 for segment τ (grey connections) with the last three
hidden states generated by layer n− 1 for segment τ − 1 (green connections).

Figure 2.7: Illustration of the Transformer XL architecture with segments
of size four [2].

It is worth noticing the difference of the state-reuse mechanism of
Transformer-XL from the traditional recurrent mechanism. As depicted in
Figure 2.7, the dependency between segments spans across a layer, while
the traditional recurrent mechanism relates hidden representations from the
same layer. Additionally, as we see in Figure 2.7, the memory length is not
restricted to only one hidden representation from the last segment. On the
contrary, the memory can span across multiple segments. With that being
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said, the length of the longest dependency achieved is bounded by O(N × L)

where N is the number of Transformer-XL layers and L is the number of
hidden states reused.

In a mathematical formulation, using hn
τ to denote the hidden state pro-

duced by layer n for segment τ , then the key, query and values for computing
the hidden state hn

τ+1 can be derived as follows:

hn
τ+1 = concat(hn−1

τ+1,SG(hn−1
τ ))

qnτ+1 k
n
τ+1 v

n
τ+1 = hn−1

τ+1W
T
q hn

τ+1W
T
k hn

τ+1W
T
v

(2.7)

The symbol SG is a abbreviation for Stop Gradient, which means that no
gradient computation is performed for the hidden state hn−1

τ .
An additional challenge in propagating information between segments is

how to distinguish the representations of different positions in the input se-
quence. According to the memory property of the Transformer-XL, attention
computations are also performed between segments. This requires that the
model is able to distinguish between the same position in two different seg-
ments. More formally, given two segments S1 and S2, both of length d and a
position i, the positional information for token Si

1 should be different than the
one for Si

2. Based on the concept of positional encodings introduced in [12],
the positional encodings of the Transformer-XL are relative, meaning that only
the relative distance between each pair of input positions is encoded. This rel-
ative distance is represented by the sinusoid matrix R, which is introduced in
2.1.3. While the positional encodings used in the basic Transformer model
are injected in the input embedding layer, in the case of Transformer-XL the
positional information is injected directly in the computation of the attention
score. The motivation behind this choice is to enhance the presence of the
positional information in the produced hidden states.

The ablation study presented in [2] shows that both the segment-level
recurrence and relational positional encoding mechanism are necessary for
learning long-term dependencies in the input sequence. The Transformer-XL
model was evaluated on a group of word-level and character-level modeling
tasks, achieving better performance than the state-of-the-art systems.

2.1.4 Natural Language Processing
Tokenization

The first step of representing text in a form understandable by the computer
is to split the text into smaller units. These units are called tokens, while the
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process of splitting is called tokenization [15]. One straightforward approach
of tokenization is splitting text by whitespace. This approach might work for
languages where words are very often separated by whitespace, like English,
but not for languages with no space between words, like Chinese. A proposed
tokenizing method that solves this problem is discussed in section 2.3.2.

Vector Semantics

The segmented tokens should be represented in a form that is understandable
by the computer. The most widely used idea for representing tokens is vector
semantics, where each token corresponds to a point in some multidimensional
semantic space [15]. In other words, each token is represented by a numeri-
cal vector, which is called embedding. Various methods have been proposed
as a solution to the problem of generating embeddings. Ideally, the embed-
dings should capture the meaning of individual words based on the context.
One popular approach is to generate embeddings using pre-trained models,
like Word2Vec [16] or GloVe [17]. The main idea behind these methods is to
train a binary classifier on the task of predicting if a specific token is going
to appear given a specific sequence of tokens and use the extracted weights as
embeddings. This classification task is trained on large text corpora and the
produced embeddings can be directly used in an NLP model. Even though
these pre-trained models manage to capture the meaning of single words, the
produced representation is not necessarily related to the context where the spe-
cific word appears. So, to enhance these embeddings with context information,
the pretraining task should be trained from scratch. The current state-of-the-
art methods for producing embeddings avoid this problem by training more
sophisticated architectures, which are able to generate contextualized repre-
sentations. The details of these methods are discussed in Section 2.3.

2.1.5 Evaluation metrics
F1 score

One of the metrics used to evaluate the performance of a model is the F1 score,
which is defined as the harmonic mean of precision and recall. Given a binary
classification problem, precision measures the percentage of correctly clas-
sified inputs (positive label) present in a set of inputs classified as positive,
while recall measures the percentage of correctly classified inputs in the pos-
itive class. The formal definitions of precision and recall are the following
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[15]:

precision =
true_positives

true_positives + false_positives

recall =
true_positives

true_positives + false_negatives

(2.8)

Given these definitions, the F1 score is computed as follows:

F1 = 2 · precision · recall
precision + recall

(2.9)

2.2 The Conversational Machine Compre-
hension Task

The task of Conversational Machine Comprehension is defined as follows [4]:

Definition 1. Given a context passage P , the conversation history in the
form of question-answer pairs {Q1, A1, Q2, A2, ..., Qi−1, Ai−1} and a ques-
tion Qi, the CMC system needs to predict the answer Ai.

Having this definition as a starting point, there are many recent datasets,
that aim to push the development of Conversational Machine Comprehen-
sion readers [18],[3]. Both datasets consist of conversations held by pairs of
crowd workers; given a context passage, one crowd worker poses the ques-
tions related to a given context passage and the other one provides the an-
swer, extracted from the context passage. The main common characteris-
tic between these datasets is that each question posed is related to previous
question-answer pairs.

The focus of the current thesis work is on one recently proposed challenge,
namely Conversational Question Answering (CoQA)[3]. The details of the
CoQA dataset are presented in the following section.

2.2.1 The Conversational Question Answering chal-
lenge

The CoQA dataset, proposed by [3], contains 127k pairs of questions and an-
swers, extracted from 8k conversations about context passages from different
domains. One unique characteristic of this challenge is that its construction
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method preserves the naturalness of the answers. Providing extractive an-
swers that directly match to a continuous span in the context passage might be
a straightforward way of answering a question that refers to a context passage,
but doesn’t help the system to learn to infer knowledge from the context pas-
sage. For that reason, a percentage of CoQA answers are abstractive, meaning
that their rationale can be located in the context passage, but they are provided
in the free-text form. The corresponding evidence in the context passage, also
called reasoning, is provided alongside with the free-text answer. The feature
of providing free-text answers increases the level of difficulty for the system,
posing the extra challenge of generating new text based on the reasoning of
the answer in the context passage. Furthermore, the context passages used in
CoQA are chosen from seven different domains (children’s stories, literature,
middle and high school English exams, news, Wikipedia, science, and Reddit),
to enhance the ability of the Conversational Machine Comprehension reader
to generalize. An example of a conversation in CoQA is illustrated in Figure
2.8. It can be seen that the entity of focus changes as the conversation evolves;
it’s Terry McAuliffe in Q4 and Ken Cuccinelli in Q5.
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Figure 2.8: An example conversation from CoQA. The different colors
indicate the different coreference chains in the conversation, showing how
the entity of focus changes as the conversation evolves. [3].

Looking at how a question and its context passage are related, three main
categories of questions can be recognized. Firstly, lexical matching questions
that contain at least one word from the context passage. Secondly, questions
that are related to the context passage through synonyms, antonyms or hyper-
nyms belong to the category of paraphrasing questions. Thirdly, questions
that can be answered using general world knowledge are categorized as prag-
matics. Regarding the relationship between a question and its conversational
history, the main categorization criterion is if there is a coreference between
the question and the conversational history or not. This coreference can be
explicit or implicit, meaning that the question contains antonyms that point to
previously mentioned entities, or the question refers to these entities implic-
itly. Reddy et al conducted a study of the linguistic phenomena that are present
in a set of 150 questions of the development set [3]. The results are presented
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in Figure 2.9.

Figure 2.9: Linguistic phenomena in CoQA questions.
[3]

Regarding the type of answers given, abstractive phenomena are common,
meaning that the answer needs to be inferred from the context passage. Ex-
amples of abstractive answers are affirmation answers (yes/no) and counting
of the number a specific entity of question is mentioned.

CoQA is a Conversational Machine Comprehension problem that also re-
quires new text generation. For that reason, there are two different approaches
to this problem, the reading comprehension approach and the conversational
response generation approach. Regarding the first approach, it can be observed
that the Conversational Machine Comprehension problem can be transformed
into a Machine Comprehension problem by prepending the conversational his-
tory to the current question. Formally, the definition of the modified task is
the following:

Definition 2. Given a context passage P and a question {Q1, A1, Q2, A2, ...

, Qi−1, Ai−1, Qi}, the Machine Comprehension system needs to predict the
answer Ai.
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In this case, any machine comprehension neural model could be used to
solve this task. The authors in [3] choose the Document Reader model (DrQA)
[19]. Since DrQA is not able to perform text generation, the free-text an-
swers in CoQA cannot be used as golden standard answers. So, the text span
with the best match with the original free-text answer is chosen as a replace-
ment. Regarding the conversational response generation approach, the authors
in [3] chose to feed the modified input of the reading comprehension task to
a sequence-to-sequence model with attention (PGNet) [20]. The encoder part
of the model generates the hidden representation of the input (context pas-
sage, conversational history, current question) and the decoder part generates
the free-text answer while attending on this learned representation. The good
performance of DrQA and PGNet on different types of questions is the moti-
vation for the combined model of DrQA and PGNet, presented in [3]. Firstly
DrQA predicts the span of the evidence of the answer in the context passage
and then PGNet generates a free-text answer given the evidence in the con-
text passage. From the perspective of performance, the combined model of
DrQA and PGNet achieves the highest performance between the three mod-
els, namely 65.1 F1 score on the test set. The current ranking of proposed
solutions to the CoQA challenge can be found in the CoQA leaderboard. 3

2.2.2 FlowQA: A solution for CoQA
One state-of-the-art, published solution for the CoQA challenge is FlowQA
[21]. The main contribution of this work is the FLOW mechanism, which
is used for modeling the conversational history. While the CoQA baseline
model considers the previous question-answer pairs as conversational history,
the FlowQA model learns the underlying semantics of each previous dialog
turn and injects that into the current answer prediction. Moving into the de-
tails of the FlowQA model, the first step is embedding each question and each
context passage token for each dialog-turn into a vector. Subsequently, neural
attention, described in Section 2.1.2, is computed between the context pas-
sage embeddings and the question embeddings. The computed attention score
captures the similarity of each context passage token with each question to-
ken. In that way, the produced context passage embeddings encode part of the
question that is related to the context passage. Additionally, the question to-
ken embeddings are passed through a bidirectional LSTM (BiLSTM) network,
which belongs to the class of Bidirectional RNNs. As mentioned in Section
2.1.1, the hidden state produced by a Bidirectional RNN encodes information

3https://stanfordnlp.github.io/coqa/
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from both the left and right side of the current sequence token. In our case,
this means that the question token representations produced by the BiLSTM
have captured information from all question tokens.

On top of the context encoding lays the reasoning component which con-
sists of a mix of Integration-FLOW layers and fully-aware attention layers.
Firstly, the context passage token representations are fed into a group of two
Integration-FLOW layers. The Integration-FLOW layer consists of a BiLSTM
layer, called Integration and a GRU layer, called FLOW. The goal of the BiL-
STM layer is to produce bidirectional context token representations, each of
which depends on the context tokens on the left and right side. Subsequently,
all representations for each context token (one for each dialog turn) are passed
through a GRU, which is presented in Section 2.1.1. The role of the GRU
unit here is to learn one representation for each context passage token across
all previous dialog turns. As a result, the produced context passage token
representations encode the conversational history. The output of the GRU
is concatenated to the output of the BiLSTM layer. The next step is to per-
form fully-aware attention [22] between the question token representations and
each context passage token representation. The output is concatenated with the
context passage token representations produced by the last Integration-FLOW
layer and passed through another Integration-FLOW layer. Subsequently, the
context passage token representations are passed through a fully-aware self-
attention layer [22]. The attended context passage representations are concate-
nated with the output of the last Integration-FLOW layer and fed to a BiLSTM
layer.

The final step is to feed the generated context passage representation into
the answer prediction component. The FlowQA model treats CoQA as a pure
Machine Comprehension task, considering the answer spans in the context
passage, instead of the free-text answers, as the ground truth answers. With
that being said, the answer module consists of a softmax layer which produces
the probability for each context passage token to be the start or the end of the
answer. The architecture of the FlowQA model is illustrated in Figure 2.10:
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Figure 2.10: The architecture of the FlowQA model [21].

The FlowQA model outperforms the CoQA baseline, achieving perfor-
mance 75.0% F1 score on the CoQA test set, which is +7.2% higher com-
paring to the corresponding baseline solution. Similar to the CoQA baseline,
the encoding of the previous ground truth answers is done by concatenating
binary feature vectors to the context embeddings.

2.3 Transfer Learning in NLP
In the field of deep learning, Transfer Learning is the method of training a first
model on a specific task and then reusing its parameters as an initialization
point for a second model which is trained on a different task. Commonly, the
first model is trained on a large amount of unlabeled data, with the goal of
learning good input representations. Subsequently, these representations can
be utilized in the fine-tuning task, which is learned by the second model [23].
Transfer learning has been successfully used in a vast range of Computer Vi-
sion tasks, including classification and segmentation [24], [25]. In the field of
NLP, Transfer Learning models can be used to compensate for the lack of la-
beled data, which are needed for training deep learning models for NLP tasks.
Learning effective representations from the raw input text and fine-tuning these
representations on task-specific labeled datasets, smaller in size, would be a
solution. The model which learns the representations is often called language
model and the fine-tune model which uses the learned representations is called
downstream task. A simple transfer learning method that has been quite popu-
lar is to fine-tune pre-trained word embeddings by integrating them in the first
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layer of the task-specific architecture [16]. Choosing a different transfer learn-
ing strategy, where more parameters of the fine-tune model are affected by the
language model, would utilize better the representations learned by the general
model. However, this solution poses two main challenges. Firstly, identify-
ing an appropriate learning objective and secondly identifying a strategy for
transferring the learned representations to the fine-tune model.

2.3.1 OpenAI GPT model
One recently proposed transfer learning model for NLP that provides effective
solutions to these two problems is the OpenAI GPT model [26]. In this paper,
a combined method of unsupervised pre-training and supervised fine-tuning is
presented, with the goal of learning universal language representations that can
be easily transferred to a wide range of NLP tasks. The main building block
of the architecture of the general model is Transformer [12], which performs
multi-head self-attention operation over the input tokens. In that way, token
representations are produced, which also encode parts of the nearby input to-
kens. After feeding the input through a sequence of Transformer layers, each
of them followed by a feedforward layer, the output distribution of the next
token is produced. In the Transformer used in the OpenAI GPT model, each
token can only attend to preceding tokens. Referring back to the Transformer
Encoder-Decoder architecture (Figure 2.6), this means that the OpenAI GPT
model consists of Transformer-Decoder layers (illustrated in the right column
of Figure 2.6). As a result, the produced learned representations are unidirec-
tional, a fact that poses a limitation on the nature of the context that can be
incorporated.

A recently proposed language representation model, that overcomes the
limitation of unidirectionality, is BERT, which stands for Bidirectional En-
coder Representations from Transformers [1] and is presented in the following
section.

2.3.2 Bidirectional Encoder Representations
from Transformers

Bidirectional Encoder Representations from Transformers (BERT) is a re-
cently proposed language representation model, designed to pre-train deep
bidirectional representations, with the goal of extracting context-sensitive fea-
tures from the input text [1]. Unlike the OpenAI GPT model [26], BERT repre-
sentations incorporate context from both directions. This is achieved through
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the “masked language model” pre-training objective of BERT. In particular,
after a percentage of input tokens is randomly masked, the language model
is trained with the objective of predicting the vocabulary id of the masked
words, based only on the context. Subsequently, self-attention is computed on
the context in both the right and left side of the masked token. In that way,
the learned representations combine context from both directions. Similar to
OpenAI GPT, the architecture of BERT includes multiple Transformer lay-
ers. The base version of BERT architecture consists of 12 Transformer layers
(110M parameters in total), while the large version consists of 24 Transformer
layers (340M parameters in total). The architecture of the Transformer used
in BERT is identical to the architecture of the Transformer Encoder, which is
illustrated in Figure 2.6.

One unique characteristic of BERT is that its input corresponds to either
a single sentence or a pair of sentences, denoted by A and B. In the latter
case, segment embeddings are used to distinguish sentence A from sentence
B. More specifically, the segment embedding is a vector filled with zeros in
the positions that belong to sentence A and ones in the positions that belong
to sentence B (in Figure 2.11 EA means zero and EB means one). Addition-
ally, as discussed in 2.1.3, the position embeddings compensate for the lack of
any positional information in the Transformer output. By design choice, the
positional embeddings in BERT are absolute, indicating the absolute position
of the token in the input sequence. However, the position embeddings pose a
restriction to the maximum number of tokens that can be fed in the input (512
tokens maximum). This limitation is crucial for tasks where the length of the
input sequence is bigger than the maximum number of accepted tokens.

The input text is tokenized using the WordPiece tokenizer [27], which is
a technique for segmenting words into subword-level. At first, the vocabulary
of the language model is initialized with the set of individual characters and
then the most frequent combinations of characters are iteratively added to the
vocabulary. The WordPiece model deals effectively with words that do not be-
long to the vocabulary (Out-Of-Vocabulary words). Even though a word might
not appear in the training corpus, it is quite probable that some of its subword
units will appear more frequently. For example, “walked” and “walking” share
the subword unit “walk”. In this case, the WordPiece tokenizer can represent
both words using the common subword unit. The WordPiece tokenizer is quite
beneficial for a language representation model like BERT, which should be
able to produce representations of words even if they are not included in the
training corpus. Each Wordpiece token corresponds to a token embedding.

Apart from the Wordpiece tokens, BERT input sequence contains two spe-
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cial tokens, namely [SEP ] and [CLS]. The role of the [SEP ] token is to sepa-
rate the two sentences of the input sequence. The [CLS] token corresponds to
the special classification embedding, which encodes information that is useful
for sentence-level classification tasks in a fixed number of dimensions. The
[CLS] embedding is trained during the pre-training process and then is used
as a representation of the whole input sequence in the fine-tuning classification
layer.

Overall, the input representation of each token is the sum of its token em-
bedding, segment embedding, and position embedding. These input represen-
tations are produced by the input Embedding layer, which is trained alongside
with the rest of the trainable parameters of the model. An illustration of the
BERT input representation is presented below:

Figure 2.11: Illustration of the BERT input representation [1].

The pre-training of BERT representations is done through training the in-
put tokens on a combination of two tasks, namely the next token prediction and
next sentence prediction. The training objective of the first pre-training task
is to predict a percentage of input tokens, which are randomly masked. The
final hidden vectors of the Transformers are fed into an output softmax layer
over the input vocabulary to produce the probability distribution of the next
token. The role of the next sentence prediction task is to learn the relationship
between two pieces of text, a generic task which is important for Question An-
swering and Natural Language Inference. Given a set of sentences A, B, half
percent of the times B is the actual sentence that follows A and the other half
percent B is a random sentence. So, the training objective is to predict when
sentence B is a continuation of sentence A and when it’s not. The hidden rep-
resentation of the [CLS] token has a crucial role in this task since it encodes
information from all over the sequence. The pretraining tasks of next token
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prediction and next sentence prediction are jointly trained on a concatenation
of Book Corpus [28] and English Wikipedia.

The advantage of BERT model over task-specific deep learning architec-
tures is that BERT representations can be easily fine-tuned for a wide range
of language tasks with the minimum amount of fine-tuning changes, which
includes only a classification layer. According to the authors of [1], the main
reason for that is the property of bidirectionality of BERT representations,
which allows context to fuse in both directions. Therefore the final produced
representations have already captured the context of the input text to a signif-
icant extent.

BERT language model has been successfully fine-tuned for both sequence-
level classification and token-level tasks. Some of the tasks included in the
group of sequence-level classification tasks are sentiment analysis, seman-
tic equivalence of sentences and linguistic acceptability of a sentence. The
complete list of sequence-level classification tasks that have been evaluated
on BERT is included in the GLUE benchmark [29]. GLUE benchmark is a
collection of eight diverse Natural Language Understanding tasks, including
among other natural language inference, sentiment classification, and linguis-
tic acceptability. For sequence-level classification tasks, the hidden vector of
the Transformer that corresponds to the special [CLS] token is fed into a clas-
sification layer over all the possible class labels, to produce the probability for
each class. As previously mentioned, the BERT representation of the [CLS]

token captures information from the whole input sequence, which is useful for
solving sentence-level classification tasks. It is noted that that the term “sen-
tence” refers to the whole BERT input, which could be longer than a sentence
according to grammar. All of the parameters of the BERT model as well as
the classification layer are jointly optimized, with the goal of maximizing the
log probability of the correct label. The BERT model (large version) achieved
performance 81.9 on average on the GLUE benchmark, which is between the
top 10 performance ranking positions in the GLUE benchmark. Worth to be
mentioned, the OpenAI GPT model achieved an average F1 score of 75.2 on
the GLUE benchmark.

Since the focus of this thesis work is on using BERT for conversational ma-
chine comprehension problems, both the next-sentence prediction pre-training
and fine-tuning process of BERT for Machine Comprehension are of partic-
ular interest. One method of measuring the contribution of the next-sentence
prediction task in the performance of BERT model is to remove this task and
measure the performance of the new model on the same tasks on which the
original BERT model was evaluated. This method is called ablation studies
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and is widely used in the field of deep neural networks for measuring how im-
portant are the various modules for the model performance [30]. Regarding
the importance of the pre-training next-sentence prediction task, the ablation
studies in [1] show that removing this task hurts significantly the performance
of BERT on the machine comprehension task, as well as on natural language
inference tasks.

For fine-tuning BERT for Machine Comprehension, the Stanford Question
Answering Dataset (SQuAD v1.1) 4 has been chosen, which contains 100k
crowd-sourced question-answer pairs on Wikipedia articles. The learning task
here is to predict the text span of the answer in the paragraph. Comparing to the
CoQA task presented in sections 2.2.1, questions in SQuAD are not conducted
in a conversational setting, so they do not depend on each other. Each pair of
question-paragraph in SQuAD is fed in the input of BERT, where the question
corresponds to Sentence A and paragraph to sentence B (2.11).

In the fine-tuning phase, the hidden BERT representations of the input
tokens of the context paragraph are fed into a softmax layer over all the words
in the context paragraph. In that way, the probability of each context word
being the start and end of the answer span is produced. All of the parameters of
both the pre-training and fine-tuning phase are jointly optimized, with the goal
of maximizing the log probability of the starting and ending positions of the
answer span. As mentioned before, the existence of the position embeddings
(2.11) poses a restriction on the number of input tokens. Cases, where the text
sequence of question-paragraph in SQuAD doesn’t fit in the input of BERT,
are treated separately. More specifically, the context paragraph is split into
a set of batches and each batch is fed into the BERT input together with the
question, resulting in a predicted answer span for this batch. Finally, the best
prediction span is the one with the maximum probability of start and end. An
illustration of the architecture of BERT for the machine comprehension task
is presented in Figure 2.12:

4https://rajpurkar.github.io/SQuAD-explorer/
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Figure 2.12: Illustration of the BERT architecture for the machine com-
prehension task [1].

The BERT model fine-tuned for SQuAD (v1.1) achieves 83.06 F1 score,
when the human performance on the same task is 89.45 F1 score. It is worth
mentioning that BERT model outperformed the SQuAD leaderboard 5 for ap-
proximately a month after the release of the BERT model.

2.3.3 Challenges of BERT in Conversational Machine
Comprehension

The task of Conversational Machine Comprehension can be easily transformed
into a Machine Comprehension task by prepending the conversational history
(pairs of previous questions and ground-truth answers) to the current question.
In this case, the modified task will be the following:

Definition 3. Given a context passage P and a question {Q1, A1, Q2, A2, ...,

Qi−1, Ai−1, Qi}, the goal is to predict the answer Ai.

This could be a simple way of encoding the conversational history. How-
ever, when it comes to solving this task using the BERT architecture for the
Machine Comprehension problem, the main constraint is the limited input
length of 512 tokens. As the conversation evolves and the conversational his-
tory becomes longer, it is almost certain that the concatenated text of conver-
sational history, current question, and context passage won’t fit in the BERT

5https://rajpurkar.github.io/SQuAD-explorer/
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input. Consequently, BERT cannot form a standalone solution to the Conver-
sational Machine Comprehension problem. So, an extra module is needed for
incorporating the conversational history into the prediction of the new answer.
This module is going to play the role of memory throughout the conversation,
with the goal of capturing the current entity of focus of the conversation. More
specifically, this model should be able to learn the dependencies between dif-
ferent dialog turn inputs.

We hypothesize that BERT representations could play an important role
in this task. The motivation behind using the BERT representations for en-
coding the input data in a Conversational Machine Comprehension task is the
bidirectional context properties that are captured during the pre-training phase.
Transferring these representations to a task-specific memory mechanism could
be an effective way of learning the reasoning process performed in previous
dialog turns. In that way, the model could be able to capture the current entity
of focus in the conversation, which is the key property for solving coreference
problems, like in Figure 2.8.

In section 2.2.2 we described FlowQA, a task-specific deep learning archi-
tecture that targets the problem of Conversational Machine Comprehension.
The general approach of the FlowQA architecture is to use a quite sophisticated
combination of recurrent layers and attention layers, with the goal of enhanc-
ing the context passage representation for the current dialog turn with infor-
mation from the previous dialog turns, while encoding the current question.
One the other hand, our approach is to use BERT for producing the dialog turn
representations and subsequently transfer them into a fine-tuning architecture
that can combine them effectively. In that way, the context passage represen-
tation used for predicting the next answer will have hopefully incorporated the
conversational history as well as the current question. Our hypothesis is that
this fine-tuning architecture would be more simple and elegant comparing to
a task-oriented architecture like FlowQA since the transferred representations
have already captured the context of each dialog turn.

One of the biggest challenges of this thesis project is to design a neural net-
work architecture with the capability of modeling long-term dependencies in
sequential data. To the best of our knowledge, there are two main approaches
to this problem; using Memory Networks [31] or using Transformer-like ar-
chitectures [12]. Since the concept of Transformer lies in the core of BERT
architecture, we decided to follow the second approach for designing the fine-
tuning architecture. More specifically, we would like to investigate the use
of Transformer-XL architecture for modeling the conversational history. As
described in Section 2.1.3, Transformer-XL has been successful in modeling
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long-term dependencies in various language modeling tasks. With that being
said, studying memory networks using Recurrent Neural Networks is consid-
ered out of the scope of this thesis work.



Chapter 3

Methods

In this chapter the proposed methodology is presented. In Section 3.1, we
state the targeted research question. In Section 3.2 the proposed architecture
is presented in detail. In Section 3.3 the challenges faced when designing the
architecture are discussed. In Section 3.4 our evaluation method is presented,
while Section 3.5 contains a list of the tools used for the implementation.

3.1 Research Question
To what extent can the BERT model be used to solve the conversational ques-
tion answering problem? More specifically, can we beat the baseline of 67.0%
F1 score on the CoQA dataset using the BERT model?

3.2 Model architecture
As discussed in section 2.2, the Conversational Machine Comprehension
Model can be converted into a Machine Comprehension model which gets as
input the current question, the context passage, as well as the previous pairs
of questions and answers. Additionally, BERT can successfully solve the
SQuAD Machine Comprehension task by receiving pairs of question, context
passage and generating the probabilities for each word of the context passage
to be the start or the end of the answer span in the context passage. Having
these facts in mind, extending the BERT input to include the previous pairs
of questions and answers would be a reasonable solution to the CMC task.
However, as explained in section 2.3.3, this solution is not feasible due to
the absolute positional embeddings included in BERT embedding layer. An
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alternative solution would be to encode effectively the conversational history
into the current context passage representation. In that way, the conversational
history is injected directly into the next answer span prediction. As described
in section 2.1.3, multi-head self-attention is an effective way of incorporating
multiple relevant parts of a sequence into the representation of a token of this
sequence. Furthermore, we would like to combine representations of words
arbitrarily distant from each other. The idea of recurrence with state reuse,
borrowed from the Transformer-XL model (section 2.1.3), seems appealing
for that purpose.

With that being said, the proposed architecture consists of three modules;
the BERT module, the History module and the Output module. Each one of
these modules has a different purpose. From now on, we are going to use the
name BERT-CMC to refer to this architecture. The BERT-CMC model takes
as input processed pairs of question and context passage, each one of which
represents one dialog turn. The preparation process of each dialog turn is iden-
tical to the process followed by BERT. As illustrated in Figure 2.11, each di-
alog turn is represented by a sum of word, position and segment embeddings.
The BERT module generates a contextualized representation of each dialog
turn. These representations are initialized with the pretrained representations
produced by the BERT model and subsequently fine-tuned while training the
proposed model. Thanks to the multi-head attention operation, information
flows between the question and the context and the final produced represen-
tation encodes the correlation between the context passage and the question.
While the BERT module generates representations in the level of one dialog
turn, the History module operates in the level of one conversation, augmenting
the representation of one dialog turn with representations of previous dialog
turns. In that way, the conversational history is encapsulated in the represen-
tation of the current dialog turn. Finally, the output classification layer takes
as an input the contextualized representation of the context passage and gen-
erates the span start and span end probabilities for each token of the context
passage. A high-level illustration of the proposed architecture is presented in
Figure 3.2. The details of each module are presented below:
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Figure 3.1: Illustration of the proposed architecture, with two CoQA
dialog turns forming the input batch.

As mentioned in 2.2.1, the main task of the CoQA challenge is to predict
free-text answers to the questions posed, given the context passage and the
previous dialog turns. Note that the architecture described so far is not able to
solve this exact task, but only a similar one; predict the reasoning span of each
question in the context passage, given the context passage and the previous di-
alog turns. To extend our model so it’s able to generate free-text answers given
the predicted reasoning, we need an extra text generation module which will
be appended after the output classification layer. We choose to exclude this
module from the scope of the current thesis project, with the goal of restrict-
ing the number of learning parameters. Therefore, we consider the reasoning
spans in the context passage as the ground truth answers.
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3.2.1 Input format
The model input format should be the same as in the BERT model for the
SQuAD Machine Comprehension task; pairs of question and context passage.
As described in section 2.3.2, the input sequence should be tokenized using
the WordPiece tokenizer.

An input example is illustrated in Figure 3.2. It is a tokenized version of
the first dialog turn of one conversation included in the CoQA dataset.

Figure 3.2: Example model input

3.2.2 BERT Module
The BERT module consists of the BERT model described in 2.3.2. More
specifically, this includes the input BERT Embedding layer, as well as a set
of Transformer layers. Regarding the size of the BERT model chosen, it is
desirable that the number of parameters should allow the model to capture as
much information as possible. On the other hand, it is known that the bigger
the number of model parameters, the bigger is the computational cost. Trying
to balance between these two restrictions, we decided to use the pretrained
BERT_BASE model. That means, that besides using the same architecture
as BERT_BASE, the parameters of the BERT Module are initialized with the
corresponding parameters of the pretrained BERT_BASE model. The param-
eters of the BERT Module are trained alongside with the rest of the BERT-
CMC model. In that way, the produced representations are fine-tuned for the
specific domain. Regarding the architecture of pretrained BERT Module, it
consists of 12 levels of Transformers with 12 attention heads each and dimen-
sion of the hidden layer with size 768. Given that the maximum number of
tokens expected in the BERT input is 512, then the BERT Module produces a
dialog-turn representation with dimensions 512× 768.



CHAPTER 3. METHODS 37

3.2.3 History Module
The History module consists of a set of History layers and each of the lay-
ers contains one Transformer-like module, which is heavily influenced by the
basic Transformer model [12] used in BERT model [1]. To avoid confusion,
we will assign the name History-Transformer this modified version of the ba-
sic Transformer model, since its role is to inject the conversational history
in the representation of the current dialog turn. By design, the architecture
of the History-Transformer is identical to the architecture of the Transformer
used in BERT. The feature that differentiates History-Transformer from Trans-
former is that the former reuses the hidden state generated in the previous dia-
log turn when computing the hidden state in the current dialog turn. Inspired
by the Segment-Level Recurrence feature of the Transformer-XL [2], we intro-
duce recurrence in the level of dialog-turns in the History-Transformer model.
More specifically, the History-Transformer for dialog turn t and layer n re-
ceives as input the concatenation of the hidden state generated by History-
Transformer layer n − 1 for dialog turn t with the hidden state generated by
History-Transformer layer n−1 for dialog turn t−1. In the case of the first dia-
log turn, all History-Transformer layers receive as input the output of the previ-
ous layer. The mathematical formulas for calculating the inputs to the attention
function using the extended hidden state are the same as in the Transformer-
XL model (equations 2.7), while the attention output is calculated according to
the Transformer equation 2.4. Note that the reused hidden state hn−1

t−1 remains
non-trainable in our case. 3.3 illustrates the connections between the History-
Transformer layers in consecutive dialog turns. Each column is a snapshot of
the same History Module, which consists of three History-Transformer layers.
Each different color indicates a different dialog turn of the same conversation.
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Figure 3.3: Snapshot of the History Module for three consecutive dialog
turns.

Comparing Figure 2.7 with Figure 3.3, we can see that both architectures
share the same basic structure of recurrence with state reuse. The only differ-
ence is that the memory of our History Module is restricted to only the last
produced representation, while the Transformer-XL model may reuse mul-
tiple previous representations, as discussed in Section 2.1.3. Our choice of
memory length is motivated by the available GPU memory (11GB) since a
larger memory length would radically increase the number of parameters saved
in memory. The dimensionality of the memory of the History Module is
number_history_layers × 512 × 768. The details of tuning the number of
History Layers are discussed in Section 3.3. We hypothesize that the lastly
produced dialog representation has captured enough information from the pre-
vious dialog turn representations so that the current question can be answered.

Similarly to all the Transformer-like models presented in 2.1.3, the
History-Transformer model faces the challenge of incorporating the sequence
ordering in the produced hidden representations. As mentioned in 2.3.2, one
of the modules of BERT input embedding layer is the positional embeddings,
which are absolute and trainable. Since the BERT Module consists of 12
Transformer layers, we assume that the BERT module manages to capture
effectively the positional information existing in the input sequence pair
(question, context passage). Therefore, we decided to exclude the relative
position encoding mechanism from the History-Transformer. Additionally,
the input representation to the History Module should mainly encapsulate
conceptual information about the entities discussed in the current dialog
turn. We assume that the representations produced by the BERT module are
sufficient for this purpose. Therefore, we decided not to inject any explicit
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positional information in the History-Transformer.
Given that the History Module receives one dialog-turn representation of

dimension 512×768, then it produces a new dialog turn representation which
is enhanced with information from the previous dialog turns. The dimension-
ality of the augmented dialog turn representation remains the same.

3.2.4 Output Module
This module is identical to the BERT fine-tuning layer for Question Answer-
ing. More specifically, receives as input the dialog turn representation pro-
duced by the History Module and produces the probabilities for each token of
the context passage to be the start and the end of the span. In order to do that, a
Linear layer with output dimension 2 is applied to the incoming representation
of the dialog turn, excluding the representation vectors of the question tokens.
Let the final representation of the i-th input token, generated by the History
Module, be Ti ∈ RH where H the dimension of the hidden layer and S, E the
hidden vectors of the Linear Layer. Then, the output of the Linear Layer will
be S · E for each of the S, E. This is followed by a softmax layer over all the
tokens in the context passage. The produced probability for word i to be the
start of the answer span will be:

Pi =
eS·Ti∑
j e

S·Tj
(3.1)

The probability of each word to be the end of the span is given by the same
formula.

3.2.5 Output Processing
Note that the model output doesn’t correspond to the predicted answer span.
So, an extra post-processing module is needed for that purpose. The first step
is to find the best answer span for each dialog turn. This is identified as the
answer span with the maximum accumulated probability of start and end. Fur-
thermore, it is important to notice that the span probabilities, produced by the
Output Module, correspond to the tokens and not the words of the context
passage. Since the ground truth spans are in word-level indexing, an extra
post-processing task of converting the token-level span indexes to word-level
span indexes is needed. To do that, we store the mapping from each token of
a word to the first token of this word; eg the word “firefighter” will be split
into “fire”, “fighter” and both tokens will be mapped to the same token “fire”.
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Using this mapping, we can project the answer span back to the original space
of (whitespace tokenized) context passage tokens. An additional constraint
is that the length of the predicted reasoning span shouldn’t exceed 15 tokens.
This is motivated by the fact that the majority of the reasoning spans is con-
tained less than 20 tokens, as illustrated in Figure 3.4. Note that the process
described above is identical for both SQuAD and CoQA datasets when trained
with BERT. For the sake of convenience, we have reused the implementation
of the post-processing module used in BERT for SQuAD.

Figure 3.4: Histogram of the original reasoning spans length in the CoQA
dataset. Note that only the dialog turns actually used for training and
validation have been considered (More details in Section 4.1.1).

3.3 Training the model
Each of the modules of the proposed model is trained using a different set-
ting. The BERT module performs batch computations and the same happens
with the Output module. On the other hand, the sequential nature of a con-
versation restricts the training process of the History Module. More specif-
ically, the History Module should process the inputs sequentially, since the
History-Transformer computations for the current dialog turn depend on the
computations for the previous dialog turn. One straightforward way of training
the complete model is shuffling the set of training conversations and splitting
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each of them into several batches of dialog turns. Note that the training batches
contain consecutive dialog turns of the same conversation. From now on, we
will refer to this training schema with the term sequential_conversations. We
hypothesize that the sequential_conversations schema could interfere with the
training process of our model. More specifically, the underlying context of
each conversation is different, which leads to a shift in the input distribution
across conversations. Due to this fact, the optimizer might converge to radi-
cally different solutions between conversations. Note that the average length
of each conversation is 15 dialog turns. As a result, the model is prone to
forget previously learned information. One way of dealing with this prob-
lem is to construct training batches such that their distribution is closer to the
distribution of the whole dataset. In order to do that, we implemented a differ-
ent method of creating batches. According to this new method, each training
batch consists of dialog turns from different conversations. Firstly, the con-
versations are randomly split into groups and then each training batch iterates
sequentially through all conversations in the group, so that one dialog turn of
each conversation is included in the training batch. From now on, we will re-
fer to this schema with the term parallel_conversations and we are going to
employ this method for training the BERT-CMC model. An illustration of this
batch schema, where the training batch size is equal to three, is presented in
Figure 3.5. To ensure the correct update in the History Module, consecutive
dialog turns from the same conversation belong to consecutive batches. In that
way, each dialog turn representation (except the first one for each conversation)
reuses the representation of the previous dialog turn in the same conversation,
which belongs to the previous batch. Taking as an example the first conversa-
tion from the left in group1, illustrated in Figure 3.5, the second dialog turn
belongs to batch2 and reuses the hidden states produced for the previous di-
alog turn in the same conversation, which belongs to batch1. A comparison
study between the parallel_conversations and sequential_conversations train-
ing schemas is presented in Section 4.2.3.



42 CHAPTER 3. METHODS

Figure 3.5: Illustration of the training batch schema with training batch
size equal to three.

There are many decision points in the design of the model that influence its
performance. To begin with, there is an option to either freeze the BERT Trans-
former layers or to include them in the set of trainable parameters. A possible
advantage of the latter option is that the produced dialog representations will
be improved during training and incorporate task-specific information. Note
that the BERT model has not been trained on any CMC-specific dataset but on
a large collection of text. The main disadvantage of this option is the increas-
ing amount of trainable model parameters, which will have a negative effect on
the computational performance. After exploring both options experimentally,
we conclude that training the BERT layers improves model performance. This
conclusion is further discussed in 4.2.3.

An additional parameter to be tuned is the number of History-Transformer
layers. Our intuition says that increasing the number of layers would also in-
crease the capacity of the model for storing the conversational history. In other
words, we assume that the representation of the current dialog turn would en-
capsulate information from dialog turns further back in history. Looking at
Figure 3.3, we can see that the hidden state produced by the second Trans-
former layer reuses only the last generated dialog turn representation, while
the hidden state produced by the third Transformer layer includes the last two
dialog turn representations in its computations. Following the same logic, in-
cluding all previously generated dialog turn representations in the current com-
putations would require as many History-Transformer layers as dialog turns.
However, this would lead to memory issues in the available GPU (with mem-
ory size 11GB). The reason is that the complete list of hidden states generated
by the History module is stored in the GPU memory so that it can be reused
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in the upcoming computations. Fortunately, the analysis presented in [3] sug-
gests that the dialog dependencies in the CoQA dataset are restricted to two
dialog turns. Therefore we can safely assume that three History-Transformer
layers are enough to capture the majority of dependencies between dialog turns
in the CoQA dataset. Note that this design choice might not apply in other
CMC tasks with longer dialog dependencies. The effect of tuning the number
of history layers in the model performance is discussed in 4.2.3.

As was previously mentioned, the complete list of History-Transformer
representations for the current dialog turn is kept in memory at each training
step. This poses a severe memory limitation. Additionally, we observed that
allowing one dialog turn to span in multiple input sequences leads to mis-
cellaneous computations in the History Module. Let’s take an example of a
dialog turn that spans over multiple inputs since it doesn’t fit in the input of
BERT. In this case, the computations for the second input of a dialog turn will
use the representations produced for the first input of the same dialog turn.
This update is not correct because no representation of previous dialog turn,
which corresponds to the conversational history, is injected in the represen-
tation of the current dialog turn. A straightforward approach to this problem
is to exploit the maximum input sequence length so that each dialog turn fits
in one input sequence. In our case, the maximum sequence length is 512 to-
kens, which is a limitation imposed by the BERT model. Additionally, only
2% of the conversations in CoQA (215 conversations) do not fit in the BERT
input. As a result, these conversations which do not fit in the BERT input
can be safely removed from the CoQA dataset, without any significant im-
pact on the size of the dataset. When using the maximum sequence length
and the parallel_conversations batch schema, the dimension of representa-
tions produced by each History-Transformer for each batch of dialog turns is
batch_size× number_history_layers× 512× 768. The increased memory
allocation poses a restriction on the feasible training batch size to a maximum
of 4 inputs per batch (for available GPU memory 11GB).

Regarding the optimizer, we decided to use Adam optimizer, which is also
used in the original implementation of the BERT model. We treat the answer
span prediction as a set of two binary classification tasks, namely, start_span
and end_span. Using the Cross-Entropy Loss as the optimization criterion
[5], the batch loss is computed separately for each task. Subsequently, the fi-
nal batch loss is computed as the average of the two. Due to the small training
batch size, updating the trainable parameters after every batch leads to a high
variance model. To overcome this restriction, we employed the gradient ac-
cumulation strategy in the training procedure. More specifically, the param-
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eter update is performed periodically, after a predefined number of training
steps. In that way, the actual training batch size used when updating the train-
able parameters is larger. Additionally, dropout regularization was used in
all Transformer layers, both in BERT and History module, in order to reduce
overfitting.

3.4 Evaluating the model
Following the evaluation instructions presented in the CoQA leaderboard, we
evaluated the performance of our model using the F1 score, as defined in Sec-
tion 2.1.5. In our case, the F1 score metric concerns the binary task of each
context passage token being included in the answer span or not. Therefore,
the set of true positives consists of all the tokens that correctly belong to the
answer span. Note that the tokens used here are tokenized on whitespaces. For
each question in CoQA, there is one original ground truth answer and three
additional answers. In this case, the final F1 score of the dialog turn is com-
puted as the average of the F1 scores for all possible answers. Subsequently,
averaging the F1 score values for all dialog turns of a conversation leads to
the F1 score value in the level of a conversation. We used the official evalu-
ation scripts (available to download from the CoQA leaderboard website1 to
compute the evaluation score.

3.5 Tools and Libraries
For the implementation, Python (version 3.6.8) and Pytorch (version 1.0.0)
were used. The model implementation is partially based on the implementa-
tion of the BERT model for Pytorch 2, as well as on the implementation of the
Transformer-XL model 3

1https://stanfordnlp.github.io/coqa/
2https://github.com/huggingface/pytorch-pretrained-BERT
3https://github.com/kimiyoung/transformer-xl
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Experiments and Results

The goal of this thesis project is to investigate neural architectures based on
Transformers for the CMC task. More specifically, we evaluate the perfor-
mance of the BERT-CMC model introduced in Chapter 3 on the CoQA dataset.
This chapter contains the details of the experimental process and the obtained
results. In Section 4.1 we discuss the details of the dataset and the training
environment. Additionally, the list of training hyperparameters is presented.
In Section 4.2, we present a quantitive and qualitative analysis of the results.
An ablation study of the proposed model is also presented.

4.1 Experimental setup

4.1.1 The dataset
The CoQA dataset contains 7199 conversations (108647 dialog turns) in the
training set and 500 conversations (7983 dialog turns) in the validation set.
Both sets are publicly available 1. To simplify the learning task, we decided to
exclude the unanswerable questions from our training dataset, since only 1.3%
of the questions included in the CoQA dataset are unanswerable, as stated in
[3]. Furthermore, we decided to exclude conversations with corresponding
input pairs of question and context passage exceeding the maximum number of
tokens accepted by BERT. Our decision to remove this set of 215 conversations
is motivated in 3.3. Given the restrictions previously mentioned, our model
was trained on 6994 conversations (104333 dialog pairs) and evaluated on 490
conversations (7829 dialog pairs).

1https://stanfordnlp.github.io/coqa/
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4.1.2 Training Environment
The experiments were performed on a computer system with 12 CPU proces-
sors (Intel(R) Core(TM) i7-5930K CPU @ 3.50GHz) and 1 GPU processor (
GeForce GTX TITAN X with 11 GB memory). One training phase of the best
configured model on the complete training set until overfitting occured lasted
56 hours ( 14 hours per training epoch).

4.1.3 Hyperparameter Tuning
Performing some preliminary experiments, we identified the most important
hyperparameters which are presented in Table 4.1. There were two main prob-
lems faced while training the model. Firstly the share of memory allocated by
the History Module increased quite fast (available GPU memory 11GB) with
the training batch size. This led us to restrict the training batch size to 4. Re-
garding the gradient accumulation method, the results of the preliminary ex-
periments led us to tune the frequency of updating the trainable parameters to
3 training batches. The second important problem faced was overfitting. That
led us to increase the dropout probability in all Transformer layers from 0.1
(default value in BERT model) to 0.5. Regarding the number of history layers,
the choice of using three history layer is experimentally motivated in Section
4.2.3. Unfortunately, our limited computational resources comparing to the
size of our model prohibited the extensive exploration of the hyperparameter
space.

name value
number of history layers 3

learning rate e−5

dropout 0.5

batch size 4

gradient accumulation step 3

Table 4.1: Best hyperparameters
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4.2 Results

4.2.1 Quantitative Evaluation
For the quantitative analysis, the performance of BERT-CMC was evaluated
in comparison with the FlowQA model [21] and the DrQA+PGNet model
(CoQA Baseline) [3]. Additionally, for the sake of proof of concept, we com-
pare our model with a modified version of it, which is identical to the fine-
tuning architecture of BERT for SQuAD. We are going to refer to this archi-
tecture as BERT Baseline. The BERT Baseline model consists of the BERT
Module and an Output Module. As a result, it doesn’t take into account the
dialog history into the answer prediction, treating each dialog pair indepen-
dently. The model comparison was performed based on the achieved average
F1 score on all conversations in the validation set. The results are illustrated
in Table 4.2.

Additionally, we provide the loss curve in both the training and validation
set, as an indicator of the training progress. Figure 4.1 suggests that the model
overfits quite fast, a fact that has a negative impact on the F1 score performance
on the development set.

model F1 score (%)
BERT Baseline 15.2
DrQA+PGNet 66.2

FlowQA 76.2
BERT-CMC 44.7

Table 4.2: Models performance on the development CoQA set.



48 CHAPTER 4. EXPERIMENTS AND RESULTS

Figure 4.1: Illustration of the average loss of our model in the training
set (red curve) and the average loss in the development set (blue curve).

4.2.2 Qualitative Evaluation
In this section, we are going to evaluate the quality of the reasoning spans
predicted by our model, focusing on dialog turns examples from the develop-
ment set. These examples contain various linguistic phenomena in terms of
the correlation between the question and the context passage, as well as the
correlation with previous dialog turns. Note that both phenomena have a pre-
dominant role in the CoQA dataset. Therefore, we believe that this analysis
contributes significantly to the interpretability of our model.

As mentioned in Section 2.2.1, the question in CoQA can be classified
into three categories based on how they are related to the context passage:
lexical matching, paraphrasing or pragmatics. We are going to examine the
relationship between the question and the context passage in all three cases us-
ing the attention probabilities (self-attention scores normalized with softmax)
computed in the last Transformer-History layer as an indicator. Note that the
example dialog turns belong to the development set of CoQA and they were
evaluated on the best-configured model. Higher attention probability means
that the corresponding tokens were identified by the model as contextually re-
lated. The results are illustrated in Figure 4.2, 4.3. Note that brighter color
means higher attention probability. Therefore, we are interested in token pairs
with attention scores represented as yellow or light green.
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Figure 4.2: Attention probabilities between the question and the context
passage from four example dialog turn, computed in the last Transformer-
History layer. Each figure indicates a different linguistic relationship
between the question and the context passage; lexical matching (up),
pragmatics (down). For better visualization results, only the predicted
reasoning span in the context passage is shown. Additionally, each plot
corresponds to a specific attention head; head 4 (up), head 4 (down). The
choice of attention head displayed is based on the interpretability of the
corresponding illustration. Note that the top right diagram is transposed
for better visibility of the plot.
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Figure 4.3: Attention probabilities between the question and the context
passage from four example dialog turn, computed in the last Transformer-
History layer. Both figures indicate the same linguistic relationship
(paraphrasing) between the question and the context passage. For bet-
ter visualization results, only the predicted reasoning span in the context
passage is shown. Additionally, each plot corresponds to a specific at-
tention head; head 2 (up), head 9 (down). The choice of attention head
displayed is based on the interpretability of the corresponding illustra-
tion. Note that the top right diagram is transposed for better visibility
of the plot.



CHAPTER 4. EXPERIMENTS AND RESULTS 51

First, let us consider the case of lexical matching between the question
and the context passage. An example of this type of question is “what day of
april was he born on?” with the original reasoning span “born 16th April”.
As illustrated in the upper part of Figure 4.2, the model succeeds in finding
the correct answer, highly correlating the words “was”, “born” of the question
with the phrase “16 april” of the context passage. An example of a pragmatics
question is “what type of noise did he make?” with original reasoning span “a
loud deep bay”. Our model identified the context relation between the word
“bay” of the context and the word “noise” of the question and predicted an
identical match of the original reasoning span. Regarding the class of para-
phrasing questions, we consider two cases. In the first case, presented in the
upper part of Figure 4.3, the model predicts successfully the correct reason-
ing span, correlating the word “her” in the question with the words “dad” and
“busy” in the context passage. Moving to the down part of Figure 4.3, we can
see that the contextual relation between the words “cares” and “loves” is cor-
rectly captured. However, the original reasoning span to the question “what
does he care for?” is “He owns 8 cats”. Our interpretation of this failure is that
the model didn’t manage to capture the intended meaning of the word “care”
of the question.

As discussed in Section 2.2, what distinguishes the CMC task from the
MC task is that the answer to the current question is related to the conversa-
tional history. Let’s take as an example two CoQA questions which are related
to the conversational history in different ways: explicitly or implicitly. These
are presented in Table 4.3, together with the dialog turn they are related to.
Note that the question “And his last name?” depends on the second to previ-
ous dialog turn. This fact should be challenging for our model since it should
be able to encode longer conversational history. To show how the dialog turns
representations are correlated to each other, we extracted all dialog turn repre-
sentations from the last Transformer-History layer for two conversations and
visualized them in Tensorboard 2. From design choice, the visualized dia-
log turn representation is equal to the average of all token representations in
the corresponding dialog turn. The visualizations are presented in Figure 4.4.
Closely located points correspond to dialog turn representations with high co-
sine similarity. The color density of each bullet indicates the closeness to the
bullet under question, namely “and his last name?” in the top picture and “for
what?” in the bottom picture. First, let us examine the first visualization from
the top. We can see that the model managed to capture the contextual depen-
dency of the dialog turn representation of the question “and his last name?”

2https://projector.tensorflow.org/
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on the dialog turn representation of the question “Who was the pope prior to
his papacy?”. Worth to be mentioned is that the question “and his last name?”
is an example of the linguistic phenomenon called ellipsis. Indeed, the model
predicted the correct reasoning span “born Joseph Aloisius Ratzinger”. Mov-
ing to the second visualization, we can see that the cosine similarity between
the dialog turn representation with the question “for what?” and the dialog
turn representation with the question “what did the woman go shopping for ?”
is also high. That means that the model managed to capture the current entity
of focus in the conversation, which is “dress”.

Explicit Coreference
Q11:“Who was the pope prior to his papacy?”

A11: “ that followed the death of Pope John Paul II”
...

Q13: “And his last name?”
Implicit Coreference

Q1:“what did the woman go shopping for ?”
A1:“A women went shopping for a dress ”

Q2:“for what ?”

Table 4.3: Two examples questions related to the conversational history.
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Figure 4.4: Visualizations of all dialog turn representations extracted
from the last Transformer-History layer for two example conversations.
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4.2.3 Ablation study
In this section, we perform an ablation study to understand the impact of each
design choice in the model performance. The design choices discussed are the
following:

• The necessity of fine-tuning BERT representations alongside with the
rest of trainable parameters.

• The effectiveness of employing three history layers instead of two in
terms of capacity of the conversational memory.

• The importance of choosing a training schema that prevents the phe-
nomenon of catastrophic forgetting.

To motivate these choices, we performed experiments where we tuned each
of these choices separately. All three resulting models are compared to the best
configured BERT-CMC model, while the evaluation metric used is the average
F1 score in the development set of CoQA.

To begin with, we consider the choice of training the BERT layers together
with the rest of the model. As illustrated in Figure 4.5, there is a clear perfor-
mance gain of around 10% in F1 score from fine-tuning the BERT represen-
tations. This can be explained by considering that BERT representations are
pre-trained on large text corpora which are not task-specific, in a sense that
does not exhibit the same linguistic phenomena as CoQA. Therefore, it’s im-
portant to fine-tune these “general purpose” language representations to the
specific CoQA task.
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Figure 4.5: Illustration of the average F1 score in the development CoQA
set when BERT layers are trained (red curve) and when BERT layers are
not trained (blue curve).

In Section 3.3, we stress the connection between the number of History-
Transformer layers and the capacity of the conversational memory. Particu-
larly, when three History-Transformer layers are used, then the conversational
history used spans to two previous dialog turns. The experimental motivation
for preferring three layers over two is illustrated in Figure 4.6. The perfor-
mance gain is small but yet not negligible.
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Figure 4.6: Illustration of the average F1 score in the development CoQA
set when the BERT-CMC model contains two History-Transformer layers
(red curve) and three History-Transformer layers (blue curve).

Moving on to the design choice of how to construct training batches, we ex-
plore the effect of constructing batches from different conversations in parallel
on the model performance (parallel_conversations training schema). The left
plot of Figure 4.7 suggests that there is no clear gain in the F1 score from em-
ploying the parallel_conversations training schema. Looking at the evolution
of the training loss depicted on the right side of Figure 4.7, we can see that the
training loss does not vary much in the case of the sequential_conversations
training schema. This could indicate that the model underfits the data. How-
ever, no strong conclusion can be drawn since both models overfit after the
fourth training epoch.
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Figure 4.7: Illustration of the average F1 score in the development CoQA
set for each of the training batch schemas (left figure) and the corre-
sponding training loss curves (right figure). The label parallel repre-
sents the model trained with the parallel_conversations training batch
schema, while the label sequential refers to model trained with the se-
quential_conversations training batch schema.
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Discussion

In this chapter we discuss the results presented in Section 4.2. In Section
5.2 we talk about the aspect of our model related to ethics and sustainability.
Section 5.3 contains ideas and suggestions for future work.

5.1 Model achievements and limitations
The first observation in Table 4.2 is that the BERT-CMC model outperforms
BERT-Baseline model. This observation emphasizes the necessity of a mech-
anism for encoding the conversational history injected in BERT and aligns
with our initial assumption that BERT cannot form a standalone solution for
the CMC task. However, the performance of BERT-CMC model does not reach
the performance of CoQA baseline model ( DrQA+PGNet) and the FlowQA
model. A first conclusion that can be drawn from our experiments is that the
simplistic way of the CoQA Baseline model to encode the conversational his-
tory by prepending the previous question-answer pairs seems to be more ef-
fective than the memory mechanism based on Transformers, used in BERT-
CMC model. Additionally, Table 4.2 indicates that the FLOW mechanism of
encoding the conversational history outperforms the encoding mechanism of
our model. The main difference between FlowQA and BERT-CMC is that the
FLOW mechanism is a combination of recurrence and self-attention, while
our mechanism is only based on transformers. A recent empirical study by
Sankar et al [32] states that transformer-based neural dialog models are less
sensitive to word ordering in the dialog history compared to neural dialog mod-
els based on recurrency. That may imply that our model is prone to perform
string matching between the question and the context passage and miss the
underlying context. This impression is reinforced if we take into account the

58



CHAPTER 5. DISCUSSION 59

loss curve in Figure 4.1. We can see that our model overfits quite fast. As a
result, it is not able to learn sufficiently the input data. Note that the BERT
model fine-tuned for SQuAD needs to be trained for only two epochs. Consid-
ering the large number of additional parameters on the top of the pre-trained
BERT model, we would expect that the training process of our model would
be longer. One reason why BERT-CMC model suffers from overfitting would
be that the training objective used is simple comparing to the CMC task. The
idea behind BERT is that the pretraining tasks can successfully capture the
context of the input text. As a result, combining BERT with a simple classi-
fication layer leads to a high-performance model for language-understanding
tasks. Since solving the CMC task requires inference ability apart from lan-
guage understanding, we hypothesize that using a training objective with more
constraints could lead to better results.

Moving to the results of the qualitative analysis of the BERT-CMC model
(Section 4.2.2), it seems that our model is able to handle effectively some
cases of questions, which either contain text snippets from the context pas-
sage or paraphrase of them. Additionally, the example visualizations of the
dialog turn embeddings (Figure 4.4) show that in some cases the model is
able to encode in the conversational history into the current answer predic-
tion. However, no general conclusion can be drawn from this analysis of the
quality of the predicted answers. The qualitative analysis presented in Section
4.2.2 required human inspection of the obtained answers, comparing to the
ground truth answers. In order to automate the evaluation process, an evalu-
ation framework would be needed, as well as a taxonomy of questions based
on the main linguistic phenomenon they contain, such as paraphrasing, affir-
mation, metaphors, and coreferences. The main challenge of this framework
would be to design evaluation metrics, which can sufficiently represent the
quality of the predicted answers. One idea, suggested in [32], would be to
evaluate the performance of the dialog system on perturbations of tokens in
the context passage or the conversational history. Sankar et al [32] define text
perturbation as the task of shuffling or randomly removing tokens. According
to [32], dialog systems that predict similar answers independently if a pertur-
bation task has been performed or not, are prone to generate answers that are
linguistically coherent but they are not related to the underlying context of the
conversation. Moreover, having our dialog turn embeddings visualization as
a starting point, we would like to point out the aspect of evaluating the dialog
turn embeddings. We believe that a systematic method of measuring the ef-
fectiveness of the produced representations would provide interesting model
insights. One idea would be to evaluate the performance of the produced di-
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alog turn representations on another language modeling task. At this point, it
should be stressed that the process of answering text comprehension questions
can be a hard task even for humans, since each person may have a different
understanding of the same piece of text and therefore provide a different an-
swer. Furthermore, each CMC dataset contains some unique characteristics
regarding the linguistic features of the context passages or the form of the an-
swers given. With that being said, we recognize that the task of designing
a universal evaluation framework for CMC systems is quite challenging, but
yet important for the systematic evaluation of neural dialog systems. We are
confident that our qualitative analysis of a small taxonomy of conversational
questions constitutes the first step towards this goal.

Finally, the ablation study presented in Section 4.2.3 highlights the impor-
tance of training the parameters of the BERT Module. The results enhance our
choice to train the BERT Module layers alongside with the rest of the model.
Moreover, we show that there is a visible boost in the performance from in-
creasing the number of History layers. This observation indicates that there
is a direct connection between the number of History layers used and the ca-
pacity of the conversational memory. On the other hand, no clear conclusion
can be drawn from the exploration of training batch schemas. Unfortunately,
we were not able to experimentally confirm our theoretical motivation for in-
creasing the variance in the training batch, which is presented in Section 3.3.

5.2 Ethical Considerations and Sustainabil-
ity

An immediate question raised when discussing intelligent systems that are able
to perform text comprehension tasks is about the potential implications for so-
ciety. As dialog systems gain more trust for both domestic and commercial
applications, it is vital to account for ethical and safety guarantees while de-
veloping these systems. The first aspect to be considered is the bias, which ac-
cording to Henderson et al [33] “can be defined as a prejudice for or against a
person, group, idea, or thing - particularly expressed in an unfair way”. Bias
can be either injected in the process of data collection or encoded by the dia-
log model itself. The risk of bias injection is even higher for end-to-end dialog
systems, like the ones presented in the current thesis work. Since an end-to-
end dialog model is trained on large text corpora with the single objective of
minimizing the error between the predicted response and the ground truth re-
sponse, it is easy for the model to imitate bias phenomena underlying in the
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training data. In our case, following the evaluation methodology introduced by
Reddy et al [3], we compare the model performance with a set of four different
ground-truth answers given by humans and then take the average of them. In
that way, we eliminate potential bias existing in a single ground truth answer.
Additionally, the safety aspect of a dialog system should be also stressed. We
define safety in connection with the term accident, which is defined as “unin-
tended and harmful behavior that may emerge from poor design of real-world
AI systems” [34]. In the context of dialog systems, an example of an accident
would be a model-generated answer with offensive or discriminatory content.
One key concept closely related to safety is interpretability, which refers to the
degree of human understanding of a model decision. [35]. We performed an
attempt to explain the behavior of the proposed model by examining its be-
havior when various types of questions are given in the input, as presented in
Section 4.2.2.

Taking into account the ongoing global discussion about the environmental
impact of all types of human activity, it is important to discuss the sustainabil-
ity aspect of the proposed model. It is a fact that the recent advances in the
field of deep learning happened partially thanks to the development of new
hardware suitable for large scale computations. However, the environmental
cost of training deep learning models is quite high. As presented in [36], the
carbon footprint of performing hyperparameter tuning of a neural Transformer
architecture is bigger than the carbon footprint of a car. With that being said,
the potential environmental cost should be an important factor for choosing
which deep learning model to use. As Strubell et al [36] suggests, researchers
should prioritize computationally efficient models and hyperparameter algo-
rithms, while promoting the research in the field of energy-efficient hardware.
Being aware of a large number of parameters of our model and a large number
of data points, we used only the 50% of our data for hyperparameter tuning
and monitored closely the training progress to avoid extra training time with-
out any significant contribution in the model performance.

5.3 Future Work
In this work, we approached the CMC task using a neural architecture which
was based only on Transformers. However, our experimental results suggest
that Transformer-based architectures cannot sufficiently capture the underly-
ing context of the conversation. As future work, we would explore alternative
approaches for encoding the conversational history. One interesting research
direction is memory networks [37] [31]. This type of neural architecture con-
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sists of a recurrent module and an external memory, where the knowledge base
learned is stored. Memory networks have been successfully applied in a syn-
thetic question-answering task, which consists of a set of statements followed
by a question that explicitly or implicitly related to the given statements. If we
continued investigating the use of Transformer architectures for CMC tasks,
we would focus on larger scale pre-trained language models, hoping that they
would be able to capture more information. One quite recent example of a
large-scale model for language understanding is XLNet [38], which outper-
forms BERT on the SQuAD task.
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Conclusions

In this thesis project, we have studied the problem of Conversational Machine
Comprehension as formulated in the CoQA task and proposed a new archi-
tecture based on Transformers and Transfer Learning, named BERT-CMC.
Our research hypothesis was that the BERT-CMC model would outperform the
baseline model for the CoQA task. The results obtained from the experimental
analysis showed that the BERT-CMC cannot form an effective solution for this
task, achieving F1 score 44.7%, when the score achieved by the CoQA base-
line model is 66.2%. In the lack of a systematic evaluation method for neural
dialog systems, we attempted to perform a preliminary qualitative analysis of
the predicted answers by visualizing the obtained self-attention scores, as well
as the learned dialog turn representations. Even though no clear conclusion
can be drawn from this analysis, we are confident that our analysis contributes
to the explainability of the proposed model. Finally, our ablation study shows
that fine-tuning the BERT layers is an important factor for model performance.
Furthermore, we show that there is a direct relation between the capacity of
the conversational memory and the number of History layers used.
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