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Abstract
Allocating service functions to a core network upon users’ various demands is
of importance in 5G networks. In this thesis work, we have studied reinforce-
ment learning models to solve this allocation problem. More precisely, 1) we
build a simple version of an MDP model for allocation in 5G core networks,
2) we train an agent using a family of deep-Q learning (DQN) algorithms.

When the number of nodes in the core network is large, one critical chal-
lenge is overcoming the sampling inefficiency due to a high dimensional action
space, i.e., most of the exploratory allocations made by the agent gives zero
reward. To deal with such reward sparsity, we applied two techniques: priori-
tized experience replay (PER) and hindsight experience replay (HER).

Our study shows that a DQN agent trained with both HER and PER pro-
vides a reasonable allocation in a larger sized networks, whereas a vanilla
DQN agent works only for a very limited case where the number of nodes
is small.
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Sammanfattning
Att allokera service funktioner på ett kärnnätverk för att bemöta användarnas
diverse efterfrågningar är av viktig betydelse inom 5G-nätverk. I detta mas-
terprojekt har vi studerat förstärkande inlärningsmodeller för att lösa detta al-
lokeringsproblem. Mer specifikt: 1) vi bygger en simpel version av en MDP
modell för allokering i ett 5G-kärnnätverk, 2) vi tränar en agent med en familj
av deep Q-learning (DQN) algoritmer.

När antalet noder i kärnnätverket är stort är ett av de största problemen
samplingsinneffektiviteten som uppstår p.g.a. handlingsrymdens höga dimen-
sionalitet . Detta innebär att de flesta utforskningshandlingarna ger agenten
en noll-belöning. För att detta problem med gles belöning applicerade vi två
tekniker: prioritized experience replay (PER) och hindsight experience replay
(HER).

Våra studier visar att en DQN agent tränad med både HER och PER löser
allokeringsproblemet för större nätverk medan en vanlig DQN agent endast
löser problemet för nätverk med ett begränsat antal noder.
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Chapter 1

Introduction

The idea of artificial intelligence (AI) has been around for a very long time.
Robots have been present in science fiction and are often depicted as either
servants to humans or weapons of mass destruction. Even though those con-
cepts are not yet fully realizable one thing is true: society is moving toward a
smarter future.

Industries all over the world are adopting AI: research is being conducted
around self-driving cars, the gaming industry applies AI to make in game char-
acters look smarter and streaming services use AI for their recommendation
systems. These are just a few of many examples.

The telecommunications industry is no different. The world’s first 5G
phone was just recently released and is expected to become more widespread
in a few years [1] [2]. With higher data rates and lower latency, 5G will open
up many new possibilities [3]. However, higher data rates also mean more data
to process, something AI has been proven useful for.

The 5G technology itself is very complex. From a developing standpoint,
meeting the standards of 5G requires more complex hardware and new tech-
niques such as massive MIMO and beamforming. Technology will not stop
at 5G either but will continue to evolve, possibly introducing even more com-
plexity. This growing complexity is very hard to handle for humans alone,
which is why human intelligence very likely will combined with AI to reach
future goals [4]. Mobile communications service providers are also looking
for efficient solutions to reduce cost while enhancing customer experience. An
increasing number of service providers are integrating AI technologies into
their solutions [5].

One branch of AI is the theory of reinforcement learning. Together with
supervised learning and unsupervised learning it is viewed as one of the cor-

1
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nerstones ofmachine learning. Reinforcement learning has over the past decade
had big breakthroughs such as AlphaGo defeating a professional player in the
board game Go and the OpenAI Five winning a championship in an esports
game [6] [7]. This opens up the questions: what else is reinforcement learning
capable of? Are there branches within telecommunications that might benefit
from reinforcement learning? This thesis will focus on the latter question and
examine a problem within the core networks of mobile networks.

1.1 Research question
This thesis aims to study the problem of initial user plane selection for core
networks using reinforcement learning. Deep reinforcement learning tech-
niques were researched and tested on the problem. The underlying question
waswhether deep reinforcement learning techniques have the potential to solve
this problem.

As a first step the problem had to be reformulated such that it is follows the
reinforcement learning paradigm. The formulation of the problem is crucial:
a simple formulation is easier to handle but might result in the problem being
unsolvable while a complex formulation might solve the problem at the cost of
the solution being hard to maintain programming-wise. After reformulating
the problem deep reinforcement learning techniques were researched to find a
technique that seemed to have a potential to solve the problem.

The problem has already been studied prior to this thesis and already has
a non-AI solution. The purpose of this thesis is therefore not to solve a com-
pletely new problem but it rather serves as a first look at this problem from an
AI perspective.

1.2 Thesis Outline
Chapter 2 presents the relevant background including an introduction to rein-
forcement learning and core networks. Chapter 3 presents the tools and meth-
ods used to apply reinforcement learning on the initial user plance selection
problem. Chapter 4 presents various results obtained through the applied rein-
forcement learning methods. Chapter 5 discusses the obtained results. Finally,
chapter 6 presents conclusion and future work.



Chapter 2

Background

2.1 Reinforcement Learning
Supervised learning is about matching input data to output data. A supervi-
sor gives labeled input/output data pairs to the machine. The machine is then
trained to associate the inputs to the outputs. Unsupervised learning on the
other hand does not have a supervisor telling the machine what to do. The
machine is instead given data and has to categorize the data on its own. Re-
inforcement learning can be thought of lying in between these two. Charac-
terizing reinforcement learning is the feedback system: instead of of giving
the machine (called the agent in reinforcement learning context) explicit train-
ing data, it is given a either positive or negative feedback depending on its
performance.

As an example, imagine a mouse navigating through amaze. Themaze has
several exits and dead-ends. If the mouse reaches an exit it will be rewarded
with cheese but if it reaches a dead-end it will be given a tiny electrical shock.
Now the mouse is placed somewhere in the maze. At first it might not know
what to do and will be navigating around the maze randomly. Eventually, it
will reach either an exit or a dead-end and will then be rewarded or punished.
The outcome will serve as feedback for the mouse: it now knows that if it were
to navigate through the maze in the same way it would either be rewarded or
punished and as such it would try to repeat or avoid taking the same path again.

This fairly simple example illustrates the feedback system reinforcement
learning is built on: themouse is given positive rewards in the form of cheese if
its actions lead to a desired result and negative rewards in the form of electrical
shocks if not.

The feedback system described previously is shown graphically in figure

3
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2.1. As shown in the figure, there are five main components in every reinforce-
ment learning problem: the agent, environment, state, action and reward.

Figure 2.1: Schematic view of the reinforcement learning feedback system.
Image is found in [8].

The agent is the learner and decision maker. Everything outside of the
agent is called the environment. Each time step t = 0, 1, 2, ... the agent is pro-
vided with a representation of the environment: the state of the environment
St ∈ S, where S is the set of all states. In response to this, the agent takes
an action At ∈ A(s), where A(s) is the set of all actions in a given state s.
After completing an action the agent receives a numerical reward Rt+1 and
is provided with a new state St+1, as the environment might change after an
action is taken. Referring to the example with the mouse navigating a maze
the agent would be the mouse and the environment the maze. If the mouse un-
derstands mathematics it could be provided states as, for example, its current
coordinates. Each moment the mouse can take an action of moving left, right,
forward or backward. Finally, at each time step it is given a reward: zero if it
still has not reached an end, a positive reward if it finds an exit or a negative
reward if it reaches a dead-end.

2.1.1 Episodes and Return
Reinforcement learning problems can be divided into two sets of problems:
episodic tasks and continuing tasks. Episodic tasks have a clear final time
step, T , whereas continuing do not. A sequence starting from t = 0 and ends
at t = T is called an episode. The state at t = T , i.e. ST , is called the terminal
state. Using the mouse example again, an episode is between when the mouse
first begins navigating through the maze (t = 0) and when it either reaches an
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exit or a dead-end (t = T ) and the final state ST is the coordinate of the mouse
at time t = T . Note that T in general can vary between episodes and should
therefore be treated as a random variable in those cases. This report will only
focus on episodic tasks as the problem studied is episodic.

As explained above the agent receives a numerical reward after completing
an action. This means that as the agent has reached ST it will have received a
sum of the rewards from each time step:

G0 = R1 +R2 + · · ·+RT .

This is called the return from the time step t = 0. More generally, the return
at time t is defined as:

Gt
.
= Rt+1 +Rt+2 + · · ·+RT . (2.1)

As T might be a random variable, the goal of any reinforcement learning prob-
lem is to maximize the expected return. However, maximizing equation (2.1)
the way it is is not always preferable. This is because Gt treats all the rewards
from time t and onward equally. To prevent this one can introduce the concept
of discounting. A discount factor γ is, 0 ≤ γ ≤ 1, introduced as a weight
factor such that the return, instead of equation 2.1, becomes:

Gt
.
= Rt+1 + γRt+2 + γ2Rt+3 + · · ·+ γT−t−1RT . (2.2)

γ determines the importance of future rewards. The larger the value of γ is the
more the return will include future values.

2.1.2 Policies and Value Functions
As stated in the previous section the goal of any reinforcement is to maximize
the expected return. This can mathematically be expressed by what in rein-
forcement learning is called a value function. There are two types of value
functions: the first one is the state-value function:

vπ(s) = Eπ[Gt|St = s]. (2.3)

The state-value function is a measure of how much return is to be expected
when the agent is in the state s.

The second is the action-value function:

qπ(s, a) = Eπ[Gt|St = s, At = a]. (2.4)
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The action-value function is a measure of how much return is to be expected
when the agent is in the state s and takes an action a.

The subscript π in both the value functions is the what is called the policy.
The policy π is the probability of taking an action in a given state, π(a|s).
Thus, the value function is an evaluation of the current state (or state-action
pair) when following the policy π.

In theory there always exists an (or several) optimal policies [8]. This is a
policy (or policies) π that satisfies vπ(s) ≥ vπ′(s) for all s ∈ S for any other
arbitrary policy π′. The same applies for qπ. In practice however this is often
almost impossible to find. Therefore, many algorithms have been developed
to find approximate policies that are close to the optimal one.

2.1.3 Exploration vs. Exploitation
One dilemma in reinforcement learning problems is the exploration vs. ex-
ploitation dilemma. Once the agent has started to form a value function it gets
a fairly good understanding of the environment and what the expected award
is from a certain state when it takes certain actions. It would therefore seem
natural then to always take an action that corresponds to the highest value
function as it has the highest expected reward. However, choosing this action
is not always the best choice. For many problems the agent does not know
whether it has visited all of the possible states. This means that there might
still be a state that the agent is unaware of that yields an even greater expected
reward. The act of taking actions that maximize the expected reward within
the agent’s current knowledge is known as exploitation, while taking an action
that is not necessarily the optimal action is known as exploration. As it is im-
possible to both explore and exploit at the same time there has to be a trade-off.
One method is what is called the ε-greedy exploration: for 0 < ε ≤ 1, with
probability ε the agent explores, i.e. takes a random action. In early stages
of training ε is set close to 1 and as the the number of episodes increases ε
decreases.

2.1.4 Q-learning
A popular algorithm for reinforcement learning problems is the Q-learning
algorithm [9]. This algorithm approximates the optimal action-value function,
equation 2.4. The algorithm is one of many temporal-difference (TD) learning
algorithms and is defined by:

Q(St, At)← Q(St, At) + α[Rt+1 + γmax
a
Q(St+1, a)−Q(St, At)], (2.5)
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where α is a step-size parameter and γ is the discount factor as before. The
Q’s in the algorithm, called the Q-values, are estimates of the real qπ. The first
term inside the brackets is the reward, the second is the maximum Q-value of
the next state and the last the Q-value of the current state. The expression
inside the brackets is called the TD-error:

δt
.
= Rt+1 + γQ(St+1, At+1)−Q(St, At) (2.6)

The algorithm thus updates the Q-value of a state-action pair by taking a
step in the direction of the TD-error. Algorithm 1 shows pseudo-code for the
Q-learning algorithm.

Algorithm 1 Q-learning
Initialize Q(s, a), for all s ∈ S, a ∈ A(s), arbitrarily, and Q(ST ) = 0

for all episodes do
Initialize S
while S not terminal do

Choose A from S using policy derived from Q (e.g., ε-greedy)
Take action A, observe R, S ′
Q(S,A)← Q(S,A) + α[R + γmaxaQ(S

′, a)−Q(S,A)]
S ← S ′

end while
end for

TheQ-learning algorithm has been shown to converge to the optimal action-
value function with probability 1 [8]. Smaller problems (with few states and
few action) can be solved in a tabular fashion: each entry in the table repre-
sents the Q-value for that state-action pair. Table 2.1 is an example of such a
table.

Action 1 Action 2 Action 3
State 1 1 -1 0.5
State 2 2.5 3 0.3
State 3 -5 7 2
State 4 4 1 -1
State 5 3.6 0.7 1

Table 2.1: Q-learning table.

However, if the problem becomes too big or the state-space becomes con-
tinuous, having a table to keep track of the Q-values is inefficient, or even
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impossible. A solution to both of these cases is to substitute the table with a
neural network.

2.2 Deep Reinforcement Learning

2.2.1 Neural Networks
Neural networks originate from an attempt to imitate the brain and its ability
to recognize patterns.

A neural network is built up by many interconnected neurons. A typical
neural network has its nodes connected in a way that creates a layered structure
as shown in figure 2.2. Each vertical group of nodes in the figure is called a
layer.

Figure 2.2: Illustration of neural networks. Each node is a neuron and the
edges indicate a connection between the neurons. Image is found in [10].

Neural networks are commonly used in supervised learning to find pat-
terns in data and categorize them. As an example, one might have a bunch of
pictures of dogs and cats and want to train a network to correctly classify the
pictures. A well trained network would be able to correctly tell if a given pic-
ture is a dog or a cat, even for pictures it has not yet seen before. This is known
as generalization. In general, when a signal travels through a neural network
it first enters the input layer. Once it enters, the edges and the neurons in the
layers gradually transform the data and in the result exits through the output
layer. In between the input layer and the output layer there may exist one or
more hidden layers and are usually needed if the input data is complex.

As mentioned above the neurons in the network are connected through
edges. Each pair of connected neurons have a connection strength called the
weight. The input to a neuron is determined by the weighted sum of all the
neuron connected to it in the previous layer:
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∑
j

xjwj, (2.7)

where xj and wj are the output and weight of the jth connected neuron. The
neuron then outputs a value y as a function of equation 2.7:

y = f(
∑
j

xjwj). (2.8)

The function f is called the activation function. Figure 2.3 shows the input to
output transformation of a neuron.

Figure 2.3: Illustration of an activation function of a neuron. Image taken from
[11].

In supervised learning a network is trained by comparing the output of
the network of an input to the expected output. The error is fed into a loss
function that is used as a measure of the discrepancy between the output and
the correct value. The loss is used to update the weights of the network through
algorithms called backpropagation. The mathematical details will be omitted
in this report but can be found in [11]. When training a network there is a
choice to either train it input by input or use a batch of many inputs.

2.2.2 Deep Q-learning
Deep reinforcement learning can be viewed as a fusion of deep learning and
reinforcement learning. Q-learning can adopt techniques from deep learning
by substituting the Q-table with a neural network, becoming what is known
as deep Q-learning. This neural network takes states as input and outputs
the Q-values of each action. The network, or agent, is wildly referred to as
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a deep Q-network (DQN) and is written Q(s, a; θ), where θ are the network
parameters, such as its weights.

The deep Q-learning algorithm is shown in algorithm 2 and is a slight
variant of the one found in [12]. While similar to algorithm 1, there are two
important differences: the replay memory and the target action-value function.

The replay memory is a storage for previous experiences encountered by
the agent. Such an experience usually includes information that is important
for training the agent, such as the current state st, the action taken in that state
at, the received reward rt+1 and the state the agent ended up in st+1. The idea
behind the replay memory is a technique called experience replay presented
in [13]. The reason behind using this is to stabilize the training. The regular
Q-leaning algorithm updates the Q-values after each taken action. However,
doing the same on a neural network results in instability, possibly making the
network parameters diverge, due to sequential states being highly correlated.

The target action-value function is also there to stabilize training. Using
only one network would mean that the target would change each time the net-
work is trained. Introducing the target network which only changes after a
certain number of steps prevents the agent from pursuing a rapidly moving
target.
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Algorithm 2 Deep Q-learning
Initialize replay memory D to capacity N
Initialize action-value function Q with random weights θ
Initialize target action-value function Q′ with weights θ− = θ

for all episodes do
Initialize state s0
while st not terminal do

With probability ε select a random action at
otherwise select at = argmaxaQ(st, a; θ)
Execute action at and observe reward rt
Store transition (st, at, rt, st+1) in D
Sample random minibatch of transitions (sj, aj, rj, sj+1) from D

set yj =

{
rj, for terminal st+1

rj + γmaxa′ Q
′(st+1, a

′, ; θ−), otherwise.

Perform backpropagation on yj −Q(sj, aj; θ)
Every C steps set Q′ = Q

end while
end for

2.2.3 Prioritized Experience Replay
The experience replay buffer used in DQN helps with stabilizing the training
of the agent. However, the experiences are sampled uniformly regardless of
their significance. This might be problematic for reinforcement problems with
sparse rewards. If one wants to train an agent to play a game, e.g. chess, a
simple yet natural way of defining the reward would be to reward the agent
with +1 if it reaches a winning state, −1 for a losing state, 0 for a drawing
state and 0 for all the intermediate states. In these cases the reward is sparse
in the sense that the agent will observe a 0 reward for most of its actions.
Sampling experiences uniformly would be inefficient as the agent would learn
about 0 reward states. One method of dealing with this problem is what is
called prioritized experience replay, or PER for short [14]. The idea of PER
is to, in addition to storing each transition, store a priority value in the replay
buffer for each transition. This priority measure should be a measure of how
"surprising" the transition was for the agent. In the chess problem for example
a winning move or a losing move would give the agent either+1 or−1 instead
of the usual 0. It is therefore desirable to prioritize these moves when training



12 CHAPTER 2. BACKGROUND

as they were unexpected. In DQN the TD-error δt from equation (2.6) can be
used as such a measure. The underlying algorithm is the same as algorithm
2 with the addition to also storing the magnitude of the TD-error, |δt|, as a
priority measure for each experience and then sample experiences according
to that measure.

2.2.4 Hindsight Experience Replay
Another technique of overcoming the problem of sparse rewards is the hind-
sight experience replay, or HER for short, presented in [15]. The technique
is applicable for problems which have goals that can be achieved. The idea
is similar to how humans learn. For example, imagine a person throwing a
ball at a target on a windy day. The wind is blowing to the right but it is very
hard to predict exactly how the wind will affect the ball, so it goes too far to
the right. Even though the person missed the target they at least learned that
throwing the ball the way they did would result in the ball going too far to the
right. This can also be interpreted as hitting a virtual target that was further to
the right than the actual target. HER uses this idea of virtual goals to train an
agent. Algorithm 3 shows pseudo-code of HER. In addition to the state st ∈ S
the agent is also given a representation of the goal g ∈ G when it takes actions.
The transitions are stored in the replay memory as before. The significant part
is the sampling of the virtual goals.
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Algorithm 3 Hindsight Experience Replay (HER)
Given:
• an RL algorithm A, e.g. DQN,
• a reward function r : S ×A× G → R.

Initialize A
Initialize replay buffer D
for all episodes do

Initialize state s0 and sample a goal g
for t = 0, T − 1 do

Sample an action at according to policy: at = π(st||g),
where || denotes concatenation

end for
for t = 0, T − 1 do

rt = r(st, at, g)

Store transition (st||g, at, rt, st+1||g) in D
Sample a set of virtual goals for replay G
for g′ ∈ G do

r′ = r(st, at, g
′)

Store transition (st||g′, at, r′, st+1||g′) in D
end for

end for
for t = 1, N do

Sample random minibatch from D

Perform backpropagation
end for

end for

Mathematically, a strategy is a mapping m : S → G from a set of the
state space to the set of goals. There exist several strategies to sample the
virtual goals. The virtual goals created in this report will be mappings from
the terminal state, similarly to the example above. Other kinds of strategies
can be found in [15].

2.3 Core networks
Whenever data needs to be transferred over long distances it needs to travel
through some sort of network. One such network is a mobile network. A
mobile network consists of a radio access network part and core network part,
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each handling different types of tasks. The network concerned in this report
will be a core network.

2.3.1 Network Architecture and Allocation
A mobile network is built up of planes1. Two such planes are the user plane,
also known as the data plane, and the control plane. The user plane is con-
cerned with carrying data packets between user equipment (UE) while the
control plane is concerned with management of the user plane. A UE is a
mobile device that is connected to the network. This can for example be a
cellphone, a computer or a self-driving car.

A network shares features with a mathematical graph by having nodes con-
nected by edges. Figure 2.4 shows an illustration of a simple mobile network
following the 5G standard. A node in the user plane is called a user plane func-
tion (UPF). UPFs are interconnected and data packets between UEs are carried
over these nodes. The UPFs might also be connected to other networks such
as a radio access network (RAN) or a data network (DN). Managing the UPFs
are the control plane nodes. Together, the UPFs and the control plane nodes
form the core network.

2.3.2 Network Services
Whenever a UE requests a service over the network, whether it is for contacting
another user or to stream a video over the network, transferring of data takes
place. Each service can be broken down into smaller pieces of data packets and
before the data reaches its destination it has to be processed by the network.
The network performs certain actions on the packets and each action is called
a service function (SF). Many SFs together form what in this report is referred
to as a service set (SS). When a UE is connected to a network it establishes
a link to it. There are two types of links: uplink and downlink. Uplink is the
link from the UE to the network and downlink is from the network to the UE
[16]. A complete SS contains SFs for both uplink and downlink.

All SFs of an SS must be executed before a service can provided to a UE.
This is done by the UPFs of the network. The SFs are therefore allocated
on the UPFs in order to be executed. Figure 2.5 shows how an allocation
might look like. Every UPFs can execute SFs. However, not every UPF can
execute every SF. Each UPF is only capable of executing SFs of certain service
function types (SF-types). An example of an SF-type is bandwidth-limiting,

1This applies to other types of networks as well.
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Figure 2.4: A simple mobile network consisting of 3 UPFs, 3 RANs and con-
trol plane node. Connections between UPFs are shown with a solid line. The
dashed lines indicate a connection between a UPF and a control plane node.
Each UPF is connected to a RAN and possibly a DN. Nodes close to a RAN
is are collectively called sites. In reality, a site might consist of multiple UPFs
and RANs.
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for limiting the bandwidth of UEs [17]. The fact that UPFs only can process
certain types of SFs is a type of constraint. Constraints are either inherently a
property of the network or a property of the SS. A type of SS constraint is the
NetworkID constraint. Some SFs have NetworkIDs and need to be allocated
on UPFs with corresponding IDs. For example, some SFs need to be allocated
on UPFs that have a direct connection to a RAN or a DN. A good allocation
of the SFs on the network is an allocation that satisfies the constraints. The
constraints considered in this report will be discussed in section 3.2. Table 2.2
shows an example of how an SS with 6 SFs might look like.

Figure 2.5: An allocation of 6 SFs (3 uplink and 3 downlink) on a network
with three UPFs. Multiple SFs can be allocated on a single UPF.
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Name NetworkID Type Direction
SF 1 Name 1 "Kalmar" Tunnel header decapsulation Uplink
SF 2 Name 2 "" Bandwidth limit Uplink
SF 3 Name 3 "Internet" Data network exit Uplink
SF 4 Name 4 "Internet" Data network entry Downlink
SF 5 Name 5 "" Bandwidth limit Downlink
SF 6 Name 6 "Malmö" Tunnel header encapsulation Downlink

Table 2.2: Example of how an SS might look with its SFs. Each SF has a
networkID, type and direction entry. An empty entry in the networkID means
that it is not restricted to be allocated on a UPF connected to a certain RAN
or DN. Here, internet is a type of DN. A possible allocation of these SFs is
shown in figure 2.5, assuming that the UPFs can execute the SF-types.
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Methods

3.1 OpenAI gym
OpenAI gym is a tool developed by OpenAI for developing and comparing
reinforcement learning algorithms with one of its goals being standardization
of environments used in reinforcement learning publications [18]. One can
either use existing environments to try new algorithms or create entirely new
environments if none is available for a specific problem. As such, when cre-
ating an environment for reinforcement learning problems, a good start is to
adopt the standards of OpenAI gym during implementation.

For this report, an environment specific to the core network was imple-
mented using gym. OpenAI provides an environment class with API methods
that can be overridden [19]. Three methods were overridden : step, reset and
render. The step method runs one timestep through the environment. It takes
in as an argument a representation of an action and returns the following:

• observation: A representation of the state after an action is taken, st+1.

• reward: The reward received after an action is taken.

• done: A Boolean indicating whether a terminal state has been reached
or not.

• info: Additional information for debugging purposes.

The reset method resets the environment and returns an initial observation.
This method should be called after a terminal state has been reached. The
render method shows a visual representation of the environment.

18
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3.2 Problem Formulation
To make the problem solvable using reinforcement learning (DQN) the prob-
lem had to be translated to fit the reinforcement learning paradigm with an
environment and an agent, together with states, actions and rewards. In this
report, this was done by the following:

Environment: An artificial core network was created to simulate a real net-
work. The network was a map of Sweden using cities as UPFs, figure 3.1. The
dots are all UPFs, with the red dots being UPFs with access to internet. A line
connecting two dots indicates a connection between them. From the figure it
can be seen that this particular network consists of three sub-networks, each
with a UPF that connects to the internet. The SSs were also considered to be
a part of the environment.
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Figure 3.1: The artificial core network that served as the environment. The
right red UPF is the Stockholm UPF, the left the Göteborg (Gothenburg) UPF
and the bottom the Malmö UPF. Throughout the report the three sub-networks
will be referred to as the Stockholm network, the Göteborg network and the
Malmö network.

States: The state at time t was defined by the current SS and the current al-
location of the SFs on the network. Three binary matrices were defined to
represent the states: one to represent the current SF allocation on the network,
one to represent what SF types the SS consisted of and one to represent a goal.
For the allocation matrix the rows represent the UPFs and the columns repre-
sents the SFs. An element (i, j) = 1 means that SF j is allocated on UPF i.
As an SF only can be allocated on one UPF each column only has at most one
element that is 1. For example, if SF number 1 is placed on UPF number 1,



CHAPTER 3. METHODS 21

element (1,1) in the UPF-SF matrix is one, while the rest of the elements in
that column are zero.

For the second matrix the rows represent the SF-types and the columns the
SFs. Again, an element (i, j) = 1 means that SF j has the type i. As an SF
only can have one type each column only has at most one element that is 1.

The final matrix represents which UPFs the first SF in the uplink and the
last SF in the downlink need to be allocated onto. The first column is the up-
link SF and the second is the downlink SF. Element (j, 1) = 1 means that the
first uplink SF must be allocated on UPF j and element (k, 2) = 1 means that
the last downlink SF must be allocated on UPF k.

Example: A network has 5 UPFs. An SS contains 4 SFs, 2 uplink and 2
downlink, that are to be allocated on the UPFs. The first SF is of type A, sec-
ond of type B, third of type A and fourth of type C. The first uplink SF must
be allocated on UPF 1 and the last downlink SF must be allocated on UPF 3.
In this situation, the goal would be a 5x2 matrix, the UPF-SF a 5x4 matrix
and SF-type-SF. If SFs 1-4 are allocated on UPFs 1, 4, 2, 5 respectively, the
resulting matrices would have the following appearance:

allocation:


1 0 0 0

0 0 1 0

0 0 0 0

0 1 0 0

0 0 0 1



SF type:

1 0 1 0

0 1 0 0

0 0 0 1



goal:


1 0

0 0

0 1

0 0

0 0



Actions: Each time step the agent allocates an SFs onto the network. Each
action is labeled in the same way as the UPFs, meaning that taking action i
places an SF onto UPF i. Figures 3.2a, 3.2b and 3.2c show a graphical illus-
tration of the actions.
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Episode: An episode begins when no SFs are allocated onto the network and
ends when all SFs have been successfully allocated. This means that all of the
elements in the UPF-SF matrix are zero in the beginning of an episode and
that each column has exactly one element that is one at the end of an episode.
Figure 3.2 shows a graphical illustration of a complete episode.

Reward: The agent receives a reward of zero after each action taken as long
as the episode has not yet ended. At the end of each episode the agent receives
a reward based on how it allocated the entire SS. As explained in 2.3, certain
criteria must be fulfilled for each SS and the final reward is based on how well
it meets these criteria. In this report four criteria were used for calculating the
final reward:

1. NetworkID: All UPFs have an ID and certain SFs must be allocated
on UPFs with a specific ID. This is the same "NetworkID" as shown
in table 2.2. For example, some SFs must be allocated on UPFs with
a connection to the internet while others must be allocated on UPFs
located in Stockholm.

2. Reachability: All of the uplink SFs have to be allocated on UPFs of the
same sub-network. This also goes for the downlink SFs. However, the
sub-network for uplink and downlink SFs may differ. With this is meant
that an allocation where all of the uplink SFs placed on the Stockholm
sub-graph and all of the downlink SFs placed on the Göteborg sub-graph
might be valid but an allocation where the uplink and/or downlink SFs
are scattered on two or more different sub-graphs is not.

3. Number of UPFs: The less the number of UPFs that are used for alloca-
tion the better. The final reward is therefore greater if the agent allocates
SFs on a fewer number of UPFs.

4. Processing cost: Each UPF executes SFs at a cost. An allocation with
a lower total cost is therefore yields a greater final reward.

The networkID and reachability criteria absolute criteria: an allocation break-
ing any one of these will result in the agent receiving a reward of −1. If an
allocation does fulfill all the criteria the agent receives a final reward calcu-
lated as a weighted sum of all the criteria.
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(a) The first SF is allocated on UPF 1. (b) The second SF is allocated on UPF x.

(c) The final SF is allocated on UPF 2 and
the agent receives a non-zero reward.

Figure 3.2: Illustration of an episode of an agent allocating n SFs on a network
of y UPFs. Each time-step the agent allocates an SF on one of the UPFs. When
all n SFs are allocated the agent receives a non-zero reward.

3.3 Experimental Setup
The goal of this thesis was to find a method of to train an agent that would find
an allocation of SFs of an SS given any kind of goal and examine whether deep
Q-learning has potential to solve the core network allocation problem. To test
the effects of having PER and HER different types of agents were tested: a
regular DQN agent as described in section 2, a DQN agent with only PER, an
agent with only HER and an agent with both PER and HER. For evaluation and
debugging purposes the methods were not directly tested on the full network.
Instead the agent was first evaluated on the smaller sub-networks.
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The agent was trained to allocate the SFs of SSs similar to the one shown in
table 2.2: they were always of length 6, i.e. they always contained 6 SFs, they
always had the same order and were identical except some slight changes in
the NetworkID entries. The SF-type matrix was therefore constant throughout
every experiment. To train the agent to adapt to any kind of goal the goal
matrix was randomized between each new episode.

The agent followed the ε-greedy policy presented in section 2.1.3. To fol-
low the idea to start with a high probability of exploration and gradually move
toward exploitation the following was used for ε:

ε = εend + (εstart − εend) exp (−nstepsλ), (3.1)

where nsteps is the number of steps the agent has taken so far throughout
training, λ is the decay rate and εstart, εend are parameters that control the
probability of exploration. In early stages of training the exponential is close
to 1 and as such ε ≈ εstart. As training progresses the exponential decreases
toward 0 and as such ε ≈ εend during later stages of training.



Chapter 4

Results

The following sections show results of the different methods on different sub-
networks. All of the figures contain two sub-figures: the sub-figures on the left
shows the reward received by the agents at the end of each episode. The sub-
figures on the right show the mean over the past 100 episodes of the reward
received by the agents at the end of each episode. The agents’ performances
were compared to that of a random search in which SFs were placed randomly
on the UPFs of the network.

The neural network of the agents all had one hidden layer with the ReLU
activation function defined as:

f(x) = max(0, x). (4.1)

The output layer had a linear activation function:

f(x) = x. (4.2)

Important parameters include: the sampling batch size for training the
agents, the experience replay memory size, the discount factor γ, the decay
rate λ, the target network update frequency and the number of neurons in the
hidden layer. The parameters listed in table 4.1 remained the same in every
experiment conducted on the sub-networks. The number of neurons in the hid-
den layer was always chosen to be 10 times the state size. The state size equal
the number of entries in the state matrices and is therefore dependent on the
number of UPFs in the network and the number of SFs in the SS. Following
the example in section 3.2 the state size nstate can be calculated as follows:

nstate = 2nUPF + nUPFnSF + nSFntype, (4.3)

25
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where nUPF is the number of UPFs in the network, nSF is the number of
SFs and ntype is the number of SF-types.

As nSF and ntype were the conducted experiments nstate only depends on
the nUPF .

Batch size 256
γ 0.999
λ−1 5000

Target network update frequency 10

Table 4.1: Example of how an SS might look with its SFs.

The agents’ success rates were calculated by dividing the number of suc-
cessful allocations for every goal combination by the number of goal combi-
nations.

Finally, the run times presented are the number of seconds it took to train
the each agent on the hardware used to perform the experiments. 1

4.1 Göteborg Sub-network
The Göteborg sub-network has 4 UPFs meaning that nstate is 62. The number
of hidden neuronswas therefore set to 620. Thememory sizewas set to 100000
for all of the agents presented below.

(a) The reward received per episode by
the DQN (blue) and by random search
(red).

(b) The mean reward received over the
past 100 episodes by DQN (blue) and
by random search (orange).

Figure 4.1: Performance of DQN on the Göteborg sub-network.

1A laptop using 4 CPU cores.
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(a) The reward received per episode by
the DQN with PER (blue) and by ran-
dom search (red).

(b) The mean reward received over the
past 100 episodes by DQN with PER
(blue) and by random search (orange).

Figure 4.2: Performance of DQN with PER on the Göteborg sub-network.

(a) The reward received per episode by
the DQN with HER (blue), by HER
(green) and by random search (red).

(b) The mean reward received over the
past 100 episodes by DQN with HER
(blue) and by random search (orange).

Figure 4.3: Performance of DQN with HER on the Göteborg sub-network.
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(a) The reward received per episode by
the DQN with PER and HER (blue)
and by random search (red).

(b) The mean reward received over the
past 100 episodes by DQN with PER
and HER (blue) and by random search
(orange).

Figure 4.4: Performance of DQN with PER and HER on the Göteborg sub-
network.

Figures 4.1 - 4.4 show the performances of the different agents and com-
pare them to a random search algorithm. The x-axes show the number of
episodes and the y-axes show the rewards. All of the agents were trained for
30000 episodes. The left sub-figures 4.1a - 4.4a show the reward the agents
received per episode. The blue dots represent the agents’ reward while the
red dots represent the reward received by a random search algorithm. In ev-
ery sub-figure, the density of blue dots is higher than the density of red dots
meaning that the agents performs better than the random algorithm. The red
line present at the bottom of each sub-figure is just compactly spaced red dots.
Although not visible, there are also blue dots underneath the red line in all of
the sub-figures.

Figures 4.3a and 4.4a also show the reward received with HER alone in
green. Some green dots are visible but most of them are again hidden under-
neath the other dots.

The right sub-figures 4.1b - 4.4b show the mean reward received over the
past 100 episodes. As can be seen, the mean reward received by the agents,
although fluctuating a little, converges to a positive value whereas the mean
reward received by the random algorithm is always close to -1.
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Agent Success rate (%) Run time (s)
DQN 87.5 195

DQN with PER 100 575
DQN with HER 100 266

DQN with PER and HER 100 646

Table 4.2: Success rates and run times for the different agents.

Table 4.2 shows the success rates of all the different agents and the time
it took to train them. The DQN agent found successful allocations for 87.5%
of all the different goal combinations while the other agents found successful
allocations for all of the goals. The DQN agent took the least amount of time
to train, followed by DQN with HER, DQN with PER and lastly DQN with
PER and HER.

4.2 Malmö Sub-network
The Malmö sub-network has 7 UPFs meaning that nstate is 86. The number of
hidden neurons was therefore set to 860. The memory size was set to 500000
for all of the agents presented below.

(a) The reward received per episode by
the DQN (blue) and by random search
(red).

(b) The mean reward received over the
past 100 episodes by DQN (blue) and
by random search (orange).

Figure 4.5: Performance of DQN on the Malmö sub-network.



30 CHAPTER 4. RESULTS

(a) The reward received per episode by
the DQN with PER (blue) and by ran-
dom search (red).

(b) The mean reward received over the
past 100 episodes by DQN with PER
(blue) and by random search (orange).

Figure 4.6: Performance of DQN with PER on the Malmö sub-network.

(a) The reward received per episode by
the DQN with HER (blue), by HER
(green) and by random search (red).

(b) The mean reward received over the
past 100 episodes by DQN with HER
(blue) and by random search (orange).

Figure 4.7: Performance of DQN with HER on the Malmö sub-network.
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(a) The reward received per episode by
the DQN with PER and HER (blue)
and by random search (red).

(b) The mean reward received over the
past 100 episodes by DQN with PER
and HER (blue) and by random search
(orange).

Figure 4.8: Performance of DQN with PER and HER on the Malmö sub-
network.

Figures 4.5 - 4.8 show the performances of the different agents and com-
pare them to a random search algorithm. The x-axes show the number of
episodes and the y-axes the different rewards. All of the agents were trained
for 50000 episodes. The left sub-figures 4.5a - 4.8a show the reward the agents
received per episode. The blue dots represent the agents’ reward while the
red dots represent the reward received by a random search algorithm. In ev-
ery sub-figure, the density of blue dots is higher than the density of red dots
meaning that the agents performs better than the random algorithm. The red
line present at the bottom of each sub-figure is just compactly spaced red dots.
Although not visible, there are also blue dots underneath the red line in all of
the sub-figures.

Figures 4.7a and 4.8a also show the reward received with HER alone in
green. Some green dots are visible but most of them are again hidden under-
neath the other dots.

The right sub-figures 4.5b - 4.8b show the mean reward received over the
past 100 episodes. In sub-figures 4.7b and 4.8b the mean reward, although
fluctuating a little, converges to a positive value but in sub-figures 4.5b and
4.6b the mean reward never reaches a positive value. The mean reward re-
ceived by the random algorithm is again always close to -1.
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Agent Success rate (%) Run time (s)
DQN 8.2 472

DQN with PER 32.7 1323
DQN with HER 100 587

DQN with PER and HER 100 1450

Table 4.3: Success rates and run times for the different agents.

Table 4.3 shows the success rates of all the different agents and the time it
took to train them. The DQN agent found successful allocations for 8.2% of
all the different goal combinations, DQN with PER agent for 32.7% of all the
different goal combinations and the other agents found successful allocations
for all of the goals. The DQN agent took the least amount of time to train,
followed by DQN with HER, DQN with PER and lastly DQN with PER and
HER.

4.3 Göteborg + Malmö Sub-network
The Göteborg + Malmö sub-network has 11 UPFs meaning that nstate is 118.
The number of hidden neurons was therefore set to 1180. The memory size
was set to 100000 for all of the agents presented below.

(a) The reward received per episode by
the DQN (blue) and by random search
(red).

(b) The mean reward received over the
past 100 episodes by DQN (blue) and
by random search (orange).

Figure 4.9: Performance of DQN on the Göteborg + Malmö sub-network.
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(a) The reward received per episode by
the DQN with PER (blue) and by ran-
dom search (red).

(b) The mean reward received over the
past 100 episodes by DQN with PER
(blue) and by random search (orange).

Figure 4.10: Performance of DQN with PER on the Göteborg + Malmö sub-
network.

(a) The reward received per episode by
the DQN with HER (blue), by HER
(green) and by random search (red).

(b) The mean reward received over the
past 100 episodes by DQN with HER
(blue) and by random search (orange).

Figure 4.11: Performance of DQN with HER on the Göteborg + Malmö sub-
network.
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(a) The reward received per episode by
the DQN with PER and HER (blue)
and by random search (red).

(b) The mean reward received over the
past 100 episodes by DQN with PER
and HER (blue) and by random search
(orange).

Figure 4.12: Performance of DQN with PER and HER on the Göteborg +
Malmö sub-network.

Figures 4.9 - 4.12 show the performances of the different agents and com-
pare them to a random search algorithm. The x-axes show the number of
episodes and the y-axes the different rewards. All of the agents were trained for
100000 episodes. The left sub-figures 4.9a - 4.12a show the reward the agents
received per episode. The blue dots represent the agents’ reward while the red
dots represent the reward received by a random search algorithm. Compared
to the corresponding sub-figures in sections 4.1 and 4.2, sub-figures 4.9a and
4.10a show that the density of blue dots, although still higher than the density
of red dots, has decreased significantly. In sub-figures 4.11a and 4.12a the
density of blue dots is still high. The red line present at the bottom of each
sub-figure is just compactly spaced red dots. Although not visible, there are
also blue dots underneath the red line in all of the sub-figures.

Figures 4.11a and 4.12a also show the reward received with HER alone in
green. Some green dots are visible but most of them are again hidden under-
neath the other dots.

The right sub-figures 4.9b - 4.12b show the mean reward received over the
past 100 episodes. The low density of blue dots in sub-figures 4.9a and 4.10a
is reflected in sub-figures 4.9b and 4.10b, which show that the mean reward
received by these agents is very close to -1 throughout training. In sub-figures
4.11b and 4.12b, however, the mean reward received by the agents, although
fluctuating a little, converges to a positive value. The mean reward received
by the random algorithm is again always close to -1
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Agent Success rate (%) Run time (s)
DQN 0.0 1883

DQN with PER 0.8 2865
DQN with HER 78.5 2095

DQN with PER and HER 100 3224

Table 4.4: Success rates and run times for the different agents.

Table 4.4 shows the success rates of all the different agents and the time
it took to train them. The DQN agent found successful allocations for 0.0%
of all the different goal combinations, DQN with PER agent for 0.8% of all
the different goal combinations, the DQN with HER agent for 0.8% of all the
different goal combinations and the DQN with PER and HER agent for 100%
of all the different goal combinations. The DQN agent took the least amount
of time to train, followed by DQN with HER, DQN with PER and lastly DQN
with PER and HER.

4.4 Stockholm Sub-network
The Stockholm sub-network has 14 UPFs meaning that nstate is 142. The
number of hidden neurons was therefore set to 1420. The memory size was
set to 100000 for all of the agents presented below.

(a) The reward received per episode by
the DQN with HER (blue), by HER
(green) and by random search (red).

(b) The mean reward received over the
past 100 episodes by DQN with HER
(blue) and by random search (orange).

Figure 4.13: Performance of DQN with HER on the Stockholm sub-network.
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(a) The reward received per episode by
the DQN with PER and HER (blue)
and by random search (red).

(b) The mean reward received over the
past 100 episodes by DQN with PER
and HER (blue) and by random search
(orange).

Figure 4.14: Performance of DQN with PER and HER on the Stockholm sub-
network.

Figures 4.13 and 4.14 show the performances of the DQN with HER, and
DQN with PER and HER agents, and compare them to a random search algo-
rithm. The x-axes show the number of episodes and the y-axes the different
rewards. The agents were trained for 50000 episodes. The left sub-figures
4.13a and 4.14a show the reward the DQN with HER, and DQN with PER
and HER agents received per episode respectively. The blue dots represent
the agents’ reward, the green dots the reward received with HER alone and
the red dots the reward received by a random search algorithm. The red line
present at the bottom of each sub-figure is just compactly spaced red dots. Al-
though not visible, there are also blue and green dots underneath the red line
in all of the sub-figures.

The right sub-figures 4.13b and 4.14b show the mean reward received over
the past 100 episodes. As can be seen, the mean reward received by the agents,
although fluctuating a little, converges to a positive value whereas the mean
reward received by the random algorithm is always close to -1.

Agent Success rate (%) Run time (s)
DQN with HER 100 879

DQN with PER and HER 99 1353

Table 4.5: Success rates and run times for the different agents.

Table 4.5 shows the success rates of the agents and the time it took to train
them. The DQN with HER agent found successful allocations for 100% of all
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the different goal combinations and the DQN with PER and HER agent for
99% of all the different goal combinations. The DQN with HER agent took
less amount of time to train than the DQN with PER and HER agent.

4.5 The Complete Network
The complete network has 25 UPFs meaning that nstate is 230. The number of
hidden neurons was therefore set to 2300. The memory size was set to 200000
for all of the agents presented below.

(a) The reward received per episode by
the DQN with HER (blue), by HER
(green) and by random search (red).

(b) The mean reward received over the
past 100 episodes by DQN with HER
(blue) and by random search (orange).

Figure 4.15: Performance of DQN with HER on the complete network.
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(a) The reward received per episode by
the DQN with PER and HER (blue)
and by random search (red).

(b) The mean reward received over the
past 100 episodes by DQN with PER
and HER (blue) and by random search
(orange).

Figure 4.16: Performance of DQN with PER and HER on the complete net-
work.

Figures 4.15 and 4.16 show the performances of the DQN with HER, and
DQN with PER and HER agents, and compare them to a random search algo-
rithm. The x-axes show the number of episodes and the y-axes the different
rewards. The agents were trained for 100000 episodes. The left sub-figures
4.15a and 4.16a show the reward the DQN with HER, and DQN with PER
and HER agents received per episode respectively. The blue dots represent
the agents’ reward, the green dots the reward received with HER alone and
the red dots the reward received by a random search algorithm. The red line
present at the bottom of each sub-figure is just compactly spaced red dots. Al-
though not visible, there are also blue and green dots underneath the red line
in all of the sub-figures.

The right sub-figures 4.13b and 4.14b show the mean reward received over
the past 100 episodes. As can be seen, the mean reward received by the DQN
with PER and HER agent was higher than the mean reward received by the
DQN with HER agent. However, neither agent performed well enough for
the mean reward to reach a positive value. The mean reward received by the
random algorithm is always -1.

Agent Success rate (%) Run time (s)
DQN with HER 2.9 2639

DQN with PER and HER 27.8 4129

Table 4.6: Success rates and run times for the different agents.
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Table 4.6 shows the success rates of the agents and the time it took to train
them. The DQN with HER agent found successful allocations for 2.9% of all
the different goal combinations and the DQN with PER and HER agent for
27.8% of all the different goal combinations. The DQN with HER agent took
less amount of time to train than the DQN with PER and HER agent.
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Discussion

5.1 DQN
As shown in figure 4.1 and table 4.2 the regular DQN agent was capable of
solving the allocation problem for the Göteborg sub-network, although the
success rate is not 100 %. However, with an increasing network size the spar-
sity of positive rewards also increases. Because the regular DQN agent only
samples experiences uniformly the probability of sampling experiences with
positive reward decreases. As a result, a performance drop was observed as
shown in figures 4.5 and 4.9 and tables 4.3 and 4.4. For this reason, regular
DQN was not tested on the even larger networks.

As shown in tables 4.2 - 4.4, the DQN agent took the least amount of time
to train, even though it did not reach a good performance.

5.2 DQN with PER
As shown in figure 4.2 and table 4.2 the DQN with PER agent was capable of
solving the allocation problem for the Göteborg sub-network. As DQN with
PER, unlike regular DQN, prioritizes experiences it performs slightly better
than regular DQN, although the performance is not very satisfactory. This is
shown in figure 4.6 and table 4.3. However, as shown in figure 4.10 and table
4.4 the DQN with PER agent could not solve the problem for the Göteborg +
Malmö sub-network and performed almost equally bad as regular DQN. For
this reason, the DQN with PER agent was not tested for the larger networks.

Also worth noting is that compared to the DQN agent and the DQN with
HER agent the DQN with PER agent takes much longer to train, as shown in

40
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tables 4.2 - 4.4. This is due to the way PER prioritizes experiences rather than
rather than sampling them uniformly.

5.3 DQN with HER
The DQN with HER agent performed much better than the regular DQN and
the DQN with PER agents and was capable of solving the problem for the
Göteborg, Malmö and Stockholm sub-networks, as shown in figures 4.3, 4.7
and 4.13 and tables 4.2, 4.3 and 4.5. Although hardly visible, the left sub-
figures show in green the reward received by HER alone. HER reduces the
sparsity of positive rewards and as a result the agent is able to sample more
experiences with positive reward. Figure 4.11 and table 4.4 show that the
DQN with HER agent performs significantly better than the regular DQN and
the DQN with PER agents. However, as shown figure 4.15 and table 4.6, the
DQN with HER was not able to solve the problem for the complete network.

Worth noting is that the time it takes to train the DQN with HER agent
is just slightly longer than the time it takes to train the DQN agent, as shown
in tables 4.2 - 4.4, while also achieving a good performance on most of the
sub-networks.

5.4 DQN with PER and HER
Like the DQNwith HER agent, the DQNwith PER and HER agent performed
much better than the regular DQN and the DQN with PER agents and was
capable of solving the problem for the Göteborg, Malmö and Stockholm sub-
networks, as shown in figures 4.3, 4.7 and 4.13 and tables 4.2, 4.3 and 4.5. The
agent also had a 100 % success rate on the Göteborg + Malmö sub-network,
shown in table 4.4, outperforming the DQN with HER agent. The agent did
not, however, solve the problem for the complete network as shown in figure
4.16 and table 4.6, although it did perform better than the DQN with HER
agent.

The agent’s good performance did however come at the cost of training
time. As shown in tables 4.2 - 4.6, the DQN with PER and HER agent took
the longest to train for all of the networks.
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5.5 Scalability
The network used in this thesis is very simplified: a real network has many
more UPFs and more constraints. Furthermore, there will be many UEs con-
nected to the network, all with different SSs. The results in section 4.5 un-
fortunately show that the current approach to the allocation problem does not
seem promising. One possible explanation to why it does not perform well
might be the lack of the agents’ ability to generalize. As mentioned in sec-
tion 2.2.1 a strength of neural networks is generalization: the ability to find
patterns in training data to correctly classify previously unseen data. Gener-
alization should also apply to deep Q-learning to facilitate training the agent
[20]. With the current approach, however, the agents seemed to have trouble
doing so, which might have been one cause of the poor performance.

Another aspect to consider is the training time. As the number of UPF in-
creases, so does the number of hidden neurons required for the agents, leading
to longer training times. As shown in figure 4.16 and table 4.6, it took over
4000 seconds to train the DQN with PER and HER agent for 100000 episodes
on the complete network, a network consisting of 25 UPFs. With even more
UPFs and even more constraints it might take even longer to train the agent to
reach an acceptable performance. One idea to reduce the training time is the
use of GPUs. This was however not tested in this report but should increase
the computation speed.



Chapter 6

Conclusions and Future Work

6.1 Conclusions
This thesis aimed to solve a initial user plane allocation problem for an artifi-
cial, simple core network using reinforcement learning. The network consisted
of 25 UPFs and could be viewed as a collection of three separate sub-networks.
The reinforcement learning technique used was deep Q-learning and a DQN
agent with various enhancements were trained in an attempt to solve the prob-
lem.

The standard DQN agent managed to reach a high success rate on the
smallest of the three sub-networks consisting of four UPFs. However, as the
number of UPFs increased the DQN agent’s performance decreased rapidly.
This was found to be caused by the sparsity of rewards received by the agent.
To combat this the DQN agent was enhanced using two new methods, PER
and HER.

The DQN with PER agent performed slightly better than the DQN agent
at the cost of computation time for training. It managed to reached a perfect
success rate on the smallest sub-network but also suffered from a rapid perfor-
mance drop as the number of UPFs grew.

The DQN agent with HER on the other hand performed significantly better
than both the DQN and DQNwith PER agents. The agent performed perfectly
on all of the three sub-networks and reached a high success rate on a network
comprised of the two smaller sub-networks. The training time of the agent was
also very close to the training time of the DQN agent. The agent did, however,
not perform well on the complete network.

The final agent was a DQN agent enhanced with both PER and HER. This
agent had the best performance but also took the longest to train. It performed
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perfectly on all of the sub-networks and also a network comprised of the two
smaller sub-networks. Unfortunately, even the DQNwith PER and HER agent
was not able to solve the problem for the complete network.

6.2 Future Work
This thesis is just a first attempt to solve the initial user plane allocation prob-
lem using reinforcement learning. A couple of ideas that might potentially
yield better results will be presented here. One idea is parameter tuning. There
are a couple of parameters to experiment with when it comes to the agent. A
few of them are listed in table 4.1. Unfortunately, due to time restriction, not
much effort was put into studying the effects of the different parameters on the
outcome.

Another idea is to have a more detailed goal matrix. The current goal ma-
trix is simple and only provides the agent with the allocation information of
two SFs in an SS. This might instead be extended to include allocation infor-
mation of all the SFs in an SS. The base of this idea is that a more detailed
goal matrix will facilitate the agent’s learning, hopefully improving its perfor-
mance.

A final idea is to change the approach completely. Reinforcement learn-
ing can roughly be divided into two approaches: model-free reinforcement
learning and model-based reinforcement learning. In model-free reinforce-
ment learning an agent learns a task through trial and error while in model-
based reinforcement learning the agent is provided with a model and plans its
action based on it [8]. The approach taken in thesis was model-free reinforce-
ment learning: the agents had no prior knowledge of the network (the environ-
ment) and found successful allocations by trying many different allocations,
receiving a reward and then improving itself. In contrast, in model-based re-
inforcement learning the agent is given a model of the environment and plans
its actions in advance. For the user plane allocation problem a model of the
environment could be information of the core network structure, such as the
connections between UPFs. This has the advantage of avoiding the need to
explore allocations that obviously do not satisfy certain criteria. For exam-
ple, if the first SF must be allocated onto the Stockholm UPF it is known to
us that the second SF must be allocated onto a UPF that is connected to the
Stockholm UPF. The current model-free agents have no knowledge about this,
which makes them try to allocate SFs onto all of the UPFs before they hope-
fully discover this. A model-based agent on the other would already know this
and would therefore avoid the unnecessary allocations. However, the more so-
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phisticated model-based approach might also introduce higher complexity as
it is not always trivial to model the environment.
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