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Abstract
Transient vehicle thermal management simulations have the potential to be an
important tool to ensure long component lifetimes in heavy-duty vehicles, as
well as save development costs by reducing development time. Time-resolved
computational fluid dynamics simulations of complete vehicles are however
typically very computationally expensive, and approximation methods must
be employed to keep computational costs and turn-around times at a reason-
able level. In this thesis, two transient methods are used to simulate two impor-
tant time-dependent scenarios for complete vehicles; hot shutdowns and long
dynamic drive cycles. An approach using a time scaling between fluid solver
and thermal solver is evaluated for a short drive cycle and heat soak. A quasi-
transient method, utilizing limited steady-state computational fluid dynamics
data repeatedly, is used for a long drive cycle. The simulation results are val-
idated and compared with measurements from a climatic wind tunnel. The
results indicate that the time-scaling approach is appropriate when boundary
conditions are not changing rapidly. Heat-soak simulations show reasonable
agreement between three cases with different thermal scale factors. The quasi-
transient simulations suggest that complete vehicle simulations for durations
of more than one hour are feasible. The quasi-transient results partly agree
with measurements, although more component temperature measurements are
required to fully validate the method.

Keywords: Transient, Time-resolved, Vehicle thermal management, Com-
plete vehicle, Dynamic boundary conditions, Drive cycle, Hot shutdown, Heat
soak, Heavy-duty vehicles, Heavy trucks, Thermal scale factor, Quasi-transient,
Computational fluid dynamics.
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Nomenclature
AC – Air Conditioner
CAC – Charge Air Cooler
CFD – Computational Fluid Dynamics
CTL – Air temperature probe label

(Swedish: Chassi Temperatur Luft)
DNS – Direct Numerical Simulation
ETY – Surface temperature probe label

(Swedish: Efterbehandling Temperatur Yta)
HTC – Heat Transfer Coefficient
LBM – Lattice–Boltzmann Method
MTL – Air temperature probe label

(Swedish: Motor Temperatur Luft)
RAD – Radiator
RANS – Reynolds–Averaged Navier–Stokes
RNG – Re-Normalization Group
SCR – Selective Catalytic Reduction
TSF – Thermal Scale Factor
UDS – Urea Dosing System
VLES – Very Large Eddy Simulation
VR – Variable Resolution
VTM – Vehicle Thermal Management
∆t – Time step [s]
∆x – Cell size [m]
t – Time [s]
~x or xi – Position vector [m]
~u or ui – Velocity vector [m/s]
T – Temperature [K]
p – Pressure [Pa]
ρ – Density [kg/m3]
ν – Kinematic viscosity [m2/s]
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Chapter 1

Introduction

The engineers designing future generations of heavy trucks need to cut emis-
sions while maintaining or improving performance. The computer resources
available for companies have been steadily growing the last decades, mak-
ing computer aided engineering increasingly important for dealing with these
tougher demands. One indispensable tool for engineers is computational fluid
dynamics (CFD), used for simulating the airflow around vehicles and in the en-
gine compartment. CFD can be used to investigate both aerodynamic forces
and temperature distributions. As opposed to physical tests on roads and in
wind tunnels, running simulations can be incorporated earlier in the design
phase and ultimately save costs by arriving at optimized solutions while avoid-
ing unnecessary add-ons such as heat shields [1]. Simulations can also give
detailed information about e.g. flow structures that are harder to investigate
in experiments, which are constrained by a limited number of measurement
points as well as physical access. However, simulations can also give mis-
leading results, and they need to be validated with experimental data to be
meaningful.

In the past, many large-scale CFD simulations have been limited to steady-
state simulations or short transient cases, however it is now becoming compu-
tationally feasible to do longer transient studies. Time-dependent analysis of
complete vehicle thermal management (VTM) is one application where sig-
nificant advancements have been made in the last 15 years. Some of the most
challenging thermal management issues arise during inherently unsteady situ-
ations, e.g. hot shutdowns. During a hot shutdown the engine is turned off and
the fan stops abruptly after some initial driving, followed by long period with
zero truck speed, referred to as heat soak. After shutdown, the cooling air-
flow stops and natural convection dominates, with heat spikes often occurring
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2 CHAPTER 1. INTRODUCTION

after some time. Another important situation is longer drive cycles where pa-
rameters such as truck velocity, fan rotational speed, engine load and ambient
conditions are changing. In conventional steady-state VTM, typically only ex-
treme conditions are investigated. When temperature data series are available
for complete drive cycles, this can be used with statistical truck usage data to
get estimates of thermal fatigue failures and component lifetimes.

Insufficient thermal management can lead to underhood component break-
downs which in turn might cause vehicle downtime and high warranty costs. It
is not just high temperatures that can damage components. Large temperature
gradients within components, high temperatures in combination with mechan-
ical strain as well as cyclic thermal loading can also result in material issues
and ultimately failures [2]. The underhood of a truck is subjected to signif-
icant heat from the engine and mechanical loads from driving, which means
that without careful consideration thermal problems will be inevitable. Extra
attention must be given to particularly sensitive equipment such as sensors.

Scania aims to be the leading supplier of sustainable transport solutions,
with around 88000 trucks and 8500 buses sold in 2018 [3]. The use of more
lightweight materials, hotter exhaust gases, higher engine power and limited
available space in the underhood of Scania trucks provides challenges to ther-
mal management engineers. Thermal management is no less critical for future
electric vehicles, where sufficient cooling and heating are required to ensure
high battery efficiency, lifetime and safety [4]. This thesis aims to further de-
velop and use transient simulation methods to study hot shutdowns and long
drive cycles from a vehicle thermal management perspective, and use experi-
mental data to validate the results.

Since sensitive information is presented in this thesis, two versions are
available. One Scania version with all details and one public version where all
sensitive scales, sensitive numbers and measurement positions are removed or
replaced with �. The three appendices with probe images, additional figures
and simulation details are only included in the Scania version.



Chapter 2

Background

This chapter gives a brief introduction to the topic of vehicle thermal manage-
ment and presents previous work related to transient thermal management of
complete vehicles.

In the underhood of a truck, air is entering the engine compartment through
the front grille and is used to keep component temperatures within admissible
limits. This airflow is a necessary part of engine cooling but gives an aerody-
namic drag penalty. After the grille, the air passes through the cooling package
and the fan. The fan is used to improve the cooling airflow. The air then enters
the engine compartment and finally leaves the underhood mostly through the
wheelhouses and behind the cab [5]. Underhood thermal management is the
study and optimization of the cooling airflow and the management of under-
hood component temperatures. The temperature environment in the engine
compartment is influenced by multiple parameters such as truck velocity, fan
rotational speed, engine power output and ambient temperature. The thermal
management of trucks is in many respects similar to that of cars, an overview
of the VTM process for cars can be seen in [6].

Using CFD simulations for steady-state vehicle thermal management is a
mature subject, e.g. in [5] the cooling airflow for a Scania truck is investi-
gated in a parametric study. An analysis of car underhood temperatures using
steady-state CFD can be found in [7], and a CFD study investigating the ef-
fects of heat shields in cars can be seen in [8]. Time-resolved complete vehicle
thermal management has become feasible in recent years, one example is that
Mercedes–Benz included heat soak in their standard VTM procedure in 2012
[6].

Simultaneously solved conjugate heat transfer simulations, where CFD
simulations and coupled thermal simulations are performed simultaneously,

3
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are the straightforward approach to transient VTM simulations. The CFD
solver simulates the flow field and fluid temperatures while the thermal solver
simulates convection, radiation and conduction for the solid parts. Numerous
transient conjugate heat transfer studies have been made for simplified geome-
tries, two examples are [9] and [10] which both consider heat soak for sim-
ple underhood geometries. Some time-dependent scenarios are prohibitively
computationally expensive if a fully transient conjugate heat transfer simula-
tion of a complete vehicle is desired. There have been several proposals how
to deal with more challenging complete vehicle scenarios. Three approaches
are suggested in [11]:

• Approximating a transient scenario with a single steady-state simula-
tion. If the conditions are chosen carefully enough, a single simulation
can be used as an estimate of a time-dependent situation. It is a very
primitive approximation, most notably giving incorrect results for com-
ponents with large thermal masses, as these parts typically do not reach
stable conditions when boundary conditions are changing rapidly.

• A quasi-transient approach; running several steady-state CFD simula-
tions and interpolating the results, which are used as boundary condi-
tions in a transient thermal simulation. In other words, the near-wall
temperatures and heat transfer coefficients that are needed as boundary
conditions in the thermal simulation are obtained by interpolating be-
tween each point in a series of CFD simulations. The interpolation is
normally done for each element or part in the thermal model.

• Amore advanced meta-modeling technique. This method is also a com-
bination of steady-state CFD simulations and a transient thermal simu-
lation. The method establishes an input-output model between driving
conditions (input) and near-wall temperatures and heat transfer coeffi-
cients (output). Several steady-state simulations are used to obtain the
input-output relationship, and during the transient thermal simulation
the model is used to provide boundary conditions. The complexity of
the method depends on which inputs are chosen. For a simple approxi-
mation, only the truck velocity can be used but if a more refined model
is desired parameters such as truck velocity, fan rotational speed, heat-
exchangermass flows, exhaust temperature and ambient temperature can
be used.

Themain difference between the quasi-transientmethod and themeta-modeling
method is that the latter does not have the same sequential nature with a clear
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succession of simulations, rather points in the space of inputs are sampled.
Another difference is that the meta-modeling method is more complex, but
once the model is complete it can in principle be used for a wider range of
situations.

Kaushik [11] uses the Navier–Stokes CFD software Fluent1 coupled with
RadTherm2. The three methods are used to simulate a 4 hour long drive cy-
cle, including city-traffic, heat soak and hill climbing. The input-output model
is constructed using 52 steady-state simulations, using the input variables ve-
hicle velocity, fan rotational speed, air temperature at radiator exit, ambient
temperature, exhaust mass flow and exhaust gas temperature.

In some contexts themeta-modelingmethod is also known as the surrogate-
model method. The drive-cycle method currently recommended by Thermo-
Analytics is referred to as a surrogate-model method. ThermoAnalytics also
differentiates between two quasi-transient approaches [12]:

• A stepwise co-simulation method. This method is a quasi-transient ap-
proachwhere the steady-state simulations are performed during the tran-
sient thermal simulation. There is no interpolation involved, i.e. the
near-wall temperature and heat transfer coefficients used in the thermal
simulation are step-functions.

• A pseudo-transient co-simulation method. This method is similar to the
stepwise co-simulation method but there is an interpolation between the
steady-state simulations.

In [13–19] different versions of the quasi-transient and the surrogate-model
methods are used. A fully transient study of a simple unsteady scenario can
be found in [20].

Juszkiewicz and Guessous [13] use a surrogate model with between 2 and
17 steady-state CFD simulations to simulate drive cycles. A 13 minute drive
cycle and a more dynamic 27 minute drive cycle are considered. A simpli-
fied underhood geometry is simulated in Fluent coupled with TAITherm. The
surrogate-model method, with vehicle speed as the only input, is compared
with a simultaneously solved conjugate heat transfer simulation. The transfer-
ability of one model to multiple drive cycles is discussed, the number of input
sample points is varied and different interpolation methods are tried.

Pryor et al. [14] consider hot shutdowns, long drive cycles and diesel par-
ticle filter regeneration for a complete truck, using the Navier–Stokes CFD

1Fluent is an ANSYS CFD software.
2RadTherm is a ThermoAnalytics software that simulates convection, radiation and con-

duction. RadTherm, TAITherm and PowerTHERM are all ThermoAnalytics thermal solvers.
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solver STAR-CCM+3 coupled with RadTherm. A surrogate model is used to
simulate around 20 minutes of heat soak and a more than 6 hours long drive
cycle. For the drive cycle, the interpolation between steady-state simulations
is done by assuming that the heat transfer coefficient is a linear function of the
two parameters fan mass flow and truck speed. Different methods are tried for
the interpolation of near-wall temperature, assuming it is mainly dependent on
fan mass flow, truck speed, exhaust temperature and fan air temperature. The
number of steady-state simulations used is 6 for hot-shutdown simulations and
25 for drive-cycle simulations. Two additional steady-state simulations are
used to test the correlations.

A quasi-transient method is used by Disch et al. [15] on a complete car
going uphill with high load. The simulation duration 20 minutes is resolved
with 80 steady-state simulations. STAR-CCM+ is used both for the fluid simu-
lations and thermal simulations, coupled with GT-SUITE4 for heat-exchanger
performance.

Weidmann, Binner, and Reister [16] consider 20 minutes heat soak for
simplified geometries and a complete car. The Navier–Stokes solver StarCD5

is used, coupled with RadTherm and PERMAS6. RadTherm is used for the
simple cases while PERMAS is used for the complete vehicle analysis. A
quasi-transient method is employed, with 80 CFD points being used for the
transient thermal simulation.

The use of a surrogate-model approach for very dynamic drive cycles is
explored by Haehndel et al. [17, 18], by processing the drive-cycle data with
different types of moving averages. Only the velocity is used as an input vari-
able in the surrogate model. STAR-CCM+ coupled with RadTherm is used
in the analysis of a complete car in [17] and a simplified underhood model in
[18]. In [18] the number of steady-state simulations used is varied and also the
possibility to use uncoupled steady-state simulations (without thermal input)
instead of coupled steady-state simulations is investigated. Between 8 and 13
steady-state simulations are used in [18] and 11 steady-state points are used in
[17] for the around 10 minute long drive cycle.

Mukutmoni, Alajbegovic, and Han [20] simulate a key-off/engine idle sce-
nario for a complete car using PowerFLOW7 and PowerTHERM. PowerFLOW
uses a Lattice–Boltzmann method instead of relying on the Navier–Stokes

3STAR-CCM+ is a Siemens CFD software.
4GT-SUITE is a Gamma Technologies software. It is mainly a simple sub-system fluid

mechanics solver and multi-physics platform.
5StarCD is a Siemens CFD software.
6PERMAS is a general finite element code from Intes.
7PowerFLOW is a CFD solver from Exa, now owned by Dassault Systèmes.
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equations. A fully transient method is used to simulate 15 minutes of idling
with the engine off but with the fan running.

PowerFLOW can also be used in the surrogate-model approach, although
the software is inherently transient. Simulations with constant boundary con-
ditions, where the flow has converged to a steady state, are then used instead
of actual steady-state simulations. Jansen et al. [19] use a couple of converged
stabilized PowerFLOW simulations of a complete car to interpolate the flow
field for a roughly one hour long drive cycle. In the analysis 6 steady-state
simulations are used to approximate a very dynamic drive cycle. Underhood
temperatures are not considered in the paper, it is only the cooling package that
is investigated, which makes the case setup less complex. The heat-exchanger
performance is obtained in GT-SUITE.

It is clear that a number of quasi-transient and surrogate-model methods
have been explored in the literature. These methods are however not com-
pletely satisfactory for heat-soak simulations, and furthermore if many steady-
state simulations are needed the computational costs can be relatively high. In
this project, a slightly different quasi-transient method is used, mainly focusing
on re-using steady-state data in an efficient way. Additionally, a time-scaling
method is evaluated for short drive cycles and heat soak.



Chapter 3

Methods

This chapter is divided into several parts describing the theory behind the used
software and the specifics of the case setups. Three types of setups are de-
scribed:

• Stabilized simulations. These simulations have constant boundary con-
ditions, and the flow has been allowed to reach a steady state. These sim-
ulations are transient but correspond to steady-state simulations. Stabi-
lized and steady-state and will be used interchangeably in the rest of this
thesis.

• Hot-shutdown simulations. These simulations consist of a short driving
period followed by a heat-soak period when the truck is standing still
with the fan and engine off. During the soak part the conditions are not
changing rapidly but it needs to be resolved in time to capture natural
convection and heat peaks.

• Drive-cycle simulations. These simulations try to resolve long transient
drive cycles with changing conditions.

Complete vehicle thermal management simulations need a discretized ge-
ometry, a case setup with partially known conditions, a fluid mechanics solver,
a thermal solver and a computer cluster to perform the calculations on. Given
this, any unknown fluid parameter and component temperature can be calcu-
lated in the domain. In this project, the NASTRAN files of the truck geometry
were available at Scania and simulations were done using PowerFLOW (ver-
sion 5-2019) and PowerTHERM (version 12.6) on the KTH computer cluster
Beskow with 67456 cores. Beskow was ranked as 111 on the TOP500 list of
supercomputers in 2018 [21]. Between 2880 and 5760 cores were used for the
simulations.

8
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3.1 Computational method
Conventional CFD uses the continuity equation,

∂ρ

∂t
+
∂ (ρuj)

∂xj
= 0 (3.1)

and the Navier–Stokes equations

∂ (ρui)

∂t
+
∂ (ρuiuj)

∂xj
= − ∂p

∂xi
+
∂τij
∂xj

+ ρfi, (3.2)

where fi is a general body force and τij is the shear stress tensor. An energy
conservation equation is solved together with these equations,

∂

∂t

[
ρ
(
e+

uiui
2

)]
+

∂

∂xj

[
ρ
(
e+

uiui
2

)
uj

]
=

ρq̇ + ρuifi −
∂ (pui)

∂xi
+
∂ (τijui)

∂xj
+

∂

∂xi

[
k
∂T

∂xi

]
, (3.3)

where e is the specific internal energy, q̇ is the volumetric heat addition per unit
mass and k is the thermal conductivity [22] (p.77). An additional equation of
state is also needed to solve the equation system, as well as an expression for
the shear stress tensor which can be obtained e.g. by assuming that the fluid is
Newtonian. Note that the equations are here presented in conservation form,
which is the most common form for numerical applications.

The Lattice–Boltzmann method (LBM) is an alternative to methods us-
ing the Navier–Stokes equations. It is based on more fundamental concepts
of statistical mechanics. For small Knudsen numbers1 both sets of equations
are applicable, and the Lattice–Boltzmann andNavier–Stokes formulations are
equivalent [23] (p.30-31). Another way of saying this is that when approach-
ing the incompressible limit using LBM, the incompressible Navier–Stokes
equations are recovered [24]. The LBM theory relies on the Boltzmann equa-
tion,

∂f(t, ~x, ~u)

∂t
+~u· ∂f(t, ~x, ~u)

∂~x
+
~F

m
· ∂f(t, ~x, ~u)

∂~u
=

[
∂f(t, ~x, ~u)

∂t

]
collisions

, (3.4)

1The Knudsen number is the molecular mean free path divided by a representative length
scale.
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where f is the particle distribution function, ~F includes the long range forces
acting on the particles andm is the particle mass [23] (p.41). The term on the
right hand side of the equation represents the change of f due to collisions.
The macroscopic fluid quantities (ρ, ~u) are obtained from f using integrals or
sums [24, 25].

PowerFLOW uses a variant of the Lattice–Boltzmann method with some
extensions, coupled with an energy equation. It employs a Very Large Eddy
Simulation (VLES) approach and resolves large-scale turbulence while mod-
eling the smaller scales with a Re-Normalization Group (RNG) k-ε turbulence
model [26] (p.11). The fluid is treated as a collection of particles, or a parti-
cle density distribution function, instead of a continuum. The discretization is
slightly different than in normal finite volume CFD. The Lattice–Boltzmann
method is in principle a finite-difference method [24, 25]. The particles can
only occupy certain positions and have a discrete set of velocities (i.e. the
phase space of positions and velocities is discretized) [24], [26] (p.5). Mi-
croscopic convection is used resulting in a CFL number u∆t/∆x = 1 every-
where. Note that PowerFLOW is a commercial software that does not disclose
all details of the underlying equations and theory. The method is said to have
stability advantages over traditional CFD and is well suited for simulating un-
steady processes [26] (p.5), [27].

3.1.1 Turbulence modeling
Turbulence arises naturally in most high speed fluid flows, when the inertial
forces are larger than the damping by viscous forces. Turbulence is character-
ized by chaotic swirling fluctuations in space and time, over a large set of eddy
sizes. The Reynolds–Averaged Navier–Stokes (RANS) equations are the most
commonly used computational approach to handle turbulence. The velocity
field is in RANS split into a fluctuating part and an average part ui = Ui + u′i,
and the effect of the fluctuations on the mean velocity field is modeled [28]
(p.13-19). The straight-forward alternative to RANS is to fully resolve all
fluctuations with direct numerical simulations (DNS), but this is not possible
in automotive industry settings as it is extremely computationally expensive.
Large Eddy Simulation (LES) is an alternative that combines the respective
strengths of these two methods. LES fully resolves large-scale fluctuations
and uses a turbulence model for the smaller scales. The smaller eddy scales
are generally more isotropic and independent of geometry which makes them
more universal and thus easier to model [28] (p.119). PowerFLOW utilizes
this method, but with a large fraction of the turbulence being modeled, the



CHAPTER 3. METHODS 11

approach is referred to as VLES.
Details of the original RNG k-ε turbulence model can be found in [29].

PowerFLOW uses a version of this turbulence model, adapted to LBM. The
software solves equations for the turbulent kinetic energy k =

u′iu
′
i

2
and the tur-

bulent kinetic energy dissipation rate ε = ν
∂u′i
∂xj

∂u′i
∂xj

along with the Boltzmann
equation. The turbulence modeling PowerFLOW uses is described with more
details in [27]. The swirl-corrected RNG k-ε equations are

ρ

(
∂k

∂t
+ Ui

∂k

∂xi

)
= τijSij − ρε+

+
∂

∂xj

[
ρ

(
ν

σk0
+

νT
σkT

)
∂k

∂xj

]
,

(3.5)

ρ

(
∂ε

∂t
+ Ui

∂ε

∂xi

)
= Cε1

ε

k
τijSij − C ′ε2ρ

ε2

k
+

+
∂

∂xj

[
ρ

(
ν

σε0
+
νT
σεT

)
∂ε

∂xj

]
,

(3.6)

where Ui is the mean velocity and u′i is the turbulent fluctuation, νT = Cµk
2/ε

is the turbulent viscosity, Sij = 1
2

(
∂Ui

∂xj
+

∂Uj

∂xi

)
is the mean flow strain rate ten-

sor and the values of the coefficientsCµ, Cε1 , Cε2 , σk0 , σε0 , σkT and σεT depend
on the version of the model that is used [27]. C ′ε2 depends on Cε2 , Cµ, k, ε, lo-
cal strain and local vorticity.

3.1.2 Transient approximations
Two methods were used to expand the range of times possible to simulate with
a complete vehicle setup. The desire is to simulate dynamic scenarios of up
to around one hour. Simulating one hour of driving using a simultaneously
solved conjugate heat transfer method with the current setup would require
a prohibitively large computational effort. The order of magnitude for this
computational cost would be 108 CPUh, based on a 5 s simulation in section
4.3.1 which was done with no transient approximations, costing around 3·105

CPUh.
The first method uses a thermal scale factor (TSF) to scale the time be-

tween thermal simulation and fluid simulation. This method can reduce the
cost of simulating one hour of driving to around 107 CPUh, thus making it
possible to simulate durations of around 10 minutes of driving, or one hour



12 CHAPTER 3. METHODS

for less demanding heat-soak scenarios. The option to use a thermal scale fac-
tor is readily available in PowerFLOW. The scaling implies that for TSF = 30,
1 minute in PowerFLOW corresponds to 30 minutes in PowerTHERM. The
PowerTHERM time corresponds to physical time, and the dynamic boundary
conditions are compressed into the smaller time frame that is used in Power-
FLOW. The TSF-approach, with scale factors between 1 and 60, was used for
hot-shutdown simulations.

The secondmethod is a quasi-transient method, which can reduce the com-
putational cost of simulating one hour of driving to 106 CPUh. The method
uses several steady-state simulations to interpolate heat transfer coefficients
(HTC) and near-wall temperatures for an entire drive cycle. The interpolated
values are then supplied to a fully transient thermal simulation of the solid
parts. This method is discussed more in chapter 2. The quasi-transient ap-
proach, with linear interpolation, was used for drive-cycle simulations.

3.1.3 Coupling
In this project, complete vehicle thermal management simulations were done
using PowerFLOW coupled with PowerTHERM. PowerTHERM is a Thermo-
Analytics software that simulates thermal conduction, convection and radia-
tion [30] (p.1). PowerTHERM supplies wall temperatures for the solid sur-
faces to PowerFLOW that in turn provides PowerTHERM with heat transfer
coefficients and near-wall temperatures. This exchange of information be-
tween the two solvers occurs for the entire simulation duration, with a pre-
determined coupling frequency. The heat transfer coefficients and near-wall
temperatures supplied to PowerTHERM were not snapshot data, instead aver-
aged values over the whole coupling period were used. The coupling settings
were substantially different for the three considered situations:

• For stabilized (steady-state) simulations, the time for the first coupling
was 30000 timesteps and the number of steps between couplings was
set to 20000. This corresponds to around 100 couplings for a typical 3 s
stabilized simulation.

• For hot shutdowns, the coupling period was first set to 0.67 s for the
dynamic driving before shutdown and then changed to 1.67 s during the
linear decrease to heat-soak conditions. This corresponds to about 600
couplings during the short drive cycle. During heat soak the coupling
period was set to 18 s which leads to around 150 couplings in total for
this phase.
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• For the drive-cycle simulations another coupling methodology had to
be employed due to the desire to simulate long physical time. For these
cases fully transient simulations were not possible and a quasi-transient
method was used instead. PowerTHERM simulated the entire drive cy-
cle with input from several steady-state PowerFLOW simulations. The
steady-state simulations used the same coupling settings as the other
stabilized simulations.

PowerFLOW was also coupled to PowerCOOL for the steady-state simu-
lations. PowerCOOL calculates heat-exchanger performance by solving the
heat transport equation. The PowerCOOL coupling period was set to 2000
timesteps. Variable-heat-rate porous media were used to model the heat ex-
changers for transient simulations.

3.1.4 Procedure
Steady-state simulations

The procedure for stabilized simulationswas to first run a PowerTHERMstand-
alone simulation, without input from PowerFLOW. To initialize this uncoupled
run most of the parts were set to ambient temperature, with the engine, turbo
and exhaust manifold being the major heat sources. The results from the un-
coupled run was then used as input to a first coarse PowerFLOW simulation
coupled with PowerTHERM. The coarse setup was defined as the same case
with less grid-refinement regions and the smallest voxel size doubled, while
decreasing the resistance in porousmedia to give reasonablemass flow through
them even with the coarse resolution. The front grille was removed from the
coarse simulations. Finally, the coarse results were used as initial conditions
for a fine coupled PowerFLOW run.

Hot shutdown

For hot shutdowns, the last part of the drive cycle before shutdown and the
heat-soak periodwas simulated using a thermal scale factor. The transient sim-
ulations were initialized from a steady-state simulation with conditions chosen
as a high load case with relatively constant parameters during 40 s of the drive
cycle. The procedure for hot shutdowns was thus to first do a stabilized sim-
ulation according to the procedure above, after that a part of the drive cycle
before shutdown was simulated, giving initial conditions for a final heat-soak
simulation. The drive-cycle part of the simulation actually consisted of:
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• A drive-cycle phase with dynamic boundary conditions. During this
phase the PowerTHERM coupling needs to be done quite often to cap-
ture rapid changes in driving conditions.

• A phase where the velocity is constant and zero. This is needed between
the transient part and the heat-soak part of the simulation in order to
remove high velocities from the domain. The duration of this phase
was selected to be � s, chosen by considering the length of the domain
(around 300 m) and a typical velocity (around� m/s). During heat soak
the characteristic and maximum velocities should be set to low values,
this cannot be done directly after the truck stops. Here the coupling to
PowerTHERM does not need to be very frequent.

For the heat-soak simulation the boundary conditions and some settings
were changed. The heat-soak part needed to be a separate simulation due
to these changed conditions and in particular a different maximum expected
velocity. The heat-soak simulations were initialized using results from the
short drive cycle, using what PowerFLOW refers to as MKS-seeding, which
accounts for the different maximum and characteristic velocities between the
transient and heat-soak setups.

Drive cycle

For drive-cycle simulations, the procedure was to first collect heat transfer co-
efficients and near-wall temperatures for a selection of steady-state points. The
procedure for these simulations was the same as the procedure for the other sta-
bilized simulations. The heat transfer coefficients and near-wall temperatures
were then interpolated between linearly and used as input to a fully transient
thermal simulation. A Python script was developed to identify a limited num-
ber of steady-state points that could be re-used multiple times to build up a
long drive cycle. The script first identifies points with a high number of oc-
currences, then the user chooses additional important points and simulates all
points manually. After the CFD simulations are done, the script copies and or-
ders near-wall temperature and HTC data, accounting for all matching points,
to build up a large sequence of boundary conditions for a thermal solver.
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3.2 Case setup

3.2.1 Solver settings
CFD solver

The fluid energy and momentum equations were coupled in the CFD solver.
PowerFLOW takes compressibility into account. Gravity was taken into ac-
count in regions with low velocity. The timestep size in PowerFLOWwas such
that the CFL number was 1, i.e. ∆t = ∆x/u, but also taking the maximum ex-
pected temperature and velocity into account. A low Mach regime was used,
assuming M < 0.5 even though the flow in the exhaust can be close to the
limits of this regime. Single precision was used.

Thermal solver

For the steady-state simulations and the simulations using a thermal scale fac-
tor, the solver settings in PowerTHERM were determined by PowerFLOW.

For the quasi-transient simulations, a timestep size of 1 s was used in the
thermal solver, both for the 384 s short drive cycle and the longer 4560 s drive
cycle. The convergence criterion was set to a tolerance slope of 10−5 ◦C per
iteration. The tolerance slope is the rate at which themaximum nodal tempera-
ture change (occurring for any node) is decreasing [30] (p.382). Themaximum
number of iterations was set to 1000.

3.2.2 Fluid properties and initial settings
The air was assumed to be an ideal gas with ambient fluid properties varying
slightly in the temperature range� to� ◦C and the pressure range� to� kPa.
The stabilized simulations were initialized with coarse runs. The major part
of the coarse run simulation volume was initialized with the truck speed in the
x-direction, ambient pressure and ambient temperature. The initial turbulence
intensity was set to 1%.

The hot-shutdown simulations were initialized with steady-state results.
The initial driving conditions were chosen as a relatively stable point during
the drive cycle. The soak simulations needed to be re-initialized from the
drive-cycle results rather than just continuing after the short drive cycle due to
changed settings.

The quasi-transient simulations of drive cycles used coarse runs for each
steady-state point as initial conditions.
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3.2.3 Geometry and boundary conditions

Figure 3.1: Truck underhood seen from above.

A Scania 450 hp truck2 with semi-trailer was used in the simulations. The
complete truck was used in PowerFLOW, while a part of the truck was used
in PowerTHERM, chosen as the region of interest and the region affecting
radiation in the underhood. The PowerTHERM model was built with shell
parts, with assigned thickness. The underhood layout can be seen in figure
3.1. The selective catalytic reduction (SCR) tank is connected to a urea dosing
system (not visible in the figure) and catalysts inside the silencer. The truck
with trailer is roughly 16.5 m long. The inlet was positioned 5 truck lengths
upstream and the outlet 14 truck lengths downstream of the truck. The distance
from the truck to the sides of the domain was 41.7 m and the distance from the
ground to the top of the domain was 120 m. The x-direction was designated as
the streamwise direction while the z-direction was chosen upwards, i.e. in the
direction of the ground normal vector. The y-z dimensions of the simulation
domain were determined by choosing a blockageAtruck/Adomain of 0.1%, with
the same y-z-ratio as the truck.

The cooling package geometry can be seen in figure 3.2, the transparent
parts were modeled as porous media. The actual heat exchangers have very

2The truck that was used is a P-cab test vehicle.
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Figure 3.2: Disassembled cooling package, air intake and fan. The heat ex-
changers for the air conditioner, charge air cooler and radiator are referred to
as AC, CAC and RAD in the figure.

small-scale geometrical details that are very computationally expensive to re-
solve adequately, but assuming they act as porous media is sufficient for most
simulations. The pressure drop through a porous medium is described by the
Darcy–Forchheimer equation, here integrated and one-dimensional,

∆p

L
= −ρu (VR + IR|u|) , (3.7)

where L is the heat-exchanger streamwise thickness, VR the viscous resistance
and IR the inertial resistance. The equation and when it is applicable are dis-
cussed e.g. in [31]. The viscous resistance and inertial resistance for the heat
exchangers used in the simulations were delivered by the manufacturers of the
three heat exchangers. The radiator and charge air cooler were modeled as
porous media, using PowerCOOL, with specified heat rejection rates (or for
some simulations specified inlet temperatures) while the AC heat exchanger
was set as an adiabatic porous medium. A different heat exchanger model was
also tried, called "variable-heat-rate porous media". This is a simpler model
assuming a homogeneous heat rejection rate inside the heat exchangers. There
is also an insect net in the actual geometry, but rather than modeling this as
a thin porous medium its inertial and viscous resistance were added to the
charge air cooler after being scaled by the net’s streamwise extent divided by
the streamwise extent of the charge air cooler. This was done to save the com-
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putational cost associated with resolving a 1 mm thin, large-surface net with
at least 4 cells in the streamwise direction.

Steady-state simulations

For steady-state simulations, standard external aerodynamics boundary condi-
tions were used. The domain top and sides were set to slip walls, the ground
was set to sliding wall, the tires were modeled as rotating walls while the rest
of the solid surfaces were set to no-slip walls. The rotation of the wheels and
the speed of the ground were set to conform to the truck speed. At the in-
let a velocity was prescribed and the outlet was set to a static pressure outlet.
The exhaust was modeled as an additional mass-flow inlet just downstream
of the turbocharger and the engine air intake was modeled as an additional
mass-flow outlet. The turbulence intensity was set to 1% for all inlet bound-
ary conditions. The fan was modeled using a sliding mesh region, with the fan
rotational speed specified.

Thermal boundary conditionswere set in PowerTHERM. The turbocharger
and turbo-compressor were set to spatially homogeneous assigned tempera-
tures. Internal flows can bemodeled as simple 1D fluid streams and fluid nodes
in PowerTHERM. The internal volume inside the air-intake pipe, CAC pipes
and exhaust manifold (between the engine and turbocharger) were set to fluid
streams with inlet temperatures and mass flows specified. The internal flow
downstream of the turbo was obtained in the main PowerFLOW simulations, it
can be seen in figure � in appendix �. The fluid inside the engine, engine-oil
system, gearbox, fuel tank, SCR system, radiator inlet pipe and radiator outlet
pipe were modeled with assigned temperature fluid nodes.

Hot shutdown

The boundary conditions for hot-shutdown simulations were mostly the same
as for steady-state simulations but with some important adjustments. During
the transient part the inlet velocity was no longer prescribed, rather a global
non-inertial reference frame was used to simulate the truck motion through a
stagnant fluid. This is supposed to give faster convergence compared to vary-
ing the inlet boundary condition [32] (p.284), and is also more likely to work
well in combination with a thermal scale factor. The wheels were still rotated
and the ground moved in accordance with the varying conditions. The ex-
haust gas temperature, exhaust mass flow, truck velocity, fan rotational speed
and heat-exchanger inlet temperatures and mass flows were varied using ta-
bles. The last 50 s of measurements were missing, and during this period the
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boundary conditions had to be estimated. A linear decrease to the heat-soak
conditions was used as boundary conditions for this period without data. The
normalized variation of truck velocity, fan rotational speed and other relevant
parameters before shutdown are shown in figure 3.3. The maximum truck ve-
locity during the cycle was � km/h, the maximum fan rotational speed was
� RPM and the maximum altitude was � m above sea level.

Figure 3.3: The variation of normalized boundary conditions leading up to
hot shutdown. After 500 s the velocity and fan rotational speed remain zero
during the rest of the heat soak.

For the heat-soak simulations, the non-inertial reference frame was dis-
abled, and instead the former inlet, side walls and outlet were set to pressure
inlets and the ceiling was set to a pressure outlet. These boundary conditions
were used since the flow is driven by buoyancy during this phase, with the
hot engine parts causing warm air to rise towards the ceiling while sucking
in colder air from the sides. The ground was set as a slip-wall since the ef-
fect of friction will be negligible. The charge air cooler and radiator were no
longer modeled as heat exchangers, instead they were assumed to be solids
with prescribed temperature corresponding to the mean internal fluid temper-
ature. This approximation is used since the flow through them is negligible
during the heat-soak phase, and other less primitive models were not com-
patible with the current setup. As solids with correct temperature, they will
heat up the surrounding air as they should, which is also their main influence
during heat soak. Most of the heat sources were removed for these simula-
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tions, the temperature was calculated instead of assigned for e.g. the engine
fluid node. Assigned temperatures were still used for the turbo-compressor
and turbocharger.

Drive cycle

Since steady-state simulations were used for the drive-cycle simulations, the
steady-state simulation setup described above was used. The boundary con-
ditions were a selection of driving conditions from the drive cycle. Many
parameters vary significantly during the cycle but only the vehicle velocity,
fan rotational speed and exhaust temperature were considered when choosing
CFD points for the quasi-transient method. The variation of these and several
other parameters during the drive cycle can be seen in figure 3.4, it is obvious
that the drive cycle is very dynamic and that it is a challenge to find less than
10 steady-state points that approximate it well. The maximum velocity during
the cycle was� km/h, the maximum fan rotational speed was� RPM and the
maximum altitude was � m above sea level.

Figure 3.4: The variation of normalized boundary conditions during the 77
minute drive cycle.

The 8 points that were used in the quasi-transient method, plotted with all
matching points, can be seen in figure 3.5. Each cross in the figure represent
a matching point, while the corresponding total heat rejection rate points are
marked with circles. The heat rejection rate was not used to match points, and
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it can be seen in the figure that this will lead to some errors. The tolerances that
were allowed were 1.8 km/h, 38 RPM and 9.6 ◦C. In total the number matches
was around 700, it is those points that are plotted in figure 3.5, but the number
of unique CFD points that the 8 simulations can be used for are 43. These
43 matches are the points that are left when all repeating boundary conditions
have been removed, i.e. points that would have supplied the thermal solver
with the same boundary conditions repeatedly.

Figure 3.5: Point selection for the quasi-transient method. It was the truck
velocity (blue), fan rotational speed (red) and exhaust gas temperature (green)
that were used to match points. The sum of the heat rejection rates for the
charge air cooler and radiator (yellow) was not used to match points, but is
included in the figure to illustrate how well that parameter is covered by the
approximation.

3.2.4 Computational grid
PowerFLOW discretization

In PowerFLOW, the computational grid is divided into voxels with size con-
trolled by Variable Resolution (VR) levels. Each subsequent VR level has half
of the previous VR voxel size and half the update frequency, i.e. the coarse
voxels are not updated every time step, but the finest voxels are updated every
step. It should be noted that the cell growth rate (the size difference between
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adjacent cells) cannot be controlled in PowerFLOW, the software does not use
a finite-volume method and the size difference is always a factor 2 for adjacent
VR regions.

The truck surface is discretizedwith a triangular mesh, giving intersections
between voxels and surfaces referred to as surfels in PowerFLOW. The number
of facets for this surface mesh was 12·106.

Figure 3.6: PowerFLOW voxel-size isosurfaces for the final case of the grid-
refinement study.

The VR domains used for the final case of the grid-refinement study are
shown in figure 3.6. The computational grid was refined around the under-
hood while sacrificing resolution for external aerodynamics. This means that
the velocity field is not accurate around e.g. the side mirrors. The finest voxel
domain was placed around the most critical parts; the grille, fan and heat ex-
changers. It was ensured that more than 4 voxels were used to resolve the
porous media streamwise extent, according to best practice guidelines [32]
(p.139). A minimum of 4 voxels in each gap in the geometry was also aimed
for, in critical areas this resolution was ensured but the underhood is very com-
plex and in some gaps this could not practically be realized. The computational
grid consisted of 133·106 voxels, 47·106 fine equivalent voxels, 44·106 sur-
fels and 17·106 fine equivalent surfels for the final case of the grid-refinement
study. The fine equivalent count is a number more related to computational
cost than the number of voxels. It is calculated by using the number of voxels
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and surfels and taking the different update frequencies of different VR regions
into account. It is in principle the number of voxels that are updated each step,
for details see [26] (p.55).

A common way to judge if the resolution is sufficiently fine is by plotting
the y+ values of the first cell along solid surfaces. The quantity y+ is a non-
dimensional distance from the wall, defined as

y+ =
u∗y

ν
, (3.8)

where u∗ is the friction velocity,

u∗ =

√
τw
ρ

(3.9)

and τw is the wall shear stress [28] (p.52-53). Depending on the employed
computational method different y+ values for the first cell are recommended,
often y+ ≤ 1 is aimed for to fully resolve the boundary layer. In PowerFLOW
a wall function is used [26] (p.11-12) and the y+ range 30 to 300 is recom-
mended for the first cell, in order for it to be in the logarithmic layer [32] (p.98).
The wall model PowerFLOWuses is based on a generalized pressure-extended
law of the wall [33]. The computational grid was designed to fulfill y+ < 300

except for some exterior surfaces, e.g. for the trailer. Note however that y+
does not only depend on the grid but also on the solution, i.e. if it is intended
to use the same grid in different simulation cases the y+ values will not always
be ideal. Here the same VR regions were used for all simulations, with some
minor changes between the cases, and designing a grid that is suitable for an
entire dynamic drive cycle is challenging.

Figure 3.7: First cell distribution of y+ for the truck surfaces.
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Figure 3.7 shows y+ values on the truck surface for the truck speed� km/h.
The computational grid in the figure corresponds to the final case of the grid-
refinement study. The bottom surfaces cannot be seen in the figure but the y+
values there were below 100. It was also verified that the range of y+ values
was acceptable for the entire duration of the drive cycle and heat soak.

The grid requirements are different for the heat-soak simulations, since ve-
locities are significantly lower and the fan is not rotating. Therefore the VR11
regions were changed to VR09 and VR10. The voxels in the heat exchangers
were removed, since they are modeled as solids during heat soak. This reduced
the cell counts to 114·106 voxels, 59·106 fine equivalent voxels, 42·106 surfels
and 26·106 fine equivalent surfels.

The timestep size depends on the computational grid, it ranged from 1.1 µs
for the stabilized simulations to 57 µs for the heat-soak simulations.

PowerTHERM discretization

Figure 3.8: PowerTHERM geometry and mesh. The noise encapsulation is
hidden to reveal the engine mesh, but apart from that the PowerTHERMmodel
corresponds to what is visible in the figure.

An additional separate mesh of the truck geometry is required in Pow-
erTHERM, this mesh can be seen in figure 3.8. A quad-dominant mesh was
used, the number of cells was 1.56·106. The PowerTHERMmesh was divided
into radiation patches, to decrease the computational cost of radiation calcu-
lations. This means that with respect to radiation the cell count in non-critical
areas was decreased by a factor 9 and in all other areas by a factor 2. The Pow-
erTHERM mesh needs to be coupled to the PowerFLOW surfels, to exchange
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temperatures and heat transfer coefficients. This coupling should ideally be
one-to-one, but can for some parts be less than perfect. The coupling was
100% for most of the parts but lower for e.g. several components in the si-
lencer. In total the unmatched area was around 1.5 to 3.0%. Reasons for the
discrepancy include parts that are not identical in both models, some parts that
are not present in both models and some instances of cells that simply have not
been properly matched to their counterparts in the other model for the chosen
match criteria.

PowerCOOL discretization

There is also a discretization of the heat exchangers for PowerCOOL. The ra-
diator and charge air cooler were divided into 1600 rectangular cells each.
This was not needed for the AC heat exchanger since it was not modeled with
PowerCOOL.

3.3 Measurements
The simulation results were compared with wind-tunnel measurements from
previous cooling-capacity tests, hot shutdowns and drive cycles. The mea-
surements were done in the climatic wind tunnel CD5 at Scania. It should be
noted that these experimental results were used both for validation purposes
and to prescribe boundary conditions. The inputs to the model were e.g. the
internal gas temperature of the exhaust manifold and the surface temperature
of the turbocharger. Parameters that were compared include e.g. silencer sur-
face temperatures and air-probe temperatures. The relevant probes can be seen
in figures �-� in appendix �.

Temperatures were measured with thermocouples. Thermocouples use the
Seebeck effect, by registering the voltage between two conductors made of
different materials the temperature can be obtained [34].

Positionmeasurements were also performed in connectionwith this project
to ensure correct probe positions. They were carried out on a truck with simi-
lar geometry and probe positions as the truck that was used in the simulations.
The position-measurement equipment was not exact but the goal was only to
indicate if any probes had significantly erroneous coordinates in the simula-
tions. One probe that was expected to have a different position was CTL07
that was inside a solid in the simulations. The position measurements primar-
ily indicated that CTL01 might have an incorrect x-coordinate.
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Results

A total of 15 steady-state cases, 5200 s total (added) drive-cycle time and
5400 s heat soak were simulated. These simulations amounted to a total com-
putational cost of 7·106 CPUh. The results are presented in this chapter, which
is split into a grid-refinement part with results from stabilized simulations, an
investigation of heat-exchanger modeling also using stabilized simulations and
two sections with transient results, using a thermal scale factor and a quasi-
transient method. All simulations were done in free conditions but were com-
pared with measurements from a climatic wind tunnel.

4.1 Grid-refinement study
A grid-refinement study using stabilized simulations was done in order to in-
vestigate grid convergence. The first part of it consisted of three cases:

I. A VR10 case with resolution 5 mm at VR8. The fan, heat exchang-
ers, silencer and grille were resolved with VR10. The computational
grid consisted of 719·106 voxels, 395·106 fine equivalent voxels, 98·106

surfels and 59·106 fine equivalent surfels.

II. A VR10 case with resolution 5 mm at VR8, with mainly VR1-9 vox-
els. Only the grille was resolved with VR10. VR9 was used for the
fan, heat exchangers and silencer. The computational grid consisted
of 579·106 voxels, 244·106 fine equivalent voxels, 83·106 surfels and
41·106 fine equivalent surfels.

III. A VR10 case with resolution 10 mm at VR8. The fan, AC heat
exchanger and grille were resolved with VR10. VR9 was used for the

26
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silencer, radiator and charge air cooler. The computational grid con-
sisted of 99·106 voxels, 42·106 fine equivalent voxels, 37·106 surfels and
19·106 fine equivalent surfels.

Figure 4.1: Underhood surface temperatures and velocity magnitude stream-
lines for case I.

The simulation duration was 3 s physical time for all cases. The truck ve-
locity was � km/h and the fan rotational speed � RPM. Underhood compo-
nent temperatures after 3 s for case I can be seen in figure 4.1. The results in the
figure were averaged in time, excluding the initial transient. Streamlines were
seeded just behind the fan and colored with velocity magnitude. All surface
temperatures in the figure are calculated, except the turbocharger and turbo-
compressor surfaces which are assigned temperature boundary conditions. In
the figure some re-circulation can be noted upstream of the fan.

Mass flow through the heat exchangers, temperature probes and average
component temperatures were used to see if grid convergence was reached.
Measurements were available for� air temperature probes, these probes were
used as a basis for the comparison. The MTL probes are near the engine and
cooling package while the CTL probes are further downstream in the chassis,
the probe positions can be seen in figures�-� in appendix�. It was temporal
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average values, excluding the initial transient, that were compared for air tem-
peratures and for mass flows, while for solid components the last temperatures
were used. All values were spatially averaged. The air probes were averaged in
small spherical volumes with diameter 5 cm, the first catalyst and exhaust tem-
peratures over measurement surfaces and the component temperatures over all
elements belonging to the corresponding part.

All grid-refinement results are shown in figures 4.2-4.7. The cases are
ordered with respect to the coarseness of the grids in these figures.

Figure 4.2: Grid-refinement MTL probe comparison.

The results for the MTL probes near the engine for the different grid-
refinement cases can be seen in the figure 4.2. Overall the temperatures match
the measured temperatures quite well, although there are notable differences,
especially for the probe MTL09DL. It can be noted that all probes except the
three probes closest to the turbocharger exhibited higher temperatures than
the measurements, which can be an indication of an overall higher base tem-
perature due to a lower cooling mass flow. However, the temperatures of the
three probes closest to the turbo were lower than the measurements, which
could be due to a temperature boundary condition that is not accurate. The
turbocharger and turbo-compressor were set to assigned temperatures, taken
from measurements at specific points. The temperature of the exhaust man-
ifold was calculated, but the temperature of the internal exhaust gas inside it
was assigned. The surface temperature was significantly lower than expected
and might be the reason for the low temperatures of the closest probes. An-
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other interpretation of the results is that the cold side of the engine is too hot
and the hot side too cold in the simulations.

The results for the heat-exchanger MTL probes are shown in figure � in
appendix �. The re-circulation of hot air back into the heat exchangers that
was seen in measurements was not resolved adequately in the simulations, at
least not in the same location. Some re-circulation was present though, which
can be seen in figure 4.1. The only heat-exchanger probe that exhibited some
re-circulation effects, i.e. a higher temperature, was MTL25 for the coarsest
case. Most of these probe temperatures were very close to the ambient tem-
perature, which might suggest that the probes were placed too far upstream,
or that the upstream effects of the hot engine components were not captured
in the simulations.

Figure 4.3: Grid-refinement CTL probe comparison.

The CTL probe comparison is shown in figure 4.3. Note that the air tem-
perature probe CTL07 gave no results because it was placed in a solid and the
probes CTL06, CTL09 and CTL13 were not compared because they needed a
longer simulation time to converge. All CTL probe temperatures were higher
than the measurements, except CTL03 and CTL04. The higher simulated tem-
peratures might be a result of a too low cooling airflow in the simulations.

Average temperatures for some components and measurement surfaces are
shown in figures 4.4 and 4.5. The locations of the components can be seen in
figure 3.1 in chapter 3. These results cannot be compared with measurements
since there are no average solid-part temperature measurements available for
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Figure 4.4: Grid-refinement temperature comparison. The first catalyst and the
exhaust outlet correspond to gas temperatures, while the other temperatures
are component temperatures.

Figure 4.5: Grid-refinement component temperature comparison.
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these components. The small temperature deviations between the different
cases are encouraging, and indicate that the grid is sufficiently fine to capture
component temperatures. The differences between the cases are possibly due
to the grid dependence of the cooling mass flow.

Figure 4.6: Grid-refinementmass-flow comparison, for themass flows through
the charge air cooler and radiator heat exchangers.

Themass flow through the radiator and charge air cooler was not measured,
but the simulation results can be seen in figure 4.6. Since the desired grid
convergence for mass flow was not obtained, the pressure difference over the
fan was investigated for cases I, II and III. This was done in order to identify
regions that would need a finer resolution. The results in figure 4.7 suggest
that the fan resolution ideally would need to be finer. The y+ values for the
fan blades and hub were within an acceptable range, but how many cells that
are used for the fan-blade boundary layers and the overall resolution in the
volume of revolution are also important. The significantly lower mass flow for
case III leads to a more localized region with higher temperature around the
underhood.

To confirm that it is not only the insufficient fan resolution that contributes
to the lower mass flow, a VR9 case denoted as IV with resolution 5 mm at
VR8 was simulated. The case had the same fan resolution as case II, but with
lower grille and heat-exchanger resolution. The grid consisted of 513·106 vox-
els, 412·106 fine equivalent voxels, 70·106 surfels and 62·106 fine equivalent
surfels. In figure 4.6 there is indeed a mass-flow difference between case II
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Figure 4.7: Average pressure increase over the fan. The dotted lines are the
temporal average for each pressure difference, excluding the initial transient
before 0.5 s.

and case IV.
Finally, what was learnt during the grid-refinement study was used to set

up a final steady-state case. It was a VR11 case with resolution 10 mm at
VR8. The case was a compromise between computational effort and accu-
racy, with the main goal to obtain an accurate mass flow while minimizing
the computational cost. VR11 was used around the fan, AC heat exchanger,
grille and for some tight gaps around the silencer. The VR11 region around
the fan was chosen as a small 2-voxel offset around the fan blades to decrease
interference with the volume of revolution boundary. VR10 was used for the
silencer, radiator and charge air cooler. The grid consisted of 133·106 voxels,
47·106 fine equivalent voxels, 44·106 surfels and 17·106 fine equivalent surfels.
This grid-refinement scheme was then used for hot-shutdown simulations and
drive-cycle simulations.

4.2 Heat-exchanger modeling
Since PowerCOOL currently is not compatible with dynamic boundary con-
ditions, the possibility to use a simpler heat-exchanger model was investigated
by comparing two steady-state cases. Both cases had the final grid-refinement
scheme, one used PowerCOOL while the other simpler case used variable-
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heat-rate porous media. The simulation duration was 4 s physical time for
both cases. The simulation conditions were the starting point for the drive cy-
cle leading up to heat soak; � km/h truck speed and � RPM fan rotational
speed. The mass flow through the heat exchangers will have an impact on the
results, i.e. the comparison will only be valid for these conditions. The sim-
ulation conditions were identical, except for the maximum expected velocity
and temperature which were changed to enable the thermal scale factor simu-
lations to use the results as initial conditions, but this should have no effect on
the comparison.

Figure 4.8: MTL probe comparison for the case using variable-heat-rate
porous media and the PowerCOOL case.

Temperature results for the two cases are shown in figures 4.8-4.11. In
these figures it is the temporal averages (excluding the initial transient) that are
compared, except for component temperature results which are for t = 4 s and
not averaged in time. The measurement comparison is less certain than for the
grid-refinement study since the measurements here are from a specific point
in a long drive cycle, and not from a steady-state wind-tunnel measurement.
All engine MTL probes are colder for the case using variable-heat-rate porous
media, except MTL08. The CTL probes that are furthest upstream (CTL01,
CTL02, CTL05 and CTL06) are also colder for the simpler case, while the
downstream CTL probes are colder for the PowerCOOL case. Overall, the
component temperatures are higher for the PowerCOOL case. In summary, it
seems like the underhood is colder for the simple case except for near the fan,
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Figure 4.9: CTL probe comparison for the case using variable-heat-rate porous
media and the PowerCOOL case.

Figure 4.10: Temperature comparison for the case using variable-heat-rate
porous media and the PowerCOOL case. The first catalyst and the exhaust
outlet correspond to gas temperatures, while the other temperatures are com-
ponent temperatures.
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although the differences are not very large. Especially the component tem-
perature differences are small, and the results indicate that the simpler model
gives a reasonable approximation.

Figure 4.11: Temperature comparison for the case using variable-heat-rate
porous media and the PowerCOOL case, for different solid components.

The temporal average mass flows for the two cases were similar, less than
1% difference. The CACmass flow was� kg/s for the simple case and� kg/s
for the PowerCOOL case. The radiator mass flow was � kg/s for the simple
case and � kg/s for the PowerCOOL case.

In figure 4.12 the temperature patterns in the front and back of the heat
exchangers can be seen. It is the external air temperature that is shown in the
figure. The x-positions of the slices in the figure are x = −1.34 m, which is
in the front of the charge air cooler, and x = −1.23 m, which is in the radiator
near the fan. Near the front the temperature distributions are very similar but
near the fan there is a significant difference. A non-symmetric temperature
pattern is expected since the right side of the engine is warmer than the left
side. Figure 4.13 shows that there is no velocity difference between the cases,
and also how low velocity regions are related to high temperature regions.
The results in both figures were averaged over the last 0.5 s of the stabilized
simulations.
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Figure 4.12: Heat-exchanger temperature comparison. Top: downstream end
of the radiator. Bottom: front end of the CAC. Left: the case using variable-
heat-rate porous media. Right: the PowerCOOL case.

Figure 4.13: Velocity magnitude comparison. Top: downstream end of the
radiator. Bottom: front end of the CAC. Left: the case using variable-heat-
rate porous media. Right: the PowerCOOL case.
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4.3 Hot shutdown

4.3.1 Short drive cycle before shutdown
Three cases with different thermal scale factors were tested for a part of the
drive cycle before hot shutdown. The 50 s duration, 50 to 100 s in figure 3.3
in chapter 3, was chosen as a period where several parameters are changing
considerably.

Figure 4.14: Component temperature comparison between cases with different
thermal scale factors.

Results for the thermal scale factors 10, 30 and 60 are shown in figures 4.14
and 4.15. It was ensured that the number of couplings between PowerTHERM
and PowerFLOWwere the same for the three cases and the temporal averaging
windows were set to the same physical time, in order for the comparison to
be as valid as possible. The simulations were initialized at t = 50 s from the
results of a simulation using TSF = 30. The results show some qualitative
differences between cases with different thermal scale factors, although the
actual temperature differences are small. Most notable is that the temperature
of the rear noise encapsulation increases for the cases with higher thermal scale
factors while it decreases for TSF = 10.

It is mainly component temperatures that are of interest for long transient
simulations, but the difference between different scale factors can be under-
stood by looking at air temperatures. The results for the air temperature probe
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Figure 4.15: Component temperature comparison between cases with different
thermal scale factors.

Figure 4.16: Temperature probe MTL06DL comparison for cases with differ-
ent thermal scale factors.
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MTL06 can be seen in figure 4.16. A 12 point moving average was used on
the probe data, consisting of 833 points, to remove some oscillations and make
trends more distinguishable. The results show that there is an apparent delay
for larger thermal scale factors.

Figure 4.17: Component temperature comparison between cases with different
thermal scale factors.

Additionally, a comparison was made between a simulation with TSF = 1,
i.e. a simultaneously solved conjugate heat transfer simulation, and a case with
TSF = 4. For this comparison, as it is very computationally intensive, only 5 s
of the drive cycle was simulated. The results can be seen in figures 4.17 and
4.18. The temperature scales in these figures are very small, but the actual
component temperature changes during this 5 s interval are also small. The
figures mainly display the qualitative behavior, and it can perhaps be expected
that for longer simulation durations the error would continue to grow.

The thermal scale factor 30 was used for the final simulation of the com-
plete 434 s drive cycle, and the 2704 s heat-soak period. Results for the si-
lencer compared with measurements can be seen in figure 4.19. ETY05x3
and ETY06x are surface temperature probes on the silencer, see figure � in
appendix �. In the simulations these probes correspond to 16 PowerTHERM
elements each, to remove biasing from choosing single elements that agree
well with measurements. The temperature agreement is not very good. The
differences could be a result of inaccurate initial conditions, simulation mod-
eling errors or simply because it is not equivalent quantities that are compared.
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Figure 4.18: Component temperature comparison between cases with different
thermal scale factors.

Figure 4.19: Measured silencer surface temperatures comparedwith simulated
surface temperatures, for the short drive cycle before shutdown. The dotted
lines are simulation results, using the thermal scale factor 30.
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4.3.2 Heat soak

Figure 4.20: Volume rendered air temperatures at t = 460 s, for TSF = 10.

Three heat-soak simulations were done to compare different thermal scale
factors. These soak simulations were initialized at t = 460 s, 26 s after shut-
down, the air temperatures at that time can be seen in figure 4.20. Surface
temperatures for the thermal scale factors 30 and 60 can be compared at dif-
ferent times in figure 4.21. The results were averaged over 6 s (physical) time
and the streamlines are only in the y-plane. The component temperature dif-
ferences in the figure are too small to distinguish, but the airflow is different
as is expected with the method. The typical thermal soak behavior is observed
with sinking cold air and rising hot air, with swirling flow structures.

The heat-soak temperature curves, comparing results for the thermal scale
factors 10, 30 and 60, are shown in figures 4.22 and 4.23. The agreement is
good overall, and the qualitative behavior is also similar. The largest discrep-
ancy is for the small UDS sensor.

Different underhood components behave differently during the soak sce-
nario. Many components simply cool off after shutdown, including the battery
box and the exhaust manifold. An intake-manifold clip actually got hotter for
almost the entire simulation duration. Many components exhibit temperature
peaks before the temperature starts to decrease. These peaks occurred at differ-
ent times for different components. The average temperate maximum for the
lubrication tank cover occurred after 350 s, the SCR tank reached a maximum
average temperature of � ◦C after 560 s and the plastic part of the UDS sen-
sor reached its peak around 1250 s after shutdown. The intake manifold and
nearby parts seem to be the components with the latest temperature peaks.
Some behaviors are more complex, with the turbo-compressor (which is used
as a boundary condition) having two temperature peaks with a local minimum
in between.
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Figure 4.21: Thermal scale factor comparison for the silencer and SCR tank
during heat soak. The streamlines are colored with density. Left: TSF = 30.
Right: TSF = 60. The times from top to bottom are 29 s, 329 s, 929 s, 1529 s
and 2129 s after shutdown.
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Figure 4.22: Component temperature comparison between cases with different
thermal scale factors during heat soak.

Figure 4.23: Component temperature comparison between cases with different
thermal scale factors during heat soak.
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4.4 Drive cycle

Figure 4.24: Component temperature comparison for the quasi-transient
method, with different number of CFD points.

The same 384 s drive cycle as the cycle before hot shutdown was also used
to test a quasi-transient method. These quasi-transient simulations were done
using existing near-wall temperature and HTC data from the TSF = 30 simu-
lation in section 4.3.1. Using already existing data, the number of CFD data
points could be varied between 3 and 17 with no additional CFD computa-
tional cost. This was done in order to identify the ideal number of steady-state
simulations, using evenly spaced points. The results for successively increas-
ing number of CFD points can be seen in figures 4.24 and 4.25. In the thermal
scale factor simulation, PowerTHERM and PowerFLOW were coupled 600
times. It is clear from the results that significantly fewer CFD points than 600
are needed to approximate the temperature variations well.

The 77 minute drive cycle was simulated with a quasi-transient method,
using 8 steady-state simulations. The duration for each stabilized simulation
was 3.4 s. For practical reasons, PowerCOOL was used to model the heat
exchangers for the first CFD point while variable-heat-rate porous media were
used for all other points.

The results for the long drive cycle are shown in figures 4.26 and 4.27.
In figure 4.26 it is two sets of 16 PowerTHERM elements that are compared
with the corresponding measured surface temperatures on the silencer. In fig-
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Figure 4.25: Component temperature comparison for the quasi-transient
method, with different number of CFD points.

Figure 4.26: Measured silencer surface temperatures comparedwith simulated
surface temperatures, using the quasi-transient method.
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ure 4.27 it is the average temperature of the part of the exhaust pipe that is
closest to the turbo that is compared with the average temperature of three sur-
face probes. The three probes, ETY104x1, ETY104x2 and ETY104x3, are
measured on the exhaust pipe near the turbo.

Figure 4.27: The average of three surface temperature measurements, com-
pared with the simulated average temperature of the first section of the exhaust
pipe, using the quasi-transient method.

Results for a coarse quasi-transient simulation are also presented in figures
4.26 and 4.27, since this simulation seems to better capture the variation of
the ETY06x temperature, although with a wrong base temperature level. The
coarse quasi-transient simulation was done using the initial-condition CFD
data, obtained with coarse simulations, for each chosen point.

The geometry of the silencer is important to understand the results, three
fluid regions have an effect on the ETY temperatures:

• The internal exhaust flow in the silencer.

• A thin gap with external air between the silencer top cover and an insu-
lation plate ("cat-walk") above it.

• The external air above the insulation plate.

The fine simulation results for ETY06x display more variability than the
measurements, one explanation for this could be incorrect material parameters
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that overestimate the conduction to the middle of the silencer. Another expla-
nation is the error associated with the steady-state assumption. The near-wall
temperature that is used as a boundary condition in the thermal solver might
be erroneous due to the fact that the air in the narrow gap has time to reach
equilibrium with the exhaust gases in the stabilized CFD simulations, which
might not be the case during the dynamic drive cycle. The exhaust gas tem-
perature seems to more heavily influence the fine simulation results than the
coarse results, perhaps because this thin region is not resolved in the coarse
simulation. Of course, the overall flow will not be accurately predicted in the
coarse simulation since the grid is 8 times coarser than the fine computational
grid.

Only these three surface temperatures could be compared with measure-
ments, because some measurements were used as boundary conditions and
other surface temperature measurements have not been recorded for this truck
and drive cycle.



Chapter 5

Discussion

This chapter discusses methodology, error sources and implications of results.
The first three sections discuss the particular results for each simulation type
and the last sections are about computational costs, measurement uncertainties
and systematic errors common to all simulations.

5.1 Steady-state simulations
The steady-state simulations were used to characterize the error associated
with the simpler heat-exchanger model and in the grid-refinement study to see
if the computational grid was adequate. They were additionally used in the
quasi-transient method. This means that these simulations are also important
for the end results, and several parameters have an effect on their reliability.

It can be ambiguous to judge when a stabilized simulation has converged
and the common way to do it in PowerFLOW is by looking at convergence for
characteristic properties such as certain temperatures and mass flow through
the heat exchangers. The fluctuations of temperatures at the probe positions
can be large, this is partly due to flow that has not reached steady-state yet
and partly due to turbulence. Flow instabilities and turbulent flow will lead to
fluctuating signals even if the stabilized simulations are completely converged.
It was mainly cumulative averages that were used to decide when to stop a
steady-state simulation. The cumulative average is just the temporal average
of a signal from some decided starting point t1 to the current time tn, i.e. the
cumulative average of a signal s with sampled values s1, s2, ..., sn at tn is

sn,average =
s1 + s2 + ...+ sn

n
. (5.1)

48



CHAPTER 5. DISCUSSION 49

Three examples of probes with oscillating behavior is shown in figure
5.1. The signals were sampled with 1000 Hz, and the cumulative average was
started after the initial transient. The initial transient jump can be large, and
is more clearly seen for MTL05 than for MTL08 and MTL09. MTL08 is near
the fan which explains the frequency of the oscillations. A Fourier transform
of the signal reveals that it mainly contains � Hz and � Hz. The first fre-
quency is the blade passing frequency, N · �/60 Hz where N = 11 is the
number of blades. An interesting comparison can be made by analyzing the
frequency spectrum of the probe MTL01 which also is close to the fan. The
MTL01 signal contains the dominant frequencies � Hz and � Hz, the former
is the fan rotational speed �/60 Hz. The dependence on fan rotational speed
instead of the blade passing frequency is possibly unphysical, since all blades
are identical. The other observed frequencies are likely related to additional
flow frequencies.

Figure 5.1: Convergence for the probes MTL05, MTL08 and MTL09, for the
driving condition � km/h truck velocity and � RPM fan rotational speed.

Quantities such as mass-flow cumulative averages are the first to reach
steady-state conditions while certain air temperatures might need more than
twice the time to reach a stable cumulative average. Components with large
thermal mass also need longer simulation durations to reach stable temper-
ature values. For the grid-refinement study, it was mainly temporal average
values that were compared, for the same simulation duration. Comparing val-
ues for air temperature probes at some time instant is not meaningful when



50 CHAPTER 5. DISCUSSION

these values fluctuate several degrees. For some solid parts such as the top
cover of the silencer the fluctuations are smaller and it is relevant to compare
temperatures at a specific time. Spatial averaging was used both for tempera-
ture probes where the temperatures were averaged in small spherical volumes
around the points and for solid parts where the compared temperatures were
the average temperature for all PowerTHERM elements of that part.

The steady-state simulations were not completely stabilized, in the sense
that some of the probe cumulative average values did not reach fully stable
values. This was the case especially for the CTL probes and some of the
probes that were less stable were excluded from the grid-refinement study. The
convergence judgement was probably not optimal and ideally the simulations
should have been run for longer durations.

5.1.1 Grid-refinement study
The results of the grid-refinement study showed that the overall behavior seems
to be captured with the case setup. Many probes deviated only a few degrees
from the measured values. The probe that deviated the most from measure-
ments was MTL09, this probe is in a location with large temperature gradients
which might explain the discrepancy. The temperature of this probe fluctuated
significantly around itsmean value, roughly±�K. The temperature difference
in the vicinity of the probe is shown in figure 5.2, it is around�K over a short
distance, approximately 5 cm. The probes in the simulations were larger than
the thermocouples used for measurements, and here this larger probe volume
might include more of the high near-wall temperatures.

It is reassuring that the component temperatures deviated the least for suc-
cessively finer computational grids. It is mainly these temperatures that are of
interest for transient simulations and the grid-refinement study indicated that
the grid is sufficient for them. The main contribution to the difference seen
in component temperatures is likely the mass-flow grid dependence, since a
lower mass flow typically leads to a more localized area with high tempera-
tures around the underhood.

The parts that were deemed most critical were adequately resolved but e.g.
some gaps between closely spaced underhood components had to be resolved
with less than 4 voxels. In contrast to the sacrificed resolution for external
aerodynamics, this sacrificed underhood resolution will have an impact on the
results. The error is best characterizedwith an extensive grid-refinement study.
Here a limited grid-refinement study was done, as a compromise between the
need for accuracy and the large computational cost and long turn-around time
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Figure 5.2: Temperature distribution in a x-plane containing the probe
MTL09, the probe is marked with a cross in the figure. The probe is located
close to the turbocharger and exhaust manifold, above the exhaust pipe. The
image shows 80 temperature contour lines.

of each simulation. The grid refinement showed that an even finer mesh should
have been tested, but case I was already very computationally expensive and
it was decided to not simulate an even finer case due to time constraints. It
was not the finest case of the grid-refinement study that was selected to pro-
ceed with because it would simply be too expensive and take too long time to
perform the simulations that were needed for the method-development part of
this project, using that level of resolution.

5.1.2 Heat-exchanger modeling
Some uncertainties are related to the simpler heat-exchanger model that was
used for the transient simulations. Time-dependent boundary conditions can-
not be used in PowerCOOL version 5-2019. The three main other options that
are available in PowerFLOW are:

• Using a prescribed variable temperature of the outgoing external airflow
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after it has passed through the porous media.

• Using variable-heat-rate porousmedia, with a prescribed heat rate added
per unit volume to the external airflow inside the heat exchangers.

• Using an external tool for simulating the heat exchangers.

An external tool is probably preferable for future simulations since both
the other options are very primitive. The main drawback with variable-heat-
rate porous media is that it is a homogeneous heat addition that is prescribed,
independent of both the external and internal flow. Variable-heat-rate porous
media were used since measurements for the total heat rejection rate are more
readily available than data for the temperature of the outgoing external airflow.
Another important consideration is that with variable-heat-rate porous media,
at least the heat addition rate to the airflow is correct, which should result in
an overall correct behavior even if the flow details close to the heat exchang-
ers are incorrect. As was seen in figure 4.12 in chapter 4, there is indeed a
notable difference between the cases, at least close to the fan. It was verified
that the heat addition was indeed homogeneous, by visualizing the volumetric
heat generation inside the heat exchangers. The homogeneity in heat rejec-
tion rate does not lead to a homogeneous temperature distribution as might
be expected at first glance. The velocity field is very similar between the two
cases, see figure 4.13 in chapter 4, different velocities should thus not be used
as an explanation for the different temperature patterns. The explanation for
the difference is likely how the two models respond to the temperature dif-
ference between external air and coolant fluid. For variable-heat-rate porous
media, regions with low velocity tend to get heated more than they physically
should. Inside low velocity regions the air spends more time in the heat ex-
changer, allowing it to absorb more heat. Note though that more heat does
not get rejected per unit time to the low velocity flow, i.e. there is a difference
between heat rejection and heat rejection rate. It is also true in the real world
that low velocity flow regions will experience more total heating in a heat ex-
changer, but there is also an opposing effect where less heat gets rejected to
hotter air because the temperature difference is smaller, and this opposing ef-
fect is not present in variable-heat-rate porous media. For the PowerCOOL
case more heat is rejected to low temperature air and less heat is rejected to
high temperature air compared to the simpler case, giving the PowerCOOL
case a smoother temperature map.

The steady-state comparison showed that the two heat-exchanger models
predict air temperatures, component temperatures and mass flows that are very
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similar. The results thus indicate that it is valid to use the simple model for
transient simulations. However, only one driving condition was investigated,
and more simulations should be done to fully characterize the differences be-
tween the two models.

5.2 Hot shutdown
The 434 s drive-cycle results were used to initialize the soak simulations, but it
was not a good starting point, partly due to the fact that 50 s before shutdown
was missing from the data, and partly due to an issue that caused the Pow-
erTHERM boundary conditions to be incorrect during the same 50 s. These
simulations were therefore not compared with measurements. The compari-
son between different thermal scale factors should still be valid.

Another minor issue is related to the transition between drive cycle and
heat soak. The start of soak was simulated with the same boundary conditions
as the drive cycle, but with zero velocity. At some point during the soak, it is
appropriate to change the ceiling of the computational domain to a pressure
outlet and the sides to pressure inlets but due to the need to remove momen-
tum from the domain this change was delayed several seconds. This transition
between boundary conditions likely has a negligible effect on the results, and
it could be an option to use the same boundary conditions as during the drive
cycle for the full heat-soak period. However, simulations of a simple test case
indicated that keeping the same boundary conditions during the entire soak
duration can lead to problems, at least for long simulation times.

To prevent the two coupled simulations from waiting for each other, an
import delay was used. The delay leads to surface temperature values that are
always slightly shifted in time, i.e. the surface temperatures in PowerFLOW
are always from a previous time. Furthermore, the coupling was done with a
specified frequency, and depending on how the coupling period is related to
the import delay, the results can be from an even earlier time. The import delay
was set to half of the coupling period for the simulations in this project. For
cases with very rapid changes in boundary conditions, the effect of the import
delay might need to be investigated.

5.2.1 Thermal scale factor
The use of a thermal scale factor for time scaling between CFD solver and
thermal solver has not been tested thoroughly for automotive applications be-
fore. It is associated with some errors, and the investigation of these errors
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showed that there is a notable difference for cases with different scale factors.
PowerFLOW recommends that the factor is kept below 30 [32] (p.285), but
there are apparent differences also for lower scale factors. Looking at figures
4.14-4.18 in chapter 4, there are clear similarities between the figures. The
comparison using the thermal scale factors 1 and 4 essentially replicated the
comparison using the scale factors 10, 30 and 60 but on a smaller scale. It can
be argued that the temperature changes in these figures are very small, making
conclusions less certain, but it is clear that the qualitative behavior is different
for different scale factors.

The time scaling means that the dynamic boundary conditions are com-
pressed into a smaller time interval. This affects e.g. acceleration, convection
times and turbulence characteristics. There will be a delay before a change
reaches downstream positions. One example would be for an imagined case
with a 10 m/s homogeneous velocity between the radiator and a probe 1 m
downstream. Assume that there is a sudden increase in radiator heat rejection
rate leading to higher temperatures at that position. For a case with thermal
scale factor 10 this would mean that the time until the change is advected to the
probe would be 0.1 s in PowerFLOW time and 1 s physical time. For a case
with thermal scale factor 30 the higher temperature would reach the down-
stream probe in 0.1 s PowerFLOW time and 3 s physical time, i.e. there will
be larger delay for cases with higher scale factor. This behavior was clearly
seen for air temperature probes, an example is shown in figure 4.16 in chapter
4. This built-in delay means that the method is less suitable for cases with
highly dynamic boundary conditions. For heat-soak simulations however, the
approximation is better since there are no rapid changes. During heat soak
the solid-part temperatures drive the flow, giving a good thermal scale fac-
tor approximation because the temperature changes are gradual and the Pow-
erTHERM time is not scaled. For a non-stationary driving condition the flow
is affected by many changing boundary conditions and the approximation is
not as good.

The delay also means that � s might not be enough to remove momentum
from the domain before changing the boundary conditions of the sides and
ceiling for heat soak, however it was verified that the velocity was very low in
the domain when the boundary conditions were changed.

Overall the agreement between different thermal scale factors for the heat-
soak simulations suggest that the approximation is suitable for soak. Further-
more, initial conditions for heat-soak simulations are needed, and using ther-
mal scale factor simulations to provide reasonable initial conditions might be
preferable over initializing from steady-state simulations.
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5.3 Drive cycle
The quasi-transient method allows for simulations of long drive cycles that
would be impossible to simulate with the simultaneously solved conjugate heat
transfer method. It is most convenient for short drive cycles, or drive cycles
with slowly changing conditions, as it can be cumbersome to set up a good se-
quence of steady-state simulations for longer and highly dynamic cycles. For
the longer and more dynamic scenarios the surrogate-model method is advan-
tageous since it does not require a clear sequence of simulations. The main
drawback with both methods is that the flow and temperature distributions are
assumed to be fully converged at each CFD point, which is not generally true.

For the quasi-transient results in figures 4.24 and 4.25 in chapter 4, snap-
shot CFD results from a transient thermal scale factor simulation were used
instead of steady-state CFD data. This enables comparisons between simula-
tions with different CFD point selections, without introducing the error related
to the steady-state assumption. In the figures the quasi-transient curves rapidly
converge onto the curve for the thermal scale factor simulation. It is not re-
alistic with this density of CFD points though, as the considered time is just
around 10% of the actual longer drive cycle.

The main advantage of the employed quasi-transient method is that it re-
uses steady-state simulation results repeatedly. For the final quasi-transient
simulation, 8 CFD points were matched to around 700 other points, and 43 re-
mained after removing all unnecessary points (i.e. nearby points that just im-
plied a repetition of the same boundary conditions). The number of matches
was calculated using a selection of the most important variables and consid-
ering another point as matching if these variables were within some tolerance
of the considered point for all of the variables. The identification of points
in the Python script can easily accommodate different number of variables to
consider when matching points and the tolerances can be tuned to give more
or less matches. High number of matches was the main factor considered
when choosing points for the actual quasi-transient simulation. The selection
of steady-state points was the most economical instead of the optimal in terms
of capturing all variations in the variables.

The main alternative, in terms of quasi-transient approaches, would be to
process the drive-cycle data with moving averages or weighted moving aver-
ages as in [17, 18], and then select a handful of points that best represent the
considered variables. This might be a preferable option for many drive cycles,
in particular for drive cycles where driving conditions rarely occur multiple
times. For the considered drive cycle, it is not obvious if it is a better option



56 CHAPTER 5. DISCUSSION

to use 43 sub-optimal points or 8 very carefully selected points from averaged
data.

Ideally, one or twomore variables should have been consideredwhen choos-
ing steady-state points. Vehicle velocity, fan rotational speed and exhaust tem-
perature accounts for much of the convection and near-wall temperatures, but
the heat rejection rates of the heat exchangers should probably also have been
considered. It was hypothesized that it could be enough to consider a com-
bined heat rejection variable (e.g. the sum of the heat rejection rates) instead
of both considering the heat rejection rate of the charge air cooler and radia-
tor separately. Due to time constraints it was decided to only consider three
variables, since more variables mean more steady-state CFD simulations. To
some degree however, the heat rejection rates are expected to be linked to the
other parameters, one example is that for a high exhaust temperature the radi-
ator heat rejection rate is also likely large, for the same external mass flow. As
can be seen in figure 3.5 in chapter 3, this is indeed often the case. There are
several mismatches however, mainly around 2000 s.

There is a clear difference between simulations and measurements in fig-
ures 4.26 and 4.27 in chapter 4, especially for ETY06x. The difference is
smaller for the exhaust pipe, but that is partly because it is closer to Pow-
erTHERM boundary conditions. The exhaust pipe temperature is mainly de-
pendent on the turbocharger temperature and the exhaust gas temperature,
and it is more interesting to compare the temperature with measurements for
this quasi-transient case than for the thermal scale factor simulations, since
the exhaust gas temperature was not prescribed for this simulation (only at
the steady-state points, not in between). The silencer is far from any Pow-
erTHERM boundary conditions, but is also dependent on exhaust gas temper-
ature. The comparisons thus put too much emphasis on how well the exhaust
flow is resolved with the quasi-transient method, and a comparison with mea-
surements for some components that are not directly dependent on exhaust gas
temperature is needed to better evaluate the method.

The changes in ambient conditions during the drive cycle were not ac-
counted for, and particularly the effects of high altitude driving were not con-
sidered. High altitudes means a lower air density and thus a lower cooling
mass flow. The ambient temperatures during the cycle ranged from � to �
◦C, but � ◦C was used for all 8 stabilized simulations.

As it is hard to correctly set all material parameters for all components, the
main goal of the transient simulations was to show that it is possible to resolve
the variability of the drive cycle. Even if the agreement was not very good, it
can be seen as a success that some important behavior seems to be captured
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for the considered components.
The measurements available for solid parts were not extensive, and there-

fore the validation of the employed drive-cycle method was limited. Naturally,
air temperature measurements cannot be used for validation when only the
thermal simulation was transient, and additionally most of the measured solid-
part temperatures were used for boundary conditions. In the future when more
surface and component temperature measurements are available, the method
will be evaluated further. During the 2019 summer tests, more solid-part tem-
perature data will be recorded for entire drive cycles. It is of course important
that the same vehicle is used when comparing simulations and measurements,
and another drive-cycle simulation of a new truck might be needed.

5.4 Timestep restrictions
The simulations done in this project were limited by a small timestep size,
around 1 µs for the final case of the grid-refinement study. The timestep is
determined from the cell size, velocity, maximum expected velocity and max-
imum expected temperature. Both the maximum expected velocity and tem-
perature are fully determined by the internal exhaust flow for all cases pre-
sented here, except during heat soak. The velocity can reach as high values
as � m/s in the exhaust pipe. For future work, the exhaust system should be
removed from the main CFD simulations which would significantly decrease
computational costs.

If the internal exhaust flow would not be included in the main simulations
the timestep would be limited by the fan rotational speed. Here the maximum
fan rotational speed was�RPM, corresponding to approximately�m/s at the
blade tips.

5.5 Hardware issues
The presented computational costs were affected by computer-cluster prob-
lems. It was mainly memory related issues with simulations getting stuck,
causing a lot of core idle time, and unidentified problems with unstable per-
formance that affected the computational costs of simulations. As an indirect
consequence of these problems the turn-around time also increased due to the
increased checkpointing that was necessary to avoid losing data when simula-
tions crashed.

The scaling to a large number of cores was somewhat inefficient and also
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affected the computational costs. Of the 8 stabilized simulations used for the
long drive cycle, 4 were simulated with 2880 cores and 4 with 5760 cores. The
computational costs for the simulations using 2880 cores were consistently
around 70% of the costs for the simulations using 5760 cores. The computa-
tional costs can thus be decreased by running the simulations on less cores,
but the turn-around times would then of course increase.

5.6 Measurement uncertainties
It is not necessarily the simulation results that are incorrect when compar-
ing probe temperatures between simulations and measurements. First and
foremost, it is not identical quantities that are compared since the simulation
probes were larger and the sampling of the signal was not the same as for
the measurements. Using very small probes is however not a good idea ei-
ther, since then the results will fluctuate more and be more sensitive to probe
positions. The data processing and sampling should be the same for future
simulations to allow for more straightforward comparisons.

There is a large uncertainty in probe positions that can lead to major tem-
perature differences in regions with large temperature gradients (as was seen
in figure 5.2). CTL01, CTL07, MTL09 and MTL10 are examples of probes
that likely did not have exactly the same positions in the simulations and mea-
surements.

The instruments in themselves have some inherent uncertainties related to
their accuracy and precision. The fact that a probe is placed in the airflow
also changes the flow, which can result in other temperatures at the probe po-
sitions. Additionally, the purpose of a probe is to measure the air temperature,
but in reality the probe can be affected by radiation thus giving some other
temperature reading that is not only influenced by the air around it. The tem-
perature measurements were made with thermocouples, the error associated
with thermocouples for automotive applications is discussed more in-depth in
[35].

5.7 Systematic errors
There are numerous systematic errors that affected both the steady-state sim-
ulations and the transient simulations. One of the problems is the difficulty in
assigning material parameters to parts. In PowerTHERM it is essential to set
e.g. emissivity, heat capacity and thickness. The thermal masses will be espe-
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cially important for transient simulations as they determine the time behavior
and thermal inertia of the system. The material parameters are not available
for all parts, and even when there is information it is in general for ideal condi-
tions. In reality the surface of high temperature components deteriorates over
time, with oxidation and dirt. Painted surfaces should ideally also be taken
into account, which here only was accounted for to a limited extent. Tem-
perature effects are not negligible either, component temperatures might vary
between ambient temperature and� ◦C, and typically the material parameters
are chosen for some specific temperature. In a � ◦C interval many material
parameters vary significantly.

All simulations were done in free conditions but were compared with mea-
surement data from a truck in a climatic wind tunnel. Generally, there will be
differences due to this and simulating the truck in the corresponding climatic
wind tunnel would have been ideal. One investigation of the error associated
with this is presented in [36]. However, simulating the complete wind tunnel
increases the complexity of simulations and additionally the non-inertial refer-
ence frame approach cannot be used when the whole wind tunnel is modeled.
It was decided that simplicity and transient compatibility were more important
than eliminating the error introduced by neglecting to model the wind tunnel
for this project.

Other modeling errors include setting the heat exchangers as porousmedia.
Both the PowerCOOL model and the simpler model assume that the charge
air cooler, radiator and AC heat exchangers can be approximated as porous
media. This is a simplification that typically gives accurate results, but there
are situations where the error is larger, e.g. in yawed cases where the inflow
angle is not 0◦ [37].

Purely numerical errors also affect the results. Numerical diffusion is low
in PowerFLOW [25, 27], but there are discretization errors andmachine round-
off errors, although the latter is negligible in this context. One of the most
critical aspects of a case setup is the computational grid, and it can have a
very large effect on errors. There is always a trade-off between resolution and
computational time, a certain amount of CPUh can be afforded and the dis-
cretization has to be adapted to this constraint. In transient vehicle thermal
management contexts, the computational cost easily grows prohibitively large
and some accuracy must be sacrificed to achieve reasonably fast simulations.
A computational grid that was not optimal was therefore used, with the as-
sumption that the grid was sufficiently fine to at least make valid comparisons
between different transients methods.

Some errors during the discretization process of the fluid domain were
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tolerated. These errors include some instances of excessive number of surfels
in voxel, and some occurrences of not fully resolved fluid/porous region ge-
ometry in voxel. These problems are typically related to the surface mesh of
the geometry and a limited amount of these issues is not supposed to have an
impact on simulation results. It is often not possible to eliminate all of them
[26] (p.73-74), and for the cases presented here the errors were mainly due to
the complicated internal geometry of the silencer and the poor resolution of
the trailer. These errors were the same for all cases using the final resolution.

Figure 5.3: Velocity results for a stabilized � km/h simulation, showing the
whole domain and the computational grid.

It was assumed that the domain was sufficiently large to prevent boundary
conditions from negatively affecting the results. The complete domain and the
computational grid is shown in figure 5.3.
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Conclusions

Vehicle thermal management simulations of a complete truck were done for
different steady-state driving conditions and time-dependent scenarios. A grid-
refinement study was done with 5 steady-state simulations. Two modeling
methods for heat exchangers were used and compared for stable conditions.
The models gave similar results but the simpler model did not give accurate
temperature patterns in the downstream end of the heat exchangers. Two tran-
sient methods were tested for drive cycles and hot shutdowns. The considered
hot-shutdown scenario consists of a 7 minute drive cycle and 45 minutes of
heat soak, andwas simulated using a time-scaling approach. Themethod using
a thermal scale factor is available in PowerFLOW but has not been extensively
studied in the literature before. The method turned out to be best suited for
more stable transient scenarios, and in particular for heat-soak simulations. A
process for a more computationally efficient quasi-transient method was de-
veloped, including Python scripts that facilitate the simulation of long and
dynamic drive cycles. A 77 minute drive cycle was simulated with the devel-
oped quasi-transient method, using 8 steady-state simulations 43 times. The
quasi-transient results partly agreed with measurements, but the comparison
was not extensive since only a few measured surface temperatures were avail-
able from tests in a climatic wind tunnel. The main variability of the drive
cycle seems to be captured with the method.

Future work
More measurements of component temperatures should be done to be able
to better evaluate the quasi-transient method. It would be interesting to com-
pare two quasi-transient methodologies, one re-using data and one utilizing
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weighted moving averages. In the future, the possibility to use a surrogate
model for thermalmanagement of Scania trucks during long drive cycles should
be investigated. The results obtained using a surrogate model should then be
used in conjunction with statistical usage data to estimate component lifetimes.
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