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Abstract
Simulation is commonly used to train agents in Reinforcement Learning since
they provide an abundance of data that in many cases can be generated faster
than real-time. However, the behaviors learned by the agent are often specific
to attributes of the simulator and may not perform well when transferred to
the real world. This thesis describes an algorithm that can be used to mini-
mize the discrepancy between simulation and reality. Using this algorithm,
it is possible to both identify parameters of the simulator that results in more
accurate simulation of reality, and learn a generative model that can produce
output that is close to real-world dynamics.

We first show how this algorithmworks on a problem that can be solved an-
alytically. We then demonstrate that the algorithm successfully handles more
elaborate environments with physics simulation involving contact between ob-
jects and control actions.
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Sammanfattning
Simulering används vanligtvis för att träna agenter inom Reinforcement Lear-
ning eftersom de erbjuder stora mängder data som i många fall kan genereras
fortare än realtid. Dock är de beteenden som agenten lär sig ofta specifika
för simulatorns attribut och kommer inte nödvändigtvis att prestera väl när
de överförs till verkligheten. Detta arbete beskriver en algoritm som kan an-
vändas för att minimera skillnaderna mellan simulering och verklighet. Med
denna algoritm är det möjligt att både identifiera de simulatorparametrar som
resulterar i bättre simulering av verkligheten, och att lära en generativ modell
att producera data som liknar verklig dynamik.

Vi visar först att komponenterna som används i algoritmen är väl anpassa-
de för att lösa ett analytiskt exempelproblem. Vi demonstrerar sedan att algo-
ritmen med framgång hanterar mer sofistikerade miljöer med fysiksimulering
som involverar kontakt mellan object samt styrsignaler.
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Chapter 1

Introduction

For many applications in Machine Learning (ML), and in particular for learn-
ing complex continuous control, training is often performed in simulation
rather than in the real world. Data is abundant in simulation and can often
be generated faster than real-time, being limited strictly by computing power.
In contrast, collecting data in the real world is arduous, expensive and time
consuming. When training agents using Reinforcement Learning (RL), the
training process may also cause safety concerns. Since a key component of
learning is exploration, it is possible that an agent executes actions that pose a
danger to itself or its environment.

However, simulation comeswith drawbacks: a model trained solely in sim-
ulation may behave very differently when transferred to the real world due to
modelling errors, insufficiently accurate physics engines and lack of high fi-
delity simulation environments. Furthermore, while simulation can provide
useful initial indicators for the potential of various RL algorithms, it cannot
reliably predict RL performance for real robotics systems. Many RL tasks
depend heavily on the physical properties of the system, and although sophis-
ticated simulation engines offer a wide range of adjustable parameters, it is
neither guaranteed that correct values correspond to the most accurate simu-
lation of reality, nor can each and every parameter be accurately measured in
isolation. An important research area is thus minimizing the discrepancy, or
reality gap [1], between simulation and reality, resulting in more robust be-
havior and reducing time spent training in the real world. This research field
is also known as Simulation-to-Real (Sim-to-Real).

1
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1.1 Research question
Consider a general-purpose simulator. Using known physics laws, it can be
viewed as defining a deterministic function fψ(ssst, aaat)→ ssst+1 that returns the
next state ssst+1 given current state ssst and control actions aaat at time t. This
function is ”parameterized” by our choice of variables ψ that describe the
environment (such as inertial and frictional properties of robot and objects)
as well as configurations of the simulator software (e.g. choice of integrator,
choice of parameters that influence how contacts are computed). Simulators
describe well the general behavior of the system, but contain parameters that
are infeasible to estimate exactly.

Given a sufficiently precise and flexible simulator, the parametersψ could
be tuned such that fψ(ssst, aaat)→ ssst+1 matches themean of the real world behav-
ior. However, it is not realistic to expect to find the exact deterministic function
and parameters ψ that specify dynamics of interactions in the real world. A
deterministic solution is generally not desirable, and instead, to capture the
uncertainty of real-world data, we wish to model a stochastic distribution. A
state-of-the-art solution is learning a probabilistic function g(·), such that the
stochastic part of the function yields a probability distribution over next states
ssst+1 given states ssst and actions aaat.

Building a generative model “from scratch” using real world data is not
data-efficient. Instead, we propose to learn the parameters ψ by aligning the
output of an existing physics simulator with a small set of real-world observa-
tions. In this work, we investigate a data-driven approach that explores how
real observations can be combined with general-purpose simulators to make
learning of the stochastic function g(·) more data efficient.

1.2 Contributions
The main contribution of this thesis is the algorithm det2stoc, a data-efficient
solution to both identify parameters of the simulator that results in more accu-
rate simulation of reality, and learn a generative model that can produce output
that is close to real-world dynamics.
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1.3 Ethics, societal aspects and sustainabil-
ity

As a research topic, Sim-to-Real has major impact on the world. With current
learning techniques it is not feasible to learn complex RL tasks with few sam-
ples. This means simulation is of tremendous significance in the development
of machine intelligence. Enabling intelligent systems and robots to interact
with their environment at the skill level of humans will have substantial im-
pact on society. The future may be vast of robots performing everything from
mundane, everyday chores to complex tasks that are hazardous to humans.
As with any technical revolution, the living standard for some people will in-
crease, while other people will inevitably lose their job. As such, there needs
to be a system in place to support affected people when it happens and assist
and rehabilitate transition into other professions or reeducation. This redis-
tribution of needs and labour can in turn have an effect on the economy. We
can also not ignore the importance of robots in controversial and potentially
malicious practices such as armed drones.

In essence, the effects of improving simulation has in itself no ethical im-
pact but could enable or facilitate the learning of intelligent systems which
comes with both positive and negative consequences.

1.4 Overview of thesis
The theoretical concepts behind deep learning and variational methods used
in the project are presented in Chapter 2. This chapter also reviews the body of
work done in the domains of dynamics randomization and Sim-to-Real trans-
fer. Chapter 3 begins with a motivation for the work done in thesis, outlines
the det2stoc algorithm as well as the baseline model. Chapter 4 describes the
conducted experiments and the obtained results. Chapter 5 summarizes the
project work, draws conclusions, discusses encountered problems, and sug-
gests potential future research directions.



Chapter 2

Background

This chapter introduces the relevant theory required to follow the main aspects
of the thesis. A deep Conditional Variational Autoencoder (cvae) was chosen
to model the stochastic simulator. With that in mind, we start with a short
introduction to deep learning and neural networks, and then move on to Vari-
ational Autoencoders (vae) and variational inference. In the last part of the
chapter we describe related work, specifically within the domains of transfer
learning and Sim-to-Real.

2.1 Deep neural networks
The most basic form of neural network is a feedforward network, also known
as a multilayer perceptron (MLP). Feedforward networks constitute the foun-
dation of deep learning and are in essence differentiable function approxima-
tors. That is, they approximate the function y = f ∗(x) using the mapping
y = f(x;θ) and learn the parameters θθθ that best produce the desired output
y.

A feedforward network takes the form of a computational graph. A com-
putational graph is a directed graph where each node is either a variable, such
as input, or an operation. These operations are called hidden units or neurons,
and are organized in groups called layers. The graph describes how the in-
put flows through these layers. The feedforward network has a simple acyclic
topology, or architecture, where all the nodes in one layer are connected to all
the nodes in the next layer. An example can be seen in Figure 2.1.

The edges in the graph correspond to weights and are learnable parameters
θ of the network. As such, a feedforward network is simply a composite func-
tion parameterized by the weights of the graph that maps some set of input

4
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Figure 2.1: An example feedforward network with three inputs, one hidden layer with
three units, and one output unit.

values to some corresponding set of output values, through layers of functions
stacked on top of each other in a chain. For example, a feedforward network
with two hidden layers h(1), h(2) as in Figure 2.1 would form the function com-
position f(x) = h(2)

(
h(1)(x)

)
.

Each hidden layer typically computes some affine transformation followed
by a nonlinear transformation called activation function. The nonlinearity of
the activation functions is important as it increase the modeling capabilities of
the network. Thus, adding more layers yields deeper and subsequently more
powerful models, giving rise to the name deep learning.

During training of a neural network, the input is propagated through the
graph and produces some output passed to a loss function resulting in a scalar
loss. This is called a forward pass. In contrast, a backwards pass allows for
the loss to flow back through the network in order to produce a gradient of the
loss function with respect to the parameters of the network. This is known as
back-propagation and is a fundamental algorithm for efficiently computing the
chain rule. The weights of the network are then updated with gradient descent,
which is the process of taking steps along the opposite direction of the gradient
of the loss function.

2.2 Variational Autoencoder
The Autoencoder is a specific model trained to produce its own input. This
model consists of two connected neural networks. The first network maps the
inputx = (x1, ..., xD) to a latent output z = (z1, ..., zK) and is called encoder.
The second network maps the latent vector to some output x̂ and is called de-
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coder. Typically, the capacity of the network is limited through a bottleneck,
which forces the Autoencoder to learn a more compact and salient representa-
tion of the data. This makes Autoencoders good at dimensionality reduction
of data. The networks are trained jointly using a measure of reconstruction
loss, for example the euclidean norm between the input x and output x̂.

The Variational Autoencoder (vae) is similar in structure to the Autoen-
coder in the sense that it also has a structure that encodes and decodes the
input. However, the vae is a probabilistic generative model.

The idea behind the generative process is to sample a vector of latent vari-
ables z from some high-dimensional space Z , and then have a family of func-
tions f(z; θ), parameterized by θ in some space Θ such that f : Z ×Θ→ X .
If f is a deterministic function, such as a neural network, θ is fixed and z
is random, then f(z; θ) is a random variable in the space of X . The goal is
then to optimize θ such that when we sample z from p(z) then f(z; θ) will
correspond to the data x with high probability.

Consider a dataset consisting ofM independently and identically distributed
(i.i.d) observed samples: x = {x(i)}Mi=1. Assume that the dataset is generated
by a process involving an unobserved, or latent, variable z. This can be repre-
sented by a probabilistic graphical model (PGM) as illustrated in Figure 2.3.
The PGM factorizes into pθ(x, z) = pθ(z)pθ(x | z) and the generative process
can be described with two steps:

• z(i) is generated from a prior distribution pθ(z)

• x(i) is generated from a conditional distribution pθ(x | z) called likeli-
hood

The prior and the likelihood are assumed to be from some parametric distri-
bution that is differentiable with respect to both θ and z. The true parameters
θ are unknown.

In order to infer the latent variables we need to compute the posterior den-
sity

pθ(z |x) =
pθ(x | z)p(z)

pθ(x)
(2.1)

The term in the denominator is the marginal likelihood

pθ(x) =

∫
pθ(z)pθ(x | z)dz (2.2)

and is assumed to be intractable. This means that finding the exact solu-
tion to the posterior is also intractable. To solve this problem, we attempt to
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Figure 2.2: A graphical model of a VAE [2]. The solid lines represent the generative
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notation means we can sample M times from z and x while keeping θ fixed. The
dashed lines denote the encoding process.
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Figure 2.3: Avariational autoencoder networkwith two layers in both the encoder and
decoder and one latent variable z. Dashed arrows denote samples from probabilistic
neurons, in this example both posterior and likelihood are Gaussian.

approximate the posterior pθ(z |x) with a simpler distribution qφ(z |x). This
approach is the base of the Variational Inference methods, hence the name
Variational Autoencoder.

The generativemodelmaximizes Equation 2.2. If the choice of distribution
is Gaussian, then

pθ(x | z) = N (x | f(z; θ), σ2 × I) (2.3)

That is, the likelihood pθ(x | z) has mean µ = f(z; θ) and diagonal covari-
ance Σ = σ2× I. This distribution can be modelled by a function approxima-
tor such as a neural network. If we model pθ(z) as an uninformed Gaussian
prior N (0, I), we can take the gradient of the equation and and optimize it



8 CHAPTER 2. BACKGROUND

using gradient descent. However, it is generally intractable to simply sample
from z and compute p(x) ≈ 1

N

∑N
i p(x | z(i)) if N is large. The reason for

this is that for most z(i), pθ(x | z(i)) will be very low, so the idea is to try to
only sample instances of z that are likely to have produced x.

As mentioned previously, we can approach this problem with a new func-
tion qφ(z |x) that finds values of z that are much more likely under qφ than
under pθ. We can express the desire to have z produced under qφ(z |x) to
be similar to those produced under pθ(z |x) using the Kullbach-Liebler (KL)
divergence measure

KL
(
qφ(z |x) ‖ pθ(z |x)

)
= Eqφ(z |x)

[
log qφ(z |x)− log pθ(z |x)

]
= Eqφ(z |x)

[
log qφ(z |x)−

Expand log pθ(z |x) using Bayes’ theorem︷ ︸︸ ︷(
log pθ(x | z) + log pθ(z)− log pθ(x)

) ]
= Eqφ(z |x)

[
log qφ(z |x)− log qφ(x | z)− log pθ(z)

]
+ log pθ(x)

= KL
(
qφ(z |x) ‖ pθ(z)

)
− Eqφ(z |x)

[
log pθ(x | z)

]
+ log pθ(x) (2.4)

This gives the key equation to vaes

log pθ(x)−KL
(
qφ(z |x) ‖ pθ(z |x)

)
=

Eqφ(z |x)

[
log pθ(x | z)

]
−KL

(
qφ(z |x) ‖ pθ(z)

)
(2.5)

The hope is that qφ(z |x) will be very close to pθ(z |x), causing the di-
vergence term to be zero, meaning we are directly optimizing log pθ(x). The
right-hand side of the equation side looks much like an autoencoder. The first
term can decode z into x, and the second term can encode x into z. This
side of the equation can be optimized with gradient descent. Maximizing the
left-hand side of this equation means that we are maximizing log pθ(x) and
subsequently minimizing an error term, since the KL divergence is always
positive. This leads to the evidence lower bound (ELBO)

log pθ(x) ≥ L̃vae(x,θ,φ) = Eqφ(z |x)

[
log pθ(x | z)

]
−KL

(
qφ(z |x) ‖ pθ(z)

)
(2.6)

Now we just need to figure out how to model qφ. A common choice is
a Gaussian distribution, qφ(z |x) = N (z |µ(x;φ),Σ(x;φ)), where φ are
parameters learned from the data. This results in a KL divergence term that
can be computed in closed form:

KL
(
N (µ0,Σ0) ‖ N (µ1,Σ1)

)
=

1

2

(
tr(Σ−1

1 Σ0) + (µ1 − µ0)>Σ−1
1 (µ1 − µ0)− k − log

det Σ1

det Σ0

)
(2.7)



CHAPTER 2. BACKGROUND 9

where k is the dimension of the vector space. This is simplified if we
assume an uninformative prior:

KL
(
N
(
µ(x;φ),Σ(x;φ)

)
‖ N (0, I)

)
=

1

2

(
tr(Σ(x;φ)) + µ(x;φ)>µ(x;φ)− k − log det Σ(x;φ)

)
(2.8)

The idea is to sample z from qφ(z |x) and compute log pθ(x | z) as an
approximation of Ez∼qφ [ log pθ(x | z) ]. The output of the encoder network qφ
is a probability distribution, such as the mean and covariance of a Gaussian
distribution z ∼ N

(
µz(x;φ),Σz(x;φ)

)
. However, stochastic units inside

the network are not differentiable, and thus it is not possible to backpropagate
the error with respect to the parameters of the distribution.

To solve the problem of non-differentiable units, [2] suggested a ”trick”
that splits up the network into two parts. We sample an auxiliary variable ε =

N (0, I) and reparameterize z with a deterministic function z = g(x, ε). As-
suming a Gaussian distribution over z, a valid reparameterization is g(x, ε) =

µ(x;φ) + Σ(x;φ)× ε. Thus, we treat the stochastic ε as input which allows
backpropagation with gradient descent and maximum likelihood estimates for
φ.

2.3 Conditional Variational Autoencoder
The Conditional Variational Autoencoder (cvae) is a modification to the orig-
inal vae which allows for a deep conditional generative model. The cvae
models a distribution of the output space as a generative model conditioned
on the the input observation. This is done by modulating the prior on the latent
variables.

The cvae has a very similar structure to the vae with an encoder network
qφ(z |x,y), a prior pθ(z |x) and a generative network pθ(y |x, z). The gen-
erative process is as follows: for inputx, we sample from the prior distribution
pθ(z |x) to generate the output y from the distribution pθ(y |x, z).

The ELBO for cvae with the new output variable y is reformulated as
follows:
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log pθ(y |x) = KL
(
qθ(z |x,y) ‖ pθ(z |x)

)
+

E qφ(z |x,y)

[
− log qφ(z |x,y) + log pθ(y, z |x)

]
≥ E qφ(z |x,y)

[
− log qφ(z |x,y) + log pθ(y |x, z)

]
= E qφ(z |x,y)

[
− log qφ(z |x,y) + log pθ(z |x)

]
+

E qφ(z |x,y)

[
log pθ(y |x, z)

]
= E qφ(z |x,y)

[
log pθ(y |x, z)

]
−KL

(
qφ(z |x,y) ‖ pθ(z |x)

)
(2.9)

And we can write the ELBO

log pθ(y |x) ≥ L̃CVAE(x,y,θ,φ) =

−KL
(
qφ(z |x,y) ‖ pθ(z |x)

)
+

1

N

N∑
n=1

log pθ(y |x, z(n)) (2.10)

In general, vaes are used to autoencode its input, and training deep gener-
ative models by maximizing the ELBO is efficient. However, the same train-
ing may not be suitable to predict structured output for a cvae. This is be-
cause during training of the cvae, the output y is fed as input to the encoder
qθ(z |x,y). As such, the objective during training can be seen as a recon-
struction of y. However, during testing or inference, it uses the prior network
pθ(z |x) to draw samples z and predict y. Prediction is considered a harder
problem than reconstruction [3], and by allocating more weight on the nega-
tive KL divergence term in the ELBO we reduce the gap between the latent
encoding during training and testing. The authors of [3] find that this does not
yield good results and instead propose to train the cvae in a way that makes the
predictions consistent during training and testing. This proposal introduces a
objective for a model they call Gaussian Stochastic Neural Network (GSNN).

L̃GSNN(x,y,θ,φ) =
1

N

N∑
n=1

log pθ(y |x, z(n))

z(n) = gθ(x, ε
(n)), ε(n) ∼ N (000, I)

(2.11)

This is then combined with the standard cvae objective to form a hybrid ob-
jective with a scaling term α:

L̃hybrid = αL̃CVAE + (1− α)L̃GSNN (2.12)
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2.4 Transfer learning and Sim-to-Real

2.4.1 Domain and dynamics randomization
A simple but powerful approach to transferring RL policies from simulation
to the real world is to introduce uncertainty during training. The purpose is
to provide enough simulated variability during training such that the model
is able to generalize to real-world data. Uncertainty can be applied to the
dynamics of the system [4, 5] or the domain itself [6]. Both approaches attempt
to reduce the discrepancies between simulation and the real world in order
to produce more robust policies that learn to generalize to the domain and
dynamics of the real world without physically training in it.

By introducing random noise to the parameters of the simulator that affect
the dynamics of the system during training, [4, 5] show that it is possible to
develop policies that are capable of adapting to very different dynamics, even
including ones that differ significantly from the dynamics onwhich the policies
were trained.

The approach by [6] is similar and focuses on randomizing the domain
rather than the dynamics. In their work, they train using images as input and
randomize the rendering of the simulator. This randomization includes col-
ors and textures of objects, position and orientation of the camera, number
of lights in the scene and the type and amount of random noise added to the
images.

2.4.2 Approaches for Sim-to-Real adjustment
Progressive networks [7] target the problem of supporting transfer across se-
quences of tasks while avoiding catastrophic forgetting [8]. They have been
used to transfer policies from simulation to the real world for a robotic arm [9]
by reusing features learned in simulation, which greatly reduce the amount of
data needed from the physical system.

Model-AgnosticMeta-Learning (MAML) addresses the problem of quickly
learning new tasks with a meta-objective [10]. While the work does not di-
rectly attempt to solve the Sim-to-Real problem, it relevant to this work in
terms of adapting to new tasks, and previously mentioned techniques such as
domain randomization can loosely be considered as forms of meta-learning.
The emphasis in this thesis is to learn a task (simulation output) and then adapt,
or refine it, with real-world data without forgetting. This is done with tech-
niques described in Section 3.
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The authors of [11] develop a framework to find a distribution of simulation
parameters that brings observations induced by an RL policy trained under
this distribution closer to the observations of the real world. The purpose is to
learn the domain randomization that minimizes the discrepancy between the
real and simulated data. The simulation parameter distributions are learned
with RL, and are modified for a better transfer to real world scenarios. The
simulator is used as a black box, rather than training a neural network to match
the real-world data like in our approach.



Chapter 3

Methods

This chapter describes the motivation behind the proposed det2stoc algo-
rithm, and outlines the algorithm and the network architecture in detail.

3.1 Motivation
Consider a physics simulator that correctly describes a dynamical system us-
ing laws of physics and mathematics. Since neural networks learn from expe-
rience, it is possible to learn the dynamics of this system and make accurate
predictions given enough input and output samples. According to the universal
approximation theorem, a neural network with at least one hidden layer with a
nonlinear activation function can approximate any smooth function with suf-
ficient accuracy provided that there are enough hidden units in the layer [12,
13].

General-purpose simulators employ efficient dynamics models to make
approximations but do not explicitly model uncertainty. Simulation is fast,
however, in complex scenarios it is still time consuming to compute frictional
contacts. In contrast, a forward pass in a neural network is fast, and a hybrid so-
lution that combines deterministic simulators with learnable, stochastic neural
networks allows for models that are efficient, expressive and generalizable.

The idea of this work is to train a cvae using real data to produce a stochas-
tic simulator, but as mentioned previously, this is not data-efficient. So, instead
of starting from random encoder and decoder weights, we will first align the
decoder function fdecoder with the output of an existing general-purpose sim-
ulator f sim.

Furthermore, real data comes with uncertainty. This uncertainty can be
modelled with a generative model such as a vae, and the slightly modified

13
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cvae allows us to condition on current state. Moreover, we can use our prior
knowledge in a Bayesian manner to reason about sensible values that affect the
environment.

Domain and dynamics randomization are powerful techniques to reduce
the reality gap. However, as shown with experiments in [11], using wide dis-
tribution for randomization can cause infeasible solutions that hinder policy
learning, or sub-optimal and conservative policies. Instead of adding noise
to observations, we introduce noise during simulation by collecting a set of
trajectories using a range of simulation parameters ψ.

3.2 Proposed det2stoc algorithm
Our approach specifies how existing general-purpose simulators could be used
to make the learning of the stochastic function g(·) more data efficient. We
denote real trajectories ξreal and simulated trajectories parameterized by ψ
ξsimψ . Algorithm 1 describes det2stoc procedure.

Algorithm 1: det2stoc
1 ξreal ← collect real trajectories
2 ψ0 ← initialize sim parameters
3 for i ∈ {0, ..., N} do
4 ξsimψi ← collect sim trajectories from f simψi
5 pθ ← train fdecoder on ξsimψi
6 qφ ← train cvae on ξreal using frozen fdecoder

7 φµ,σ ← compute posterior qφ given ξreal

8 ψi+1 ←− φµ,σ

First, we collect trajectories ξreal from our real environment. We then
choose a set of initial simulation parameters that cannot be exactly measured
or that have uncertainty associated with them. We decide on an initial dis-
tribution ψ0 for these parameters, typically an uninformative distribution, for
example a uniform distribution or a wide truncated normal distribution. In
the beginning of each iteration i, we run simulations parameterized by sam-
ples from ψi and collect trajectories ξsimψi = {ssst, aaat, ssst+1}1:N . The decoder
network fdecoder is pre-trained separately on the simulated data ξsimψi

to match
f sim(ψi) using a negative log likelihood loss function. However, during this
pre-training phase, instead of sampling z from the posterior qφ, the network is
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Figure 3.1: The det2stoc architecture with a simple network consisting of a 2D
vector of inputs x and a 2D target vector y. Dashed arrows denote sampling from
probabilistic neurons. The dotted line shows the decoder pre-training phase where ψ
replaces samples from the posterior. In this phase, the decoder is trained on ξsimψ .

fed parameters ψ used during simulation. The intention of this step is to train
the decoder to capture how the simulation parameters ψ affect the system dy-
namics. The cvae is subsequently trained on ξreal, but the decoder weights
are kept frozen. The purpose of this step is to train the encoder to produce a
posterior that maximizes the log likelihood of the next state ssst+1, while en-
suring that the decoder does not catastrophically forget what it learned during
pretraining. The input to the encoder is state ssst, action aaat and next state ssst+1.
Finally, we update our parameters ψi+1 with the posterior φµ,σ.

This process can be repeated multiple times. The result of the det2stoc
algorithm is the trained decoder as well as the learned simulation parameters
φµ,σ. Because of how the training procedure was set up, the network is now
aligned with real world data. An illustration of the det2stoc architecture can
be seen in Figure 3.1.

3.3 Conditioning architecture and transfer-
aware training

Both the encoder and decoder networks are fully connected MLPs with 3 lay-
ers of 64 hidden units using ReLU activations and layer normalization [14].
The number of latent variables is equal to the number of variable parameters
used when collecting the training data from simulation. The output of both
networks are multivariate normal distributions with diagonal covariance ma-
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trices.
A common problem during training of a vae is latent variable collapse.

When this phenomenon occurs, the vae learns a good generative model of
the data but does not learn good representations of the individual data points.
Specifically, whenmaximizing the lower bound of the log marginal likelihood,
the posterior ”collapses” at inference, when the posterior is set equal to the
prior, essentially when the posterior is independent of the data. We combat this
problem with skip-connections from the posterior to the decoder, essentially
enforcing a stronger connection between the latent variables and the likelihood
function [15].

Since the cvae has the target y in its posterior formulation, it is prone
to overfitting unlike a regular vae which tends to be regularized by the KL
divergence term in the ELBO. The authors of [3] suggest adding dropout to
the encoder to combat this problem. A dropout rate of 0.2 is used on the
input layer to the encoder and helped avoiding extremely peaked latent space
distributions.

A learning rate with cosine decay is used to minimize the loss function
using Adam [16]. We also employed early stopping for during pre-training of
the decoder to avoid overfitting. This becomes especially important since the
decoder and cvae are trained on two different datasets.



Chapter 4

Experiments and results

This chapter introduces in greater detail the data and results for the thesis
project. We perform three experiments. The first is an analytic experiment,
constructed as a proof of concept to confirm the basic premise that the cvae
can be used to predict conditional distributions. In the following experiments
we evaluate the det2stoc algorithm in two different scenarios using a physics
engine.

Some questions we want to answer: How does det2stoc compare against
a baseline model? How many iterations of det2stoc are required for fdecoder
to match f sim with sufficient accuracy?

4.1 Evaluation
Evaluating the performance of a generative model is not straightforward. We
therefore choose to present the results in several ways. The generative model
learns a multivariate normal distribution with means µ and a diagonal covari-
ance matrix Σ = σ2 × I . The most important metric is the log likelihood of
the test set τ real

logL = −N
2

log |Σ| − 1

2

N∑
i=1

(xi − µ)TΣ−1(xi − µ) (4.1)

This yields a number indicating the goodness of fit, but a scalar is not very
helpful in order to understand the quality of the predictions. We consequently
contrast it with a baseline model. We also visually display results whenever
possible to further demonstrate how the models perform.

17
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4.1.1 Baseline model
We compare the results of det2stoc against a baseline cvae with the same
number of layers and hidden units. Given infinite data, the baseline model
should provide good generative results. The baseline cvae is trained strictly
on real data which is limited, and serves as an indication of the predictive
performance without alignment with simulation data.

4.2 Analytic experiment
As an initial experiment we use datawith known distributions that can easily be
analyzed. We define a joint distribution p(s, s′, ψ) and then attempt to learn
the conditional distribution p(s′ | s, ψ). If the distribution is a multivariate
Gaussian, then the conditional distribution is also Gaussian and we can find
analytic expressions for its mean and covariance [17]. In the general case, if
x is a multivariate Gaussian variable of dimension l +m, we can partition Z
into two multivariate variables xa and xb

x =

[
xa
xb

]
with sizes:

[
l

m

]
(4.2)

We find the mean and covariance by

µx =

[
µa
µb

]
with sizes:

[
l

m

]
(4.3)

Σx =

[
Σaa Σab

Σba Σbb

]
with sizes:

[
l × l l ×m
m× l m×m

]
(4.4)

The conditional distribution p(xa |xb) can then be identifying by completing
the square resulting in

µ(a | b) = µa + ΣabΣ
−1
bb (xb − µa) (4.5)

Σ(a | b) = Σaa −ΣabΣ
−1
bb Σba (4.6)

The question is now is to see if it is possible to learn µ(a | b) and Σ(a | b)
using a cvae.

To setup this experiment, we randomly generate the parameters of a trivari-
ate Gaussian distribution and ensure the covariance matrix is positive semi-
definite. The cvae is trained with samples from the trivariate distribution in
the following way:
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First, we sample (s, a, s′) from the trivariate distribution. Then, the prob-
abilistic encoder is used to produce qφ(z | s′, s, a). We then modulate the pos-
terior z with the conditional inputs s, a and use the decoder to predict the dis-
tribution pθ(s′ | z, s, a). We can view this as analogous to the goal of learning
the next state s′ conditioned on the current state s and control actions a.

As illustrated by Figure 4.1, the cvae initially learns the distribution p(s′)
but ultimately converges towards the true computed conditional distribution
p(s′ | s, a) ∼ N (µ(s′ | s,a),Σ(s′ | s,a)) after training on enough samples.

4.3 The MuJoCo simulator and scenarios
MuJoCo [18], short for Multi-Joint dynamics with Contact, is a physics en-
gine, suited in particular for simulating complex dynamic systems in contact-
rich scenarios. Performance on robotics-like scenarios simulated by MuJoCo
is frequently reported when analyzing performance of RL algorithms [19, 20].

For these experiments, we construct scenarios in MuJoCo and select pa-
rameters ψ that we wish to learn to reduce the reality gap.

In this context and the following two experiments, real data refers to tra-
jectories generated via the simulator with a configuration of the parameters
with slight Gaussian noise. The choice of means are picked at random, and
the variances are selected to be small yet slightly stochastic to resemble the
unpredictability of the real world. This noise is introduced during simulation
and not added to observations. While this does not guarantee that det2stoc
works on actual real-world data, there are other benefits to conducting the ex-
periments this way. One positive bonus with synthesizing real data is that we
can generate a variety of different physics dynamics to represent alternative
versions of ”reality” and make sure that the algorithm can find the correct set
of parameters that best represent that particular system. Moreover, a plethora
of test data can be generated to verify the quality of the results.

4.3.1 Parameters and their meanings
In the following experiments when we refer to friction we mean isotropic tan-
gential friction between two geoms in MuJoCo. In MuJoCo, wind is a vector
that is subtracted from the 3D translational velocity of each body, and the re-
sult is used to compute viscous, lift and drag forces acting on the body in
passive dynamics. In the Windy Slope scenario, wind is only used along one
axis, perpendicular to the inclination of the slope and thus causes the box to
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(a) 0 gradient steps

(b) 100 gradient steps

(c) 500 gradient steps

(d) 2000 gradient steps

Figure 4.1: Three different density estimations during training for p (s′ | a, s) where a and s
have been randomly sampled from a known trivariate distribution in each plot and drawn as
vertical lines. The expected density p(s′ | s, a) ∼ N (µ(s′ | s,a),Σ(s′ | s,a)) is computed using
equations 4.5 and 4.6 and its outline plotted in thick dashed lines.
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Notation MuJoCo parameter

ψfriction mjModel.pair_friction

ψcom mjModel.geom.pos

ψwind mjOption.wind

Table 4.1: Variable notation and their respective parameter in the MuJoCo API.

t = 0 t = 50 t = 100

Figure 4.2: The Windy Slope scenario, where a box with hidden inner content is
placed on a sloping surface exposed to wind. The figure shows the environment
at different timesteps t, and the position and orientation of the box have been su-
perimposed in each image to give a sense of the randomness over time. The tra-
jectory depends on samples from the slightly noisy real parameter distributions:
ψfriction ∼ N (0.23, 0.012), ψcom ∼ N (0.11, 0.042) and ψwind ∼ N (−1.7, 0.052).

move sideways. Table 4.1 defines the notation we use for the following experi-
ments with the corresponding MuJoCo API. For more information about how
MuJoCo computes friction, contact detection and other forces, please see the
Computation part at: mujoco.org/book/computation.html.

4.4 Windy Slope scenario
A first scenario was constructed using MuJoCo in order to see if the det2stoc
algorithm can predict the next state given the current state while only simulat-
ing passive dynamics.

In this scenario, which can be seen in Figure 4.2, an object is placed on
a sloping surface. To make the scenario more challenging and to emulate a
situation where a parameter cannot be measured, another object is placed in-
side the box at an unknown position, as seen in Figure 4.3. Thus, the center of
mass of the box is altered as the inner object slightly moves. Furthermore, a

mujoco.org/book/computation.html
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Figure 4.3: The object inside the box. The box has been made transparent to show
the contents of the box: a brick whose position affects the center of mass of the box.

fixed cylindrical obstacle placed in the middle of the surface, since accurately
modelling contact is difficult and should make predicting the output somewhat
harder.

How the box moves on the surface depends on the following variables:
the tangential friction coefficients between the surface and the box, ψfriction,
its center of mass, ψcom, as well as viscous, lift and drag forces caused by
wind, ψwind. How these parameters each affect the environment is illustrated
in Figure 4.4. The goal is to predict the next state ssst+1 given current state ssst,
with no knowledge of the real variables for friction, wind and the position of
the inner object. The state is an 18D vector consisting of the current position,
orientation, linear and angular velocity of the object.

Following the det2stoc algorithm outlined in 3.2, we define initial distri-
butions in parameter space ψ as wide truncated Gaussians. For this experi-
ment, these initial estimates are purposely made uninformative as a proof of
principle. For example, the prior distribution for ψwind implies we do not know
which way the wind is blowing. In reality however, the estimates can be based
on observing the dynamics in the real world and trying to replicate the same
behavior in the simulator.

The position and velocity of the object are recorded every 40ms during
four seconds, corresponding to 100 timesteps. Each time the environment is
reset, new parameters are sampled from ψ.

We vary all three parameters: ψfriction, ψcom, ψwind. How the environment
changes with these parameters is illustrated in Figure 4.4. We run multiple
iterations of det2stoc and evaluate the log likelihood of the test set ξreal after
each iteration. For both models we use 1000 real samples, or 10 trajectories,
as a number that would be feasible to collect in the real world for most scenar-
ios. The det2stoc model is also, for each iteration, trained on 1M samples of
simulated data parameterized by ψ that we learned. The results are presented
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t = 50 t = 100

(a) ψfriction ∼ N (0.25, 0.1) with ψwind and ψcom fixed.

t = 50 t = 100

(b) ψwind ∼ N (−1.0, 0.5) with ψfriction and ψcom fixed.

t = 0 t = 50

(c) Inner box placed at ψcom = {−0.45, 0, 0.45}.

t = 50 t = 100

(d) All three parameters sampled from initial estimate for ψ.

Figure 4.4: Similar to Figure 4.2, this figure shows snapshots of the environment
with various configuration parameters ψ to illustrate how each parameter affects the
dynamics of the environment. (a) shows the impact of varying friction while keeping
the other variables fixed. Similarly, (b) shows the effect of only varying wind. (c)
shows three boxes each with the inner box placed in different locations altering the
center of mass. In (d), all three parameters are sampled from the initial estimate ψ0.
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windy slope scenario

Model Real samples Log likelihood

cvae (baseline) 1000 69.42 ± 1.73

cvae (baseline) 10000 80.35 ± 0.60

det2stoc (1 iter) 600 66.93 ± 0.54

det2stoc (2 iter) 800 78.65 ± 0.53

det2stoc (3 iter) 1000 81.74 ± 0.61

Table 4.2: Log likelihood results of the test set τ real on the Windy Slope scenario.
det2stoc has only seen 1000 real samples but still outperforms the baseline model
that has trained on 10000 samples.

in Table 4.2, and visual plots showing the latent space converging toward the
real parameters in Figure 4.6.

To further understand how det2stoc performs, we compare it to the true
underlying dynamics of the system p(ssst+1 |ssst). To do this, we initialize the
physics simulator with a randomly chosen state ssst, sample from the real pa-
rameter distribution θ and simulate passive dynamics to generate ssst+1. This
yields a probability distribution pθ(ssst+1 |ssst) that we can compare with. The
results for the position vector (x, y, z) can be seen in Figure 4.5b. The full
state observation visualization can be found in Appendix A.

The astute readermaywonder whywe start with a lower number of real tra-
jectories whichwe incrementally increase in subsequent iterations of det2stoc.
When simulating passive dynamics, this does not make sense. However, in
cases where we are trying to train an RL agent, we cannot explore all states
of the environment in reasonable time by observing purely random actions.
Instead, we propose to train a policy in simulation, perform rollouts in the real
world, collect real observations and retrain the stochastic simulator with addi-
tional data. This is a process that can be repeated many times. For consistency,
the data for this experiment was collected in a way that follows this principle.
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windy slope scenario

(a) t = 1

(b) t = 50

(c) t = 100

Figure 4.5: Prediction distributions pθ (ssst+1 | ssst) for position outputs (x, y, z) for a
randomly sampled state at different timesteps t for the simulator, the trained stochastic
simulator trained with det2stoc and the baseline. Above the plots are log likelihoods
of the real output as well as KL divergence between the predicted and true distribu-
tions per state dimension. The full state output can be found in Appendix A.
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4.4.1 Retrieving parameter predictions using latent space
codes

As an experiment to see if det2stoc can recover the real parameters used by
the simulator f simθ , we compute the expected mean and standard deviation of
the posterior over the real training set ξreal. Since we have included the target
ssst+1 in the posterior formulation, and pre-trained the decoder to match f sim,
samples from qφ(z |ssst, ssst+1) should align with the true parameters θ. The
results can be seen in Table 4.3 and visually in Figure 4.6.

windy slope scenario

θ
(true)
µ φ

(learned)
µ θ

(true)
σ φ

(learned)
σ

ψfriction 0.23 0.2308 0.01 0.0105

ψcom 0.11 0.1071 0.04 0.0520

ψwind -1.7 -1.7075 0.05 0.0546

Table 4.3: Latent representations of parameters ψ in the windy slope scenario after
running three iterations of det2stoc starting from fairly uninformative priors for the
parameters ψ. θµ and θσ correspond to the mean and standard deviation of the real
parameter distribution, and φµ and φσ correspond to the mean and standard deviation
of samples from the posterior over the collected real trajectories ξreal. The initial prior
and posterior parameters after each iteration of det2stoc can be found in Appendix
A.
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(a) Prior estimates

(b) After 3 iterations of det2stoc

Figure 4.6: Plots show the learned parameters φµ,σ of the posterior given real samples ξreal

as normalized histograms after 3 iterations of det2stoc. From left-to-right, the plots show
tangential friction, center of mass and wind. The real distribution of the parameters θµ,σ
in drawn with black dashes. Plots from previous iterations can be found in Figure A.1 in
Appendix A.
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4.5 YuMi Pusher scenario
A second scenario was constructed in MuJoCo that introduces control actions
affecting the system dynamics. Similar to the Windy Slope scenario, a box
with unknown center of mass is placed on a surface with unknown friction.
However, inclination andwind have been removed and instead a robot interacts
with the environment with the goal of pushing the box to a target goal.

The robot is an ABB IRB14000 YuMi with 2 arms, each with 7 joints
corresponding to 14 degrees of freedom. The joints are actuated by velocity
controllers. The real robot and the robot modelled in MuJoCo can be seen in
Figure 4.7.

At the start of each episode, the arms are initialized to a default pose and
the initial location of the box is placed randomly within a 0.2m×0.2m square
area. The goal is kept fixed in the center of the table. The real friction and
center of mass distributions are listed in Table 4.5.

The goal is now to predict the next state ssst+1 given both ssst and aaat. The
state consists of the position and velocity of all 14 joints, the position and
orientations of the end effectors, as well as the position, rotation and velocity
of the box.

The results can be found in Table 4.4. As the state vector is 60D we have
chosen not to include the output distributions.

It should be noted that det2stoc vastly outperforms the baseline even
though it does overestimates the variance of ψfriction. This can be explained
by the fact that the learned policy pushes the box in increments, and small
changes in friction do not cause noticeable effects in the movement of the box.
The posterior for all iterations can be found in Appendix A.

4.6 Implementation details and tools
Since the KL divergence term in the objective function penalizes posteriors
that diverge from the standard normal distribution, the simulator parameters
are translated and scaled to have a mean of 0 and standard deviation of 1.

Rather than trying to output the next state, the target y is the delta between
next and current state y∆ = ssst+1 − ssst.

The implementation of det2stoc and the Windy Slope scenario was writ-
ten in Python 3.6, and the YuMi Pusher scenario was written in C++. The
neural networks were built using TensorFlow 1.13.1 [21]. We used MuJoCo
Pro 1.50 as physics engine, including the Python wrapper by OpenAI.
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Figure 4.7: (Left) The real ABB YuMi IRB14000 robot. (Right) The robot modelled
in MuJoCo for the YuMi Pusher scenario. The environment is considered complete
when the yellow sphere on the box is within the green sphere in the middle of the
table.

yumi pusher scenario

Model # Real samples Log likelihood of τ real

cvae (baseline) 1000 472.45± 11.54

cvae (baseline) 100000 653.85± 8.91

det2stoc (1 iteration) 600 629.12± 10.10

det2stoc (2 iterations) 800 716.43± 11.37

det2stoc (3 iterations) 1000 769.14 ± 12.32

Table 4.4: Log likelihood results of the test set τ real on the YuMi Pusher scenario.
det2stoc has only seen 1000 real samples (corresponding to 10 trajectories) but still
outperforms the baseline model that has trained on 100000 samples.
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(a) Prior estimates

(b) After 3 iterations of det2stoc

Figure 4.8: Plots show the prior parameters and learned parameters φµ,σ of the posterior
given real samples ξreal for the YuMi Pusher scenario after three iterations of det2stoc. The
parameters correspond (from left-to-right) to tangential friction ψfriction and center of mass
ψcom. The true distributions θµ,σ are outlined in black dashes. In this scenario, det2stoc
struggles to match ψfriction with the true distribution θfriction.
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yumi pusher scenario

θ
(true)
µ φ

(learned)
µ θ

(true)
σ φ

(learned)
σ

ψfriction 0.28 0.2889 0.01 0.0431

ψcom 0.035 0.0383 0.005 0.0056

Table 4.5: Latent representations of parameters ψ in the YuMi Pusher scenario after
running two iterations of det2stoc starting from uninformed priors for the parameters
ψ. θµ and θσ correspond to the mean and standard deviation of the real parameters
of the distribution, and φµ and φσ correspond to the mean and standard deviation of
samples from the posterior over the collected real trajectories ξreal.
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Conclusions

5.1 Summary
The proposed method in this thesis is built on the basis of the vae and its
conditionally modified variant cvae. The cvae was used to learn latent rep-
resentations that can be used to improve Sim-To-Real transfer by more accu-
rately modelling reality in a data-efficient way. We incorporated the various
techniques to avoid latent variable collapse, which is a common problem with
naive cvae formulations.

The det2stoc algorithm was tested on two MuJoCo scenarios. The first
scenario simulated passive dynamics and the second one included a robot in-
teracting with the environment with control actions. In both scenarios, the
det2stoc substantially outperformed the baseline in learning to predict the
next state. Furthermore, by inspecting the latent space distribution we can
conclude that det2stoc can learn a posterior that, when used as simulation
parameters, results in higher log likelihood of the real data.

A baseline cvae was trained ”from scratch” on real data and required more
than 5 times as many samples to be on par with det2stoc in the Windy Slope
scenario, and 1000 times as many samples for the YuMi Pusher scenario. We
observed that for simple scenarios and not more than three parameters, the
number of required iterations of det2stoc is small and improvement was neg-
ligible after 3 iterations. It is also clear that this performance scales with
the complexity of the environment; the more complex scenario, the better
det2stoc performs when compared to the baseline.

The code for det2stoc, as well as the Windy Slope environment can be
found at https://github.com/hwaxxer/det2stoc.
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5.1.1 Future work
As the next step, we would like to extend our framework to real-world data
with physical robots. Furthermore, we wish to incorporate higher-dimensional
sensor modalities such as vision for both state observations and parameters of
simulation randomization. Another interesting direction would be to explore
using a higher latent space dimension than the dimension of the parameters
we are trying to learn. This would allow for capturing latent information that
is not directly tied to the parameters we chose to learn and could yield even
better performance.

For the experiments, we assume that the real parameters fall within the in-
terval of a prior estimation. Future research should look intowhether det2stoc
can indicate that the prior is outside the interval, and how well it handles even
more uninformed priors.

Some work was done trying out a mixture of distributions as prior [22] but
we found this approach unnecessary for our experiments. We also made some
experiments incorporating MAML but found that the approach of freezing
learned layers sufficed for our purposes.

We used a cvae as a generative model. However, det2stoc could be used
with other generative models, such as Generative Adversarial Networks [23]
with some modifications.

The det2stoc algorithm that has been outlined in this thesis does not en-
force constraints on the output. This means that no measures have been taken
to ensure that the properties of the predicted output are valid. For example, if
the output is a rotation matrix, it is not guaranteed to be orthogonal. This is
not a limitation of the proposed det2stoc algorithm, but rather a general prob-
lem when training neural networks. This does not have any significant impact
for the uses described in this thesis, but should be considered if the output is
used in other systems that require physical constraints. Various constrained
optimization techniques can be taken to avoid this problem and would be an
interesting direction to explore.
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38 APPENDIX A. EXTENDED PLOTS

windy slope scenario

(a) Prior estimates

(b) 1st iteration

(c) 2nd iteration

(d) 3rd iteration

Figure A.1: Plots show the learned parameters φµ,σ of the posterior given real sam-
ples ξreal as normalized histograms after subsequent steps of det2stoc. From left-
to-right, the latent space codings show tangential friction, center of mass and wind.
The real distribution of the parameters θµ,σ in drawn with black dashes.
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windy slope scenario

Figure A.2: Output predictions pθ (ssst+1 | ssst) for a randomly sampled state at t = 1

for iteration 3 of det2stoc.
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windy slope scenario

Figure A.3: Output predictions pθ (ssst+1 | ssst) for a randomly sampled state at t = 50

for iteration 3 of det2stoc.



APPENDIX A. EXTENDED PLOTS 41

windy slope scenario

Figure A.4: Output predictions pθ (ssst+1 | ssst) for a randomly sampled state at t = 100

for iteration 3 of det2stoc.
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yumi pusher scenario

(a) Initial estimates (b) 1st iteration

(c) 2nd iteration (d) 3rd iteration

Figure A.5: Plots show the learned parameters φµ,σ of the posterior given real sam-
ples ξreal in the YuMi Pusher scenario for four iterations of det2stoc. The parame-
ters correspond to tangential friction ψfriction (left) and center of mass ψcom (right).
The true distributions θµ,σ are outlined in black dashes. In this scenario, det2stoc
struggles to match ψfriction with the true distribution θfriction. This is likely due to
the fact that the learned policy pushes the box in small increments, and small changes
in friction do not cause any noticeable difference. The posterior for all iterations can
be found in the appendix.
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