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Abstract: Sidescan sonar images are 2D representations of the seabed. The pixel location encodes distance from the sonar
and along track coordinate. Thus one dimension is lacking for generating bathymetric maps from sidescan. The intensities of the
return signals do, however, contain some information about this missing dimension. Just as shading gives clues to depth in
camera images, these intensities can be used to estimate bathymetric profiles. The authors investigate the feasibility of using
data driven methods to do this estimation. They include quantitative evaluations of two pixel-to-pixel convolutional neural
networks trained as standard regression networks and using conditional generative adversarial network loss functions. Some
interesting conclusions are presented as to when to use each training method.

1 Introduction
A sidescan sonar (SSS) gives a detailed image of the sea floor in
the form of return intensities as a function of range, Fig. 1. The
SSS's main limitation is that it does not provide any resolution of
the angle in the vertical plane. As a result the depth coordinate of
the returns is unknown. One way to get depth directly from simple
linear arrays is to use two or more such arrays per side with some
offset between them. Then processing the two signals can produce
some resolution of the third direction. When working from a single
array per side, however, a fair amount of indirect evidence that can

allow some estimation of depth contours. Shadows indicate the
height of rocks, changes in intensity are a function of incidence
angle, and the edge of the nadir is at the same angle in all images.
[The nadir is the blank region in the images corresponding to the
sound travel in open water before hitting the first bottom point in
the transducer's beam.] Unfortunately changes in bottom type and
noise can limit the applicability of analytic methods of exploiting
these. Studies that have used an analytic approach exploit the
dependence of intensity on incidence angle [1, 2]. Those methods
produce good results for a uniform bottom that is dominated by
diffuse reflection, such as silt. Harder materials tend to be
dominated by specular reflection which has a very different angular
dependence [3–5].

These unmodelled effects do have some patterns and given
enough data one should be able to use machine learning to partially
compensate for them. An expert can tell if a sidescan image
appears to be hard or soft bottom, rocks appear often as part of a
larger geological formation and so on. We investigate this idea by
training models using convolutional neural networks (CNNs) that
can estimate the depth contours associated with a sidescan image.
We use data collected simultaneously from a multibeam echo
sounder (MBES) and a SSS. The MBES is used to form a mesh
that the SSS is draped over. Training and test data can then be cut
out. We train CNNs in both regression (Fig. 2) and conditional
generative adversarial network (cGAN; Fig. 3) architecture. 

Extracting depth information from the SSS would be very
helpful in analysis of the SSS images. It may also be used as part of
a probabilistic bathymetric mapping system such as envisioned by
Burguera and Oliver [6]. Having even imprecise depth information
could be used to constrain a simultaneous localisation and mapping
(SLAM) solution that would combine several views from different
poses of the same bottom to form a more accurate bathymetric map
[7]. A good approach would be to use the depth information
estimated from single SSS images along with any other invariant
features that might be extracted to match pixels from one SSS
image to another. These would give a hard constraints on the
sensor poses leading to a unique solution to both the sonar pose
and bottom bathymetry. Such a system might have a large impact
on surveying from smaller autonomous underwater vehicles
(AUVs) or even swarms that cannot carry a large MBES sonar. The
challenge has been in finding invariant features that can be
matched accurately from different views.

The main contribution of this article is a systematic study of the
feasibility of using data driven methods such as regression and
cGAN modelling with CNN to estimate the under constrained
dimension in SSS images. We include meaningful evaluations on a

Fig. 1  Example of a patch of 256 pings from a SSS. Pixels are intensities
of individual returns. Each row is one ping and the column distance from
the centre is the range to the reflecting surface

 

Fig. 2  Encoder–decoder network translates from a SSS image X to a depth
image Y^. The FCN regression forms a training loss function directly from
the estimated depth image Y^ and the image produced from the MBES mesh,
Y
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limited test set. The results are promising and indicate that these
approaches are worth investigating with more extensive and varied
data.

2 Background
The problems that must be overcome in order to extract 3D
information from SSS are summarised by Woock and Frey [8].
They include needing to know properties such as sediment, surface
and volume scattering, absorption and dispersion, water currents,
variations in sound speed, and the sonar transducer beam pattern.
Methods must make simplifying assumptions about these.

One of the earliest works on depth from SSS is [9]. They model
the dependence of diffuse reflection on the incident angle to
produce an estimate of incidence angles. They then assume that the
closest return is directly below the sensor and the bottom is
horizontal at that point. They then extend that point to a contour of
the entire set of returns from a ping. They show the results for an
image but there is no ground truth or quantitative evaluation.

There has been work done that was inspired by shape from
shading with camera images. However applying assumptions of
diffuse reflections work much better for light than for sound. Work
to reconstruct a shape from sonar by using ‘Lambert's cosine law’
to infer surface normal change was shown in [2, 10]. The actual
dependence on incidence angle used was cos in [10] and cos2 in
[2]. The square dependence is actually an empirical relationship as
pointed out by Jackson et al. [11]. Aykin and Negahdaripour [2]
combined these normal estimates with constraints that the normal
should change smoothly for adjacent estimated points in the image.
The resulting system of equations can be solved. Results are shown
using a Didson forward looking sonar on a few images. Actual
reflections are a combination of diffuse and specular reflection
from hard surfaces that might have a distribution of orientations
and sizes. Clearly, the relationship between normal and intensity
cannot be modelled in a way that works for all sea bottoms with a
single simple function.

In work building on [1, 12] model the intensity as a function of
Z(x, y), bathymetry R(x, y), the reflectance, and Φ(x, y) the incident
energy. They model each of those functions by splines and
polynomials to reduce the dimensionality and apply gradient
descent to the square error in modelled intensity versus measured.
Validation is done on a pipe of known diameter.

Most often SSS is collected along overlapping swaths and this
overlap can also be exploited to add depth to the images. In [6], a
complete bathymetric mapping from the SSS system is presented
that includes beam corrections and motion estimation in a single
probabilistic frame work. The results are not comprehensive but
this approach is probably the only way to truly extract accurate
bathymetric maps from SSS.

Just as early camera image methods of depth from shading were
of interest to extract 3D from 2D sonar images, current deep
learning methods should now be tried on sonar. These methods are
state-of-the-art methods for estimating depth from single images,
e.g. [13, 14]. We expect that very soon there will be others doing
this but as of this writing there is no work estimating depth profiles
from the SSS using CNN methods.

CNN-based approaches have, however, been used in SSS
imagery for other tasks in recent years, such as mine-like object
detection [15], seabed sediment classification [16], and SSS image

segmentation [17, 18]. Dzieciuch et al. [15] show that a simple
CNN architecture could achieve good results on a limited dataset
for the detection of mine-like objects in the SSS images. Berthold
et al. [16] proposed a CNN-based approach for the seabed
sediment classification of SSS images, which achieves reasonable
accuracy of the prediction of sand but poor accuracy of fine
sediment classification. Song et al. [17] use a fully convoluted
neural net (FCN) to segment SSS images into three different parts:
areas with objects, shadow regions, and sea-bottom reverberation
areas. Markov random fields (MRFs) are used for post-processing.
In [18], another approach for SSS segmentation is proposed. They
utilise the CNN to extract features, and a simple ensemble extreme
learning machine to obtain the initial model for MRF to generate
good segmentation results.

CNNs have been very successful for various tasks in image
analysis. The semantic image segmentation task is related to our
problem in that a pixel-to-pixel result is desired. FCNs have been
shown to be advantageous for such semantic segmentation [19].
Given a good choice of the loss function, a FCN can be trained to
do image-to-image translations such as extracting depth from an
image.

U-Net [20] was first used for biomedical image segmentation
but has been applied to other applications due to several innovative
properties, such as the so-called skip connections [21]. It uses a
now classic approach of having one contracting path with
maxpooling in which image features are captured followed by a
symmetric expansive path with deconvolution for upsampling to a
pixelwise segmentation. The main innovation is skipped
connections between symmetric sections of the contraction and
expansion that both allow higher resolution information to pass in
the forward direction and the gradient to pass in the backward
direction.

Residual networks (ResNets) [22] are a network type that uses a
series of so-called residual blocks between a contracting section
and an expanding section. The residual blocks consist of several
layers with no change in the image dimension. The output of which
is summed with the input and fed to the next residual block. By
feeding the input directly to the output one gets a direct link across
all the blocks that facilitate propagation of the gradient.
Additionally, it has been shown that even if there are more residual
blocks then needed the network can learn to ‘ignore’ the extra
blocks. The end effect is that one can have more layers in the
network. Since its introduction has been shown to be useful to
estimate depth from camera images [23–25].

Image to image translation can also be done using the cGAN
approach as in [26]. The main advantage of the generative
adversarial network (GAN) approach is that the loss function is, in
essence, learned [27]. One has a generative model given by a
network that produces samples from the conditional distribution.
These ‘fake’ images are fed to a second, discriminator, network
along with the conditioning image. ‘Real’ pairs are also fed to the
discriminator. The loss is then based on having the discriminator
miss-classify fake images as real. Both networks are trained
simultaneously which is the ‘adversarial’ part.

Variational autoencoders also learn pixel to pixel mappings and
have been shown to work well with GAN training [28]. The main
difference is that in cGAN the conditioning image is not the same
as the target and of course in the autoencoder only one image is
shown to the discriminator.

3 Method
The objective is to train a network from examples of SSS image
patches to produce depth images that match those formed from a
MBES mesh over the same patch of seabed. This is a specific
example of image to image translation. We will look at two CNN
architecture types U-Net and ResNet for the image to image
translation. These both will be trained using two different
techniques FCN regression and cGAN. We follow principles
mentioned in [29]: replacing pooling layers with strided
convolutional layers, adding batch normalisation or instance
normalisation after the convolutional layers, and using a bounded
activation function tanh in the final output layer. [We tried both

Fig. 3  cGAN training learns a loss function by adding a discriminator
network and training the discriminator to correctly classify images as real
or generated and training the generator to cause miss classifications
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batch and instance normalisation but there was no significant
difference between them.]

3.1 U-Net type encoder–decoder

The image-to-image translation is done in an encoder–decoder
structure shown in Fig. 4. There are skip connections between the
symmetric layers in the two branches. There are eight layers in
each branch starting with 256 × 256 × 1 SSS images and ending
with 1 × 1 × 512 for the bottom layer. This is then up-sampled to a
256 × 256 × 1 bathymetric image along a symmetric set of layers.

3.2 ResNet type encoder–decoder

The ResNet type network structure we used is shown in Fig. 5. The
number of identical residual blocks is 7. The down-sampling is
three convolutional layers using instance normalisation. These are
followed by the seven ResBlocks and finally three upsampling
layers.

Fig. 4  U-Net type encoder–decoder network used for the image to image
translation

 
Fig. 5  ResNet type encoder–decoder network used for the image to image
translation. The three contracting blocks are followed by seven identical
residual blocks and finally three up-sampling blocks
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3.3 FCN regression training

The regression training approach is shown in Fig. 2. Here the SSS
is X and the generated image from the encoder–decoder is Y^ . This
is compared directly to the bathymetric image Y to form the ℒ1
loss(i.e. the sum of the absolute differences). To this is added a
total variation regularisation loss term ℒtv [30]. This term will
encourage spatial smoothness in the output [31, 32].

The ADAM optimiser [33] is used with hyperparameters:

• learning rate η = 10−4;
• exponential decay rate for the first moment estimates β1 = 0.9;
• and for the second moment estimates β2 = 0.999.

The weight for the total variation loss term is 10−5, chosen after a
hyperparameter search. The training batch size is 32 for both U-
Net-8 and ResNet-7. All invalid points (nadir or missing points) are
omitted when computing the loss function. The quantitative error
measures are also evaluated only on valid points.

3.4 cGAN training

The two previous image-to-image translation architectures are used
as the generators for the cGAN in Fig. 3. For the discriminator, we
used PatchGAN [26], as shown in Fig. 6. The input image and
target image are combined into a 256 × 256 × 2 image. The
discriminator outputs a 30 × 30 matrix, where each element
represents the predicted probability of a 70 × 70 patch in the image.

For cGAN, the ADAM hyperparameters are the same as for
FCN-based regression. The training batch size is reduced to 8, due
to memory usage and computational considerations. Invalid points
were also masked for the discriminator. The cGAN loss depends on
both the generator G and the discriminator D:

ℒD(G, D) = Ex, y[log D(x, y)] + Ex[log(1 − D(x, G(x))],

where x are the SSS images, i.e. the conditioning variables, and y
are the target bathymetry images formed from the MBES mesh.
One trains D to minimise this but G to maximise it using stochastic
gradient descent/ascent. To this is added the total variation and ℒ1
loss terms. The weights used for the total variation term were
tested for values from 10−5 to 10−7. The value of 10−6 was then
chosen as it had a little effect on the convergence during training
while still providing the regularisation and smoothing benefits.

3.5 Quantitative evaluation metrics

The depth from monocular image community has developed a set
of metrics that we shall use [13, 14, 23, 34]. Namely

• mean absolute error (mae): (1/M)∑i = 1
M yi − y^i .

• root mean squared error (rmse): (1/M)∑i = 1
M ∥ yi − y^i ∥2 .

• relative absolute error (abs_rel): (1/M)∑i = 1
M ( yi − y^i /y).

• threshold: percentage of yi s. t.
max ((y^i/yi), (yi/y^i)) = δ < threshold

For the threshold evaluation, we choose thresholds 1.05, 1.052, and
1.053.

4 Data
The dataset used in this work is collected from a vessel equipped
with a SSS and MBES, and post processed with off-the-shelf
software: auvlib [35]. The MBES is used to form a mesh over
which the SSS is then draped. In doing this draping there is some
distortion due to the fact that the multibeam sonar has directed an
angle closer to vertical than much of the sidescan. The sidescan ray
tracing during tracing should bend the rays due to the refraction
according to a sound velocity profile. We lack an accurate profile
and therefore did not refract the rays. The distortion would matter
in an application but does not matter to show we can learn a
contour. For real applications, one would want training data to be
as accurate as possible.

We selected 57 survey lines of sidescan and their corresponding
bathymetric maps converted to waterfall images, out of which 1410
pairs of images were cropped to form the dataset. We divide the
dataset into three parts for training, validating, and testing. The
training set consists of 47 survey lines with 1164 pairs of images.
The validation set that consists of five survey lines with 126 pairs
is used for model selection and modification. The test set
containing five survey lines with 120 pairs of images is used to
evaluate the performance. For all the values of depth over the
whole ground truth dataset Y = {y1, y2, …, yn}, max–min
normalisation is used as follows:

y^i = yi − min(yi)
max(yi) − min(yi) (1)

where min(yi) is the minimum value of the attribute and max(yi) is
the maximum value of the attribute.

5 Results
Some examples of the output from the two networks using the two
different training methods are shown in Fig. 7. It is apparent that
the ResNet results were better at reproducing the level changes in
the rocky areas for both types of training. From these images, it is
hard to tell if the cGAN or regression training was better. We did,
however, notice that in some cases cGAN training helped to
accurately infer higher elevation regions in front of areas of
shadow (Fig. 8). In these cases, ResNet seemed to better predict the
actual amount of elevation. Both networks showed an elevation
with cGAN but not with regression.

The quantitative results are shown in Table 1. As with the
qualitative results, the ResNet outperformed the U-Net but for both

Fig. 6  PatchGAN network used as the discriminator in the cGAN training
has five layers and produces a 30 × 30 output that classifies 70 × 70 size
patches of the input
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generator types, the regression training did better than cGAN on
these metrics.

These results can be better analysed by looking at the variation
with respect to range from the sonar. We split the images into four
zones shown in Fig. 9. We then evaluated the results split into three
distance zones, close, middle, and far (Table 2). Here, the results
are more nuanced with different methods performing best in
different zones. Fig. 10 shows the mae per pixel average over all
the images of the test set. Naturally, the error is greatest as one
moves further from the sensor. One can also see that U-Net was in
general worse than ResNet.

Fig. 11 shows the result of piecing together an entire waterfall
image from one line of the survey using ResNet-FCN. One can see

that there are some problems with continuity going from the top of
one image to the bottom of the next. The absolute error for this
entire waterfall image is shown for the four networks in Fig. 12. 

For real-time applications needing to generate these images, it
is only necessary to run the sidescan through the generator
network. We had a frame rate of around 355 FPS running on an
Intel Xeon 5118 CPU @ 2.30 GHz and GeForce RTX 2080 Ti
GPU.

6 Discussion
The clearest result is that ResNet seemed to do better than U-Net.
This might be explained by the fact that ResNet is a more complex
architecture with shorter skip connections and better suited to
interpreting the abrupt changes in the rocky areas.

The fact that regression outperformed the cGAN networks on
the quantitative evaluation is perhaps not surprising as the
regression training strives to minimise the absolute error while the
cGAN method will also try to eliminate artefacts that may not
contribute much to the error but do make the bathymetry more
‘realistic’. Depending on the application, these better rendered
features may be more important than mae. An example of such a
feature is Fig. 8. Applications needing absolute average accuracy
rather than accurate details of interesting features might want to
use regression. For SLAM applications, one expects the features to
be the most important information and accuracy on the smoother
parts not as relevant. One would, therefore, choose cGAN for
SLAM applications.

The most varied result was for the quantitative evaluation
broken out by zones. Here the regression training using ResNet
was best for the far range where one had the largest errors. Given
that the regression method used a training loss that did not weight
the errors in any way but rather treated the far errors as being just
as ‘bad’ as near ones, this is to be expected, i.e. regression training
put great ‘effort’ into reducing the error in the far region compared
to cGAN training. This reflects on the nature of the images
themselves and how the CNN approach treats them. The
assumption of a convolutional filter is that the interpretation is
invariant to pixel position. For SSS images, there is a changing
interpretation as one moves further away. The geometry shifts and
the per column rate of change of the angle of incidence are less in
the far than the close region. None of that is included in this
preliminary study. We treat SSS images more or less as camera
images are normally treated. This is exactly where efforts need to
be applied to improve on the results shown here. New network
architectures and signal pre-processing that reflect the nature of
SSS images may yield great improvements.

In looking at the waterfall images another weak aspect of our
method is evident. The sharp changes in the constructed waterfall

Fig. 7  Example of predictions of bathymetry. For each image, we show
(a) SSS, (b) Ground truth, (c) Output of ResNet-FCN, (d) Output of UNet-FCN, (e)
Output of ResNet-cGAN, (f) Output of UNet-cGAN

 

Fig. 8  Here we can see how the big rock near the middle of the patch is
best reproduced by the ResNet-cGAN. Brownish red is missing data of the
rock's shadow, while the lighter red to the left of the shadow is the elevation
of the rock

 

Table 1 Scores on test data for different models
Method Error Accuracy, %

mae rmse abs_rel(%) δ < 1.05 δ < 1.052 δ < 1.053

ResNet-
FCN

0.2483 0.3512 1.476 96.674 99.614 99.916

UNet-FCN 0.2854 0.4445 1.739 93.792 98.657 99.676
ResNet-
cGAN

0.2555 0.3722 1.516 95.852 99.552 99.882

UNet-cGAN 0.3035 0.4779 1.844 93.591 98.668 99.406
 

Fig. 9  Illustration on how a patch is equally divided into four regions:
‘nadir’, ‘close’, ‘middle’, and ‘far’ w.r.t the distance from the AUV
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at image boundaries could be eliminated with modifications to the
approach of treating each image in isolation. If one treated the
images or even individual pings as a sequence instead such
artefacts should be eliminated. Of course one could smooth and
overlap the images to achieve better waterfall images as well.

7 Conclusion
We have shown that CNN image-to-image translation methods can
be used to generate bathymetric profiles using SSS images. We
tested two architectures, U-Net and ResNet, using two training
methods, regression and cGAN. The ResNet performed in general
better. The cGAN method was not as good at achieving low
average error but was superior at reproducing interesting features
in the sea bottom profile. These results are based on a limited
amount of data but there was enough variation to prove that the
methods have promise. Future work should focus on designing
networks architectures and pre-processing stages that better reflect
the specific nature of SSS images. One would hope to reduce the
images to a form in which the pixel position invariance implied by
the convolutional filter is closer to being accurate.
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Table 2 Scores w.r.t distance from AUV for different models
Method Error Accuracy, %

mae rmse abs_rel(%) δ < 1.05 δ < 1.052 δ < 1.053

ResNet-FCN-close 0.1541 0.2096 0.909 99.793 99.990 99.993
UNet-FCN-close 0.1607 0.2493 0.975 98.131 99.625 99.976
ResNet-cGAN-close 0.1683 0.2260 0.990 99.622 99.999 100
UNet-cGAN-close 0.1397 0.2011 0.836 99.357 99.944 100
ResNet-FCN-middle 0.2318 0.3114 1.381 97.799 99.856 99.976
UNet-FCN-middle 0.2878 0.4927 1.796 94.371 98.270 99.096
ResNet-cGAN-middle 0.2501 0.3328 1.477 97.645 99.940 100
UNet-cGAN-middle 0.2937 0.4658 1.799 95.819 98.694 99.307
ResNet-FCN-far 0.3372 0.4557 2.011 93.232 99.085 99.804
UNet-FCN-far 0.4062 0.6067 2.492 91.402 96.920 98.587
ResNet-cGAN-far 0.3568 0.4898 2.116 91.652 98.968 99.740
UNet-cGAN-far 0.4386 0.6052 2.650 86.462 97.812 99.225

 

Fig. 10  Mae (in metres) on a test set for four models
 

Fig. 11  Waterfall image: survey track 2. Left: side-scan image; middle:
ground truth of bathymetry; right: estimation of bathymetry by splicing
patches from the ResNet-FCN into a waterfall image

 

Fig. 12  Absolute error from the ground truth (waterfall): survey track 2
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