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Abstract
Neural networks are known to memorize parts of their training set. Therefore,
whenever sensitive information is involved, releasing a trained network may
constitute a privacy breach. In this thesis, we use differential privacy to train
neural networks that provably protect the identity of participants. In particular,
we address the problems that arise in the domain of image segmentation. Here,
previous methods needed to add unreasonably high noise to protect privacy,
due to the high output dimensionality. We use dimensionality reduction to
lower the required noise level, resulting in a better privacy-utility tradeoff.
We prove the privacy guarantee formally and evaluate predictive performance
empirically on a synthetic dataset.
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Sammanfattning
Neurala nätverk är kända för att memorera delar av sina träningsset. När käns-
lig information är inblandad kan därför offentliggörandet av ett tränat nätverk
innebära att sekretessen bryts. I detta examensarbete använder vi differential
privacy för att träna neurala nätverk som bevisligen skyddar deltagarnas iden-
titet. I synnerhet tar vi upp de problem som uppstår inom området bildsegmen-
tering. Här har tidigare metoder behövt lägga till orimligt höga brusnivåer för
att skydda sekretessen på grund av den höga dimensionaliteten. Vi använder
dimensionalitetsreduktion för att sänka den nödvändiga brusnivån, vilket re-
sulterar i en bättre avvägning mellan sekretessbevarande och användbarhet. Vi
bevisar integritetsgarantin formellt och utvärderar den prediktiva prestandan
empiriskt på ett syntetiskt dataset.
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Chapter 1

Introduction

1.1 Thesis objective
Deep neural networks are powerful function approximators. In the last years,
they have found widespread use in many application domains. Computer vi-
sion tasks in particular are currently dominated by deep learning. While the
predictive power of neural networks clearly makes them an attractive tool, they
also come with several potential downsides. Among those is the tendency to
unintentionally memorize data points from the training set. In many applica-
tions, such as in the medical domain, this can be a problem since the dataset
that a network is trained on may contain sensitive data that should not be made
public, such as medical images. If we have to assume that a trained network
will leak sensitive information to someone who is willing to extract this infor-
mation, this poses a severe problem.

While memorization is not an exclusive property of neural networks - in-
deed, non-parametric methods such as support vector machines and nearest-
neighbor memorize data points intentionally - it has been demonstrated that
data can be recovered even if the network can only be accessed as a black box,
i.e. the attacker can only observe the network’s outputs for any input of their
choice. Therefore, it is not sufficient to hide the network behind an API to
protect privacy.

Privacy has many aspects and a large number of privacy metrics have been
developed to measure unintentional leakage of information. In this thesis, we
focus on the aspect of membership inference. Membership inference is the
problem of deciding, based on the trained network, whether or not a particular
data point was part of the training set.

There is a substantial body of literature on the topic of privacy-preserving
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2 CHAPTER 1. INTRODUCTION

machine learning. In recent years, differential privacy has gained a lot of at-
tention, in particular since Abadi et al. [1] showed that differentially private
neural networks can achieve high accuracy on MNIST and CIFAR-10. How-
ever, at the time of writing, no promising results have been demonstrated for
the task of medical image segmentation. Therefore, in this thesis we pose the
following research question:

• Can we train segmentation networks that provably protect membership
privacy without substantially compromising segmentation quality?

A positive answer could remove some of the obstacles that currently make the
use of machine learning in healthcare difficult. In the following, we lay out
precisely the privacy problem we are addressing in this thesis.

1.2 Threat model
We assume that there are multiple hospitals who each own a dataset of labelled
CT (computed tomography) and/or MRI (magnetic resonance imaging) scans
of patients. The scans are considered sensitive information because they could
reveal e.g. the presence of tumors, which the patient may not want to disclose.

We are interested in using the scans to train a machine learning model on
the task of image segmentation. We do not use any metadata such as name,
age or similar. We consider two scenarios for the training process:

• Centralized: The training data from all hospitals is available to us during
the learning procedure

• Decentralized: The training happens locally at each hospital. The local
models are then aggregated centrally afterwards.

After training, the (aggregate) model is published and accessible to adver-
saries.

We make the following assumptions about the involved parties:

• The hospitals behave honestly: The data they supply corresponds to true
patient scans and the segmentation labels are correct. In the case of de-
centralized learning, the local models are the output of the algorithm
supplied by the aggregating party. Specifically, we do not consider sce-
narios where the communication between aggregator and hospitals is
poisoned (e.g. [20]).
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• The aggregating party is trusted to use the data exclusively for the pur-
pose of training and prevents other parties from accessing the data. Specif-
ically, we exclude scenarios such as [44], where the aggregator behaves
adversarially such as to memorize as much as possible.

• The adversary has white-box access to the trained (aggregate) model.
That is, the adversary knows both the model parameters and the training
procedure. Their goal is to infer from the model, for any target person of
their choice, whether or not this person is part of the dataset the model
was trained on.

The adversary’s goal is known under the term membership inference. Re-
cently, several publications have shown that machine learning models - espe-
cially neural networks - indeed allow membership inference when no counter-
measures are taken [5, 6, 7, 12, 14].



Chapter 2

Background

In this section, we review the literature on potential solutions, alongside the
theoretical foundation which our proposed approach relies on.

2.1 Differential privacy
Differential privacy offers a rigorous guarantee for database access mecha-
nisms. It is based on the notion of dataset adjacency (also referred to as neigh-
borhood): Two datasets d, d′ are defined to be adjacent if they differ in the
presence of a single dataset record. Differential privacy then requires that the
outputs of a mechanism be indistinguishable for adjacent inputs.

Definition 1 (Differential privacy [17]). A randomized mechanismM : D →
R satisfies (ε, δ)-differential privacy if for any two adjacent inputs d, d′ ∈ D
and for any S ⊆ R,

Pr[M(d) ∈ S] ≤ eε Pr[M(d′) ∈ S] + δ (2.1)

In our case, a record is tuple consisting of a medical image and a segmen-
tation map andM is a randomized training algorithm. That is, M(d) is a
random variable that represents the model parameters when we train with al-
gorithmM on dataset d. Note that the randomness comes from the training
algorithm, not from the data. Indeed, differential privacy is agnostic towards
the data distribution, thus d is always treated as a constant. Consequently, the
rangeR refers to the space of model parameters and S is any set of models.

The notion of differential privacy is directly connected to the membership
inference problem. To see why, consider a differentially private training algo-
rithmM, a dataset d and a person with a data record z. The person holding z

4
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is considering whether or not to participate in the training ofM. If they par-
ticipate the model parameters will be distributed according toM(d′) (where
d′ = d∪{z}), otherwise according toM(d). SinceM is DP we can by defini-
tion 1 ensure that the distributions ofM(d) andM(d′) are indistinguishable
(up to a multiplicative and additive term), hence it is difficult to decide from
the output ofMwhether z was included in the training set or not. This protects
the participant’s membership.

Kairouz, Oh, and Viswanath [26] showed that the privacy parameters ε and
δ can be related to lower bounds on the false-positive and false-negative rate
of any discriminator that tries to distinguish between d and d′, given an output
ofM. A discriminator T is defined as a 3-tuple (S, d0, d1) that abides by the
following decision rule fT :

fT : R −→ {d0, d1}, y 7→

{
d1 y ∈ S
d0 y 6∈ S

(2.2)

For any discriminator T , we define its false-positive rate with respect to a
mechanismM as PFP (T,M) = Pr[fT (M(d0)) = d1] and its false-negative
rate as PFP (T,M) = Pr[fT (M(d1)) = d0].

Theorem 1 ([26]). A randomized mechanismM : D → R satisfies (ε, δ)-
differential privacy if and only if the following conditions are satisfied for any
discriminator T = (S, d, d′) for adjacent inputs d, d′ ∈ D and any S ⊆ R:

PFP (T,M) + eεPFN(T,M) ≥ 1− δ (2.3)
eεPFP (T,M) + PFN(T,M) ≥ 1− δ (2.4)

This result may be helpful in deciding which parameter values can be con-
sidered strong enough.

There are a few basic mechanisms that add differential privacy to existing
non-private functions. Most DP training algorithms build upon them in one
way or another. They are centered around the notion of the function’s sensi-
tivity, which measures by how much the function’s output can change if one
of the entries in the input is changed.

Definition 2 (Sensitivity). The lp-sensitivity Sp(f) of a function f : D → Rn

is defined as

Sp(f) = max
d,d′
||f(d)− f(d′)||p (2.5)

where the maximum is taken over adjacent d, d′ ∈ D.



6 CHAPTER 2. BACKGROUND

The standard mechanisms then add noise to a function, calibrated to the
sensitivity and privacy parameters.

Proposition 1 (Laplace mechanism [17]). Let f : D → Rn be a function
and Lap(b) the Laplace distribution with scale b. If γ1, . . . , γn

iid∼ Lap(S1(f)
ε

)

and γ = (γ1, . . . , γn)T then the mechanism M(d) = f(d) + γ is (ε, 0)-
differentially private.

Proposition 2 (Gaussian mechanism [17]). Let f : D → Rn be a function
and N (µ,Σ) the Normal distribution with mean µ and covariance matrix Σ.
Let σ = cS2(f)

ε
with c2 > 2 ln(1.25/δ). If γ∼N (0, σ2I) then the mechanism

M(d) = f(d) + γ is (ε, δ)-differentially private.

2.1.1 Composition
When designing DP mechanisms we often would like to invoke these simple
mechanisms repeatedly and then assess the overall privacy as an aggregate of
the privacy of the simple building blocks. This is referred to as the composi-
tion of privacy mechanisms. For instance, consider an iterative algorithm such
as stochastic gradient descent (SGD) or expectation-maximization (EM). If we
know the privacy of a single update step, we would like to use this to calculate
the overall privacy of the entire algorithm. For this purpose, several composi-
tion theorems have been derived in the literature. In particular, we make use of
the composition properties of Rényi Differential Privacy (RDP) in this thesis.
RDP is a stricter definition than DP and thus allows for a sharper analysis of
cumulative privacy loss, because the composition laws only have to hold for a
narrower set of mechanisms. RDP defines indistinguishability in terms of the
Rényi divergence.

Definition 3 (Rényi divergence). LetX ∼ p and Y ∼ q be random variables.
Their Rényi divergence of order α is defined as

Dα(X||Y ) =
1

α− 1
logE

[(
p(Y )

q(Y )

)α]
(2.6)

for any α > 1.

RDP then requires the Rényi divergence of the outputs of a mechanism to
be small when obtained from adjacent inputs:

Definition 4 (Rényi Differential Privacy [32]). A randomized mechanismM :

D 7→ R satisfies (α, ε)-Rényi differential privacy if for any two adjacent inputs
d, d′ ∈ D,

Dα(M(d)||M(d′)) ≤ ε (2.7)
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Proposition 3 (Gaussian mechanism RDP [32]). Let f : D → Rn be a func-
tion and N (µ,Σ) the Normal distribution with mean µ and covariance ma-
trix Σ. If γ ∼ N (0, σ2I) then the mechanismM(d) = f(d) + γ satisfies
(α, αS2(f)2

2σ2 )-RDP for any α > 1.

RDP is known to compose linearly, as shown by Mironov [32]:

Proposition 4. If a randomized mechanismM1 satisfies (α, ε1)-RDP andM2

satisfies (α, ε2)-RDP then their composition (M1,M2) satisifies (α, ε1 + ε2)-
RDP.

In order to make practical use of this property, we need to convert the
RDP guarantee back to DP, since the latter is the privacy definition we want
to satisfy at the end of the day. The following proposition enables us to do so:

Proposition 5 ([32]). If a randomizedmechanismM satisfies (α, ε)-RDP then
it also satisfies (ε+ log 1/δ

α−1 , δ)-DP for any 0 < δ < 1.

2.1.2 Usage in supervised learning
In machine learning, the sensitivities of the involved algorithms are often un-
known due to their complexity. Approaches to differentially private machine
learning broadly fall into one of three categories:

• Pre-processing: Differentially private training data is synthesized from
the original training data. Then, a conventional (non-private) model is
trained on the private data. The model is privacy preserving because
differential privacy is closed under post-processing [17].

• Model-agnostic: Differential privacy is added during model training but
we use a meta-algorithm, that is, it can be applied on top of any base
model.

• Model-specific: Differentially private versions of existing learning algo-
rithms are designed that exploit unique characteristics of the algorithm.

Pre-processing Synthesizing private training data is typically achieved by
training a differentially private generative model and then drawing samples
from it. Early approaches used differentially private expectation maximiza-
tion (DP-EM) [37] to train a Gaussian mixture model (GMM). GMMs are,
however, not very suitable to model complex high-dimensional data such as
images. Abay et al. [2] build upon DP-EM by first training an autoencoder
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Figure 2.1: Schematic depiction of private teacher aggregation

with differentially private stochastic gradient descent (DP-SGD) [1] and then
using DP-EM to learn a generative model in the latent space of the autoen-
coder. Beaulieu-Jones et al. [10] directly train a DC-GAN [34] with DP-SGD.
Xie et al. [47] take the same approach but train aWasserstein GAN [4] instead.
Jordon, Yoon, and Schaar [25] improve upon these by using PATE [36] instead
of DP-SGD to train the GAN.

Model-agnostic Several very similar methods for model-agnostic private
learning have independently been proposed [9, 18, 36]. They are based on
the idea of training an ensemble of non-private classifiers (teachers) and then
aggregating their predictions on a public unlabeled dataset in a differentially
private way to train a private student model. Figure 2.1 demonstrates the idea
schematically. The teachers are trained on disjoint subsets of the private data,
which guarantees that every data record can influence the decision of at most
one teacher - this is a cornerstone in the privacy analysis. Note that this is in
contrast to typical ensemble methods such as bagging [11] which use Boot-
strap for sub-sampling the dataset. Since the teacher models carry sensitive
information they are not published. Instead, they are merely used to label
the auxiliary public dataset. Privacy is then guaranteed by performing the
aggregation of teacher votes in a privacy-preserving manner. The various ap-
proaches are outlined below and differ in how the teacher predictions are ag-
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gregated, how the privacy is assessed and how the privacy-utility trade-off is
evaluated.

Papernot et al. [36] term their method PATE (private aggregation of teacher
ensembles). They aggregate the teacher votes by adding Laplace noise to the
vote histogram and then reporting the majority class to the student. Their
privacy analysis is based on the sensitivity of majority voting and the privacy
of the Laplace mechanism. The moments accountant [1] is used to bound the
accumulated privacy loss over multiple queries. They empirically demonstrate
decent accuracies on simple datasets (e.g. MNIST) for strong choices of (ε, δ).

Hamm, Cao, and Belkin [18] also consider the sensitivity of voting but use
a different noise distribution. They comparemajority voting to votingwith soft
labels and find that the latter results in a better utility trade-off. They addition-
ally prove theoretical bounds for the risk of the private classifier relative to
the non-private classifier. While they do evaluate their method empirically,
they do so on different tasks than the PATE authors, which prevents a direct
comparison.

Bassily, Thakurta, and Thakkar [9] also use majority voting but ground
their privacy guarantees on stability arguments [45] instead of sensitivity. They
allow the teacher ensemble not to answer the student’s query if there is no suffi-
cient consensus. They show that with their method there is a privacy loss only
if the teachers do not answer, i.e. as long as there is sufficient teacher con-
sensus the answers are “free” from a privacy perspective [8]. They assess the
privacy-utility trade-off theoretically with PAC bounds on the generalization
error of the private classifier relative to the non-private base classifier. How-
ever, they do not evaluate their approach on standard datasets which makes a
comparison to PATE difficult.

Independently of [9], Papernot et al. [35] also implement the idea of not
answering low-consensus queries to design an improved aggregation mech-
anism for their PATE framework. They further find that using the Gaussian
mechanism instead of the Laplacian allows for a tighter analysis of the privacy
bound through the use of Rényi Differential Privacy (see definition 4) [32].
Empirically, they show improved results on MNIST and promising results on
more complex datasets.

Model-specific While differentially private versions of conventional ML al-
gorithms already arose from early work (e.g. Support Vector Machines [41]),
much of the recent attention has been devoted to deep learning. Abadi et al. [1]
use gradient clipping to bound the sensitivity of each update step and then use
the Gaussian mechanism to perturb the gradient. Most importantly, however,
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they introduce what they call the moments accountant - an improved analysis
of cumulative privacy loss for the case when in each iteration a random subset
of the data is used (such as in SGD). Previous approaches could only guaran-
tee a single-digit ε per iteration, which led to an unacceptably high cumulative
privacy loss [43]. The moments accountant also laid the ground work for RDP,
to which it is closely related.

Harder et al. [19] use auxiliary coordinates [13] to split the network’s ob-
jective function into separate local objective functions for each layer. The sen-
sitivity of the network weights is then analyzed by considering a low-order
Taylor expansion of the local objective functions and additive Gaussian noise
is added (to the objective function) accordingly.

Similarly, Phan et al. [39] train a differentially private autoencoder by ap-
proximating its objective function using Taylor expansion. In contrast to [19],
however, they approximate the global reconstruction objective directly instead
of splitting into local objectives first.

Phan et al. [38] introduce the adaptive Laplace mechanism for deep learn-
ing which overcomes the problem of setting the number of epochs in advance
by making the privacy budget independent of the number of update steps. Fur-
thermore, a few recent works have used a generalization of differential pri-
vacy called concentrated differential privacy (CDP). Much like RDP, CDP is
a stricter definition than DP and allows for tighter bounds on cumulative pri-
vacy loss. Lee and Kifer [28] propose a dynamic privacy budget allocation
scheme which addresses the issue that not all SGD updates require the same
privacy budget. For instance, they allow larger gradients to be perturbed by
more noise than small gradients. Yu et al. [48] additionally compare several
approaches to sampling the mini-batches for SGD.

2.1.3 Other privacy measures
Differential privacy, by design, lends itself well to protecting membership but
can come at the cost of severely reduced utility if unnecessarily high noise is
added (e.g. due tomathematical difficulties in proving tight upper bounds). Al-
ternatively, one may give up on the goal of achieving membership privacy by
definition and instead employ privacy-enhancing methods with weaker guar-
antees that preserve privacy only in a narrower sense. Wagner and Eckhoff
[46] review a wide range of privacy metrics. Below we briefly summarize
a few of the most widely used ones and justify why they are less applicable
than differential privacy for the problem of membership inference in image
segmentation.
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k-anonymity [42] k-anonymity is a property of databases. For a set of quasi
identifiers recorded in the database - such as zip code or date of birth - k-
anonymity demands that any combination of values of the quasi identifiers
that is present in the database occur at least k times. Although k-anonymity
is in widespread use, it has been shown to be flawed in several ways, e.g. for
high-dimensional data [3].

Conditional entropy [15] The conditional entropy of X given Y is defined
as

H(X | Y ) = −
∑
y

∑
x

p(y, x) log2 p(x | y)

and intuitively represents the additional number of bits needed to describe
X after having observed Y. In a machine learning context, Y could refer to
the model parameters and X to the training data. A high conditional entropy
would then limit the ability of an adversary to reconstruct the training set from
the published model parameters. Indeed, conditional entropy implies a lower
bound on the expected estimation error.

Mutual information [29] The mutual information between X and Y is de-
fined as

I(X, Y ) = −
∑
y

∑
x

p(y, x) log2

p(x, y)

p(x)p(y)

and intuitively represents the amount of information shared between X and
Y. Alternatively, one can describe mutual information as the amount of infor-
mation gained about X by observing Y. While conditional entropy limits our
certainty of the reconstruction of the training data, mutual information instead
limits the reduction of uncertainty. Conditional entropy and mutual informa-
tion are directly related through entropy, which describes how uncertain we
were about X before observing Y. Indeed, mutual information is precisely the
difference between entropy and conditional entropy.

Generative adversarial privacy Generative adversarial privacy [21] is a re-
cent privacy definition inspired by generative adversarial networks. In a con-
strained minimax game, an adversarial model is trained alongside a privacy-
preserving generative model. The goal of the former is to predict private at-
tributes from public ones while the latter minimizes the adversary’s predic-
tion performance. Thereby, the data holder implicitly learns a privatization
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Figure 2.2: A brain scan (greyscale) overlaidwith a segmentationmap (yellow)
indicating the presence of a tumor. The scan is part of the BraTS dataset.

scheme from the data. This scheme is data-dependent but does not require
detailed knowledge of the data distributions, thus trying to combine the best
of both worlds. The game-theoretic foundation of the approach grants certain
optimality guarantees. However, generative adversarial privacy is not directly
applicable to the membership inference problem since we do not want to hide
particular attributes - rather, inclusion in the dataset itself is sensitive informa-
tion. A similar qualification applies to Mutual Information and Conditional
Entropy: They do not provide guarantees about membership inference that are
interpretable at a high level, which is in contrast to differential privacy that
implies an upper bound on anyone’s ability to distinguish datasets that contain
any single record from those that do not.

2.2 Medical image segmentation
In this section, we present the task of image segmentation, in particular in the
medical domain, and briefly review recent neural network-based approaches
to solving it.

2.2.1 Problem formulation
Generally, image segmentation can be seen as a per-pixel classification prob-
lem. If we have an image x ∈ Rm×n×c withm rows, n columns and c channels
then the task is to assign each of themn pixels one of k categories, i.e. output
a segmentation map y ∈ {1, . . . , k}m×n. The classification tasks, however,
are correlated because neighboring pixels are likely to carry the same label as
they usually correspond to objects that spatially extend over multiple pixels.
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In themedical domain, we are facing a variation of this problem. Instead of
a single image, we generally have a three-dimensional volume x ∈ Rm×n×l×c,
which can be seen as l images, each corresponding to one of l cross-sections
of the volume. Furthermore, the c channels do not represent RGB colors but
instead have a context-specific meaning that depends on the method used to
take the scan. In computed tomography (CT), for instance, X-ray scans are
taken from multiple angles and then computationally assembled into a 3d vol-
ume. Here we have c = 1 because the only channel present corresponds to
the amount of radiation measured by the detector. In MRI, on the other hand,
multiple scans of the same tissue may be taken, each with different parameters
for the underlying procedure that generates the MR signal. Each of the scans
may capture some characteristics of the tissue that the other scans cannot.

The segmentation labels we are considering in this thesis are binary, al-
though the problem can easily be generalized to multiple classes. Hence, in
summary, we are trying to learn a mapping f : Rm×n×l×c → {0, 1}m×n×l.

2.2.2 Methods
Image segmentation tasks are often approached with fully convolutional neu-
ral networks [30], specifically with U-Nets [40]. They consist of a contractive
part that acts as a feature extractor, followed by an expansive part that recov-
ers the input resolution. While the contractive part uses pooling operations
the expansive part makes use of upsampling layers. Typically the pooling and
upsampling operations are chosen to apply the same resolution change which
results in a symmetric network architecture resembling a “U-shape”. This
symmetry can be exploited to implement so-called skip connections between
the contractive and expansive layers that operate on the same resolution. The
success of U-Nets in the biomedical domain has inspired their use in other
computer vision tasks such as image-to-image translation and video frame in-
terpolation (e.g. [23, 24, 33, 49]).

Since the number of available labeled scans is typically low (< 1000), data
augmentation is commonly used to artificially enlarge the training set.
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Figure 2.3: Image (left) and corresponding segmentation map (right)

2.2.3 Datasets and benchmarks
SiSI

The SiSI dataset 1 is a synthetic dataset of images of animal silhouettes. For
every image, between 0 and 3 animals are selected at random and their sil-
houette is generated from a set of silhouette templates. Then, each animal
receives a different color and the silhouettes are stacked. The corresponding
segmentation map consists of those pixels at which the target animal is in the
foreground. Figure 2.3 shows a generated image together with the segmenta-
tion map, using "dog" as the target class.

In this thesis, we only use the SiSI dataset because of the ability to generate
an arbitrary amount of data. However, in order to increase practical relevance
one could consider testing the method on the Medical segmentation decathlon
described below.

Medical segmentation decathlon

The medical segmentation decathlon 2 is a challenge that measures tumor seg-
mentation performance by several measures on a union of multiple datasets
that exhibit substantial differences to one another. They combine CT and MRI
data of different sizes, body regions and other parameters that are varied be-
tween the individual datasets. Crucially, no manual adjustments are allowed
between the datasets. Therefore, it is a good benchmark for networks designs
that do not involve task-specific optimizations. Indeed, the 2018 winner of

1https://github.com/ronrest/sisi_dataset
2https://medicaldecathlon.com/

https://github.com/ronrest/sisi_dataset
https://medicaldecathlon.com/
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the challenge used network architectures very similar to the original “vanilla”
U-Net [22].

2.3 Dimensionality reduction

2.3.1 Autoencoder
Autoencoders are neural networks that have a bottleneck layer and are trained
to approximate the identity function. The bottleneck layer is the smallest layer
in the network and, in particular, has fewer nodes than the input layer. The lay-
ers before the bottleneck layer are called the encoder, the following layers the
decoder. Since the autoencoder is trained to output its input, it is forced to learn
a lower-dimensional representation of the input in its bottleneck layer that pre-
serves as much information as possible. When used for image compression,
the autoencoder is typically a convolutional network, where the encoder re-
duces the spatial resolution with each layer through pooling and the decoder
increases the spatial resolution through upsampling. Formally, we represent
the encoder by a function f : Rd 7→ Rl and the decoder by g : Rl 7→ Rd. We
call z = f(x) the encoding.

Generative autoencoder

There are variants of autoencoders that are generative, such as variational au-
toencoders. They include a sampling step in the bottleneck layer, where the
encoding z serves as the parameter of some parametric distribution. Typically,
this is a Normal distribution N (µ, diag(σ2

1, . . . , σ
2
l )) and z = (µ1, . . . , µl,

σ2
1, . . . , σ

2
l )
T consists of the means and variances. Since encoder and decoder

are now separated by a random variable, we need to make use of the so-called
reparameterization trick in order to compute the derivative of the loss with
respect to the encoder weights. It represents the sampled vector ẑ as a scaling
and shifting of a standard normal vector: ẑ = µ+ diag(σ1, . . . , σl) · N (0, I).
Since we are not interested in the derivative with respect to the randomness,
we can treat it as a constant in the gradient calculation and proceed normally.

2.3.2 Principal component analysis
Principal component analysis (PCA) is the process of mapping a set of points
onto a different orthonormal basis such as to remove correlation from the
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dataset. We call these basis vectors the principal components. The first prin-
cipal component is the unit vector along which sample variance is maximal.
The i-th principal component is the unit vector along which sample variance
is maximal, subject to being orthogonal to all previous principal components.
PCA can used for dimensionality reduction by only keeping the first few com-
ponents, i.e. those that explain most of the variability within the data set. Com-
putationally, the principal components can be found by an eigendecomposition
of the sample covariance matrix.

Formally, if we have a matrix X ∈ Rn×d whose rows are the data points
xT1 , . . . , x

T
n ∈ Rd then PCA finds an orthogonal matrix A ∈ Rd×d whose rows

are the principal components a1, . . . , ad ∈ Rd. If we let Al = (a1, . . . , al)
T

then the low-dimensional representation zi of the i-th point can be computed
as zi = Alxi. The reverse transformation is computed as x̂i = ATl zi, using the
fact that AT = A−1 because A is orthogonal.
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Methods

In this chapter, we describe an approach for solving the segmentation problem
with differential privacy and justify our choice with theoretical arguments. We
begin by arguing for PATE as a suitable starting point for medical applications
(3.1), introduce and discuss a simple generalization to segmentation tasks (3.2)
and its drawbacks; and finally suggest promising alternatives based on dimen-
sionality reduction (sections 3.3 and 3.4) and provide formal proofs of their
privacy.

3.1 Overview
As described in Section 1.2, we can distinguish the centralized from the dis-
tributed scenario. While the centralized setting is more permissive, it may not
always be available in practice. Whenever patient data is involved, there may
be legal restrictions on data sharing between hospitals and the party that trains
the model. For commercial applications, in particular, it is generally difficult
to gain access to medical records. The hurdles for sharing a model that was
trained on such records may be lower. In that case, the distributed learning
setting would be preferable. PATE enables distributed learning through its
teacher-student architecture: Each teacher could be trained locally at a hospi-
tal, exclusively on that hospital’s data, and then aggregated to train the student
model.

Furthermore, the fact that PATE is model-agnostic provides several advan-
tages in practice. First, the amount of privacy leakage is independent of the
model size. This is a beneficial property for deep learning, since many neural
networks are heavily overparameterized. In comparison, the privacy loss in
methods such as Noisy SGD [1] increases with the number of network param-

17
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eters. Second, it provides increased flexibility since the privacy analysis need
not be repeated when models are updated or network architectures are mod-
ified. It also allows different models to be in use at different hospitals at the
same time.

Finally, PATE can utilize unlabeled data in addition to labeled data in the
student training process. Therefore, PATE can be seen as a semi-supervised
learning algorithm.

3.2 High-dimensional PATE
Despite the appealing properties of PATE, it cannot be applied directly to im-
age segmentation. As described in Section 2.1, PATE has been designed with
single-dimensional outputs in mind, in particular classification. But since seg-
mentation can be seen as the task of classifying each voxel of a volume, we
can apply PATE by reformulating the problem as follows.

Recall the notation from the previous chapter: We want to learn a func-
tion f : Rm×n×l×c → {0, 1}m×n×l that takes a volume with spatial dimen-
sionsm,n, l and c channels and outputs a three-dimensional binary response.
Equivalently, we may say that we want to learn mnl single-dimensional bi-
nary functions fijk, (i = 1, . . . ,m, j = 1, . . . , n, k = 1, . . . , l) such that
f(x)ijk = fijk(x). The fact that we use the same neural network to repre-
sent all mnl functions is an implementation detail that is irrelevant from a
differential privacy perspective. Hence, we can use PATE to obtain a privacy
mechanismMijk from each of the binary functions and apply the composition
rules (Proposition 4) to calculate the cumulative privacy loss for the mecha-
nismM = (Mijk) that outputs the entire segmentation map.

3.2.1 Theoretical analysis
While the simplicity of reducing the high-dimensional task to many single-
dimensional tasks is appealing, there are two concerns that make it unlikely
to perform well. The first concern is related to the teacher-student structure
of PATE: The mechanismMijk has to combine all teachers’ predictions for
fijk and then add noise. For regular classification tasks, majority voting is a
sensible approach for performing this aggregation; but for segmentation, per-
forming the majority voting independently for each voxel may result in inco-
herent segmentation maps. This is due to the high correlation in neighboring
voxels that is ignored by treating them as independent decision problems. This



CHAPTER 3. METHODS 19

(a) Three digits from the MNIST dataset

(b) Aggregated digit

Figure 3.1: Faulty aggregation of handwritten digits by per-pixel majority vot-
ing

is illustrated in Figure 3.1 using the example of handwritten digits. Three bi-
nary images of digits of ones and sevens are averaged by pixel-wise majority
voting. The result does not look like a digit.

Secondly, the bound on the privacy leakage, if computed this way, may be
unreasonably high becausemnl queries have to be answered to label a single
example for the student. As a consequence, we may be able to label very few
data points if we want to stay below an appropriate privacy threshold. Even
for low-resolution scans, mnl can be on the same order of magnitude as the
number of available unlabeled examples. Thus, in comparison to a classifica-
tion problem on the same data, at most a handful of examples can be labeled
under the same privacy budget and noise level. Clearly, this is prohibitively
low to learn a good model.

Figure 3.2 illustrates this for a concrete choice of parameters. The plot
shows the required privacy budget for answering a certain amount of queries
for the student. Note that a query in this context refers to a single voxel whose
label is revealed. That is, labeling a full image could require several thousands



20 CHAPTER 3. METHODS

Figure 3.2: Upper bound on the privacy budget (y-axis) as a function of the
number of queries asked (x-axis). The budget of ε = 2 is marked with a dashed
horizontal line. Shown for various noise levels σ.

of queries. The plot is made assuming 100 teachers whose confidence is uni-
formly distributed between 0 and 1. The dashed line represents a budget of
ε = 2 and the hue of the line corresponds to the amount of noise that is added
onto the vote histogram. Even in the generous case of 100 teachers and a noise
standard deviation of more than 200 - which would degrade utility severely -
only a few thousand queries can be asked without surpassing the set privacy
budget, corresponding to at most a few images.

3.3 PCA-PATE
A natural way to address the large number of queries is dimensionality re-
duction. If we can represent the segmentation maps succinctly in a lower-
dimensional feature vector then the student can ask about the entries of the
feature vector using the Gaussian mechanism (Prop. 2) and then recover the
segmentation map afterwards. Most intuitively, this feature vector can be ob-
tained through principal component analysis (PCA). Here, we identify a linear
subspace to project the segmentation maps into, add noise within the subspace
and then recover the segmentation by projecting the data back into its original
space. One consequence of this is that the perturbed data will still be contained
in the subspace after applying the reverse projection. Figure 3.3 illustrates this
procedure graphically. If noise was added directly in the original space then
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Data: K teacher models t1, . . . , tK ; N unlabeled inputs x1, . . . , xN ;
privacy parameters ε, δ; number of principal components l

Result: Student model
Perform principal component analysis (on some set of segmentation
maps) to obtain the first l principal components Al ∈ Rl×d

for n = 1 to N do
for k = 1 to K do

Run the teacher model ynk = tk(xn)

Compress the prediction znk = Alynk
end

Draw γn ∼ N (0, σ2I) with σ =

√
Nd

(√
log δ−1+ε+

√
log δ−1

)
√
2Kε

Aggregate and perturb z̄n = 1
K

∑K
k=1 znk + γn

Recover the segmentation ŷn = ATl z̄n
end
Train the student model with the data pairs ((xn, ŷn))n=1..N

Algorithm 1: PCA-PATE

the data would instead scatter in all directions. The algorithm is described in
pseudocode in Alg. 1.

3.3.1 Theoretical analysis
Privacy

We will first show that PCA-PATE is differentially private for the provided
privacy parameters.

Proposition 6. Algorithm 1 satisfies (ε, δ)-DP.

Proof. Crucially, we need to show that the set of aggregated vectors z̄n is dif-
ferentially private, since all following steps are post-processing. Furthermore,
since any individual can influence atmost one teacher, it suffices to show differ-
ential privacy with respect to the teacher predictions. z̄n is computed through
a Gaussian mechanismM(z) = fmean(z) + γ where γ ∼ N (0, σ2I). The
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underlying function fmean(z) = 1
K

∑K
k=1 zk has sensitivity

S2(fmean) = max
z,z′
||fmean(z)− fmean(z′)|| (3.1)

= max
y,y′
||fmean(Aly)− fmean(Aly

′)|| (3.2)

= max
y,y′

∣∣∣∣∣
∣∣∣∣∣ 1

K
Al

K∑
k=1

(yk − y′k)

∣∣∣∣∣
∣∣∣∣∣ (3.3)

Since y and y′ are allowed to differ in at most one index k, we can equiva-
lently write

S2(fmean) =
1

K
max

ŷ∈[−1,1]d
||Alŷ|| (3.4)

As Al is constructed by removing rows from an orthogonal matrix, it acts
as a rotation and/or reflection followed by (d − l) perpendicular projections
onto a coordinate axis. None of these operations can increase the norm of the
vector that is being transformed, hence

S2(fmean) ≤
√
d

K
(3.5)

Therefore, for any α > 1, σ > 0,M satisfies (α, αd
2σ2K2 )-RDP by Prop. 3,

which scales to (α, αNd
2σ2K2 )-RDP afterN invocations by Prop. 4, which implies

(ε, δ)-DP with

ε =
αNd

2σ2K2
+

log 1/δ

α− 1
(3.6)

by Prop. 5.
For a fixed δ, we can choose α in (3.6) such as to minimize ε. Defining

auxiliary variables a = Nd
2σ2K2 , b = log δ−1 and setting the derivative to zero

dε

dα
= a− b(α− 1)−2

!
= 0

yields

α =

√
b

a
+ 1. (3.7)

Clearly, α > 1 and is thus a valid minimizer. It is globally optimal due to the
convexity of ε with respect to α. Resubstituting α into (3.6):

ε = a+ 2
√
ab (3.8)

=
Nd

2σ2K2
+

√
2 log δ−1

Nd

σ2K2
. (3.9)
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PCA

+ Noise

reverse 
PCA

Figure 3.3: Data is perturbed according to PCA-PATE

Finally, we need to know which noise level σ is required to satisfy DP for
given ε, δ. To answer this, we solve (3.9) for σ by multiplying both sides with
σ2. The resulting quadratic equation is solved by

σ =

√
Nd
(√

log δ−1 + ε+
√

log δ−1
)

√
2Kε

, (3.10)

which is the noise level we choose in Algorithm 1.

From (3.10) we can see that the noise standard deviation is inversely pro-
portional to the number of teachers and proportional to the square root of
the number of data points, suggesting that increasing the number of teachers
should have high priority. Curiously, the noise level does not actually depend
on the number of retained principal components l but on the number of origi-
nal dimensions d. This is because, as seen in (3.5), PCA does not necessarily
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decrease sensitivity. 1 It draws noise from a lower-dimensional space, but the
marginals of the noise distribution have the same variance as they would if we
had not performed dimensionality reduction.

Utility

In order for PCA-PATE to be a suitable algorithm we require that

1. a linear operation can compress segmentation maps well, i.e. the set of
possible segmentation maps approximately lies on a linear subspace.

2. the arithmetic mean of the low-dimensional vectors correspond to a
meaningful aggregation of segmentation maps.

3. the projection be noise-tolerant in the sense that small perturbations to
the low-dimensional vectors result in small changes to the segmentation
maps.

Below, we discuss to which extent these requirements are satisfied.
It is not quite clear in advance how well linear models can compress seg-

mentation maps. On the one hand, there is clearly a lot of correlation between
voxel labels, which PCA can find and remove. The data is also binary and
relatively sparse, which generally benefits linear models. For instance, one-
hot encoded categorical attributes tend to be described well by linear models.
On the other hand, correlation only captures linear dependence. Since image
manifolds are known to be highly nonlinear, it seems plausible to expect that
some stochastic dependence between the principal components will remain.
In summary, since segmentation maps share properties of both images and
categorical data, it is hard to predict how well linear dimensionality reduction
can perform.

Due to the linearity of the projection, the arithmetic mean in the low-
dimensional space is exactly equivalent to the same operation in the high-
dimensional space:

ATl

(
1

n

n∑
i=1

Alyi + γ

)
= ATl Al

1

n

n∑
i=1

yi + ATl γ (3.11)

That is, it does not matter whether we take the mean before or after the pro-
jection. On the one hand, this makes the aggregation very interpretable. On

1Since this is a worst-case analysis that holds for any permissible Al, the actual ex post
sensitivity, i.e. for one particular matrix Al, may be lower, which we do not account for here.
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Figure 3.4: Number of queries that can be answered with dimensionality re-
duction, for various noise levels (x-axis), numbers of teachers and numbers of
hidden variables l (hue), assuming the hidden variables are bounded between
-1 and 1.

the other hand, as we have seen in Figure 3.1, a linear combination does not
necessarily result in a valid segmentation map. Therefore, a nonlinear dimen-
sionality reduction may be preferable here.

As we see in (3.11), the noise tolerance depends on the decompression
matrixATl . Formally, we canmeasure the noise tolerance as the variance of the
noise in the reconstruction. Suppose without loss of generality that σ = 1 and
denote by In the n-dimensional identity matrix. We know that the noise after
reverse transformation is distributed according toATl γ ∼ N (0, ATl Al) and the
variances are given by the diagonal entries of the covariance matrix. We can
see easily that this is the same distribution we would get if we added noise to
the segmentation map before transforming it: If we drew γ′ ∼ N (0, K2Id)

and computed ŷ′ = ATl Al
1
K

(
∑

k yk + γ′) then we would equally have

Cov(ŷ′) = ATl Al(A
T
l Al)

T = ATl Al = Cov(ŷ). (3.12)

The second equality follows from the symmetry of ATl Al and the identity
AlA

T
l = Il. This describes formally what we already saw visually in Figure

3.3: The transformations eliminate noise along the smallest (d − l) principal
components. In all other directions, the noise is unaffected by PCA.

3.4 Autoencoded PATE
While PCA represents an intuitive and interpretable way to do dimensionality
reduction, we identified several potential shortcomings in the discussion of the
previous section. Replacing PCA with an autoencoder in Algorithm 1 may
address these shortcomings for the following reasons:
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• Autoencoders are effective at modeling complex nonlinear data, such
as images. This indicates that we might observe higher reconstruction
quality than with PCA when using the same number of variables.

• The arithmetic mean in the low-dimensional space may be a more mean-
ingful operation because it corresponds to a nonlinear function in the
original space.

• By choosing the activation function in the bottleneck layer, we have
more control over the sensitivity of themapping. For instance, by choos-
ing a sigmoid or tanh activation function, we can enforce a bounded
range on the low-dimensional vectors. This way, the sensitivity is set in
advance. This was not possible with PCA: There, we can only give an
upper bound for the sensitivity until we know the transformationA, that
is, after fitting the model to the data.

• Generative versions of autoencoders, such as variational autoencoders,
are noise-tolerant by design. Randomizing the low-dimensional vector
is part of the prediction (and training) process.

The particular autoencoder we propose is for the most part a regular convo-
lutional autoencoder, with a privacy-enhancing modification in the bottleneck
layer. It is structured as follows: The encoder part consists of 3x3 convo-
lutional layers with ReLU activations, each followed by a max-pooling opera-
tion. The bottleneck layer is a fully-connected layer with tanh activations. This
is to make sure that the activations are bounded between -1 and 1, thus guar-
anteeing low sensitivity. Even during the training process, we add Gaussian
noise in this layer in order for the decoder to train on the same noisy distri-
bution that it will later perform its prediction on. The decoder part consists
of 3x3 convolutional layers with ReLU activations, each followed by an up-
sampling operation. The output layer uses sigmoid activations. As the loss
function, we use the cross entropy

L(y, ŷ) = −
∑
i

(yi log ŷi + (1− yi) log (1− ŷi)) , (3.13)

treating each predicted pixel label ŷi ∈ [0, 1] and true pixel label yi ∈ {0, 1}
as the parameter of a Bernoulli distribution.

A detailed depiction of the network architecture can be found in Appendix
A.1. The training procedure is described in pseudocode in Alg. 2.

Note that, while the sampling in the bottleneck layer is reminiscent of vari-
ational autoencoders, the autoencoder presented here is not technically a vari-
ational autoencoder because we do not use variational inference to train it.
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Data: K teacher models t1, . . . , tK ; N unlabeled inputs x1, . . . , xN ;
privacy parameters ε, δ; number of latent variables l

Result: Student model
Train the autoencoder (on some set of segmentation maps) to obtain an
encoder f : Rd 7→ Rl and a decoder g : Rl 7→ Rd

for n = 1 to N do
for k = 1 to K do

Run the teacher model ynk = tk(xn)

Compress the prediction znk = f(ynk)
end

Draw γn ∼ N (0, σ2I) with σ =

√
2Nl

(√
log δ−1+ε+

√
log δ−1

)
Kε

Aggregate and perturb z̄n = 1
K

∑K
k=1 znk + γn

Recover the segmentation ŷn = g(z̄n)
end
Train the student model with the data pairs ((xn, ŷn))n=1..N

Algorithm 2: Autoencoded PATE

We do, however, rely on the reparameterization trick to ensure that the loss
function is differentiable with respect to the encoder weights.

3.4.1 Theoretical analysis
Proposition 7. Algorithm 2 satisfies (ε, δ)-DP.

Proof. The proof is analogous to that of Prop. 6, except for the fact that the
sensitivity can now be calculated analytically ahead of time and it is tight under
weak assumptions. Since the range of activations zi in the bottleneck layer is
bounded between -1 and 1 due to the tanh activation function, the sensitivity
is given by

S2(fmean) = max
y,y′

∣∣∣∣∣
∣∣∣∣∣ 1

K

K∑
k=1

(f(yk)− f(y′k))

∣∣∣∣∣
∣∣∣∣∣ (3.14)

≤ 1

K
max

ẑ∈[−2,2]l
||ẑ|| (3.15)

=
2
√
l

K
(3.16)
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with equality if we assume f to be surjective 2.
Following the same argument as in Prop. 6, the required noise level to

achieve differential privacy is therefore

σ =

√
2Nl

(√
log δ−1 + ε+

√
log δ−1

)
Kε

, (3.17)

which is the noise level we choose in Algorithm 2.

2While this is not necessarily true, there is an incentive to make use of all the latent space
because it allows the encoder to store more information. Hence, it would be surprising if f
was not (at least approximately) surjective.
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Experiments

In this chapter, we describe our experiments and show the corresponding re-
sults. The discussion is deferred to Chapter 5.

4.1 Preliminaries
Dataset Throughout all experiments, we use the SiSI dataset for training
and evaluation. By default, this dataset contains four classes (dog, cat, bird
and background). In order to adapt it to the binary setting we instead perform
dog-vs-all classification: All pixels that do not carry the dog label are treated
as background. For different experiments, we generate different amounts of
data.

Evaluation metric In all experiments, we use the Dice coefficient [16] to
measure segmentation performance. It is defined as

Dice(y, ŷ) =
2|y ∩ ŷ|
|y|+ |ŷ|

between the true segmentation map y and the prediction ŷ. Here, the segmen-
tation maps are represented as the set of pixels that carry the positive label.
To this end, ŷ is binarized using the threshold that maximizes Dice on the
validation set.

Base model PATE and its variants are meta-algorithms in the sense that they
invoke some arbitrary base model repeatedly, for all teachers and for the stu-
dent. In our experiments, we use a simple U-Net with skip connections as the

29
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base model. It has a similar structure to the autoencoder described in Sec-
tion 3.4. The contractive part consists of a series of 3x3 convolutional layers,
each followed by a 2x2 max-pooling. In the bottleneck layer, we have a spatial
resolution of 8x8 with 256 filters. The expansive part is symmetric to the con-
tractive part and consists of 3x3 convolutional layers, followed by up-sampling
operations. At each resolution level, the last convolutional layer from the con-
tractive part is connected to the first convolutional layer from the expansive
part through a skip connection. A detailed depiction of the network architec-
ture may be found in Appendix A.2.

4.2 Dimensionality reduction
In a first experiment, we want to establish empirically whether PCA or autoen-
coders offer better reconstruction quality for the same number of variables and
we want to know how the reconstruction quality scales with the number of
variables.

To this end, we generate 65 536 segmentation maps from the SiSI dataset
for the training set and another 8192 for the test set. On this training set, we
perform both PCA and train an autoencoder as described in Section 3.4. When
training the autoencoder, we hold out 4096 samples from the training set to use
as a validation set to choose hyperparameters and to detect convergence. We
evaluate performance by compressing the segmentation maps in the test set,
adding Gaussian noise (σaut = 1 for the Autoencoder and σpca = 1

2

√
d
l
for

PCA to account for the different sensitivities), decompressing, and calculat-
ing the Dice coefficient between the true segmentation map and the recon-
struction. We repeat the experiment for different numbers of latent variables
l ∈ {4, 16, 64, 256}.

Figure 4.1 shows a plot of the results. For small values of l, the Autoen-
coder performs much better than PCA. This is presumably because it can use a
low noise level, while PCA does not have this advantage. For the autoencoder,
the Dice coefficient keeps increasing slowly as more variables are added while
the reconstructions under PCA improve more steeply as the noise penalty - rel-
ative to the Autoencoder - vanishes.

In a second experiment, we investigate how the reconstruction quality of
PCA and Autoencoder with a fixed number of variables degrades as the noise
level rises. We pick an autoencoder with 64 variables, trained on 65 536 sam-
ples under a noise level of σtrain = 1 and PCA with 16 variables, trained on
the same 65 536 samples. We evaluate them by encoding 4096 unseen sam-



CHAPTER 4. EXPERIMENTS 31

23 25 27

variables

0.65

0.70

0.75

0.80

0.85

0.90

Di
ce

Autoencoder
PCA

Figure 4.1: Dice coefficient for reconstructions of segmentation maps, with
noise level appropriate for the respective number of variables
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Figure 4.2: Dice coefficient for reconstructions from autoencoder (64 vari-
ables) and PCA (16 variables) for various noise levels
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ples, adding noise of various magnitudes (σ ∈ {0, 2, 4, . . . , 18}) and record-
ing the mean Dice coefficient of the reconstruction. The results are shown in
Figure 4.2. In both cases, the reconstruction quality is affected noticeably by
the increasing noise. We can see that the Dice coefficient degrades approx-
imately linearly with σ in the case of the autoencoder. In the case of PCA,
however, performance degrades slower at first (for low noise levels) and then
drops steeply.

4.3 Aggregation
In this experiment, we want to assess the aggregation process in Autoencoded
PATE. In particular, we are interested in finding out at which parts of the pro-
cedure most utility is lost. We record average Dice coefficients at four stages:

1. The individual teachers

2. The encoding of teacher predictions, without aggregation

3. The aggregation and perturbation of teacher predictions: This measures
the quality of the dataset the student is trained on

4. The student training

The autoencoder is trained on 65 536 segmentation maps using 16 vari-
ables. The private dataset consists of 8192 image-segmentation pairs for each
of the K = 16 teachers. The public dataset, on which the student is trained,
consists of 16 384 separate images. All teachers and the student use the same
U-Net described in Section 4.1. Testing is performed on a separate set of 8192

image-segmentation pairs. The noise level is calculated such as to guarantee
(2, 10−7)-differential privacy. The results are reported in table 4.1.

Furthermore, we want to find out how much utility we lose in total due to
the privacy constraint, i.e. how much better we could have done if we did not
need to protect privacy. As a non-private reference, we train the same U-Net
that is used by the student on the full (private) dataset with all 131 072 samples
and report the results in the same table.



CHAPTER 4. EXPERIMENTS 33

(a) Input image (left) and segmentation ground truth (right)

(b) Predictions of five teachers

(c) Predictions are perturbed through the autoencoder

(d) Aggregated and perturbed prediction (left); and non-private prediction (right)

Figure 4.3: Example of the prediction procedure in Autoencoded PATE
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Stage Dice Training samples
Teacher predictions 0.785 8192 (each)

Encoded teacher predictions 0.670 65 536

Aggregated teacher predictions 0.735 -
Student 0.745 16 384

Non-private baseline 0.923 131 072

Table 4.1: Overview of segmentation quality at various stages of the procedure

We exemplify this in Figure 4.3, which shows segmentation maps, together
with their Dice coefficient (with respect to the ground truth) from all stages of
the process.

The non-private baseline is substantially better than the privacy-preserving
predictors. The most severe performance penalties are to be found at the
teacher level (0.785 versus 0.923), due to the reduction of data size and at
the encoding level (0.670 versus 0.785). Through aggregation, the segmenta-
tion quality is somewhat improved. Visually, this is confirmed when looking
at Figure 4.3: Subjectively, the segmentations made by the individual teachers
look decent, although noticeably worse than their non-private counterpart. At
the stage of encoding, though, only the very rough silhouette is preserved as
much of the spatial detail (legs, mouth, tail) is lost. This subsequently prevents
the student from learning a goodmodel since it trains on a flawed ground truth.
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Discussion

In this chapter, we interpret the theoretical and experimental results from the
previous sections, put them into perspective and discuss the need for future
work.

5.1 Quality of dimensionality reduction
The general trend in Figure 4.1 for PCA performance to depend more strongly
on the number of variables is to be expected because the noise penalty for PCA
decreases as l increases. Though, it is noteworthy that PCA achieves better
performance for l = 28, given that the autoencoder consistently outperforms
PCA with 16 variables, regardless of noise level (see Fig. 4.2). A possible
explanation for this might be the particular choice of network architecture in
the Autoencoder. We selected the layers with a small number of variables in
mind and did not make substantial adaptations to accommodate larger amounts
of variables, which may have potentially skewed the results in favor of PCA.
Indeed, a Dice score of≈ 0.91 seems low for 256 hidden variables, given that
it can achieve a score of ≈ 0.81 with only 4 variables.

Turning to Figure 4.2, we notice that the Autoencoder not only outperforms
PCA at all noise levels but also shows a more consistent noise response (ap-
proximately linear). PCA, on the other hand, while initially barely affected
by the noise, then responds with a steep drop in performance for noise levels
higher than σ ≥ 7.

It should also be reiterated that the sensitivity we have derived for PCA
(see (3.5)) is only an upper bound. Therefore, we may have overestimated
how much noise is required for PCA. Solving the maximization problem for
one particular matrix could give better results, depending on the shape of the
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data PCA is performed on.

5.2 Dataset
In this thesis, we have exclusively used synthetic data for our experiments.
This came with several pragmatic benefits. First, abundance of data was not
a problem. At any time, we were able to generate the right amount to run
meaningful experiments. Second, we circumvented the problem of data con-
fidentiality by relying on animal silhouettes. Third, we only had two spatial
dimensions present - in medical settings, scans often have a third spatial di-
mension. This simplified the learning problem and made the segmentations
easier to visualize and interpret.

However, relying only on the SiSI dataset limits our ability to draw gener-
alizable conclusions from the experiments. First, segmentation in SiSI works
only by recognizing shapes. The images have no texture as the entire animal
is colored uniformly. In real applications, texture plays an important role in
recognizing objects. Second, due to the data scarcity in medical applications,
data augmentation is used extensively. This aspect was not considered in this
thesis. However, in a sense, the entire dataset is generated by augmentation.
The scaling, shifting and rotation of the animal silhouettes is reminiscent of the
label-preserving transforms that are commonly applied in data augmentation.

In summary, the dataset used in this thesis is sufficiently different from
real-world data to warrant follow-up experiments if this method were to be
considered for medical applications.

5.3 Baseline
In 4.3 we compared the performance of Autoencoded PATE to that of an un-
constrained learner. By unconstrained, we mean both the privacy constraint
and the decentralization constraint. In reality, guaranteeing privacymay be the
only way to aggregate data from multiple sources. Therefore, one could argue
that the baseline should have been obtained from a smaller dataset, because it
runs in the centralized setting.

Furthermore, it would have been informative to compare our methods’s
performance directly to prior art. Noisy SGD [1] is commonly used as a base-
line in the recent literature because it is applicable to any type of neural net-
work and was the first to demonstrate results that come close to a non-private
setup. Future work could apply Noisy SGD to the segmentation problem by
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training the same U-Net that we have considered with the differentially private
Noisy-SGD optimizer. Moreover, a comparison to differentially private feder-
ated learning [31] would be interesting since it also applies to the decentralized
setting.

5.4 Aggregation
The central challenges in applying PATE to image segmentation were find-
ing a solution for representing segmentation maps succinctly and aggregating
those representations across teachers. In the experiments from Section 4.3
we have identified flaws that relate to the capability of autoencoders to output
sharp segmentation maps that preserve spatial detail. Notably, the segmenta-
tions that are output by U-Nets do not seem to suffer from this problem, even
though segmentation is arguably a harder task. A possible explanation could
be the absence of skip connections in autoencoders. These are not permissible
in an autoencoder from a privacy perspective but the general idea to supply ad-
ditional spatial detail seems like a good idea given the blurry outputs we have
observed. The work of Kohl et al. [27], in which autoencoders are used to
model a posterior distribution over segmentation maps, could serve as inspi-
ration.

5.5 Societal and ethical implications
Machine learning in healthcare There are several high bars that a medi-
cal product needs to clear before it can be used in practice. Whenever ma-
chine learning is involved in such a product, privacy arises naturally as a con-
cern because it is typically trained on patient data, which is under strong legal
protection. As a prominent example, the General Data Protection Regulation
(GDPR) has generally set higher bars within the European Union for entities
that hold and use personal data. For this reason, it seems likely that progress
in privacy research will contribute to the more widespread usage of machine
learning in healthcare, which could potentially improve healthcare substan-
tially.

Applications outside of healthcare While we consider medicine as the pri-
mary field of application in this thesis, it is by no means the only usage of dif-
ferentially private machine learning. Due to the widespread economic interest
in data-driven methods, privacy-preserving learning has a potential place in
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any industry that collects sensitive data. Given this interest and the opportu-
nities for social good that machine learning brings to the table, one may argue
that privacy concerns should not be given high priority because they delay the
development of products, thus hindering innovation and decreasing economic
growth. However, even if one were to agree to this suggestion, it seems that
one should still be in favor of the development of privacy-preserving learning
because it facilitates satisfying the legal privacy requirements that are already
in place, thus accelerating the adaptation of new methods.

5.6 Conclusion
In this thesis, we designed and evaluated a method for privacy-preserving im-
age segmentation. We chose differential privacy as the most relevant measure
for membership privacy and showed formally that our method satisfies the cri-
terion. Experimentally, we assessed howmuch predictive performancewe lose
due to the privacy-enhancing parts our method comprises. At the beginning
of the thesis, we stated the research question

• Can we train segmentation networks that provably protect membership
privacy without substantially compromising segmentation quality?

which we tried to answer constructively by designing a method that satisfies
these criteria. Given the substantial gap between the private and the non-
private Dice coefficient and the methodological limitations we discussed in
the previous sections, we conclude that further work is needed to answer the
research question. Such work could include the application to a more real-
istic dataset, improvement of the encoding/decoding performance as well as
comparison to state-of-the-art methods.
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Appendix A

Neural network architectures

A.1 Autoencoder

Figure A.1: Detailed layer configuration for the encoder (left) part and decoder
(right) part of the autoencoder
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A.2 U-Net

Figure A.2: Detailed layer configuration for the base model (U-Net)
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