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Abstract

The current Internet design is based on a best-effort service, which
combines high utilization of network resources with architectural sim-
plicity. As a consequence of this design, the Internet is unable to provide
guaranteed or predictable quality of service (QoS) to real-time services
that have constraints on end-to-end delay, delay jitter and packet loss.

To add QoS capabilities to the present Internet, the new functions
need to be simple to implement, while allowing high network utiliza-
tion. In recent years, different methods have been investigated to pro-
vide the required QoS. Most of these methods include some form of
admission control so that new flows are only admitted to the network
if the admission does not decrease the quality of connections that are
already in progress below some defined level. To achieve the required
simplicity a new family of admission control methods, called end-to-end
measurement-based admission control moves the admission decision to
the edges of the network.

This thesis presents a set of methods for admission control based on
measurements of packet loss. The thesis studies how to deploy admis-
sion control in an incremental way: First, admission control is included
in the audiovisual real-time applications, without any support from the
network. Second, admission control is enabled at the transport layer
to differentiate between elastic and inelastic flows, by embedding the
probing mechanism in UDP and using the inherent congestion control
of TCP. Finally, admission control is deployed at the network layer by
providing differentiated scheduling in the network for probe and data
packets, which then allows the operator to control the blocking proba-
bility for the inelastic flows and the average throughput for the elastic
flows.

The thesis offers a description of the incremental steps to provide
QoS on a DiffServ-based Internet. It analyzes the proposed schemes
and provides extensive figures of performance based on simulations and
on real implementations. It also shows how the admission control can
be used in multicast sessions by making the admission decision at the
receiver.

The thesis provides as well two different mathematical analyses of
the network layer admission control, which enable operators to obtain
initial configuration parameters for the admission decision, like queue
sizes, based on the forecasted or measured traffic volume.

The thesis ends by considering a new method for overload control in
WLAN cells, closely based on the ideas for admission control presented
in the rest of the articles.
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Chapter 1

Introduction

1.1 Motivation

There is no doubt that the Internet has changed the way we perceive the
world around us and, in many cases, it has even changed our communication
patterns, offering cheap channels to send and receive text, voice and even
image information almost instantaneously.

Most of the users identify the Internet as a combination of the World
Wide Web, e-mail, instant messaging and file sharing applications, like ICQ
or Kazaa, but the Internet is much more than that. Many Internet providers
nowadays offer high speed broadband access that allows the users to watch
live television, video on demand and to use VoIP telephony instead of the
normal circuit switched telephony service. These new applications have data
rates that require high available network bandwidth. However, this network
bandwidth needs to be shared by several users, which can create a higher
demand than the available capacity, causing network congestion and impacting
the transmission quality.

The Internet is a complex infrastructure of interconnected networks, which
contains up to millions of nodes [1]. All these networks are made up of many
different components, which interact with each other according to predefined
rules. The Internet is a packet switched network, which means that the data
to be sent is split into packets called datagrams. Each and every packet is
an individual object with addressing information in it. Only the source and
destination nodes are aware of the fact that these packets are part of a par-
ticular data entity that is being transmitted. Packet switching offers a great
advantage over circuit switched networks, like the telephony network, regard-
ing utilization and flexibility. In a circuit switched network, resources need to
be reserved on the whole path between the communicating nodes for the trans-
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mission to take place, and these resources are in use until the communication
ends. However, most of the communication that takes place on the Internet,
like web browsing or voice conversations, is stochastic in nature and has idle
periods. In a circuit switched network, resources are underutilized when the
idle periods occur, since no other node can utilize them. In datagram net-
works, on the contrary, there is no reservation of resources, so communicating
nodes compete with each other to utilize the network resources. If the net-
work is properly dimensioned, this competition does not induce high packet
loss or transmission delays, while, in the case of poor network dimensioning,
packet loss rates and transmission delays due to buffering can be unacceptable.
The present best-effort Internet is designed for data transmission, where lost
packets are retransmitted. Best-effort service is suitable for voice and video
communication only if the network load is low, since it gives no guarantees on
the service quality.

All the communications that take place on the Internet use a set of layered
protocols. The internet protocol (IP) offers a unified way to send data from
one node to another independently of the underlying physical technology. The
IP protocol takes care of offering a consistent addressing scheme for every node
on the Internet, as well as a reliable routing strategy to reach any node on the
network. The functions to provide reliable transmission are moved to higher
layers, in the so called transport layer protocols, and are implemented in the
end systems only. The reason for this separation is referred to as the end-to-
end argument [2], which states that functions placed at low levels of a system
may be redundant or of little value when compared with the cost of providing
them at that level. Most of these functions can completely and correctly
be implemented only at the end points of the communication system, with
the knowledge and help of the application. The end-to-end argument helps
identifying the criteria for assigning functions to the different layers.

The layering based on the end-to-end argument offers the possibility to im-
plement a set of different transport layer protocols, depending on applications’
needs. The most widely used transport layer protocol, called transmission con-
trol protocol (TCP), guarantees the complete transmission of the information
but without any assurances on the transmission delay. This kind of reliabil-
ity is well suited to file transfer, web browsing or even e-mail transmission,
but not for real-time applications where information arriving with high delay
might be useless. Most of these applications use another transport protocol,
the user datagram protocol (UDP), which offers an unreliable service with low
signaling overhead.

During the last years there have been numerous efforts to solve the problem
of quality of service (QoS) in packet switched networks. The quality of service
received from the network is defined by the following parameters: transmission
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rate, packet loss rate, maximum end-to-end delay, and maximum delay jitter.
The end-to-end delay has a fixed component, which is the propagation delay
on the network links, and a variable component, which is associated with
packet buffering and processing in the network nodes. The delay jitter denotes
the variability of the end-to-end delay, which plays an important role in the
dimensioning of play-out buffers for multimedia communications. Some of
the new applications being used on the Internet, like streaming audio or video
demand quite stringent quality of service requirements, like low delay or jitter,
that cannot be guaranteed with the current architecture. For example, with
ordinary voice conversations, one way delays over two hundred milliseconds
are often annoying [3]. Most multimedia applications are designed to manage
losses and to smooth out the jitter that occur in a lightly loaded network.

All the different approaches to QoS provisioning offer class differentiation
in the IP layer, since it is the overlay for gluing together the numerous link
layer technologies that constitute the Internet. This class differentiation con-
tains various functions, like packet classification, scheduling and connection
admission control. First, packet classification is needed to divide the different
types of traffic into flow classes. The most basic classification of traffic con-
siders the adaptability of the flow rate to the load conditions, thus classifying
the traffic into elastic and non-elastic traffic. Packets from different classes
need to be treated according to their sensitivity to loss, delay and delay jitter
at the network nodes by applying class or flow specific scheduling. Scheduling
algorithms can be based on relatively simple priority schemes, or they can
provide capacity reservation for traffic classes. Finally, admission control is
needed to avoid an over-reservation of network capacity by non-elastic flows.
Only a certain number of non-elastic flows can be admitted in the network to
bound the packet loss rate and the transmission delays due to buffering. The
admission control procedure has to ascertain whether a new flow will push the
loss rate and delay over the acceptable QoS values. It may reject the flow in
order to keep on-going connections within these QoS values.

This thesis presents a family of probe-based end-to-end admission control
algorithms. The PBAC algorithms are able to offer reliable performance under
different network conditions. The algorithms follow the end-to-end principle
of the Internet [2], by moving the complexity to the end hosts, or to the ingress
and egress routers. PBAC provides a service which prevents congestion from
occurring [4], instead of resolving it, as in the best-effort architecture. The
goal is to protect ongoing sessions from new sessions, without burdening the
network nodes with flow specific control functions [5].

This thesis is organized as follows: Chapter 2 gives an introduction to
general quality of service architectures, both standardized and newly proposed;
Chapter 3 offers a brief overview of related work in relation to admission
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control schemes; Chapter 4 summarizes the original work included in this
thesis, and, finally, Chapter 5 offers the conclusions of the thesis and some
insights on possible future work.

1.2 Research area and methodology

This thesis focuses on how to provide admission control functionality for new
flows that prevents these new flows from degrading the QoS of already admit-
ted flows. The family of admission control schemes offers a stepwise approach
to increased QoS for multimedia flows on the Internet, from providing a sim-
ple overload protection mechanism to being able to ensure an upper bound
on packet loss for a media flow in the network. All the methods described in
this thesis require a probe-packet sender and a receiver. The sender injects
probe packets into the network, which are dropped by the the network in case
of overload. The ratio of dropped packets is measured by the receiver and
signaled back to the sender, which performs an admission decision according
to a certain acceptance criterion.

Network model

The networks considered in this thesis are best effort or DiffServ-enabled
packet-switched networks, which means that all traffic is transmitted as dis-
crete packets and no bandwidth reservation exists. A network path is a set of
consecutive links, with different capacities, interconnected in a mesh topology
by routers. Routers are modeled as a set of queues, one per outgoing link,
with a first-in first-out scheduler. The service discipline queues create delay
as a result of congestion, and arriving packets are dropped when the buffer is
full.

Research challenges

The different research challenges addressed in this thesis are summarized be-
low.

• To describe the relationship between the different admission control
methods and provide a vision for an incremental deployment of end-
to-end QoS over the Internet (Paper A).

• To evaluate the feasibility of performing admission control in the appli-
cation layer by studying real VoIP data (Paper B).
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• To describe and evaluate a service differentiation scheme in the transport
layer, that combined with FEC can provide fair sharing of a network path
between elastic and inelastic traffic. (Papers C and D).

• To analyze the performance of a probe-based admission control scheme
working over a network with class-based queuing (Paper E and H).

• To apply the probe-based admission control with service differentiation
in the network to multicast communication (Paper F).

• To describe, implement and analyze a lightweight monitoring system for
end-to-end admission control schemes (Paper G).

• To describe, analyze and evaluate in a real prototype probe-based ad-
mission control for a DiffServ enabled network (Paper H).

• To offer an analytical model for network operators to easily obtain the
parameters needed for configuring PBAC (Paper I).

• To describe and analyze an overload protection mechanism for WLAN
cells that requires no changes in the scheduling of IEEE 802.11 (Paper
J).
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Chapter 2

QoS architectures

The International Telecommunications Union (ITU) defines QoS as “the col-
lective effect of service performances which determine the degree of satisfaction
of a user of a service” [6]. User satisfaction is an elusive concept since there
are many performance aspects that affect it. If we constrain ourselves to net-
work performance then aspects like fault handling, protection against service
attacks, route stability and traffic control, amongst others, need to be consid-
ered. QoS from a network perspective is usually associated with traffic control
and measured in packet loss ratio and end-to-end delay.

One common view for solving network QoS aspects is overprovisioning of
the network capacity. However, overprovisioning is a slow and rough control
strategy: the traffic volume needs to be measured and forecasted, and the nec-
essary capacity in the network links has to be provisioned. Simple mistakes in
the forecasting of the traffic volumes can lead to expensive and lightly utilized
investments in link capacity, or to congestion due to an underestimation of
the needs. Capacity planning is then more a long term network management
task than a short term mechanism for QoS.

During the last 20 years there have been several proposals for QoS archi-
tectures which provide different levels of guarantees in terms of packet delay,
delay jitter and loss probability. All of these proposals consist of several
building blocks which cover a wide variety of functions, like policing, shaping,
scheduling, admission control, queuing and traffic engineering. Most of the
building blocks need to act in a coordinated manner to provide the desired
effect.

Research in the area of mechanisms for QoS guarantees on IP networks has
led to a massive volume of results. Components for emerging QoS architectures
for the Internet are presented in several overviews [7][8][9] while Firoiu et al.
present more recent advances in the area [10]. This chapter gives a short
summary of the most well-known architectures.
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2.1 Standardized QoS architectures

Asynchronous Transfer Mode (ATM)

Asynchronous transfer mode [11] appeared as an evolution of the Integrated
Services Digital Network (ISDN) and provides an unreliable, connection-oriented,
virtual circuit high speed networking technology. ATM handles data in fixed-
size cells and may offer a predictable and guaranteed quality of service. ATM
achieves scalable performance regardless of the size of the network, with no
architectural speed limitations. ATM combines the advantages of statistical
multiplexing and time division multiplexing. Since ATM data is fragmented
into small fixed-size cells many different services can be multiplexed over one
ATM virtual circuit.

ATM networks use admission control to determine whether the incoming
connection would cause the network to violate the service contract of exist-
ing connections. The ATM switches determine available bandwidth based on
port subscription bandwidth. With no connections, the available bandwidth is
equal to the subscription bandwidth. As connections arrive and are accepted,
their required bandwidth, obtained from the traffic parameters of the connec-
tion and service category, is subtracted from the available bandwidth. When
the available bandwidth is smaller than the required bandwidth for the incom-
ing connection, then the connection is rejected. When a connection ends the
port subscription bandwidth increases accordingly. Some ATM switches allow
the subscription bandwidth to be greater than the effective port bandwidth
to provide oversubscription if so desired.

The traffic parameters of incoming ATM connections can be specified by
the client. ATM QoS supports as well isochronous traffic. Traffic management
in the ATM nodes happens at the hardware level, which ensures the end-to-end
QoS characteristics. Since ATM cells are small in size and contain a simple
header structure, switching is extremely simple.

Several organizations have been involved in creating the ATM specifica-
tions. ITU-T in Europe, and ANSI in USA are responsible for the publication
of the standards, while the ATM Forum has driven the creation of Imple-
mentation Agreements which were forwarded to the former organizations for
formal approval.

IntServ and DiffServ

The IETF has proposed two different approaches to provide quality of ser-
vice guarantees: Integrated Services (IntServ) [12] and Differentiated Services
(DiffServ) [13]. IntServ provides three classes of service to the users: the guar-
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anteed service (GS) offers transmission without packet loss and with bounded
end-to-end delays by assuring a fixed amount of capacity for the traffic flows
[14]; the controlled load service (CLS) provides a service similar to a best-
effort service in a lightly loaded network by preventing network congestion
[4]; and, finally, the best-effort service lacks any kind of QoS assurance.

In the IntServ architecture, GS and CLS flows have to request admission
from the network using the resource reservation protocol RSVP [15]. RSVP
provides unidirectional per-flow resource reservations. When a sender wants
to start a new flow, it sends a path message to the receiver. The message
traverses all the routers in the path to the receiver, which replies with a resv
message indicating the resources needed at every hop. This resv message can
be denied by any router in the path, depending on the availability of resources.
When the sender receives the resv message, the network has reserved the re-
quired resources along the transmission path and the flow is admitted. IntServ
routers thus need to keep per-flow states and must process per-flow reserva-
tion requests, which can create an unmanageable processing load in the case
of many simultaneous flows.

While robust, IntServ biggest overhead is created by routers maintaining
per flow state on both the data and the control paths. On the control path,
routers need to perform per flow admission control and maintain forwarding
state, while on the data path per flow classification and scheduling is required.
Consequently, the IntServ architecture provides excellent quality in the GS
class, and a non-congested conditions behavior in the CLS class, but has known
scalability limitations.

The second approach for providing QoS in the Internet, the DiffServ ar-
chitecture, puts much less burden on the routers, thus providing much better
scalability. DiffServ uses an approach referred to as class of service (CoS),
by mapping multiple flows into two default classes. Applications or ingress
nodes mark packets with a DiffServ code point (DSCP) according to their
QoS requirements. This DSCP is then mapped into different per-hop be-
haviors (PHB) at each router on the path, like expedited forwarding [16], or
assured forwarding [17]. The routers additionally provide a set of priority
classes with associated queues and scheduling mechanisms, and they schedule
packets based on the per-hop behavior.

The drawback of the DiffServ scheme is that as it does not contain admis-
sion control. The service classes may be overloaded and all the flows belonging
to that class may suffer increased packet loss. To handle overload situations,
DiffServ relies on service level agreements (SLA) between DiffServ domains
and end users and their respective service providers, which establish the pol-
icy criteria, and define the traffic profiles. Traffic is policed and smoothed at
ingress points according to the SLA. Traffic that is out of profile (i.e. above
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the upper bounds of capacity usage stated in the SLA) at an ingress point has
no guarantees and can either be dropped, over charged, or downgraded to a
lower QoS class. Compared to the IntServ solution, DiffServ improves scala-
bility at the cost of a less predictable service to user flows. Moreover, DiffServ
eliminates the possibility to change the service requirements dynamically by
the end user, since it would require signing a new SLA. Thus provision of
quality of service is almost static.

Both IETF schemes provide end-to-end QoS with different approaches and
thus with different advantages and drawbacks. Recent efforts focus on com-
bining both schemes, like RSVP aggregation [18], the RSVP DCLASS object
[19], or the proposal of the integrated services over specific link layer working
group (ISSLL) to provide IntServ over DiffServ networks [20], that builds on
RSVP as signaling protocol but uses DiffServ to actually share the resources
among the flows.

2.2 Newer QoS architectures

The Stateless Core architecture

The stateless core (SCORE [21]) network architecture provides an scalable
approach to QoS by tackling the inherent drawbacks of IntServ. SCORE
uses a “state-elimination” approach by removing the need of per-flow state in
the routers of IntServ and instead carrying per-flow state in the packets of a
flow. The state is inserted by ingress routers and core routers only need to
process incoming packets based on the state carried in the packet header and
the internal state of the router itself. All routers need to update the packet
header with the state of the flow upon router traversal. SCORE needs to have
a contiguous and trusted region of the network, delimited by edge routers,
which are the only ones maintaining per-flow state.

The advantages of SCORE in comparison to IntServ are the simplification
of both control and data planes, since routers are not needed to perform per
flow classification and they do not need to maintain per flow state. This lack
of per flow management in the routers also provides a higher robustness to
link and router failures. However, SCORE lacks the robustness of IntServ
when partial reservation failures occurs, since the misbehavior of one SCORE
router changing the state in the packet header can affect the whole SCORE
domain. SCORE also fails in supporting incremental deployments, since all
routers in a domain need to implement the same algorithms, which forces it
to be deployed on a domain basis instead of on a router basis.

SCORE offers a much higher service granularity than DiffServ, since it
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Figure 2.1: The separation of the service classes and the corresponding queuing
system.

can provide service classification on a per flow basis instead of a small number
of service classes. However, SCORE also incurs a much higher data path
processing overhead, since each packet needs to be processed and its per flow
state updated in the packet header by every router in the path.

Flow-aware networking

Flow-aware networking [22] proposes that simple measurement-based admis-
sion control with a minimal flow protection can be sufficient to handle network
congestion. The proposal defines three possible congestion status for the net-
work: transparent, elastic and overload. The architecture requires no signaling
and every flow is assigned the same bandwidth. There is implicit admission
control only when congestion occurs.

The elastic regimen enforces fairness by using fair queuing without any
signaling. Every flow receives the same ammount of bandwidth. The overload
regimen, on the contrary, applies admission control to the flows. The admis-
sion control works by discarding packets at the node where congestion occurs
and performing the admission decision based on measurements of packet loss
at each node. The congestion regime uses also flow-aware adaptive routing to
distribute the traffic load over different routes [23].
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The DIY service architecture

To combine the advantages of IntServ and DiffServ a reduced service-set ar-
chitecture is proposed in [24]. This architecture includes three service classes
according the the IntServ definition (see Fig. 2.1). Both the guaranteed
service and the controlled-load service are allocated fixed parts of the link
capacity. The parts taken together should be less than the total capacity to
avoid starvation of the best-effort service. Note that best-effort traffic can use
both the capacity that has not been reserved by the two other service classes,
as well as reserved capacity that the classes do not use. This architecture only
requires the routers to differentiate among three different classes, and to have
three service class queues. The low delay in both guaranteed and controlled-
load services is bounded by using small, packet-scale buffering in the routers,
which allows simple buffer management . Buffering is needed only to resolve
packet-scale contention due to the asynchronous nature of the multiplexing,
thus approximating the network to a pure loss system, which substantially
reduces the dimensioning complexity.

The guaranteed service is provided by a simple reservation scheme based
on peak-rate reservations and without per-flow states at the routers [25]. The
controlled-load service is based on the PBAC scheme discussed in detail in
this thesis. Finally, best-effort traffic uses the remaining capacity left over by
the other two classes, and high utilization can hence be achieved.
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Chapter 3

Related work

3.1 Available bandwidth measurement

algorithms

When two nodes want to communicate with each other, the easiest way of
providing a satisfactory experience is by adjusting its rate to the available
bandwidth in the end-to-end path. However, as we have previously mentioned,
end-to-end available bandwidth can vary heavily along the lifetime of a real-
time multimedia session. Some methods have appeared in the literature that
rely on active probing. Active probing refers to injecting probe packets in the
path to be measured and observing the effect of the path traversal in the probe
packets at the receiving end. For example, in the packet train schemes the
sender injects probe packets with an initial mean separation of ∆in, which are
timestamped at the receiver and the separation ∆out is calculated. If the mean
output separation is equal to the mean input separation, it can be inferred
that there was no congestion in the network path. However, when the output
separation is greater than the input separation then congestion has occurred
and the increase in separation will be related to the amount of cross traffic in
the network path. All the methods that rely on self-induced congestion need
to balance the measuring time required to obtain an accurate perception of
the congestion with the influence of the method itself on the ongoing flows.
To calculate the available bandwidth, both the mean input separation and the
mean output separation are fed into an algorithm which produces an estimate
of the available bandwidth.

Active probing bandwidth estimation has produced many publications in
recent years. Measuring available bandwidth is a complex problem, since
it needs to consider different issues along the whole end-to-end path, like
synchronization of the clocks or the impact of cross traffic distributions on the
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probe packets. The different methods vary in the way the probe packets are
injected in the network and in the analysis algorithm. They can be roughly
classified into direct probing or iterative probing.

Direct probing refers to the injection of probe packets on demand, which
gives one sample of the available bandwidth when the probing occurs. Probe
packets can be injected as pairs or trains of packets, and knowledge of the
bottleneck link capacity is required to estimate the available bandwidth. For
example, Spruce [26] compares the input rate and the output rate to measure
the cross traffic, which is subtracted from the bottleneck capacity to estimate
the available bandwidth.

Iterative probing relies only on congestion induced by the measuring pro-
cess without knowledge of the end-to-end path. It is based on sending a set
of probe packets in pairs or trains with an predefined rate and observing the
received rate. If the rate at the recipient is smaller that the injected rate,
then it means that the probe packets have been queued in the path, and have
caused congestion. The initial probe rate is then varied and a new measure-
ment is performed. When enough samples have been collected, they are fed
into an analysis algorithm, which computes the available bandwidth based on
the observed rate variation for the different input rates. Methods that use
this idea include for example: Pathload [26], Pathchirp [27], TOPP [28] and
BART [29], amongst others.

A deeper review of methods and tools for bandwidth estimation can be
found in [30], while [31] offers a comparison of public bandwidth estimation
tools for high speed links. An in depth study of the subject can be found in
[32].

3.2 Per-hop Measurement Based Admission

Control Schemes

A set of measurement-based admission control schemes has been studied in
the literature. These schemes follow the ideas of IntServ, with connection
admission control algorithms to limit network load, but without the need of
per-flow states and exact traffic descriptors. They use some worst-case traffic
descriptor, like the peak rate, to describe flows trying to enter the network.The
acceptance decision in each hop is then based on real-time measurements of
the individual or aggregate flows.

All these algorithms focus on provisioning resources at a single network
node and follow some admission policy, like complete partitioning or complete
sharing. The complete partitioning scheme assumes a fixed partition of the
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link capacity for each of the different classes of connections. Each partition
corresponds to a range of declared peak rates, and the partitions cover together
the full range of allowed peak rates without overlap. A new flow is admitted
only if there is enough capacity in its class partition. This provides a fair
distribution of the blocking probability amongst the different traffic classes,
but it risks lowering the total throughput if some classes are lightly loaded
while others are overloaded. The complete sharing scheme, on the contrary,
makes no difference among flows. A new flow is admitted if there is capacity
for it, which may lead to a dominance of flows with smaller peak rate.

The idea of measurement based admission control is further simplified in
[33]. In this proposal the edge routers decide about the admission of a new
flow. Edge routers passively monitor the aggregate traffic on transmission
paths, and accept new flows based on these measurements.

An overview of several MBAC schemes is presented in [34]. This overview
reveals that all the considered algorithms have similar performance, indepen-
dently of their algorithmic complexity. While measurement-based admission
control schemes require limited capabilities from the routers and source nodes,
compared to traditional admission control or reservation schemes, like RSVP,
they show a set of drawbacks: Not all proposed algorithms can select the
target loss rate freely, flows with longer transmission paths experience higher
blocking probabilities than flows with short paths, and flows with low capacity
requirements are favored over those with high capacity needs.

3.3 Endpoint Admission Control Schemes

In the recent years a new family of admission control solutions has been pro-
posed to provide admission control for controlled-load like services, with very
little or no support from routers. These proposals share the common idea
of endpoint admission control: A host sends probe packets before starting
a new session and decides about the flow admission based on statistics of
probe packet loss [5, 35, 36], explicit congestion notification (ECN) marks
[37, 38, 39], delay or delay variation [40, 41, 42]. The admission decision
is thus moved to the edge nodes, and it is made for the entire path from the
source to the destination, rather than per-hop. Consequently, the service class
does not require explicit support from the routers, other than one of the var-
ious scheduling mechanisms supplied by DiffServ, and possibly the capability
of marking packets.

In most of the schemes, the accuracy of the probe process requires the
transmission of a large number of probe packets to provide measurements
with good confidence. Furthermore, the schemes require a high multiplexing
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level on the links to make sure that the load variations are small compared to
the average load.

A detailed comparison of the different endpoint admission control proposals
is given in [43], showing that the performance of the different admission control
algorithms is quite similar, and thus the complexity of the schemes may be the
most important design consideration. The following sections briefly summarize
the three main sets of proposals.

Admission control based on probe loss statistics

In the proposal from Karlsson et al. [5, 35, 36] the call admission is decided
based on the experienced packet loss during a short probe phase. Delay and
delay jitter are limited by using small buffers in the network while the packet
loss ratio is upper bounded by a predefined admission threshold. Probe packets
and data packets of accepted flows are transmitted with low and high priority
respectively, to protect accepted flows from the load of the probe streams. The
probing is done at the peak rate of the connection and the flow is accepted if
the probe packet loss rate is below the predefined admission threshold. This
procedure ensures that the packet loss of accepted flows is always below the
threshold value.

Admission control based on ECN marks

The congestion level in the network in the proposal from F. Kelly et al. [38] and
T. Kelly [39] is determined by the number of probe packets received with ECN
marks by the end host. In this case, probe packets are transmitted together
with data packets. To avoid network overload caused by the probes themselves
the probing is done incrementally in probe rounds that last approximately one
RTT, up to the peak rate of the incoming call. ECN-enabled routers on the
transmission path set the ECN congestion-experienced bit when the router
detects congestion, e.g., when the buffer content exceeds a threshold or after
a packet loss [37]. The call is accepted if the number of marked packets is
below a predefined value. This proposal suggests that by running appropriate
end-system response to the ECN marks, a low delay and loss network can be
achieved.

The call admission control is coupled with a pricing scheme [44]. In this
case users are allowed to send as much data as they wish, but they pay for the
congestion they create (the packets that are marked). In this congestion pric-
ing scheme the probing protocol estimates the price of a call, that is compared
with the amount the end-system is willing to pay. The scheme does not pro-
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vide connections with hard guarantees of service; it merely allows connections
to infer whether it is acceptable to enter the network or not.

The Internet Engineering Task force is now investigating these ideas by
drafting an admission control based on pre-congestion notification (PCN [45]).
The architecture for flow admission and termination is based on aggregated
pre-congestion information in a DiffServ domain. All boundary and interior
nodes need to be PCN-enabled and they need to trust each other for correct
operation. Each link in the domain has two associated rates, PCN-lower-rate
and PCN-upper-rate, which are used by a marking behavior. The markings
are encoded in the packet headers and give an early warning of potential
congestion before it actually happens. PCN requires per-flow state in the
ingress nodes to prevent non-admitted PCN traffic from entering the domain.
Specific admission control functions are performed at ingress and/or egress
nodes or at a centralized node. The concrete signaling protocol to transmit
the admission decision is not specified and can be any of the signaling protocols
standardized by IETF, like RSVP, NSIS or SIP.

Admission control based on delay variations

Bianchi et al. [41, 42, 46] propose to use measurements on the variation of
packet inter-arrival time to decide about call admission, based on the fact that
a non-negligible delay jitter can be observed even for accepted loads that are
well under the link capacity. The admission control is designed to support IP
telephony, thus it considers low and constant bit rate flows. The probe packets
are sent at a lower priority than data packets. The probing phase consists of
the consecutive transmission of a number of probe packets with a fixed inter-
departure time. A maximum tolerance on the delay jitter of the received probe
packets is set at the receiving node, and the flow is rejected immediately if
the condition fails for one probe packet. The maximum tolerance on the delay
jitter and the number of probe packets transmitted regulates the maximum
level of accepted load on the network links. This maximum load is selected in
a way such that the packet loss probability and end-to-end delay requirements
for the accepted calls are met.
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Chapter 4

Summary of the original work

This chapter offers brief summaries of the papers included in this thesis, along
with a statement of the contributions made by the author for each of them.

Paper A: Quality of Service and the End-to-End

argument

Gunnar Karlsson and Ignacio Más.
IEEE Network, volume 21, number 6, pages 16-21. November 2007

Summary: This journal article offers a bird’s eyes view of all the work in
admission control performed by the people in Prof. Karlssons group. The
article describes the stepwise approach to QoS that this thesis proposes and
ties it to the end-to-end argument for systems design [2]. The article builds
on all the results published in the previous articles and offers the reasoning
logic to glue all the results together.

Contribution: The author of this thesis has contributed to all the work
presented in the paper and he has provided the simulation results described
in the article and collaborated in the discussions and the review process of the
paper.

Paper B: Self-Admission Control for IP Telephony
using Early Quality Estimation

Olof Hagsand, Ignacio Más, Ian Marsh and Gunnar Karlsson.
In Proc. of the 3rd International IFIP-TC6 Networking Conference. May
2004, Athens, Greece.
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Summary: This paper describes the use of probe-based admission control
inside the applications themselves. The idea is to use the first seconds of a
voice call to predict the quality of the whole session. We used a repository of
18000 real VoIP calls to compute the acceptance and blocking probability for a
certain loss threshold, as well as the percentage of correct and wrong decisions
when applying the admission control. The motivation for the work stemmed
from the fact that if quality of service could be provided at the transport or
the application layer, then it might be deployed simply by software upgrades,
instead of requiring a complete upgrade of the network infrastructure. Early
rejection of sessions has the advantage of saving valuable network resources
plus not disturbing the on-going calls.

Contribution: The author of this thesis designed with the first author the
mathematical method to analyze the data, wrote the scripts to perform the
analysis, created the plots of the article (excluding the last two) and co-wrote
the article with the first author.

Paper C: Single Service Quality Differentiation

Gunnar Karlsson, Henrik Lundqvist and Ignacio Más.
In Proc. of the 12th International Workshop on Quality of Service (IWQoS
2004). June 2004, Montreal, Canada.

Summary: This paper describes the application of probe-based admission
control in the transport layer for inelastic streams. The architecture allows a
simple introduction of quality differentiation without changes in the network
infrastructure. Only the transport layer at the end nodes needs to be modified
to provide admission control for streaming traffic. The control for elastic
traffic is still the usual TCP. The main goal of the paper is to demonstrate
that the two types of traffic can coexist without starving each other. Different
admission control criteria for the streaming traffic are evaluated. The scheme
is evaluated via simulations that show that neither streaming nor elastic traffic
dominate the behavior even though the congestion control works on different
time scales.

Contribution: The author of this thesis contributed on an equal basis with
the co-authors to the design of the scheme, he performed most of the simula-
tions, generated the figures in the article and contributed to the text of the
paper.
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Paper D: Edge-Based Differentiated Services

Henrik Lundqvist, Ignacio Más and Gunnar Karlsson.
In Proc. of the 13th International Workshop on Quality of Service (IWQoS
2005). June 2005, Passau, Germany.

Summary: The paper further develops the ideas presented in paper C, by
using a TCP fairness criterion to define an admission threshold, FEC block
length and the amount of parity information. The admission policy tries
to provide approximate fairness between streaming and elastic traffic. The
scheme is proven by simulations to provide the admitted sessions with the
quality they require, while keeping fair sharing of the link capacity. The
dependence of TCP on the RTT influences the fairness criterion, which is a
problem for streaming traffic, hence a modified criterion is proposed.

Contribution: The author of this thesis participated in the design of the
proposal and co-wrote the introduction of the paper.

Paper E: PBAC: Probe-Based Admission Control

Ignacio Más and Gunnar Karlsson.
In Proc. of the 2nd COST 263 International Workshop (QoFIS 2001). Septem-
ber 2001, Coimbra, Portugal.

Summary: This paper builds on the initial idea of the probe-based admis-
sion control scheme, published by Karlsson in [5], and the results obtained by
Fodor et al. in [35]. The paper offers the complete semantics for the PBAC
and investigates different issues left open by the previous publications. In
particular, it addresses the performance of two proposed queuing schemes, as
well as the design decision of choosing one queuing system or the other. It
also investigates the validity of the normal distribution assumption for the
probe packets loss rate, and the impact of short and oddly behaving sessions
on the admission decision. The paper offers simulation results that show a
clear relationship between the probe packet loss and the expected session loss
for a variety of traffic characteristics.

Contribution: The author carried out all the simulation experiments, ob-
tained and analyzed the results and wrote the article under the supervision of
the second author.
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Paper F: Probe-Based Admission Control for Multicast

Ignacio Más, Viktória Fodor and Gunnar Karlsson.
In Proc. of the 10th International Workshop on Quality of Service (IWQoS
2002). May 2002, Miami Beach, Florida.

Summary: This paper extends the probe-based admission control to sup-
port multicast applications. The quality of service scheme for the multicast
traffic is based on admission control for both multicast senders and receivers.
The admission control is done by measuring the loss ratio of probe packets
sent at the peak rate of the multicast session. The admission control scheme
is well suited to multicast sessions with a single multimedia stream or with
several layered streams.

The paper describes the probing procedure and the different join mecha-
nisms for multicast senders and receivers, and it contains performance analy-
sis obtained by simulation. The simulations focus on the blocking and packet
loss probabilities for receivers, and their relation to the probe length and the
location of the receiver in the multicast tree. The paper also contains an im-
plementation example on how to use the Real Time Protocol (RTP) to control
the admission to the multicast group.

Contribution: The contribution by the author is the definition of the mul-
ticast scheme, carrying out the simulation, and obtaining and analyzing the
results, and writing the article with the support of the two co-authors.

Paper G: Lightweight Monitoring of Edge-Based
Admission Control

Ignacio Más, Joel Brage and Gunnar Karlsson.
In Proc. of the International Zurich Seminar on Communications (IZS 06).
February 2006, Zurich, Switzerland.

Summary: This article describes a lightweight software monitor that can
control and police end-to-end admission control schemes. The monitor has
low hardware requirements and it is well suited to be implemented in ac-
cess routers or firewalls. The article presents a prototype implemented with
commodity hardware and open source software which performs protocol com-
pliance monitoring and can log and filter out single misbehaving flows. The
protocol monitor can easily be extended to police other end to end protocols
such as TCP, ensuring end-to-end QoS service level agreements with end users.
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Contribution: The author of this thesis suggested the topic and supervised
the second author in his master thesis work. The article was completely
written by the author of this thesis with all the results obtained for the master
thesis report.

Paper H: Probe-based Admission Control for a
Differentiated-Services Internet

Ignacio Más and Gunnar Karlsson.
In Elsevier Computer Networks, volume 51, number 13, pages 3902-3918
September 2007.

Summary: This journal article summarizes all the work done around PBAC
and offers a simplified mathematical analysis for the admission control. The
article builds on papers E and F and completes and augments the architec-
tural framework for the deployment of PBAC over a DiffServ Internet. The
article contains new homogeneous simulations and results from a laboratory
prototype of PBAC, which proves that the admission control architecture of-
fers an scalable and easily deployable QoS service without heavy changes in
the network proper.

Contribution: The author of this thesis completely wrote the paper, based
on the previous articles, performed all the simulations, created the PBAC
prototype and obtained all results described in the article.

Paper I: A model for Endpoint Admission Control

Based on Packet Loss

Ignacio Más and Gunnar Karlsson.
In Proc. of the 7th International IFIP-TC6 Networking Conference (Network-
ing 2008). May 2008, Singapore.

Summary: This paper offers a mathematical analysis of the admission con-
trol procedure, from the probe packet loss rate to the achieved utilization
of the link, as well as the relationship between probe and data packet loss.
All the mathematical results are validated by simulations and the laboratory
prototype. The paper augments the simple mathematical model described in
paper H by removing the hypothesis of a single packet queue for the probe
packets.
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Contribution: The author of this thesis implemented and further developed
the mathematical analysis based on ideas from the coauthor, realized the
simulations to validate the model and wrote the article under the supervision
of the co-author.

Paper J: Overload Protection for IEEE 802.11 Cells

Héctor Velayos, Ignacio Más and Gunnar Karlsson.
In Proc. of the 14th International Workshop on Quality of Service (IWQoS
2006). June 2006, New Haven, CT, USA.

Summary: This article offers an scheme for overload protection in WLAN
cells loosely based on PBAC. The scheme requires no modification to the cur-
rent distributed coordination function of IEEE 802.11 WLAN’s. It limits the
risk of congestion collapse due to high arrival rate of flows. The scheme works
by estimating the maximum acceptable MAC service time and comparing it
with the measured service time after a short non-disturbing probe. The sim-
ulations in the paper show that the admission control avoids congestion due
to flow arrivals and that it maintains the loss probability below the given
threshold regardless of the offered load or number of stations.

Contribution: The author of this thesis co-designed the admission control
schemes and contributed to the simulations that validate it. The authors
wrote the paper together.

4.1 Other papers

The following papers were authored or co-authored by the author of this thesis:

• “PBAC: Probe-Based Admission Control”, Ignacio Más and Gunnar
Karlsson. In Proc. of RadioVetenskap och Kommunikation (RVK 02),
June 2002, Stockholm, Sweden.

• “Probe-Based Admission Control in IP Networks”, Ignacio Más, Vik-
tória Fodor and Gunnar Karlsson. Published in Chapter 1 of the Final
Report of the COST 263 European Action on Quality of Future Internet
Services.

• “Early Estimation of Internet Telephony Quality”, Pravesh Biyani, Ian
Marsh, Ignacio Más, Olof Hagsand and Gunnar Kalsson. In Proc. of
the 21st NORDUnet Conference, August 2003, Reykjavik, Iceland.
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Chapter 5

Conclusions and future work

This thesis presents a family of admission control methods based on probing
that can be applied to different layers of the communication stack. Three dif-
ferent options are studied: Self-admission control which requires no network or
operating system support; transport level admission control, which provides
a qualitative differential treatment to elastic and inelastic traffic and requires
changes to the UDP implementations; and finally network layer probe-based
admission control which offers a control mechanism over the blocking proba-
bility of streaming sessions, but requires some support in the network proper.

The first step, self-admission control, provides applications with the means
to control their own effect on the state of network links. Our results show that
the packet loss rate of VoIP applications operating on a best effort network
can roughly be predicted by looking at the first seconds of the call. This
enables the VoIP application to perform and early rejection of the call if the
quality is not adequate to successfully complete the call.

The second step, transport level admission control, requires a capacity
sharing policy to be enforced by traffic controls at the edges of the network,
without any scheduling support in the network. The proposal adds a feed-
forward control at the transport layer to provide a service that is better suited
to conversational and streaming applications than the batch-oriented transfer
mode provided by TCP. Two different types of traffic controls create two
distinct service classes: TCP for elastic traffic and probe-based admission
control for stream traffic. The main idea is that TCP congestion control and
probe-based admission control allow elastic and stream flows, respectively, to
share capacity with limited interference from each other. Our results show
that the two types of traffic can coexist without starvation, and the proposed
scheme might thus provide a first step towards differentiated services end-to-
end.

Finally the third step, the probe-based admission control, provides a well-
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defined upper limit on the packet loss probability for a flow. The scheme keeps
functionality for the admission control outside the network, only requiring
some form of non-work conserving scheduling in the core routers. Since only
the end nodes take active part in the admission control process, PBAC is able
to provide QoS guarantees in the current stateless Internet architecture.

The papers included in this thesis offer simulation results that show a
clear relationship between the probe packet loss and the expected session loss,
as well as different performance figures for stress conditions. The thesis of-
fers as well an approximate analytical model which gives useful relationships
amongst probe packet loss, ongoing sessions’ packet loss, acceptance probabil-
ity, acceptance threshold and buffer sizes. These relationships provide strict
upper bounds which can be used to dimension the network parameters. Sim-
ulation and experimental results validate the model. The thesis offers as well
a description and evaluation of an experimental prototype realized in com-
modity PC-based routers. The experimental prototype implements the core
functionality of PBAC and serves as a proof of concept that the admission
control scheme can easily be deployed in today’s Internet.

The unicast PBAC scheme is extended for multicast operation without
additional requirements on the routers. The procedure to join a multicast
group is initiated by the receiver to allow dynamic group membership. The
scheme is defined to support many simultaneous or non-simultaneous senders,
and it is well suited to multicast sessions with a single multimedia stream or
with several layered streams. PBAC also supports host mobility by using the
current standards for Mobile IP (both for IPv4 and IPv6) with little added
complexity on the mobility enabling agents and mobile nodes.

There are, nevertheless, open issues to address and the research continues.
The main problems to study are:

• We want to study the problem of rerouting of packets. Route changes
for accepted flows can substantially modify the packet loss probability,
therefore invalidating the quality of service bounds that PBAC offers.

• The question of group policy for new multicast senders has to be studied.
PBAC provides the means to give admission control for complex multi-
cast scenarios, but it can require a further study on the coordination of
senders.

• We have provided an analytical model to perform network dimensioning
but the admission control architecture would highly benefit of having
an automatic link management scheme that can modify capacity alloca-
tion for probes and data packets to autonomously balance the blocking
probabilities for the links in the network.
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To summarize, this thesis attempts to offer a possible deployment model for
end-to-end admission control schemes that could finally introduce service dif-
ferentiation in agreement with the end-to-end argument: First by application
developers implementing self-admission control; second by the standardization
of a congestion control method in addition to TCP at the transport layer and
its inclusion in operating systems’ protocol stacks, and third by service-class
differentiation in the network.
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