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Abstract 

In this thesis conducted at IBM in Amsterdam we explore the ability Computer Vision 
has to assist visually impaired people in navigating a swimming pool. We examine 

different Computer Vision techniques and develop an algorithm to navigate a 
swimmer in a pool. In cooperation with a center for visually impaired people we 

collect a video-dataset that reflects the use-case at hand for testing, and to be able to 
utilize data-driven algorithms. The Computer Vision algorithm designed was 

implemented using Deep Learning (CNN) and statistical methods like Kalman 
filtering. Evaluation of the algorithm was done using both the dataset and by 

comparing the algorithm to the state of the art in pedestrian tracking using the MOT 
benchmark. The MOT benchmark was used in lack of standardized tests for tracking 

in pools, it provided an outlook of the algorithm’s performance in comparison to other 
methods. The results showed that the tracker could compete with the state of the art 

in pedestrian tracking as well as navigate swimmers in a pool. While the dataset needs 
to be expanded to perfect the algorithm, the thesis concludes that data-driven 

Computer Vision techniques can in a robust way navigate a swimmer in a pool with 
the help of statistical filtering. This is an important step to make visually impaired 

people more autonomous and in consequence healthier. 

Sammanfattning 

I det här examensarbetet utfört i samarbete med IBM i Amsterdam utforskade vi 
datorseendes förmåga att assistera synskadade personer i en pool så att de kan 
navigera effektivt. Vi undersökte olika datorseendetekniker och utvecklade en 

algoritm i syfte att hjälpa en simmare navigera i en pool. I samarbete med ett center 
för synskadade personer samlade vi in en videodatamängd som reflekterade vårt 

användningsområde i syfte att kunna testa algoritmen och för att kunna 
implementera och träna datadrivna algoritmer. Algoritmen som utvecklades använde 

sig av Deep Learning (CNN) och statistiska metoder som Kalmanfiltrering för att 
spåra och lokalisera simmaren. Evaluering av algoritmen gjordes både med de 

insamlade videoklippen och genom att jämföra algoritmen med dagens metoder för 
spårning av fotgängare, detta med hjälp av MOT-datamängden. MOT-datamängden 

användes i brist av standardiserade test för spårning av simmare, datamängden 
användes som utvärdering av algoritmens prestanda i jämförelse av andra metoder. 

Resultaten visade att algoritmen kunde konkurrera med dagens framkant inom 
spårning av fotgängare, och även att den kunde hjälpa en simmare navigera i en pool. 

Även om datamängden behöver utökas för att programmet ska vara tillräckligt 
pålitligt, drar vi slutsatsen att datadrivna metoder inom datorseende på ett robust sätt 
kan hjälpa en simmare navigera i en pool med hjälp av statistisk filtrering. Detta kan 
resultera i att synskadade blir mer autonoma i sina liv och därmed mer hälsosamma, 

vilket är ett väldigt viktigt steg. 
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Chapter 1 

Introduction 

Today there is a focus on extending the capabilities of machines to give them abilities 
shared by humans, such as detecting visual objects for example. These techniques can 
also be used to extend the capabilities of physically disabled humans. There are many 
people in the world who lives without a certain sensory capability, one of those 
sensory disabilities is not being able to see. Nevertheless, through Computer Vision 
techniques, a visually impaired person (VIP) could possibly be given back some of 
these abilities. Much like the way cameras in a self-driving car are used to guide a car, 
cameras could be used to guide VIPs in every day life, extending their capabilities.  

Swimming is a typical situation where a VIP needs guidance, when in water it can be 
difficult to navigate and to be aware of what is going on around you. While the state of 
the art has almost made it available for VIPs to drive [1], a navigation system for them 
to swim is not available yet, and the risk of bumping into the wall head first is always a 
reality. The similarities between the navigation of a VIP and a car are many, for 
example, both need to navigate a lane and the obstacles in it. The aim of this projects 
is to help enable VIPs to swim on their own. Said objective is to be achieved by 
providing a navigational system in swimming pools while at the same time making it 
fully portable to any pool that the person wants to visit. This project is also a part of a 
bigger scope at IBM that aims to give VIPs the same opportunities as people with full 
vision. The corporate social responsibility division at IBM engages in projects 
regarding visually impaired. Other projects include indoor navigation [2][3], 
navigation for blind runners [4] and others. The long-term goal that IBM aims for is 
to empower visually impaired in everyday life, which will be the goal of this project as 
well. 

1.1 Objectives  

To be able to achieve the main objective to help VIPs navigate in a pool environment, 
the following sub-objectives needs to be achieved: 

• The landmarks of the pool should be detected and their relation to the 
swimmer. 

• The solution should be generalizable to work in any Olympic style pool.  
• Since the VIP is in danger of receiving real damage, the solution must be able 

to guarantee navigational information always. 

1.2 Research question: 

How can you with modern Computer Vision techniques give reliable navigational 
instructions so that a visually impaired person can navigate safely in a pool? 

• How can you track people in a swimming pool? 
• How can you detect the boundaries and dividers of a pool lane? 
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1.3 Limitations  

The scope of the project is captured in the research question and in the objectives, due 
to time restrictions there is however some limitations in what is to be included in the 
work, those are as following: 
 
The project will not: 

• Focus on designing a system that delivers a message to the swimmer. 
• Focus on implementing it in any specific hardware. 
• Design a system that helps the person find a suitable lane to swim in. 
• Design a system that helps the person set up the equipment 
• Generate an enclosure or any kind of physical implementation except for in the 

purpose of gathering experimental results.  
• Develop a protocol or an implementation for capturing video and feeding it to 

the solution.  
• Focus on developing a system that can guide a VIP in a pool without swimming 

lanes.  
 
The project will only focus on exploring the possibilities of providing a robust 
detection software that is able to take a video feed and then in real time detect and 
track a single swimmer and the lane this person is in. Said program will be designed 
in the purpose of keeping the person from colliding with the boundaries of the pool 
lane.  
 

1.4 Socioeconomic and ethical impact 

This thesis aims to improve upon the life of visually impaired people by making it 
possible for them to go and swim by themselves. This would make it possible for VIPs 
to benefit from a fun form of exercise. Swimming is in particularly shown to be 
beneficial to the health of disabled people [5]. In consequence, this could improve the 
health of a group of over 250 million people globally with severe visual impairment 
[6]. Improving the health of people results in people being more productive and 
successful in life, this is argued by [7] where they not only show the individual gain in 
socioeconomical factors but also benefits for society in total. With this argument, 
enabling VIPs to exercise could result in economic growth and more success for the 
individual VIP. 

Furthermore, there are a few ethical dilemmas to deal with as well. We will use 
Computer Vision to approach this problem and this means that we will be filming 
people when swimming. In respect to this, the program designed will not save any 
frames at runtime, only sample frames for detection and then directly deleting the 
frame. By designing the algorithm to not save any frames we avoid invading on 
people’s privacy concluding that no one will be able to retrieve any pictures from the 
device. As we will explain later, we will however need to collect data during the 
development of the program to train the swimmer detector of the program. This is 
done with confirmed willing participants, once again to avoid invading on people’s 
privacy. The data is not to be distributed or published without consent. To conclude, 
we value the privacy of data and our method should not have to compromise with this.  
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1.5 Overview 

In the following chapters we will explain the method chosen to approach the research 
question of this thesis. We will begin in chapter 2 giving some background 
information about the problem of swimming when visually impaired and what makes 
this problem important for blind people. We will moreover give more specific 
examples of relevant research in aquatic environments and what we can learn from 
this.    

In chapter 3 we will explain the methodology to test the research question at hand. 
This chapter will explain the program that was designed to approach the problem of 
blind swimmer navigation and why we chose to design it in that way. In chapter 4 we 
will also explain the data that was used to train the detector used in our method. The 
chapter explains how the dataset was collected, designed and annotated to train the 
detector we use. The dataset we explain here is also used to test the method which will 
be explained briefly in chapter 4 and then more in depth in chapter 5. 

In chapter 5 we will explain how the method that was developed was tested and 
evaluated. The purpose of this is to explain how we test how well the method performs 
in comparison to other methods as well as to design a method of testing if the 
program designed answered the research question and how well it performed in this 
endeavor. The results from this will be shown in chapter 6 where we will present the 
results from these tests in metrics explained in chapter 5. 

Finally, in chapter 7 we will discuss the results in relation to the problem at hand and 
what these results mean for the research of swimming navigation of VIPs. Here we 
will also discuss eventual success/failure and what this might depend on. We will 
conclude with future work to improve swimming navigation of VIPs and what this 
thesis can conclude.  
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Chapter 2 

Background  

In this chapter we will give the background information used to write this thesis. 
Firstly, we will explain how blind swimming is performed today. Secondly, we will 
give a brief introduction to Computer Vision and datasets that fuel many Computer 
Vision methods. Lastly, related work regarding tracking and lane detection using 
Computer Vision will be explained. 

2.1 Swimming when visually impaired 

According to WHO [8] exercise is an essential part of a person’s life. In the article they 
claim that all adults need to spend at least a few hours a week for a heathy life. 
Benefits from exercise are many including lower risk for cardiovascular diseases, bone 
fractures as well as a higher level of muscular fitness and health. However, exercise is 
not available for everyone, some people have disabilities that make it difficult to do 
what is necessary to get the exercise they need. Also, even though not all exercise is 
impossible for a person with disabilities, the restriction to only participate in some 
forms of exercise can make it discourage to workout at all. VIPs is a group for whom 
exercise can be difficult to get by in the same extent as a person with full sight, in [9] 
we can see an example of how this much needed commodity is adjusted to serve the 
special needs of VIPs. However, even though exercise is available in some extent, VIPs 
are still limited, and they often need assistance from a person with full sight. 

Swimming is a very good sport considering its capabilities to improve a person’s 
muscular and cardiorespiratory system [5]. Being in water is also considered to be a 
fun activity by itself. Swimming is much safer for a VIP than most sports [5], however, 
it is not without its difficulties according to the trainers to VIPs that we interviewed at 
Visio [10]. A VIP might not be in danger of for example tripping on something in 
water, but the sense of navigation can be very limited for a VIP. According to [11] VIPs 
require huge amount of training just to swim in a straight line within a lane, taking 
focus from other aspects of swimming as well as making it difficult to get an effective 
workout. Navigational difficulties also introduce one danger that people with full sight 
does not experience, hitting the wall. To prevent oneself from hitting the head in the 
wall the state of the art today is having a person assist at the end of the pool by hitting 
the VIP in the head with a stick and thereby signaling the end of the lane. Said aspects 
make it difficult for VIPs to be autonomous when swimming, making new solutions 
necessary.  

2.2 Computer Vision 

In nature many animals rely on their sight to interpret the world around them and 
make decisions upon it. In many regards sight is a sensor that allows us to directly 
deduce what is in our surroundings narrate it. In [12] they argue for the importance of 
nonverbal communications in form of visual cues, they state that understanding 
nonverbal communication is vital for the field of artificial intelligence if machines are 
to understand humans as well as their surroundings. 
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Computer Vision is the field of extracting information from visual input. In Computer 
Vision we try to deduce information that makes machines understand its 
surroundings in order to act on it [13]. Computer Vision can involve interpreting 
where there are people in the environment as well as to decide if a path is clear for a 
robot to travel. In Computer Vision a visual input can take many forms, in [14] they 
even use MRI images as input. In all cases the input is represented as a numerical 
matrix that the Computer Vision technique can process and interpret certain qualities. 
The matrix can be processed in many ways depending on the quality one wants to 
interpret.  

In many cases the desired qualities can be lines or edges in an image that depict where 
one object ends and where another begins. This could be important to map certain 
perimeters within an image, for example a swimming lane. A swimming lane is after 
all just an area that is enclosed by four lines. Hough line transform [15] combined 
with the Sobel operator [16] is a common method to find lines in images. The Sobel 
operator detects edges in images by convoluting a kernel over the target image. The 
kernel is a matrix that can have different sizes, often 3x3x1. The Sobel operator 
detects edges by combining differentiation and gaussian smoothing. Differentiation 
can be done in either y or x depending on the users need, for a 3x3x1 mask we get the 
following: 

𝐺𝑥 =  
−1 0 +1
−2 0 +2
−1 0 +1

     (2.1) 

𝐺𝑦 =  
−1 −2 −1
0 0 0

+1 +2 +1
     (2.2) 

Where the subscript x and y represents Sobel convolution in the x- and y-direction 
respectively. Each convolution results in a matrix representing the pixel intensity 
differentiation in every pixel. The resulting matrix then represents an edge map of the 
edges in the original image, highlighting where the original image has a strong change 
in pixel intensity. An example of Sobel edge detection can be seen in figure 1. 
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Figure 1: The figure shows an example of Sobel edge detection, to the left we can se 
the original image and to the right is the resulting edge map with white pixels where 
edges are detected. 
 
The edge maps can then be further processed by thresholds and averaging the 
produced edge maps. With the edge map, we can proceed to use Hough line transform 
to detect lines within the image. The method uses polar coordinates to represent lines 
in the image. It begins with initiating a 2D-array, also called accumulator to all zeros, 
the x and y axis represents the length ρ and angle θ respectively. For every edge point 
in the edge map that a line goes through, the respective point in the accumulator gains 
one vote. This continues until the entire edge map has been traversed and the 
accumulator now represents a heat map of the lines with the most votes. The 
developer can then choose to filter the lines below a certain value, decide the 
minimum length of a line and decide the lowest separation between collinear 
segments required for the algorithm not to join them into a single line segment.  

OpenCV [17] is an open source Computer Vision library that implements Computer 
Vision functions in programming libraries such as Python. OpenCV focuses on real-
time applications which makes it very suitable for prototyping as well as product 
development. The library implements Sobel, Hough line transform and other 
mathematical operations on image arrays. In this project we will use OpenCV to 
implement certain Computer Vision techniques, for further information see [17] or 
read the reports method for our specific use of OpenCV.  

When dealing with sensory information, the information is not always accurate or 
stable. All sensors are subject to errors, false positives, false negatives or imperfect 
precision. However, by implementing sensory fusion techniques that filters and 
interprets the sensor input, inaccurate input can be filtered to become more 
representable. There are different methods used to filter input into a more accurate 
representation, in this project we aim to provide high speed algorithms with high 
accuracy, which puts certain restraint on the sensory fusion technique. In [18] they 
present different kind of sensor fusion techniques and their applications. As stated in 
the article, a Kalman filter is a very suitable alternative when dealing with real-time 
applications because of its low complexity. When dealing with linear processes which 
can be described with gaussian probability it also provides high accuracy, which we 
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will see being exploited in related work in section 2.4. Kalman filter combines priori 
knowledge of the process with sensor data in an optimal way statistically to minimize 
the posteriori process covariance and hence stabilizing noisy data. The filter is 
modelled in state space form in which a model of the state is designed: 

 �̇�(𝑡) = 𝐴(𝑡)𝑥(𝑡) + 𝐵(𝑡)𝑢(𝑡) + 𝑛(𝑡)    (2.3) 

Where x(t) is the state vector of interest, A(t) is the transition matrix, B(t) is the control 
matrix, u(t) is a known control input. The sensory input is then modelled in the same way 
as: 

𝑧(𝑡) = 𝐻(𝑡)𝑥(𝑡) + 𝑣(𝑡)     (2.4) 

Where z(t) is the observation vector, H(t) is the measurement matrix. n(t) and v(t) are 
random zero-mean Gaussian variable describing uncertainty as the state evolves, with 
covariance matrices Q(t) and R(t) respectively. For further information on how to 
calculate the posteriori, we refer to [18]. 

2.3 Related work  

Although most of the previous work regarding aquatic environments are focused on 
stroke detection and drowning detection [19][20], there is adjacent work that deploy 
solutions to an important subproblem of swimmer navigation, namely detecting and 
tracking the pool and the swimmer [21]. However, even with this considered, the work 
is limited. In the following segments the related work regarding aquatic environments 
will be discussed as well as what we can learn from tracking in the case of self-driving 
cars.  

2.3.1 Tracking swimmers and detecting pools 

In [21] they use Gaussian mixture models to model the background, which is 
combined with Mean-shift clustering and Adaboost for the swimmer detection step. 
Finally, a Kalman filter is used to deal with noisy as well as non-existing data points. 
These methods proved effective at testing up to a 90% accuracy, however, the method 
relies on a bird overview of the pool and assumptions of the shape and color content 
of the pool and the swimmer. To install a camera with a bird overview makes 
portability impossible since the user cannot install it without professional help. 
Another article that combines its sensor data with a Kalman filter is [22], they use 
color segmentation using LAB color space to detect the pool as well as the lanes. The 
segmentation is afterwards combined with Hugh transform to extract the lane 
dividers. A same approach is used for the wall except for using normalized cross 
validation instead of color segmentation. To finally output the swimmer’s location, 
they then use skin color segmentation followed by a Kalman filter. The previous 
article is very similar to [21] in the sense that they too are in need of a specific camera 
angle that is not applicable in real life applications. Also [22] uses color segmentation 
to find the swimmer which applies assumptions to the swimmers color, which can 
vary a lot. A good example is also [19] that uses background subtraction to single out 
the swimmer in combination with a Kalman filter.  

All these methods are effective, but because they rely on engineered feature 
representation, they are prone to fail as soon as the features vary. In our case we 
expect the features to vary since the solution must be portable and work on pools and 
people of different size and color. Nevertheless, the use of Kalman filter in these 
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articles proved to be a very efficient way to compensate for errors. One article that 
tries to overcome shortcomings of engineered feature representation is [23] where 
they deploy a dynamic fusion based technique that not only combines different 
models of detection, but also fuses detection of different body-parts of the swimmer to 
compensate for when the occlusion is difficult. Nevertheless, the fused detections all 
come from some static interpretation of the feature representation, which is a 
problem when dealing with the dynamics of a pool where the water is in constant 
motion as well as the shape and orientation of the swimmer. The goal is to make a 
solution that is portable and dynamic as well as with low latency, which is problematic 
when these solutions require calibration and restricted environments.  

2.3.2 General purpose tracking and lane detection  

Today Computer Vision is strongly dominated by Deep Learning [24] and there is 
much research regarding tracking people when it comes to surveillance and self-
driving cars. The interest of self-driving cars has also resulted in many solutions 
regarding lane detection. The commercial interest in this field has led to it getting a lot 
of focus both by the scientific and business community, leading to a steady 
improvement as can be shown in [25]. In the report we can see that object tracking is 
constantly improving and is now reaching high accuracy.  

The principle of navigating a car is not that different from navigating a swimmer, 
there are lanes to detect as well as people in both situations. This project aims to 
benefit from this and evaluate if these algorithms can be leveraged to track swimmers 
and detect pool boundaries/lanes. One of the latest detection frameworks is YOLO 
[26] that is a fast convolutional network capable of detecting people. In [26] they 
achieve as low as 51ms inference time on a Titan X [27], making it a clear choice as we 
are to design a real-time application. Even though YOLO was not developed 
specifically for aquatic environments, it has proven itself to be state of the art when it 
comes to precision and latency. But even though YOLO is the state of the art, it is still 
subject to errors as false positives and false negatives. As seen in section 2.3.1 
regarding tracking, fusing previous knowledge to create predictions using Kalman 
filter is highly beneficial when dealing with imperfections in output. LSTM is a deep 
network that fuses previous predictions with current ones, as seen in [28] and [29], 
LSTM fuses with YOLO much in the same way as a Kalman filter did in [21]. The 
LSTM provides predictions even when occlusion is strong, which is the situation in an 
aquatic environment. The downside of these Deep Learning framework is that they 
are not directly trained or built for aquatic environments, which do require additional 
training data. 

Tracking by detection (TBD) is another tracking framework. The method works in two 
stages where it first associates detections between different frames from a detector 
like YOLO by analyzing intersection over union (IOU [30]). It then creates tracks by 
merging this information with a predictor like for example a Kalman filter. Tracking 
by detection could be a very suitable tracker for swimmer tracking, as shown in [31] 
and [32] it performs both in speed and accuracy which are both essential to the 
project. Another benefit to TBD is that it is easily adjusted to different target domains. 
This is beneficial since the state of the art in tracking is specialized in pedestrian 
tracking when it comes to people tracking. Even though pedestrian tracking is 
adjacent, it means that the tracker has been modelled and optimized for pedestrians 
exploiting their high- and low-level characteristics. Nevertheless, since TBD exploits a 
DNN for detection, one can use transfer learning to shift the target domain to an 
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adjacent one like tracking swimmers and hence turning a state-of-the-art pedestrian 
tracker into a swimmer tracker. This makes choosing TBD a preferable choice since it 
does not need a huge amount of data, it is easy to refocus the target domain and it 
performs like the state of the art regarding speed and accuracy.  

Furthermore, when it comes to lane detection for cars there is mainly two approaches 
that dominates the field, CNN and edge detection. In [33]they deploy a spatial CNN 
that is able to track lanes in adverse conditions. However, tracking lanes on roads 
could prove more difficult than tracking pool boundaries, since pools are quite static 
and uniform in their appearance and structure. This opens up for simpler methods 
that do not require huge amounts of data, the implementation shown in [34] proves 
that a more classical Computer Vision algorithm can perform very good, and without 
needing huge amounts of data. Although a solution not including a deep neural 
network (DNN) is less beneficial in self-driving cars, the lack of data could prove it to 
be preferable when detecting pool lanes.  

2.3.3 Datasets for swimmer tracking 

The data and research regarding tracking swimmers is very limited, this results in the 
project having to focus on collecting data as well. Data is what drives deep neural 
networks(DNN), but it can also result in the system learning all the wrong features 
[35]. For a DNN to be able to learn correct features, the dataset needs to be large and 
it needs to contain the characteristics that the DNN needs to learn, for example 
swimmers. However, tracking people is not something new and there are many well-
structured and diverse datasets of tracked people in video. These include but are not 
limited to KITTI [36], PETS [37], TrackingNet [38] and MOT [32]. Mentioned 
datasets share the fact that they are used to benchmark pedestrian trackers, 
something that could be used as a baseline to our project, for more information see 
section 4.4.  

Our problem is that tracking people in water distorts the human body in contrast to a 
person above water. The entire body is not visible or is distorted heavily, even the 
head above water is not in all cases that recognizable as a human. All variations make 
it hard for a DNN like YOLO [26] to detect people, since all implementations of YOLO 
is trained on a non-aquatic dataset. Nevertheless, the fundamental problem is to track 
people, and this is also what YOLO is designed for. Because of this fundamental 
similarity YOLO might not be able to be used off the shelf, but by combining it with a 
principle called transfer learning. As explained in [39], transfer learning can be used 
in the case when data is limited and there is a network that operates in an adjacent 
domain. In the paper they utilize a network pre-trained on ImageNet [40] to classify 
medical images, which is a domain that is less similar to the ImageNet dataset than 
the problem faced in this project. This makes transfer learning a very viable method to 
transform a pedestrian detector into a swimmer detector. Further support for this 
comes from [41] where they use YOLO to detect swimmers in the purpose of pool 
occupancy analysis. They use transfer learning to enable the DNN to detect swimmers 
and achieves to detect swimmers using a dataset of only 1700 frames. 

A dataset to train a DNN needs to be large, however, with the use of transfer learning 
the dataset size could be significantly smaller [41]. A dataset needs to represent the 
characteristics that it needs to identify, this is important since the DNN only learns 
the features that are in the dataset, nothing else. Finally, a dataset needs to be 
numerically clean. This means that it has correctly labelled features structured in an 
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interpretable encoding. For example, the bounding boxes location needs to be 
documented in a consistent format and the bounding boxes should contain high 
quality ground truth i.e. not box an entire pool lane labelled as a person but instead a 
tight box only enclosing the person. A clean dataset can also mean that the data has 
not been distorted, this could be by not compressing or converting data or simply by 
collecting the data in an objective way to not affect it by subjective interpretation. By 
following these requirements, it would then be possible to use transfer learning to 
transform a DNN for pedestrian detection into a swimmer detector.  

 

  



     

     

 

 

 

11 
 

Chapter 3 

Methodology 

In this chapter we present the method used to address the research question at hand. 
We will begin to explain the environmental factors that govern the problem and how 
we solved these. Afterwards we will give an algorithmic overview of the program used 
followed by a more in-depth description of the swimmer tracking module as well as 
the lane detection module. The chapter will end with a description how the modules 
are combined to achieve the goal at hand.  

3.1 Device set-up  

As stated in 1.1, the solution needs to be portable and easy enough to set up in any 
pool environment. To deal with these requirements we record video from a Raspberry 
Pi camera mounted on a regular camera tripod in accordance to section 3.2. The 
camera is placed so that it approximately aligns with the center of the pool lane of 
interest, also, we ensure that the entire lane of focus is visible in the frame, also shown 
in figure 2.  

The camera is not moved throughout the recording. By having a small device that is 
placeable at the side of the pool, we ensure that the solution is portable to any pool. 
The processing is done offline since an online implementation is outside off the scope 
of the project. The hardware used is a NVIDIA GPU Tesla K80. The program is 
written in python with the main packages used being Keras, OpenCV, Filterpy and 
Numpy [13][37]–[39].  
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Figure 2: This image illustrates the pool used to collect data. The image also 
includes the recording device standing in front of the pool. 

3.2 Algorithm  

The program consists of two modules, swimmer tracking and lane detection with the 
tracker learning from the dataset collected (see chapter 4). The two modules of the 
program come together to provide a localization of the swimmer, a simpler flowchart 
can be seen in figure 3. The modules rely on each other to deduce location of the 
swimmer relative to the pool, but as seen in figure 3 the program is designed in a way 
that makes the modules independent at initialization. When the lane lines and target 
is acquired, the program goes in navigation mode were the program keeps tracking 
the target from the camera feed and calculates its position relative to the lane lines 
generated at initialization. After the user is alerted about his/her position in the lane 
the program continues to input the camera feed to keep localizing the target, which is 
continued in a loop. The following sections will describe this further. 
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Figure 3: The figure shows a flowchart of the program and its states.  

3.3 Swimmer Tracking 

The swimmer tracking module is based on a method called tracking-by-detection. The 
method extends simple detection to provide identification of all the detectable people 
in the frame as well as to give more robust output. The identification is necessary to 
distinguish from person to person when giving navigational instructions to the person 
we want to navigate, the target. The tracking-by-detection algorithm implemented is 
based on [31] with some changes to the process model and the hyper parameters that 
will be explained later on. The method establishes so called tracks where each track 
represents a person being tracked. The method starts with detecting bounding boxes 
of people in the frame provided by a CNN network, in our case YOLOv3. YOLOv3 will 
be self-trained on the dataset we collect using pre-trained weights trained on 
ImageNet [40][45]. The detections are used to initiate tracks with IDs, the tracks are 
put into separate object models which are approximated by a Kalman filter 
implemented by the python package Filterpy [43]. The Kalman filter predicts the 
future states of the tracks even when detections from the CNN is not available to 
smooth out the noisy output from the CNN. The filter uses a constant spatial velocity 
model. We also added a linearly decaying velocity model for area and aspect ratio of 
the bounding boxes in contrast to [31] in order to represent the change that occurs to 
the pixel size of the swimmer when coming closer or further away from the camera. In 
the project’s implementation the state of each track is modelled as: 
 

�̅� = [ 𝑢, 𝑣, 𝑠, 𝑟, �̇�, �̇�, 0.8�̇�, 0.8�̇� ]    (4.1) 
 

In the equation u and v represent horizontal and vertical pixel position of the center of 
the bounding box around the track. Furthermore, s and r represent scale (area) and 
aspect ratio of the bounding box. The reason behind the decaying velocity model for 
the scale and ratio only is because of the more constant nature of these variables in 
comparison with the pixel positions that reflects a constant speed most swimmers 
have. The sensor input from the CNN is modelled as: 

𝑧̅ = [ 𝑢, 𝑣, 𝑠, 𝑟, 0, 0, 0, 0 ]    (4.2) 
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The input is taken as is since the CNN directly outputs the bounding box around the 
target. Furthermore, since the state of the tracks are very uncertain at initiation, 
especially the velocity, the process covariance matrix is initiated with a large 
uncertainty with the velocity having two factors higher covariance, this adheres to the 
original implementation. The process noise is set as unity with exception for the 
variance for the velocities that are set two factors bellow unity. The process noise is 
put to unity as an assumption that the process model is an adequate representation of 
the target after initiation, making the velocities less noisy is also motivated by the 
previous statement that that swimmers have a very constant velocity profile. This also 
adheres to the original implementation. Finally, the sensor noise is also kept as one 
factor above unity.  

After the tracks are initiated the program iterates over each incoming frame. At each 
iteration the Kalman filter predicts the future state of the track. The predictions are 
combined with the detections made from the CNN at the current frame, using the 
CNN as a sensor. The detections are matched with each prediction through an 
assignment cost matrix, the matrix is computed by calculating the intersection over 
union (IOU) between each prediction and detection. The matrix is solved optimally 
using the Hungarian algorithm [46], providing matches between track and detections 
that maximizes overall overlap. Furthermore, all detections that are not intersected 
with a track above a certain threshold are used to initiate new tracks. All tracks are 
also constantly filtered by thresholding tracks with a small number of detections and 
deleting tracks that go without detections for a longer period. The filtering allows for a 
detector which prioritizes recall over precision, this is wanted since false negatives can 
lead to loosing targets while false positives can easily be filtered.  This spatial 
interpretation is logical given that swimmer’s movement and size changes very slowly, 
easily predicted by a Kalman filter. 

3.4 Lane Detection  

The lane detection module exploits the standardized shape of pools used for athletic 
purposes. This feature representation features a rectangular pool divided by parallel 
ropes. The straight lines that divide the pool and encloses it are used to detect lanes. 
As seen in figure 4, the program first uses two-dimensional Sobel edge detection [16] 
to enhance the lines in the pool. This edge detection is then repeated through several 
frames and the results are averaged though all frames to suppress the dynamic 
behavior of the water surface and only enhance the constant features which we also 
want to extract. The averaged edge map is then used as input for Hough lines which is 
done in two stages.  
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Figure 4: The image shows the sequential algorithm used to detect lane the lines 
dividing and inclosing the pool.  
 

Firstly, we use OpenCV’s probabilistic Hough line transform [15] that allows us to 
detect straight lines and filter them based on length and spatial density. Secondly, the 
lines are drawn out on a black image with the same size as the original image. 
Thereafter, the image is used as input for OpenCV’s standard Hough line transform 
which outputs polar coordinates for the detected lines. Lines from the standard 
Hough line transform are also filtered by only extracting one line from lines that are 
in bundles. The reason the line detection is used in two stages is because the first 
stage is used to enhance and filter lines which makes the second stage detect lines 
much easier. The use of standard Hough line transform is used in the second stage 
since we only want full lines and not several shorter line segments. The standard 
transformation also outputs the lines in polar coordinates which makes it possible to 
group the lane lines, given the cameras position on the short side of the pool in the 
middle of the lane as shown in figure 2. The transformation outputs an angle theta 
and distance rho for each line. The distance is measured as the pixel length of a line 
drawn from the top left corner so that it orthogonally intersects the detected line. The 
angle is taken against the top of the image and the line drawn from the top left corner. 
The lines that enclose the lane of interest is the left and right lane divider as well as 
the top and bottom of the lane. The lanes are grouped as shown by the algorithm in 
figure 5. 
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if not (π/2- π/25 <theta< π /2+ π/25): 

    if (rho<0): 

        add line to list of right lines  

    else: 

        add line to list of left lines 

 

if (π/2- π/25 <theta π/2+ π/25): 

    if(rho>img.shape[1]/2): 

 

        add line to list of bottom lines 

    else: 

 

        add line to list of top lines 

Figure 5: The figure shows the algorithm used to group the lines detected by the 
Hough line transform.  

3.5 Swimmer localization 

As explained in section 4.2, the swimmer tracking and lane detection is combined to 
localize the swimmer and thereafter make it possible to communicate the swimmer 
about his/her position in the pool relative to the pool. The following text will explain 
how the swimmer localization is done, however, since the communication with the 
swimmer is outside of the scope of this project it will not be addressed.  

 
Figure 6: The figure shows an illustration of the output from the lane detection 
module. The white lines in the image are all the lane lines detected from the four 
groupings, top and bottom as well as right and left lines.  
 

After initialization, both the lane lines and the pixel coordinates of the swimmer are 
calculated. However, at this point the program cannot distinguish which lines belong 
to which lane, they are simply a collection of all the lane lines detected in the pool as 
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seen in figure 6. To extract the exact lines that belong to the lane of interest, the 
Euclidian distance between each line and the center of the target is calculated. When 
the distance of all lines has been calculated, the closest lines from each grouping 
explained in section 4.4 is determined to be the four lines that enclose the lane, 
namely the lane dividers and the top and bottom of the pool as seen in white in figure 
7. The intersection of these lines is then used to warp the image using OpenCV’s image 
perspective transformation, which results in the right image in figure 7.  The 
perspective transformation warps the pixels to normalize the distance in meter each 
pixel represents. By warping the image, the targets position in the warped image then 
represents the relative position the person has to the borders of the lane. When the 
targets position in the warped image is established, the relative vertical and horizontal 
offset of the target can be calculated by calculating the targets pixel position in the 
warped image. The offset can then be communicated to the user. To calculate a 
relative offset, the middle of the lane is considered as origo and the vertical and 
horizontal edges of the lane are ±0.5 respectively. The XY-coordinate system is right-
hand oriented were the Y-axis points towards the vertical direction of the swimmer. 
However, if the targets position is lost and or the pool lines are undetectable, the 
program communicates an error to the user.  

Furthermore, to establish the direction that the swimmer has, the algorithm uses the 
predictions from the Kalman filter. The Kalman filter is able to produce probability 
predictions of the swimmer’s velocity vector, this prediction is therefore used when 
deciding the direction of the swimmer. By taking some consecutive predictions from 
the Kalman filter and averaging them we provide a stable indicator of direction and 
are able to orient mentioned XY-system.  

 
Figure 7: The figure shows the tracked swimmer and the lane lines after they have 
been matched and the offset has been calculated. “ID” stands for the identification 
tag of the target, “H” stands for horizontal offset and “V” stands for vertical offset. 
The right image is the warped version of the left image.  
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Chapter 4 

Dataset 

This chapter will explain the method used when collecting the required dataset. We 
will begin with describing the requirements of the dataset and then describe the 
method used when collecting it. From there we will move on to describe the process of 
annotating the dataset. In the end of this chapter we will also explain the MOT dataset 
and how it was used as a baseline for the program. 

4.1 Dataset requirements 

To train a deep neural network to correctly detect swimmers one must create a dataset 
with representative characteristics. The dataset needs to represent the use case the 
DNN will be used on so that the DNN can create the correct target output as well to 
create a proper feature representation. Furthermore, a frame in an image is just a 
matrix of numbers representing the color intensity at each pixel, these pixels creates a 
numerical representation of what is shown in the frame. A basic requirement is that 
the video must be collected and processed without distorting the numerical input, 
potentially shifting the numerical matrix-representation of the frame. To avoid 
shifting the representation in the pixels the video needs to be recorded without 
compressing the data. To further secure a correct feature representation, the 
dimensions of the video should be as close to the dimensions of the input layer of the 
DNN to avoid having to avoid having to upsample or downsample the pixels and 
hence distorting the true pixel contents. 

To continue, when quality of the data format is secured, one must ensure correct 
feature representation by making sure that the video recorded captures the 
dimensions that are present in the real-life use case. In this case, the dataset should 
capture different swim styles as well as a higher variety of students to be able to 
represent variation in movement and appearance of the swimmer. Other dimensions 
include when people are under water and variations in the cameras field of view over 
the pool.   

4.2 Dataset collection 

As previously stated, a DNN requires data of what it is supposed to predict to make 
accurate predictions. To capture a good feature representation the dataset consisted of 
recordings taken at a center for people that are visually impaired. The center has a 
pool where they frequently hold swim lessons for people that are visually impaired, 
which makes it an appropriate place to collect data from.  The pool is shaped as an 
Olympic style pool with parallel line dividers as seen in figure 2. The pool chosen does 
not have the same size of many other pools, but the shape of the pool and its lane 
dividers is standard to recreational pools, which makes it a good representation.  

The video is recorded from the short side of the pool to make it possible to capture the 
entire lane without moving the camera. The position was chosen since the solution 
should not require someone constantly moving it nor should it require a position that 
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is not possible at many recreational pools. The coaches were encouraged to let the 
swimmers swim as usual when recording to capture the normal behavior of the 
swimmer as well as to try to capture more difficult nodes in the feature 
representation. The recordings also capture different swim styles including front 
crawl, breaststroke and backstroke.                  

To continue, the device recording the swimmers was a raspberry pi 3 B+ with a 
raspberry pi camera module V1 with the following configuration: 

• Bitrate: 25 Mbits/s 

• Pixel height: 608 

• Pixel width: 608 

• FPS: 25 

• Color format: RGB 

• Duration: 5 min/video 

The framerate chosen to a standard framerate for recording video, the aspect ratio 
and color format was chosen to be the same as the standard input for YOLOv3 
608x608 so to avoid changing the aspect ratio of the frames and hence altering the 
pixels. The bitrate was chosen to the highest possible which minimizes data 
compression.  

4.3 Dataset annotation  

In total we collected 540 000 frames. After the recordings were collected, the videos 
were sorted manually after the predominant swim style that was captured in the 
frames. Recordings were also filtered manually if they did not contain useful frames. 
For example, when students were only playing, when the recording was interrupted or 
if the file was corrupted in some way. This was done to provide as many examples of 
actual swimming as possible since we could not annotate all frames captured. 
However, the pre-filtering of frames was only intended to maximize people swimming 
as this is the toughest scenario to detect. The final frames still contained a lot of 
examples of people not swimming as there could be many people in the water at the 
same time, providing the dataset with a varied set. 

The total amount of useful frames resulted in 340 000. After getting an even division 
of videos capturing front crawl, backstroke and breaststroke we sampled 10 000 
frames with a uniform distribution over all frames that we sorted out. The number of 
sampled frames were chosen to be an overhead of the amount we would be able to 
annotate in case the capabilities expand or the training requires more data. Even 
though a DNN requires large datasets, a few thousand frames could prove to be 
enough using the concept of transfer learning. In  [41] they managed to train YOLOv2 
with high accuracy using a dataset of only 1700 frames, which supports this 
assumption.  Getting an even number of frames capturing each swim style helps the 
DNN to not be bias towards one swim style. 
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To annotate the frames, we used a platform called “Figure 8” [47] which provides a 
platform for annotating images with manually drawn bounding boxes through 
crowdsourcing. Crowdsourcing was chosen since it is an effective way to create a 
larger dataset, which is needed in Deep Learning. The platform records annotations 
from three annotators per frame to leverage the intelligence of the crowd. The 
annotators are instructed to draw a tight bounding box around the entire body of all 
people in the pool, submerged body parts as well. The reason we decided to box the 
entire body (including head) is to be able to teach the DNN exactly how a submerged 
person is represented in an image. A more descriptive representation of the swimmer 
also improves the detectors representation of the target, thereby improving the 
detections. The annotations include people in all lanes since the detector does not aim 
to deduce the person of interest but the location of all persons in the pool. People 
outside the pool are ignored since we only want to strengthen feature representation 
of people in water as this is already trained for YOLO.  

The annotations are post-processed by merging the annotations. The different 
annotations of a single frame are merged by calculating the IOU between the 
bounding boxes of each annotator. When calculating the IOU between frames we use 
an IOU threshold to decide if annotators are boxing the same person, making the 
boxes subject to merging, or just two adjacent persons. The boxes that overlaps below 
the IOU threshold are considered as single boxes and have an IOU of zero between the 
annotators. Only two annotators boxes need to pass the threshold to be merged. The 
IOU threshold use is the one that yields highest average IOU between annotators, 
explained more in section 5.3 and section 6.3.  

4.4 MOT dataset 

Since there is a lack of open datasets when it comes to tracking swimmers, comparing 
different methods becomes difficult and in other times impossible if the code is not 
available. The Multi Object Tracker (MOT) dataset [48] that is devoted to providing 
an easy way to compare state-of-the-art tracking methods for pedestrians. The MOT 
dataset is widely used and evaluates performance over several well-established 
metrics like precision and recall. Since MOT is well established and most research 
papers about trackers include the MOT dataset, it becomes useful as a baseline. In this 
project we will use the MOT dataset to create a relative baseline to other state-of-the-
art trackers. Even though the dataset does not contain swimmers, it reflects one 
important underlining purpose of this project, and that is to track people. While 
pedestrian tracking depicts many different challenges than swimmer tracking, it is 
valuable insight to see how the program performs relative to other tracking 
algorithms.  
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Chapter 5 

Evaluation  

In this chapter we will explain how we set up the experiments to test the method 
proposed. We will begin with the tests made on the MOT dataset and thereafter 
continue to explain the tests made on the self-collected dataset. In the end we will 
provide the method used to evaluate the dataset that was collected and annotated.  

5.1 MOT-dataset testing 

As mentioned, we are using the MOT dataset to establish a baseline to the project in 
lack of other methods regarding tracking swimmers let alone swimmer navigation. To 
evaluate the algorithm on the MOT dataset we only used the tracking model to adhere 
to the use case given by the benchmark [49]. In other words, for this test we only 
tracked the bounding box for all people in the video and did not care about localizing 
any targets since this is not included in the MOT benchmark. We chose to use the 
detections provided by the dataset to be able to compare to other trackers. To find 
optimal settings for testing we used the MOT17 trainings set and created a search-grid 
for three hyperparameters, IOUTreshold, maxAge and minHits. IOUTreshold is the 
minimum threshold that dictates if a detection can be matched with a track, maxAge 
is the number of consecutive updates a track can have without receiving matched 
detections and minHits is the number of detections that needs to be matched with a 
track before it can become an active track and outputted from the tracker module. The 
search-grid is created from all permutations of: 

IOUTreshold = [0.1,0.2,0.3,0.4,0.5] 

maxAge = [1,3,5,7,9,10,15,20] 

minHits = [1,3,5,7,9,10,15,20] 

The search grid is set to a range that corresponds to the minimum and maximum 
range possible. We start almost at zero with all three parameters since an optimal 
detector would make these values optimal. For the IOU we then go up to 0.5 since a 
match above that would be more than half accurate and thus it must be a correct 
match. The age of a track is not allowed to surpass 20 since it would then mean that 
we would have lost the target for almost a second and this should not be allowed for 
safety reasons. Min hits is set to match the grid of maxAge, one can also argue that if a 
detection is made by over 20 frames that is without question a true positive.  

The Kalman filters model is set in accordance to section 3.3. The optimal settings are 
determined by calculating the performance metric “MOTA” [50] which is the overall 
accuracy defined by the benchmark, the settings with the highest results is chosen as 
optimal. MOTA is chosen to optimize against since this is what the benchmark uses to 
measure accuracy for further information we refer to [50].When the optimal settings 
are obtained, the tracker is used on the MOT17 test set and the performance is 
evaluated by the benchmark’s servers.  
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5.2 Use case testing 

To evaluate how accurate the method is at navigating swimmers, we have devised our 
own test from the dataset we collected. This will not be compared to other methods 
regarding swimmer navigation, but it will show if the program is generating accurate 
localization of the swimmer which is the key to successfully navigating the swimmer.  

For this we propose taking the program and running it at 5 separate videos that is not 
included in the set used to train the detector. We used 5 videos since we wanted to use 
as many videos as possible for training, making the training-set we sampled from rich 
in variation. The chosen test-set was also chosen so that we could ensure we captured 
all three swim styles we are focusing on. From the output of the program we will 
sample 30 frames with an even distribution. 30 frames can of course seem like a small 
number compared to the frames available but given the manual labor cost of 
annotating these frames we chose to restrict the sample size to 30. These frames will 
be manually annotated, namely the offset off the swimmer will be manually 
calculated. In addition to these 30 frames we will sample 5 additional frames each 
where the swimmer is at the endpoints off the pool to explicitly cover the more critical 
scenario. These frames will also be manually annotated. The program will track one 
swimmer per video, namely the first person that swims in the video. The program will 
track this person for the duration of this person’s swim, and this will then be what 
goes into the test-set. If the program loses track of the swimmer this will be noted in 
the results as a failure.  
 
For the use case testing we will use the settings from the test in section 5.1 that 
resulted in the highest recall, IOUThreshold=0.2 and maxAge=10. For minHits we 
choose to not follow the settings from section 5.1, instead of the value of one we set it 
to five to filter out false tracks and restrict the number of tracks followed since we are 
primarily interested of one track which is initialized in forehand either way. 
Optimizing for recall is preferred since we require the program to not miss the target, 
but we are not so concerned with false positives since we filter out this effect. Even 
though false tracks can be created, we are only care about the track of the swimmer 
which has a unique ID. In contrast to the test in section 5.1 we here use our own 
detector for the tracking module. We use the self-trained YOLOv3 [26] for 608x608 
pixel images, for more information about the dataset and training protocol used see 
chapter 4. 
 
To calculate the accuracy, we will use the percental offset output of the program and 
subtract it from the manually annotated offset resulting in a percental error. This will 
then be averaged over the test images: 
 

𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
∑(|𝑂𝑚−𝑂𝑝|)

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑒𝑠𝑡 𝑜𝑏𝑗𝑒𝑐𝑡𝑠
   (5.1) 

 
Where 𝑂𝑚 is the manually observed offset and 𝑂𝑝 is the programs observed offset. The 

accuracy for the horizontal and vertical offset will be calculated separately to give a 
more in-depth view of the performance. The frames where the swimmer is at the 
endpoints of the pool will also be calculated separately given the importance of this 
scenario. The sum is taken over the number of test scenarios calculated for each 
group, namely; vertical accuracy, horizontal accuracy and for endpoint accuracy.  
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5.3 Dataset evaluation  

Since the annotations are crowdsourced, the quality of annotations can vary. We aim 
to evaluate the quality of these annotations by comparing the IOU between different 
annotators. Namely, given that three annotators have annotated the same frame we 
compare the bounding boxes that overlap to see how much the different annotators 
agree with each other. This will tell us how consistent the annotations are and the 
more the annotators agree the more certain we can be of the quality of the 
annotations. The general idea of having multiple annotators is that their errors can be 
averaged out, the IOU between annotators reflect this error. 

When calculating the IOU between frames we determine an IOU threshold to decide if 
annotators are boxing the same person, making the boxes subject to merging, or just 
two adjacent persons. The boxes that overlaps below the IOU threshold are 
considered as single boxes and have an IOU of zero between the annotators. Only two 
annotators boxes need to pass the threshold to be merged. The IOU is calculated for 
all overlapping and single boxes (IOU=0) from which an average IOU is taken. The 
threshold is varied between, 0.1, 0.2, 0.3, and 0.0 and thereafter summed and 
averaged as well. The range of the threshold is taken up to 0.3 since the swimmers do 
not overlap normally when swimming and annotators are prone to vary their 
annotations so that a low IOU for the same target is probable.   



     

     

 

 

 

24 
 

Chapter 6 

Results 

Here we will present the results generated from the tests from chapter 5. The metrics 
discussed will be presented as well as other findings we discovered. The results from 
the MOT-dataset benchmark will firstly be presented followed by the use case results. 
The chapter will be concluded with the results from testing the dataset quality.  

6.1 MOT-dataset results 

The search-grid resulted in the variables taking the values shown in table 1. The value 
of the benchmarks performance metric “MOTA” [50] was generated by evaluating 
results from the entire dataset of MOT17, trainset and testset, which was then 
uploaded to the benchmarks server for evaluation.  

Table 1: The optimal settings found by the search-grid. “MOTA” represents the 
accuracy results generated from the entire dataset evaluated on the benchmarks 
server.  

MOTA IOUTRESHOLD MAX AGE MIN HITS 

43.2 0.3 1 3 

 

In table 2 we show that the tracker compares to other trackers on the benchmark. 
Even though our tracker is designed for swimmer tracking, the tracker performs 
competitive to the state of the art in pedestrian tracking as well. In the table we can 
see how the trackers performs in respect of the benchmark’s metrics. We have 
optimized after “MOTA”; hence the table is sorted after that metric. 

The columns in table 2 are values of the performance metrics generated by the MOT 
benchmark. Precision and recall have their standard definition, the others are defined 
by: 

• MOTA(↑): Multi-object tracking accuracy [50].  
• MOTP(↑): Multi-object tracking precision [50]. 
• MT(↑): number of mostly tracked trajectories. I.e. target has the same label for 

at least 80% of its life span.  
• ML(↓): number of mostly lost trajectories. i.e. target is not tracked for at least 

20% of its life span. 
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Table 2: A comparison between the designed tracker and other trackers evaluated 
by the benchmark. It is sorted using the “MOTA” metric making the highest value in 
“MOTA” considered as the best tracker.  

METRIC 

TRACKER 
 

MOTA RCLL PRCN MT ML MOTP 

LSST17 [51] 54.6694 59.5139 92.7903 480 944 75.9206 

ETC17 [52] 51.9281 58.7431 90.1624 544 836 76.3422 

MOTDT17 [53] 50.8513 55.5556 92.8691 413 841 76.5791 

OUR TRACKER 43.2 51.4 87.5 325 924 77.3 

EAMTT_17 [54] 42.6344 48.8728 89.979 300 1006 76.0305 

GMPHD_KCF [55] 39.5737 49.6253 84.6169 208 1019 74.5414 

GM_PHD [56] 36.356 41.3771 90.7759 97 1349 76.1957 

6.2 Use case results 

The experiment was conducted according to section 5.2 and resulted in choosing five 
separate videos from the dataset that were collected according section 4.2. In the 
videos we tracked one person per video for the duration of their swim. Two out of the 
five videos were terminated early in result of losing track of the target. One of the 
early terminated videos yielded uncomplete results for calculating vertical accuracy 
resulting in 30 samples for calculating horizontal accuracy and 24 samples for 
calculating vertical accuracy. The two videos that terminated early were capturing 
swimmers using backstroke technique. The three other videos captured breaststroke, 
front crawl and backstroke respectively. The average accuracy was calculated 
separately for horizontal and vertical accuracy according to formula 5.1. Accuracy for 
the endpoint scenarios were also calculated separately with five samples (one from 
each video) with horizontal and vertical accuracy calculated separately according to 
formula 5.1.  

Table 3: The table shows the results from the use case tests. The randomly sampled 
frames consist of randomly sampled frames along the swimming lane, the frames 
sampled from endpoints are frames taken were the target is at the end and 
beginning of the lane. σ stands for the standard deviation of the tests. 

ORIENTATION 

TEST CASE 

HORIZONTAL 
ACCURACY 

VERTICAL 
ACCURACY 

RANDOMLY 
SAMPLED 

97.77% 
(σ = 1.71) 

96.90% 
(σ = 2.96) 

SAMPLED FROM 
ENDPOINTS 

96.58% 
(σ = 1.90) 

98.20% 
(σ = 2.23) 
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In table 3 we can see that the program has a very high accuracy given that the pool is 
2x15m which results in 2cm and 15cm per percent. The table also shows an increase in 
accuracy vertically and a decrease in accuracy horizontally when the target is at the 
endpoints of the pool.  

As can be seen in figure 8, the program encloses the swimmer in a box including the 
swimmer’s body and visible limbs. The lane lines in figure 8 were drawn by the 
program to represent where the algorithm detected lane lines, in this figure we can see 
that the algorithm succeeds in finding the lane with minor errors. The program 
processes each frame in 0.2 seconds using the setup explained in section 3.1. For the 
main results the self-trained full YOLOv3 for 608x608 images was used, a tiny-
YOLOv3 [26] for 608x608 images was also trained and tested. While we did not 
generate full result for tiny-YOLOv3, the network managed to keep the same success 
rate as the full YOLO with an inference time of 0.05 seconds for each frame.   

 

 
Figure 8:  The figure shows four snaps from the test results. The box enclosing the 
swimmer is where the program perceives the swimmer to be. The other white lines 
are where the program perceives the lane lines to be.  
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6.3 Dataset evaluation 

In table 4 we can see that the average IOU varies little between the different IOU 
thresholds, the highest average IOU is seen with 0.1 as threshold and the lowest with 
0.3 as threshold. The calculations are made from 524 annotated frames, three 
annotators each. 524 frames are in other words the number of frames we managed to 
annotate from the dataset. 

Table 4: The table shows the average IOU for the annotated frames for different 
IOU threshold. The last column shows the average for the four different IOU 
thresholds.  

Threshold
=0.0 

Threshold
=0.1 

Threshold
=0.2 

Threshold
=0.3 

Average 
IOU 

0.629 0.633 0.629 0.600 0.623 

 

6.4 Results discussion 

With the current hardware the program only runs at 5 FPS, which might not result in 
the same accuracy as when running on 25 FPS videos in the tests. Nevertheless, the 
program has the potential of running at 20 FPS with better hardware as mentioned in 
Chapter 1. One can also replace the full YOLOv3 with a less computationally heavy 
detector, using a bigger dataset a smaller DNN could perform with the same accuracy. 
For example, we saw in testing that tiny-YOLOv3 almost performed at the same level 
as the full version with approximately 20 FPS on the current hardware, and much 
higher on better hardware. In conclusion, the solution at hand has the potential to in 
real time perform with less than 4% error given better hardware or a less heavy 
detector trained on a bigger dataset.  

The number of frames we managed to annotate, 524, are as in explained in section 4.3 
less than desired. However, the detector was able to perform well after training on this 
dataset as shown in section 6.2. An important note to be made was the importance in 
formatting the dataset, which is discussed in section 4.1 to be crucial for a dataset to 
be effective in training. What we noticed while collecting data was that all kinds of 
video and image compression severely eschewed the feature representation of the 
network making it perform less optimal.  Having the dataset collected according to 
section 4.2 optimized the dataset to have the format that is standard for YOLO input. 
Also, having max bitrate while recording quickly proved to give the best detections 
during developing. In summary, working a lot with optimizing the format of the 
dataset had very direct positive consequences for the performance of the detector.  

Furthermore, the program did terminate early for two of the five test-videos. As 
mentioned in chapter 3 this is an effect of the program losing track of the swimmer 
and therefore sends out an alert. While it is good that the program knows when it is 
not able to track the swimmer anymore it is not desirable for the program to 
terminate early. The two videos share the fact that the swimmers were swimming 
using backstroke swimming, which is a swim style where most of the swimmer’s body 
is submerged and heavily occluded. This explains why the program would have 
difficulties with these two videos. In extension this implicates that the program has 
problems localizing swimmers using backstroke. This could be a result of not having 
backstroke represented as much as the other swim styles in the annotated frames. 



     

     

 

 

 

28 
 

Given that backstroke is a more difficult swim style, it could also be that the swim 
style needs to be represented in a higher rate in the dataset. Either way, given a bigger 
dataset this could be resolved since the network would improve in general and be able 
to generalize better. Also, one can argue that simply continuing training with only 
backstroke samples for some epochs could improve the performance and solve the 
issue.  

The lane detection can be seen to be working as desired in figure 8. The lane lines are 
extracted and adhere very closely to the enclosure of the lane. To exemplify errors 
made in the lane extraction we refer to figure 8’s top right frame where the line at the 
beginning of the lane is not perfectly aligned. While minor errors like the one 
mentioned does not yield a failure to navigate the VIP it did present errors. In this 
scenario the program failed at recognizing the lines and edges of the pool accurately 
resulting in an eschewed lane line. One possibility is that the edge detection fails to 
filter out edges that does not qualify as lane lines. One could try experimenting more 
with the size of the Sobel operator as with the thresholds to suppress smaller edges. 
Another possibility is that the lines are filtered out incorrectly and the more correct 
lines gets filtered out. When the lines get filtered the program picks one line out of 
lines in close bundles, which could be replaced with averaging bundles which averages 
out errors the line detection makes in detecting a single line. 

Lastly, even though usability is a product issue and hence not in the scope of this 
thesis, it is worth mentioning. Since the end-purpose of the system is to make VIPs 
more autonomous, it is important that the system is easy to use. This is true for the 
system past the initialization step, the system works autonomously and sends an error 
when something goes wrong and the system needs to be rebooted, or that it is not safe 
to swim anymore. To initiate the tracking, one must interfere a bit more. When 
choosing the target to track, a coach for example needs to confirm which person to 
track through a visual interface. This should however be further be developed to 
remove the need for visual assistance all together. What we faced in this thesis was a 
dataset of swimmers where the swimmers where swimming as they would at normal 
swimming practice. However, if the VIP would do something visually distinguishing in 
the beginning of a swim, that could help the program choose target on its own. This 
could simply be being closest to the camera while starting the tracking or holding a 
small red ball so that the program knows that the target is the person with the ball. In 
conclusion, with the suggested change, the system could be used by a VIP without 
assistance. 
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Chapter 7 

Conclusions 

Chapter 7 will conclude the thesis and summarize the chapters. We will also present a 
conclusion and how the work done can be continued in the future.  

7.1 Summary  

Section 6.2 and table 3 show that the approach used utilizing Computer Vision 
succeeds in localizing a swimmer in a pool to help navigate this person. The results 
are of course not perfect but given that the pool lane is 2 meters wide and 15 meters 
long, the error rate yields a very small difference in meters. Given the small error the 
program can give very accurate locational information to the swimmer and therefore 
make it possible to help the swimmer navigate the pool. This shows that Computer 
Vision can locate people in highly occluded environments, namely a swimming pool. 
The approach that proved successful was using Deep Learning leveraged by statistical 
filtering, this in combination with statistical line detection. In this thesis we argued 
with support of related work that data driven approaches had the best potential in 
succeeding with the Computer Vision problem at hand, which led us to apply data 
driven approaches, the choice was then supported by the results the algorithm 
generated. Using data driven Computer Vision techniques resulted in the program 
being able to follow different kind of people with high accuracy in this highly occluded 
environment, which is a very difficult challenge for non-data driven approaches. More 
importantly, in comparison to non-data driven approaches we managed to use a set-
up that allowed for a very portable and dynamic position in comparison to installing a 
camera in bird view like other solutions require. The program even performed despite 
the rather small dataset acquired, this argues that the program could still improve a 
lot with a bigger dataset, which also helps the generalization of the detector.   

In conclusion, in this thesis we showed that it is possible to localize and navigate a VIP 
in a pool using Computer Vision, as table 3 shows. While the error rate was not zero it 
comes very close, which is close enough to securely navigate a VIP in the pool we 
tested. The algorithm, as discussed, can also be improved which further concludes 
that Computer Vision can navigate a VIP in a pool. The answer to the research 
question is therefore that a VIP can be navigated in a pool by using the data driven 
and statistical Computer Vision techniques explained in chapter 3 with the help of a 
diverse and well-structured dataset. To safely detect and deduce information from a 
video-stream, the program must understand the representative characteristics of the 
target on a high level, which data driven methods proved very effective in doing.  

7.2 Future work  

While the program performed very well, there are improvements that can be made 
which is recommended for IBM to work on, namely how IBM can continue this 
research. We also want to mention steps that needs to be made to develop this system 
to a ready product. 
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To begin with, the detector module used in tracking has a big impact on the 
performance of the system in terms of accuracy, robustness and latency. 
Improvements can be made by for example increasing the amount of training samples 
in the dataset and continuing training. This will further the generalizability of the 
detector as well as its performance. This dataset should also be expanded with more 
swimmers doing backstroke, since this was a weak point for the detector. One can also 
continuously update the detector with the state of the art in people detecting, for 
example with YOLOv4 and so on. Updating the detector module can also mean 
replacing it with a less computational heavy detector, like discussed with tiny-
YOLOv3, to improve on latency. Using a less sophisticated detector assumes we also 
have a bigger dataset to train on to reach acceptable performance. The benefit of 
further developing the algorithm by updating the detector is that it requires minimal 
extra effort since the detector can be replaced with any people detector that outputs 
bounding boxes. The detector is simply a module that inputs a frame and outputs 
bounding boxes, something all state-of-the-art people detectors does. This effort to be 
made is simply retraining a detector.  

Furthermore, even though the program was developed and made to apply to swimmer 
navigation, there is still room for further optimization to be done for the solution to 
reach its full potential. The program has several hyper-parameters that includes 
thresholds and numerical operators in the system. The parameters effect the lane 
detection as well as the tracking module but also how they work together. Further 
working on optimizing these parameters could improve on the performance. For the 
lane detection one can further work with the edge detection, also how the lines are 
filtered in the Hough lines detection step. For the tracking module there are 
thresholds that govern detection, like the score threshold and IOU threshold that can 
be further explored. Furthermore, the hyper-parameters discussed in 5.1 can also be 
further optimized. The most important parameters in the tracking module is however 
the parameters in the Kalman filter. The Kalman filter was originally developed for 
tracking pedestrians and only some minor changes were made. Optimizing it for the 
detector at hand and for tracking swimmers could therefore really leverage the 
accuracy of the tracking.  

When developing the tracking module, we focused on Machine Learning solutions 
since they are the state of the art when it comes to tracking. For the lane detection we 
did not utilize the same techniques due to the applicability of other methods that does 
not require data collection. The method used proved successful and it utilizes a 
statistical view of the problem much like Machine Learning techniques. However, in 
the future it can be good to explore Machine Learning solutions for lane detection. 
This could prove to make it more robust and reliable as can be seen with the tracking 
module. 

Lastly, to develop a product from this thesis there are some implementational issues 
to address. As previously discussed, there is a need of a target choosing module that 
initializes the system, although it currently works with some assistance from a coach. 
Also, the solution needs to be implemented in hardware. Proposedly a Raspberry Pi 
could be used for this, like the setup we used for collecting data. This would also be 
needed to be expanded with a processing unit, either connected physically like a VPU 
used in [41], or through cloud computing using a mobile server that does all the 
processing. Said device would be able to process sampled frames at necessary speed 
and with an integrated communication system between the swimmer and the device, a 
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VIP would be navigated. The communication system would also need to be user tested 
to see how the position of the VIP is best communicated so that the VIP best 
understands how to adjust accordingly.  
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