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Abstract
This thesis presents and motivates the integration of automated vehicle traffic
control towers (AVTCT) into transportation networks to support the operation
of automated driving systems. Loosely analogous to air traffic control towers,
the AVTCT provides a human-driven exception-handling layer to automated
driving systems for safe operation in unexpected or uncertain, safety-critical
scenarios. In the thesis, a case-study of plausible scenarios is first presented
that either pose difficulty for automated systems or require the supervision of
human operators. An outline of the AVTCT concept and its different potential
roles in the support of automated driving systems is then discussed. Using
reachability analysis, a concrete example from the case-study is formulated
to show how the AVTCT would support an automated driving system that
has reached an infeasibility in its automation. Finally, a demonstration of the
example using an experimental implementation of the AVTCT and a scaled
vehicle is presented.
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Sammanfattning
I den här rapporten presenteras och motiveras integreringen av autonoma tra-
fikkontrolltorn (AVTCT) i transportsystem för att assistera autonoma fordons-
system. Delvis inspirerad av kontrolltorn för flygtrafik, AVTCT tillhandahål-
ler en mänsklig kontrollerad instans med syfte att hantera undantagsfall för
autonoma fordonssystem för att säkerställa säker operation i oförutsägbara
eller osäkra säkerhetskritiska situationer. I rapporten presenteras först en fall-
studie av möjliga situationer som antingen medför svårigheter för autono-
ma system eller kräver mänsklig assistans. En sammanfattning av AVTCT-
konceptet och dess olika potentiella roller i assistans av autonoma fordonssy-
stem diskuteras sedan. Ett konkret exempel formuleras där AVTCT behöver
assistera ett autonomt fordonssystem som har kommit i en icke hanterbar si-
tuation, baserad på nåbarhetsanalys. Slutligen demonstreras exemplet med en
experimentell implementation av AVTCT för ett omskalat fordon.
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Chapter 1

Introduction

In order to standardize the community’s understanding and discussion of driv-
ing automation systems, the Society of Automobile Engineers (SAE) de-
scribes several definitions for the “levels of driving automation” in [1]. Today,
the technology for levels 1 and 2 is mature and commonplace in mixed traffic
settings, whereas, levels 3, 4, and 5 are still considered experimental and do
not have penetration in mixed traffic settings.

The authors in [1] go further to state that automated driving systems of
levels 3, 4, and 5 require several types of supervision. For level 3 systems,
a human supervisor must always be present in the vehicle or remotely con-
nected to the vehicle to perform exception handling. For level 4 systems,
a human supervisor may not need to intervene while the vehicle is within
its specified operating domain, but needs to be available in cases where the
vehicle exits its specified operating domain. For level 5 systems, a human
supervisor theoretically never needs to intervene, but needs to supervise the
operation of the vehicle.

The supervision requirements for levels 3 and 4 automated driving sys-
tems primarily stem from the complexities of driving environments that the
automated vehicle research community is still trying to resolve [2, 3, 4]. Thus,
current versions of automated vehicles designed to have a higher level of driv-
ing automation than level 2 still need to be supervised by on-board humans;
a method of supervision that is not scalable. While, recently, the authors in
[5] present convincing arguments that responsible scalability is the key to full-
scale deployment of highly automated driving systems. This implies that the
lack of scalable forms of supervision is a bottleneck for the progress of the
full-scale deployment of highly automated driving systems in the near future.

To address the lack of scalable supervision, many companies have begun

1
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“The Control Tower”  

Figure 1.1: An illustration of a control tower concept from Scania for super-
vising large-scale freight services.
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to propose the introduction of control towers that connect to and supervise
the operation of automated vehicles [6, 7], such as the one illustrated in Fig-
ure 1.1. These control tower proposals involve human operators who are able
to remotely track and even intervene on the operation of connected vehicles.
However, even though many have proposed control tower concepts for au-
tomated vehicles, there is little work on motivating why we need a control
tower, defining what exactly a control tower is, detailing how we might im-
plement a control tower, and delineate what roles a control tower could play
in the supervision of automated vehicles in traffic.

In pursuit of answering these questions in this thesis, I derive significant
inspiration from air traffic control concepts, as there is a natural analogy be-
tween the safety requirements and operations management of air traffic con-
trol and the safety requirements and operations management of ground traf-
fic control. For example, both systems need to consider a similar interplay
between humans and automation. This is why I will argue for the automated
driving community to take the opportunity to learn from the several decades of
research conducted by the air traffic community on the safety and operations-
optimization trade-off of having automation systems and humans carry out
different tasks.

Through studying the role of humans in air traffic control, many have
come to an agreement that humans are and will be a critical part of ensuring
the safety and robustness of air traffic control systems, even in the foreseeable
future where automation systems continue to improve significantly [8]. The
reasons to keep humans in the loop amount to the need for highly alert, trained
humans to provide the final safety redundancy layer to traffic control systems;
this is even evident in the newest technological iterations of air traffic control
where humans continue to be the supervisors of safety and operations man-
agement [9]. In agreement, I propose that there are similar requirements for
keeping humans in the loop in ground traffic control systems, however, the
rationale behind the requirements is significantly different, as I will carefully
point out in Chapter 2.

After motivating my claims that humans should be put in the loop in
ground traffic control systems, I will contextualize an AVTCT concept and
determine how the AVTCT will be involved in the operation of automated
vehicles. To do this, I introduce a scenario where the AVTCT’s assistance is
required by an automated vehicle and define a formulation for how and why
the vehicle required assistance. Furthermore, I present my work on an exper-
imental version of an AVTCT concept and demonstrate the scenario I use to
illustrate the AVTCT.
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Explicitly, the contributions of this thesis are three-fold:

1. I present a motivating case study showing the need for an AVTCT to
ensure the safety and smooth operation of automated vehicles,

2. I introduce and formulate an approach for triggering the request for help
from an automated vehicle that has encountered an infeasibility,

3. I illustrate and present the development and implementation of an ex-
ample from my case study on an experimental testbed.

This thesis is organized as follows: In Chapter 2, I outline a series of
motivating classes of problems that inspire the integration of AVTCTs. In
Chapter 3, I introduce the formulations and theory I will use throughout the
thesis. In Chapter 4, I detail a concrete example from the motivating classes of
problems to illustrate the role the AVTCT plays in the automation of vehicles.
In Chapter 5, I present the experimental platform developed for this thesis
and a demonstration of the example formulated in Chapter 4. In Chapter 6, I
discuss the implications of this thesis and conclude this body of work.



Chapter 2

Motivation

In this chapter, I will walk through the types of failures and infeasibilities
that automated vehicles are hypothesized to experience. Furthermore, I will
present a concrete version of one of these types of failures and use this exam-
ple to illustrate the AVTCT for the rest of the thesis.

2.1 Automation Failures and Infeasibilities
Already there are well-known cases where experimental automated vehicles
have created issues in society and motivate us to develop support systems
(on the infrastructure and network level) to prevent unnecessary casualties or
havoc [10]. Along these lines, while discussing the interplay between human
operators and automation in air traffic control in [8], the authors make the
following claim:

In short, we believe that it is impossible to bring the reliability
of any system up to infinity, or even to accurately estimate that
level (without variability) when it is quite high, and this has pro-
found implications for the introduction of automation. That is,
one must introduce automation under the assumption that some-
where, sometime, the system may fail; system design must there-
fore accommodate the human response to system failure

Based on a similar philosophy, a central motivation for introducing the AVTCT
is the current inability to perform exception handling at scale. Since we can-
not expect the specification of automated systems to be perfectly robust and
general, we must include humans in the loop to handle or even detect system

5
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failures. Moreover, there are exceptional situations where we know we do not
want automation, but a trained human operator to handle.

While our motivation to integrate AVTCTs for accommodating human re-
sponse to system failures is the same as in the quote from [8], the nature of
the system failures we expect automated vehicles to experience is different
and, as a consequence, the human response we need to accommodate is dif-
ferent in nature as well. Specifically, air traffic control is most concerned with
handling flight scheduling safely and providing information to ensure colli-
sion avoidance, whereas the focus for automated vehicle traffic control will
not be on these tasks. While we still need to impose safety guarantees on the
collision avoidance of automated vehicles, these tasks will be most likely al-
located to on-board automation [11] or to infrastructure automation [10], not
to the AVTCT. Instead, I claim that examples of the classes of problems that
an AVTCT will need to handle are based on issues stemming from:

1. legal constraints

2. unmodeled human behavior

3. social or cultural complexity

4. uncertain and safety-critical scenarios.

Note, these classes are not exhaustive and even overlap with each other.
In the following sections, I will walk through each of these problem classes.

I will briefly discuss the related automation gaps and simple thought-experiments
for each problem class.

2.1.1 Legal constraints
I consider legal constraints as state or input constraints on vehicles due to legal
regulation. Examples of state or input constraints due to legal regulation are
geofencing or speed limits. I show in the following example that reasonable
regulation can easily create scenarios that are infeasible for automated driving
systems to resolve without assistance from humans.

In the leftmost example of the top row of Figure 2.1, I illustrate a situa-
tion that is infeasible due to legal constraints. I show an automated vehicle
that has encountered an unexpected obstacle on the road that blocks the auto-
mated vehicle’s entire lane on a bidirectional, two-lane road. We can plausibly
assume that the vehicle is not legally permitted to enter in the lane of oppos-
ing traffic or drive off-road (e.g. due to restrictions banning the operation of
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Figure 2.1: Three road examples of scenarios that can be infeasible for au-
tomated driving systems to resolve and a parking example where we should
not allow automation to handle. I label automated vehicles as “SVEA” and
human-driven vehicles as “HDV”.
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automated vehicles in the wrong lanes and off-road driving not being within
the automated driving system’s specified operating domain). In this situation
the automated vehicle is unable to proceed without external assistance.

In this example, I show that we can easily find cases where legal con-
straints create infeasibility for automated driving systems that cannot be re-
solved without human arbitration. For the rest of the thesis, I refer to this
situation as the “legal dilemma.”

2.1.2 Unmodeled human behavior
I consider unmodeled human behavior as a set of human behaviors an auto-
mated driving system does not account for or is unable to model. I show in
the following example that unmodeled human behavior, such as unexpected
adversarial driving, can easily put an automated vehicle in a situation that it
is unable to resolve without human intervention.

In the center example of the top row of Figure 2.1, I illustrate an example
of a situation where unmodeled human behaviors create infeasibility for an
automated vehicle. In the example, I show an automated vehicle that attempts
to overtake a human driven vehicle on a unidirectional, two-lane road. I as-
sume that the road convention is to stay in the right lane (the slow lane) unless
performing an overtaking maneuver via the left lane (the fast lane). The au-
tomated vehicle encounters a slow moving human driven vehicle and initiates
an overtaking maneuver. However, the human driven vehicle adversarially
prevents the automated vehicle from completing or canceling the overtaking
maneuver by driving at illegal speeds, effectively forcing the automated vehi-
cle in the left lane and creating a bottleneck on the road.

In this situation, the automated driving system does not have strategies
it can confidently pursue since adversarial human behavior is challenging to
model a priori, whereas humans regularly negotiate resolutions or hold each
other accountable in these situations. For the rest of the thesis, I refer to this
scenario as “the adversarial human dilemma.”

2.1.3 Social or cultural complexity
I consider social or cultural complexity as a limit on the ability of automated
driving systems to comprehend signals left by humans for humans. I show in
the following example that social or cultural complexity, such as the use of
arbitrary markers to modify roads, can create a situation that is difficult for an
automated vehicle to comprehend without human intervention or preparing
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the vehicle a priori for the specific case.
In the right-most example of the top row of Figure 2.1, I illustrate an ex-

ample where an automated vehicle encounters signalling that has symbolic
meaning that could be easily uninterpretable to an automated driving system.
The story behind this example, for instance, could be that construction work-
ers left cones out on a road to signal to drivers that the placement or number
of drivable lanes has been modified, this type of signaling is straightforward
for human drivers to comprehend, but could easily pose a challenge to an au-
tomated driving system due to the lack of prior information on this type of
signaling.

In this situation, the automated driving system can reach infeasibility or
make an incorrect decision since it is difficult to prepare the automated driv-
ing system to comprehend arbitrary conventions, whereas humans are able to
organically respond to these types of signalling. For the rest of the thesis, I
refer to this scenario as the “socially complex dilemma” .

2.1.4 Uncertain and safety-critical scenarios
I consider uncertain and safety-critical scenarios as a special class of safety-
critical scenarios that involve large uncertainty. For example, safety-critical
scenarios where many unmodeled phenomenon occur. These scenarios exem-
plify a challenging issue for automated systems, since we need to design the
systems to act conservatively and to not breach safety requirements. How-
ever, if the environment is cluttered and chaotic, such as urban parking lots,
then this could cause a conservative system to stop moving entirely, which is
an unacceptable policy in most cases.

In the bottom example in Figure 2.1, I illustrate an example of a situation
where an automated vehicle is parking in a parking lot where the vehicle
needs to avoid colliding into pedestrians and human driven vehicles that are
also parking. In this situation, the three previous exception classes come into
play in a cluttered environment where legal (or ethical) constraints make the
situation safety-critical, unmodelled human behavior creates uncertainty, and
complex cultural norms create uninterpretable interactions in one dynamic
setting. Due to the multitude of constraints and its safety-critical nature, this
parking lot situation is an example of a situation where we should not allow
automated driving systems to act on their own. This is a situation where
they will either not move at all or move and have a non-negligible chance of
violating safety constraints.

In these situations, focused and trained human operators are able to eas-
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Figure 2.2: An automated vehicle when it encounter’s an accident on the road
and its high-level navigation options: overtake (allowed), continue straight
(not possible), go off-road (not allowed).

ily park and negotiate with pedestrians or other human drivers safely. Thus,
this parking lot situation exemplifies a class of cases when human operators
should be operating automated vehicles. For the rest of the thesis, we refer to
this scenario as “the uncertain safety-critical dilemma”.

2.2 Motivating Example
To illustrate the AVTCT’s involvement in the support of automated vehicles,
I fix a concrete scenario that I will use and refer to for the rest of the thesis.

I will investigate the following example (illustrated in Figure 2.2): an au-
tomated vehicle (AV) meets a recent accident where a truck ends up blocking
the lane of the AV on a two-lane bi-directional road where its only choices
to continue its task is to either drive off-road or into the oncoming traffic’s
lane. This is a derivative scenario from the “legal dilemma”, where I earlier
claimed that it is plausible to think that both options are illegal. In that case,
the vehicle will immediately ask the AVTCT for assistance. However, I will
look into an alternative, but still plausible, version of this scenario. That is, I
allow the AV enter the oncoming traffic’s lane when it is absolutely sure that
it is able to overtake the accident collision-free.

To understand the AVTCT’s involvement in this case, we will formulate a
solution to this problem and show how the AVTCT plays a crucial role in the
scenario. First, we will go over some background material that will be used
in the formulation.



Chapter 3

Background

3.1 Vehicle Model
For this thesis, we will use a simple Dubin’s car model [12] to describe our
vehicle dynamics. Let x = [x, y, q ] be our state, where x, y, and q are the ve-
hicle’s x-position, y-position, and heading, respectively. Explicitly, we write
our dynamics as

f (x,u) =

2

4
ẋ
ẏ
q̇

3

5 =

2

4
vcosq
vsinq

u

3

5 (3.1)

where v is the constant velocity of the vehicle and u 2 [�p/4,p/4] rad is the
steering input of the vehicle. In this thesis, I will assume the v is the vehicle’s
speed limit.

While the Dubin’s car model is simplistic, it sufficiently describes the
vehicle dynamics required in this thesis, as will be discussed more thoroughly
in Chapter 4.

3.2 Reachability Analysis
In this section, I will briefly overview the reachability theory used in this the-
sis. The formulations in this thesis are based on Hamilton-Jacobi (HJ) reach-
ability. I will go over the required fundamentals of HJ reachability, however,
for a more complete overview, refer to [13].

As will be described in more detail in Chapter 4, we will use both for-
wards reachability and backwards reachability in our approach. We will use
forwards reachability to check the feasibility of the accident overtaking task,

11
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given an optimal control policy, whereas we will use backwards reachability
to compute the optimal control policy for the accident overtaking.

For computing both the forward reachable set (FRS) and backward reach-
able set (BRS), we solve the following Hamilton-Jacobi-Bellman partial dif-
ferential equation:

dV
dt

+min
u

—V · f (x,u) = 0, (3.2)

where u is our input, f is our dynamics, and V (x, t) is our value function.

3.2.1 Forward Reachable Sets
The FRS of a system is the set of states that can be reached from the set of
initial states, Xinit, in time |t|. Intuitively, the FRS provides information about
how far a given system can reach at a particular time under any admissible
control policy, u(·). Let trajectories of system (3.1) starting from state x at
time t under control u(·) be denoted as z (s;x, t,u(·)) : [t,0] ! Rn. Then, we
formally write the FRS as

RF(t) = {y|8u(·),z (t;x,0,u(·)) = y,x 2 Xinit}, t > 0. (3.3)

To compute the (3.3), we first initialize V (x, t) with Xinit. Then, we solve (3.2)
and get the FRS as RF(t) = {x : V (x, t)  0}. After computing the FRS, we
can simply check the feasibility of a state, x, relative to Xinit by the following
predicate:

F(x) =

(
true, if 9 t s.t. x 2 RF(t)
false, else

(3.4)

In the case of the accident overtaking example, given the initial position
of the vehicle waiting in front of the accident and the desired goal position,
the FRS computed using the dynamics described by (3.1) will tell us whether
the goal position is reachable by the vehicle. Additionally, we are also able to
extract the time the vehicle will arrive at the goal position, if the goal position
is reachable.

3.2.2 Backward Reachable Sets
The backwards reachable set is the set of states from which the set of goal
states, Xgoal, can be reached in time |t|. Intuitively, the BRS provides infor-
mation about where a system can be to reach a set of goal states at a particular
time using any optimal control policy, u(·). Additionally, using the gradient
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of the value function used to compute the BRS, we can compute the optimal
control policy for states within the BRS that will drive our system to the goal
set (as is concisely explained in [13]). Formally, we write the BRS as

RB(t) = {x|8u(·),z (0;x, t,u(·)) 2 Xgoal}. (3.5)

To compute the BRS, we first set the final value of V (x, t) as Xgoal. Then,
we solve (3.2) backwards in time and get the BRS as RB(t) = {x : V (x, t) 
0}. Using RB(t), we define a similar predicate for the backward feasibility of
a state, x, relative to Xgoal as (3.4):

B(x) =

(
true, if 9 t s.t. x 2 RB(t)
false, else

, (3.6)

which can be interpreted as a check on whether reaching Xgoal from state x is
feasible.

In the case of the accident overtaking example, given the initial position
of the vehicle waiting in front of the accident and the desired goal position,
the BRS computed using the dynamics described by (3.1) will provide us an
optimal control policy that will take the vehicle from the initial state to the
goal, given that the task is feasible.

Let us denote the value function used for computing RB(t) as VB(x, t) for
clarity. Then, we can extract our control policy from the BRS computation
with

u⇤(x, t) = argmin
u

—VB · f (x,u) (3.7)

which, when B(x) is true, will be the optimal control policy for our vehicle to
overtake the accident.



Chapter 4

Example: Accident Response

In this section, I describe an example formulation for a response to an accident
on a road. As aforementioned, the example will illustrate how to incorporate
the AVTCT into an automated scenario.

4.1 Safety in Accident Overtaking
Let the vehicle managed by the AVTCT be called the ego vehicle. We revisit
Figure 2.2, however, now we consider the visibility of the ego vehicle. In the
top half of Figure 4.1, I illustrate the visibility of the ego vehicle. Due to the
accident, a significant portion of the road is occluded from the ego vehicle’s
perspective. To overtake the accident, the ego vehicle will have to drive in
the occluded region. Furthermore, there may be a vehicle driving in the lane
that the ego vehicle is unable to detect. In the scope of this thesis, we will not
consider the details of the sensor model.

Given the conditions of the scenario drawn in Figure 4.1, I believe the ego
vehicle does not have the information required to overtake the accident safely.
One of the worst-case scenarios, drawn in the bottom half of Figure 4.1, is if
there is an occluded vehicle that will meet the ego vehicle when the ego vehi-
cle is performing the overtaking maneuver. Moreover, when the ego vehicle
initializes its overtaking maneuver, the ego vehicle will not be able to stop
the maneuver. The ego vehicle does not have the luxury of reversing since
it is often illegal to do so and there may be vehicles tailing the ego vehicle.
In general, the ego vehicle has limited options for exploration, thus, the ego
vehicle must make a one-shot decision to overtake the accident. Moreover,
the ego vehicle cannot sense enough information to make this decision, thus,
the ego vehicle should not try to complete this task on its own.

14
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Figure 4.1: Illustration of a worst-case consequence

I want to note that though we could consider more optimal sensor config-
urations to see as much of the occluded lane as possible, we can still rearrange
this scenario in a plausible fashion to create an unsafe situation. For exam-
ple, there are many possible arrangements of accidents, speed limits and road
geometries that create this type of situation. For understanding a variation
of this occlusion issue applied to intersections, please refer to the thorough
report on blind left turns by [10].

Since the ego vehicle cannot complete the task on its own, the ego ve-
hicle needs to ask for help. In this thesis, we consider nearby infrastructure
and the AVTCT as options for assistance. We will not consider collaborative
or collective sensing between nearby vehicles; however, this is an interest-
ing extension of this work. We assume that the ego vehicle will first ask for
nearby infrastructure support, then, if the overtaking task still cannot be com-
pleted safely, then ask the AVTCT for help to either utilize human situational
awareness or expert arbitration to resolve the situation.

However, in order for the ego vehicle to ask for help from nearby infras-
tructure or the AVTCT, we have to first define when and why a vehicle asks
for help in our accident overtaking scenario. Moreover, we need to decide
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when the ego vehicle, the nearby infrastructure, or the AVTCT has the au-
thority or credibility to control the ego vehicle to complete the task. To do
this, I propose a finite-state machine (FSM) for managing and verifying con-
trol authority over the vehicle in the next section.

4.2 Control Authority Finite-State Machine
In this section, we overview our FSM for governing the control authority over
an ego vehicle. As described in the previous section, we consider three entities
to control the ego vehicle: (1) the ego vehicle itself, (2) nearby infrastructure,
and (3) the AVTCT.

Each entity has a different perspective and, thus, has different information.
This means that we need to consider whether the task is feasible for each
entity’s perspective and then use that entity’s perspective to control the ego
vehicle. We first use the reachability analysis introduced in Chapter 3 to show
how to compute the feasibility checks and optimal control in the accident
overtaking scenario. Then, using the feasibility checks and optimal control
policy, we formulate our control authority FSM.

We explore four possible scenarios to illustrate our formulation:

1. a vehicle with full information (Top Figure 4.2),

2. a vehicle with realistically occluded information (Bottom Figure 4.2),

3. a vehicle with infrastructure support with full information (Top Fig-
ure 4.3),

4. a vehicle with infrastructure support with limited information (Bottom
Figure 4.3).

4.2.1 Feasibility and Optimal Control
In this section, we will go over how we use reachability analysis to compute
feasibility checks and optimal control from different entity’s perspectives.

For computing feasibility, we do the following: given the sensor infor-
mation of the vehicle or infrastructure, place worst-case vehicles in the oc-
cluded regions of the oncoming traffic lane and then propagate their positions
throughout the overtaking task. To do this, we can assume the obstacle is a
constant speed vehicle driving at the maximum allowable speed. Then, add
all of the possible occluded vehicle positions throughout the time horizon as
obstacles.
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We can do this without incurring any extra computational costs by includ-
ing the obstacles at each time t to V (x, t), which can be time-varying without
consequence, when we compute the solution to (3.2), like is done in [14].
With this, we can compute the FRS for each entity whose feasibility is of in-
terest. After computing the FRS, we denote our previously defined feasibility
predicate, (3.4), for each entity as, Fego and Finfra. We never compute the fea-
sibility of the AVTCT because, by design, the AVTCT is always able to make
a final decision about the control of the ego vehicle.

After computing the feasibility checks for the ego vehicle and the infras-
tructure, we follow by computing the optimal control policy from each entity’s
perspective. We use the same time-varying obstacle used in the feasibilty
check, and then compute (3.7). This will give us the optimal control policy
from each entity’s perspective, which we can denote as u⇤

ego and u⇤
infra.

In each scenario, we clearly illustrate how we encode the initial conditions
of the environment when we compute the FRS and BRS of the system.

4.2.2 Finite-State Machine
Now, we can define an FSM to designate which entity will control the vehicle
to complete accident overtaking and how that entity will do it. Each state
of this FSM dictate who has the authority or credibility, based on available
sensor data relevant to the task, to control the vehicle in this scenario. The
authority is given to the first entity whose feasibility predicate is true. In the
scope of this thesis, the ordering of the entities is decided by the engineer’s
preference.

For our scenario, we assume that the ego vehicle should always try to
complete the task on its own, then ask for help from nearby infrastructure, and
finally ask for help from the AVTCT; a reasonable decision from a modular-
ity and logistics standpoint. Furthermore in our formulation, we will assume
that there is only one near by infrastructure support system connected to the
vehicle. In general, we want to assume that there can be any number of sup-
port systems or nearby vehicles that can help the ego vehicle, but we will not
consider this in this work, but consider it an important extension of this work.

Before we can begin defining our control authority FSM, we introduce a
couple more definitions. First, given goal state, xgoal, and current state, x, we
define a goal satisfaction predicate as,

G(x) =

(
true, if ||xgoal � x||2 < t
false, else

, (4.1)
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!31
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Full Information
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!37

SVEA GOAL
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OBSTACLE

OBSTACLE

Dubin’s OBSTACLE

Ego OnlyFigure 4.2: Top: Unrealistically complete information, where there is no oc-
clusion and the task is trivially feasible. Bottom: Only ego sensor’s perspec-
tive, where the portions of the road shaded white are the occluded regions.
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OBSTACLE
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Figure 4.3: Top: Ego sensor’s perspective with good infrastructure support,
where the portions of the road shaded blue are the visible regions. Bottom:
Ego sensor’s perspective with limited infrastructure support, where the por-
tions of the road shaded blue are the visible regions.
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State Input Next State Output
Fego(xgoal) = true Ego Control u⇤

ego(x)Ego
Control Fego(xgoal) = false Infra Control None

Finfra(xgoal) = true ^ G(x) = false Infra Control u⇤
infra(x)

Finfra(xgoal) = false ^ G(x) = false AVTCT Control None
Infra
Control

G(x) = true Ego Control None
H(x) = false AVTCT Control uh(x)AVTCT

Control H(x) = true Ego Control None

Table 4.1: Transition Table describing an automated vehicle’s accident re-
sponse when it is connected to nearby infrastructure and the AVTCT

!36

EXAMPLE FORMULATION
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u�(x, t) = arg min
u

�V · f(x, u)
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Optimal Control -
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Finite State Machine - 

Ego 
Control

Infra 
Control

AVTCT 
Control

infeasible infeasible

exception handled

task complete

Figure 4.4: A graphical depiction of the control authority FSM. For simplicity,
I have left out the self-edges of the FSM.

where t is the satisfaction threshold. Then, we introduce a predicate for indi-
cating whether the human operator in the AVTCT is done or not:

H(x) =

(
true, if human operator is done
false, else

, (4.2)

where the human operator indicates they are done by inputting this satisfac-
tion in the interface they are operating with in the AVTCT. Finally, we write
the control input coming from the human operator as uh.

With these definitions, we can define the transition table, Table 4.1, and
the corresponding FSM, Figure 4.4, for our system of a single ego vehicle,
nearby infrastructure support, and the AVTCT. Note, we only describe the
transitions and states involved in our accident response and purposefully do
not show the automation outside our scenario.



CHAPTER 4. EXAMPLE: ACCIDENT RESPONSE 21

4.3 AVTCT as a Final Authority
In this section, I will further detail the design decisions and implications of our
formulation regarding the AVTCT as a final authority figure. First, I will go
over the AVTCT’s exception handling role that should be required in all future
automated driving systems. Then, I will reconnect our claims in Chapter 2 to
make a statement about the role and tradeoff of the use of human operators in
AVTCT for supporting automated driving systems.

4.3.1 Exception Handling
As I stated in Chapter 2, a key role of an AVTCT is its role as a universal
exception handling layer. We can see this property manifest itself in the FSM
defined earlier to handle our accident response scenario. More specifically,
we can see that, just as depicted in Figure 4.4, the AVTCT needs to always
be the final place exceptions end up, or else tasks that end up infeasible for
automation will remain unhandled.

In general, no matter how much automation we augment our transporta-
tion system with, we will need to include the AVTCT as the final state of any
control authority FSM (Figure 4.5). This is a testament to the fact that no
matter how far we come in automation and no matter how well we believe we
understand the successes and failures of our systems, we will always need to
enable an AVTCT to handle failures if we want our transportation system to
be robust, efficient, and safe.

4.3.2 Human Operator vs. Automation
To understand why a human operator-driven AVTCT should be the final au-
thority on all infeasibilities, we need to understand why human operators
are the appropriate entities to handle infeasibilities that automation cannot
or should not. This is best answered as a duality between the capabilities of
automation and the expertise of humans.

My claim in my thesis regarding this duality is the following:

We build automated systems to handle problems we understand
well, thus, it is reasonable to expect automated systems not to
handle problems we do not understand yet or do know about yet.
In the cases when automated systems cannot handle a problem,
then we expect a human operator to either understand the problem
intuitively or know how to handle the problem appropriately.



22 CHAPTER 4. EXAMPLE: ACCIDENT RESPONSE

!46
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Figure 4.5: I illustrate the paradigm shift from full automation behavior to
automation that is finalized by the authority of the AVTCT.
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I consider this relationship a duality because, under the AVTCT concept, the
issues that automated vehicles will encounter will be handled by the automa-
tion or a trained human operator. Thus, we can consider the set of issues
that automation can handle and the set of issues that human operators should
handle as complements of each other. However, I will not prove this in this
thesis.



Chapter 5

Results

In this section, I will first overview the development and technological assets
that support this thesis work, then I will discuss the particular implementation
and demonstration details related to our accident response example.

5.1 Experimental Setup
To support this thesis and related projects, I developed and implemented a
demonstration and experimental platform in collaboration with colleagues at
the Smart Mobility Lab (SML) and the Integrated Transport Research Lab
(ITRL) at KTH. We did this development to have a real prototype of the
AVTCT to understand the necessary specification and performance require-
ments of real hardware and software stacks. We focused our time and de-
velopment on a open vehicle platform, control tower operator room, and the
communication protocol to link them all together.

We developed a Small-Vehicles-for-Autonomy (SVEA) platform to serve
as our scalable fleet of small connected vehicles. The SVEA platform is built
to be small, convenient, and relatively cheap (compared to a full-sized vehi-
cle), while still being able to handle the same information signals full-sized
vehicles experience (from sensors like multi-channel lidars, stereo cameras,
HD cameras, etc.). In Figure 5.1, we can see an example of a SVEA car.
We outline the system on-board a SVEA car with some specifications in Fig-
ure 5.2. In this thesis, the only sensor we use on-board the SVEA car is a
1080p fisheye USB camera from ELP to provide a video feed to the remote
human operator. Furthermore, for simplicity, we do not use any localization
approaches and simply rely on a motion capture (MOCAP) system from Qual-
isys to provide us with our vehicle’s X-Y position and heading in real-time.

24
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Figure 5.1: An example of a built-up SVEA car

We implement the control authority FSM from Chapter 4 completely on the
vehicle itself, but compute the BRS and FRS beforehand off-board.

Additionally, we built up a control tower operator room to manage our
SVEA cars. The operator room is equipped with a set of Logitech gaming
steering wheel and pedals, a custom-built computer, three monitor displays
(total of 5760x1080 pixels), and a projector. Much of this equipment is for
future development and this thesis will mainly utilize the one of the monitor
displays, the computer, and the steering wheel and pedals. We show the full
control room that sits at the Integrated Transport Research Lab at KTH in
Figure 5.3.

To connect our developed vehicles to the AVTCT, we also developed a
Web Real-Time Communication (WebRTC) based software application for
handling C-V2X communication for peer-to-peer, low latency connections
between two remote users. Our software application is able to flexibly connect
over a variety of protocols, such as WIFI, 3G, 4G, and 5G. Furthermore, our
WebRTC-based application is both ROS-compatible and web browser based,
allowing us to deploy the application for numerous types of applications and
systems.
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Figure 5.2: The general system diagram of the Smart Mobility Lab’s SVEA
platform. At the center is a NVIDIA TX2 embedded computer, which handles
data from the sensor suite and remote inputs from the 4G modem. Control
loops running on the TX2 send control inputs to an Arduino Uno, which then
implements the control inputs on the TRX4 chassis from Traxxas.

Figure 5.3: AVTCT operator room with several macro-level visualization
tools and a micro-level interface to a connected SVEA car.
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For our accident response scenario, our setup will use the following assets:

1. Ego vehicle - a SVEA car with wifi and 4G connectivity

2. Infrastructure - a MOCAP system locally available over Wifi

3. AVTCT - a control operator room remotely available over a 4G.

As is well known in the robotics community, MOCAP systems are very ro-
bust and are not often occluded due to redundancy, thus, to emulate the in-
frastructure presented in Chapter 4, we will digitally limit the visibility of the
MOCAP system.

5.2 Demonstration
In this section, we walk through the details of our demonstration of the acci-
dent response scenario presented in Chapter 4. For a visual walk-through of
the different examples of our scenario, please see [videos link].

To preface our walk-through, we show traces from a simulation that shows
the full motion of the trajectory. As mentioned before, with full information,
it’s clear that the task is feasible and the FRS will report this, keeping the
control authority FSM in the “Ego Control” state. In Figure 5.2, We show the
intended trajectory of the vehicle circumventing the accident, where the blue
rectangle is the current position of the vehicle, the gray rectangles are some of
the past positions of the vehicle, the red rectangle is the accident, the circle is
the goal position for the vehicle, and the green shapes are the 2D projections
of the BRSs on the XY plane.

Using the assets described in the previous section, we implement our con-
trol authority FSM. To compute the FRS and BRS for the scenario, we use the
Level Set Method Toolbox [15]. For animations of any of the reachable set
computations, please see [videos link]. For each case, we compute the FRS
and BRS over a time horizon of T = 8.5 sec and the following conditions (in
meters):

Full Info:

In the full information case, we only consider the accident and road bound-
aries as time-invariant obstacles, thus can compute the reachable sets with:

• Xinit = {(x,y,q)|x2 + y2  0.2}

• Xgoal = {(x,y,q)|(x� xgoal)2 +(y)2  0.2}

https://www.youtube.com/playlist?list=PLSjh9dNEkl0_DJZhQ8MjkZ020NoMZoIDf
https://www.youtube.com/playlist?list=PLSjh9dNEkl0_DJZhQ8MjkZ020NoMZoIDf
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• Accident - OA = {(x,y,q)|x 2 [1.125,1.875], y 2 [�0.375,0.375]}

• North Road-boundary - ON = {(x,y,q)|y � 0.75}

• South Road-boundary - OS = {(x,y,q)|y  �0.25}

where our road is one meter wide (propotional to the SVEA car’s dimen-
sions) and the boundary between each direction is at y = 0.25 and xgoal is the
x-coordinate of the goal, which is on the x-axis. In this case, the accident
overtaking task can be completed. We can see an example of the full info task
in Figure 5.2, which also serves as an illustration the overtaking maneuver the
ego vehicle needs to complete,

Ego Info:

In the ego vehicle’s perspective, the information in the region in the road
behind the accident is occluded. As mentioned in Chapter 4, to account for
the worst case scenario of there being a vehicle in the occlusion zone, we add
vehicles to all of the occluded parts of the lane as a time-varying obstacle.
The time invariant conditions from the full info case hold here, however, we
add in the time-varying obstacle:

• Worst-case Vehicles -

OV (t) = {(x,y,q)|x 2 [xo � vot,•],y 2 [.25,0.75])} (5.1)

where xo = 2.341 is the leading edge of all the possible occluded vehicles in
the oncoming direction and vo = 0.4 is the fastest allowable speed for vehicles
on this road segment. In this case, the vehicle cannot complete the task while
guaranteeing it will not encounter a potentially occluded vehicle. It will need
to request assistance from either the infrastructure or the AVTCT.

Good Infra Info:

In this case, we compute the reachable sets based on an optimistic positioning
of infrastructure sensors. This optimistic perspective is encoded by the place-
ment of vehicles in the occlusion zone of the infrastructure sensors, which
provides plenty of time for the ego vehicle to overtake the accident. Specifi-
cally, we use the same time-varying obstacle as (5.1), but with x0 = 5.707.

With the good infrastructure support, the vehicle is able to complete the
task while guaranteeing it will not encounter any of the potentially occluded
vehicles, thus, the task can be completed with the infrastructure’s authority.
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Figure 5.4: Blue: ego vehicle position, Red: accident, Gray: sampling of
ego vehicle’s past trajectory, Green: XY projection of BRS used for optimal
control
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Limited Infra Info:

In this case, we compute the reachable sets absed on a limited position of
infrastructure sensors. This limited perspective is also encoded by the place-
ment of possible occluded vehicles, but with x0 = 3.207. This condition lends
more information than the ego perspective case, but does not give enough time
for the overtaking.

With this limited infrastructure support, every automated option in the
scenario is unable to complete the task safely. Thus, we pass the control to
the AVTCT, where an trained human operator will take over the task to either
complete the task via a teleoperation approach, or take an alternative approach
based on their intuition and authority in the scenario.



Chapter 6

Conclusions

In this thesis, I study the use of a control tower to supervise automated ve-
hicles. I particularly focus the discussion on the management of automated
vehicles in heterogeneous settings with human driven vehicles and environ-
ments that are not fully tailored for the operation of automated vehicles. I
motivate why an AVTCT is a necessary component in the support infrastruc-
ture for automated vehicles in these heterogeneous and sometimes adversarial
conditions. Furthermore, in the thesis, we find that there is an immediate need
to plan the integration of AVTCTs into any areas where automated vehicles
will be deployed at scale in order to avoid dangerous or economically expen-
sive infeasibilities.

I develop a concrete use-case scenario for the AVTCT to shed light on how
the AVTCT needs to support the infeasibilities on automated transportation
networks. In particular, I propose a reachability analysis-based finite-state
machine for managing the control of a single vehicle by itself, the infrastruc-
ture, and the AVTCT to show that the AVTCT has a role of completing the
behavior specification of automation.

For future work, I find it important to extend this work to more complex ar-
chitectures that better leverage the diversity of multi-agent, infrastructure, and
cloud collaborations that have been discussed in the automated transportation
community and to develop the shared autonomy formulation between human
operators and automated driving systems in a way that enforces smoother
takeovers and safer operation.

31
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