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Abstract 

Convolutional Neural Network (CNN) has been established as a powerful tool 
to automate various computer vision tasks without requiring any apriori 
knowledge. Printed Circuit Board (PCB) manufacturers want to improve their 
product quality by employing vision based automatic optical inspection (AOI) 
systems at PCB assembly manufacturing. An AOI system employs classic 
computer vision and image processing techniques to detect various 
manufacturing faults in a PCB assembly. Recently, CNN has been used 
successfully at various stages of automatic optical inspection. However, none 
has used 2D image of PCB assembly directly as input to a CNN. Currently, all 
available systems are specific to a PCB assembly and require a lot of 
preprocessing steps or a complex illumination system to improve the 
accuracy. This master thesis attempts to design an effective soldering fault 
detection system using CNN applied on image of a PCB assembly, with 
Raspberry Pi PCB assembly as the case in point. 
 
Soldering faults detection is considered as equivalent of object detection 
process. YOLO (short for: “You Only Look Once”) is state-of-the-art fast object 
detection CNN. Although, it is designed for object detection in images from 
publicly available datasets, we are using YOLO as a benchmark to define the 
performance metrics for the proposed CNN. Besides accuracy, the 
effectiveness of a trained CNN also depends on memory requirements and 
inference time. Accuracy of a CNN increases by adding a convolutional layer at 
the expense of increased memory requirement and inference time. The 
prediction layer of proposed CNN is inspired by the YOLO algorithm while the 
feature extraction layer is customized to our application and is a combination 
of classical CNN components with residual connection, inception module and 
bottleneck layer. 
 
Experimental results show that state-of-the-art object detection algorithms 
are not efficient when used on a new and different dataset for object detection. 
Our proposed CNN detection algorithm predicts more accurately than YOLO 
algorithm with an increase in average precision of 3.0%, is less complex 
requiring 50% lesser number of parameters, and infers in half the time taken 
by YOLO. The experimental results also show that CNN can be an effective 
mean of performing AOI (given there is plenty of dataset available for training 
the CNN).  
 
 
 
Keywords 

Automatic Optical Inspection; Deep Learning; Convolutional Neural 
Networks; Object Detection; Soldering Bridge Fault; YOLO; Optimization 



Sammanfattning 

Convolutional Neural Network (CNN) har etablerats som ett kraftfullt verktyg 
för att automatisera olika datorvisionsuppgifter utan att kräva någon apriori 
kunskap. Printed Circuit Board (PCB) tillverkare vill förbättra sin 
produktkvalitet genom att använda visionbaserade automatiska optiska 
inspektionssystem (AOI) vid PCB-monteringstillverkning. Ett AOI-system 
använder klassiska datorvisions- och bildbehandlingstekniker för att upptäcka 
olika tillverkningsfel i en PCB-enhet. Nyligen har CNN använts framgångsrikt 
i olika stadier av automatisk optisk inspektion. Ingen har dock använt 2D-bild 
av PCB-enheten direkt som inmatning till ett CNN. För närvarande är alla 
tillgängliga system specifika för en PCB-enhet och kräver många 
förbehandlingssteg eller ett komplext belysningssystem för att förbättra 
noggrannheten. Detta examensarbete försöker konstruera ett effektivt 
lödningsfelsdetekteringssystem med hjälp av CNN applicerat på bild av en 
PCB-enhet, med Raspberry Pi PCB-enhet som fallet. 
 
Detektering av lödningsfel anses vara ekvivalent med 
objektdetekteringsprocessen. YOLO (förkortning: “Du ser bara en gång”) är 
det senaste snabba objektdetekteringen CNN. Även om det är utformat för 
objektdetektering i bilder från offentligt tillgängliga datasätt, använder vi 
YOLO som ett riktmärke för att definiera prestandametriken för det 
föreslagna CNN. Förutom noggrannhet beror effektiviteten hos en tränad 
CNN också på minneskrav och slutningstid. En CNNs noggrannhet ökar 
genom att lägga till ett invändigt lager på bekostnad av ökat minnesbehov och 
inferingstid. Förutsägelseskiktet för föreslaget CNN är inspirerat av YOLO-
algoritmen medan funktionsekstraktionsskiktet anpassas efter vår applikation 
och är en kombination av klassiska CNN-komponenter med restanslutning, 
startmodul och flaskhalsskikt. 
 
Experimentella resultat visar att modernaste objektdetekteringsalgoritmer 
inte är effektiva när de används i ett nytt och annorlunda datasätt för 
objektdetektering. Vår föreslagna CNN-detekteringsalgoritm förutsäger mer 
exakt än YOLO-algoritmen med en ökning av den genomsnittliga precisionen 
på 3,0%, är mindre komplicerad som kräver 50% mindre antal parametrar 
och lägger ut under halva tiden som YOLO tar. De experimentella resultaten 
visar också att CNN kan vara ett effektivt medel för att utföra AOI (med tanke 
på att det finns gott om datamängder tillgängliga för utbildning av CNN) 
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1 Introduction  

A Printed Circuit Board (PCB) is a mechanical structure that holds and 
connects electronic components. It is the basic building block of any electronic 
design and has developed over the years into a very sophisticated element. 
PCB without electronic components installed is also called a bare PCB as in 
Figure 1.1 and when the bare PCB is populated with the electronic components 
it becomes a printed circuit board assembly (PCBA). Soldering is used to fix 
the electronic components in place on the PCB permanently by applying hot 
copper liquid onto a joint and cooling it to solidify forming solder joint. There 
are two existing technologies of a PCBA named as through-hole technology 
and surface-mount technology (SMT). In through-hole technology the 
components rest on upper side of the PCB while their pins pass through the 
holes in PCB and soldered onto the other side of the PCB. In SMT, the 
components are placed on the PCB that has a thin film of solder paste that 
glues the components in place. The pins of the components are soldered to 
conductive paths on the same side of the PCB. The difference between the two 
technologies is shown in Figure 1.2.  
 

 
 

Figure 1.1: A Bare PCB taken from [1] 
 

 
 

Figure 1.2: Comparison of SMT and Through Hole Technology 
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With the development in technology, demand for electronic products to 
contain more features and to be smaller in size has emerged. This demand has 
in turn caused the PCB area to be smaller, more complex and denser. In the 
beginning, through small scale integration, engineers were putting dozens of 
components on a bare PCB. This number quickly exploded into hundreds, and 
in 2006, we were packing 300 million transistors on a single chip [2]. 
Perceiving the trend very early in time, Intel’s co-founder Gordon E. Moore, 
predicted that PCB impregnation will double in number every two years, an 
assumption we refer to as Moore’s law [3]. Though the transistors couldn’t 
shrink to the size required to fulfill the exact prediction (credit to heat and 
material limitation), still we have come a long way from simplicity. Currently, 
a billion components can be planted on a single high density, two-sided PCB. 
 
From enhanced complexity stemmed the need for accuracy. PCB problems are 
often very costly to correct [4]. That is why, in a PCB mass production process, 
the inspection of PCB is considered an important task. 

1.1 Background 
For years, manual visual inspection (MVI) acted as the de facto test process 
for PCB assembly. This coupled with an electrical test, such as in-circuit test 
(ICT) or functional test (FT) was deemed enough to detect major placement 
and solder errors [5]. But manual mode of inspection had some inherent 
drawbacks. MVI has low reliability rate often affected by visual fatigue i.e. 
inspectors getting bored and tired [6]- [7], overlooking faults and passing 
defective boards that are not caught until later in the process when they are 
more costly to fix. Slower production and more time-consuming assembly line 
also didn’t lend MVI any favors. 
 
PCBA production process consists of three main steps 1) layering of solder 
paste onto the surface of the board; 2) positioning of components and; 3) 
shaping of solder joints by reflowing the solder paste as shown in Figure 1.3. 
At each step of the production process, different defects could occur that can 
be detected by stage specific AOI. Inspection after first stage is called solder 
paste inspection (SPI). The inspection techniques applied after second stage 
are known as automatic placement inspection (API) techniques, while 
inspection carried out after third stage is known as post soldering inspection 
(PSI). It is observed that in all the PCBA processes, 90% of the faults are only 
detectable during PSI [8]. Possible faults occurring at this stage are solder 
bridge (a form of short in which solder has created a short circuit between two 
pins not meant to be connected), cold solder (a form of open where solder has 
not melted to create an electrical connection between the pin and the board), 
leg up (where a pin from an electronic part has not penetrated the through-
hole), dry joint (where solder has not been applied to a pin, and bare copper is 
visible). These different types of soldering faults are shown in Figure 1.4.  
 
The current PCBA market has shown an average annual growth of 4%. 
Manufacturers demand high performing and accurate PCBAs to ensure their 



 
 
 
 

competitive advantage. 
MVI is no longer feasible.
 

 
Figure 1.3: Stages in a PCB

 

 
Figure 1.4: Different types of soldering faults taken from 
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under the design rules. Lastly, hybrid approach mixes both preceding 
approaches but has large computation complexity. These image processing 
and classification algorithms takes a lot of computational configuration and 
are usually defect specific. They can’t be found useful across multiple PCBAs. 
 
Recently, many data scientists and researchers in the field of computer vision 
have devoted themselves to CNN. CNN has been successful in replacing classic 
computer vision algorithms for its ability to self-learn and promising potential 
of generalizability on object classification and detection tasks. In object 
detection algorithm the aim is to classify and locate the object of interest in an 
image while in classification task the image is assigned to a specific class as 
shown in Figure 1.5. The deep network architecture of CNN [11] can detect 
discriminative features from the input images on its own, so we do not need 
individuals to define image features. With improved computing machines, 
especially GPUs [12], the detection process has become so fast that on-line 
PCBA faults detection is possible using CNN. CNN also makes prediction from 
multiple feature maps of varying resolution to deal with objects of different 
sizes. It delivers impressive performance while keeping low inference time. 
CNN delivers the best results when it is trained on huge amount of data. 

 

 
 

Figure 1.5: Difference between object classification and object detection 
illustrated taken from [13] 

 
In this thesis project we will be narrowing our focus on detecting the soldering 
joint defects on PCBA using CNN approach. The dataset was collected during 
the internship at SONY Mobile Communications in Lund, Sweden. The 
dataset contains images of Raspberry Pi PCBAs with four different kinds of 
solder joint faults. The dataset is small and highly imbalanced. The soldering 
faults in the dataset are soldering bridge, cold solder, leg up, and dry joint. 
 
The thesis was carried out at SONY Mobile Communications in Lund. Sony 
Corporation is a respectable name in the tech world. SONY Lund has a 
specialized department in artificial intelligence and internet of things that give 
ample opportunities for creativity and growth. With due support from SONY 
the CNN architecture was developed for detecting PCBA soldering faults. The 
idea behind this project was to develop a user-friendly interface that could 
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detect soldering faults in real time using object detection algorithm rather 
than traditional MVI.  

1.2 Problem 
The biggest potential barrier on AOI is its inflexibility and reliance on system 
configuration. CNN observes fault detection as object detection problem. Few 
of the famous object detection algorithms are R-CNN [14], SSD [15] and YOLO 
[16]. Transfer learning makes use of existing CNNs that have been trained on 
a larger dataset and apply them on smaller dataset to carry out similar tasks. 
In selecting the most suitable CNN tradeoffs between accuracy, memory 
requirement and speed needed to be made. For a fault detecting CNN to give 
real-time feedback speed is crucial. YOLO is state of the art and fastest (real-
time) and highly generalizable. Therefore, for this thesis project, YOLO 
algorithm seems the most suitable CNN. All the famous object detection CNNs 
have been trained and tested on standard (publicly available) dataset that 
consists of natural images which are different from possible faults on a PCBA. 
Therefore, we have designed a CNN specialized to our application (trained 
using our dataset) which performs better than YOLO and is optimized in 
memory, speed and is robust (generalizable). 
 
The problem statement we are focused on addressing and to which we want to 
contribute constructively can be summarized as: 
 
“To see if CNN can provide real-time detection of soldering faults 
without any form of pre-processing or complex illumination 
system when applied to a PCB assembly image.” 
 
“If yes then find a more efficient CNN than State-of-the-art YOLO 
for soldering faults detection in a PCB assembly.”  

1.3 Purpose 
This is an era of fourth industrial revolution where the boundaries of physical 
and digital realms are blurring fast. With new technological leaps in the 
science of neural networking, deep learning and artificial intelligence, the 
manual burden is excessively reducing [17].  
 
The focus of this thesis is to establish CNN as an efficient mode of fault 
detection in a PCBA. Traditionally, the MVI had been the de facto process, but 
this is changing fast due to the increase in density and smaller size of PCB 
boards.  
 
CNN is a self-learning process that has potential of generalizability. The 
response time is so short that it can be a way to run PCBA inspection in real-
time. However, most of the work done on AOI using CNN has been very 
preliminary and in its initial phase. Through this thesis, the main intention is 
to design an algorithm that is fast, memory efficient and accurate above an 
acceptable threshold. To funnel focus, soldering faults post overflow stage 
have been selected for detection. Previous applications of CNN have been 
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mainly focused on bare PCBs using a reference image [18]- [19]. This thesis 
project aims to design a CNN that detects faults after PCB has been populated 
with components and does not require computation intensive pre-processing 
step or a complex illumination system. Besides illustrating the methodology 
and results the thesis document will also act as a guideline for carrying out 
future work in CNN based AOI system design. 

1.4 Goal 
The aim of the thesis is to outline the technical considerations that are faced 
when designing a CNN based soldering fault detection algorithm that 
performs its task in real time. The goal of this project is to discuss and 
implement CNN prototype for detecting soldering faults on a PCB assembly. 
The goal is divided into five major subtasks for showcasing the entire design 
process. 
 
1. Present the state-of-the-art CNNs for object detection.  
2. Compare and discuss design decisions.  
3. Design protype using CNN design optimizing principles.  
4. Characterize the performance of the prototype.  
5. Discuss how well the prototype generalizes.  
 
The final deliverables would consist of prediction accuracy results of the 
prototype implementation with a focus on the effects of applied optimizations. 

1.4.1 Benefits, Ethics and Sustainability 
This thesis will hold a direct positive impact for all of the PCBA manufacturers 
who are currently suffering from high rejection rate and long manufacturing 
belts. Through automation of PCBA line, especially by automating crucial task 
of PCBA inspection, PCBA board rejection rate can be lowered (saving cost) 
and more reliable user electronics can be promised. Such is a competitive 
advantage for which every industry player strives for. 
 
A CNN based AOl system can be easily integrated into the running production 
line. It provides real-time feedback, leading to timely repairs. The labor in the 
PCBA manufacturing industry can be utilized in more resourceful tasks and 
this will help reduce the related cost.  
 
The CNN model can be altered by different manufacturers based on their 
requirements and PCBA design. A more generalized solution can be provided 
if manufacturers cooperate to collect huge data on faults in PCBAs. At the time 
of writing this thesis there is no dataset that includes images of different 
PCBAs with fault annotations. 
 
This project aims at finding a resource efficient and computation efficient 
CNN architecture instead of state-of-the-art YOLO object detection that is in 
line with the green computing principles. Lesser memory requirements and 
lesser inference time would imply lesser power consumption and hence a 
reduced carbon footprint. Applying a CNN based AOI system will also benefit 
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the PCBA manufacturers by providing empirical data that is invaluable for 
production line refinement. Implementing a resource efficient CNN based AOI 
system plays an important role not only in reducing the operational costs for 
the manufacturers but also by contributing towards a supportable growth. 

1.5 Methodology 
The research method used in this thesis is determined following the portal of 
research methods and methodologies presented in [20]. We have used 
quantitative approach to validate our hypothesis. The metrics chosen to 
determine the performance of the proposed CNN compared to the state-of-
the-art YOLO model are evaluable. Positivist philosophical assumptions apply 
as the project uses experimental research method. There is no one hit formula 
to determine the CNN model that is the most suitable for a specific task, 
therefore, we deduce from the experiments by controlling the variables of 
design process. 

1.6 Outline 
The remaining part of this thesis is structured in the following manner. 
Chapter 2 presents the necessary theoretical background required for 
understanding a CNN design. Chapter 3 presents the work that has been done 
in the past as literature review. Chapter 4 explains the experimental method 
used for designing a CNN that performs more efficiently than YOLO in 
detecting soldering faults and the related evaluation metrics. Chapter 5 
presents the evaluation results of the proposed CNNs and compares them with 
YOLO followed by a detailed analysis on the results. The limitations faced in 
this project together with valid future work and conclusion is presented in 
chapter 6. 
 
 
  



 
 
 
 

2 Convolutional Neural Networks

This chapter contains the background information required for understandi
the problem of object detection. It introduces the terminologies in the field of 
artificial intelligence (AI)
early forms of neural n
explains the working principle 
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that are DL, ML and 
summarized through a v
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2.1 Artificial Intelligence
Artificial intelligence (AI) is the superset of all the related technologies that 
can mimic human intelligence in solving a prob
term artificial intelligence was coined by 
the 1950s. 

2.2 Machine Learning
In 1959, Arthur Samuel coined the term machine l
field of AI, as the field of study that enables a computing machine to learn 
from experience without detailed programming 
antithesis of hand-crafted and heuristics based purpose
ML algorithm learns the mapping between the inputs and the outputs via a 
process called training. 
used to predict the output 
inferencing. Based on the nature of 
main categories namely

Convolutional Neural Networks 

This chapter contains the background information required for understandi
the problem of object detection. It introduces the terminologies in the field of 
artificial intelligence (AI), machine learning (ML), deep learning (DL) and 
early forms of neural network in Section 2.1 – Section 2.4 
explains the working principle of convolutional neural network

the very famous methods for improving the performance of CNNs

CNNs it is necessary to understand its predecessor fields 
and AI. The relationship of CNN to the whole of AI is 

venn diagram in Figure 2.1. 

 

2.1: Relationship between AI and CNN  

Artificial Intelligence 
ntelligence (AI) is the superset of all the related technologies that 

can mimic human intelligence in solving a problem through learning. The 
ntelligence was coined by McCarthy, a computer scientist

Machine Learning 
Arthur Samuel coined the term machine learning (ML), a large sub

the field of study that enables a computing machine to learn 
from experience without detailed programming [21]. ML is an absolute 

crafted and heuristics based purpose-built programs.
the mapping between the inputs and the outputs via a 

process called training. Once the algorithm is trained, using training 
used to predict the output for an earlier unseen input in a process 
inferencing. Based on the nature of available dataset ML is divided into two 

namely, unsupervised learning and supervised learning.
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This chapter contains the background information required for understanding 
the problem of object detection. It introduces the terminologies in the field of 

arning (DL) and 
 . Section 2.5 

of convolutional neural network (CNN) and 
the very famous methods for improving the performance of CNNs.  

it is necessary to understand its predecessor fields 
. The relationship of CNN to the whole of AI is 

 

ntelligence (AI) is the superset of all the related technologies that 
lem through learning. The 

a computer scientist, in 

earning (ML), a large sub-
the field of study that enables a computing machine to learn 

. ML is an absolute 
built programs. The 

the mapping between the inputs and the outputs via a 
training data, it is 

a process known as 
ivided into two 

supervised learning and supervised learning. 
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2.2.1 Unsupervised Learning 
In unsupervised learning the dataset contains only the inputs and no 
corresponding outputs. Instead of finding an objective relationship between 
the input and the output an unsupervised learning algorithm finds out 
patterns in the input data during the training process. 

2.2.2 Supervised Learning 
In supervised learning the dataset provided includes the inputs and their 
corresponding outputs, also called labels or annotations or targets or ground 
truths in ML. During the training process the objective is to find the optimum 
relationship that maps the inputs to the outputs. The learning process is 
treated as a classification problem if the output is a set of predefined classes 
or, a regression problem if the output is a real number. In this thesis we have 
used supervised learning due to its better achievable accuracy in classification 
problems [22]. All the learning processes discussed in this report refer to 
supervised learning unless mentioned. 

2.3 Artificial Neural Networks 
Within ML is an area called artificial neural network (ANN) or simply called a 
neural network that is inspired by the functionality of a biological neuron, the 
basic element of human nervous system. In a neuron synapse is a joint 
between two neurons. Inputs of a neuron are carried to the cell body through a 
network of dendrites. Cell body calculates a weighted sum of all the inputs and 
the output is carried out through axon. Like a neuron, the basic neural 
network element also calculates a weighted sum of its input values as shown in  
Figure 2.2. A nonlinear function is applied on the weighted sum in a biological 
neuron; otherwise the output of cascaded neurons would be a simple linear 
operation. Similarly, in ANN a nonlinear function, called activation function, 
is applied to the weighted sum of all its inputs to generate an output. The 
inputs and the output of a perceptron are related by the Equation 2.1, where y 
is the output (also known as activation), n is the number of inputs, x are the 
inputs, W are the weights for each input, b is the bias term, and f(.) is the non-
linear activation function. 
 

𝒚(𝒙; 𝒘, 𝒃) = 𝒇(∑ 𝑾𝒊 × 𝒙𝒊 + 𝒃𝒏
𝒊 𝟏 )    ( 2.1 ) 

 
The bias term is often omitted in figures for simplicity. Figure 2.3 describes 
the basic structure of an ANN where each circle represents one activation. The 
activations from previous layer become inputs to the next layer. The number 
of activations in a layer and the number of layers are hyperparameters. A 
hyperparameter is a parameter whose value is defined before training an ANN. 
The inputs are also called activations even though they do not originate from a 
perceptron. The layers between the input and output layers are called hidden 
layers since they have no physical meaning or appearance like the input layer 
and the output layer. An ANN is also named as N-layer neural network, where 
N is the number of layers in the network excluding the input layer. ANNs are 
also called multi-layer perceptrons (MLP) due to the reason that they have one 
or more than one hidden layers. Figure 2.3 shows a 2 layers neural network. 
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Another class of neural networks without any hidden layer is called single 
layer perceptron (SLP) and referred to as fully connected (FC) layer where all 
the inputs are connected to all the outputs. 
 

 
 

Figure 2.2: Mathematical model of the basic element of a neural network, a 
perceptron [23] 

 

 
 

Figure 2.3: Basic structure of ANN taken from [23] 

2.4 Deep Learning 
Deep Learning (DL) falls under the category of ANN such that DL has more 
than one hidden layers. The neural networks used in deep learning are called 
deep neural networks (DNN). The number of hidden layers in a DNN is 
unbounded but typically range from five to more than a thousand, hence the 
term deep in DNN comes from the large number of hidden layers. Any neural 
network with less than five layers is referred to as a shallow network. A neural 
network is also referred to as a model. 
 
The ability of DL to automatically extract discriminative features from the 
data in an incremental fashion through its complex multi-layer architecture 
differentiates it from other learning techniques. The performance of DNN is 
highly dependent on the amount of data as it extracts useful features from the 
data during training. The output activations in each layer are called features. 
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An efficient DNN architecture that has changed the history of CV and is used 
in applications that involve images and videos is called convolutional neural 
network (CNN). 

2.5 Convolutional Neural Networks 
For each perceptron in an ANN all the inputs from the previous layer are 
weighted independently culminating in a network that requires a large 
amount of storage. A simple solution to the storage problem was provided by 
Kunihiko Fukushima in 1980 that replaced summing-the-weighted 
computation with convolution operation [11]. This became the foundation 
stone of CNN. In CNN the output of each perceptron is calculated by 
convolving a small neighbourhood of input activations with a window of fixed 
size of weights. The window of fixed size is called a filter or a kernel or weights 
matrix and is space invariant. This technique of repeated use of the same 
weight values for a fixed window of input size is known as weight sharing and 
accounts for reduction in memory requirement for storing a CNN. 
 
CNNs, also called ConvNets, are very popular in areas that deal with images or 
videos. Before the advent of neural networks researchers used hand-
engineered filters to extract useful features from the images to serve a purpose. 
It becomes a tedious task to handcraft the filters when dealing with 
complicated images with variable environmental conditions like illumination, 
resolution of the image, viewpoint, deformation, etc. CNN makes the filter 
selection process independent of prior knowledge and human intervention. 
 
An image is digitized and represented as a 3D matrix for further computations. 
The first two dimensions represent height and width of the image respectively. 
The third dimension represents the number of channels, also called depth. 
Each element in the image is called a pixel and its values lie in the range 0 - 
255. An image with one channel is called a grayscale image, while colored 
images are represented using three channels. The most famous colored image 
representation uses combination of the three primary colors red, green and 
blue as channels also called RGB model. In this thesis we use RGB images of 
PCBAs with soldering faults as input to the CNN. 

2.5.1 Structure of CNN 
A CNN consists of many other operations besides the basic convolution 
operation. Figure 2.4 shows the essential and optional components in a CNN. 
Each hidden layer in a CNN is called a convolutional layer, called CONV layer 
for short, and is always composed of convolution followed by a non-linear 
activation function. Optionally a CONV layer also consists of batch 
normalization operation and pooling operation. Usually at the end CNN have 
one or more fully connected layers before the output. 
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Figure 2.4: Structure of a CNN taken from [24] 

2.5.1.1 Convolution 
Convolution is the vital block in CNN. Equation 2.2 represents one 
dimensional discrete convolution operation with input x and filter w. When 
the input is 2D, as images in our case, the filter is also 2D that slides over the 
whole image as presented in Equation 2.3. For an input with more than one 
channel the depth of filters is equal to the number of channels. Each channel 
is convolved with its respective channel in the filter independently. The output 
value of each filter is summed to give a final output. A bias term is added to 
the result of convolution operation and is omitted from the figures for 
simplicity. 
 

𝒚[𝒏] = 𝒙[𝒏] ∗ 𝒘[𝒏] =  ∑ 𝒙[𝒊]  × 𝒘[𝒏 − 𝒊]𝒊     ( 2.2 )  
 

𝒚[𝒏, 𝒎] = 𝒙[𝒏, 𝒎] ∗ 𝒘[𝒏, 𝒎] =  ∑ ∑ 𝒙[𝒊, 𝒋]  × 𝒘[𝒏 − 𝒊, 𝒎 − 𝒋]𝒋  𝒊   ( 2.3 )  
 
The number of pixels a filter slides over the input to calculate the next output 
is called stride. The input image is padded with zeros on all sides to keep the 
dimensions of the output equal to the input. We get a single channel of output 
using single convolution filter. However, in CNNs we use many sets of filters 
on an input image resulting in an output with more than one channels, as in 
Figure 2.5 we have two channels output. 
 
Single channel of output of the convolution operation is called a feature map 
that represents the cross correlation between the pattern in each filter and the 
input image. The initial layers in a CNN learn to detect low level features in 
images like lines and edges. Subsequent layers learn to detect middle level 
features as a combination of low-level features like different shapes. In later 
layers a combination of shapes is learnt before generating an output. In 
classification problem, the output is a probability based on the principal that a 
particular input comprises of a unique set of high-level features. For this 
reason, the hidden layers are collectively called feature extraction layers and 
the output layer is referred to as the prediction layer. 
 



 
 
 
 

Figure 2.5: Convolution of an input with multiple filters result in output with 
more than single channel, figure taken from 

2.5.1.2 Non-Linear Activation
An activation function takes a single input and applies a mathematical 
operation on it before giving the output
necessary to preserve the important features learned from the previous layers 
and suppress the irrelevant features. The nonlinearity in activation function 
makes the CNN capable 
important role in the training 
activation function is differentiable. 
simplify the learning process to 
nonlinear activation functions used by modern CNNs are 

2.5.1.2.1 Rectified Linear Unit (ReLU)
ReLU is the most widely used activation function in hidden layers and is 
defined by Equation 2.4
explained in Section 2.5.2.3.1
more effectively. A main disadvantage of using ReLU is 
zero for negative input values and thus the weight values are not updated 
anymore (known as dying ReLU)
model. 
 

2.5.1.2.2 Leaky ReLU 
Leaky ReLU is described by
ReLU for the negative values by using a very small positive gradient
by ‘a’ in Equation 2.5,
gradient is a hyperparameter.
 

 

: Convolution of an input with multiple filters result in output with 
more than single channel, figure taken from [25] 

Activation Function 
An activation function takes a single input and applies a mathematical 

before giving the output [26]. An activation function is 
necessary to preserve the important features learned from the previous layers 
and suppress the irrelevant features. The nonlinearity in activation function 
makes the CNN capable of learning complex tasks. Gradients play a very 
mportant role in the training process; therefore, it is very important that the 

activation function is differentiable. Using a linear activation function will 
simplify the learning process to linear regression task. Some very popular 
nonlinear activation functions used by modern CNNs are explained below

Rectified Linear Unit (ReLU) 
most widely used activation function in hidden layers and is 

.4. It does not suffer from vanishing grad
2.5.2.3.1, allowing a deep network to learn faster and 

more effectively. A main disadvantage of using ReLU is that gradient become
zero for negative input values and thus the weight values are not updated 
anymore (known as dying ReLU). This can reduce the learning capacity of the 

𝐠(𝐳) = 𝐦𝐚𝐱{𝟎, 𝒛}   

 
is described by the Equation 2.5. It solves the problem of dying 

ReLU for the negative values by using a very small positive gradient
.5, for input values less than zero. The value of this 

gradient is a hyperparameter. 

𝒈(𝒛) =  
𝒛,

𝒂𝒛,
      𝒛 𝟎

𝒛 𝟎
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: Convolution of an input with multiple filters result in output with 

 

An activation function takes a single input and applies a mathematical 
. An activation function is 

necessary to preserve the important features learned from the previous layers 
and suppress the irrelevant features. The nonlinearity in activation function 

Gradients play a very 
it is very important that the 

Using a linear activation function will 
Some very popular 

explained below. 

most widely used activation function in hidden layers and is 
. It does not suffer from vanishing gradient problem, 

allowing a deep network to learn faster and 
gradient becomes 

zero for negative input values and thus the weight values are not updated 
his can reduce the learning capacity of the 

  ( 2.4 ) 

. It solves the problem of dying 
ReLU for the negative values by using a very small positive gradient, denoted 

The value of this 

  ( 2.5 ) 



 
 
 
 

2.5.1.2.3 Sigmoid 
Sigmoid function is described by 
Figure 2.6. Sigmoid bounds the output between zero and one and thus is very 
useful in applications where the end goal is to determine probability. It suffers 
from vanishing gradients at very large input 
the prediction layer of CNN des
has only two values (0 or 1)
 

 

 

2.5.1.2.4 Softmax 
Softmax activation function also known as softargmax or normalized 
exponential function is usually used in the final CONV layer for mutually 
exclusive multilabel classification tasks, i.e. when we h
classes that do not appear at the same time. 
N is the number of classes
suppressing all the values below the maximum value. The resulting values of 
softmax activation function always sum up to 1.
 

𝒈(𝒛)𝒋

2.5.1.3 Pooling 
In a CNN the height and width dimension
earlier hidden layers are very large, and they need to be down sampled 
without loss of information
layer serves this purpose by summarizing
in a local neighborhood
convolution. There are two popular pooling techniques namely max
pooling (written max pooling)
max pooling the maximum value is chosen in the window while in av

Sigmoid function is described by Equation 2.6 and its graph is 
. Sigmoid bounds the output between zero and one and thus is very 

useful in applications where the end goal is to determine probability. It suffers 
from vanishing gradients at very large input values. It is a famous choice 
the prediction layer of CNN designed for binary classification i.e. the output 
has only two values (0 or 1). 

𝒈(𝒛) =  
𝟏

𝟏  𝒆 𝒛
     

Figure 2.6: Sigmoid function 

activation function also known as softargmax or normalized 
exponential function is usually used in the final CONV layer for mutually 
exclusive multilabel classification tasks, i.e. when we have more than two 
classes that do not appear at the same time. It is given by Equation 
N is the number of classes. It emphasizes the maximum value while 
suppressing all the values below the maximum value. The resulting values of 

activation function always sum up to 1. 

( ) =  
𝐞

𝒛𝒋

∑ 𝐞𝒛𝒌𝑵
𝒌 𝟏

  𝒇𝒐𝒓 𝒋 = 𝟏, … , 𝑵   

height and width dimension of feature maps produced by the 
are very large, and they need to be down sampled 

without loss of information, before it is passed on to the next layer. A pooling 
serves this purpose by summarizing the features and their relationship 

in a local neighborhood using the same concept of window and stride as in 
convolution. There are two popular pooling techniques namely max

(written max pooling) and average pooling (written avg pooling)
max pooling the maximum value is chosen in the window while in av
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and its graph is shown in 
. Sigmoid bounds the output between zero and one and thus is very 

useful in applications where the end goal is to determine probability. It suffers 
It is a famous choice for 

binary classification i.e. the output 

  ( 2.6 ) 

 

activation function also known as softargmax or normalized 
exponential function is usually used in the final CONV layer for mutually 

ave more than two 
It is given by Equation 2.7, where 

It emphasizes the maximum value while 
suppressing all the values below the maximum value. The resulting values of 

  ( 2.7 ) 

s produced by the 
are very large, and they need to be down sampled 

passed on to the next layer. A pooling 
the features and their relationship 

f window and stride as in 
convolution. There are two popular pooling techniques namely maximum 

(written avg pooling). In 
max pooling the maximum value is chosen in the window while in avg pooling 



 
 
 
 

the average is taken of all the values in the window. The stride and window 
size and type of pooling are hyperparameters. 
max pooling and avg pooling for window size of 2 and stride of 2.
 

Figure 

2.5.1.4 Batch Normalization
Batch normalization (BN) is a technique that speeds up the training process 
by forcing the activations throughout a CNN to be distributed normall
zero centers and normalizes the inputs
and shifts the results using Equation 
division by zero, 𝜇 and 𝜎
learned during the training
layer and the non-linear activation layer.
 

2.5.2 Training a CNN 
The main objective of training is to fine tune the weights matrix and the bias 
terms (collectively called learnable parameters) such that the output of the 
network is similar to the annotations for a given
generalization. Generalization refers to how well 
specific example not seen by the model during the training
follows these general steps
 

1. Initialize the weights 
2. Calculate the output of the network for the 
3. Calculate the average loss over the training dataset. The loss 

the gap between the 
4. Update the value of the weights using 

gradient descent assumes that the loss function has a convex shape. 
5. Repeat the process from step 2 onwards until the overall loss is 

minimized. 

e is taken of all the values in the window. The stride and window 
size and type of pooling are hyperparameters. Figure 2.7 shows the output of 

g and avg pooling for window size of 2 and stride of 2.

 
Figure 2.7: Max pooling and Avg Pooling 

Batch Normalization 
Batch normalization (BN) is a technique that speeds up the training process 

the activations throughout a CNN to be distributed normall
zero centers and normalizes the inputs to have unit variance and then scales 
and shifts the results using Equation 2.8, where 𝜖 is a small constant to avoid 

𝜎 are calculated from the activations, while 
learned during the training [27]. BN is usually applied between a convolution 

linear activation layer. 

𝒚 =  
𝒙  𝝁

𝝈𝟐  𝝐
𝜸 +  𝜷    

 
The main objective of training is to fine tune the weights matrix and the bias 
terms (collectively called learnable parameters) such that the output of the 
network is similar to the annotations for a given input without the loss of 

Generalization refers to how well a trained model applies
not seen by the model during the training. Training a CNN 

general steps in an iterative manner: 

Initialize the weights to random small numbers. 
Calculate the output of the network for the given input. 
Calculate the average loss over the training dataset. The loss 
the gap between the predicted output and the annotated output
Update the value of the weights using gradient descent. The process of 
gradient descent assumes that the loss function has a convex shape. 
Repeat the process from step 2 onwards until the overall loss is 
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e is taken of all the values in the window. The stride and window 
shows the output of 

g and avg pooling for window size of 2 and stride of 2. 

 

Batch normalization (BN) is a technique that speeds up the training process 
the activations throughout a CNN to be distributed normally. BN 

and then scales 
is a small constant to avoid 

while 𝛾 and 𝛽 are 
BN is usually applied between a convolution 

  ( 2.8 )   

The main objective of training is to fine tune the weights matrix and the bias 
terms (collectively called learnable parameters) such that the output of the 

input without the loss of 
a trained model applies to 

raining a CNN 

Calculate the average loss over the training dataset. The loss refers to 
ed output. 

gradient descent. The process of 
gradient descent assumes that the loss function has a convex shape.  
Repeat the process from step 2 onwards until the overall loss is 



 
 
 
 

2.5.2.1 Data Pre-processing
For a more efficient learning of features from the data
it uniformly structured 
applied on the input data before feeding into 
for a fixed size of input and hence the input need
image size to a CNN is carefully chosen such that it is reproducible without 
loss of information necessary for
resizing the input data is normalized so that all the input examples lie in the 
same range. Normalizing 
subtraction. 

2.5.2.2 Data Splitting 
The main task of a CNN is to make good prediction on previously unseen data
- a principle known as generalizing well in AI. On each 
model learns important features necessary 
the input training data. After much iteration the model starts to overfit
Overfitting happens when a model learns the detail and noise in the training 
data such that it negatively
new and previously unseen data
generalization. Instead of using the complete dataset for training a CNN
small part of it is reserved to evaluate if the model is generalizing well. The 
data is shuffled before splitting to evenly distribute the variation in dataset. 
This process of dividing the dataset is called data splitting where we divide the 
dataset into a training set used for training the model and test set (that is 
hypothetically previously unseen data but has same statistics as training data) 
used to evaluate the perform
scenarios where data splitting helps reveal
difference between the training acc
(in blue) is large, indicating overfitting. We also observe that after some 
epochs the validation accuracy start
in blue dotted line). 
overfitting as the difference between the training accuracy and the validation 
accuracy (in green) is small.
  

Figure 2.8: Evaluating

processing 
For a more efficient learning of features from the data it is necessary to make 

 [28]. Data pre-processing includes all the operations 
applied on the input data before feeding into a CNN. The CNN
for a fixed size of input and hence the input needs to be resized

is carefully chosen such that it is reproducible without 
necessary for extracting the important features.

resizing the input data is normalized so that all the input examples lie in the 
Normalizing zero-centres the input data through

 
The main task of a CNN is to make good prediction on previously unseen data

a principle known as generalizing well in AI. On each epoch of training
model learns important features necessary to make correct prediction from 
the input training data. After much iteration the model starts to overfit
Overfitting happens when a model learns the detail and noise in the training 
data such that it negatively starts to impact the performance of the model on 
new and previously unseen data, in other words, the model

Instead of using the complete dataset for training a CNN
small part of it is reserved to evaluate if the model is generalizing well. The 
data is shuffled before splitting to evenly distribute the variation in dataset. 

of dividing the dataset is called data splitting where we divide the 
dataset into a training set used for training the model and test set (that is 
hypothetically previously unseen data but has same statistics as training data) 
used to evaluate the performance of the model. Figure 2.8 
scenarios where data splitting helps revealing overfitting. In case 1 the 
difference between the training accuracy (in red) and the validation accuracy 

indicating overfitting. We also observe that after some 
epochs the validation accuracy starts to decrease (beyond the point presented 

 In case 2 the model is generalizing w
overfitting as the difference between the training accuracy and the validation 
accuracy (in green) is small. 

 
 

Evaluating overfitting by data splitting (Figure adopted from 
[23]). 
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it is necessary to make 
processing includes all the operations 

CNN is developed 
s to be resized. The input 

is carefully chosen such that it is reproducible without 
features. After 

resizing the input data is normalized so that all the input examples lie in the 
through mean 

The main task of a CNN is to make good prediction on previously unseen data 
of training, the 

correct prediction from 
the input training data. After much iteration the model starts to overfit [29]. 
Overfitting happens when a model learns the detail and noise in the training 

the performance of the model on 
, in other words, the model loses 

Instead of using the complete dataset for training a CNN, a 
small part of it is reserved to evaluate if the model is generalizing well. The 
data is shuffled before splitting to evenly distribute the variation in dataset. 

of dividing the dataset is called data splitting where we divide the 
dataset into a training set used for training the model and test set (that is 
hypothetically previously unseen data but has same statistics as training data) 

 presents two 
overfitting. In case 1 the 

uracy (in red) and the validation accuracy 
indicating overfitting. We also observe that after some 

to decrease (beyond the point presented 
In case 2 the model is generalizing well without 

overfitting as the difference between the training accuracy and the validation 

(Figure adopted from 



 
 
 
 

 
Overfitting can occur due to increased model complexity, insufficient training 
data, mismatch between the distribution of training and validation data, etc. It 
is not always possible to have a large dataset; various regularization 
techniques, described in 
used data splitting ratio is 80/20 where 80 refers to 80% training data and 20 
refers to 20% test data. 

2.5.2.3 Gradient Desce
Gradient descent is an iterative optimization process that aims to find the 
minimum of a loss function when training a CNN. Gradient descent is used to 
update the weights using Equation 
with respect to each of 
weight values from previous iteration and 
factor 𝛼 is called the learning rate and it determines the rate of change of the 
weights on each iteration 
cause the iteration to diverge
long to reach the minimum of the loss function
Learning rate is another hyperparameter.
 

 

 
Figure 2.9: Effect of the learning rate on weight update taken from 

 
The partial derivative of the loss function with respect to the weights is 
calculated using backpropagation. Backpropagation is also a numerical 
approach that derives from the chain rule of calculus described in Equation 
2.10. Backpropagation passes the values of partial derivatives backwards 
through the network i.e. from the output layer of the network towards the 
input layer of the network.
 

𝝏𝒛

 

can occur due to increased model complexity, insufficient training 
data, mismatch between the distribution of training and validation data, etc. It 
is not always possible to have a large dataset; various regularization 

described in Section 2.5.2.6, are used to reduce overfitting
splitting ratio is 80/20 where 80 refers to 80% training data and 20 

 

Gradient Descent 
Gradient descent is an iterative optimization process that aims to find the 
minimum of a loss function when training a CNN. Gradient descent is used to 

using Equation 2.9 where multiple of the gradient of loss 
each of the weight is used. In Equation 2.9 𝑤   

weight values from previous iteration and 𝑤  are the new weight values. 
learning rate and it determines the rate of change of the 

weights on each iteration of gradient descent. A very large learning rate might 
cause the iteration to diverge and a very small learning rate might take very 
long to reach the minimum of the loss function as shown in 
Learning rate is another hyperparameter.  

𝒘𝒊 = 𝒘𝒊  𝟏 −  𝜶
𝝏𝑳(𝒘𝒊)

𝝏𝒘𝒊
   

: Effect of the learning rate on weight update taken from 

The partial derivative of the loss function with respect to the weights is 
calculated using backpropagation. Backpropagation is also a numerical 

from the chain rule of calculus described in Equation 
.10. Backpropagation passes the values of partial derivatives backwards 

through the network i.e. from the output layer of the network towards the 
input layer of the network. 

𝝏

𝝏𝒛
𝒑 𝒒(𝒛) =  

𝝏𝒑

𝝏𝒒
 ×  

𝝏𝒒

𝝏𝒛
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can occur due to increased model complexity, insufficient training 
data, mismatch between the distribution of training and validation data, etc. It 
is not always possible to have a large dataset; various regularization 

are used to reduce overfitting. Widely 
splitting ratio is 80/20 where 80 refers to 80% training data and 20 

Gradient descent is an iterative optimization process that aims to find the 
minimum of a loss function when training a CNN. Gradient descent is used to 

where multiple of the gradient of loss 
  refers to the 

are the new weight values. The 
learning rate and it determines the rate of change of the 

. A very large learning rate might 
and a very small learning rate might take very 

as shown in Figure 2.9. 

  ( 2.9 ) 

 

: Effect of the learning rate on weight update taken from [30] 

The partial derivative of the loss function with respect to the weights is 
calculated using backpropagation. Backpropagation is also a numerical 

from the chain rule of calculus described in Equation 
.10. Backpropagation passes the values of partial derivatives backwards 

through the network i.e. from the output layer of the network towards the 

 ( 2.10 )  



 
 
 
 

Figure 2.10 shows an example of backpropagation to update weights 
weight for the hidden neuron,
is the predicted output, y is the true value for the input x and J(θ) is the loss 
function. Using backpropagation each weight is adjusted in relation to the loss 
function. Backpropagation req
preserved and thus demands an increased storage requirement for training.
 
Gradients play very important role in training a CNN and two main problems 
faced while training CNN are vanishing gradients and explo
  

Figure 2.10: Backpropagation example taken from 

2.5.2.3.1 Vanishing Gradient
Vanishing gradient (also called killing gradient) is a major problem faced 
while training a neural network when the gradients become very small
backpropagation. The choice of 
function can be a precursor to vanishing gradient problem
network during backpropagation
than 1) with each other 
gradients to almost zero. 
gradient is residual networks, 

2.5.2.3.2 Exploding Gradient
Exploding gradient occurs when the gradient
gradients can explode due to the multiplicative effect in each layer
much greater than 1 duri
weights and resulting in an unstable model. It can be controlled through 
clipping the values of gradients to the range between 

2.5.2.4 Optimizer Algorithms
Algorithms used to update the weights and biases
algorithms. The performance of an optimizer algorithm is dependent on two 
main hyperparameters, learning rate and momentum. The learning rate 
determines the step size taken to update the learnable parameters, whereas, 
momentum determines the velocity of increasing the learning rate when 
approaching the local minima
the coefficient of friction in a hill climbing analogy to find the minima. The 
optimization algorithms are divided into two main categories namely constant 
learning rate algorithms, in which the learning rate and momentum are 

shows an example of backpropagation to update weights 
hidden neuron, and 𝜃 , weight for the output neuron, where 

is the predicted output, y is the true value for the input x and J(θ) is the loss 
Using backpropagation each weight is adjusted in relation to the loss 

function. Backpropagation requires intermediate outputs of the network to be 
preserved and thus demands an increased storage requirement for training.

Gradients play very important role in training a CNN and two main problems 
faced while training CNN are vanishing gradients and exploding gradients.

 
: Backpropagation example taken from [30]

Vanishing Gradient 
Vanishing gradient (also called killing gradient) is a major problem faced 

training a neural network when the gradients become very small
he choice of non-linear activation function e.g. sigmoid 

can be a precursor to vanishing gradient problem. A very deep neural 
network during backpropagation will multiply very small values

with each other and will have an exponential effect in reducing the 
zero. A new and very effective solution to vanishing 

is residual networks, explained in detail in Section 2.5.3.2

Exploding Gradient 
Exploding gradient occurs when the gradients become very large. The 
gradients can explode due to the multiplicative effect in each layer

during backpropagation causing a large update in the 
weights and resulting in an unstable model. It can be controlled through 
clipping the values of gradients to the range between -1 and +1. 

Optimizer Algorithms 
Algorithms used to update the weights and biases are called optimiz

The performance of an optimizer algorithm is dependent on two 
main hyperparameters, learning rate and momentum. The learning rate 
determines the step size taken to update the learnable parameters, whereas, 

nes the velocity of increasing the learning rate when 
approaching the local minima, or as described in [23] it can be considered as 
the coefficient of friction in a hill climbing analogy to find the minima. The 

ithms are divided into two main categories namely constant 
learning rate algorithms, in which the learning rate and momentum are 
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shows an example of backpropagation to update weights 𝜃 , 
, weight for the output neuron, where a( ) 

is the predicted output, y is the true value for the input x and J(θ) is the loss 
Using backpropagation each weight is adjusted in relation to the loss 

uires intermediate outputs of the network to be 
preserved and thus demands an increased storage requirement for training. 

Gradients play very important role in training a CNN and two main problems 
ding gradients. 

 

[30] 

Vanishing gradient (also called killing gradient) is a major problem faced 
training a neural network when the gradients become very small during 

activation function e.g. sigmoid 
very deep neural 

will multiply very small values (that are less 
an exponential effect in reducing the 

solution to vanishing 
2.5.3.2. 

very large. The 
gradients can explode due to the multiplicative effect in each layer for values 

ng backpropagation causing a large update in the 
weights and resulting in an unstable model. It can be controlled through 

are called optimizer 
The performance of an optimizer algorithm is dependent on two 

main hyperparameters, learning rate and momentum. The learning rate 
determines the step size taken to update the learnable parameters, whereas, 

nes the velocity of increasing the learning rate when 
it can be considered as 

the coefficient of friction in a hill climbing analogy to find the minima. The 
ithms are divided into two main categories namely constant 

learning rate algorithms, in which the learning rate and momentum are 
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defined in advance as a uniform value for all the learnable parameters, and 
adaptive learning rate algorithms, in which these hyperparameters are tuned 
adaptively for individual learnable parameters. 

2.5.2.4.1 Stochastic Gradient Descent 
The simplest of all the optimization algorithms is stochastic gradient descent 
(SGD), also known as incremental gradient descent. SGD updates the 
learnable parameters in a CNN on calculation of error for each example in the 
training dataset. One cycle through the entire training dataset is called one 
epoch. The frequent update of the model gives a quick insight into the model 
performance and for this reason SGD is also called online learning algorithm. 
However, updating the model so frequently is computationally expensive. 

2.5.2.4.2 Batch Gradient Descent 
Batch gradient descent (BGD) updates the learnable parameters of a model 
only after calculating the error for all the examples in the training dataset 
called a batch. It is computationally less expensive than SGD and more robust 
to variance in the gradient update. On the other hand, the training speed 
(dictated by model updates) may be too slow for very large dataset.   

2.5.2.4.3 Minibatch Gradient Descent 
Minibatch Gradient Descent (MGD) creates a balance between SGD and BGD 
by dividing the shuffled training dataset into batches (also called minibatches) 
and updating the model parameters after calculating errors for all the 
examples in each minibatch. The size of a minibatch is another 
hyperparameter constrained by the available memory size. The batch size is 
often chosen as a power of 2 e.g. 8, 16, 32, 64 that fits the memory 
requirements of the GPU or CPU. SGD, BGD, and MGD are all examples of 
constant learning rate algorithms. 

2.5.2.4.4 Adagard 
Adagard is an adaptive learning rate algorithm proposed in [31]. It has an 
intermediate variable with size equal to the number of internal parameters 
and updates each parameter individually. The two steps update can be 
summarised by Equations 2.11 (Step 1) and Equation 2.12 (Step 2), where 𝐺  is 
the intermediate variable and ∆ refers to the gradient of the loss function with 
respect to the learnable parameters. 
 

𝑮𝒊 =  𝑮𝒊  𝟏 +  (∆)𝟐     ( 2.11 ) 
 

𝒘𝒊 =  𝒘𝒊  𝟏 −  𝜶 ×  
∆

𝑮𝒊  ∈
    ( 2.12 ) 

2.5.2.4.5 RMSprop 
RMSprop [32] is an improvement to the Adagard algorithm that takes a 
moving average of the intermediate variable. It replaces Equation 2.11 with 
Equation 2.13 that has an additional hyperparameter called the decay rate.  
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𝑮𝒊 = 𝝆𝑮𝒊  𝟏 +  (𝟏 −  𝝆)(∆)𝟐   ( 2.13 ) 

2.5.2.4.6 Adam 
Adam [33] is the most widely used optimizer that falls under the category of 
adaptive learning rate algorithm. It is an improved version of RMSprop with 
momentum. It updates the learnable parameters in two steps given by 
Equation 2.14 (Step 1) and Equation 2.15 (Step 2.) Though Adagard, RMSprop 
and Adam work equally well but Adam is widely used optimizer algorithm. 
 

𝑴𝒊 𝜷𝑴𝒊  𝟏  (𝟏  𝜷)∆

𝑮𝒊 𝝆𝑮𝒊  𝟏  (𝟏  𝝆)(∆)𝟐    ( 2.14 ) 

 

𝒘𝒊 =  𝒘𝒊  𝟏 −  𝜶 ×  𝑴𝒊  ×  
∆

𝑮𝒊  ∈
   ( 2.15 ) 

2.5.2.5 Loss Functions 
A loss function determines how far away the predicted output of the model is 
from the ground truth during the training process. The choice of loss function 
depends on whether the problem under consideration is a regression problem 
or a classification problem. 

2.5.2.5.1 Mean Absolute Error 
Mean absolute error loss function finds the average of the difference between 
the predicted output and the labels. MAE is suitable for regression problems. 

2.5.2.5.2 Mean Squared Error 
Mean Squared Error (MSE) is another widely used loss function in regression 
problems. It is calculated by averaging the square of the difference between 
the predicted output and the labels. MSE is preferred over MAE because it is 
easier to calculate its gradient during backpropagation and also because in 
MSE larger errors have more influence than smaller errors due to squaring. 

2.5.2.5.3 Cross Entropy 
Cross entropy loss (also referred to as logarithmic loss or logistic loss) is 
widely used in classification problems. It is referred to as binary cross entropy 
(BCE) loss function when used in binary classification and given by Equation 
2.16, where N is the number of examples in the dataset and 𝑦  is the true value 
and 𝑝  is the predicted output for the 𝑖  example. Due to the logarithm in the 
expression, cross entropy loss considers the closeness of the prediction to the 
true value.  
  

𝑳 =  −
𝟏

𝑵
∑ (𝒚𝒊  ×  𝐥𝐨𝐠(𝒑𝒊)  +  (𝟏 −  𝒚𝒊)  ×  𝐥𝐨𝐠(𝟏 −  𝒑𝒊)]𝑵

𝒊  𝟏  ( 2.16 ) 

 
Figure 2.11 compares the outputs of MSE, MAE and BCE loss functions when 
the true value is binary ‘0’. It can be seen that BCE gives a significant response 
when the predicted value is farther away from the true value than either MAE 
or MSE. 



 
 
 
 

Figure 2.11: Comparison of MAE, MSE, and 

2.5.2.6 Regularization
Regularization is any supplementary technique that makes the model 
generalize well and prevents the model from 
on a very sparse dataset or with an imperfect optimization process.

2.5.2.6.1 L2 Regularization
The most common form of 
loss function. The penalty term is dependent on the squared magnitude of the 
learnable parameters in the network multiplied by 
Intuitively, L2 regularization heavily penalizes 
very large magnitude and emphasizes 
magnitude. This encourages
focusing on some inputs and ignoring others.

2.5.2.6.2 L1 Regularization
In L1 regularization the 
the learnable parameters
vector by shrinking the less important learnable parameters to zero
well for feature selection in case we have many features
conjunction with L2 regularization. 
usually less common in CNN.

2.5.2.6.3 Early Stopping
Training a model for long time increases 
than generalizing well. A simple technique to 
well is to terminate training when the loss on validation dataset starts to 
decrease. This technique is called early stopping. Early stopping can be used
to reduce strong overfitting
training process at the dotted blue 
 

 
: Comparison of MAE, MSE, and BCE loss functions

Regularization 
Regularization is any supplementary technique that makes the model 

prevents the model from overfitting when training a model 
ataset or with an imperfect optimization process.

L2 Regularization 
The most common form of regularization is L2. It adds a penalty term to the 

penalty term is dependent on the squared magnitude of the 
in the network multiplied by regularization

L2 regularization heavily penalizes the learnable parameters with 
very large magnitude and emphasizes the learnable parameters with 

encourages the network to consider all its inputs rather than 
focusing on some inputs and ignoring others.  

L1 Regularization 
the penalty term is dependent simply on the 

learnable parameters. L1 regularization is known to give a sparse weight 
by shrinking the less important learnable parameters to zero

ion in case we have many features. L1 can also be used in 
conjunction with L2 regularization. L2 and L1 regularization techniques are 
usually less common in CNN. 

Early Stopping 
Training a model for long time increases chances of model overfitting rather 

an generalizing well. A simple technique to choose a model that generalizes
well is to terminate training when the loss on validation dataset starts to 
decrease. This technique is called early stopping. Early stopping can be used

overfitting, for example in Figure 2.8 by terminating the 
training process at the dotted blue line. 
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2.5.2.6.4 Dropout 
A very common, simple and extremely effective regularization technique used 
in CNN training is dropout [34]. When using dropout on a layer in CNN each 
neuron is ignored during a training step with a probability p, where p is a 
hyperparameter called dropout rate. Figure 2.12 shows one instance of 
dropout during training. Dropout is used during training only, while for 
inferencing all neurons are used. Usually dropout is applied only after the 
final CONV layer in a CNN. 
 

 
 

Figure 2.12: Dropout in a CNN taken from [34] 

2.5.2.6.5 Batch Normalization 
Batch normalization technique makes a model robust to statistical variations 
in the resulting activation values with varying inputs. Batch normalization is 
proven to improve convergence and generalization in training neural networks 
in [35]. 

2.5.2.6.6 Data Augmentation 
DNNs are data voracious and it is not always possible to have a very large 
dataset. Data augmentation is a strategy that deals with insufficient data for 
training a model [36]. The most popular augmentation techniques include a 
combination of different affine transformations and colour modifications. The 
general principle is to expand the dataset by applying transformations that 
reflect real world variations in the dataset. 

2.5.2.7 Transfer Learning 
The training process can take advantage of existing CNN algorithms that have 
been trained to solve a related problem. This technique is called transfer 
learning, where an already trained model is re-trained on a new dataset using 
the weight values of the existing system as the initial values but for solving a 
different yet relatable problem. Transfer learning is useful in applications 
where there is less available dataset for training. However, a major 
disadvantage of transfer learning is the loss of flexibility in altering the 
architecture. The disparity in the dataset used for the pretrained network and 
the dataset to which the pre-trained model is being applied demands a lot of 
alterations in the architecture of the model. Similarly, in our case the famous 
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object detection algorithms have been trained on standard datasets that 
contains natural images like different animals, vegetables, fruits and many 
more, while in the designed application the data is soldering defects. Many 
CNN architectures exist that have been trained and tested on a standard 
dataset for various applications, for example YOLO is a very famous CNN 
architecture for object detection. 

2.5.3 Optimizing CNN Architecture 
The performance of CNN gets better when the network gets deeper [37] at the 
expense of increased resource utilization. The burden of increasing computing 
requirements incurred by deeper networks has been relieved with the advent 
of powerful machines installed with GPUs. Increasing the depth of the model 
also leads to exploding or vanishing gradient problems of which the latter is 
more serious. Increasing the depth would also increase the number of 
learnable parameters in a network. The choice of hyperparameters also have a 
significant effect on the performance of a CNN. 

2.5.3.1 Bottleneck Layer 
The deeper layers are capable of learning more complex features and we want 
more and more of such features. Therefore, in conventional CNN the number 
of channels increases with the number of CONV layers. This gives the deeper 
layers a larger receptive field. In [38] a network in network layer is introduced 
that enhances model discriminabilities by introducing a cascaded FC layer. A 
special case of the network in network layer introduced is 1 x 1 convolutional 
layer called a bottleneck layer. The bottleneck layer has the same summarising 
effect as pooling layer except that pooling layer shrinks the width and height 
while the bottleneck layer shrinks the number of channels. The bottleneck 
layer reduces the overall number of parameters, hence saving on computation. 

2.5.3.2 Residual Block 
The introduction of residual block was a ground-breaking work in the field of 
CNN. [39] introduced a residual block, as shown in Figure 2.13, which 
effectively diminishes the vanishing gradient problem with increasing depth of 
the network. The identity path can also have 1 x 1 convolutional layer to match 
the dimensions of the input with the output. The identity path is also called a 
residual or skip connection and it does not add to the computational 
complexity of the architecture.  

2.5.3.3 Inception Module 
A very important hyperparameter in designing a CNN is size of the filter. In 
[40] a convolutional block is introduced with the name of inception module. 
In the inception module filters of different sizes are used in each layer and the 
results are stacked. The inception module uses the bottleneck layer to reduce 
the number of computations, as shown in Figure 2.14. This architecture allows 
the model to choose the optimal filter size itself. 
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Figure 2.13: Residual learning block, image taken from [39] 
 

 
 

Figure 2.14: Inception Module with dimensionality reduction taken from [40] 
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3 Literature Review 

Inspection tasks in PCBA manufacturing industry were performed by human 
inspectors in the earlier times. The accuracy of a human inspector is variable 
and most affected by fatigue from perfunctory tasks. The density of electronic 
components on a PCBA is increasing with every passing decade and it is 
becoming more difficult for a human to detect such small defects without 
consuming extra time and extra hardware. With rapid development of digital 
cameras and fast processing computers automatic optical inspection systems 
have successfully replaced the human inspectors. [41], [4], [8], [42], [43] give 
a comprehensive summary of the advancements in AOI systems over time. 
The PCB manufacturing process consists of bare PCB manufacture, followed 
by loading of the electronic components on the bare PCB and soldering the 
components onto the board. According to a report stated in [44] solder joint 
defects correspond to 55% of the total faults in a PCB that can be further 
classified into soldering bridge, surplus solder, poor solderability and 
component shifting [45]. AOI can be broadly classified into three main 
categories namely referential, non-referential and hybrid methods [8].  
 
Referential AOI systems compare the image of PCB under test to a template 
image of the PCB that is free of any defects [46], [47]. Image subtraction 
introduced in [48] is the earliest form of AOI that uses XOR operator as 
shown in Figure 3.1. Another referential method is based on feature matching 
or template matching, used in [49], developed at Hitachi, that extracted local 
features from the patterns in images. In [50] the features, also called image 
indexes, are defined as the means of pattern identification in images. Major 
drawback of the referential methods is they are susceptible to degraded 
performance due to image misalignment and the variations in the 
environmental conditions when capturing image. In [51] the authors present 
an improved referential method based on comparing the compression codes 
for a faster result.  
 

 
 

Figure 3.1: Image Subtraction taken from [8] 
 
Non-referential methods remove the misalignment issues from inspection 
process and are based on general design rules verification [52]- [53]. It does 
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not face alignment and adjustment problems but requires complete 
knowledge of the PCB design in order to incorporate all the design principles 
into the algorithm. Hybrid methods combine the positive effects of both the 
referential and non-referential methods. Various forms of AI have been widely 
used in hybrid approaches with different referential methods used as a 
preprocessing step to localize the fault area in the image.  
 
For inspecting different sizes of PCB most AOI systems employ techniques for 
moving the inspection axis or the PCB or both [8]. To control the variations in 
illumination conditions while capturing the image of the PCB most AOI 
systems provide user-controlled illuminations. Most famous illumination 
system is the 3 ring shaped LEDs, shown in Figure 3.2. used for capturing the 
image of PCB and it is defined as “the image sensing system that is well suited 
to the solder inspection application” in [54]. The complex illumination 
systems, like the multispectral system, burden the computer that carries out 
the classification task. Combining all the steps of an AOI result in a gigantic 
machine, shown in Figure 3.3, that is time consuming, space consuming and 
not resource efficient solution.  
 

 
 

Figure 3.2: Three Ring LEDs structure taken from [55]  
 
[56] proposed a general architecture for applying neural networks in AOI 
shown in Figure 3.4. It segments the solder joints from the image of PCBA and 
feeds wavelet features and geometric features, chosen by the authors, of each 
solder joint to a MLP neural network and a K-nearest neighbor (where K is a 
hyperparameter) for classification. It suggests that MLP performs slightly 
better than a K-NN classifier. [50] used a similar approach with an additional 
screening step that uses pattern matching feature to screen the clean solder 
joints after preprocessing step. Only the faulty solder joints pass to further 
features extraction step followed by MLP based classification. The addition of 
the screening stage reduces the inspection time. [57] used the energy 
components from the Fast Fourier Transform and Haar Transform as the 
features. [58] used the multispectral illumination system for capturing the 
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PCB image and instead of neural network it applies a design rule verification 
chart for classification. [59] used fuzzy set theory upon the output of the 
neural network to improve the classification results while [60] used AdaBoost 
for optimal features selection and replaces neural networks with decision tree. 
In [61] two stage classification is used, where the first stage performs binary 
classification if a solder joint is faulty or not using Bayesian classifier, and the 
second stage classifies the type of fault using support vector machine (SVM). 
SVM is also known as a single layer perceptron. All the MLP based AOI 
systems described above used a single hidden layer. The AOI systems 
described above rely on reference images or registered pattern search and 
manually select features in the preprocessing steps. These processes may lead 
to failures in detection when they see an unaccounted defect pattern, or an 
irregular offset between the template and the tested image, or manual features 
selection step misses some very important features. 
 

 
 

Figure 3.3: AOI System taken from [58] 
 

With huge collection of publicly available annotated datasets [62], [63], [64] 
and powerful computation devices like GPUs [65] AI has seen great 
advancements in DNN [66], [67], [68], [69], especially in CNN [70], [24], 
achieving outstanding results in image classification and detection tasks [71], 
[72]. A CNN takes in the whole image and learns the features necessary for 
classification and detection unlike previous classifiers that take in a set of 
manually selected features. To train a CNN that generalizes well a huge 
amount of dataset is needed. For developing CNN based AOI, researchers feel 
a great void in availability of publicly accessible huge and diverse dataset. In 
[19] and [18] the authors present publicly available dataset that contains 
examples of defects on a bare PCB only and they also present a novel CNN 
based reference comparison method. A collection of PCBA is presented in [73] 
also but the annotations include location of different electronic components 
present in the image. These datasets cannot be used to design a CNN for post 
soldering AOI system. Nevertheless, a CNN based AOI system not using a 
template image will be less complex and less expensive solution.  
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Figure 3.4: General architecture for Neural Network based AOI given in [56] 
 

[19] proposes a template image based object detection CNN that treats the 
faults in a PCB as objects. It inputs a pair of images into the proposed CNN. It 
suggests the use of any of the famous feature extraction backbone such as 
VGG16-tiny [37] or ResNet18 [39]. We also treat soldering fault detection as 
object detection problem with the same intuition as in [19] about the soldering 
faults representing different objects but without using a pair of images. 
Currently various CNN algorithms exist for object detection that try to balance 
the accuracy of the CNN with architecture efficiency. These object detection 
CNNs are broadly divided into two stage detectors or single stage detectors. 
 
R-CNN (Regions with CNN features) [14] is a famous two stage detector that 
uses selective search [74], in stage one, to generate region proposals, also 
called regions of interest (ROI). Selective search looks at the image through 
windows of different sizes, and in each window, it groups together adjacent 
pixels by texture, color, or intensity. In stage two, it warps and resizes the 
proposed regions to a fixed resolution and classifies each ROI independently. 
The classification task uses CNN to extract feature maps and apply binary 
SVM for each class on the output of the CNN. The bounding box coordinates 
of the classified regions are adjusted through regression. It then applies 
greedy non-max suppression (NMS) [75] to select most likely bounding box 
from multiple overlapping predicted bounding boxes for the same class as 



 
 
 
 

shown in Figure 3.5. NMS
score from overlapping bounding boxes of the same class.
 

Figure 3.5: Use of non
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proposal from the output of the CNN and 
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saves a lot on memory requirement because of computation sharing.
R-CNN region proposals are generated 
and this makes the whole process very slow. In Faster R
proposal algorithm is integrated into the CNN.
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Overfeat is the pioneer of combining the classification and localization tasks 
into a single object detection CNN 
detection algorithm. It uses a multi
predictions. The output of the CNN is used to predict class score for each 
position of the sliding window and predict the bounding
regression. The output of appl
overlapping predictions for the same object due to the sliding window 
approach. As a post-processing step Overfeat chooses the box with highest 
overlap with its neighboring boxes belonging to the same class based on the 
intuition that the boxes on boundaries are too far away from the object. 
Overfeat performs classification and bounding box prediction simultaneously 
and is faster but less accurate than R
 
Another relatively complex one stage detector is s
(SSD) [15]. It uses convolutional layers to represent the image at various levels 
of feature maps. This technique is called 

NMS selects the bounding box that has the highest class 
score from overlapping bounding boxes of the same class.  

 
: Use of non-max suppression as post-processing in CNN based 

object detection 

-CNN called Fast R-CNN [76] the whole image passes 
instead of applying CNN on each ROI individually. A 

novel ROI pooling layer is used to extract the feature maps for each region 
proposal from the output of the CNN and then used for classification and 
bounding box regression. The classifier in Fast R-CNN uses softmax activation 
layer instead of SVM. Fast R-CNN reduces the inference time slightly but 
saves a lot on memory requirement because of computation sharing.

CNN region proposals are generated independently of the feature extraction
and this makes the whole process very slow. In Faster R-CNN [77]
proposal algorithm is integrated into the CNN. Even after all the advances R
CNN is very slow but performs very well in terms of prediction

CNN impossible to infer in real-time. A summary of the three 
CNN is presented in Figure 3.6. 

Overfeat is the pioneer of combining the classification and localization tasks 
into a single object detection CNN [78] and hence the first single stage object 

tection algorithm. It uses a multi-scale sliding window approach to make 
predictions. The output of the CNN is used to predict class score for each 
position of the sliding window and predict the bounding box coordinates using 

. The output of applying Overfeat on an image has many 
overlapping predictions for the same object due to the sliding window 

processing step Overfeat chooses the box with highest 
overlap with its neighboring boxes belonging to the same class based on the 
ntuition that the boxes on boundaries are too far away from the object. 

Overfeat performs classification and bounding box prediction simultaneously 
and is faster but less accurate than R-CNN. 

Another relatively complex one stage detector is single shot multibox detector 
. It uses convolutional layers to represent the image at various levels 

of feature maps. This technique is called feature pyramid representation
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independently of the feature extraction 

[77] the region 
n after all the advances R-

CNN is very slow but performs very well in terms of prediction accuracy 
A summary of the three 

Overfeat is the pioneer of combining the classification and localization tasks 
and hence the first single stage object 

scale sliding window approach to make 
predictions. The output of the CNN is used to predict class score for each 

box coordinates using 
ying Overfeat on an image has many 

overlapping predictions for the same object due to the sliding window 
processing step Overfeat chooses the box with highest 

overlap with its neighboring boxes belonging to the same class based on the 
ntuition that the boxes on boundaries are too far away from the object. 

Overfeat performs classification and bounding box prediction simultaneously 

ltibox detector 
. It uses convolutional layers to represent the image at various levels 

pyramid representation [79]. 



 
 
 
 

It then learns to detect offset of fixed number of anchor boxes at each point in 
all the levels of terminating feature maps in conjunction with class scores.
anchor is a box of fixed size and aspect ratio. 
anchor box, a human can better fit
better fit in a horizontal anchor box
tell the displacement of the anchor box in the x and y direction
and height of the bounding box. Intuitively
with high level of granularity are good at detecting small objects while feature 
maps with low level of
detecting larger objects
than Faster R-CNN but suffers from accuracy degradation
 

 
Figure 3.6: Comparison of the three versions of R

 
YOLO (You Only Look Once) 
that divides the image into a grid of fixed size and for each grid cell it detects 
the bounding box coordinates 
for a fixed number of anchor boxes. The images are downsampled to 
grid size using max pooling layers
object. The grid cell where the center of object falls becomes responsible for its 
detection. Each grid cell learns to output a confidence score and class scores. 
Confidence score tells if the grid cell 

detect offset of fixed number of anchor boxes at each point in 
all the levels of terminating feature maps in conjunction with class scores.
anchor is a box of fixed size and aspect ratio. As an example of importance of 

human can better fit in a vertical anchor box while a car can 
better fit in a horizontal anchor box, as can be seen in Figure 3
tell the displacement of the anchor box in the x and y directions 
and height of the bounding box. Intuitively, feature maps at the earlier stage

granularity are good at detecting small objects while feature 
level of granularity at the later stage are more suitable for 

bjects, as shown in Figure 3.8. SSD is faster in inferencing 
CNN but suffers from accuracy degradation [80]. 

: Comparison of the three versions of R-CNN taken from 

(You Only Look Once) [16] is simple single stage object detection 
that divides the image into a grid of fixed size and for each grid cell it detects 
the bounding box coordinates through regression and the class probabilit
for a fixed number of anchor boxes. The images are downsampled to 

max pooling layers. Each grid cell detects only a single class of 
object. The grid cell where the center of object falls becomes responsible for its 

h grid cell learns to output a confidence score and class scores. 
nfidence score tells if the grid cell contains any object. Class scores 
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detect offset of fixed number of anchor boxes at each point in 
all the levels of terminating feature maps in conjunction with class scores. An 

As an example of importance of 
anchor box while a car can 

3.7. The offsets 
 and the width 

at the earlier stage 
granularity are good at detecting small objects while feature 

at the later stage are more suitable for 
D is faster in inferencing 

 

 

CNN taken from [81] 

object detection CNN 
that divides the image into a grid of fixed size and for each grid cell it detects 

and the class probabilities 
for a fixed number of anchor boxes. The images are downsampled to a fixed 

only a single class of 
object. The grid cell where the center of object falls becomes responsible for its 

h grid cell learns to output a confidence score and class scores. 
. Class scores 
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represent the probability of each class from a predefined set of classes. For the 
fixed number of anchor boxes in each grid cell YOLO predicts the bounding 
box coordinates through regression. YOLO uses NMS to remove overlapping 
bounding boxes for the same classes from the final predictions. Figure 3.9 
shows that YOLO predicts the bounding boxes using regression equal to the 
number of anchor boxes for each grid cell while confidence and class scores 
are used to classify each grid cell. During training YOLO uses a custom loss 
function based on mean squared error for all the values if an object existed in 
a grid cell. YOLO was able to generalize well, corroborated by its ability to 
predict objects from hand painted images. It is the fastest object detection 
algorithm even though it drags down the performance in accuracy. In a better 
version YOLOv2 [82], the authors have used batch normalization for faster 
convergence during training; a custom feature extraction network that makes 
it faster; a convolutional anchor box predictions instead of fully connected 
layer that has shown to increase the prediction accuracy at the expense of 
increased false detection i.e. detecting an object in a grid cell that was not 
present in reality, and a pass-through layer to use fine-grained features from 
an earlier layer leading to increased accuracy performance than earlier version 
of YOLO. 
 

 
 

Figure 3.7: Both human and car have same center points but fit different 
shapes of bounding box. Image taken from [83] 

 

 
 

Figure 3.8: SSD default anchor boxes at 8 x 8 and 4 x 4 feature maps taken 
from [15] 
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Figure 3.9: Unified Detection using YOLO taken from [16] 
 
YOLOv3 [84] was further improved by incorporating feature pyramid 
representation for multiscale detection and increase in the number of feature 
extraction layers with residual connections that improved its accuracy 
significantly.  
 
[85] demonstrates for the first-time application of famous object detection 
CNN, YOLOv2, in detecting different types of capacitor directly from a PCBA 
image. Its results suggest an improved detection time compared to classic AOI 
techniques but it does not make any mention about the accuracy performance 
of the CNN. 
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4 Methodology 

This chapter describes the method we used to search for an optimal CNN 
architecture for soldering faults detection. We compare the performance of 
the proposed CNN architecture with state-of-the-art YOLO model. Section 4.1 
describes the evaluation metrics that were used for comparing the models. 
Section 4.2 describes the dataset and tools that have been used to carry out 
the experiments in search of the optimal CNN architecture. The experimental 
method is described in Section 4.3. After the experiments, we choose the best 
model for use on the available dataset as described in Section 4.4. 
 
The goal of this thesis project is to search for a CNN architecture that can 
perform as efficiently as the famous YOLO model or preferably even better in 
terms of accuracy of the results (determined using average precision of finding 
soldering bridge faults), time taken for inferencing, and memory requirement 
(determined by the number of learnable parameters in the model). There is no 
one-hit formula to design an optimum CNN model therefore, we had to rely 
on experiments to find an optimum CNN model for detecting soldering faults. 

4.1 Evaluation 
To determine the accuracy of an object detection algorithm, Average Precision 
(AP) is a popular metric. Before diving into details of AP it is necessary to 
describe some fundamental concepts. 

4.1.1.1.1 Confidence Score 
Confidence score is a value between 0 and 1 that determines if an object is 
present or not in the predicted bounding box. The ground truth value of 
confidence score is either 1 if an object is present, or 0 if there is no object 
present. It falls under binary classification problem and sigmoid activation 
function is a natural choice for this problem. 

4.1.1.1.2 Class Score 
Class score determines the class to which the detected object belongs to from 
the predefined set of classes. It gives the probability of occurrence of each 
class. A softmax activation function is used if there is a single object occurring 
in a bounding box and the entire class scores sum up to 1. For prediction we 
select the class with the maximum value. A sigmoid function is used when the 
classes are not mutually exclusive and can occur in the same grid cell at the 
same time. 

4.1.1.1.3 Intersection over Union 
Intersection over union (IOU) measures the ratio of the intersecting area 
between the predicted and ground truth bounding boxes given by Equation 4.1, 
where 𝐵  is the predicted bounding box and 𝐵  is the ground truth bounding 
box. It determines how good a detection algorithm performs in predicting the 
bounding boxes as close to the ground truth box as shown in Figure 4.1. 
 



 
 
 
 

 

Figure 4.1: Relationship of IOU and performance of object detection algorithm 

 
A very popular yet simple way to 
through the confusion matrix
derived from the confusion matrix.
 

Figure 4.2: Confusion Matrix for an Object Detection Algorithm

4.1.1.1.4 Precision 
Precision is defined as the ratio of the number of true positives and the sum of 
true positives and false positives. It determines how well the model is 
detecting the objects correctly. 

4.1.1.1.5 Recall 
Recall is defined as the ratio of the number of true positives and the sum of 
true positives and false negatives. The sum of true positives and false 
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taken from [86] 

A very popular yet simple way to evaluate classification model performance
confusion matrix given in Figure 4.2. Most of the metrics can be 

derived from the confusion matrix. 

 
Confusion Matrix for an Object Detection Algorithm

Precision is defined as the ratio of the number of true positives and the sum of 
true positives and false positives. It determines how well the model is 
detecting the objects correctly.  

ecall is defined as the ratio of the number of true positives and the sum of 
true positives and false negatives. The sum of true positives and false 
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negatives is equal to the total predictions in ground truth. Recall measures 
how many of the ground truth o
model. Precision and re
graphics as in Figure 4.3
 

Figure 

4.1.1.1.6 Average Precision
If all the model predictions 
is no FP. However, it does not 
detections or FN. Recall is equal to 1 if all the objects in the ground truth have 
been detected by the model and the value of FN is equal to 0. Recall does not 
give any information about how many of the predictions are 
about the FP. Precision and recall complements each other. Therefore
under the precision-recall curve is 
of a detection algorithm over a dataset and its value is called average precision 
i.e. how much precision does the model ach
Average precision is determined for an individual class. Mean average 
precision is the mean value of average precision for all the classes in our 
dataset. 

4.2 Materials and Tools

4.2.1 Dataset  
The dataset available includes 2D RG
PCBA. The Raspberry PI PCBA
contains six Raspberry PI PCBAs, collectively called a panel as shown in
Figure 4.7. The dataset contains four different types of soldering faults namely 
soldering bridge (the most commonly occurring), leg up fault, cold solder 
fault, and dry solder joints
the dataset, including scratches and stains of ink on the PCB, but we focused 
on inspecting the former four soldering defects in this thesis project. 
statistics of the faults in the dataset is 
dataset are resized to 1024 x 1024
bounding box information for all the 

negatives is equal to the total predictions in ground truth. Recall measures 
how many of the ground truth objects have been detected correctly by the 

Precision and recall can be modeled using the confusion matrix 
3. 

 
 
 

Figure 4.3: Precision and Recall formula 

Average Precision 
If all the model predictions are correct, then its precision is equal to 1 as there 

t does not provide any information about the missed 
ecall is equal to 1 if all the objects in the ground truth have 

been detected by the model and the value of FN is equal to 0. Recall does not 
give any information about how many of the predictions are 

on and recall complements each other. Therefore
recall curve is the best way to determine the performance 

of a detection algorithm over a dataset and its value is called average precision 
i.e. how much precision does the model achieve over a single step of recall. 
Average precision is determined for an individual class. Mean average 
precision is the mean value of average precision for all the classes in our 

Tools  

The dataset available includes 2D RGB images of the backside of Raspberry PI 
Raspberry PI PCBA uses through-hole technology. A single image 

Raspberry PI PCBAs, collectively called a panel as shown in
The dataset contains four different types of soldering faults namely 

bridge (the most commonly occurring), leg up fault, cold solder 
dry solder joints. There were some other types of faults present in 

the dataset, including scratches and stains of ink on the PCB, but we focused 
on inspecting the former four soldering defects in this thesis project. 
statistics of the faults in the dataset is given in Table 4.1. The images in the 
dataset are resized to 1024 x 1024. The corresponding annotation file contains 
bounding box information for all the visible soldering defects in the image. 
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ecall is equal to 1 if all the objects in the ground truth have 
been detected by the model and the value of FN is equal to 0. Recall does not 
give any information about how many of the predictions are incorrect i.e. 

on and recall complements each other. Therefore, area 
to determine the performance 

of a detection algorithm over a dataset and its value is called average precision 
ieve over a single step of recall. 

Average precision is determined for an individual class. Mean average 
precision is the mean value of average precision for all the classes in our 

the backside of Raspberry PI 
A single image 

Raspberry PI PCBAs, collectively called a panel as shown in 
The dataset contains four different types of soldering faults namely 

bridge (the most commonly occurring), leg up fault, cold solder 
her types of faults present in 

the dataset, including scratches and stains of ink on the PCB, but we focused 
on inspecting the former four soldering defects in this thesis project. The 

The images in the 
The corresponding annotation file contains 

defects in the image. 
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The coordinates are stored as x1, y1, x2, and y2, each normalized to its 
respective dimension of the image, followed by the type of fault in Boolean 
format. Figure 4.4 shows a hypothetical image of PCBA panel that has a 
soldering bridge fault and a cold solder fault and its corresponding annotation 
file. 

 
Table 4.1: Statistics of different types of faults in the dataset 
 
Fault Type Number of faults in the dataset 
Soldering Bridge 167 
Cold Solder 74 
Leg Up 16 
Dry Joint 16 
Others 36 
Total 309  

4.2.1.1 Data Augmentation 
The available images in the dataset are not enough in number to train a CNN 
that generalizes well. Therefore, we have used data augmentation on the 
available dataset to create a larger dataset for training. The dimensions of 
input image to the CNN are chosen to be 448 * 448 * 3, following modified 
YOLOv3 [84]. Resizing the image of whole PCBA panel to this size would 
incur loss of crucial information as the size of soldering faults are very small 
compared to the whole image size. To avoid information loss and keeping in 
view the concept of generalization, we randomly cropped images of the 
complete PCBA panels in the dataset with the dimensions ranging from 448 x 
448 to 512 x 512. The augmented dataset contains 10000 images created by 
cropping images of the PCBA panels and randomly applying the seven 
different types of affine transformations, shown in Figure 4.5, on each 
cropped image. The 10000 augmented images formed our training dataset. 
Each augmented image had its own annotation file. For the annotations, the 
images are divided into a grid of size 14 x 14. In the corresponding annotation 
file, each grid cell contains the information about confidence score and class 
scores. 

4.2.1.2 Pre-processing 
The images are resized to 448 x 448. All the images are RGB images and 
therefore have 3 channels each. The pixel values in each channel of an image 
range between 0 and 255 (inclusive). The pixel values are normalized to range 
between 0 and 1 through division by 255. 

4.2.1.3 Annotations 
Inspired by the YOLO model, we divide the augmented images into non-
overlapping grid of fixed size, generating a label for each grid. We chose a grid 
size of 14 * 14 that means each grid contains 32 * 32 pixels. The grid size is 
chosen such that each grid cell provides enough level of granularity necessary 
for faults detection. 
  



 
 
 
 

 
Figure 4.4: Method for writing annotation file (on the right side) for an image 
file (on the left side) with dimensions W x H and 2 faults. The red bounding 
box represents soldering bridge fault and the green boundi

  

Figure 4.5: Different affine transformations used in data augmentation
 
YOLO predicts bounding box coordinates in a single grid
confidence score that tells if an object exists in that 
each class. Each single grid can predict bounding boxes equal in number to 
anchor boxes. We have used only 1 anchor box in each grid cell
the size of the grid cell.
only the confidence score and 
soldering faults. For learning the bounding box coordinates we need more
data with high variance.
lies within the grid and is responsible for predicting the class score

: Method for writing annotation file (on the right side) for an image 
file (on the left side) with dimensions W x H and 2 faults. The red bounding 
box represents soldering bridge fault and the green bounding box represents 

cold solder fault. 

 
: Different affine transformations used in data augmentation

YOLO predicts bounding box coordinates in a single grid, accompanied by 
confidence score that tells if an object exists in that grid and score values for 

Each single grid can predict bounding boxes equal in number to 
anchor boxes. We have used only 1 anchor box in each grid cell that 

e size of the grid cell. We do not learn the bounding box coordinates
score and the class scores for the four different types of 

For learning the bounding box coordinates we need more
variance. Each grid is labelled as faulty if the centre of the fault 

and is responsible for predicting the class score
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: Different affine transformations used in data augmentation 

accompanied by 
and score values for 

Each single grid can predict bounding boxes equal in number to 
that is 1.1 times 

We do not learn the bounding box coordinates but 
scores for the four different types of 

For learning the bounding box coordinates we need more 
grid is labelled as faulty if the centre of the fault 

and is responsible for predicting the class score. 
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4.2.2 Tools  
We used Python as the programming language together with the open source 
machine learning package Keras that is built upon another open source 
package called Tensorflow. A server with GPUs with the following 
specifications is used to for training and testing purpose. 
 
GPU: NVIDIA QUADRO P6000 
GPU Memory: 24 GB GDDR5X 
RAM: 32 GB 
Processor: Intel(R) Xeon(R) W-2135 CPU @ 3.70GHz 
 
We also made inferencing on a CPU machine with the following specifications. 
 
CPU: Intel(R) Core(TM) i7-7500U CPU @ 2.70 GHz 2.90 GHz 
RAM: 8.00 GB 
OS: Windows 10 Education (64-bit Operating System, x64-based processor) 

4.3 Designing the CNN  
The CNN used in this thesis is designed from scratch. The filter weights were 
initialized to small random number. Figure 4.6 shows the basic structure used 
for designing the CNN. The input and output dimensions were inspired by the 
YOLOv3 CNN. The hidden layers in between the input and output were filled 
using five max pooling layers that downsample the input image to an output of 
size 14*14*5. The hidden layers were gradually altered studying one CNN 
optimizing principle at a time. The feature extraction layers from YOLOv3 
were used as benchmark for comparing the performance of the proposed 
models. 

4.3.1 YOLO 
The basic structure was filled with layers from the latest version of YOLO 
model, as described in [84], to compare the three main performance metrics 
of the proposed CNN: prediction accuracy, inference time, and number of 
parameters.  

4.3.2 Proposed Model 
Conventional convolutional layers are referred to as plain convolutional layers 
that do not contain an inception module or a residual block or a bottleneck 
layer. We start the experiment on the plain basic structure and then try 
various combinations of convolutional layers added to the basic structure i.e. 
going deeper, bottleneck layers, inception modules and residual blocks. The 
models were trained using the augmented dataset. The models were designed 
based on the following methodology: 
 
Model 1 – Plain model based on description in Figure 4.6 
Model 2 – Adding CONV layers in low level and mid-level features extraction 
layers of Model 1 
Model 3 – Adding CONV layers in high level features extraction layers of 
Model 1 
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Model 4 – Adding residual block and bottleneck layer to the model giving the 
best performance results from Model1-3 
Model 5 – Adding Inception module in low level feature extractor layers (as 
they put less strain on memory) 
Model 6 – Adding CONV layers to the most efficient model chosen from 
Model1-5 
 

 
 

Figure 4.6: Basic structure used for designing CNN to detect soldering faults 

4.3.3 Training 

4.3.3.1 Hyperparameters 
We use filters of size 3 * 3 and stride value of 1 in all the convolutional layers 
except for the Inception layer which is a combination of filters of various sizes. 
We used max pooling layer with window size of 2 and stride value of 2. As in 
YOLO, we used Leaky ReLU, with slope for negative input values equal to 0.1, 
as the activation function in all the hidden layers and used sigmoid activation 
function in the last layer to acquire prediction values in between 0 and 1. We 
have used batch normalization followed by leaky ReLU activation function for 
regularization. We have used dropout layer before the prediction layer with 
dropout rate equal to 0.5. Adam optimizer is used for training. As our output 
values are binary hence, we used binary cross entropy loss function. The 
learning rate was initially chosen as  1 ×  10  for first 25 epochs to induce 
stability in the training process. For the next 50 epochs its value was  1 ×
 10  for a faster convergence of the model. For the remaining epochs we use a 
learning rate of 5 ×  10 .  

4.3.3.2 Data Splitting 
The training dataset was divided into training and validation data using 80/20 
rule, where the training data contained randomly chosen 8000 images and the 
validation data included 2000 images from the augmented dataset. Bound by 
a limited memory, we randomly selected 2000 images from the 8000 images 
in the training dataset with their annotations (calling them training sample). 
We ran 5 training epochs using batch size of 8 on each training sample. A new 
training sample is picked randomly, with replacement from the training 
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dataset after every 5 training epochs. This technique is called bootstrap 
sampling introduced in [87]. Bootstrap sampling leads to an efficient training 
of a huge dataset using a limited memory machine and avoids the model from 
overfitting. The model is stored with the values of the learned parameters that 
give the least binary cross entropy loss on the validation set. 

4.3.3.3 Model Performance 
The model was evaluated after every 25 epochs on the original dataset (images 
of the complete panels) using average precision (AP) of soldering bridge faults 
as the metric, with the confidence threshold value of 0.5 and class threshold 
value of 0.5. Training was stopped when the AP of soldering bridge fault 
started to drop on the original dataset. Soldering bridge fault was chosen as a 
criterion for evaluating the model because of the following two main reasons: 

1. Soldering bridge is the most conspicuous of all the types of faults; 
hence soldering bridge fault has easy to learn discriminative features. 

2. It can be seen from Table 4.1 that the dataset is highly imbalanced and 
the highest number of examples in the original annotated dataset is for 
soldering bridge. 

4.4 Inferencing 
After achieving enough level of accuracy in training the final model is used to 
infer on the available dataset for visualization. In the available dataset, i.e. the 
images of complete panel with dimension 1024 * 1024 * 3, each of the images 
is referred to as the original image and its corresponding annotation as the 
true label. Every original image is divided into 9 overlapping images of size 
448 * 448 * 3 (referred to as small images), as shown in Figure 4.7. The size of 
the small images is chosen such that it is equal to the input dimensions of the 
trained model. The pixel values are normalized through division by 255, 
before feeding into the model. The predictions from the 9 small images are 
converted to a single prediction file for the original image, using the relative 
starting distance values for each of the 9 small images. NMS is used to discard 
any overlapping predictions from the final predictions. For evaluation of the 
model, we calculate the number of learnable parameters in the model, the 
inference time (that is the total time taken to make predictions for the 9 small 
images of each original image), and calculating the AP of soldering bridge 
fault over the original dataset. To calculate AP, we use IOU to determine if a 
prediction is true positive or false positive. A prediction is true positive if there 
exists a fault in a grid cell and it has been detected as faulty grid cell; the 
soldering bridge class score is above a certain threshold value; and the IOU 
between the anchor box and the true fault bounding box is above 0.05. We 
chose a small value of IOU because a fault can span more than one grid cell 
and the prediction might occur in the neighboring grid cell. 
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Figure 4.7: Dividing the image of Panel into 9 small images for inferencing 
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5  Results and Analysis 

This chapter describes the results of the experiments followed by an analysis 
of the results. The architecture of the models used in the experiments is 
presented as Appendix A. The results are presented in Section 5.1. The results 
compare the performance of the 6 CNN architectures described in Section 
4.3.2 with YOLO architecture based on the three important metrics, namely 
the accuracy of the model measured through AP for soldering bridge fault, 
inference time (measured on CPU and GPU separately) and the number of 
learnable parameters. Model4 and Model5 are based on Model1, while Model6 
alters the architecture of Model4. In the comparison tables  means an 
increase in performance compared to YOLO and  means a decrease in 
performance as compared to YOLO. A detailed analysis of the results 
describing the positive effects and shortcomings of each CNN architecture is 
conducted in section 5.2. 

5.1 Results 

5.1.1 Number of Learnable Parameters 
Table 5.1 describes the number of learnable parameters for all the models 
used in the experiment. 
 
Table 5.1: Comparison of results for the number of learnable parameters 
 
Model Number of Parameters Comparison 
YOLO 56,630,623 = 
Model1 6,300,390  
Model2 7,624,262  
Model3 71,607,014  
Model4 9,102,054  
Model5 13,401,702  
Model6 14,968,422  

5.1.2 Average Precision of detecting Soldering Bridge Fault 
Table 5.2 shows the results of soldering bridge fault detection AP for all the 
models. Recall value gives the total number of soldering bridge faults detected 
from the dataset of full panels out of the total number of true soldering bridge 
faults in the dataset. 
 
Table 5.2: Comparison of results for AP of soldering bridge fault detection 
 
Model AP of soldering bridge fault 

detection 
Recall Comparison 

YOLO 0.80489 142 / 167 ≈ 85% = 
Model1 0.78792 135 / 167 ≈ 81%  
Model2 0.65828 (Experiment 1) 

0.73503 (Experiment 2) 
125 / 167 ≈ 75% 
127 / 167 ≈ 76% 

 
 



 
 
 
 

Model3 0.82036 
Model4 0.83383 
Model5 0.83733 
Model6 0.82435 

5.1.3 Inference Time 
Table 5.3 shows the results of 
single panel image. The inferencing time does not 
processing steps like NMS.
times for each model on 
A box plot is used to compare 
GPU shown in Figure 5.
 
Table 5.3: Inference times for the 
 
Model Inference time 

(in seconds)
YOLO 14.54 
Model1 4.40 
Model2 10.78 
Model3 9.32 
Model4 4.60 
Model5 21.01 
Model6 23.94 
 

Figure 5.1: Box plot of the inference time, in seconds, on CPU for all the 

 

140 / 167 ≈ 84% 
141 / 167 ≈ 84% 
143 / 167 ≈ 86% 
139 / 167 ≈ 83%  

 
shows the results of time taken by the models for inferencing a 

The inferencing time does not consider
processing steps like NMS. The inferencing time experiment w
times for each model on both machines and Table 5.3 shows the average value.

compare the statistics of inference time on both 
.1 and Figure 5.2 respectively.  

: Inference times for the different models 

Inference time using CPU 
(in seconds) 

Inference Time using 
GPU (in milliseconds) 
524.53 
336.87 
451.28 
474.98 
357.01 
616.62 
657.79 

 
: Box plot of the inference time, in seconds, on CPU for all the 

models tested 
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Figure 5.2: Box plot of the inference time, in

5.2 Analysis of the Results
From the results it can be seen that
soldering bridge faults as 
of soldering bridge fault 
and inference time. These results corroborate the claim that CNN architecture 
exists that can perform better than state
detecting soldering faults.  
 
Results for Model2 and 
in improving the accuracy 
case. As a rule of thumb, increasing the number of CONV layers increases the 
number of features learned which in 
architecture, but only up to a certain number of layers added
experiments, Model3 that adds CONV layers to the high
extraction part of Model1 shows 
increase in memory requirement
parameters in Model3 than Model1, and higher inference time.
added CONV layers to the low
however showed an anomalous
accuracy performance (
(equivalent to the increased inference time of Model3) and a slight increase in 
memory requirement. To reassure that Model2 decreases in performa
Model1, we repeated training of
decreased in both the experiments. The decrease in accuracy performance can 
be due to overfitting at the low level of features
adding CONV layers to the high
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Analysis of the Results 
it can be seen that Model1 performs equally well in detecting 

soldering bridge faults as the YOLO model, with a slight decrease (
of soldering bridge fault detection but significant savings in memory (

These results corroborate the claim that CNN architecture 
exists that can perform better than state-of-the-art YOLO architecture in 
detecting soldering faults.   

 Model3 signify the importance of adding 
accuracy performance of a model, which is Model1 in this 

As a rule of thumb, increasing the number of CONV layers increases the 
number of features learned which in turn improves the accuracy of 
architecture, but only up to a certain number of layers added
experiments, Model3 that adds CONV layers to the high
extraction part of Model1 shows ≈4% increase in AP at the cost of 

in memory requirement, almost 10 times more number of learnable 
parameters in Model3 than Model1, and higher inference time.
added CONV layers to the low-level feature extraction parts of Model1, 
however showed an anomalous behavior with a significant decrease in 
accuracy performance (≈16%) of Model1, increase in the inference time 
(equivalent to the increased inference time of Model3) and a slight increase in 
memory requirement. To reassure that Model2 decreases in performa
Model1, we repeated training of Model2. The results show that the accuracy 
decreased in both the experiments. The decrease in accuracy performance can 
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layers to the high-level features extraction part of a CNN has 
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lower chances of overfitting and is more effective in accuracy performance 
improvement than adding CONV layers to the low-level features extraction 
part of a CNN. Comparison of YOLO and Model3 architecture suggests that 
YOLO also has a superior accuracy performance because it utilizes more 
CONV layers in the mid-level and high-level feature extraction part. Another 
implication from these results is that inference time does not only depend 
upon the number of learnable parameters in a model, as the inference time for 
Model2 and Model3 is almost similar, whereas, the number of learnable 
parameters in Model3 is 10 times higher than Model2. Inference time depends 
on the number of multiplications involved that is dependent on many other 
parameters including the depth, filter size, value of the stride, type of 
operations, and many more.  
 
To understand the phenomenon of overfitting due to increase in the number 
of CONV layers in a model we can use example of a model that classifies an 
image as a cow or not a cow. After a certain number of layers, adding more 
layers to the model will let it learn non-important features leading to poor 
generalization of the model e.g. learning to extract a bell from images of cows 
with bells around their neck in training dataset, or green background if images 
labeled as cow are captured in meadows.  
 
For further experiments we therefore chose Model1 that gives the best 
compromise between the detection accuracy, memory requirement and 
inference time. Model4 onwards are based upon improvements in the 
architecture of Model1. Model4 that incorporates only skip connections to 
Model1 displays a significant improvement in the performance of Model1 as 
the recall value has improved from 135 to 141 and the AP value has improved 
by almost 6% when compared with Model1. Model4 also results in an increase 
in the accuracy performance (almost 3.5% of increase in AP value) when 
compared with YOLO.  The inventors of residual block attribute the 
improvement in accuracy to the ability of the model in learning identity 
mappings that bypass the nonlinearities of a CONV layer. The performance 
improvement in Model4 suggests the effectiveness of residual block not only 
in increasing the accuracy of a model but also saving the cost of memory as 
Model4 has almost 84% less learnable parameters than YOLO. The inference 
time for Model4 and Model1 are almost similar which suggests that addition 
of a residual block does not impose any threat to the computational 
complexity of a model. 
 
Model5 indicates the impact of applying inception modules in the low-level 
and mid-level feature extraction layers, and it proves to be beneficial in 
improving the accuracy of Model4 slightly at the cost of increasing the number 
of learnable parameters and inference time significantly. In Model4 and 
Model5 we also used the bottleneck layer at different levels. 
 
Model4 performed equally well in terms of detection accuracy as Model5 but 
with increased resource utilization efficiency. Therefore, we built Model6 by 
adding CONV layers in the low-level feature extraction part of Model4. Results 



 
 
 
 

of Model6 show no significant improvement in the accuracy performance but 
noteworthy increase in 
time. 
 
The average accuracy of manually detecting the soldering faults with the aid of 
a magnifying glass is almost 90% 
by the recall value for the optimal CNN
CNN can be powerful in achieving human level accuracy given they are trained 
on a large dataset with equal number of diverse examples.
 
As the models have been trained to detect other types of faults as well, we also 
compared the performance of Model4 with YOLO on detecting other types of 
faults using different values of confidence threshold and class threshold. mAP 
and average recall value are used as the metric for compari
performance of both the models. The resu
the values in the first row are written 
threshold. These results 
Figure 5.3. The results show that, generally, recall value increases and mAP 
decreases with decreasing the threshold values. Comparison of the two models 
show that YOLO model was able to detect more numb
overall average recall value but was also making false predictions that resulted 
in reduced mAP when class threshold value was reduced from 0.2 to 0.02. 
However, the proposed model was robust to changes in the threshold values 
and produced almost constant mAP values for different threshold values. The 
proposed model is better at learning the faults from the background than 
YOLO, supported by the results as Model4 gives higher mAP value for all the 
threshold values than YOLO.
 
Table 5.4: Comparison of YOLO and Model4 mAP and average recall at 
various threshold values
 

Model (1) 0.5/0.5 
YOLO mAP = 0.3409 

Avg Recall = 0.3743
 Model4 mAP = 0. 5020 

Avg Recall = 0. 4653
 

Figure 5.3: Bar plots of average Recall and 
selected threshold values as described in 

no significant improvement in the accuracy performance but 
noteworthy increase in the number of learnable parameters and inference

average accuracy of manually detecting the soldering faults with the aid of 
a magnifying glass is almost 90% [8] and the faults detection accuracy given 
by the recall value for the optimal CNN i.e. Model4 is 84%. This suggests that 
CNN can be powerful in achieving human level accuracy given they are trained 
on a large dataset with equal number of diverse examples. 

As the models have been trained to detect other types of faults as well, we also 
e performance of Model4 with YOLO on detecting other types of 

faults using different values of confidence threshold and class threshold. mAP 
and average recall value are used as the metric for comparing the accuracy 
performance of both the models. The results are presented in Table 
the values in the first row are written in the form confidence threshold/class 

. These results are also compared using a bar graph in  
The results show that, generally, recall value increases and mAP 

decreases with decreasing the threshold values. Comparison of the two models 
show that YOLO model was able to detect more number of faults given by the 
overall average recall value but was also making false predictions that resulted 
in reduced mAP when class threshold value was reduced from 0.2 to 0.02. 
However, the proposed model was robust to changes in the threshold values 

produced almost constant mAP values for different threshold values. The 
proposed model is better at learning the faults from the background than 
YOLO, supported by the results as Model4 gives higher mAP value for all the 
threshold values than YOLO. 

: Comparison of YOLO and Model4 mAP and average recall at 
various threshold values 

(2) 0.2/0.2 (3) 0.2/0.02 (4) 0.02/0.2

0.3743 
0.5034 
0.5750 

0.4419 
0.7012 

0.5028 
0.5750 

4653 
0. 5391 
0. 5207 

0. 4845 
0. 5845 

0. 5495 
0. 5465 

 
: Bar plots of average Recall and mAP for YOLO and Model4

selected threshold values as described in Table 5.4
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We also made a qualitative 
detecting the soldering faults 
applying the proposed model to detect soldering faults in an image of PCBA 
panel and a rotated version of the same image. 
5.4, suggest that the model generalizes well and 
in both the original image and 15
same image, but the results are shown 
cannot be generalized.  
 

Figure 5.4: Results of Model4 show rotation invariance
 
 

qualitative assessment if the proposed CNN performs well in 
soldering faults when the image is rotated. It was done by 

applying the proposed model to detect soldering faults in an image of PCBA 
panel and a rotated version of the same image. The results, shown 

suggest that the model generalizes well and is able to detect 
in both the original image and 15° counter-clockwise rotated version of the 

, but the results are shown for a single example and therefore it 
 

 
: Results of Model4 show rotation invariance
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proposed CNN performs well in 
It was done by 

applying the proposed model to detect soldering faults in an image of PCBA 
shown in Figure 

able to detect all the faults 
version of the 

for a single example and therefore it 

 

: Results of Model4 show rotation invariance 
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6 Conclusions and Future Work  

In this thesis we have proven that CNN provides a promising alternate to 
manual inspection of soldering faults in a PCB. It is a simple method that can 
replace the very complex and inflexible off-the shelf AOI methods. It can be 
incorporated into the production line without causing much interruption. The 
efficiency of a CNN is limited by the choice of its design process. With rapid 
developments in CNN for object detection, transfer learning provides an easy 
method to find CNN architecture that is well suited for AOI task. Since the 
dataset used to train the famous object detection CNNs includes natural 
images, such a trained model cannot be considered efficient for AOI tasks. 
Due to large disparity in the distinctive features of the objects in natural 
images and the soldering faults in PCBA images, designing a model from 
scratch for AOI is more powerful in balancing the accuracy performance of the 
model and the efficient utilization of the resources. CNN architecture 
optimizing blocks like inception module, residual block, and bottleneck layer 
can facilitate in the design process. 
 
This chapter summarizes our contributions and discusses the valid future 
work. The limitations that dictated the choices we made in the design process 
are described in Section 6.1 with the possible future work. In the end we 
summarize our contributions in Section 6.2. 

6.1 Limitations and Future Work 
In this thesis we have tried to generalize as far as possible using data 
augmentation techniques. Random cropping, rotating and flipping the 
cropped images helped in making the model location and rotation invariant. 
The huge imbalance in the dataset could not be covered in this thesis project 
and it can be solved by collecting more data for other types of faults. To avoid 
the effects of data imbalance we have only focused on soldering bridge faults. 
As future work, we plan to design a semi-annotation tool using Model4 that 
will assist the operator in inspection task. In the thesis project, much of the 
time was consumed in collecting and annotating the data. The semi-
annotation tool would be helpful in collecting more data and improving the 
model’s accuracy performance.  
 
Hyperparameter optimization plays a very important role in training a model 
to achieve optimal accuracy performance. Limited by time for the thesis 
project we relied on choosing the values of hyperparameters as suggested in 
the related past research work. As a valid future work, one can experiment the 
effect of different combinations of hyperparameters on the accuracy 
performance of the models. YOLO architecture uses convolution layers with 
stride value of 2 instead of max pooling to downsample the dimension of the 
input. In [88] the authors have investigated that replacing max pooling layer 
by convolutional layer with increased stride does not affect the accuracy of 
object detection CNN for natural images. Due to a very different dataset in 
AOI it might be argued and may be presented as a question for future research 
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whether the model accuracy is affected by replacing max pooling layer with 
convolutional layer of increased stride for CNN based AOI systems. Another 
CNN architecture optimization uses residual blocks that connect the output of 
all the preceding layers to input of all the succeeding layers called densely 
connected convolutional networks described in [89]. Due to time constraints 
we could not explore the use of densely connected network in our case. 
 
YOLO predicts the bounding box coordinates as well besides the confidence 
score and class scores. YOLO uses a custom loss function that takes mean 
squared error between the true and predicted values only if an object appears 
in a grid cell and ignores otherwise. We have used binary cross entropy loss 
function instead in all the grid cells and did not predict the bounding box 
coordinates. Bounding box coordinates prediction is a regression problem. As 
a future extension, with more data we can also learn the bounding box 
coordinates for the detected faults and use more than one anchor boxes. 
Another limitation of using YOLO technique (dividing the image into a grid) 
in soldering fault detection is that it can detect only single fault in each grid 
cell. 
 
Besides the selection of hyperparameters, the accuracy performance of a CNN 
model depends on other random variables like the randomly assigned initial 
values of the filter weights, data splitting, sampling from the training dataset, 
and many more. Averaging a random variable reduces the variance 
quadratically. As training is a computation intensive and time consuming 
process, we have trained each model only once. For a fair comparison of the 
accuracy performance, the training process can be repeated multiple times. 
Inference time and the number of learnable parameters are not affected by the 
training process and are dependent on the model architecture. 
 
We used the size of input to the CNN similar to what YOLO used in [16] as 
448 x 448. This resolution provided enough granularities for detecting the 
soldering faults with a naked eye to an expert. Experiments can be carried in 
the future to study the effect of input image resolution on the accuracy 
performance of a CNN based AOI. We can also apply pyramid representation 
for the model to learn to classify the types of faults at different resolutions of 
feature maps. The data used in this thesis is a through-hole single layer PCBA 
that cannot be used to train a generalized CNN that can detect PCBAs using 
SMT. The imbalance in the data led to very low AP of detection of faults other 
than soldering bridge fault with confidence and class score threshold values of 
0.5 each. mAP can be used as a metric of accuracy performance when we have 
more data for other types of faults.  

6.2 Summary 
In this thesis we have shown that CNN based AOI can be used to replace 
manual inspection of PCBAs to detect soldering faults in PCBA. The problem 
was treated as an object detection task. Fast inferencing plays vital role in AOI 
and for this reason we based our custom CNN on design principles of YOLO 
that is state-of-the-art fast object detection CNN. The performance of the 
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custom models was compared with that of YOLO using three main evaluation 
metrics. The experiments show that using state-of-the-art object detection 
CNNs in AOI can perform well in detection accuracy but do not prove to be 
resource efficient. Hence, transfer learning does not provide an efficient 
solution for carrying out a CNN based AOI task while designing a custom CNN 
is more efficient and equally accurate. It was also shown that the accuracy 
performance of a custom CNN can be improved using optimization blocks 
without compromising its resource efficiency. The use of bottleneck layer was 
effective in constraining the memory utilization while achieving high accuracy. 
Use of residual blocks had the most significant impact on accuracy 
improvement without any significant increase in resource utilization. It was 
also seen that adding more CONV layers to the high-level feature extraction 
part improves the accuracy of a model significantly than adding CONV layers 
to the low-level or mid-level feature extraction part of the model. We also 
observed that sometimes adding more CONV layers can lead to overfitting.  
 
The custom designed CNN based on the above findings was more resource 
efficient and performed equally well in accurately detecting the soldering 
bridge faults compared to the state-of-the-art YOLO model. We have argued 
that this resource efficiency of the custom designed model is due to difference 
in the dataset used to design YOLO and the dataset used in designing AOI 
system. The available dataset was sparse and imbalanced leading to a biased 
behavior of the model in detecting the soldering bridge fault with highest 
accuracy than other types of faults. It was seen that data augmentation and 
bootstrapping the augmented dataset proved to be reliable generalization 
techniques for a very small dataset. 
 
The inventors of YOLO architecture argued that YOLO generalizes well due to 
the customized loss function that backpropagates only if an object is detected 
but we believe that this generalization is due to the grid division technique of 
YOLO architecture. Overall, it was seen that YOLO provides a simple 
technique for designing fast object detection CNN that generalizes well. This 
technique of dividing the image into a grid can be the basis of a custom CNN 
design for soldering faults detection. Incorporating residual block in a model 
can improve its accuracy performance significantly without considerable 
increase in inference time and the number of learnable parameters. 
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Appendix A 

The architectures of the models used are given below. Convolutional layer type 
is composed of convolution layer followed by batch normalization and Leaky 
ReLU activation layer. 
 
Table A 1: YOLO Architecture 
 

 Type Filters Size / Stride Output 
 Convolutional 32 3 x 3 / 1 448 x 448 
 Convolutional 64 3 x 3 / 2 224 x 224 

1 x 
Convolutional 32 1 x 1 / 1 224 x 224 
Convolutional 64 3 x 3 / 1 224 x 224 
Residual    

 Convolutional 128 3 x 3 / 2 112 x 112 

2 x 
Convolutional 64 1 x 1 / 1 112 x 112 
Convolutional 128 3 x 3 / 1 112 x 112 
Residual    

 Convolutional 256 3 x 3 / 2 56 x 56 

8 x 
Convolutional 128 1 x 1 / 1 56 x 56 
Convolutional 256 3 x 3 / 1 56 x 56 
Residual    

 Convolutional 512 3 x 3 / 2 28 x 28 

8 x 
Convolutional 256 1 x 1 / 1 28 x 28 
Convolutional 512 3 x 3 / 1 28 x 28 
Residual    

 Convolutional 1024 3 x 3 / 2 14 x 14 

4 x 
Convolutional 512 1 x 1 / 1 14 x 14 
Convolutional 1024 3 x 3 / 1 14 x 14 
Residual    

 Convolutional 512 1 x 1 / 1 14 x 14 
 Convolutional 1024 3 x 3 / 1 14 x 14 
 Convolutional 512 1 x 1 / 1 14 x 14 
 Convolutional 1024 3 x 3 / 1 14 x 14 
 Convolutional 512 1 x 1 / 1 14 x 14 
 Convolutional 1024 3 x 3 / 1 14 x 14 
 Convolutional 255 1 x 1 / 1 14 x 14 
 Convolution 6 1 x 1 / 1 14 x 14 
 Sigmoid    
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Table A 2: Model1 Architecture 
 

 Type Filters Size / Stride Output 
 Convolutional 32 3 x 3 / 1 448 x 448 
 Max Pooling  2 x 2 / 2 224 x 224 
 Convolutional 64 3 x 3 / 1 224 x 224 
 Max Pooling  2 x 2 / 2 112 x 112 
 Convolutional 128 3 x 3 / 1 112 x 112 
 Max Pooling  2 x 2 / 2 56 x 56 
 Convolutional 256 3 x 3 / 1 56 x 56 
 Max Pooling  2 x 2 / 2 28 x 28 
 Convolutional 512 3 x 3 / 1 28 x 28 
 Max Pooling  2 x 2 / 2 14 x 14 
 Convolutional 1024 3 x 3 / 1 14 x 14 
 Dropout  0.5 14 x 14 
 Convolutional 6 1 x 1 / 1 14 x 14 
 Sigmoid    
 
Table A 3: Model2 Architecture 
 

 Type Filters Size / Stride Output 

3 x 
Convolutional 64 3 x 3 / 1 448 x 448 
Convolutional 32 1 x 1 / 1 448 x 448 

 Max Pooling  2 x 2 / 2 224 x 224 

3 x Convolutional 128 3 x 3 / 1 224 x 224 
Convolutional 64 1 x 1 / 1 224 x 224 

 Max Pooling  2 x 2 / 2 112 x 112 
4 x Convolutional 256 3 x 3 / 1 112 x 112 

 Convolutional 128 1 x 1 / 1 112 x 112 
 Max Pooling  2 x 2 / 2 56 x 56 
 Convolutional 256 3 x 3 / 1 56 x 56 
 Max Pooling  2 x 2 / 2 28 x 28 
 Convolutional 512 3 x 3 / 1 28 x 28 
 Max Pooling  2 x 2 / 2 14 x 14 
 Convolutional 1024 3 x 3 / 1 14 x 14 
 Dropout  0.5 14 x 14 
 Convolutional 6 1 x 1 / 1 14 x 14 
 Sigmoid    
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Table A 4: Model3 Architecture 
 

 Type Filters Size / Stride Output 
 Convolutional 32 3 x 3 / 1 448 x 448 
 Max Pooling  2 x 2 / 2 224 x 224 
 Convolutional 64 3 x 3 / 1 224 x 224 
 Max Pooling  2 x 2 / 2 112 x 112 
 Convolutional 128 3 x 3 / 1 112 x 112 
 Max Pooling  2 x 2 / 2 56 x 56 

4 x 
Convolutional 512 3 x 3 / 1 56 x 56 
Convolutional 256 1 x 1 / 1 56 x 56 

 Max Pooling  2 x 2 / 2 28 x 28 

3 x 
Convolutional 1024 3 x 3 / 1 28 x 28 
Convolutional 512 1 x 1 / 1 28 x 28 

 Max Pooling  2 x 2 / 2 14 x 14 
3 x Convolutional 2048 3 x 3 / 1 14 x 14 

 Convolutional 1024 1 x 1 / 1 14 x 14 
 Max Pooling  2 x 2 / 2 14 x 14 
 Dropout  0.5 14 x 14 
 Convolutional 6 1 x 1 / 1 14 x 14 
 Sigmoid    
 
Table A 5: Model4 Architecture 
 

 Type Filters Size / Stride Output 
 Convolutional 32 3 x 3 / 1 448 x 448 
 Max Pooling  2 x 2 / 2 224 x 224 
 Convolutional 64 3 x 3 / 1 224 x 224 
 Residual    
 Max Pooling  2 x 2 / 2 112 x 112 
 Convolutional 128 3 x 3 / 1 112 x 112 
 Residual    
 Max Pooling  2 x 2 / 2 56 x 56 
 Convolutional 256 3 x 3 / 1 56 x 56 
 Residual    
 Max Pooling  2 x 2 / 2 28 x 28 
 Convolutional 512 3 x 3 / 1 28 x 28 
 Residual    
 Max Pooling  2 x 2 / 2 14 x 14 
 Convolutional 1024 3 x 3 / 1 14 x 14 
 Residual    
 Convolutional 2048 1 x 1 / 1 14 x 14 
 Dropout  0.5 14 x 14 
 Convolutional 6 1 x 1 / 1 14 x 14 
 Sigmoid    
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Table A 6: Model5 Architecture 
 

 Type Filters Size / Stride Output 
 Convolutional 32 3 x 3 / 1 448 x 448 
 Inception   448 x 448 
 Max Pooling  2 x 2 / 2 224 x 224 

2 x 

Convolutional 64 3 x 3 / 1 224 x 224 
Inception   224 x 224 
Convolutional 32 1 x 1 / 1 224 x 224 
Residual    

 Max Pooling  2 x 2 / 2 112 x 112 
 Convolutional 128 3 x 3 / 1 112 x 112 
 Inception   112 x 112 

4 x 
Convolutional 64 1 x 1 / 1 112 x 112 
Convolutional 128 3 x 3 / 1 112 x 112 
Residual    

 Max Pooling  2 x 2 / 2 56 x 56 
 Convolutional 256 3 x 3 / 1 56 x 56 
 Inception   56 x 56 

4 x 
Convolutional 128 1 x 1 / 1 56 x 56 
Convolutional 256 3 x 3 / 1 56 x 56 
Residual    

 Max Pooling  2 x 2 / 2 28 x 28 
 Convolutional 512 3 x 3 / 1 28 x 28 
 Residual    
 Convolutional 256 1 x 1 / 1 28 x 28 
 Convolutional 512 3 x 3 / 1 28 x 28 
 Max Pooling  2 x 2 / 2 14 x 14 
 Convolutional 1024 3 x 3 / 1 14 x 14 
 Residual    
 Convolutional 2048 1 x 1 / 1 14 x 14 
 Dropout  0.5 14 x 14 
 Convolutional 6 1 x 1 / 1 14 x 14 
 Sigmoid    
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