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Abstract
The goal of this thesis project was to improve trajectory estimation of a tradi-
tional SLAM framework using semantic information generated by a deep neu-
ral network. The first part of the project involved designing and implementing
a semantic integration method, in order to semantically classify keypoints and
3D map points within the pipeline. In the second part of the project, multiple
bundle adjustment modifications were designed and implemented. Finally, the
different methods were evaluated on a widely used SLAM benchmark. The
final, proposed method outperforms the baseline on most of the benchmark
sequences.
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Sammanfattning
Målet för detta examensarbete var att förbättra positionsskattning i en traditio-
nell SLAM-metod med hjälp av semantisk information från ett djupt neuralt
nätverk. Projektets första del innebar design och implementation av en me-
tod som inkluderar semantisk klassificering av visuella landmärken och 3D-
kartpunkter. I projektets andra del designades, implementerades, och testades
ett flertal modifikationer av underliggande bundle adjustment med hjälp av
ett välanvänt utvärderingsverktyg. Den föreslagna metoden presterar bättre än
baslinjen för flertalet av verktygets referenssekvenser.
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Chapter 1

Introduction

Simultaneous localization and mapping (SLAM) is considered to be one of the
fundamental problems in robotics. The problem consists of a robot moving in
an unknown environment. The goal is to map the environment and at the same
time localize the robot within the ever-growing map. An accurate and robust
algorithm that solves the SLAM problem is expected to enable a robot to move
completely autonomously.

A robust SLAM solution would set the robot free from the need of addi-
tional aids like pre-built maps, GPS coverage, or specific premeditated infras-
tructure. A fully autonomous robot would then be able to explore environ-
ments that a human cannot reach easily or safely. Examples of such environ-
ments are underwater or underground spaces, building interiors where GPS is
not accurate enough, or even the surface of other planets [1, 2].

Semantic mapping consists of associating semantic concepts to geometric
entities, when representing the robot’s surroundings. In other words, parti-
tioning the map in semantically meaningful regions. This approach, which
we will discuss throughout this thesis, is radically different than topological
mapping. Topological mapping also tries to recognise familiar environments
for loop closure or feature matching purposes, but it mainly focuses on the
topological structure of the environment.

Purely topological maps have several limitations. They are prone to minor
environmental changes, and they lack of meaningful information, that is cru-
cial to complicated tasks beyond odometry. Semantic mapping can be used
instead, to enhance robot’s autonomy and SLAM’s robustness, facilitate more
complex tasks (e.g. respect the traffic signs, or avoid muddy road while driv-
ing), move from path planning to task planning, and enable advanced human-
robot interaction [3].

1
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Even though considerable research has been devoted to the topic [4, 5], se-
mantic mapping in a real-world scenario, involving a completely unknown en-
vironment, was not addressed until recently. The main reason is that semantic
segmentation of an image is an extremely challenging task, when approached
with traditional computer vision techniques. Nevertheless, the task has been
successfully tackled with the rise of deep learning. Deep networks are now
able to quickly and accurately classify multiple object classes, even in previ-
ously unseen datasets. Solving the problem of semantic understanding in two
dimensional images has opened a whole new world of possibilities for apply-
ing semantics in different, more complicated tasks such as three dimensional
mapping, when visual information is available.

1.1 Research Question
The question that is examined in this project is whether semantic deep learning
information can be exploited in making a SLAM pipeline more robust.

How this can be achieved technically, as well as under which conditions
can the performance increase, are also part of this investigation.

At the time of writing, the accuracy of 3D semantic mapping could only be
qualitatively evaluated due to the lack of adequate datasets. The performance
of the pipeline on estimating the camera trajectory, before and after integrat-
ing deep semantic information, could be comparatively evaluated on existing,
publicly available SLAM benchmarks.

1.2 A brief description of the project
The goal of this thesis project was to enhance a traditional SLAM pipeline
using semantic information. The process involved three basic steps, that are
explained in this report. First of all, specific vulnerabilities of a traditional
SLAM pipeline, that could be addressed if semantics were taken into account,
were identified through a background literature study.

Secondly, a way to seamlessly integrate semantic information with an ex-
isting SLAM pipeline was designed and implemented. In brief, a masking net-
work ran on every sequence frame, semantically classifying each pixel. Sub-
sequently, each image feature could be semantically classified according to its
frame location. Since SLAMmap points are triangulated and tracked through
repeatedly encountered features, they can also be semantically classified ac-
cording to the corresponding features’ class.
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Finally, the mapping and ego-motion estimation parts of the algorithm
were modified so that they consider the existing semantic information on fea-
tures and map points. More specifically, the modified pipeline takes class sim-
ilarity into account when performing feature matching, alongside descriptor
distance, orientation and scale. In the experiments that followed the imple-
mentation, different methods of weighting the importance of class similarity
with respect to the rest of the similarity metrics were tested. Thorough evalu-
ation indicated the most accurate method designed. This is the final proposed
method of the project.

The proposed method combines similar class feature matching with mov-
ing object elimination. Its ego-motion estimation accuracy, compared to the
baseline, proves that class similarity can be used as a metric in feature match-
ing with beneficial results for a SLAM pipeline.

1.3 The work’s innovation/news value
As mentioned in [6], and almost all relevant bibliography[2], semantically-
enriched SLAM systems are appealing because they can enhance the way
through which a robot can understand the environment around it, and con-
sequently, the range and sophistication of the interactions it can have with the
world. This is a critical requirement for the eventually widespread deployment
of robots in cities and homes. As deep learning gets more and more popular,
the field is expected to attract much greater attention in the near future.

Since the idea of semantic SLAM is quite innovative, there are not a lot
of published methods regarding the topic, and most of the methods that do
exist can be subjected to criticism. First of all, most of the earlier work inte-
grates semantics in the pipeline but does not make use of them for performance
improvement [4, 7]. Other works use semantics to address a specific vulnera-
bility of SLAM that only affects the performance under specific scenarios [8,
9]. Some methods use semantics as an overall similarity metric, but either
put less importance on geometry, loosing valuable information [6], or are too
complicated to implement, as they require the complete re-implementation of
the optimization part of the algorithm, or even of the whole pipeline [10, 11,
12]. Simpler solutions to the same problem exist, but they lack proper algorith-
mic description and/or are not properly tested: they use handmade or artificial
sequences for evaluation [13, 14].

In the present work, a very simple and intuitive solution is designed, that is
easy to implement and integrate into an existing feature-based SLAMpipeline.
The computational overhead is minimal, and mostly depends on the semantic
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network used. The solution makes use of semantics as an overall similarity
metric to improve matching and tracking. Different ways to make use of this
similarity metric were implemented and evaluated on KITTI benchmark. The
simplicity of the proposed approach, paired with the obtained results, indicates
a promising direction towards which research efforts could be focused in the
future.

1.4 Social aspects and sustainability
As described above, semantics in SLAMcan substantially contribute to achiev-
ing the goal of fully autonomous robotic systems in unknown environments.
The vast adoption of driverless vehicles can be expected to be one of the most
prominent impacts of fully autonomous robots to society.

In a world where self-driving vehicles are widely used, fatalities due to
car accidents are expected to dramatically decrease, since in contrast to hu-
mans they do not get distracted or tired, they (ideally) have instant perception-
reaction times, they know exactly how hard to break, and so on. Furthermore,
since self-driving cars would be more accurate than human drivers, they could
navigate in narrower lanes and with shorter headways. Thus, bottleneck ca-
pacity should improve.

What is more, the transportation disadvantaged such as young children,
the elderly and physically impaired people will be enabled to move around
autonomously. The option could be even safer than taxi or carpooling, since
biometric identification could be applied to identify and protect vulnerable
groups.

Another important aspect is transitioning from car ownership to car-as-a-
service. People could subscribe to an autonomous car service and vehicles
would drive to them as needed. In this scenario much fewer cars would be
needed, as they would be able to accommodate passengers with almost no
downtime. Parked cars would be reduced, and since the car would be able to
drive itself to the passenger, it does not need to be parked just outside the door.
Road-side parking could be completely eliminated, radically transforming the
urban environment.

If car-as-a-service is combined with carpooling, an appealing concept in a
driverless society, since convenient and efficient path planning of autonomous
car fleets is a solvable problem, the environmental benefit would be huge.

As for the costs, autonomous vehicles are expected to cost more than con-
ventional ones, due to the added costs of sensors and processors. On the other
hand, they are expected to be much more fuel efficient than conventional ones,
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and scarcely get involved in damaging accidents. Moreover, once car-as-a-
service or driverless carpooling is adopted, the cost for each household would
decrease since they would not have to invest their capital in a private vehi-
cle. On top of that, vehicles would get replaced much more frequently as they
would be used much more, resulting in more modern and efficient cars on the
streets overall [15, 16].

To sum up, the benefits of autonomous driving adoption to society can
be tremendous. There is the obvious drawback of a lot of low-expertise jobs
becoming obsolete, as is usually the case with technological innovation, but
on the other hand the driverless car industry is booming, creating a big number
of new high-expertise job positions, somewhat balancing the situation.

1.5 Ethics
Autonomous vehicles promise world-changing benefits such as less traffic ac-
cidents, better traffic efficiency and reduced air pollution, as mentioned above.

But before mass production, regulators and manufacturers should decide
about what should the vehicle do when faced with difficult moral decisions,
such as deciding between sacrificing itself and its passengers or running over
pedestrians. Their decisions should be consistent, endorsed by the public, and
in the same time not discourage potential customers. But these minimal re-
quirements end up in an unexpected predicament, since studies have shown
that people would morally approve vehicles that reduce the overall casualty
number, while in the same time they would strongly prefer for themselves to
ride vehicles that would protect their passengers at all costs [17].

It is of no question that the decision rules should be transparent and acces-
sible to the public, but due to their ethical controversy they are very likely to
cause public outrage; despite the fact that situations like the above might occur
rarely. That could possibly lead to delayed adoption of autonomous vehicles,
and subsequently a lot of human lives spared by human driver errors that could
be saved due to autonomous driving [17].

Another issue would be the decision of who should take responsibility,
legally and morally, once the autonomous car, inevitably crashes. There is a
question as to whether the manufacturer should be held accountable, or the
passenger should have the duty to pay attention on the road and intervene in
case of emergency, and consequently be held accountable in case of fatalities.
If the manufacturer took the responsibility, the evolution of autonomous vehi-
cles could be substantially delayed. On the other hand, it is arguable whether
a human could foresee and intervene in an accident that a (theoretically) prop-
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erly functioning autonomous driving algorithm could not avoid. Not to men-
tion that the duty of paying attention to the road would deprive autonomous
driving of a big part of its utility. So holding the user accountable could not be
a valid option either.If neither is to blame, there remains the question as to who
will be financially responsible for possible accidents. If one autonomous vehi-
cle causes an accident, it could be assumed that the passenger is responsible in
the sense that they took the risk to use it. But they did not do anything worse
than all the other passengers that have chosen to use an autonomous vehicle
that did not cause an accident. In this sense, a reasonable proposal would be
to evenly distribute the blame to all autonomous vehicle users, as a tax or an
insurance fee [18].

1.6 Acknowledgments
This thesis project was conducted in the context of the KTHMachine Learning
Master’s program, in collaboration with the company Univrses AB.

I would like to thank my KTH supervisor, John Folkesson, and the com-
pany supervisors, Sergio Caccamo and Julien Michot, for the guidance and
support.

1.7 Structure of this thesis
The next chapter of the report covers the relevant background: historical evolu-
tion of SLAM, a detailed explanation of ORB-SLAM, upon which the project
is based, a brief description of the state of the art of semantic segmenta-
tion neural networks, and different approaches for incorporating semantics in
SLAM.

Chapter three covers the proposed methodology. Semantics integration in
ORB-SLAM is explained in detail, as well as the different strategies that were
designed to take advantage of these semantics in local mapping and tracking.
Open-source software components that served as the basic building blocks of
the project arementioned, alongwith the tools that aided in the implementation
and evaluation of the project.

Chapter four contains the results of the above experiments, compared with
the baseline while chapter five presents a detailed evaluation of the methodol-
ogy.

Based on this evaluation, the shortcomings of the designed method are
discussed and directions for future work are proposed in chapter six.



Chapter 2

Background study

2.1 History and evolution of SLAM

2.1.1 SLAM foundations
In a Simultaneous Localization And Mapping (SLAM) setting, the robot is
trying to create a map of the environment while at the same time localizing
itself in it, using odometry information and environment measurements that
are both subjected to noise. Viewed this way, the problem boils down to a
probabilistic estimation problem.

Consistent probabilistic mapping first emerged as an area of interest in
1986. At that time a landmark paper was published [19], that introduced the
idea of stochastic mapping, and probabilistic estimates about uncertain spa-
tial relationships. The paper proved that even though uncertain, the landmark
relationships on the map are correlated by the pose uncertainty of the robot,
and introduced the use of extended Kalman filters to assess these relationships.
In a nutshell, EKF-SLAM applies the EKF algorithm to online SLAM, esti-
mating the posterior of the current pose along with all the landmarks ever en-
countered, by marginalizing out past poses. Marginalization of the past poses
makes the algorithm computationally feasible for real time applications, under
the assumption of limited number of landmarks [20]. Soon the field attracted
a lot of scientific attention, and EKF-SLAM became the first well formulated
and studied SLAM algorithm [21].

Since EKF-SLAM presented some key limitations, like the necessity of
linearization and quadratic update time, alternative approaches were sought
for. In 1997 another seminal paper was published [22], that formulated the
SLAM problem as a sparse graph. The poses of the robot correspond to

7
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the nodes of a graph, while the edges correspond to the information con-
straints between them. The sum of all constraints results in a nonlinear least
squares problem. Minimizing the least square problem results in solving the
full SLAM problem[20].

Research on the field continued and in 2002 Montemerlo et al. came up
with a novel approach on the SLAM problem, based on a Rao-Blackwellized
instance of particle filtering, that scales logarithmically with the number of
landmarks: fastSLAM [23]. A key characteristic of fastSLAM is that data
associations are considered separately for each particle, making the algorithm
robust to noisy observations. FastSLAM is, along with EKF-SLAM, one of
the most influential SLAM algorithms to date.

All the above methods were initially designed to use laser scan sensors.
As the computational power increased with modern processors, researchers
started trying to use cameras as sensors, since they are cheaper, more compact
and non-invasive. Some early approaches such as [24] and [25] managed to
successfully apply FastSLAM on image sequences.

2.1.2 Visual SLAM
While the above algorithms were formulated in the robotics research commu-
nity, the computer vision community was trying to solve a very similar but
at the same time different problem: Structure from Motion (SfM). Structure
from Motion solves the problem of reconstructing a scene geometry based on
point correspondences betweenmultiple images captured by amoving camera.
Since the number of images is usually relatively small, a graph is constructed
of all poses and correspondences, and a solution is found via minimization of
the reprojection errors over the whole graph. The process is classically for-
mulated as a least squares problem, and the term used to describe it is Bundle
Adjustment (BA) [26].

Optimization over the whole graph becomes computationally infeasible for
larger image sequences, i.e. in SLAM applications. The gap between SfM and
SLAM was bridged when the idea emerged of sparsifying the bundle adjust-
ment graph, so that it can be solved efficiently in every iteration. So, instead
of marginalizing out past poses, while keeping all observations, as in filtering
approaches, some of the poses are discarded, along with their observations,
so that the overall graph remains compact enough to be solved efficiently on
every iteration with bundle adjustment [27]. Klein andMurray first introduced
the method in their breakthrough publications in 2007 and 2008 [28, 29].

In 2010 Strasdat et.al. [27] proved that bundle adjustment on sparse keyframes
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is way more efficient and accurate than filtering in most cases - except when
the tracking cost is high and the overall processing budget small. Since then,
almost all modern visual SLAM pipelines are based upon sparse bundle ad-
justment.

2.1.3 Visual SLAM front-end categorization
Visual SLAMsystems have since their first steps evolved into complex pipelines.
The whole framework is usually conceptually divided into front-end and back-
end. Front-end is responsible for extracting the relevant information from im-
age sequences. Back-end is responsible for the pose and map estimation. As
explained above, back-end is most of the times solved through some varia-
tion of sparse bundle adjustment. But there are two distinct ways to address
the image information extraction problem: feature based methods and direct
methods.

Feature based methods detect features (easily distinguishable locations)
on the images and try to recreate the environment geometry using ego-motion
estimation by matching features on successive images. That is how SfM was
traditionally formulated and executed. A major drawback of the method is that
solely information conforming to the feature type is exploited. The major part
of the image information is lost [30].

Direct methods skip the feature extraction and matching steps altogether,
and create dense depth maps by comparing the photometric differences be-
tween successive images. The idea emerged around 2007 [31] and was ini-
tially used for plain visual odometry purposes, since it was too computation-
ally expensive to be used formapping. Full SLAMwas achieved through direct
methods for the first time in 2014 with LSD-SLAM [32].

2.2 ORB-SLAM
ORB-SLAM was first introduced in 2014 [33]. Combining robustness and ef-
ficiency, it is up until today a very popular SLAM framework, used as a base-
line for evaluating most of the state-of-the-art research. Initially introduced as
a monocular system, it was extended to accommodate binocular and RGBD
sensors in 2017, when it was released as a complete open-source SLAM solu-
tion [34]. ORB-SLAM is used as a basis for the current project.

ORB-SLAM is a feature-based SLAM, since it relies on geometric recon-
struction through feature extraction and matching. On the back-end it can be
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categorized as sparse bundle adjustment SLAM, since it is based on sparse
graph optimization [33, 35].

The pipeline is divided into three different threads which can run in paral-
lel: tracking, local mapping and loop closing. The tracking thread is respon-
sible for conducting ego-motion estimation, the local mapping thread builds
the 3D map of the environment, while the loop closing thread is continuously
trying to detect potentially revisited scenes. The architecture is illustrated in
figure 2.1.

Figure 2.1: ORB-SLAM system overview [35].

ORB-SLAM’s contributions to the field are multiple. First of all, it lever-
ages ORB feature detector, an alternative to SIFT, that has similar matching
performance, is less affected by image noise, and is much more computation-
ally efficient [36]. The same features are used for all the core SLAM proce-
dures, creating a simple, efficient and reliable system. What is more, ORB-
SLAM utilizes ORB features in combination with the Bag of Words method
[5], achieving real time relocalization and loop closing with high invariance
to viewpoint.

Plenty of smart design choices help the overall pipeline achieve real-time
performance. For starters, the pipeline’s distinct threads can run in parallel on
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a multicore processor. On top of that, and while the camera pose is tracked
on every frame, only a portion of the frames, called "keyframes", are used for
updating the map. What is more, when the map is updated, bundle adjustment
is run only locally in the neighborhood of the added keyframe. A full bundle
adjustment on the whole graph is run only in case of detected loop closing.

The above are only a fraction of the multiple innovative features that con-
tribute to a SLAM system with unprecedented performance.

ORB matching

ORB matching and the way it is used by ORB-SLAM is explained in detail
within the next paragraphs, since it plays an important role in the proposed
thesis project.

ORB-SLAM is a feature based SLAM method. Its inner core revolves
around ego-motion estimation and geometry reconstruction achieved through
feature matching. Feature matching is traditionally based on ORB distance,
scale, orientation and spatial proximity. For efficiency purposes, ORB match-
ing in ORB-SLAM additionally involves discarding potential matches that do
not belong to the same node at the second level of the vocabulary tree, accord-
ing to the Bag of Words methodology.

After the best match is chosen based on the above distance metrics, a hard
threshold is applied, in order to decide if the match is good enough to be con-
sidered valid. In some cases, ORB-SLAM additionally applies the ratio test to
the best two match pairs, as introduced by [37]. The ratio test involves calcu-
lating the ratio of the best match distance over the second best match distance.
In order to validate the best match, the calculated ratio has to surpass some
threshold. The reasoning behind this test is that if there is one single distinct
match between two features on two images, then the best match should be
much better than all the rest. On the contrary, if the match is ambiguous, there
will be two or more matches of approximately the same quality.

Feature matching naturally leads to 3D map point reconstruction. One 3D
map point can be triangulated from a pair of matched features, but it can keep
being tracked throughout multiple frames. As a result, multiple ORB descrip-
tors can be associated with the same 3D point, describing it from multiple
viewpoints. A single descriptor is chosen to represent the map point though:
the descriptor that has minimum distance from all the others. Each time a new
feature correspondence is added, the representative descriptor might change.

All ORB-SLAM threads employ some variation of ORB matching. The
tracking thread tracks existing map points by projecting them on the current
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frame, and searching for correspondences between their representative de-
scriptors and the current frame descriptors. Camera motion can be estimated
afterwards through solving a PnP problem inside a RANSAC[26] scheme. The
local mapping thread creates new map points via triangulation of matched
ORB features between keyframes that are connected in the covisibility graph.
Once a map point is created it is also projected and tracked in the rest of the
neighboring keyframes. The loop closing thread applies ORB matching in or-
der to choose the best loop closing candidate keyframe. In this case, ORB cor-
respondences are calculated between map points associated with the current
frame and each loop candidate keyframe. The best match is finally discovered
using RANSAC.

2.3 Semantics in deep learning
As alreadymentioned, the thesis focuses on combining traditional SLAMwith
artificial neural network generated semantic information. The foundations and
most fundamental work regarding semantics in deep learning will be explored
in this section.

The first artificial neural network architecture designed for computer vision
purposes was Necognitron[38], introduced by Fukushima in 1988. LeCun in
1989[39] was the first to successfully train a similar network using gradient
descent and back propagation, achieving good accuracy on the handwritten
digit recognition problem. His network architecture and training method bear
a lot of similarities with modern convolutional neural networks.

Despite the promising primary results, there was no significant process on
the field for more than two decades. The main reason was that neural networks
were computationally infeasible to train and use on contemporary computer
hardware. On top of that, adequate training datasets were impossible to find
in a world with almost no digital media.

AlexNet [40], an image classification network, made the next breakthrough
in the field in 2012. The architecture achieved a dramatic increase in accu-
racy in ImageNet Large Scale Visual Recognition Challenge (ILSVRC)[41].
It scored an accuracy of 86%, while the previous year’s winning method had
only achieved 74%. After this impressive result, the computer vision com-
munity realised that deep learning can have a lot of potential, and the field
immediately attracted a lot of attention.

Since then, extensive research has been conducted on the topic, and a mul-
titude of deep neural network architectures have been developed for computer
vision purposes, achieving impressive performance on a wide range of tasks.
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The tasks of interest for the presented thesis can be categorized into semantic
segmentation, object detection and instance segmentation.

2.3.1 Object detection
The first object detection network was R-CNN[42]. It was published in 2013
and improved mean average precision on the task by more than 30% relative
to the state of the art at the time, which had been achieved with traditional
computer vision techniques. R-CNN consists of three modules, as can be seen
in figure 2.2. The first module generates a big number of category-independent
region of interest proposals. These are image regions where specific objects
are likely to exist. The region proposals are fed into the second module, a
deep CNN network. The CNN network generates a fixed-length feature vector
per region proposal. The third module is a category-specific linear SVM. It
classifies each region proposal based on its CNN-produced feature vector.

Figure 2.2: R-CNN pipeline [42].

Despite its impressive performance, R-CNN requires training of a multi-
stage pipeline, which is complicated and expensive both in terms of space and
time. What is more, the system is rather slow in performance. These are the
drawbacks that fast R-CNN[43] managed to conquer one year later, while also
achieving higher accuracy. Fast R-CNN uses precomputed regions of interest
just like R-CNN. The main difference is that the CNN is run once, calculating
features on the whole image, which are afterwards converted into feature vec-
tors corresponding to each RoI. Furthermore, linear SVM is replaced by a set
of fully connected layers added at the end of the architecture. The result can be
seen in figure 2.3. By converting the two-stage pipeline into a single network,
and employing multi-task loss, training can now be executed in a single stage.

Faster R-CNN[44] improved performances even further, by replacing the
initial, previously unaddressed RoI proposal stage with a specifically trained
neural network. The added network shares full-image convolutional features
with the detection network, thus enabling almost cost-free region proposals.
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Figure 2.3: Fast R-CNN arschitecture [43].

All the above methods essentially use classifiers to perform object detec-
tion. Even in the case of faster R-CNN, this results in complex slow pipelines
that are difficult to optimize. YOLO[45] was the first end-to-end solution, that
addressed object detection as a regression problem. The architecture is sur-
prisingly simple: it involves a single convolutional network, as can be seen
in figure 2.4. Because of its simplicity, it can process 45 frames per second,
a record performance compared to faster R-CNN with 7 frames per second.
Meanwhile, the accuracy only slightly decreases.

Figure 2.4: The YOLO detection system [45].

SSD[46] comes soon to outperform YOLO with inference speed of 59
frames per second and improved accuracy. SSD is an end-to-end solution,
such as YOLO. The main difference is that it treats the output space as a large
set of default boxes, and only predicts the probability of an object existing in
each of these boxes, along with its relative offset. Improved performance is
achieved by calculating features in multiple different scales. The key differ-
ences between the two architectures can be seen in figure 2.5.

2.3.2 Semantic segmentation
Semantic segmentation network architectures were developed in parallel to ob-
ject detection architectures. While object detection networks detect and clas-
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Figure 2.5: Comparison between SSD and YOLO architectures [46].

sify specific areas of interest in the image, semantic segmentation networks
aim to classify each and every pixel of it.

Ciresan et.al. were the first to successfully train a sliding window CNN
to classify each pixel of an image, in 2012 [47]. The network won the EM
segmentation challenge by a large margin.

Three years later Long et.al. presented FCN[48], a much more sophisti-
cated, accurate and efficient architecture. They restructured a typical image
classification architecture (similar to AlexNet[40]) into a fully convolutional
one, then leveraged transfer learning from image classification tasks and only
applied fine tuning in order to achieve image segmentation results. To increase
accuracy, they introduced the idea of skipping some layers and directly con-
necting coarse layers to very fine ones. This resulted in being able to combine
context information with precise location, yielding high semantic segmenta-
tion accuracy.

Their idea was improved and refined further in U-net[49]. As illustrated
in figure 2.6, U-net’s architecture consists of a contracting path, followed by
a symmetric expansive path. The contracting path is similar to a fully convo-
lutional layer. Every step in the expansive path consists of an upsampling op-
eration followed by a convolution. While the downsampling operators gather
a lot of contextual information, the upsampling operators increase resolution,
leading to a highly accurate semantic segmentation architecture.

As research on the field progressed, researchers focused on encoder-decoder
architectures for semantic segmentation. The first stage of such an architec-
ture consist of an encoder network, that produces low resolution feature maps
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Figure 2.6: U-net architecture [49].

bearing context information of the original input image. The encoder output
is then propagated to the second stage of the architecture. This is a decoder
network that produces high resolution feature maps, adequate for pixel-wise
classification.

SegNet[50] was another revolutionary method published soon afterwards.
It followed a similar encoder-decoder approach, but introduced a novel upsam-
pling strategy for the network’ decoder. More specifically, in order to perform
upsampling of its input feature map, each decoder uses max pooling indices
received from its corresponding encoder. The architecture can be seen in fig-
ure 2.7. In terms of accuracy, the strategy improves boundary delineation. But
its main advantage is that it eliminates the need for learning to upsample, thus
reducing the network parameters. The result is a highly accurate network,
efficient both in terms of memory and inference time, that is also trainable
end-to-end.

Figure 2.7: SegNet architecture [50].
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2.3.3 Instance segmentation
Instance segmentation involves correctly detecting all objects in an image and
at the same time precisely segmenting them. It is the most challenging task
mentioned so far, since it combines both object detection and image segmen-
tation. One of the most influential works in the field is Mask R-CNN [51].
Mask R-CNN extends faster R-CNN, while only adding a slight overhead to
the pipeline. This is achieved by adding a new branch to the architecture that
operates on the detected regions of interest, in parallel with the existing branch
for bounding box detection and classification. Themask branch is a small FCN
[48] operating on each RoI.

Figure 2.8: Mask R-CNN architecture [51].

The architecture, which is illustrated in figure 2.8, has a good trade-off
between efficiency and accuracy, while it can generalize well in unknown
datasets. It was chosen to provide semantic information for the present project.

2.4 Semantic SLAM
The term semantic SLAM refers to an approach that includes semantic infor-
mation into the SLAM process in order to enhance the overall performance by
providing high-level understanding, robustness, resource awareness and task
driven perception.

The idea of integrating semantic information in a SLAM pipeline has been
around for quite a few years. Nevertheless, the implementation, at least in
a meaningful way, was not feasible until recently, since extracting semantic
information from image data was almost impossible before the onset of deep
learning.
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Early approaches tried detecting known objects by previously 3D scanning
them [4], or computing their bag of binary words representations [5]. These
approaches, however, could not be applied to real world scenarios involving
unknown environments.

When fast and accurate semantic segmentationDNNarchitectures appeared,
the field started attracting a lot of attention. But since this happened very re-
cently, and despite numerous contributions, the problem of including seman-
tics in SLAM is in an initial stage and lacks an organized formulation [2].

During the course of this literature study, key areas of interest were iden-
tified and are presented in the following paragraphs.

2.4.1 Semantics for loop closing
Loop closing is a term used in SLAM to refer to the event of a robot revisiting
an already mapped area. In a pose graph this would mean visiting an already
existing node, and thus closing a loop, and that is how the term emerged.

Robust loop closing is an open problem in SLAM, since it is difficult to de-
tect purely based on geometric features. Common alterations in the observed
environment, e.g. parked cars disappearing or day to night transition, could
lead to dramatic changes to the geometry of a visited scene. The problem gets
easier when applying semantics.

Within this area, some researchers have focused on mathematically for-
mulating the problem of combining geometric and semantic information into
a single optimization framework, in order to be able to semantically associate
observations and perform robust loop closing [10].

Others have trained a neural network to extract 3D descriptors of the scene
using combined geometric and semantic information. So instead of comparing
words in a bag of binary words setting[52], as most state-of-the-art methods
do, 3D descriptors are compared in order to detect loop closing [53].

2.4.2 Semantics for scale estimation inmonocular set-
tings

Estimating the absolute scale of the environment and preventing scale drift is a
major problem in monocular SLAM settings. A common solution is to train a
neural network to estimate the absolute depth of the environment, and estimate
the rest of the dimensions based on this information [54], but some researches
have also considered the use of semantics in this direction.
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Early approaches proved to be able to estimate absolute scale in monocular
SLAMbased on live detection of objects lying in a bag-of-binary-words object
database. They managed to continuously track detected objects to improve
their pose within the map, while simultaneously estimating the scale based on
the previously known rigid object dimensions [5].

Although the bag-of-binary-words approach seems to work well, it still
needs a precomputed object database, so it cannot be applied in an unknown
environment. The problem could be solved by training neural networks to infer
the proportions of objects.

Moving towards this direction, Sucar et.al. have used off-the-self seman-
tic detectors to produce 2D bounding boxes of objects, while applying a size
prior over the different object classes. Within a Bayesian framework they can
estimate the absolute scale of the environment based on the detected objects
[55][56].

2.4.3 Semantics for handling dynamic environments
An important vulnerability of traditional SLAM pipelines consists of robust
mapping and tracking within dynamic environments. RANSAC algorithm is
typically used to eliminate erroneous feature correspondences within SLAM.
But this approach does not perform well when a major part of the view is
occluded by moving objects, a situation that can lead to the divergence of the
estimation process.

There are multiple approaches to deal with this situation using semantics.
A simple approach, that still performs adequately, is using semantic seg-

mentation to detect potentially moving parts of the image, and then exclude
them altogether from the tracking process. Such an approach is Mask-SLAM
[14], that builds upon ORB-SLAM and uses DeepLabv2 [57] to perform pre-
cise semantic scene segmentation. The pipeline is illustrated in figure 2.9.
DS-SLAM completely discards ORB features detected within regions occu-
pied by vehicles or the sky, since vehicles are usually moving and the sky is
too far away to show any parallax.

Somewhat more complicated methods check if the potentially moving ob-
jects, located using semantic segmentation, are actually moving, before dis-
carding them. DS-SLAM [9] checks whether the matched features are close
to the epipolar line between consecutive frames. If multiple matched features
belonging in a potentially moving object are far away from the epipolar line,
the object is considered moving. On the other hand, Brasch et.al. [58] assign
a prior moving probability over all classes, and then check the matching ac-
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Figure 2.9: MaskSLAM pipeline [14].

curacy of features lying within potentially moving objects. If the matching
accuracy is below some threshold the object is discarded.

A more complicated approach is to avoid moving objects when estimating
the camera motion but instead of discarding them, try to track them indepen-
dently through time, as Li et.al. propose [59]. They first get 2D bounding
boxes of vehicles using an off-the-self deep network, and then train their own
CNN to construct 3D bounding boxes based on the 2D ones. The proposed
pipeline can be seen in figure 2.10. Based on this information, they are able to
first localize the camera based on the static environment on each timestep, and
then track each moving vehicle separately by applying a motion model and an
object bundle adjustment to the 3D bounding boxes, considering the camera
static.

Figure 2.10: Independent tracking of camera and moving objects [59].

There are a lot of end-to-end deep learning approaches that try to deal
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with this problem. End-to-end approaches are not the focus of this project,
but they sometimes propose interesting ideas that could possibly be applied in
combination with a traditional pipeline. For example Casser et.al. [60] have
trained a deep network to be able to predict whether an object will move in the
subsequent frame, instead of trying to figure out if it is moving at the moment.
Such a task seems to be easier for a network to learn, and consequently gives
better results.

2.4.4 Semantic reasoningwithin an unknown environ-
ment

Semantic reasoning seems to be themost studied area among all methods men-
tioned in this review. A lot of research has been conducted in constructing a
dense or sparse semantic map of the environment, since this is probably the
simplest way of integrating semantics in SLAM. In this case, a semantic seg-
mentation method (usually a deep network) is used in order to assign a seman-
tic class to each map point produced by the SLAM framework. Even though
the semantic maps produced by such methods could enable advanced interac-
tions between the robot and the world, most of them do not take advantage of
it in order to enhance the SLAM’s robustness.

A distinct approach is building semantic maps using objects, instead of, or
in addition to, geometric 3D points. In QuadricSLAM [61, 6], Nicholson et.al.
have worked on altogether replacing feature detectors with object detectors.
The detected objects are inserted in the map in a dual quadric representation,
and bundle adjustment is applied in order to jointly estimate the dual quadrics
positions along with the camera pose. Some examples, resulting from this
method, are illustrated in figure 2.11. Since completely discarding traditional
features usually ends up decreasing SLAM’s accuracy, Hosseinzadeh et.al.[62]
have proposed an integration between dual quadric representations of objects
and traditional 3D points.

Amore accurate, but at the same timemore computationally expensive and
complicated solution is integrating detailed volumetric object reconstructions
in the semantic map, instead of abstract object representations. The object
reconstructions are gradually refined over time, by fusing the geometry of ob-
jects in consecutive planes. There are a few published works that implement
similar ideas, such as MaskFusion[11] and Fusion++[12].

A completely different approach is taken in VSO [8], where the main idea
is the use of semantics as invariant scene representation, in order to be able to
keep tracking objects even after their appearance changes dramatically. The
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Figure 2.11: Semantic map as a result of QuadricSLAM [6].

Figure 2.12: Volumentric objects comprising a semantic map, tracked and
refined over time through MaskFusion [11].

method employs a novel cost function for minimizing semantic reprojection
errors, that can be utilized in an EM scheme, along with geometric error opti-
mization. Intuitively explained, the semantic cost is a weighted average of 2D
distances. Each distance of the point projection to the nearest area of class c is
weighted by the probability of the point being of the specific class. The idea
sounds quite innovative, but it only enhances the SLAM accuracy in specific
scenarios where objects are observed for a very long time.

Wang et.al.[13] have developed a much simpler (implementation-wise)
idea. ORB-SLAM2[34] is used as a starting point in their method. YOLO[45]
is run on every frame, semantically classifying the frame’s keypoints. Seman-
tic information is afterwards propagated from keypoints to the corresponding
map points using a voting system: all keypoints associated with the map point
"vote" once towards their semantic class. After semantic information integra-
tion, semantics are used in feature matching, tracking and loop closing. More
concretely, associations between keypoints and map points of different classes
are prohibited, or reduced, based on an adjustable ratio. As will be clear in
the following chapter of the report, a similar, but in the same time distinct,
method was developed and implemented during the present thesis. Compari-
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son between the two methods would be very interesting but unfortunately was
not possible, since [13] was published when the thesis was in a stage of final-
ization.





Chapter 3

Method

The present chapter describes the methodology developed in order to take ad-
vantage of deep learning semantics within a traditional SLAM pipeline.

First of all, the way semantics were integrated in the pipeline is explained.
Then the different bundle adjustment modifications tested are analyzed. Fi-
nally, the experimental setting is discussed.

The described methodology was developed specifically for feature-based
pipelines with bundle adjustment back-end, and can be applied to all SLAM
systems of the kind with minor or no changes. Monocular ORB-SLAM2[35]
was used as a basis for all the implementation and experiments in this project.

3.1 Semantics integration
Seamless integration of semantic information within a SLAM pipeline is a
complex task that requires careful planning in order to achieve minimal com-
putational overhead. Nevertheless, most relevant published research does not
discuss this part of the process, since it largely focuses on the ways semantic
information is exploited. As a result, semantics integration had to be designed
from scratch for this project, and ended up being a big part of it.

3.1.1 Overview
An overview of the original ORB-SLAM2 map point creation process and the
new semantically enhanced process, can be seen in figures 3.1 and 3.2.

As demonstrated in figure 3.1, the basic flow of the original monocular
ORB-SLAM2 pipeline is rather simple when it comes to map point creation.
As a first step, ORB features are extracted for each frame. Each ORB feature

25
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Figure 3.1: Original ORB-SLAM2 map points creation process.

carries useful information such as its location, its orientation, the equivalent
ORB descriptor, as well as the pyramid scale and level where it was detected.

The extracted features are then matched to the closest corresponding fea-
tures extracted from the previous (or subsequent) frame. The matching dis-
tance is determined through a multitude of metrics, such as ORB descriptor
distance, orientation, and scale. The best match is accepted or rejected accord-
ing to some empirical threshold.

Once two keypoints are matched, a 3D map point can be triangulated and
inserted in the SLAM map. If one of the matched keypoints is already corre-
sponding to a map point, the existing map point keeps being tracked through
the new matched keypoint. The map point also carries relevant information,
such as its 3D world position and pointers to the 2D features through which it
has been observed.

As demonstrated in figure 3.2, when semantics are to be integrated in the
pipeline, a deep neural network has to run on every frame. The deep net-
work can be either a semantic segmentation, an instance segmentation or an
object detection network. Regardless of the deep network used, in the end
of the process a specific semantic class will be assigned to every pixel of the
frame. (When instance segmentation or object detection networks are used,
the non-classified frame portion can be treated as if it had been assigned the
"background" class.)
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Figure 3.2: Semantically enhanced map points creation process.

The semantic segmentation step is followed by regular feature extraction.
Since each frame pixel is semantically classified, each feature can be auto-
matically classified upon detection, based on its location. Consequently, the
information that each feature bears is augmented with its semantic class.

Triangulation or point tracking is performed in the traditional way, as be-
fore. After this step each map point is connected to several semantically classi-
fied 2D features. Making use of this information, each 3D map point can also
be semantically classified. Its semantic class will be stored alongside other
relevant information that the map point contains, as explained before. In the
end of this procedure, every 3D map point of the SLAM map is semantically
classified.
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3.1.2 Semantic classification of map points
As mentioned before, 3D map points are semantically classified based on the
semantics on the corresponding 2D features. Semantic propagation of 2D fea-
ture semantics to 3D points is based on the following rationale.

According to ORB-SLAM, for a 3D point to be created and then main-
tained within the map, it needs to be observed and matched through features
in at least two frames. So there are always two or more frame observations cor-
responding to a valid map point. These observations are already semantically
classified, as explained above.

In the case where the same class was assigned to all the corresponding
features, that class is also assigned to the 3D map point. Things get interesting
when the corresponding features have been associated with different classes.
The solution we propose in this case is to decide on themost probable semantic
class, based on aggregation of the different features’ class probability. The
class probability in each case is assigned by the network, in the form of the
detection confidence.

A classic approach according towhich probability aggregation is performed
is to calculate the weighted sum of detection probabilities for each class, and
then choose the class with the maximum probability. Since we would like our
system to be network and sequence independent, we assume we have no prior
information about the different classes’ detection accuracy of the network, or
the different classes’ occurrence within the image sequence. As a result, all
keypoint observations are weighted equally by the overall number of detec-
tions. A simple example is illustrated in figure 3.3.

The above procedure is repeated each time a new observation is associated
with the same map point, since a new observation could completely change
the probability relationships.

When working with object detection or instance segmentation networks,
the network does not provide any detection confidence information for fea-
tures lying on the background. So the above procedure cannot be straight-
forwardly applied when a map point is associated with both background and
non-background features. A piece of information that can be used though is
that such networks typically have a low false positive rate. That means that
they rarely detect an object that is not actually there. Having this in mind, we
manually assign very low confidence to the background class, so that other
classes (different than the background class) are always prevailing when com-
peting with it within the previously explained technique.
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Figure 3.3: Semantic classification of a map point observed in three frames.

3.1.3 Deep semantic network integration
The network chosen for this project was Mask R-CNN [51], an instance seg-
mentation network. Its integration and use in the pipeline is explained in detail
in this section.

First of all, it is helpful to mention what the instance segmentation net-
work output consists of: a number of bounding boxes, an equivalent number
of masks, as well as the corresponding class and detection confidence for each
mask. Bounding boxes are defined by two points: the upper left and down
right corner of the box. Masks are 15x15 matrices of floating point numbers,
giving a fading effect to the mask. The mask does not contain any location
or size information, these can only be inferred by the corresponding bounding
box location and size. Class and confidence are easier to interpret, as they are
given by an integer and floating point number respectively.

The steps required in order to utilize the network in the pipeline are the
following, and are illustrated in figure 3.4.

The first step involves running the network on every frame. Afterwards,
each mask needs to be mapped onto the corresponding bounding box area, so
that its actual location, shape and size are obtained. To elaborate, each mask is
bilinearly interpolated onto its actual image size, based on the bounding box’s
width and height. After that, a threshold is set so that each image pixel can
be immediately classified as belonging to the mask or not. Last but not least,
the mask is placed upon the correct location on the image. The output of this
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process is a vector of image pixels locations. These are the image locations
belonging to the specific mask.

For easier handling, a class was defined carrying all the relevant informa-
tion, and a class object is instantiated for each detected bounding box, after the
above procedure is completed. The object contains the bounding box corners,
the mask locations vector, the class and its detection confidence.

Figure 3.4: Utilizing Mask R-CNN.

The final step is feature classification. After the above process, it is easy
to decide whether a feature lies within some mask: its location will coincide
with some mask location. If it does, it gets assigned the mask’s class and con-
fidence. The graph’s output has been subjected to non-maximal suppression,
so a single class is always assigned to each feature.

In order for the integration to be as clean as possible, the Frame class of
ORB-SLAM2 is augmented with a set of semantic vectors. Following an al-
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ready existing design pattern of the project, each vector has as many elements
as the keypoints of the frame. Each value on the vector corresponds to a spe-
cific keypoint, and represents either the corresponding semantic class assign-
ment or the confidence of it.

Semantic class compression

Mask R-CNN was neither implemented nor trained from scratch for this task,
since that was out of the scope of this thesis project. A pre-trained frozen
graph was used, provided by the Tensorflow organisation within their Detec-
tion model zoo suite of networks. The graph is trained on COCO dataset, a
common object image dataset provided under creative commons license [63].

COCO dataset contains a multitude of common object classes, 90 in total.
Such a big number of classes is difficult to handle in the context of the spe-
cific task, where some reasoning behind different class association needs to
be developed. So the different classes were compressed as much as possible,
according to the following thought process.

Most of the COCO dataset classes are not relevant for the task at hand,
either because they will never be encountered in an urban street setting, or
because even if encountered they are extremely small to make any significant
difference to the overall SLAM performance. Such an object class was for
example the toothbrush class. All such classes, considered irrelevant, were
compressed into one single class named "other".

Then there are classes between which the network is often confused, such
as bus and truck. More specifically, the same vehicle can be recognised as a
truck in one frame and as a bus in the next. In the same time, these classes are
not often encountered simultaneously. In other words, a bus and a truck do not
usually coincide in a frame. In such cases, merging the similar classes could
help the overall performance.

After taking the above compression steps, the different class number was
reduced to just eight, presented in table 3.1.

Computational overhead

The original ORB-SLAM2 can work in real time, since it can perform tracking
at a rate of more than 20 frames per second [34]. But semantic inference on
every frame is substantially computationally expensive. The specific frozen
graph used requires 79 ms per frame, according to the documentation. So
the performance of the pipeline drops dramatically once a deep network is
introduced.
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0 background
1 person
2 car
3 (motor)bike
4 big vehicle (e.g. bus and truck)
5 stable roadside object (e.g. traffic lights)
6 animal
7 other

Table 3.1: Semantic classes used in the project (after compression).

One solution would be to choose a more time efficient network, possibly in
the expense of accuracy. Another solution would be to follow ORB-SLAM’s
paradigm and perform semantic inference in a separate thread, in parallel with
tracking, mapping and loop-closing. Since real-time performance was not the
goal of the thesis this scenario was not explored, but it could possibly be the
topic of a future, more software architecture oriented project.

3.2 SLAM bundle adjustment adaptation
The ultimate goal of the thesis project was to explore different ways to use
semantics in order to make the SLAM pipeline more robust. Once frame fea-
tures and map points are semantically classified, it is time to adjust the SLAM
back-end in a way that takes advantage of the semantic classification. Different
approaches have been designed for this purpose.

3.2.1 The Hard Constraint (HC) approach
A simple approach, is to never allow features to be matched if they do not have
the same semantic class. That means that no 3D map point will be triangu-
lated out of different class keypoints, even if their locations and descriptors
perfectly match. If the traditionally best match is rejected due to semantic
class inconsistency, the second best match is tested, and so on.

In order for this adaptation to have full effect, the same constraint should
be applied after the initial point triangulation, during the bundle adjustment
process. During this process, new point matches are found by projecting each
3D point onto the current frame, and selecting the closest (if any) current-
frame feature, both spatially and in terms of descriptor similarity. Applying
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the hard semantic constraint in this stage means that the closest feature cannot
be accepted as a valid match if its semantic class is not the same as the map
point’s class.

The goal of the above technique is to make data association more robust
by preventing spurious associations. The keypoints triangulated are expected
to be fewer, and the tracking time of each of them is expected to be shorter,
but the overall tracking should in theory be better in quality.

In practice, this approachwas implemented bymodifying the "ORBmatcher"
class of ORB-SLAM2. As described in the background chapter, ORBmatcher
is in charge ofmatching and tracking keypoints andmap points inORB-SLAM2,
and it is used by all ORB-SLAM2 threads. In this approach, the only ORB-
matcher functions that were modified were the functions used by tacking and
local mapping. It was proven after calculating statistics on the final map points
that associations of different class points were completely eliminated after
these modifications, without the need of modifying the functions used by loop
closing.

Hard constraint in loop closing

As mentioned above, the hard semantic constraint was not applied in the loop
closing thread of the pipeline. That decision was taken based on two fun-
damental arguments. First of all, modifying local mapping and tracking was
enough to eliminate different class misassociations, and test the initial hypoth-
esis. Secondly and more importantly, detecting a loop is a difficult task, and
ORB-SLAM2 is more prone to missing an existing loop than detecting a non-
existing one. Applying another constraint on loop closure would probably
make loop detection even harder, ending up in more missed loops and an over-
all worse performance.

Nevertheless, since no tests were conducted on this hypothesis, one can
always doubt it, and it would be interesting to properly test it in the future.

3.2.2 The soft constraint approach
In the hard constraint approach, associations of different classes are prevented
altogether. This technique is simple to conceive and implement, but is heavily
relying on the network classification, which of course is not always accurate.

A way to exploit semantics but in a more nuanced way is to make matching
harder for points of a different class, instead of preventing it altogether. This
way, excellent point matches, in the traditional, geometric computer vision
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sense, still stand a chance to prevail, and valuable information is protected,
despite the point’s possible misclassification.

After this change is implemented, the overall map points number is ex-
pected to decrease compared to the baseline, but not as much as with the hard
constraint approach. The same is expected to happen to different class points
associations.

The idea can be implemented on top of ORB-SLAM2 by changing the
similarity threshold that decideswhether the bestmatch is considered as a valid
match or not. There are two such thresholds that ORB-SLAM2 uses in ORB
matching. The first one is a hard distance threshold. The second threshold
is used to perform the ratio test, to decide weather the overall best match is
substantially better than the second best match [37]. This threshold quantifies
what "substantially better" means. In both cases lowering the threshold puts a
harder constraint on matching.

There are multiple ways to adjust the above thresholds in search of the most
balanced way to exploit semantics and traditional similarity metrics.

FiXed Softer Threshold (FxST)

A simple way to implement a softer threshold approach is to keep the similarity
threshold as is for identical class matches, and lower it by a fixed ratio for
different class matches. The best identical class match is then tested against
the original threshold. If it does not get accepted, the best different class match
is tested against the lower threshold.

In the project, both thresholds were empirically lowered to the 20% of
their original values. Thorough testing of the technique though would require
experimentation with different lowering percentages, as well as different per-
centages for the fixed and the ratio test threshold.

FLexible Softer Threshold according to Class Similarity (FlST-CS)

A way to account for network misclassifications is to lower the threshold ac-
cording to the class similarity. This way, matching between different classes
that are often confused between each other gets easier than matching between
extremely distinct classes.

Expanding the method applied in the FxST approach, the best identical
class match is first tested against the original threshold. If it does not get ac-
cepted, the best match between points of the second most similar class pair is
tested against the corresponding lower threshold. If this is not accepted, points
corresponding to the third most similar classes pair are tested, and so on. Class
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pair similarity is defined by its threshold ratio. The larger the ratio assigned,
the more similar the classes.

class association threshold ratio
identical class 1

car↔ big vehicle 0.8
person ↔ (motor)bike 0.7

person↔ stable roadside object 0.5
(motor)bike↔ animal 0.4

other ↔ stable roadside object 0.4
person↔ animal 0.4

all other associations 0.2

Table 3.2: Different class associations threshold ratio.

In order to implement the FlST-CSmethod, two similarity tables were con-
structed, a stricter table (table 3.2) and a much softer one (table 3.3). Proper
testing of this method would require calculating real statistics on the mis-
classification ratio of the network between different classes and adjusting the
threshold ratio accordingly. The testing performed in this project is just an
exploratory first experiment.

The same reasoning has already been appliedwhenmergingmultiple COCO
classes, as mentioned in the semantic integration part of the chapter. In this
context, this can be interpreted as considering the merged classes extremely
similar, and keeping the original threshold when matching points that are as-
sociated with them, as we do for identical class associations. For example,

class association threshold ratio
identical class 1

car↔ big vehicle 0.9
person ↔ (motor)bike 0.9

person↔ stable roadside object 0.8
(motor)bike↔ animal 0.8

other ↔ stable roadside object 0.8
person↔ animal 0.7

all other associations 0.6

Table 3.3: Different class associations threshold ratio - softer restrictions.
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merging truck and bus into the same semantic class has the same effect as
assigning to the truck↔ bus semantic pair threshold ratio equal to 1.

Priority to Traditional Distance metrics (FlST-TD)

All the above was implemented always prioritizing the same class metric over
traditional metrics. As mentioned earlier, the same class best match was al-
ways checked first, and only if this was not accepted different class matches
were considered. It is interesting to check if there is any significant difference
when the lower threshold is kept, but the best overall distance (according to
traditional metrics is checked first). That is what was tested in this experiment.

3.2.3 The Moving Objects approach
One of the most frequent approaches used in the relevant literature, and proba-
bly one of themost interestingways of taking advantage of semantics in SLAM
pipelines, is to use semantics as a way to discard moving objects. As has been
explained in the background chapter of this thesis, moving objects heavily af-
fects SLAM frameworks, as they can cause unstable mapping and poor ego-
motion estimation.

To prevent the above, one can prevent keypoints belonging tomoving classes,
such as humans, vehicles and animals, to be triangulated and inserted in the
map. Keypoints of such classes should be discarded in the map point tracking
process as well, i.e. when a keypoint has already been added in the map and
still remains in the field of view.

This approach is unlikely to give good results in mainly static environ-
ments, such as the environment of the KITTI benchmark, where the project
is primarily tested. The main concern is that removing all potentially moving
objects would discard a major part of valuable information in a static setting,
leading to an unstable pipeline. Nevertheless, it would be very promising to
be able to experimentally invalidate this concern.

Two differentmethodswere designed, implemented and tested based on the
moving object approach. According to the first moving object method (MO) a
dynamic object pruning mechanism was applied on top of the original ORB-
SLAM2 pipeline, after semantics integration. A check as to whether the map
point class is potentially static or not is enough in order to decide if the point
should be discarded. According to the second method, the HC+MO methd,
the discarding mechanism was implemented on top of the hard constraint ap-
proach. In this case, each map point is always unambiguously associated with
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a single semantic class, so discarding static map points by mistake is less prob-
able to happen.

Experiments on the MO method are designed to test if discarding moving
objects can indeed help on the overall trajectory estimation. Experiments on
the HC+MO method can then determine how much would the performance
change if a more robust map point classification technique was applied.

3.2.4 Abbreviations
In order to be able to discuss about the different methods comprehensively,
avoiding confusion due to their long names, abbreviations are used throughout
this report. The abbreviation table is presented below.

HC Hard Constraint
FxST Fixed Soft Threshold
FlST-CS Flexible Soft Threshold. Priority to Class Similarity
FlST-TD Flexible Soft Threshold. Priority to Traditional Distance metrics
MO Discarded Moving Objects
HC+MO Discarded Moving Objects, on top of HC
BA Bundle Adjustment

3.3 Evaluation method

3.3.1 Qualitative semantic integration evaluation
In order to be able to qualitatively evaluate the semantic integration within
ORB-SLAM2, the visualization part of the pipeline was modified so that it
displays different semantic classes with different colors. More specifically,
frame keypoints as well as 3D map points are colored according to their as-
signed classes.

Note, to avoid confusion: In the images provided in the next chapters of
the report, displaying the results of this adaptation, the same classes may be
displayed in different colors. The reason is that the integration has been de-
signed to accommodate different networks that may detect different classes.
As a result, colors are not fixed. They are initialized once at the beginning of
each sequence run.
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3.3.2 Bundle adjustment adaptation evaluation
Qualitative evaluation

For each different modification approach, statistics were calculated on map
points, for each sequence run. Statistics were used to generate comprehensive
graphs, illustrating the difference in map point distribution, with respect to
the baseline. These graphs help qualitatively evaluate whether the respective
bundle adjustment modification behaves as expected or not.

Trajectory evaluation

Since the end goal of the thesis was to improve the trajectory estimation of the
SLAM pipeline, a way to compare trajectories had to be found.

Evo[64] is an open-source python package that offers tools to plot and ana-
lyze absolute and relative pose errors between estimated trajectory and ground
truth, as well as different error metrics to facilitate comparison between dif-
ferent trajectory estimations. So it was an easy solution to the trajectory com-
parison problem.

A second issue was that ORB-SLAM2mapping is non-deterministic. That
means that every time it runs, it produces a slightly different map, and subse-
quently a slightly different trajectory estimation. This way small changes in
trajectory estimation can go unnoticed, or random changes can be wrongly
interpreted as the outcome of bundle adjustment modification. To limit the
mapping stochasticity effect, ORB-SLAM2 was run multiple times on each
sequence per experiment, and the estimation errors were afterwards averaged
over all runs.

To further ensure that the estimated trajectories before and after applying
the designed bundle adjustment modifications are significantly different, and
the results are repeatable, the Student t-test [65] was applied on the different
trajectory errors. T-test is a way to quantify and evaluate the difference be-
tween two groups in relation to the difference within the groups. In our case,
the first group consists of the error metrics of the experiments run using origi-
nal ORB-SLAM2 (the baseline) on a specific sequence, and the second group
are the error metrics of the experiments run on the same sequence but using a
modified bundle adjustment method on top of ORB-SLAM2. If one group’s
metrics prove to be highly similar, but very different than the other group’s
metrics, it means that the bundle adjustment modification had a strong effect
on the trajectory estimation. In this case, averaging the error metrics and com-
paring them provides valuable insight as to whether the specific modification
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positively or negatively affected the trajectory estimation.





Chapter 4

Experimental results

This chapter presents the experimental results of the project, and is divided in
three parts. The first part describes the benchmarks used for the experiments.
The second part contains qualitative results, regarding the integration of se-
mantics within the pipeline, as implemented for this project. The third part
contains both qualitative results, i.e. graphs and images, and performance
statistics, regarding the different bundle adjustment modifications that were
designed and tested through the course of the project.

4.1 Benchmarks
Experiments were conducted on the KITTI benchmark [66], the most widely
used SLAM benchmark. KITTI sequences are recorded in Karlsruhe, a small
town in Germany. They depict a mostly static scenery, consisting of empty
streets with a lot of trees and a few parked cars. ORB-SLAM already per-
forms very well in such scenarios, so the experiments conducted on the KITTI
benchmark were expected to show a mild improvement on the trajectory esti-
mation, at most.

To explore a more dynamic scenario of busy roads with multiple moving
and stopping cars, an artificial sequence generated using the CARLA sequence
simulator [67] was also used in the experiments, alongside the KITTI bench-
mark. Since Mask R-CNN does not perform well on artificial images, ground
truth was used for feature classification in the artificial sequence.

41
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4.2 Semantic integration
Figure 4.1 displays the integration result on a frame extracted from KITTI
sequence 07. The colorful dots represent keypoints detected on the specific
frame. It is clear that keypoints are accurately classified based on the object
they are detected on, and colored accordingly. For example, keypoints detected
on cars are colored green, easily distinguishable from keypoints detected on
the background, colored yellow. A similar result can be seen on figure 4.2, on
a frame extracted from an artificially generated sequence.

Figure 4.1: Semantics on keypoints - Mask R-CNN and ORB-SLAM2 on
KITTI sequence 07.

Figure 4.2: Semantics on keypoints - Mask R-CNN and ORB-SLAM2 on
CARLA sequence.

As mentioned in the previous chapter, the network used for instance seg-
mentation in this project, Mask R-CNN, exhibits a high rate of false positive
detections on artificially generated images. To solve this problem, semantic
segmentation ground truth was used when experimenting with artificial se-
quences, instead of Mask R-CNN. The result can be seen in figure 4.3, and
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is significantly more detailed in comparison the the previous method’s result,
presented in figures 4.1 and 4.2. There are two reasons for that. First of all,
semantic segmentation is by nature much more fine grained than instance seg-
mentation. Moreover, no semantic class compression (as explained in section
3.1.3) was applied in CARLA ground truth classes, resulting in a multitude of
different classes within every frame.

Figure 4.3: Semantics on keypoints - CARLA semantic ground truth and
ORB-SLAM2 on CARLA sequence.

Finally, figure 4.4 illustrates the integration result on the 3D space map,
as visualized by the modified version of ORB-SLAM2. Cars and big volume
objects are noticeable on the map as different colored blobs of 3D map points.

All in all, semantic integration regarding keypoints and map points seems
to be working as expected. As of today, publically available odometry bench-
marks do not include three-dimensional semantic segmentation ground truth,
so qualitative evaluation has to be considered enough for this part of the project.

4.3 Bundle adjustment modification results
Bundle adjustment (BA) modification results will be presented in this section.
For each different modification approach, a graph will be presented illustrat-
ing the difference in map point distribution, with respect to the baseline. These
graphs help qualitatively evaluate whether the respective BA modification be-
haves as expected or not. But in order to evaluate the effect of each modifi-
cation on the trajectory estimation, absolute and relative pose errors also have
to be presented, and compared to the baseline. So, on top of the statistical
graphs, comparative error tables will be provided for each modification.
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Figure 4.4: Semantics on map points - KITTI sequence 08.

Detailed information regarding the interpretation of the aforementioned
graphs and tables follows below.

Each of the graphs is based on statistics calculated over all the map points,
after the full run of each sequence, and is split in three parts.

The first part illustrates the amount of map points, in relation to the number
of frames throughout which they were tracked. For example, one can see in
the first part of figure 4.5 that most of the points are tracked in 3 frames, while
very few are tracked for more than 8 frames. In short, it conveys an idea of the
stability of map point tracking through time.

The second part of each graph illustrates the number of distinct classes
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associated with each map point, and the last part depicts the number of flips
that were observed between these classes. For example, a single map point
could be associated with keypoints of two different classes overall, but the
association could have flipped classes multiple times. E.g. the map point
could have first been observed on a car, then on the background, then on a
car and again on the background. That results to two classes overall, but three
flips between classes.

In order to be able to easily evaluate each BA modification’s effect com-
pared to the baseline, statistics on the baseline are always included in the
graphs. Baseline statistics are illustrated with a blue hue.

Regarding the data presented on each error table: Two error tables are pro-
vided for each BA modification. The first one presents the absolute pose error
on the trajectory estimation for each sequence, while the second presents the
relative pose error. Each table is split in three sections. The first section con-
tains the trajectory estimation error of the original pipeline - the baseline. The
second section contains the error of the modified pipeline. The third section is
the p-value: the t-test result indicating whether the observable error difference
is significant or not.

As explained in section 3.3.2 of the report, ORB-SLAM2 is a non-deterministic
system that performs slightly differently on each run. Consequently, the pipeline’s
evaluation has to be based on repeated runs on the same sequences. The re-
sults presented in this section’s tables are averaged over 50 different runs on
each sequence. In order to be able to further evaluate whether the resulting
differences are significant and not a matter of coincidence, t-test is run on the
two groups of errors that have to be compared - baseline errors and BA mod-
ification errors. The result of the t-test is presented on the third section of
each table as the p-value. P-value is the probability of the error difference
happening by chance. When the probability is less than 10%, the results are
considered significantly different: indicated by green on the table. When the
probability is between 10% and 30%, the results are not absolutely trustwor-
thy, but one can still make an effort to compare them: indicated by orange.
When the probability is bigger than 30%, no significant difference is detected
between the baseline and the modified pipeline results: indicated by red.

So in order to evaluate each BA modification, one has to firstly take a look
at the corresponding p-values. For each odometry sequence bearing a green
p-value, the BA modification effectiveness can be easily assessed, since the
corresponding trajectory estimation errors stand side by side with the baseline
errors.
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4.3.1 The hard constraint approach results
Figures 4.5 and 4.6 present the statistics on the tracked map points, before
(blue hue) and after (orange hue) the HC modification of the pipeline. Figure
4.5 contains all the map points, and is provided in order to be able to see the
difference on the overall amount of points before and after the modification.
Figure 4.6 contains the same information minus the points that were always
classified as background, so that the difference in different class numbers and
class flips can be observed.

Figure 4.5: Statistics on points tracked on one exemplary run on KITTI seq.07.
Comparison between baseline and HC adaptation.

As can be seen, there is less than 10% decrease in the overall number of
points. Approximately 30000 points were reduced to 27000 points. Never-
theless, different class associations and class flips are completely eliminated
after the HC BA adaptation. That means that the specific adaptation works as
intended - as explained in the corresponding section of the previous chapter.

Its effect on the trajectory estimation is presented in tables 4.1 and 4.2. On
a first glance, the effect is very ambiguous. Trajectory estimation performance
is strongly affected by the BA adaptation for about half of the sequences. But
the effect is sometimes positive and sometimes negative, depending on the
specific scenario of each sequence.
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Figure 4.6: Statistics on points tracked on one exemplary run on KITTI seq.07.
Comparison between baseline and HC. Background points are excluded.

Baseline HC p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 6.450 3.676 7.434 9.644 4.851 10.814 0.358
KITTI 01 342.902 202.688 398.630 267.387 149.997 306.754 0.0344
KITTI 02 19.268 16.396 25.327 19.737 17.152 26.187 0.189
KITTI 03 0.931 0.656 1.152 0.914 0.591 1.100 0.252
KITTI 04 0.880 0.457 0.992 1.004 0.532 1.137 0.037
KITTI 05 4.900 1.796 5.222 5.084 1.909 5.440 0.280
KITTI 06 13.227 7.577 15.245 13.500 7.680 15.533 0.655
KITTI 07 2.389 1.088 2.629 2.794 1.323 3.101 0.129
KITTI 08 41.593 31.922 52.439 40.702 32.093 51.842 0.709
KITTI 09 38.818 25.021 46.254 35.893 23.936 43.224 0.397
KITTI 10 6.958 5.233 8.714 6.453 5.007 8.172 0.006

CARLA 13 32.697 21.280 39.038 52.781 33.365 62.464 0.00005

Table 4.1: HC results: APE(m), after averaging over 50 SLAM runs.
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Baseline HC p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 0.131 0.291 0.324 0.195 0.815 0.852 0.374
KITTI 01 7.753 5.394 9.470 6.082 5.236 8.092 0.169
KITTI 02 0.175 0.217 0.287 0.175 0.200 0.272 0.582
KITTI 03 0.046 0.037 0.059 0.045 0.035 0.057 0.006
KITTI 04 0.062 0.034 0.071 0.069 0.039 0.079 0.019
KITTI 05 0.101 0.226 0.248 0.105 0.229 0.253 0.848
KITTI 06 0.320 0.689 0.765 0.308 0.561 0.641 0.038
KITTI 07 0.089 0.072 0.116 0.107 0.239 0.280 0.096
KITTI 08 0.521 0.407 0.661 0.508 0.410 0.653 0.550
KITTI 09 0.447 2.355 2.509 0.450 3.127 3.246 0.252
KITTI 10 0.123 0.123 0.174 0.112 0.118 0.163 0.014

CARLA 13 0.556 0.544 0.784 0.751 0.788 1.092 0.002

Table 4.2: HC results: RPE(m), after averaging over 50 SLAM runs.

4.3.2 The soft constraint approach results
FxST, FlST-CS and FlST-TD BA adaptation results are presented in this sec-
tion. Similarly to HC adaptation results, statistics on the overall map points
are presented on figures 4.7, 4.8 and 4.9 respectively. Background points are
always omitted in these graphs. The overall number of points is not observ-
able, but it approximately stays the same, before and after all the different BA
adaptations.

The graphs are pretty similar overall: different class associations are fewer,
compared to the baseline, but not completely eliminated, as after the HC adap-
tation. As expected, the number of different class associations and class flips
steadily increases, when comparing the different BA adaptations from stricter
to softer. The trend can be seen in the comparative figure 4.10.

The trajectory estimation errors, after each of these adaptations, compared
to the baseline, can be seen in tables 4.3, 4.4, 4.5, 4.6, 4.7, 4.8, 4.9, 4.10. Soft
approaches were not tested on the artificial sequence, since they essentially
account for possible network misclassifications, while ground truth was used
for semantic classification in this case, as explained in the beginning of the
chapter.

Only a few of the sequences are significantly affected by the soft BA adap-
tations, and as in the HC approach, the results are highly ambiguous: some
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Figure 4.7: Statistics on map points tracked on one exemplary run on KITTI
seq.07. Comparison between baseline and FxST adaptation. Background
points are excluded.

sequences are affected positively and some others negatively, depending on
the specific scenario. Especially FlST-TD adaptation seems to have no effect
whatsoever on the trajectory estimation performance.
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Figure 4.8: Statistics on map points tracked on one exemplary run on KITTI
seq.07. Comparison between baseline and FlST-CS adaptation. Background
points are excluded.

Baseline FxST p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 6.450 3.676 7.434 7.223 4.672 8.655 0.105
KITTI 01 342.902 202.688 398.630 410.822 236.557 474.273 0.022
KITTI 02 19.268 16.396 25.327 19.849 17.126 26.255 0.230
KITTI 03 0.931 0.656 1.152 0.915 0.687 1.154 0.974
KITTI 04 0.880 0.457 0.992 0.911 0.479 1.030 0.603
KITTI 05 4.900 1.796 5.222 4.853 1.785 5.173 0.818
KITTI 06 13.227 7.577 15.245 14.294 8.192 16.476 0.099
KITTI 07 2.389 1.088 2.629 2.154 0.978 2.371 0.104
KITTI 08 41.593 31.922 52.439 41.688 32.315 52.760 0.798
KITTI 09 38.818 25.021 46.254 38.751 24.875 46.104 0.970
KITTI 10 6.958 5.233 8.714 6.323 4.926 8.022 0.037

CARLA 13 32.697 21.280 39.038 48.425 30.623 57.325 0.002

Table 4.3: FxST results: APE(m), after averaging over 50 SLAM runs.
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Figure 4.9: Statistics on map points tracked on one exemplary run on KITTI
seq.07. Comparison between baseline and FlST-TD adaptation. Background
points are excluded.

Figure 4.10: Statistics on map points tracked on one exemplary run on KITTI
seq.07. Comparison between HC, FxST, FlST-CS and FlST-TD BA adapta-
tions. An increasing trend in different class associations is visible.
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Baseline FxST p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 0.131 0.291 0.324 0.151 0.354 0.390 0.518
KITTI 01 7.753 5.394 9.470 8.910 7.519 11.695 0.002
KITTI 02 0.175 0.217 0.287 0.177 0.160 0.239 0.030
KITTI 03 0.046 0.037 0.059 0.046 0.039 0.060 0.330
KITTI 04 0.062 0.034 0.071 0.064 0.036 0.074 0.392
KITTI 05 0.101 0.226 0.248 0.097 0.205 0.227 0.341
KITTI 06 0.320 0.689 0.765 0.331 0.601 0.689 0.228
KITTI 07 0.089 0.072 0.116 0.081 0.063 0.103 0.189
KITTI 08 0.521 0.407 0.661 0.516 0.406 0.657 0.693
KITTI 09 0.447 2.355 2.509 0.421 2.091 2.243 0.681
KITTI 10 0.123 0.123 0.174 0.113 0.120 0.165 0.204

CARLA 13 0.556 0.544 0.784 0.737 0.773 1.072 0.009

Table 4.4: FxST results: RPE(m), after averaging over 50 SLAM runs.

Baseline FlST-CS p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 6.450 3.676 7.434 7.055 3.875 8.075 0.112
KITTI 01 342.902 202.688 398.630 222.486 123.952 254.930 0.001
KITTI 02 19.268 16.396 25.327 18.373 15.974 24.371 0.386
KITTI 03 0.931 0.656 1.152 0.866 0.623 1.077 0.084
KITTI 04 0.880 0.457 0.992 0.961 0.514 1.091 0.180
KITTI 05 4.900 1.796 5.222 5.232 2.091 5.674 0.146
KITTI 06 13.227 7.577 15.245 12.804 7.243 14.713 0.531
KITTI 07 2.389 1.088 2.629 2.312 1.056 2.547 0.603
KITTI 08 41.593 31.922 52.439 41.363 32.184 52.422 0.988
KITTI 09 38.818 25.021 46.254 35.344 23.030 42.265 0.295
KITTI 10 6.958 5.233 8.714 6.693 5.201 8.481 0.248

Table 4.5: FlST-CS results: APE(m), after averaging over 50 SLAM runs.
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Baseline FlST-CS p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 0.131 0.291 0.324 0.133 0.294 0.327 0.962
KITTI 01 7.753 5.394 9.470 5.519 4.647 7.283 0.031
KITTI 02 0.175 0.217 0.287 0.173 0.252 0.319 0.472
KITTI 03 0.046 0.037 0.059 0.046 0.037 0.059 0.692
KITTI 04 0.062 0.034 0.071 0.069 0.038 0.079 0.037
KITTI 05 0.101 0.226 0.248 0.112 0.276 0.300 0.242
KITTI 06 0.320 0.689 0.765 0.301 0.579 0.656 0.132
KITTI 07 0.089 0.072 0.116 0.086 0.075 0.116 0.983
KITTI 08 0.521 0.407 0.661 0.515 0.410 0.658 0.803
KITTI 09 0.447 2.355 2.509 0.423 2.508 2.640 0.828
KITTI 10 0.123 0.123 0.174 0.118 0.123 0.171 0.567

Table 4.6: FlST-CS results: RPE(m), after averaging over 50 SLAM runs.

Baseline Softer FlST-CS p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 6.450 3.676 7.434 7.223 4.672 8.655 0.105
KITTI 01 342.902 202.688 398.630 410.822 236.557 474.273 0.022
KITTI 02 19.268 16.396 25.327 19.849 17.126 26.255 0.230
KITTI 03 0.931 0.656 1.152 0.915 0.687 1.154 0.974
KITTI 04 0.880 0.457 0.992 0.911 0.479 1.030 0.603
KITTI 05 4.900 1.796 5.222 4.853 1.785 5.173 0.818
KITTI 06 13.227 7.577 15.245 14.294 8.192 16.476 0.099
KITTI 07 2.389 1.088 2.629 2.154 0.978 2.371 0.104
KITTI 08 41.593 31.922 52.439 41.688 32.315 52.760 0.798
KITTI 09 38.818 25.021 46.254 38.751 24.875 46.104 0.970
KITTI 10 6.958 5.233 8.714 6.323 4.926 8.022 0.037

Table 4.7: Softer FlST-CS results: APE(m), after averaging over 50 SLAM
runs.
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Baseline Softer FlST-CS p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 0.131 0.291 0.324 0.151 0.354 0.390 0.518
KITTI 01 7.753 5.394 9.470 8.910 7.519 11.695 0.002
KITTI 02 0.175 0.217 0.287 0.177 0.160 0.239 0.030
KITTI 03 0.046 0.037 0.059 0.046 0.039 0.060 0.330
KITTI 04 0.062 0.034 0.071 0.064 0.036 0.074 0.392
KITTI 05 0.101 0.226 0.248 0.097 0.205 0.227 0.341
KITTI 06 0.320 0.689 0.765 0.331 0.601 0.689 0.228
KITTI 07 0.089 0.072 0.116 0.081 0.063 0.103 0.189
KITTI 08 0.521 0.407 0.661 0.516 0.406 0.657 0.693
KITTI 09 0.447 2.355 2.509 0.421 2.091 2.243 0.681
KITTI 10 0.123 0.123 0.174 0.113 0.120 0.165 0.204

Table 4.8: Softer FlST-CS results: RPE(m), after averaging over 50 SLAM
runs.

Baseline FlST-TD p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 6.450 3.676 7.434 6.832 3.686 7.775 0.302
KITTI 01 342.902 202.688 398.630 321.784 184.721 371.300 0.484
KITTI 02 19.268 16.396 25.327 18.680 16.273 24.806 0.600
KITTI 03 0.931 0.656 1.152 0.920 0.625 1.127 0.623
KITTI 04 0.880 0.457 0.992 0.882 0.468 0.999 0.914
KITTI 05 4.900 1.796 5.222 5.244 2.124 5.685 0.255
KITTI 06 13.227 7.577 15.245 13.639 7.836 15.732 0.582
KITTI 07 2.389 1.088 2.629 2.496 1.182 2.769 0.542
KITTI 08 41.593 31.922 52.439 40.778 31.549 51.570 0.583
KITTI 09 38.818 25.021 46.254 34.922 22.600 41.666 0.242
KITTI 10 6.958 5.233 8.714 6.362 4.832 7.997 0.005

Table 4.9: FlST-TD results: APE(m), after averaging over multiple SLAM
runs.
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Baseline FlST-TD p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 0.131 0.291 0.324 0.131 0.295 0.328 0.957
KITTI 01 7.753 5.394 9.470 7.644 6.253 9.972 0.570
KITTI 02 0.175 0.217 0.287 0.177 0.217 0.288 0.986
KITTI 03 0.046 0.037 0.059 0.046 0.037 0.059 0.711
KITTI 04 0.062 0.034 0.071 0.064 0.034 0.073 0.563
KITTI 05 0.101 0.226 0.248 0.113 0.253 0.279 0.530
KITTI 06 0.320 0.689 0.765 0.323 0.595 0.679 0.222
KITTI 07 0.089 0.072 0.116 0.094 0.129 0.170 0.346
KITTI 08 0.521 0.407 0.661 0.512 0.407 0.654 0.588
KITTI 09 0.447 2.355 2.509 0.409 2.238 2.374 0.824
KITTI 10 0.123 0.123 0.174 0.113 0.115 0.161 0.020

Table 4.10: FlST-TD results: RPE(m), after averaging over multiple SLAM
runs.
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4.3.3 The moving object approach results
The results of the MO and HC+MO adaptations are presented in this section.
According to both these methods, moving objects are never tracked throughout
the pipeline. MO is built upon original ORB-SLAM2, after semantic integra-
tion, and HC+MO is built upon ORB-SLAM2, on top of the HC adaptation.

Figures 4.11 and 4.12 present the statistics on map points tracked on the
baseline and after the BA adaptations.

The most striking difference between the two adaptations and the baseline
is that, even though figure 4.11 shows that the overall number of map points
only slightly decreases after each adaptation, figure 4.12 reveals that points
classified as objects (non-background) get almost eliminated from the map.
This is the intended outcome of the method, since most of the objects present
in a KITTI sequence, that are not classified as background, are categorised as
moving objects.

The difference between the two methods is that HC+MO eliminates mul-
tiple class associations and class flips, while MO does not, as can be seen in
figure 4.12.
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Figure 4.11: Statistics on map points tracked on one exemplary run on KITTI
seq.07. Comparison between baseline, MO and HC+MO adaptations.
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Figure 4.12: Statistics on map points tracked on one exemplary run on KITTI
seq.07. Comparison between baseline, MO and HC+MO adaptations. Back-
ground points are excluded.
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Figure 4.13: Potentially moving objects are not tracked - KITTI sequence 07

The result of the moving object adaptation on a sequence frame can be
seen in figure 4.13. The frame depicted is close to the one in figure 4.1 so that
the reader can compare them and realize that moving objects are not tracked
any more. It is interesting to see how some keypoints are detected on the cars’
outlines, exactly at the edge of the corresponding segmentation masks.

The result of the moving object adaptation on the 3D map created by the
SLAM pipeline can be seen in figure 4.14. It consists of a monochromatic
map, since almost all non-background objects are categorized as potentially
moving and have not been tracked through the pipeline. One can compare this
map with the map on figure 4.4, where the same sequence was mapped by the
original BA mechanism of ORB-SLAM2, in order to realize how many map
points on potentially moving objects were tracked then and are now discarded.
For easier comparison, figure 4.15 is provided. It depicts the same detail on
both maps. Areas with multiple vehicles are outlined using black boxes. It is
clearly visible that potentially moving map points have disappeared from the
map.

Note: Figures 4.13,4.14 and 4.15 depict the results of the HC+MO adap-
tation. The MO adaptation results look pretty similar.
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Figure 4.14: A map without moving object points - KITTI sequence 08.
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(a) HC map detail (b) HC+MO map detail

Figure 4.15: The same detail of KITTI08 sequence map, after two different
BA adaptations. Areas with lot of vehicles in the HC map, are empty in the
HC+MO map. Interesting regions are outlined, for easier comparison.
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The effect of MO and HC+MO approaches on the trajectory estimation,
compared to the baseline, on every KITTI sequence plus one CARLA se-
quence with a multitude of moving objects, are presented in tables 4.11, 4.12,
4.13 and 4.14.

In contrast to all the previous strategies, with almost no effect compared
to the baseline, both approaches on the moving object strategy see to have a
strong, and mostly positive effect on the trajectory estimation. Even in KITTI
benchmark, where the scenery is majorly static.

In order to simplify the comparison between the two methods, a third pair
of tables is provided, tables 4.15 and 4.16, presenting the errors of the two
methods side by side, along with the respective t-test results. It is evident that
the two methods have significantly different results, with HC+MO adaptation
usually outperforming the simpler MO adaptation.

Baseline MO p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 6.450 3.676 7.434 7.324 3.860 8.296 0.051
KITTI 01 342.902 202.688 398.630 349.604 191.556 399.052 0.990
KITTI 02 19.268 16.396 25.327 18.663 16.156 24.724 0.615
KITTI 03 0.931 0.656 1.152 0.874 0.629 1.086 0.167
KITTI 04 0.880 0.457 0.992 1.040 0.530 1.168 0.014
KITTI 05 4.900 1.796 5.222 4.435 1.603 4.718 0.010
KITTI 06 13.227 7.577 15.245 13.411 7.531 15.383 0.832
KITTI 07 2.389 1.088 2.629 2.504 1.246 2.801 0.345
KITTI 08 41.593 31.922 52.439 34.927 29.328 45.635 0.00001
KITTI 09 38.818 25.021 46.254 12.380 8.282 14.935 0.00001
KITTI 10 6.958 5.233 8.714 6.705 5.084 8.423 0.095

CARLA 13 32.697 21.280 39.038 16.674 11.641 20.359 0.00001

Table 4.11: MO results: APE(m), after averaging over 50 SLAM runs.
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Baseline MO p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 0.131 0.291 0.324 0.138 0.398 0.428 0.262
KITTI 01 7.753 5.394 9.470 7.178 5.824 9.326 0.841
KITTI 02 0.175 0.217 0.287 0.172 0.363 0.422 0.031
KITTI 03 0.046 0.037 0.059 0.044 0.035 0.056 0.002
KITTI 04 0.062 0.034 0.071 0.066 0.038 0.077 0.092
KITTI 05 0.101 0.226 0.248 0.092 0.219 0.238 0.671
KITTI 06 0.320 0.689 0.765 0.335 0.869 0.938 0.136
KITTI 07 0.089 0.072 0.116 0.083 0.069 0.108 0.513
KITTI 08 0.521 0.407 0.661 0.422 0.379 0.567 0.00001
KITTI 09 0.447 2.355 2.509 0.232 1.773 1.805 0.211
KITTI 10 0.123 0.123 0.174 0.112 0.117 0.162 0.007

CARLA 13 0.556 0.544 0.784 0.338 0.288 0.448 0.0001

Table 4.12: MO results: RPE(m), after averaging over 50 SLAM runs.

Baseline HC+MO p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 6.450 3.676 7.434 6.457 3.388 7.300 0.733
KITTI 01 342.902 202.688 398.630 236.745 129.612 270.243 0.002
KITTI 02 19.268 16.396 25.327 16.907 14.924 22.576 0.059
KITTI 03 0.931 0.656 1.152 0.922 0.683 1.157 0.912
KITTI 04 0.880 0.457 0.992 0.877 0.460 0.991 0.979
KITTI 05 4.900 1.796 5.222 4.912 1.874 5.263 0.860
KITTI 06 13.227 7.577 15.245 13.923 7.799 15.960 0.287
KITTI 07 2.389 1.088 2.629 2.488 1.287 2.806 0.329
KITTI 08 41.593 31.922 52.439 34.485 27.964 44.431 0.00001
KITTI 09 38.818 25.021 46.254 13.144 8.830 15.884 0.00001
KITTI 10 6.958 5.233 8.714 6.438 4.795 8.038 0.003

CARLA 13 32.697 21.280 39.038 12.356 8.660 15.113 0.000001

Table 4.13: HC+MO results: APE(m), after averaging over 50 SLAM runs.
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Baseline HC+MO p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 0.131 0.291 0.324 0.118 0.231 0.264 0.441
KITTI 01 7.753 5.394 9.470 5.343 4.563 7.112 0.013
KITTI 02 0.175 0.217 0.287 0.164 0.515 0.560 0.001
KITTI 03 0.046 0.037 0.059 0.046 0.037 0.059 0.636
KITTI 04 0.062 0.034 0.071 0.062 0.034 0.070 0.979
KITTI 05 0.101 0.226 0.248 0.102 0.239 0.261 0.667
KITTI 06 0.320 0.689 0.765 0.313 0.645 0.719 0.462
KITTI 07 0.089 0.072 0.116 0.080 0.062 0.102 0.173
KITTI 08 0.521 0.407 0.661 0.411 0.364 0.550 0.00001
KITTI 09 0.447 2.355 2.509 0.247 1.909 1.943 0.316
KITTI 10 0.123 0.123 0.174 0.110 0.110 0.156 0.001

CARLA 13 0.556 0.544 0.784 0.241 0.202 0.318 0.000001

Table 4.14: HC+MO results: RPE(m), after averaging over 50 SLAM runs.

MO HC+MO p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 7.324 3.860 8.296 6.457 3.388 7.300 0.056
KITTI 01 349.604 191.556 399.052 236.745 129.612 270.243 0.001
KITTI 02 18.663 16.156 24.724 16.907 14.924 22.576 0.221
KITTI 03 0.874 0.629 1.086 0.922 0.683 1.157 0.141
KITTI 04 1.040 0.530 1.168 0.877 0.460 0.991 0.005
KITTI 05 4.435 1.603 4.718 4.912 1.874 5.263 0.018
KITTI 06 13.411 7.531 15.383 13.923 7.799 15.960 0.403
KITTI 07 2.504 1.246 2.801 2.488 1.287 2.806 0.969
KITTI 08 34.927 29.328 45.635 34.485 27.964 44.431 0.234
KITTI 09 12.380 8.282 14.935 13.144 8.830 15.884 0.805
KITTI 10 6.705 5.084 8.423 6.438 4.795 8.038 0.063

CARLA 13 16.674 11.641 20.359 12.356 8.660 15.113 0.003

Table 4.15: Comparison between MO and HC+MO results: APE(m), after
averaging over 50 SLAM runs.
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MO HC+MO p-value

Seq. mean std RMSE mean std RMSE
KITTI 00 0.138 0.398 0.428 0.118 0.231 0.264 0.047
KITTI 01 7.178 5.824 9.326 5.343 4.563 7.112 0.018
KITTI 02 0.172 0.363 0.422 0.164 0.515 0.560 0.148
KITTI 03 0.044 0.035 0.056 0.046 0.037 0.059 0.015
KITTI 04 0.066 0.038 0.077 0.062 0.034 0.070 0.044
KITTI 05 0.092 0.219 0.238 0.102 0.239 0.261 0.386
KITTI 06 0.335 0.869 0.938 0.313 0.645 0.719 0.048
KITTI 07 0.083 0.069 0.108 0.080 0.062 0.102 0.417
KITTI 08 0.422 0.379 0.567 0.411 0.364 0.550 0.037
KITTI 09 0.232 1.773 1.805 0.247 1.909 1.943 0.783
KITTI 10 0.112 0.117 0.162 0.110 0.110 0.156 0.203

CARLA 13 0.338 0.288 0.448 0.241 0.202 0.318 0.001

Table 4.16: Comparison between MO and HC+MO results: RPE(m), after
averaging over 50 SLAM runs.





Chapter 5

Evaluation and discussion

This chapter contains detailed result evaluation and reasoning behind the pos-
itive and negative effects of the different BA modification strategies designed,
implemented and tested within the context of this thesis project.

In order to answer the research question of this project, whether a tradi-
tional SLAM framework can get more robust by taking advantage of seman-
tics, the evaluation of each different modificationmethod is conducted by com-
paring against the original ORB-SLAM2 algorithm.

Even though different semantic SLAM solutions exist, and are mentioned
in the background study of this report, comparing against them was not pos-
sible, since they are mostly evaluated on artificial or handmade datasets, that
are not publicly available.

To make reasoning about the different effect on different sequences easier,
a comparison of all the sequences used is presented in table 5.1.

5.1 The hard constraint approach
As has been pointed out in the results chapter, trajectory estimation was not
significantly affected in most sequences, when the HC BA adaptation was ap-
plied. In the cases where it was indeed affected, the effect was usually negative.
In this section we will try to explore why.

HC adaptation prevents different class keypoints matching and tracking.
This approach would in principle prevent moving objects from being tracked,
since when an object moves, it will inevitably occlude points that had already
been classified as background or as some other kind of object. So it could be a
potential solution to a major challenge in SLAM: handling dynamic environ-

67



68 CHAPTER 5. EVALUATION AND DISCUSSION

Seq. Loops Frames Objects Dynamic Notes
KITTI 00 5 4540 Many No
KITTI 01 0 1100 Many Yes Faulty motion estimation
KITTI 02 4 4660 A few Slightly Lost due to lighting problems
KITTI 03 0 800 Very few No
KITTI 04 0 270 A few Yes
KITTI 05 3 2760 Many No
KITTI 06 1 1100 A few No
KITTI 07 1 1100 Many Slightly
KITTI 08 4 4070 Many Slightly
KITTI 09 1 1590 Many Slightly Lost due to lighting problems
KITTI 10 0 1200 A few No

CARLA 13 0 2499 Many Yes

Table 5.1: Benchmark sequence categorization.

ments. Unfortunately, there seem to be multiple scenarios where this strategy
has negative effects that outweigh the positive ones.

The main negative consequence HC has on SLAM, is that it reduces the
number of available matching keypoints. As a result, the pipeline might have
trouble finding enough matching keypoints in order to sustain tracking and
mapping, and it is easier for the algorithm to get lost.

A simple but frequent case where this could happen is when there is harsh
lighting, resulting in overexposed frames. Such frames exhibit a very low num-
ber of features by nature. The situation gets dramatically worse when the few
keypoints are also strictly constrained regarding potential matching. A more
specific scenario is the case where the camera gets completely occluded by
a fast moving object. In this case, the algorithm avoids tracking the object,
as it was instructed to do. But if not enough background points stay visible,
tracking and mapping gets disrupted.

A scenario like that is present in KITTI sequence 07: A fast moving truck
enters the frame and occludes a big part of it, as can be seen in figures 5.1 and
5.2. No keypoints are triangulated on it, since truck points are semantically
different than background points. If SLAM does not manage to keep track-
ing enough points on the background, in the frame area around the track, the
system will get lost. This actually happens occasionally in this specific case,
and that is why trajectory estimation on KITTI sequence 07 gets negatively
affected by the HC BA adaptation.
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Figure 5.1: Fast moving truck entering the frame, when most of the points are
classified as background. - KITTI sequence 07

Figure 5.2: The ruck is now in the middle of the frame. After the HC adapta-
tion, ORB-SLAM2 does not triangulate vehicle points on an area previously
classified as background. - KITTI sequence 07

Another case to consider is what would happen if a static point in space
was added to the map, and after a while it suddenly started to move. Even
worse, what would happen when a major part of the screen was occluded with
such objects. There is a similar case in the artificial, dynamic sequence tested:
a lot of cars stopped in front of a traffic light, suddenly start moving when the
traffic light turns green.

As can be seen on figure 5.3, when waiting at the traffic light, SLAM starts
tracking loads of points lying on vehicles, as they are static for this period of
time.

When the vehicles slowly start moving, original ORB-SLAM2 will soon
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Figure 5.3: Multiple points lying on vehicles are tracked, while the vehicles
are stopped at a traffic light.

Figure 5.4: When the vehicles start moving, ORB-SLAM2 stops tracking
them.

stop tracking them, since geometrically better matches will emerge. This can
be seen in figure 5.4. On the other hand, when same class matching and track-
ing is applied, once most of the currently tracked points are classified as ve-
hicles, SLAM is forced to keep tracking points classified as vehicles, while
rejecting geometrically better matches because they are classified differently.
As a result, points keeping being tracked on vehicles, while almost no back-
ground points are tracked, can be seen in figure 5.5. Consequently, SLAM gets
lost, and the performance of the pipeline on trajectory estimation deteriorates
significantly. A comparison between the estimated trajectories can be seen in
figure 5.6.
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Figure 5.5: After the HC adaptation, SLAM is forced to keep tracking points
on previously static vehicles that start moving.

Figure 5.6: Trajectory comparison between baseline, restricted associations
and moving object discarding on top of restricted associations. Bird eye view.
CARLA sequence with lots of moving cars.

5.2 The soft constraint approach
Different soft constraint strategies were designed and tested for this project.
The main idea behind these strategies is to harvest the benefits of HC, without
in the same time loosing valuable information due to network misclassifica-
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tion. So a flexible threshold on keypoint distance is set, allowing geometrically
good matches to be accepted, regardless of their class. The way this flexible
threshold is handled depends on the specific strategy.

Soft strategies have minor effects on trajectory estimation. FlST-CS BA
modification affects trajectory estimation in a similar way as HC modifica-
tion. FxST, softer FlST-CS and FlST-TD approaches have almost no effect on
trajectory estimation, compared to the baseline.

A primary explanation is that FlST-CS adaptation only allows really good
matches between different class points, essentially preventing most of them,
ending up having the same effect as the HC adaptation. Softer FlST and FxST
on the other hand, allow a significant portion of different class associations
to pass through, having a similar effect with the baseline. FlST-TD sets the
same threshold to different class matches as FlST-CS, but prioritizes the ge-
ometrically best matches over the similar class ones. That is what original
ORB-SLAM2 does, so it is not surprising that they have similar results as
well.

A deeper explanation for this insignificant change in performance is that
in reality, there is no need to account for network misclassifications. The net-
work does a pretty good job by itself, as qualitatively evaluated so far. The
reasons the HC strategy does not perform as expected is mainly because po-
tential matches are aggressively restricted in situations where they should not
be. The result is a SLAM pipeline that is forced to track (moving) objects
instead of letting them go and triangulate new points instead, or a pipeline
that is not able to detect enough valid matches so that it can keep tracking and
mapping. The result of softer approaches, an increase in geometrically good
information, does not help in such situations, since geometrically good infor-
mation does not exist there. A restriction relaxation, allowing geometrically
worse information, might have done the trick instead.

Nevertheless, the method was not tested in situations where the network
is prone to misclassification errors, such as changing or adverse weather con-
ditions. Evaluation under such scenarios would indicate whether it should be
further explored or abandoned.

5.3 The moving objects approach
Since bad performance in dynamic environments is a known key vulnerability
of visual SLAM pipelines, removing potentially moving objects was imple-
mented and tested for this project.
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5.3.1 The MO adaptation
As can be seen in tables 4.11 and 4.12, in the results chapter of the report, sim-
ply preventing keypoints on potentially moving objects from getting mapped
and tracked, according to theMOadaptation, significantly improves the pipeline
performance, in half of the sequences tested. This is a surprising result, since
KITTI sequences are not particularly dynamic, and most potentially moving
objects that are discarded by this method are actually static. In theory, static
objects aid trajectory estimation. Removing them could hurt performance
since a lot of valuable information would get lost. But as this experiment
proves, even a few moving objects can significantly affect the trajectory esti-
mation result. The effect is so significant, that it can outweigh the negative
effect of information loss due to object removal.

An evident problem with this approach is that map points are allowed to
be triangulated from different class keypoints. As a result, the algorithm can-
not be completely certain about a map point’s semantic class, when discarding
it. The situation gets worse when using the semantic integration method de-
signed for the project and described in the method chapter. According to this
method, a map point is classified as an object (non-background) even if it has
been detected multiple times on the background and only once on the specific
object. This method could lead to falsely classifying background points as
potentially moving objects. As a result multiple background points, bearing
valuable information, could get discarded with no reason.

Indeed, the MO adaptation has a negative impact on trajectory estimation
on a few sequences, since valuable information gets discarded and SLAM oc-
casionally gets lost. These sequences are pretty static, so information loss can-
not be compensated by preventing moving objects to interfere with the map-
ping and tracking process.

5.3.2 The HC+MO adaptation
When MO adaptation is applied on top of HC, the problem mentioned above
is solved. Each map point that gets discarded was definitely triangulated from
keypoints lying on potentially moving objects, and all map points that remain
intact were definitely triangulated from keypoints lying on static objects.

In the same time, MO helps address the HC method’s own issues. Forcing
moving objects to get consistently tracked, gets resolved, since according to
the MO adaptation no moving objects get tracked in the pipeline. In the same
time valuable information is preserved in cases of severe, abrupt occlusions,
since the MO adaptation makes the major part of keypoints gather in the back-
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ground, usually above the moving object level. As a result, enough keypoints
are always visible, even in cases of major occlusions.

The result is a highly accurate system, combining only the best aspects
of both methods, with impressive results compared to the baseline, that can
be seen in tables 4.13 and 4.14. It is the first of the designed methods that
significantly and positively affects trajectory estimation on seven out of the
twelve tested sequences, compared to the baseline. Trajectory estimation never
gets negatively affected, except from the relative pose error of KITTI sequence
02.

Specifically in a highly dynamic setting, such as the artificially generated
CARLA sequence, it achieves 60% increase in trajectory estimation accuracy
compared to the baseline, and 25% increase compared to the plain MO adap-
tation. Comparative trajectory graphs of four different methods’ results on this
sequence are presented in figures 5.7 and 5.8.

Figure 5.7: Trajectory comparison between baseline, HC, MO and HC+MO
adaptations. Bird eye view. CARLA sequence with lots of moving cars.
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Figure 5.8: Trajectory comparison between baseline, HC, MO and HC+MO
adaptations. Comparison on every axis. CARLA sequencewith lots ofmoving
cars.





Chapter 6

Conclusions

6.1 The proposed method
According to the evaluation conducted in the previous chapters, the HC+MO
method significantly outperforms all the other bundle adjustment adaptation
methods designed for this thesis project, along with the baseline. It performs
impressively in highly dynamic settings, nicely in mildly dynamic settings,
and similar to the baseline in static settings.

Comparison with the existing research on the field, in terms of accuracy,
was not possible, as explained in the evaluation chapter. But it is clear that it
is one of the simplest methods in the field at the time of writing, since it can
be implemented on top of any existing feature-based SLAM algorithm with
minor modifications on the bundle adjustment process.

Combining simplicity with substantial accuracy improvement in difficult
scenarios, the proposed method can be considered as a good solution to the
problem.

6.2 Limitations of the method
The proposed method has two major limitations.

First of all, the chosen deep network exhibits a long inference time. Per-
formance is further degraded by calling the network on every frame, and prop-
agating the semantic information within the pipeline. Since real-time perfor-
mance was not the goal of the thesis, the problem was not taken into consid-
eration when developing the proposed method. But computational efficiency
is crucial in order for the method to be applicable in real-world applications.
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The second major limitation is that the method discards a lot of valuable
information by restricting keypoint matching and removing moving objects.
In difficult scenarios, i.e. when only few keypoints can be extracted from the
frame or a significant part of the frame is occluded by moving objects, this
could potentially lead to tracking and mapping disruption. Controlling the
amount of discarded information by relaxing the method’s restrictions in such
cases could be a solution to the problem.

6.3 Future work
Future work for this project should first of all involve thoroughly testing the
proposed method on multiple highly dynamic sequences, in order to make
sure that the impressive performance observed in the specific sequence tested,
holds true in diverse dynamic environments.

After verifying the method’s robustness, one should try to tackle its limi-
tations.

Trying to build a real-time system based on the project’s proposed method
would be an interesting software engineering problem. One solution would be
to choose a more time efficient network, possibly in the expense of accuracy.
Another solution would be to follow ORB-SLAM’s paradigm and perform
semantic inference in a separate thread, in parallel with tracking, mapping and
loop-closing.

Controlling the amount of discarded information in difficult scenarios is an
interesting problem too. A potential solution would be to evaluate the num-
ber of extracted keypoints on each frame and relax the method’s restrictions
accordingly. Taking advantage of the semantics in order to add diverse infor-
mation to the system, in parallel with pruning useless information away, could
be another direction worth exploring.

Except from the above ideas, that could turn out to be complicated enough
to be considered as complete thesis projects by themselves, there are a multi-
tude of small modifications that could be applied to the proposed method in
order to further improve accuracy.

A first modification would be to apply the HC modification to the loop
closing part of the pipeline, except from tracking an mapping.

Another modification could be to experiment with the way semantic infor-
mation is propagated from keypoint to map point. In the proposed method, the
map point class is chosen considering the semantic class and the corresponding
network confidence, of all the keypoints associated with it. Confidence of all
detections is equally weighted, considering no prior knowledge about the net-
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work’s accuracy, and specific classes are always chosen over background, since
the network provides no confidence information regarding non-detection. The
above could be changed. Prior knowledge about the network’s misclassifica-
tion could be exploited in order to weight the different classes accordingly,
and/or provide some default confidence for the background keypoints.

The soft constraint methods tested in this project did not yield satisfactory
results. But to confidently discard them as useless, thorough testing would
be required. Thorough testing would involve experimentation with different
lowering percentages, as well as different percentages for the fixed and the
ratio table threshold.

On top of that, in all proposed methods, class compression has been ap-
plied to the different detected classes, before the stage of semantic classifica-
tion of keypoints andmap points. As a result, some network classification mis-
takes have already been spared in the process. Softer approaches’ main goal
is to account for network misclassification, so the comparison with a class
compressed baseline might not be fair. It would be interesting to compare
the different softer approaches with the baseline, when class compression is
switched off.

Finally, class compression was performed using intuition over class sim-
ilarity. Real network misclassification statistics between the classes could be
used instead.
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