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Abstract 

 

 
The digitalization of the energy industry has made tremendous energy data 

available. This data is utilized across the entire energy value chain to provide 

value for customers and energy providers. One area that has gained recent 

attention in the energy industry is the electricity load forecasting for better 

scheduling and bidding on the electricity market. However, the electricity data 

that is used for forecasting is prone to have anomalies, which can affect the 

accuracy of forecasts. 

 

In this thesis we propose two anomaly detection methods to tackle the issue of 

anomalies in electricity demand data. We propose Long short-term memory 

(LSTM) and Feed-forward neural network (FFNN) based methods, and compare 

their anomaly detection performance on two real-world electricity demand 

datasets. Our results indicate that the LSTM model tends to produce a more robust 

behavior than the FFNN model on the dataset with regular daily and weekly 

patterns. However, there was no significant difference between the performance 

of the two models when the data was noisy and showed no regular patterns. While 

our results suggest that the LSTM model is effective when a regular pattern in 

data is present, the results were not found to be statistically significant to claim 

superiority of LSTM over FFNN. 

 

Keywords: LSTM, FFNN, electricity load forecasting, anomaly detection 
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Sammanfattning 

 

 

Digitaliseringen inom energibranschen har tillgängliggjort enorma mängder 

energidata. Dessa data används över hela värdekedjan för energisystem i 

syfte att skapa värde för kunder och energileverantörer. Ett område som 

nyligen uppmärksammats inom energibranschen är att skapa prognoser för 

elbelastning för bättre schemaläggning och budgivning på elmarknaden. 

Data som används för sådana prognoser är dock benägna att ha avvikelser, 

vilket kan påverka prognosernas noggrannhet. 

 

I det här examensarbetet föreslår vi två metoder för detektering av avvikelser 

för att ta itu med frågan om avvikelser i data för elektricitetsbehov. Vi 

föreslår metoder baserade på Long short-term memory (LSTM) och Feed-

forward neural network (FFNN) och jämför dess prestanda att upptäcka 

avvikelser på två verkliga databanker över elbehovsdata. Våra resultat 

indikerar att LSTM-modellen tenderar att producera ett mer robust beteende 

än FFNN-modellen på data med upprepande dagliga samt veckovisa 

mönster. Det fanns dock ingen signifikant skillnad mellan prestanda för de 

två modellerna när data inte uppvisade regelbunda mönster. Även om våra 

resultat antyder att LSTM-modellen är effektiv när ett regelbundet 

datamönster finns närvarande, var resultaten inte statistiskt signifikanta för 

att påstå överlägsenhet av LSTM jämfört med FFNN. 
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Chapter 1 

 

1 Introduction 
 

 

The liberalization of the European electricity markets and the high penetration of renewable energy 

sources in the energy mix has given rise to new opportunities and challenges for electricity 

suppliers and consumers. Prior to liberalization, electricity suppliers were vertically integrated 

utilities that minimized their financial risk by passing on all their costs to the end customer in the 

form of cost-based contracts for electricity [1]. However, in recent years, a competitive electricity 

market has formed where market players can buy and trade electricity similar to any other 

commodity [2]. This has shifted end customer’s price from cost based to market based which means 

that electricity suppliers can no longer cover their expenditures by offering cost-based contracts. 

Thus, exposing the suppliers to a number of risks in the new market structure [1]. 

 

Today as a result, electricity suppliers are not only exposed to risk of fluctuating electricity and 

fuel prices but also to an issue of high penetration of renewable energy sources in the energy mix 

[1]. Renewable energy generation from sources such as wind and solar are intermittent in nature 

due to their dependence on meteorological conditions [3]. This makes it difficult for energy 

providing companies to forecast the energy needed to maintain the supply and demand equilibrium. 

Thus, accurate load forecasting is necessary for appropriate allocation of resources. 

 

Load forecasting has become a significant part of planning and operation for all active participants 

in the electricity market. With the new market structure in place, the penalty costs for under or over 

contracting electricity has significantly increased, making minimization of prediction error more 

important than ever [4]. In the context of electricity suppliers, forecasting end consumer load for 

electricity procurement has become essential. This is also true for other energy venders that buy 

electricity from the electricity wholesale market. 

 

So far, there have been a number of load forecasting techniques with varying degree of success 

proposed. Nazeeruddin [5] and Weron [6], give a comprehensive overview of many different 

forecasting techniques, examining the strengths and weaknesses of each forecasting method backed 

by extensive literature. These methods can be classified into two basic categories: statistical 

methods and Artificial Intelligence (AI)-based methods. According to Nazeeruddin [5], the most 

active research in the field of load forecasting is in the AI domain. These methods utilize historical 

electricity load time series and meteorological data to forecast the demand in the near future. For 

accurate forecasting, it is important that the historical data is reliable but electricity demand time 

series are prone to have anomalies. These anomalies can occur due to power outages, 
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communication failures, activation of circuit breakers at substations, and meter malfunctions [7]. 

The existence of anomalies in the demand data can affect the training of models and accuracy of 

load forecasts. 

 

An anomaly can generally be described as a rare data point that is significantly different from the 

rest of the data. A common definition of an anomaly found in statistics and data mining literature 

is as follows [8]: “An anomaly is an observation which deviates so much from the other 

observations as to arouse suspicions that it was generated by a different mechanism.” Depending 

on the application, anomalies can be referred to as novelties, deviants, or outliers, but for the sake 

of consistency, the term anomaly will be used throughout the report. According to Banerjee and 

Kumar [9], anomalies can be grouped into four main categories: 

 

1. Point Anomalies: A single instance of data that deviate from the rest of data. They are the 

simplest type of anomalies that are found in the majority of data domains. 

2.  Contextual Anomalies: Data instances are said to be contextual anomalies if they are 

considered anomalous in a specific context but normal otherwise. Most common examples 

of contextual anomalies can be found in time series data. For instance, a particular low 

temperature point might be normal during the winter, but the same value during the summer 

could be an anomaly.  

3. Collective anomalies: A set of data instances that are normal when viewed individually but 

anomalous if considered together. These anomalies are most prominent in time series 

sequences.  

4. Change points anomalies: This type or anomalies are specifically found in time series data 

where sudden changes in data records or patterns are observed. However, not all change 

points are considered anomalies. 

 

 Developing anomaly detection methods have proven to be difficult as defining an anomaly is a 

challenge in itself [9]. Moreover, the lack of labeled datasets makes it difficult to test and evaluate 

anomaly detection systems. Though in many cases manual labeling takes place but it is a time 

consuming process and requires domain expertise [10].  

 

In the time series domain there is a close relationship between prediction and anomaly detection 

methods. Paulheim [11] showed how to transform an instance of outlier detection into a prediction 

problem. After all, an outlier is a deviation of normal model of input features and a predictive 

model can help in modeling these features. Any violation of the predicted features will represent 

violation of normal data model and therefore correspond to an outlier.  

 

Deep learning methods are gaining attention due to their ability to handle complex, non-linear 

models. Specifically, artificial neural networks are able to learn high-level representations from 

raw data with minimal need for manual feature engineering and domain expertise [1]. In the domain 
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of time series and sequential data, recurrent neural networks (RNN) are gaining popularity due to 

their ability to recognize patterns in sequences of data. A variation of RNN called long-short term 

memory (LSTM) has seen research interests specifically in problems where learning long range 

patterns in time series are required [12]. There have also been studies on the application of feed-

forward neural networks (FFNN) in time series domain [13]. However, there is little work available 

on how RNN compare with FFNN in time series anomaly detection.  

 

1.1 Research Question 
 

The primary research question investigated in this thesis is as follows: 

 

 How does the performance of RNNs LSTM compare with FFNN for anomaly detection 

on electricity demand time series?  

 

1.2 Scope of the problem 
 

1. The study will only focus on short-term anomaly detection with a one-step ahead time 

horizon. 

2. This thesis will not detail any study on statistical models in anomaly detection. The scope 

will be limited RNNs and FFNNs. Readers interested in statistical models for predictive 

anomaly detection can refer to [1] and [14]. 

3. Features in this thesis has been restricted to only electricity demand because correlated 

features such as temperature and humidity were not available for the obtained datasets. 

4. The study is limited to investigating anomaly detection methods on two electricity demand 

datasets, which constraints any statistical validation. 

 

1.3 Thesis outline 
 

This thesis is structured in chapters following an empirical thesis outline. Chapter 2 gives 

background on the subject of anomaly detection and is divided into two sections: relevant theory 

that is important for understanding the project and related works. Chapter 3 represents the proposed 

anomaly detection method and details the algorithm steps. Next, we state the results obtained from 

implementation of our proposed method in chapter 4. This is followed by a discussion on the 

results, limitations and possible future works in chapter 5. Finally, we conclude our work in chapter 

6.  
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Chapter 2 

 

2 Background  
 

 

Electrical load forecasting has been an important tool for electric utilities and generators that 

ensured the supply and demand equilibrium of electricity.  However, in recent years the 

electricity market has gone under deregulation that has allowed many other players to participate 

in the market. This has led to more competition and a higher need for accurate planning of 

resources. The time horizon of planning resources can vary from just a few hours ahead to as 

much as 20 years depending on the type of forecasting. These types of load forecasting can be 

categorized into three areas [15]: 

 

 Short-term forecasting has a forecast horizon of a day up to a week ahead, and is crucial 

for generators and electric utilities to plan their generation units according to the demand. 

 Medium-term forecasting is considered to have a forecast horizon of up to two years 

and is used for operations and maintenance purposes.   

 Long-term forecasting has a forecast horizon of several years in the future. This type of 

forecasting is interesting for transmission system operators and electric utilities in 

planning power network expansion. 

An integral part of load forecasting is electricity consumption data. The quality of data is very 

important for accurate forecasts. Nowadays, majority of electricity consumption data is generated 

by smart meters in buildings and industries. A smart meter is an electrical device that measures 

electricity consumption and communicates the information with electric suppliers [16]. The meter 

typically measures the electricity consumption on an hourly or more frequent basis, and daily 

communicates the information to electric supplier. A problem, however, arises in situations of 

power outages, communication failures and meter malfunction that leads to data gaps and 

anomalies [7]. 

 

2.1 Relevant theory 
 

2.1.1 Artificial Neural Networks 
 

Artificial neural networks (ANN) are a form of machine-learning algorithms vaguely inspired by 

the structure and working of a biological brain. An ANN is made up of a set of connected artificial 

neurons or nodes. A neuron may consist of many inputs, each individually weighted to increase or 

decrease the original input signal. These weighted input signals are then summed up before being 

passed through an activation function to produce output. A mathematical representation of a neuron 

can be given by the equation: 𝑦 = 𝑓 (∑ 𝑤𝑖𝑥𝑖 + 𝑏)𝑁
𝑖=1 , where the parameters 𝑓, 𝑥, 𝑦, 𝑤, 𝑏 represents 

activation function, input signal, output signal, weight, and neuron bias respectively. A graphical 

representation is shown in Figure 2.1. 
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Figure 2.1: A simple artificial neuron. The output is produced by summing all the weighted inputs 

and passing them through an activation function. Adapted from [17] 

 

 

The activation function of a node determines the output of that node and is responsible for 

introducing non-linearity into the neural network. Some of the widely used activation functions 

are: sigmoid, tan-h, linear activation, and ReLU [18]. Equations defining each of the activation 

functions are given by 2.1, 2.2, 2.3 and 2.4.  

 

 

 

 𝑠𝑖𝑔𝑚𝑜𝑖𝑑 𝜎 (𝑧) =  
1

1 + 𝑒−𝑧
 (2.1) 

 

 

 
tanh(𝑧) =  

2

1 + 𝑒−2𝑧
− 1 = 2 x 𝑆𝑖𝑔𝑚𝑜𝑖𝑑 (2𝑧) − 1 (2.2) 

 

 

 

 𝐿𝑖𝑛𝑒𝑎𝑟 𝑎𝑐𝑡𝑖𝑣𝑎𝑡𝑖𝑜𝑛 𝑎 (𝑧) =  𝑧 (2.3) 

 

 

 

 𝑅𝑒𝐿𝑈 = max(0, 𝑥) (2.4) 

 

 

 

2.1.2 Feed-forward Neural Network  
 

Feed forward neural network (FFNN) are a class of neural networks that comprise of several 

neurons organized in such a way that each node has a connection with every node in the preceding 
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layer. A feedforward network with one hidden layer is shown in Figure 2.2. The first layer from 

the left is called the input layer because it receives the input signal. The output of the network is 

received through the final layer (at extreme right) and is called the output layer. In between, there 

can be one or many layers called hidden layers. The information in a feedforward networks only 

flows in the forward direction, starting from input layers and passing through hidden layers towards 

the output nodes. Depending on the number of hidden layers, feed forward networks are also called 

Multi-layered networks of neurons (MLN).  

 

 

 
Figure 2.2: Feed-Forward Neural Network consisting input, hidden, and output layer. Adapted 

from [19] 

 

 

 

The network learns through the error obtained by comparing the actual output with the output 

obtained from training samples. A cost function is constructed which calculates the distance 

between the predicted and actual output. In regression problems the cost function commonly used 

is called mean squared error (MSE), as seen in Equation 2.5, where 𝑦𝑖 is the actual value, �̂�𝑖 is the 

predicted value and N is the number of observation. In other words, MSE calculates the squared 

distance between the actual and predicted value of the outputs. 

 

 

 

𝑀𝑆𝐸 =
1

𝑁
 ∑(𝑦𝑖 − �̂�𝑖)

2

𝑁

𝑖=1

 (2.5) 

 

 

Many different algorithms have been invented to minimize cost functions in learning problems. 

Gradient descent is by far one of the most popular algorithms used to optimize a variety of learning 
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problems including neural networks [20]. In neural networks the cost function is minimized by 

changing the weights of the neurons such that the error is reduced. 

 

2.1.2.1 Feedforward neural network learning 

 

The learning of a neural networked can be viewed as an optimization problem of finding the 

minimum of the cost function. One of the most common methods used in learning of neural 

networks is called Backpropagation. Backpropagation is a gradient descent based algorithm that 

works by iteratively calculating the gradient of the cost function with respect to network’s weights 

and biases. Backprop moves backwards from the final error through the outputs, weights and inputs 

of hidden layers, calculating partial derivatives on the way to adjust the weights. With each iteration 

of gradient, the weights and biases are updated until the minimal error is achieved. 

 

 

 
𝜃𝑡+1 = 𝜃𝑡 − 𝛼

𝜕𝐸(𝑋, 𝜃𝑡)

𝜕𝜃
 (2.6) 

 

 

Equation 2.6 shows the iterative process of updating weights and biases (θ) by calculating the 

partial derivative of cost function E(X,θ). The learning rate 𝛼 is used to control the learning process 

of neural network, in order words, the amount of weights and biases that are updated during an 

epoch [21].  Some of the other variants of gradient descent which are helpful for training neural 

nets are stochastic gradient descent (SGD), Adagrad, Adam and RMSProp [20].  

 

2.1.3 Recurrent Neural Networks RNNs 
 

Recurrent network is a class of neural networks that contain cyclic connections that makes them 

more suitable to model sequential data than traditional feedforward neural networks [22]. RNNs 

are designed to preserve past sequential information in the network’s hidden states, which effects 

the processing of each new output. The differentiating feature of RNN is the state maintaining 

mechanism introduced through a feedback loop as shown in Figure 2.3. Through this loop, RNN 

is able to maintain a memory of the previous input states.  

 
Figure 2.3: A simple architecture showing one-unit recurrent neural network. Adapted from [23]. 
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A simple RNN’s hidden state can be mathematically represented by Equation 2.7, where the hidden 

state at the current timestep t is ht and depends on the current input xt, the hidden state from the 

previous input ht-1, and a transition matrix also known as hidden state-to-hidden state matrix V. 

Similarly, the output of the network can be represented by Equation 2.8, where W represents the 

weight matrix for hidden to output transition and b is the bias. The function ∅ is called the 

squashing or activation function of a node in the neural network. It is used to adjust extreme values 

into a logistic space, and make gradients workable for backpropagation.  

 

 

 ℎ𝑡 = ∅(𝑈𝑥𝑡 + 𝑉ℎ𝑡−1 + 𝑏ℎ) (2.7) 

 

 

 

 𝑜𝑡 = ∅(𝑊ℎ𝑡 + 𝑏𝑜) (2.8) 

 

 

2.1.3.1 RNNs learning 

 
Similar to Feedforward networks, RNN’s learning also rely on backpropagation and gradient 

descent rule. However, an extension of backpropagation called Backpropagation through Time 

(BPTT) is used to train RNNs on sequential data such as a time series [24]. The process of BPTT 

can be summarized in the following steps:  

 

1. Feed a sequence of timesteps of input and output pairs to the network. 

2. Unroll the network as shown in Figure 2.3 and calculate the error across all timesteps. 

3. Roll-up and update weights of the network  

4. Reiterate. 

 

However, RNNs have shown to perform poorly when dependences across long time intervals are 

required to be learned [25]. Training an RNN with backpropagation through time involves 

propagating the error gradients across each time step. If input sequence is made up of thousands of 

timesteps, which is the case in many applications, then the amount of derivatives required for a 

single weight update is equal to the number of timesteps. Backpropagation through many timesteps 

requires the derivative to be multiplied at many stages along the network, making the value either 

very large or very small. This makes the derivative susceptible to exploding or vanishing 

respectively. The issue of exploding gradients can be solved relatively easily by applying truncation 

or squashing. However, solving the issue of vanishing gradients is considered to be difficult [26]. 

Hochreiter et al. proposed a solution to vanishing gradients by introducing a new variation of RNNs 

called Long Short-Term Memory (LSTM) [26].  
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2.1.4 Long short term memory 
 

LSTMs overcome the problem of vanishing gradients by preserving the error that backpropagates 

through network layers and time. They are able to contain this information through a gated cell 

structure that controls what is stored in, written to or read from an LSTM cell. As shown in  

Figure 2.4, there are three gates in an LSTM cell that are responsible for altering the cell state: 

forget gate, combination of input & candidate gate, and an output gate, all feeding into the upper 

horizontal edge called cell state. In the first step, a concatenated signal consisting of current input 

and previous output is fed to each of the gates. Then, the output of each of the gates decides either 

to update or keep the previous cell state unchanged. Finally, a combination of signal from the output 

gate and the current cell state decides the output of the cell. For detailed working of the gates and 

cell state the reader is encouraged to refer to [25] and [27].  

 

 

 
 

Figure 2.4: LSTM cell showing four neural network layers (yellow) with pointwise operations 

(pink). Adapted from [22]. 

 

 

 

 

 

 𝐹𝑜𝑟𝑔𝑒𝑡 𝑔𝑎𝑡𝑒 𝑜𝑢𝑡𝑝𝑢𝑡: 𝑓𝑡 = 𝜎(𝑊𝑓 ∙ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑓) (2.9) 

 

  

 𝐼𝑛𝑝𝑢𝑡 𝑔𝑎𝑡𝑒 𝑜𝑢𝑡𝑝𝑢𝑡: 𝑖𝑡 = 𝜎(𝑊𝑖 ∙ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑖) (2.10) 

 

  

 𝑁𝑒𝑤 𝑐𝑎𝑛𝑑𝑖𝑑𝑎𝑡𝑒 𝑣𝑎𝑙𝑢𝑒  �̃�𝑡 = 𝑡𝑎𝑛ℎ(𝑊𝐶 ∙ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝐶) (2.11) 

 

  

  𝐶𝑢𝑟𝑟𝑒𝑛𝑡 𝐶𝑒𝑙𝑙 𝑆𝑡𝑎𝑡𝑒: 𝐶𝑡 = 𝑓𝑡 ∗ 𝐶𝑡−1 + 𝑖𝑡 ∗ �̃�𝑡) (2.12) 
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 𝑂𝑢𝑡𝑝𝑢𝑡 𝑔𝑎𝑡𝑒: 𝑜𝑡 = 𝜎(𝑊𝑜 ∙ [ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑜) (2.13) 

 

 

 𝑂𝑢𝑡𝑝𝑢𝑡 ℎ𝑡 = 𝑜𝑡 ∗ tanh (𝐶𝑡) (2.14) 

 

 

 The output of an LSTM can be represented by the set of equations 2.9 – 2.14, where 𝑓𝑡, 𝑖𝑡, 𝑜𝑡, and 

 �̃�𝑡 are the outputs at tth timestep from forget, input, candidate and output gates respectively. All 

the gated outputs pass through a sigmoid activation function to give a value between [0,1] except 

for the output of candidate gate which passes through a tanh function to output a value between [-

1,1]. The variables 𝑥𝑡, ℎ𝑡, bk , and Wk denote the input, output, bias and weight vectors respectively 

where their subscripts k represents the type of gate.  

 

2.2 Related Works  
 

2.2.1 Anomaly Detection in general 
 

A significant amount of work has been done on time series data analysis [28], specifically in the 

context of removing noise and smoothing time series for more accurate prediction and regression 

[29]. Anomaly detection in most of the data domains is viewed as an unsupervised problem where 

labels of anomalies are not known prior to training a model on a dataset. However, the unsupervised 

problem can be solved by using supervised models. Hawkins el al. [31], explores this idea by 

training a Replicator Feed-forward Neural Network on a sample data set to predict the data 

dependencies. The network is trained by minimizing the reconstruction error for the training data 

and adjusting the network weights accordingly. Then, the trained model is applied over all the data 

to calculate an outlier factor OFi which is basically the average of reconstruction error over all the 

input variables (features) at ith observation. The OF is used to rank the data in a descending order 

where the highest rank is expected to have the largest amount of anomalies. This method was tested 

on KDDcup1 dataset containing data for Intrusion and Breast Cancer detection. The results show 

that the trained model was able to identify anomalies with the top 1% of the ranked data containing 

all the intrusions, and the top 40 ranked cases containing 77% of all malignant cases (outliers).  

 

In [32], unsupervised anomaly detection is formulated as a set of regression learning problems. 

The basic idea is to repeatedly apply a predictive model to predict the values of each input attribute 

using other attributes as features, and calculate the squared-error for each of the iteration. More 

precisely, the approach can be described in two steps: first, a predictive model is trained for each 

of the attributes using all other features as independent variables, and then the deviation of 

predicted values from the actual data is calculated. The computed deviation is used to assign a 

weight for each attribute, depending on the quality of respective predictive model, to calculate a 

final anomaly score. The approach is also known as attribute wise learning for scoring outliers 

(ALSO). The authors compared the performance of their proposed method with Local outlier factor 

LOF, Support vector machine SVM and Cross-feature analysis CFA on 47 UCI2 datasets. The 

                                                 
1 http://kdd.ics.uci.edu/databases/kddcup99/kddcup99.html 
2 https://archive.ics.uci.edu/ml/index.php 

http://kdd.ics.uci.edu/databases/kddcup99/kddcup99.html
https://archive.ics.uci.edu/ml/index.php
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results showed superior performance of the proposed method and its ability to generalize well on 

a range of unsupervised and semi supervised tasks. 

 

2.2.2 Anomaly Detection using artificial neural networks 
 

Another anomaly detection related study was done in [33], where a real time anomaly detection 

system was developed for environmental sensor time series data. The authors proposes a method 

based on autoregressive model of the data and its prediction interval. In the study, a one step ahead 

prediction is executed using 4 different prediction models: Naïve predictor, nearest cluster (NC), 

multilayer perceptron (MLP), and single layer linear network (LN). If the predicted value falls 

within the prediction interval, which is computed using standard deviation of the model residual, 

then the value is considered to be a normal data point otherwise it is an anomaly.  

 

In a more relevant data domain, Hollingsworth [34], proposes an interesting approach by 

combining ARIMA and RNN architecture for anomaly detection in power consumption data. A 

predictive model is developed for each of the method to compute the difference between predicted 

and observed consumption values. The residual obtained from both the models is matched at same 

timesteps to predict a potential anomaly. According to the authors, combining RNN and ARIMA 

predictive models result in better anomaly detection performance as opposed to when applied 

individually.  

 

2.2.3 Anomaly detection with LSTMs 
 

In [35], stacked LSTM networks are used to detect anomalies in ECG time signals. A predictive 

model is trained on normal ECG data that is used to obtain an errors vector of the difference 

between the predicted and observed values. Then, a Gaussian distribution is fitted to the error 

vectors to set a threshold for classifying normal or anomalous behavior. The results were indicated 

that LSTM models can be a practical option for detecting anomalies in ECG signals. A similar 

approach is also used in [12] to detect anomalies in three different time series datasets. The best 

results were achieved on power consumption data where a precision of 0.94 and recall of 0.17 were 

obtained.  

 

An important application of anomaly detection is found in intrusion detection. In [36], an LSTM 

RNN based model is proposed to detect collective anomalies in an intrusion dataset3 known as 

KDD 1999. A simple LSTM RNN architecture is trained on the given dataset to detect individual 

point anomalies at each timestep. In order to detect collective anomalies, a circular array is 

introduced that stores the most recent prediction errors. The array gives the sum of prediction errors 

and the percentage of anomalous observations in the data. These metrics are then used to set a 

threshold for classifying a subsequence as a collective anomaly. The results show the capability of 

LSTMs to detect collective anomalies with a true positive rate of 86%.  

 

  

                                                 
3 www,kdd.ics.uci.edu/databases/kddcup99/kddcup99.html 

http://kdd.ics.uci.edu/databases/kddcup99/kddcup99.html
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Chapter 3 

 

3 Methods 
 

 

This chapter explains the methods that were followed to develop the anomaly detection algorithm 

for electricity demand data. First, the datasets used in the thesis are presented to show the pattern 

and anomalies found in the datasets. Then, the labelling and injection of anomalies are shown. 

Next, we present our proposed anomaly detection method in steps. Finally, a brief discussion on 

how RNNs LSTM are implemented in Keras4. 

 

3.1 Datasets  
 

A known issue that arises with evaluation of anomaly detection algorithm is the lack of labelled 

datasets that are publicly available. Therefore, most of the published work either uses application 

specific datasets or synthetic datasets. The problem with synthetic datasets is that there is no 

guarantee that the detection algorithm will perform in the same way as on a real dataset. On the 

other hand, application specific algorithms also have their issues such as their lack of generalization 

on other datasets [37]. However, since the focus of this thesis is not to develop a generalize 

detection algorithm but a method specifically for electricity demand data, only an approach to 

mitigate the issue with synthetic datasets had been adopted. 

 

Two real world electricity demand datasets were used in this thesis. The first dataset represents the 

power consumption of a Dutch research facility5 with only normal observations. The dataset had 

also been previously used in [12] and [37] for anomaly detection related works. This dataset is 

referred to as Dutch power demand DPD throughout the report, and is used as benchmark dataset. 

The second real world dataset is collected from Expektra AB and represents normal and anomalous 

power consumption measurements from one of the Swedish electricity regions6. The dataset will 

be referred to as Expektra power demand EPD in this report.  

  

                                                 
4 https://keras.io/layers/recurrent/ 
5 The Dutch research facility dataset can be download from http://www.cs.ucr.edu/~eamonn/discords/ 
6 https://www.nordpoolgroup.com/the-power-market/Bidding-areas/ 

https://keras.io/layers/recurrent/
http://www.cs.ucr.edu/~eamonn/discords/
https://www.nordpoolgroup.com/the-power-market/Bidding-areas/
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3.1.1 Dutch power demand dataset 
 

The Dutch consumption dataset contains 35040 power demand observations from Monday 6 

January 1997 to Sunday 28 December 1997 with a resolution of 15 minutes. A week in the data is 

represented by 672 observations with peaks indicating high power consumption on weekdays and 

no peaks showing low consumption on the weekends. An example of weekly consumption is shown 

in Figure 3.1. The figures also indicate three types of seasonality in the data – a daily, weekly and 

annual pattern that resembles with most real world electricity consumption.  

 

 

 
(a) 

 

 
(b) 

Figure 3.1: Dutch consumption data with the vertical axis of electricity demand and horizontal 

axis of date. (a) Normal electricity demand for a week with high demand on weekdays and low 

demand on weekends. (b) Total demand for the year 1997 indicating an annual pattern. 
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3.1.2 Expektra data set  
 

The dataset provided by Expektra AB had measurements for the last four years where data from 

Monday 05 January 2015 to Sunday 04 March 2019 were extracted for this thesis. The data has an 

hourly resolution with 168 time steps representing a week. Similar to Dutch consumption data, a 

peak indicates high demand and absence of peak represents lower demand. However, unlike Dutch 

consumption data, peaks does not indicate weekdays or weekends because it was observed that a 

reasonable number of weeks had peaks on the weekends, an example is shown in Figure 3.2 (a). 

The data also exhibits a number of spikes and level-shifted subsequences which were key to the 

type of anomalies that were introduced in the Dutch consumption data as discussed in the next 

section. 

 

 

 
                                                                  (a) 

 
                                                                  (b) 

Figure 3.2: Expektra consumption data with the Y- axis for electricity demand and X-axis for 

date. (a) Electricity demand for a week with high demand on weekdays and low demand on 

weekends. (b) Total electricity demand for four year 
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3.2 Data preparation 
 

3.2.1 Anomalies in Dutch consumption data 
 

The Dutch consumption time series had no preexisting anomalies, apart from the noise as the peaks 

do not occur at the same time of the day, so manually adding anomalies to the data provided control 

over the type and location of anomalies in the time series. Two types of anomalies were introduced 

to the data – point and contextual anomalies. The point anomalies in the time series are referred to 

as points where the magnitude of power demand is substantially higher the rest of the data.   

 

 
                                                               (a) 

 
                                                               (b) 

 

Figure 3.3: Introduced anomalies in Dutch consumption dataset. (a) An anomaly of length 672 is 

highlighted. (b) A time series discord (anomaly) where no peak is observed on a weekday.  
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The contextual anomalies were injected in the data by offsetting a week (≈ 672 consecutive time 

steps) by a fixed magnitude. Additionally, a few weekdays in the data had no peaks which mostly 

coincided with public holidays in the year 1997. These were also considered as contextual 

anomalies or time series discords as studied in [38]. Examples of anomalies introduced in the data 

are shown in Figure 3.3. 

 

3.2.2 Anomalies in Expektra data 
 

A number of preexisting anomalies were found in the Expektra consumption datasets. Therefore, 

only manual labelling of anomalies was conducted, and no synthetic anomalies were added to the 

dataset. The labelling of anomalies were done by analyzing the data on a weekly resolution to 

identify any sharp changes and abnormal subsequences that did not concurred with the normal 

weekly pattern. The observation with the most unusual time series subsequences were labelled as 

anomalies, an example of two types of anomalies are shown in Figure 3.4. Since, there are no 

guiding principles on manually labelling a power demand dataset, we labelled only the observations 

which were the most unusual and different from rest of the data.  
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                                                              (a) 

 
                                                            (b) 

Figure 3.4: Manual labelling of anomalies in Expektra consumption. (a) A spike that stands out 

from the rest of the series. (b) Three subsequences with abnormal behavior compared to the rest of 

series. 

 

3.3 Data splits    
 

In case of Dutch consumption data, the dataset was split into two sets where normal dataset was 

exclusively reserved for training N and validation1 V1 of the networks, with 60% of the total data 

for N and 7.8% for V1. The second set which included normal observations and synthetic anomalies 

were divided into validation2 V2 and test T, and comprised 15% and 17.2% of the total data, 

respectively. The sequence of the data was not shuffled to maintain their temporal dependencies 
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which is desired for models like the RNNs LSTM that depend on learning these temporal sequences 

[39]. A similar approach was adopted for the Expektra consumption data with the same percentages 

for each split but no distinction was made between normal and anomaly sets. The data was split in 

a sequential order with the possibility of anomalous points being in N or V1 sets. 

 

3.4 Anomaly detection method 
 

The anomaly detection method adopted in this thesis consists of three stages. In the first stage, 

LSTM and FFNN deep learning models are trained on the datasets to learn the behavior of normal 

data. In the second stage, the trained models are used to predict values in the datasets and obtain 

prediction errors. In the final stage, prediction errors are used to derive anomaly scores for observed 

data.  

3.4.1 Prediction models  
 

Two types of prediction models were implemented in this thesis – LSTMs and FFNN. The model 

building steps for each of them are alike with some difference in implementation which are pointed 

out below. 

 

Both the models were implemented in Keras which provides a high level API for implementation 

of Deep Neural Networks. The models requires an input sequence of length b where xt-1, xt-2, xt-3, 

…, xt-b is the input sequence with lookback value of b. The lookback parameter in Keras represents 

the number of most recent time steps that will be provided as inputs to the model. Similarly, the 

length l of future predicted values is denoted as lookahead. The LSTM used in this thesis is a 

stacked layer LSTM where a single layer of LSTM cells, as shown in Figure 2.4 of section 2.1.1, 

is stacked upon a similar layer with the output from the first layer ℎ𝑐
1, c= t-1, t, …, t+1 is used as 

input to the subsequent LSTM layer.  

 

In order to predict multiple timestep ahead, we experimented on both the models with different l 

values to predict the future consumption t+1, t+2, …, t+l. This was done to further compare 

LSTMs with FFNN in context of time series modelling. Also, predicting multiple time step ahead 

could provide an early indication of an anomaly that is about to occur. However, multiple time step 

ahead prediction proved to be a challenge and came at an expense of accuracy. Consequently, we 

chose a lookahead value of 1 i.e. one step ahead prediction to maximize the prediction accuracy. 

Also, since anomaly detection in this thesis was required to be done in an offline setting where the 

entire data is already available, it suffices to limit our prediction horizon to one-step ahead. This 

implies that anomaly detection will be performed when a new observation is given as an input to 

the system.  

 

The parameter tuning for each of the models was done according to the datasets. In general, the 

parameters that were tuned to achieve the best possible performance were dropout, loss function, 

optimizers, network architecture, activation functions and learning rate. Adam optimization 

algorithm, and MSE loss function were used to train both the models. The rest of the parameters 

were found using an open source library for Bayesian optimization7. However, the parameters 

                                                 
7 https://github.com/SheffieldML/GPyOpt 

https://github.com/SheffieldML/GPyOpt
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obtained from the optimization seemed to overfit the models, so we manually tuned the parameters 

from there.  

 

3.4.2 Anomaly detection  
 

Anomaly detection is carried out on prediction errors that are obtained from the validation2 V2 and 

test T sequences. In the first step, the prediction errors obtained from the training N sequence are 

modelled to fit a normal distribution with mean µ and standard deviation Σ obtained using maximal 

likelihood estimation. The distribution is then used to calculate the log of likelihood function l(t) 

for each prediction error e(t) obtained from V2 and T at time t. The values of l(t) are used as an 

anomaly score with a lower value indicating higher likelihood of an anomaly. Next, a threshold τ 

is learned from V2 that maximizes the F-score. Finally the learned threshold is used to evaluate the 

performance of the models on T sets. 

 

3.5 Evaluation metrics 
 

The performance of models to detect anomalies were evaluated by measure of precision, recall, 

false positive rate (FPR) and F-score given by equations 3.1, 3.2, 3.3, and 3.4 respectively.   

 

 

 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 
 (3.1) 

 

 𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒 
 (3.2) 

 

 𝐹𝑃𝑅 =  
𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 
 (3.3) 

 

 𝐹1 𝑆𝑐𝑜𝑟𝑒 =  2 ∙
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∙   𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙 
 (3.4) 

 

 

Precision signifies the fraction of anomalies that are rightly detected to the total number of time an 

anomaly was reported, and recall is the number of correct anomalies detected divided by all 

anomalies that are present in the set. In order to compute the anomaly score and set the threshold 

for test T set, the F-score was used, which is the harmonic mean of precision and recall. The 

decision to use F-score was made on the basis that a balance between the use of precision and recall 

is required for anomaly detection in electricity demand data. However, it must be noted that the 

model with the best value of F-score does not necessarily mean the best model choice because the 

decision is primarily influenced by the application.  

 

Furthermore, we measured the performance of the models by plotting Receiver operating 

characteristics (ROC) curves. The ROC curve is plotted with recall against FPR, and informs how 

much the model is able to differentiate between positive and negative class. The area under the 

ROC curve (AUC) quantifies the distinguishing capability of a model and ranges from zero to one. 
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An AUC near to 1 means the model has excellent distinguishing capability and is able to correctly 

classify negative and positive class. A model with an AUC near to 0 has worst separability of 

classes, in fact, the model reverses the results and predicts zeros as ones and ones as zeros. A model 

with an AUC of 0.5 means the model is random guessing and has no capacity to separate between 

positive and negative class.  

 

 

3.6 Algorithm summary 
 

The method followed in order to achieve anomaly detection were similar for LSTM and FFNN 

models. A summary of the algorithm is presented below:  

 

1. The prediction models were trained on the training N set to learn the normal pattern of the 

data. The network parameters were tuned using Bayesian optimization followed by manual 

tuning with early stopping done on the validation1 V1 data.  

2. The trained models were used to find the prediction errors e(t), where e is the difference 

between prediction made at time t-1 and the measured value received at present time t. 

Subsequently, prediction error vectors were obtained for the training eN , validation2 ev2 , 

and test eT data.  

3. A set of errors eN   are modeled as a normal distribution with µ and Σ obtained by the 

maximum likelihood estimation. A verification of normality for each set of errors is 

conducted with quartile-quartile plot (See Appendix Figure A1 - Figure A4). 

4. l(t) values are computed for ev2  using distribution parameters from step 3, and a threshold 

value τ, that maximizes F1 score, is selected for the test set . 

5. The set threshold τ is used to evaluate the performance of anomaly detection on eT .  

 

3.7 Keras  
 

The deep learning models in this thesis were implemented with Keras, a Python-based deep 

learning library. Keras is a high level API of Tensorflow8 that is used for fast prototyping and 

implementation of many Deep neural networks DNNs. Since, most of the DNNs come built-in with 

Keras libraries, it was straight forward to implement FFNN using the existing documentation found 

on Keras webpage9. However, for more complex architectures like LSTMs, it was found that Keras 

API did not provide much flexibility in terms of network information and required the input data 

to be structured in a specific way. This had an impact on the way we conducted experiments with 

Keras LSTMs.  

 

Keras provide two types of LSTM implementations – Stateless and Stateful. In the stateless mode, 

the ability of LSTM to learn long term dependences is inhibited by resetting the cell state between 

                                                 
8 https://www.tensorflow.org/ 
9 https://keras.io/ 

https://www.tensorflow.org/
https://keras.io/
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each batch, meaning the cell state is only maintained for the input sequences of length equal to the 

lookback time steps. Therefore, the ability to learn long-term dependences in data is switched off 

by default. On the other hand, stateful LSTM mode provides an option to maintain cell states across 

the training batches with a precondition of maintaining a fixed batch size throughout the training 

and testing phase. This was required due to the manner in which LSTM was implemented in Keras. 

After each batch sample, keras propagates the cell states from the previous batch samples to the 

next batch in the form of an array output_dim which is equal to the number of LSTM cells. In 

simple terms, a time step (sample) at location i in an index of batch 2 will know the states of the 

time step at location i in the index of the batch 1. This is the reason that a fixed batch size was 

maintained throughout the experiments. However, this makes the model restrictive in the sense that 

the number of predictions are always the same as batch size. It becomes a problem when we want 

use the network in an online setting where a larger batch size is desired for training and only one 

prediction (batch size =1) is required for anomaly detection on a new observation. 
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Chapter 4 

 

4 Results  
 

 

This chapter presents the results obtained by anomaly detection on each dataset. The results from 

the each dataset are divided into three sections. First, the results from experiments to learn the 

threshold τ on validation2 V2 set are presented. Then, the predictive performance and anomaly 

scores obtained from FFNN and LSTM models are shown. Finally, anomaly detection performance 

of models are evaluated on the test T set. The prediction model specifications used for each datasets 

are given in Table 4.1. 

 

4.1 Dutch power demand data 
 

The DPD dataset was split into four sets: Train N, Validation1 V1, Validation2 V2, and Test T. The 

proportion for each set, as described in section 3.3, were maintained at N = 60%, V1 = 7.8%, V2 = 

15% and T = 17.2% for FFNN and LSTM models. The results from the evaluation of threshold, 

prediction performance and anomaly detection are presented below.  

 

4.1.1 Evaluation of threshold 
 

We quantitatively evaluated different thresholds against performance measures to learn the 

threshold τ that maximized anomaly detection. Three performance measures were computed for 

FFNN and LSTM namely, Precision, Recall and F-score using the V2 set. We varied the threshold 

within range of -35 to -5 to compute the values for Precision, Recall and F-score based on log 

likelihood l(t). An observation X(t) was considered anomalous if its corresponding l(t) was less 

than the threshold, else the observation was normal. We classified an anomalous observation to 

belong to the positive class and a normal point belong to the negative class. The resulting 

performance measures are shown in Figure 4.1. It can be seen that with a very low value of 

threshold most of the observations are anomalies and the value of precision is very high. As the 

threshold value is increased to about -24, a drastic drop in the precision of LSTM model is 

observed. This is due to a sudden increase in the number of false detection of anomalies. 

Consequently, if the value of threshold is set much higher the values of Precision continues to fall 

because of more false detection of anomalies. The opposite is observed for Recall, which increases 

with threshold values. Our results show that LSTM performs better on all three measures with 

values mostly higher than FFNN for different thresholds. The resulting threshold τ that maximized 

the F-score on V2 set for LSTM and FFNN were found to be -10.15 and -28.28 respectively. 
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Figure 4.1: Evaluation of performance measures for different threshold values. (a) The precision 

against different threshold values for FFNN and LSTM. (b) Recall vs threshold curve for FFNN 

and LSTM. (c) The dependence of F-score on the threshold for both predictive models. 
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Table 4.1: Prediction model specification for each dataset are given. The "Hidden" in the Network 

architecture shows the number of units in each hidden layer. “Stateful” signifies the ability of 

models to pass on state information to the next batch. 

Dutch Consumption Dataset 

 
Network 

architecture  
Parameters Stateful Lookback 

Batch 

Size 

MSE 

Training, 

Validation V1 

FFNN 

Hidden1:60 

Hidden2:30 

Hidden3:30 

Learning rate: .001 

Patience: 6 

Optimizer: Adam 

Epochs: 300 

No 48 1024 
0.012,  

0.022 

LSTM 

Hidden1:100 

Hidden2:80 

 

Learning rate: .001 

Patience: 6 

Optimizer: Adam 

Epochs: 60 

Yes  2 672 
0.061, 

0.082 

Expektra Consumption Dataset 

 
Network 

architecture 
Parameters Stateful Lookback 

Batch 

Size 

MSE 

Training, 

Validation V1 

FFNN 

Hidden1:60 

Hidden2:30 

Hidden3:30 

Learning rate: .001 

Patience: 6 

Optimizer: Adam 

Epochs: 500 

No 24 1024 
0.021, 

0.038 

LSTM 

Hidden1:100 

Hidden2:80 

 

Learning rate: .01 

Patience: 6 

Optimizer: Adam 

Epochs: 50 

Yes 2 168 
0.079, 

0.177 
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4.1.2 FFNN 
 

The FFNN model was built with a network architecture of three hidden layers with 60, 30 and 30 

neurons, respectively, followed by an output layer with sigmoid activation function. The network 

was set with a learning rate of 0.001, and patience of 6. The model was trained using the Adam 

optimizer with epoch of 60 in a non-stateful mode. The fixed time window available for FFNN 

input was set at 48 lookback with a batch size of 1024. The model gave an MSE of 0.012 and 0.022 

on training and validation sets, respectively.  

 

 

 

 
Figure 4.2: The figure shows only a part of the set T. The top plot shows the True and prediction 

values with their respective residual error for every time step. The bottom plot gives the log 

Likelihood (anomaly scores) for residual errors at time t for all time steps. 

 

The Figure 4.2, shows the result of FFNN prediction model on the test T set. Two anomalous 

regions shaded are shown with their respective residual errors. The model gave good prediction 

accuracy with low residual error but did not detect anomalies represented by missing peaks on 

weekdays. However, the model was able to predict level shifted weeks and gave a noticeable 

residual error at time steps where level shift anomalies were present. The respective anomaly scores 

l(t) are also shown in the figure, with more negative values indicating abnormal behavior. A value 

of τ = -25.5, learned from validation2 V2 set, was chosen for the set T where l(t) < τ are classified 

as anomalous observation, else the observation are considered normal. The FFNN was only able 

to predict outliers that had high magnitudes than the rest of the data but could not predict discords 

which are the unusual missing peaks seen on weekdays.  
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4.1.3 LSTM 
 

The LSTM model trained on DPD data was developed with a network architecture of two hidden 

layers with 100 units in the first layer and 80 units in the second, and a dropout of 0.2 between the 

two layers. This was followed by a dense output layer of single neuron with linear activation 

function. We trained the model with Adam optimizer for 60 epochs and the parameters; learning 

rate, patience, and batch size where set at 0.01, 6 and 672, respectively.  The lookback value was 

equal to 2. The LSTM model gave an MSE of 0.061 on N and 0.082 on V1.  

 

 

 
Figure 4.3: The figure shows 4 out of 10 weeks from set T with the shaded region indicating true 

anomaly regions. The top plot shows the True and prediction values with their respective residual 

error for every time step. The bottom plot gives the log Likelihood l(t) (anomaly scores) for residual 

errors at time t for all time steps. 

 

The prediction accuracy of FFNN model was observed to be better than LSTM model on validation 

V2 and test T sets. The MSE obtained from LSTM on V2 and T was 0.168 and 0.307 respectively. 

The FFNN model gave an MSE of 0.034 and 0.077 on V2 and T respectively. While the MSE 

measure indicate better prediction performance of FFNN model, they are not a good measure for 

anomaly detection performance. As seen in section 4.1.1, the LSTM model performed better for 

all three metrics of anomaly detection despite high MSE values. This is because the sets V2 and T 

contain anomalies and a high MSE value on these sets indicate that the predictive model is able to 

learn the normal behavior of data and output values which conform to normal data resulting in high 

prediction errors at instances of abnormal observations. Figure 4.3 shows this behavior of LSTM 

where the model tries to predict the missing weekday peak based on the normal weekly pattern. 

The LSTM remembers the weekly pattern with the state maintenance mechanism that allows it to 

build a memory for all the past observation across batches. A threshold of τ = -10.15 learned from 

V2 set was used to calculate anomaly scores. Similar to FFNN model, the l(t) values lower than τ 

indicate positive anomalies which can be observed in the figure at time steps corresponding to the 
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shaded regions. The model was able to detect most of the true anomalies while incurring some false 

positives.  

 

4.1.4 Anomaly detection 
 

Table 4.2: Performance metrics of the LSTM and FFNN obtain on the set T with a threshold set 

from V2 set.  

Dutch consumption dataset 

 Precision Recall F-score 

LSTM 0.609 0.679 0.642 

FFNN 0.866 0.235 0.370 

 

 

Table 4.2 contains results of performance metrics obtained for DPD dataset with FFNN and LSTM 

models. The LSTM model outperforms FFNN in terms of F-score and Recall, indicating an overall 

better model to detect the positive and negative class of anomalies. However, the FFNN model was 

higher in Precision as compared to LSTM, the reason for which was found out to be that for most 

of the observations l(t) values were higher than τ, resulting in no anomaly detection. The few 

observations that were lower than τ were true anomalies making true positive significantly larger 

than false positive. Thus, a high Precision score. Similarly, the low Recall value confirms that true 

positive were only high when compared to false positives, the number of anomalies not detected 

(false negatives) was even higher.  

 

 

 
Figure 4.4: ROC curve for LSTM and FFNN models with true positive rate on y-axis and false 

negative rate on the x-axis. The area under the curve (AUC) for both the models is also shown in 

the figure. 

 

 

An ROC curve plotted in Figure 4.4 further shows that the LSTM model tended to deliver more 

robust performance in distinguishing anomalies from normal observations than FFNN model for 
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DPD dataset. The AUC for LSTM model was estimated at 0.961, meaning there is ca. 96% chance 

that the model will distinguish between an anomaly and normal observation. On the other hand, 

the AUC for FFNN model was found to be 0.414, which shows that the model has no real ability 

to discriminate between a positive and a negative class. 

 

 

4.2 Expektra power demand data 
 

 

4.2.1 Evaluation of threshold 
 

We performed similar experiments on the EPD data, where first the value of τ was found by 

computing different threshold values against measures of Precision, Recall and F-score on the 

validation V2 set. The threshold was varied from -25 to -3 and the corresponding performance 

measure were calculated based on l(t) values lower than τ. The performance measure found were 

in contrast with the outcome obtained from DPD dataset. There was no significant performance 

difference observed for measures of Precision and Recall, but the F-score for FFNN was higher 

than LSTM for threshold values of -13 to -9, as shown in Figure 4.5. The value of τ chosen for set 

T was found to be -9.76 and -10.34 for FFNN and LSTM, respectively.  

 

 
Figure 4.5: Evaluation of performance measures against different threshold values for Expektra 

consumption dataset. (a) Shows the precision against different threshold values for FFNN and 

LSTM. (b) Gives the Recall vs threshold curve for FFNN and LSTM. (c) Presents how Fscore 

changes with threshold for both of the predictive models. 
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4.2.2 FFNN 
 

The FFNN model used for EDP dataset was built with a similar network architecture as the NN 

used for DPD dataset. The network comprised of three hidden layers with neurons of 60, 30 and 

30 respectively. The output was a dense layer with sigmoid activation function. The network was 

trained with Adam optimizer in 500 epochs and was set with a learning rate of 0.01. The lookback 

window was set at 24 representing a single day with batch size of 1024. The model gave an MSE 

of 0.021 and 0.039 on N and V1 set respectively. 

 

 
Figure 4.6: The figure shows only a part of the set T Expektra dataset. The top plot shows the True 

and prediction values with their respective prediction error for every time step. The bottom plot 

gives the log Likelihood (anomaly scores) obtained on prediction errors at time t for all time steps. 

 

 

The predictive performance of FFNN on Expektra dataset is shown in the top plot of Figure 4.6 for 

test T set. Four anomalous regions are shown shaded in the plot with their corresponding prediction 

errors. The FFNN model for Expektra power dataset gave a similar prediction accuracy as FFNN 

model for Dutch power dataset, giving high prediction error at most instances where anomaly was 

present. Unlike DPD data, a week in Expektra dataset was not defined with five weekday peaks 

and no peaks on weekends, because most the weeks in Expektra data had peaks on all seven days, 

so FFNN’s ability to detect any missing peaks was not evaluated here. The model did gave high 

prediction errors at time steps where the anomalous subsequences begin, indicating an anomaly as 

shown by the high prediction errors right at the start of the shaded subsequences in Figure 4.6 

(except the first shaded region). The bottom plot shows the corresponding l(t) for the prediction 

errors. The value for τ was set at -9.76 for anomaly detection on T, results are shown in Section 

4.2.4.  The FFNN model was able to predict the beginning of anomalous subsequence but could 

not give noticeable prediction error for anomalies preceding that.  
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4.2.3 LSTM 
 

The Network architecture for stacked LSTM used on Expektra dataset was built with two hidden 

layers with 100 and 80 units respectively. The dropout rate between the layers was set at 0.2 with 

a learning rate of 0.01. The model was trained with Adam optimizer in 500 epochs with a batch 

size of 168. The LSTM model’s training and validation set gave an MSE of 0.061 and 0.177 

respectively. 

 

 

 
Figure 4.7: The figure shows a snippet from set T with the shaded region indicating true anomaly 

regions. The top plot shows the True and prediction values with their respective residual error for 

every time step. The bottom plot gives the log Likelihood l(t) (anomaly scores) for residual errors 

at time t for all time steps. 

 

 

The accuracy for LSTM predictive model did not perform well than FFNN model. The MSE 

obtained from LSTM on V2 and T was 0.145 and 0.1941 respectively. In comparison, FFNN model 

gave an MSE of 0.0612 and 0.0316 on T and V2. The reason for this is similar to LSTMs 

performance on DPD data mentioned in section 4.1.3. It can be seen from Figure 4.7 that the 

predicted values deviate in the regions where anomalous subsequences start and continues to 

deviate for some time, resulting in high prediction error. The bottom plot also shows much lower 

peaks at instances of anomalies. The value for τ = -10.34 was selected for anomaly detection on set 

T, with results presented in the next section.   
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4.2.4 Anomaly detection 
 

Table 4.3: Presents the performance metrics to evaluate LSTM and FFNN models for anomaly 

detection on set T. 

Expektra consumption dataset 

 Precision Recall F-score 

LSTM 0.505 0.549 0.526 

FFNN 0.572 0.486 0.486 

 

 

 

Anomaly detection performance of LSTM model and FFNN EPD dataset are shown in Table 4.3. 

The LSTM model performed similar to the FFNN model. The higher F-score for LSTM model was 

achieved due to a slight higher Recall score compared to FFNN. However, the FFNN model once 

more scored a higher Precision value than LSTM model, conforming to the results obtained on 

DPD data.  

 

 

 
Figure 4.8: ROC curve for FFNN and LSTM obtained from EPD dataset over various thresholds. 

The area under the curve (AUC) for both the models are shown in the figure. 

 

An ROC curve in Figure 4.8 further shows that the LSTM model performance was similar to that 

of FFNN. However, AUC for FFNN tends to be slightly higher than LSTM (0.818 vs 0.701). The 

AUC for FFNN seems to have improved on the EPD datasets as compared to AUC on DPD data. 

In contrast, AUC for LSTM seems to have dropped from 0.96 on DPD data to 0.70 on EPD datasets. 

Nevertheless, both the models show similar performance in terms of AUC and there is not enough 

data to draw any statistically valid conclusions. 
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Chapter 5  
 

5 Discussion 
 

 

This section answers the central research question with the supporting results. First a summary of 

key findings is presented where the predictive and anomaly detection performances will be 

discussed. Later, the effect of some of the parameters along with limitations and future works is 

discussed.  

 

5.1 Summary of key findings 
 

The objective of the thesis was to examine which of the two proposed approaches delivers more 

robust performance for anomaly detection in electricity demand data. Two deep learning models 

were selected to achieve the objective: LSTM and FFNN. The former was selected because of its 

capability to learn long term dependencies in the data and high research interest, while the latter 

was selected based on its similarity to the company’s existing neural network and lack of 

comparison to LSTMs in anomaly detection literature. We proposed two anomaly detection 

algorithms based on the aforementioned models, and investigated their performance in terms of 

anomaly detection and their ability to learn temporal dependencies for two electricity demand 

datasets. The anomaly detection models were based on a two-step algorithm, where the first step 

was to predict the normal behavior of data and the second one was the actual anomaly detection. 

Our results indicate that there was a trend for one-step ahead FFNN based prediction to be more 

robust than that of LSTM on both of the datasets used in this study. In terms of anomaly detection, 

the LSTM tended to offer better results than FFNN, achieving higher F-scores on both the 

consumption datasets. It should be emphasized however that the trend was not obvious for the AUC 

measure and that the comparison could not be statistically validated due to limited data (please see 

section 5.4).   

 

From our analysis of prediction output by LSTM and FFNN models, it was found that FFNN model 

was able to differentiate point anomalies from normal data only when the observation were extreme 

values. In case of an anomalous subsequence or discord where the observations did not show 

extreme values, the FFNN model failed to identify anomalous regions. On the other hand, LSTMs 

demonstrated tendency to be more robust at predicting discords in the data despite the fact that 

showed higher prediction error at time steps preceding the discords, resulting in higher false 

positives. It can be said that the choice of prediction model depends on the type of anomaly present 

in the dataset. It was also observed that the LSTM greatly benefited from a well-defined pattern in 

data. For instance, the DPD dataset showed obvious daily and weekly patterns that the LSTM 

model was able to learn with the help of state maintenance mechanism. This was not the case for 

Expektra dataset where the data was observed to be noisy and did not show a regular daily or 

weekly pattern. As a result, the LSTM ability to remember long term periods did not provide any 

benefit, and there was no significant improvement in performance over FFNN. Our reasoning are 

supported by the works of [40] and [12]. Brezak et al. [40] compared the predictive performance 
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of FFNN and RNN based algorithms on noisy Mackey-Glass nonlinear chaotic time series which 

is related to Expektra dataset as its elements are harder to predict. The results achieved for both 

networks were similar with RNN performance slightly better than FFNN. For a regular pattern in 

the data, the LSTM performed well in distinguishing the normal from abnormal behavior. For 

example, Malorta et al. [12] used LSTMs for anomaly detection on the DPD dataset where the 

model was able to predict anomalous daily peaks in the data, but no comparison was made with 

FFNN. 

 

The anomaly detection performance for both models was based on prediction errors achieved in 

step 1, so it was expected that the model with better ability to predict normal behavior would 

perform better on anomaly detection test. This did not prove to be entirely true as the type of dataset 

played an important role in deciding which model was more robust for anomaly detection. 

Analyzing the results for Dutch consumption data, the F-score showed a tendency to be higher for 

the LSTM model than FFNN model. A study done in [12] also presents similar results were an 

LSTM model was able to detect discords in DPD dataset achieving an F0.1-score of 0.9. For the 

case of Expektra dataset, the results showed no obvious difference in F-measures for LSTM and 

FFNN models. A reason for this is believed to be the high level of noise in daily and weekly patterns 

throughout the data. 

 

5.2 Sliding window method 
 

There are several ways in which an anomaly can be defined in the dataset. For instance in case of 

DPD dataset, an anomalous peak is represented by approximately 32 time steps (8 hours),  we 

could treat the entire peak as one collective anomaly, or define each time step as an individual 

anomalies. Similarly, a level shifted week could mean one collective anomaly or 672 anomalies. 

The way we defined anomalies had a big impact on the results of anomaly detection. A common 

approach to the issue has been to define each anomalous observation as one anomaly and use a 

sliding window based method to classify consecutively occurring anomalies as collective outliers. 

We followed a similar approach by defining each anomalous observation at time t as a single 

anomaly and experimented with different window sizes. We observed that for larger window sizes 

the FFNN model did not detected any anomalies whereas LSTM model was able identify only a 

few anomalous subsequences. Upon close examination of the detected anomalies it was seen that 

the length and number of consecutive anomalies in the prediction errors were not enough to proceed 

with sliding window method, and the performance outcomes were misleading. Therefore, we 

decided against using a sliding window based approach and settled on a thresholding approach 

where the evaluation metrics were tested against different threshold values. However, this does not 

mean that a window based approach is not suitable for anomaly detection in electricity demand 

data. Our thresholding approach could easily be adapted to a sliding window method if the length 

and number of anomalies at consecutive time steps are increased. 

 

5.3 Normality of predictor residuals 
 

Upon testing the distribution of residuals from the predictor models we found out that the 

distributions were symmetric and unimodal but depicted thick tails when compared to a normal 

distribution. This can be clearly observed in a quantile-quantile plot shown in Figure A1 - Figure 

A4. The plots give a visual representation of how quantiles from our residuals (vertical axis) 
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compares to quantiles of a standard normal distribution (horizontal axis). A distribution is said to 

be normal if the points lay approximately on the reference line, whereas deviation from the line 

indicates difference from a normal distribution. The plots can be seen to approximately follow the 

reference line within the range ± 1.5 (85% of data) of theoretical quantiles. Beyond the range, the 

residual samples seem to deviate from the reference line with residual quantiles having larger 

values than theoretical quantiles, indicating thick tails of distributions from residuals. 

Consequently, any calculation of probability at the tails will be an underestimate of the actual 

probability. However, our proposed algorithm does not depend on calculating p-values from the 

distribution, since we only use the distribution to set a threshold that separates anomalies, the 

algorithm can still be used without any modification.  

 

5.4 Limitations 
 

A common issue that is faced in anomaly detection studies is insufficient availability of labelled 

datasets. This was also one of the major challenges in our study, where we had to work with 

unlabeled real-world datasets. The field of anomaly detection is vast and it seems that different 

application/data domains have different strategies to deal with the issue. We could not find any 

specific guidelines on labelling a power demand dataset. However, a common strategy in anomaly 

labelling is to take a dataset known to have only normal measurements and manually add synthetic 

anomalies to the data. However, a key problematic issue with this approach is that there is no 

guarantee that the dataset provides a fair comparison for anomaly detection against a real-world 

dataset with anomalies. We tried to mitigate this issue by adding to the Dutch power dataset (real-

world normal dataset) only those types of anomalies that were observed in the Expektra dataset 

(real-world anomalous dataset). Similarly, the labeling of normal behavior was acquired from 

Dutch power data, which only had normal observations. Nevertheless, the labeling of normal and 

abnormal data was a subjective task, and could be a source of error that is difficult to control. 

 

A fundamental limitation of our study is a low number of independent datasets to provide valid 

statistical evaluation. This clearly prevents us from making any conclusive statement about the 

comparative performance of the models under investigation.  Also, in hindsight, if the study were 

to be repeated, we would start with testing our models on a range of well controlled synthetic 

datasets prior to testing more complex real-world scenarios.  

 

Another problematic issue worth mentioning is the way Stateful LSTMs are implemented in Keras. 

Although Keras is a widely used library for DNNs with well documented implementation steps, 

there seems to be lack of information and confusion in the developer community about the internal 

workings of Keras Stateful LSTMs. This restricted us to only work with out-of-the-box functions 

with less control over the network. For instance, LSTMs implementation in Keras restricts the user 

from using different batch dimension for training and predicting which essentially limits the model 

to offline anomaly detection. An alternative to Keras is TensorFlow10, a low-level library, which 

supposedly provides much more flexibility in terms of building novel architectures and function 

customizations. This however requires much more time to implement and a good understanding of 

the underlying TensorFlow architecture.  

 

                                                 
10 https://www.tensorflow.org/ 

https://www.tensorflow.org/
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5.5 Future work  
 

The limited amount of time available for a thesis project means that some factors were left out of 

the study which could have resulted in a better investigation of anomaly detection methods. While 

our work investigated anomaly detection performance of two neural networks on two electricity 

demand datasets, there are some aspects which can further improve our understanding of the 

subject. Some of the future works that could be worth investigating are as follows:  

 

Testing on electricity demand data with higher time resolution 

 

In this thesis we were not able to investigate the effects of using higher time resolution data on 

anomaly detection. Studies such as [40], [41] and [42] have shown that using higher resolution data 

can allow detection of anomalies even with simpler statistical models. Thus, the need for 

developing complex architectures like LSTMs might not even be required. Therefore, it would be 

interesting to further investigate if higher time resolution power data could improve anomaly 

detection performance. A related study could also be to compare performance of DNNs against 

statistical models on power demand data.  

 

Further model validation using more electricity demand datasets  

 

To further understand the advantage of using LSTM or FFNN model, it would be valuable to 

validate the models using more than two electricity demand datasets. Investigating on different 

demand datasets can allow for drawing general conclusions that could hold for different types of 

demand datasets. For instance, the two demand datasets used in our study were from a building 

level (residential) and district level. Thus, it would be interesting to validate the models on more 

types of demand datasets such as industrial level and electrical vehicle consumptions. 

 

Hybrid neural networks for time series 

 

Another interesting research area for learning the normal behavior of data is using Hybrid neural 

networks. Specifically, LSTMs combined with Convolutional neural networks CNN have shown 

better performance in learning the normal behavior of time series data. Studies in [43][44] claim 

an improvement in model loss with a hybrid neural network. They first used a CNN to extract 

salient features from the data, followed by LSTMs to capture temporal dependency in the time 

series. It could be interesting to investigate further the performance of hybrid systems in anomaly 

detection for time series data.  
 

5.6 Ethics and sustainability  
 

Climate change is one of the most pressing issues of the present century that is estimated to have 

adverse effects around the globe [45]. According to IPCC11, one of the key drivers of the climate 

change and rise in temperatures are CO2 emissions. Around 40% of the global CO2 emissions are 

directly linked to burning of fossil fuels for electricity generation [46]. This makes the electricity 

                                                 
11 https://www.ipcc.ch/report/ar5/wg2/ 

https://www.ipcc.ch/report/ar5/wg2/


36 

 

generation industry one of the largest contributor to global climate change. Active measures are 

being taken to replace fossil fuel based generation with renewable energy. 

 

Our study makes a contribution to climate change mitigation by improving the load electricity 

forecasting accuracy through anomaly detection. Improved forecasting accuracy allows for more 

integration of renewable energy sources in the generation mix thus replacing traditional fossil fuel 

based generation. Furthermore, accurate forecasting of demand allows electrics utilities to balance 

their portfolios ahead of the actual delivery of electricity. This minimizes the risk of penalty for 

under or over contracting electricity, and ensures a supply as well as demand equilibrium. 

Therefore, our work contributes to make renewable energy technology competitive in the 

electricity market and promotes the integration of renewable energy. 

 

In addition to sustainability, we have also taken into account the ethical aspects of our work. We 

have used two electricity demand datasets in the study where one dataset was publicly available 

and the other was acquired from Expektra AB. The use of a public dataset means that there were 

no concerns over the privacy and consent of the owner. The dataset obtained from Expektra AB 

was kept confidential by removing the units of power consumption to avoid an information leak to 

competitors. The use of electricity datasets also means that there were no direct collection of data 

from human or animal subjects.  
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Chapter 6 
 

6 Conclusion  
 

 

 

In this study the anomaly detection performance of LSTM and FFNN based models were compared 

on two electricity demand datasets. Our results indicate that the LSTM model tends to produce a 

more robust behavior than the FFNN model on the dataset with regular daily and weekly patterns. 

However, no performance difference was observed between the two models on dataset where there 

was no obvious daily and weekly pattern. While our results suggest that the LSTM model is 

effective when a regular pattern in data is present, the results were not found to be statistically 

significant to claim superiority of one model over the other. Additional work is still required to 

obtain the model that performs best on a wider range of electricity demand datasets. Therefore, 

based on our results, we cannot give recommendations for using the LSTM model for anomaly 

detection in electricity demand data. However, our work serves as useful reference for further 

research into the subject.  
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Appendix  
 

 
Figure A1: Quantile-Quantile plot for residual errors obtained from LSTM model for DPD data. 

 

 
Figure A2: Quantile-Quantile plot for residual errors obtained from FFNN model for DPD data 
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Figure A3: Quantile-Quantile plot for residual errors obtained from FFNN model for EPD data 

 

 
Figure A4: Quantile-Quantile plot for residual errors obtained from LSTM model for EPD data 
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