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Abstract
A socially assistive robot capable of helping with domestic work through understanding natural language instructions is still considered a difficult challenge. This work investigates how deep learning algorithms could help us
to achieve this goal. Specifically, it focuses on solving the problem of enabling robots to identify objects while navigating in a house environment with
language-based interactions. The proposed challenge is solved by implementing three different models. The first model relates the home objects to its
typical locations in home regions by solving a classification problem through
a neural network architecture. The second model is focused on navigating
by understanding language-based commands. This model is solved through a
LSTM-based sequence-to-sequence model with an attention mechanism over
the language instructions, based on Anderson et al. [1] work. Finally, the third
one is centered on identifying the target object by comprehending its associated referring expression. This last model is based on Hatori et al. [2] listener
model. Each model is evaluated by using different data-sets suitable to the
task. To accomplish the thesis, Matterport3D simulator is used as the main
home environment. The purpose of this work is to analyse and study the limitations of the current solutions and the possible problems that we could face
when implementing this in a real scenario. Hence, limitations and conclusions
from each of the steps are properly stated.
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Sammanfattning
Att konstruera en robot som är kapabel att hjälpa till med hushållsarbete genom
förståelse av naturligt språk anses fortfarande vara en svår uppgift. Detta arbete
undersöker hur djupinläringsalgoritmer kan hjälpa oss att lösa denna uppgift.
Specifikt, så fokuseras det på att lösa problemen som gör det möjligt för roboten att identifiera objekt under navigering i en hemmiljö. Problemet löses
genom implementering av tre olika modeller. Första modellen relaterar till föremålen i ett hem genom deras typiska lägen i hemmet genom att lösa ett sorteringsproblem med hjälp av neural nätverksarkitektur. Den andra modellen fokuserar på navigering genom förståelse av språk-baserade kommandon. Denna
modell har lösts genom en LSTM-baserad sequence-to-sequence-modell med
en ’attention’-mekanism över språkinstruktionerna, baserat på Anderson m. fl.
Anderson m. fl. [1] arbete. Slutligen, den tredje koncentreras på identifiering
av objekten genom att förstå dess associerade uttryck. Denna sista modell är
baserad på Hatori m. fl. Hatori m. fl. [2] listener-modell. Varje model utvärderas genom användning av olika datamängder som är lämpliga för uppgiften. I
examensarbetet så har Matterport3D-simulatorn använts som huvudlig hemmiljö. Syftet med detta arbete är att analysera och studera begränsningarna hos
de nuvarande lösningarna men även de möjliga problem som kan uppstå vid
implementering i en riktig miljö. Det är därför begränsningar och resultat från
varje steg är ordentligt angivna.
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Chapter 1
Introduction
A socially assistive robot [3] capable to navigate and to help us with domestic
work through understanding natural language instructions has been a dream
for years. Nevertheless, due to the complexity of the task, it is still a rather
distant dream. The main source of the difficulty lies in its variability, e.g. people not always refer to things the same way, home environments can be messy
and very different from each other, among others. The aforementioned implies
that the robot should be able to process the language instructions to understand
the task and to navigate in its environment.
As mentioned in Feil-Seifer and Mataric [3] work, a socially assistive robot
shares with assistive robotics the goal to provide assistance to human users, but
it specifies that the assistance is through social interaction. At the same time,
it is also mentioned that there exists multitude of important assistive tasks that
a socially assistive robot should do. For this project, one of these tasks will be
selected.
The chosen task is focused on a robot that can receive natural language
requests from a human user to find a particular object in a home environment.
Therefore, to find a particular object in a house, the robot should know the
following information:
• Where the object is placed, i.e. in which room it is most likely to be
found.
• How to arrive to the target room by understanding the user language
based navigation commands.
• Localise the object once in the right room. If there are similar objects
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in the environment, identify the target object by interpreting referring
expressions.
As an illustrative example of the three main problems we aim to address,
consider the following typical language-based interaction between a user and
a domestic robot.

Figure 1.1: Recommend the most likely location for the corresponding object.
• The user should specify which object he/she wants the robot to find. The
robot then suggests a possible location for that object, i.e. at which room
of the house it is most typical to find this particular object.

Figure 1.2: Navigate through the home environment by understanding natural
language instructions.
• To proceed, after verifying the location of the object, the robot should
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be able to navigate from its current location to the desired room through
user instructions.

Figure 1.3: Identify the object through a referring expression.
• Finally, once the robot arrives at the goal location, it will need to identify
the described object.
In other words, the robot will have to navigate and know where the object
is located through dialog with the user, i.e. through language interaction. The
specified goal will be intended to solve through machine learning and deeplearning[4] techniques in a 3D simulator environment. Concretely, we will
implement an independent model per each of the previous mentioned steps
(see fig. 1.4). Then, using the models, the robot should find the object through
dialogue with the user.

Figure 1.4: General models schematic
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One of our key contributions with this work is to investigate the potential
limitations per each of the models and to study the integration of them. We
will also study the state-of-the art models for each sub-goal and modify them
with the intention to improve its performance.
Due to time-limitations, to represent the home scenario, we will be using
a simulator environment instead of using a real robot in a real home environment. At the same time, the dialogue will be through text, to avoid speech
recognition errors.

1.1

Research questions and motivation

The aim of this project is to investigate the potential of Deep Learning (DL)
and Machine Learning (ML) algorithms when it comes to solve a complete
task with robots by using Natural Language Processing (NLP). Specifically,
the chosen challenge focuses on solving the problem of enabling robots to
identify objects while navigating in a house environment with language-based
interactions. Therefore, per each of the sub-goals, different research questions
will be formulated.
• Relate objects to house regions
The motivation behind this first sub-goal is to avoid the robot to look
in all the rooms while looking for the particular object specified by the
user. It is important that the robot is able to predict where it is most
likely to find a particular object, specially with common objects such
as toothbrush, a glass of water or scissors, among others. The research
question we aim to address is the following:
– Is it possible to accurately relate objects to its most likely home
regions by solving a classification problem?
• Navigate through the house environment based on language instructions
The research motivation for the second sub-goal is to investigate if a
robot can properly map the language instructions from users into specific navigation actions that will allow it to move from its location to
the desired room in a home environment. Moreover, the performance
in previously unseen home environments (i.e. home environments that
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have not been included in the training set) will be also investigated.
Being able to understand properly the language instructions could help
us to generalise the models for completely different environments, e.g.
like navigating in out-door environments instead of home environments
or even using the models for different type of robot actions like grasping
objects.
Although there exists a lot of research already done in the field, there are
still many knowledge gaps where more research is required. To try to
fill some of these gaps, the following research questions will be studied.
Moreover, more details will be provided in the related work.
– Do pre-trained word embedding models (such as Word2Vec[5] and
GloVe[6]) improve the performance of a language-based navigation model?
– What is the influence of the previous action in the navigation path
as one of the inputs of a language-based navigation model?
– Can data augmentation have a positive impact in the performance
of a language-based navigation model in previously un-seen scenarios?
• Object identification based on a referring expression
Finally, our last field of study is object identification based on a referring expression. That is, the ability to identify a particular object in the
environment through natural language comprehension. Nevertheless, in
this last step it is not only needed to localise an object, but to properly
identify the object through a referring expression when objects from the
same type are placed in the scene.
Although there are many research possibilities in the field, we decided
to investigate about the performance of the minimisation of the crossentropy in a particular referring expression model. Hence, we will try
to answer the following question:
– Does minimisation of the cross-entropy of a soft-max improve the
accuracy in a referring expression listener model?

6
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1.2

Ethical, Societal and Sustainability aspects

There is a huge ethical and social responsibility when using Deep Learning
for Natural Language Processing (NLP) tasks.
In terms of sustainability, Strubell, Ganesh, and McCallum [7] discussed
the energy consumption and the financial cost needed when training large computational models. One of the main outcomes of the study is that these models
are financially costly when it comes to hardware and electricity. At the same
time, the environmental cost has a big impact due to the carbon footprint required to fuel modern tensor processing hardware. Hence, it is important to
take into account these parameters when deciding which model to use and
where to run it.
On the other hand, in regards to ethical aspects, it is important to properly
verify that any information from the user is managed guaranteeing the EU
General Data Protection Regulation (GDPR) requirements (if Europe).

1.3

Thesis outline

This Master thesis is structured into different chapters, including the present
one which is the introduction. The project is structured as follows:
• Chapter 2, Relate objects to house regions: Background, methods and
results explained for the first sub-goal of the thesis.
• Chapter 3, Navigate through the house environment based on language
instructions: Background, methods and results explained for the second
sub-goal of the thesis.
• Chapter 4, Object identification based on a referring expression: Background, methods and results explained for the third sub-goal of the thesis.
• Chapter 5, Conclusions and Future Work: State the conclusions of the
work as well as explanation for further work.

Chapter 2
Relate objects to house regions
2.1

Related work

In this section, a summary of the related work done in the first area will be
presented. The literature review will not only be focused on the specific subgoal that we would like to achieve, but work that could be related in a general
way to the task.
The main goal of this first model is to be able to suggest where an object
can be found in a home environment. Particularly, proposing a house room
based on a specific object. Although the goal of the sub-problem seems to be
really specific, it can easily be related to Scene classification and Topic Context Modeling problems.
We could define Scene classification problem as trying to classify a group
of images into a group of possible and pre-defined scenes. As stated in [8],
before the big data era, scene recognition and classification was approached
by splitting the task into two or more steps, i.e. dividing the problem into relating features to objects and then, mapping the objects to the scenes. In other
words, they were relating the objects to its context, i.e. to its scene.
To be able to extract these intermediate representations, different classifiers were proposed ([9],[10], [11] and [12]).The classifier proposed by Li-Jia
Li and Fei-Fei [9] was called Object Bank. It was a high-level image representation where an image was represented by a large number of pre-trained
generic object detectors, i.e. they represented the image with a collection of
object sensing filters built on a collection of labelled objects. On the other

7

8

CHAPTER 2. RELATE OBJECTS TO HOUSE REGIONS

hand, based on [9], Lei Zhang and Shao [11] implemented their classifier
by calculating object-to-class distances to model scene images. Although all
referenced classifiers were using similar but different techniques, all of them
shared the goal of extracting the object features from images to achieve better
scene classification performance.
Thence, following the same procedure, objects from images could also
be extracted from scene classification data-sets and later link this objects to
its scene. Dogan, Celikkanat, and Kalkan [13]´s work extracted the possible
objects from SUN RGB-D scene classification data-set and implemented an
incremental deep model that extends Restricted Boltzmann Machines to solve
its context problem.
On the other hand, apart from relating the problem to scene classification
task, our sub-task could also be related to topic context modeling problems.
Topic modeling is defined as the statistical model for discovering abstract topics that occur in a collection of documents. This type of problems are usually
related to Natural Language Processing tasks since it involves text data.
Based on the idea that the main data used is text documents, there are different ways to extract the context (its topic), from the collection of documents.
Scheneider and Vlachos [14] developed an inference algorithm that detects
the topic of the documents based on identifying characteristic keywords. On
the other hand, Xiaojun Quan and Pan [15] were focused on identifying the
topic while using short and sparse texts from social media. At the same time,
Li et al. [16] were also focused on short texts but taking advantage of word
embeddings representation models, e.g. GloVe [6], Word2Vec [5] and ELMo
[17]. Nevertheless, these approaches seems to be really limited to its data type.
Taking into account the stated research, we will try to solve the task as a
classification problem. As did in [13], we will use scene classification data.
Nevertheless, as SUN RGB-D [18] is human annotated, there is an unacceptable variability in the naming of the objects, i.e. identical objects has been
labelled with different names. That problem can be easily fixed by joining the
synonyms under the same label and using a pre-defined objects set.
However, this filtering of the images could lead us to a new problem since
the size of the data set will be drastically reduced. To solve this possible situation, other scene classification data-sets such as Places [19] data-set could be
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used. Places data-set will help to increase the size of the data but, its objects
are not annotated. Therefore, different object detection strategies explained
below can be used.
Object detection work has already been carried out on the field. Algorithms and Machine Learning models capable of identifying and localising
objects in the image are one of the big challenges in Computer Vision. Nevertheless, although there exist a lot of different solutions, we could emphasise
Faster R-CNN [20] and YOLO [21] as the some of the models with the best
performance. Faster R-CNN is a network for object detection basically divided into two-stage networks; where first the regions proposals are extracted
and then used to localise objects from relevant classes. Differently, YOLO is
a one-stage object detection algorithm. It is able to detect the objects without
the need of predicting multiple times for different regions is the image. Hence,
both algorithms can be use to detect objects from images of Scene recognition
data-sets.
Then, in the first sub-goal, we will basically investigate how to relate objects to its home regions by solving a classification problem and using Places
and SUN RGB-D data-sets as the main data.

2.2

Data and Methods

This section will explain the methods and implementation details regarding
the first model of the project. As already explained, the first model goal is to
relate the objects to its context, i.e. to its home room.
Based on the literature review done, we decided to present the problem
as a classification task by using scene recognition data-sets as our main data.
Following the idea already stated in the related work section, we wanted to
extract our objects from the images to later perform the classification to our
home-regions set. To achieve it, we decided to run Faster R-CNN to extract
our objects from images from scene classification data-sets and then classify
them (see the following figure).

10
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Figure 2.1: Pre-processing needed in the scene recognition data-sets
Thence, based on the previous pre-processing, the main network architecture proposed for solving the first goal is the following one.

Figure 2.2: Main architecture design for model 1
After deciding how to approach and try to solve the first problem, we
needed to answer the following questions:
• What set of objects do we consider as our input?
• What set of home regions do we consider as our output?
• What data do we use for our network?
• How many hidden layers do we choose? Design properly the Network
Architecture.
See the next sub-sections where all the questions are properly answered.
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Objects set

The first step was to determine what objects to consider. In order to define
the objects set without having any bias towards which objects to choose, we
decided to select the objects from the COCO data-set [22] labels.
COCO data-set is one of the most common data-sets used in Object detection problem and it has a total of 90 object labels. However, only 48 of
those labels are objects that could be found on a home space. Then, those 48
objects are selected to define our object set. See the list of object labels in the
appendix section A.

2.2.2

Home-regions set

After deciding the object set, we proceeded deciding which home regions to
take into account. Based on the Matterport 3D data-set scene annotations as
well as other scene recognition data-sets, we decided to define 6 different home
regions. Those 6 regions are the following ones: bathroom, bedroom, dining
room, living room, office and kitchen.

2.2.3

Data-sets

To proceed, we studied which data-sets we could use for training our network.
Due to the purpose of the task, we investigated the main scene classification
data-sets and we decided to use the following data: the SUN RGB-D dataset[18] and the Places data-set[19].
• SUN RGB-D data-set
The SUN RGB-D data-set [18] is a data-set that contains 10335 RGB-D
images. The whole data-set is densely annotated and includes 146617
2D polygons and 58657 3D bounding boxes with accurate object orientations, as well as a 3D room layout and category for scenes. It enables
to train algorithms for scene-understanding tasks.
• Places data-set
The Places data-set [19] is a repository of 10 million scene photographs,
labelled with scene semantic categories, comprising a large and diverse
list of the types of environments encountered in the world.

12
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The reason why we use both data-sets to train our network is due the nature of the task, i.e. we want to achieve the most diverse home scenario. To
accomplish it, we will use the two data-sets to avoid having any bias towards
a specific data-set.
The main difference between these two data-sets is that SUN RGB-D contains object annotations and Places data-set does not. On the other hand, Places
data-set is much bigger than SUN RGB-D. To solve these differences, Faster
R-CNN (pre-trained in COCO data-set) has been executed to Places data-set
to achieve comparable data. Therefore, we will merge both data-sets to train
and evaluate our model.

2.2.4

Data pre-processing

In general terms, and based on fig. 4.3 , the data pre-processing was based on
the next three steps:
• Excluding the images from the data-set that its label does not match with
any of the home-regions labels set.
• Extraction of the objects detected per each image in the data-set, based
on the pre-defined object set defined above.
• Elimination of all the images that do not contain any of the objects from
the objects set.
Hence, after the data pre-processing we obtained every image represented
as a list of objects and its associated home-region label.
To accomplish all the steps, we pre-processed each of the data-sets as follows:
• SUN RGB-D data-set pre-processing
From the SUN RGB-D data-set, we extracted all the RGB-D images,
its particular home-region label and the associated objects annotation.
As indicated, we filtered all the images related to labels that they were
not in the home-regions set. This data-set contained images from coffee
rooms, hotel rooms and gym spaces among others. We selected 4766
RGB-D images from the total data-set size of 10335 images.
After filtering by the home-region label, we extracted the different objects annotated per image. We found a total of 957 unique object types.
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Then, we filtered all the object labels that were not part of the object set
described above. Hence, after filtering all images that were not containing any of the objects, we had a total of 3350 images.
• Places data-set pre-processing
From the Places data-set, we extracted the RGB-D images and its particular home-region label. After filtering by the home-region set, we
have 5100 images per label and, as we have six different labels, the total
number of images is 30600. At the same time, in order to extract the list
of objects associated per each image, we run the Faster R-CNN [20] object detection algorithm pre-trained on the COCO data-set. Hence, after
eliminating all the images that were not containing any of the objects,
we had a total size of 11591 images.
Then, we merge both data-sets and we balanced our final data-set (by
under-sampling) selecting 2490 images from each of the different home-regions,
being a final data-set of a total size of 14941 images.

2.2.5

Network architecture and Training Set-up

After properly describing the data pre-processing, we will proceed explaining
our model architecture in a more detailed way.

Figure 2.3: Network architecture to relate objects to house regions
As can be seen in the figure 3.4, our network has an input size of 48 neurons, which represent the one-hot vector of the image. Each of the neurons
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represents an object. On the other hand, it has an output size of 6 neurons
with soft-max as activation function, representing each of the possible homeregions. It is formed by two fully-connected hidden layers with 24 and 12
neurons respectively, with a drop-out layer between them. The drop-out ratio
is set to 0.1.
The Network was trained using Adam Optimiser and Cross-Entropy as a
loss. The initial learning rate was set to 0.001 and the network was training
with learning-rate decay and early stopping.
Our data-set was divided into training and test (85% and 15% respectively).
We used a batch size of 32 and the data generator was done by balancing the
type of objects appearing in each batch, i.e. being sure that all objects were
properly trained by weighting them.

2.3
2.3.1

Results and Discussion
Results

The first model was solved through a Neural Network architecture that classified 48 input objects into a 6 possible house rooms. Based on its architecture,
a random classifier will achieve an accuracy around 16%. Nevertheless, our
classifier accomplish the results stated in table 2.1.
Epochs Training accuracy
20
73.73%

Validation accuracy
70.74%

Test accuracy
71.69%

Table 2.1: Accuracy achieved in the first model
As part of the evaluation of the model, we also checked the predicted home
region per each of the possible COCO objects. The predicted results can be
seen in table 2.2.
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Objects
Bench
Hat
Backpack
Umbrella
Shoe
Hang-bag
Tie
Suitcase
Bottle
Plate
Wine glass
Cup
Fork
Knife
Spoon
Bowl
Banana
Apple
Orange
Hot dog
Pizza
Cake
Chair
Couch

Predicted home region
Dining room
Bathroom
Kitchen
Bedroom
Living room
Office
Office
Office
Kitchen
Kitchen
Dining room
Bathroom
Kitchen
Kitchen
Office
Kitchen
Kitchen
Kitchen
Kitchen
Dining room
Living room
Kitchen
Dining room
Living room

Objects
Refrigerator
Blender
Book
Clock
Vase
Scissors
Teddy bear
Toothbrush
Tv
Laptop
Mouse
Remote
Keyboard
Cell phone
Microwave
Oven
Toaster
Sink
Mirror
Dining table
Desk
Toilet
Bed
Potted plant

15

Predicted home region
Kitchen
Kitchen
Office
Office
Dining room
Bedroom
Bedroom
Bathroom
Office
Office
Office
Kitchen
Office
Bathroom
Kitchen
Kitchen
Kitchen
Bathroom
Bedroom
Dining room
Office
Bathroom
Bedroom
Dining room

Table 2.2: Predicted home regions from each of the possible objects. Bold
couple are the wrong ones.

2.3.2

Discussion

In regards to the first model, we formulated the following research question:
• Is it possible to accurately relate objects to its most likely home regions
by solving a classification problem?
Analysing the achieved accuracy (see table 2.1) , we can say that the results
obtained when relating objects to its most likely home regions are good. The
network is able to learn and properly predict with an accuracy around 72%.

16

CHAPTER 2. RELATE OBJECTS TO HOUSE REGIONS

Nevertheless, apart from analysing its accuracy, a further analysis evaluating the output distribution per each of the objects has been done (see table
2.2). There, we also discovered that the wrong results corresponded to the
objects with lower appearance frequency. Hence, although we balanced the
objects while training, the network was not able to learn properly its distribution. This limitation can be directly related to the data used.
On the other hand, the classification approach used, also implies defining
a set of objects and home regions. This requirement is a potential limitation
in the amount of objects that the robot will be able to relate to its most likely
home environment.
Hence, we can conclude that it is possible to accurately relate objects to its
most likely home regions by solving a classification problem. Nevertheless,
its found limitations needs to be taken into account for further work.

Chapter 3
Navigate through the house environment based on language instructions
3.1

Related work

As done in the previous chapter, we will summarise the related work done in
the second sub-goal of the thesis.
Mobile-robot navigation has been an important research topic in robotics
since long ago. Mainly, most of the research has been focused in solving
the Simultaneous Localisation and Map building (SLAM) [23] problem, i.e.
constructing and updating a map of an unknown environment while tracking
the location of an agent within it. Nevertheless, the recent research shows a
tendency towards solving this problem using Deep-Reinforcement Learning
(RL). One of the reasons behind this tendency is the advantage of solving the
navigation problem without the need of building a map from the environment.
Another good reason is the ability that Deep-Reinforcement Learning has to
generalise a problem.
In the last few years, Deep Reinforcement Learning has demonstrated the
ability of Convolutional Neural Networks (CNN) to estimate value and policy
functions as part of Reinforcement Learning process (RL). Using Deep Reinforcement Learning for mobile-robot navigation problem shows some advantages since SLAM implies a time-consuming map construction like a precise
obstacle map.
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Nevertheless, although using Deep-Reinforcement Learning for mobilerobot navigation it is really interesting, our task is also focused on being able
to follow instructions specified by the user. The described problem is called
Vision-and-Language Navigation, referred to the problem of linking natural
language to vision and actions in unstructured and previously unseen environments. That is, through a series of instructions, the robot is able to navigate
following them.
The Vision-and-Language task was proposed by Anderson et al. [1] when
realising a large-scale Reinforcement learning simulator for House environments called MatterPort Simulator. At the same time, they also presented
the Room-to-Room data-set, a data-set with specific navigation paths and its
corresponding navigation instructions. Together with the simulator, they presented a bench-mark model for solving the task. The model was a sequence-tosequence architecture with an attention mechanism over the language instructions. The instructions were encoded through an LSTM-based architecture
and the observation from the robot was encoded through a CNN. Nevertheless,
their model lacked the ability to generalise to previously un-seen scenarios.
Solving the same problem, Fried et al. [24] presented an improved version
of the bench-mark model. The model was based on a Speaker-Follower model
architecture. The Speaker module performed data-augmentation in terms of
generating synthetic instructions while helping the Follower model to choose
the best action sequence. The challenge was presented as a trajectory-based
problem. Its main limitation is found in the use of panoramic images in the
simulator environment, assuming that the robot will be able to see 360 degrees
with respect to its current position.
On the other hand, Shah et al. [25] released FollowNet, an end-to-end differentiable neural architecture to learn multi-modal navigation policies. FollowNet processes instructions while using an attention mechanism conditioned
on its visual and depth input to focus on the relevant parts of the command
while performing navigation task. They solved the problem by presenting the
challenge as a Partially Observable Markov Decision Process (POMDP) and
training it through Deep Q-Learning (DQN) [26].
Dealing with similar navigation problems, [27] and [28] also solved the
navigation approach while using Deep-Reinforcement learning policies. Nev-
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ertheless, both solved the problem through applying Asynchronous Advantage
Actor-Critic (A3C) algorithm.
Taking into account the above explained research, our model will be mainly
based on Anderson et al. [1]´s work. In order to improve its ability to perform
in previously un-seen scenarios, the following strategies will be applied: use
of pre-trained word embedding models, use of data augmentation generated by
the Speaker-Follower[24] model and the study of the influence of the previous
action in the navigation path. If time limitations allows it, attention mechanisms used in FollowNet model[25] would be considered.
Then, the main contribution done in the second model will be to study how
to improve the ability to navigate in previously un-seen scenarios by investigating three strategies: use of pre-trained word embedding models, use of data
augmentation generated by the Speaker-Follower [24] model and the study of
the influence of the previous action in the navigation path. As mentioned, we
will be based on Anderson et al. [1]’s work.

3.2

Simulator environment

As specified in the introduction chapter, our main thesis task is placed on a
home environment. Hence, we need to find a simulator that allows us to run
and modify our models in an easy but not limited way.
Based on the research done in the related work chapter, we considered that
Matterport3D Simulator [1] fits the goals of our research questions. The mentioned simulator will allow us to modify and implement new models as well
as using a real home environment. Nevertheless, although in a real scenario
the three models stated in the introduction chapter (see fig 1.4) will need to
run in the same environment, due to time limitations, only this second model
will run on it.
To proceed, a description from this 3D simulator will be provided.
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3.2.1

Matterport Simulator, Matterport3D and R2R dataset.

The Matterport Simulator is an AI Research Platform for learning from real
panoramic images through deep reinforcement learning, at the intersection of
computer vision, natural language processing and robotics. Hence, the simulator enables development of AI agents that interact with the real 3D environments. Specifically, this simulator interacts with the Matteport3D data-set
[29], which will be the main home data-set used in this thesis.

Figure 3.1: Matterport3D data-set
Matterport 3D data-set[29], as can be seen in fig(3.1) , is a large-scale
RGB-D data-set that contains 10800 panoramic views from 194400 RGB-D
images of 90 building-scale scenes. On average, panoramic viewpoints are
distributed throughout the floor plan of each scene at average separation of
2.25m. Each panoramic view is comprised of 18 RGB-D images captured
from a single 3D position at the approximate height of a standing person. The
data-set also contains annotations with surface reconstructions, camera poses,
and 2D and 3D semantic segmentations. Also, in terms of visual diversity,
it contains different houses, apartments, hotels offices and churches scenes of
different complexity and size.
Using the Matterport 3D data-set, the Matterport simulator allows an embodied agent to move through the scene by moving through the panoramic
viewpoints. Agent poses are defined by a 3D position, the heading and the
camera elevation. Then, at each step t, the simulator outputs an RGB image
observation ot that corresponds to the agent’s first person camera view.
At the same time, the embodied agent moves through the environment
scene because the simulator contains an undirected graph connecting all the
available viewpoints in the scene. Figure 3.2 shows an example of how this
undirected graph looks like in a particular scene. Using the mentioned graph,

CHAPTER 3. NAVIGATE THROUGH THE HOUSE ENVIRONMENT
BASED ON LANGUAGE INSTRUCTIONS
21

Figure 3.2: Matterport3D undirected graph between different viewpoints in a
scene.
they created another data-set named Room-to-Room(R2R) data-set, also explained in [1]. This data-set is used for training the reinforcement learning
agents for Vision-Language Navigation purposes.

Figure 3.3: Room-to-Room language navigation instruction and visualisation
example
The Room-to-Room data-set was created based on 7189 navigation paths
selected using the undirected graph from the Matterport3D Simulator, where
the average length of the path is 10m. Figure 3.3 shows an example of a
navigation instruction from the Room-to-Room data-set. For each navigation
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path, three associated navigation instructions were collected using Amazon
Mechanical Turk (AMT) [30]. Then, the R2R data-set includes 21567 navigation instructions with an average length of 29 words, with an instruction
vocabulary constrained to 3.1k words.

3.3

Data and Methods

Based on the research presented in the related work chapter, we used Matterport3D simulator as the main home environment, together with the Room-toRoom data-set as the navigation instructions data. The simulator and its main
data have been already described in the previous section.
The main purpose of this sub-section is to explain the methods followed in
the second model (see the fig 3.4).

Figure 3.4: Main schematic for model 2
To be able to implement the aforementioned task, we decided to start by reproducing the same results achieved in the bench-mark model proposed when
Matterport3D simulator was released. The main reason behind is to be able to
investigate how to improve the results of the basic bench-mark model and to
study its limitations, since its performance in previously un-seen environments
is not as good as it should be. Then, after reproducing the basic bench-mark
model, we implemented some modifications to try to achieve better evaluation
results.
Hence, this section will be divided into two sub-sections:
• The explanation of the bench-mark model architecture.
• The modifications that we propose to the bench-mark model.
Finally, the performance achieved will be compared and analysed in the
results chapter.
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3.3.1

Bench-mark model description

As a starting point, we implemented the bench-mark model released by Anderson et al. [1]. The mentioned model is a LSTM-based sequence-to-sequence
model with an attention mechanism over the language instructions. The agent
begins with a natural language instruction and an initial image observation.
As an illustrative example from a possible language instruction and its current
image observation see fig 3.5.

Figure 3.5: Example from a natural language instruction and its current image
observation (R2R data-set)
At each step, the decoder receives the current observation and the previous
action as input, applies an attention mechanism to the hidden states of the
language encoder and predicts a distribution over the next action. The model
architecture can be found in the following schematic:
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Figure 3.6: Bench-mark navigation model
Regarding implementation details, they performed minimal text pre-processing
in the navigation instructions transforming all sentences to lower case and tokenizing on white spaces. They also defined the training vocabulary with all
words appearing at least five times. The number of hidden units in each LSTM
was set to 512 and the input word embedding was set to 256. On the other hand,
the action is embedded to 32. Respecting the current observation from robot’s
viewpoint, they used pre-trained feature vectors from ResNet-152 (pre-trained
on ImageNet data-set). They trained the bench-mark model in PyTorch framework using Adam Optimiser with weight decay, batch size of 100 and fixed
number of iterations.
In regards to the training policy used, they investigated two different techniques: teacher-forcing training and student-forcing training. In both cases
they used cross entropy loss at each step to maximise the likelihood of the
ground-truth target action given the previous state-action sequence. Under
teacher-forcing, while training, the ground-truth action is selected at each step.
On the other hand, in student-forcing approach, the next action is sampled from
the agent’s output probability distribution. At the same time, they also compared their results with learning free baselines.
Hence, the first step done was to execute and evaluate their bench-mark
model based on the docker image from their git-hub documentation. The results obtained while running and understanding their implementation can be
found in the Results chapter.
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3.3.2

Modifications

Once the bench-mark model was properly reproduced, we carried out several
modifications with the goal of improving the model. In this section we will
explain the modifications done in the model and its motivation. Then, in the
results section, we will attach a table with the results obtained for each of the
proposed model modifications.

3.3.2.1

Word embedding layer

The first modification was to investigate the model performance when using pre-trained word embedding models. In the proposed bench-mark model,
word embeddings were defined as a 256-dim vector learned from random initialization. At the same time, they were also restricting their training vocabulary with words from Room-to-Room training set that were appearing at least
five times. The other words were defined as UNK (unknown).
Hence, in order to properly compare the performance of the model when
using pre-trained word embedding models, we decided to use GloVe pre-trained
model of 300-dim vectors and Word2Vec pre-trained model of 100-dim vectors. We also compared the model performance when using fixed pre-trained
vectors and when allowing training.
The motivation behind this first modification is because pre-trained word
embeddings have proven to be invaluable for improving performance in natural language analysis tasks. [31]

3.3.2.2

Previous action in the navigation path

The second modification was to study the influence of the previous action in
the navigation path.
The bench-mark decoder (as can be seen in fig. 4.1) receives two main
inputs: the previous action (at−1 ) in the navigation path and its current observation image from the robot viewpoint. Nevertheless, the embedding size
of this action is defined as a 32-dim vector. The action embedded is concatenated with the current observation feature-vector, which is represented as a
2048-dim vector. This concatenation implies that the previous action has al-
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most no-importance in the next action distribution.
Thence, in the second modification we will investigate its influence on the
navigation system.

3.3.2.3

Data augmentation

To finalise, the third modification was to investigate if data augmentation had
a positive impact in the performance of the model, specifically in previously
un-seen environments.
To check this modification, synthetic navigation instructions generated by
the Speaker model from Fried et al. [24]´s work were used. Hence, by increasing the training data-set, we evaluated its performance compared with the basic bench-mark model. Nevertheless, as more data was used, more training
epochs were needed.

3.4
3.4.1

Results and Discussion
Results

To proceed, the results achieved in the Navigation model will be stated. To
do it in a proper way, the results will be divided into the different sub-cases
described in the methods chapter. Hence, we will start with the obtained results when reproducing the bench-mark model and we will proceed with the
evaluation obtained per each of the modifications presented.
In order to evaluate the second model, we will be using the some of the
evaluation metrics defined in Anderson et al. [1]´s work. Specifically, Navigation Error (m) and Navigation Success (%) evaluation metrics. The Navigation
error is defined as the shortest path distance in the Navigation Graph of Matterport3D Simulator (see fig. 3.2) between the agent’s final position and the
goal location. Conversely, Navigation Success is considered when navigation
error is less than 3 meters, allowing a margin of error of approximately one
viewpoint in the graph.
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As Anderson et al. [1] did, Navigation Error and Navigation Success will
be evaluated by using Matterport3D images and Room-to-Room data-set in the
Matterport Simulator. Moreover, the data-sets will be divided into Validation
Seen and Validation Unseen data. Validation Unseen will be based on home
buildings that have not previously included in the training set, that is, completely new Matterport3D home images. On the other hand, Validation Seen
will be based on new navigation paths but in buildings previously included in
the training set.
Therefore, based on the above, all the obtained results regarding the navigation through the house environment task will be evaluated by using Navigation Error and Navigation Success in previously un-seen and previously seen
environments.
3.4.1.1

Bench-mark model results

As stated in the methods section, the first step was to reproduce the results
from the Bench-mark model. To do so, we used the described evaluation metrics. We also did the comparison when using student-forcing approach or the
teacher-forcing one. Under the teacher-forcing approach, at each step during
training the ground-truth target action is selected. Under the student-forcing
approach, at each step the next action is sampled from the agent’s output probability distribution.
The training evolution of the accomplished results when reproducing the
bench-mark model can be seen in figures 3.7, 3.8 and 3.9.
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Figure 3.7: The evolution of Training and Validation Loss (y-axis) with the
increasing iterations (x-axis) for Train, Val. Seen and Val. Unseen data when
using Teacher and Student training approach. Val. Unseen results are reported
with dashed lines, Val. Seen results are presented with a continuous line and
Training results use a dot line. In red, blue, the Teacher approach results, the
Student approach results, respectively.

Figure 3.8: The evolution of Navigation Error (y-axis) with the increasing
iterations (x-axis) for Val. Seen and Val. Unseen data when using Teacher and
Student training approach. Val. Unseen results are reported with dashed lines
while Val. Seen results are presented with a continuous line. In red, blue, the
Teacher approach results, the Student approach results, respectively.
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Figure 3.9: The evolution of Navigation Success rate (y-axis) with the increasing iterations (x-axis) for Val. Seen and Val. Unseen data when using Teacher
and Student training approach. Val. Unseen results are reported with dashed
lines while Val. Seen results are presented with a continuous line. In red, blue,
the Teacher approach results, the Student approach results, respectively.
Analysing the previous graphs we can verify the conclusions already mentioned in Anderson et al. [1] work. The best model performance is achieved
when using student training approach, since it is the approach that achieves
better Navigation Success. Following, previously seen scenarios have better
performance than the un-seen ones.
Then, comparing our results and the ones reported by Anderson et al. [1],
we created table 3.1. Analysing the results summarised in the comparison
table 3.1 we can verify that our results are really similar to the ones reported
by Anderson et al. [1]. Based on that, we can proceed with the described
modifications results. Moreover, from now on, we will use the student-forcing
approach since, as demonstrated in their paper, it is performing better than the
teacher-forcing approach.
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Anderson et al. [1] results
Our results
Val seen Val unseen
Val seen Val unseen
Teacher-forcing
Navigation Error (m)
Teacher-forcing
Navigation Success(%)
Student-forcing
Navigation Error(m)
Student-forcing
Navigation Success(%)

8.01

8.61

7.97

8.47

27.1

19.6

26.07

20.51

6.01

7.81

5.74

7.67

38.6

21.8

41.17

22.34

Table 3.1: Comparison table with Anderson et al. [1] reported results and our
achieved results. The table shows both evaluation metrics, Navigation Error
and Navigation Success when using Teacher and Student training approaches
for both environments, Validation Seen and Validation Unseen data.
3.4.1.2

Word embedding results

The first proposed modification was to investigate the performance of the model
when using pre-trained word embeddings. Specifically, when using Word2Vec
and GloVe embeddings. Then, in this section we compare the performance of
the model when using randomly initialised embeddings (as did in the benchmark model) or when using pre-trained ones. Regarding to the pre-trained
word embedding models, we also compared the performance when allowing
training or when using fixed pre-trained vectors.
Following the same evaluation graphs, the achieved results can be seen in
figures 3.10, 3.11 and 3.12. Moreover, table 3.2 shows the results comparison.
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Figure 3.10: The evolution of Training and Validation Loss (y-axis) with the
increasing iterations (x-axis) for Train, Val. Seen and Val. Unseen data for
Student training approach when using pre-trained word embedding models
(GloVe and Word2Vec) and when using randomly initialised word embeddings
(as did in Anderson et al. [1]’s work). The results of the pre-trained word
embedding models were generated by both following specifications: with finetunning or with fixed values (not training parameters). Val. Unseen results are
reported with dashed lines, Val. Seen results are presented with a continuous
line and Training results are using a dot line. In cyan, orange, green, red and
blue, the Glove loss with fixed values, the Word2Vec loss with fixed values,
the bench-mark loss, the Glove loss with fine-tuning and the Word2Vec loss
with fine-tuning, respectively.
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Figure 3.11: The evolution of Navigation Error (y-axis) with the increasing
iterations (x-axis) for Val. Seen and Val. Unseen data for Student training approach when using pre-trained word embedding models (GloVe and
Word2Vec) and when using randomly initialised word embeddings (as did in
Anderson et al. [1]’s work). The results of the pre-trained word embedding
models were generated by both following specifications: with fine-tunning or
with fixed values (not training parameters). Val. Unseen results are reported
with dashed lines while Val. Seen results are presented with a continuous line.
In cyan, orange, green, red, blue, the Glove Nav. error with fixed values, the
Word2Vec Nav. error with fixed values, the bench-mark Nav. error, the Glove
Nav. error with fine-tuning and the Word2Vec Nav. error with fine-tuning,
respectively.
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Figure 3.12: The evolution of Navigation Success rate (y-axis) with the increasing iterations (x-axis) for Val. Seen and Val. Unseen data for Student
training approach when using pre-trained word embedding models (GloVe and
Word2Vec) and when using randomly initialised word embeddings (as did in
Anderson et al. [1]’s work). The results of the pre-trained word embedding
models were generated by both following specifications: with fine-tunning or
with fixed values (not training parameters). Val. Unseen results are reported
with dashed lines while Val. Seen results are presented with a continuous line.
In cyan, orange, green, red, blue, the Glove success rate with fixed values, the
Word2Vec success rate with fixed values, the bench-mark success rate, the
Glove success rate with fine-tuning and the Word2Vec success rate with finetuning, respectively.
Then, the following table has been generated to compare the system performance when using the different word embedding models.
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Bench-mark
Glove fixed
Glove fine-tuning
Word2Vec fixed
Word2Vec fine-tuning

Navigation Error (m)
Val seen
Val Unseen
5.74
7.67
5.70
7.18
5.61
7.15
5.96
7.31
5.86
7.28

Navigation Success (%)
Val Seen
Val unseen
41.17
22.34
35.00
21.32
35.50
23.49
31.96
20.34
31.66
21.41

Table 3.2: Comparison table with our achieved results when using pre-trained
word embeddings and when using randomly initialised ones (as did in Anderson et al. [1]’s work). The table shows both evaluation metrics. Navigation
Error and Navigation Success with Student training approach for both environments, Validation Seen and Validation unseen data.
3.4.1.3

Previous action results

The second modification was to study the influence of the previous action in
the navigation path. As already described in the methods section, bench-mark
model was using an embedding vector of 32-dim to represent the previous action. Hence, to be able to investigate the importance of the previous action
into the model, different vector sizes have been tested, i.e. 200-dim, 500-dim
and 800-dim vectors.
Using the same evaluation graphs style, the achieved evolution results are
presented in figures 3.13, 3.14 and 3.15. Moreover, as did before, table 3.3
shows the results comparison when different action embedding sizes were
used.
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Figure 3.13: The evolution of Training and Validation Loss (y-axis) with the
increasing iterations (x-axis) for Train, Val. Seen and Val. Unseen data for
Student training approach when using different action embedding sizes (32dim, 200-dim, 500-dim and 800-dim). The bench-mark model [1] used a 32dim vector. Val. Unseen results are reported with dashed lines, Val. Seen
results are presented with a continuous line and Training results are using a
dot line. In green, orange, red and blue, 32-dim embedded action results,
200-dim embedded action results, 500-dim embedded action results, 800-dim
embedded action results, respectively.
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Figure 3.14: The evolution of Navigation Error (y-axis) with the increasing
iterations (x-axis) for Val. Seen and Val. Unseen data for Student training approach when using different action embedding sizes (32-dim, 200-dim, 500dim and 800-dim). The bench-mark model [1] used a 32-dim vector. Val.
Unseen results are reported with dashed lines while Val. Seen results are presented with a continuous line. In green, orange, red and blue, 32-dim embedded action results, 200-dim embedded action results, 500-dim embedded
action results, 800-dim embedded action results, respectively.
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Figure 3.15: The evolution of Navigation Success rate (y-axis) with the increasing iterations (x-axis) for Val. Seen and Val. Unseen data for Student
training approach when using different action embedding sizes (32-dim, 200dim, 500-dim and 800-dim). The bench-mark model [1] used a 32-dim vector.
Val. Unseen results are reported with dashed lines while Val. Seen results are
presented with a continuous line. In green, orange, red and blue, 32-dim embedded action results, 200-dim embedded action results, 500-dim embedded
action results, 800-dim embedded action results, respectively.

Navigation Error (m) Navigation Success (%)
Val seen Val unseen Val seen Val unseen
Bench-mark model (32-dim)
5.74
7.67
41.17
22.34
200-dim
5.62
7.11
35.68
22.90
500-dim
5.69
7.05
36.66
23.03
800-dim
5.77
7.04
32.94
23.93
Table 3.3: Comparison table with our achieved results when using different
embedded previous action dimensions. The table shows both evaluation metrics: Navigation Error and Navigation Success with Student training approach
for both Validation Seen and Validation unseen data.
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3.4.1.4

Data augmentation results

To finalise, the last modification was focused on analysing the performance
when using data augmentation. Specifically, we wanted to investigate its influence in previously un-seen environments.
The evolution of the accomplished results can be seen in figures 3.16, 3.17
and 3.18. Moreover, table 3.4 shows the results comparison when using dataaugmentation or without using it.

Figure 3.16: The evolution of Training and Validation Loss (y-axis) with the
increasing iterations (x-axis) for Train, Val. Seen and Val. Unseen data for
Student training approach when using data augmentation and without using
it. Val. Unseen results are reported with dashed lines, Val. Seen results are
presented with a continuous line and Training results use a dot line. In green,
blue, the bench-mark results, the data augmentation results, respectively.
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Figure 3.17: The evolution of Navigation Error (y-axis) with the increasing iterations (x-axis) for Val. Seen and Val. Unseen data when for Student training
approach when using data augmentation and without using it. Val. Unseen
results are reported with dashed lines while Val. Seen results are presented
with a continuous line. In green, blue, the bench-mark results, the data augmentation results, respectively.

Figure 3.18: The evolution of Navigation Success rate (y-axis) with the increasing iterations (x-axis) for Val. Seen and Val. Unseen data when for Student training approach when using data augmentation and without using it.
Val. Unseen results are reported with dashed lines while Val. Seen results are
presented with a continuous line. In green, blue, the bench-mark results, the
data augmentation results, respectively.
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Bench-mark model
With data augmentation
Val seen Val unseen Val seen Val unseen
Student-forcing
Navigation Error (m)
Student-forcing
Navigation Success(%)

5.74

7.67

4.94

7.08

41.17

22.34

43.63

23.99

Table 3.4: Comparison table with our achieved results when using dataaugmentation or without using it (like in Anderson et al. [1]’s model). The
table shows both evaluation metrics: Navigation Error and Navigation Success with Student training approach for both Validation seen and Validation
unseen data.

3.4.2

Discussion

In regards to the second model, we formulated three different research questions. Nevertheless, to be able to answer them, first, the bench-mark model
needed to be reproduced.
Analysing the obtained results (see table 3.1), the evaluation metrics achieved
when reproducing the bench-mark model versus the ones reported by Anderson et al. [1] are really similar. Then, we can further analyse the formulated
research questions.
• Do pre-trained word embedding models (such as Word2Vec[5] and GloVe[6])
improve the performance of a language-based navigation model?
To answer the first question, we investigated the performance of the model
by using pre-trained word embedding models and not using them. Both pretrained and randomly initialised models have been evaluated in previously unseen and previously seen scenarios. The evaluation metrics are Navigation
Error (fig. 3.11) and Navigation Success (fig. 3.12).
Regarding the Navigation Error evaluation metric, in previously un-seen
scenarios, pre-trained models achieve smaller values than using randomly initialised. This indicates an improvement when using word embedding pretrained models in previously unseen scenarios. Table 3.2 presented a difference of 0.52 meters in the Navigation Error when using Glove pre-trained
model (7.15m) compared to the bench-mark results (7.67m).
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However, in previously seen scenarios, this difference is not that noticeable even though it seems that pre-trained models are still performing better.
Concretely, same table 3.2 presented a difference of 0.13 meters in the Navigation Error when using Glove pre-trained model (5.61m) compared to the
bench-mark results (5.74m).
On the other hand, regarding Navigation Success evaluation metric, it might
seem that randomly initialised word embeddings have better performance in
previously seen scenarios. When using Val Seen data, bench-mark model
accomplished an accuracy of 41.17% compared to the 35.50% achieved by
Glove pre-trained. Nevertheless, in previously un-seen scenarios, bench-mark
model achieved 22.34% of accuracy compared to the 23.49% accomplished
by GloVe.
However, regarding Navigation Success evaluation metric, we need to take
into account that the Navigation Success rate is a subjectively defined metric.
We can understand this different results if we assume a higher variability in
randomly initialised models. This can explain that, in randomly initialised
word embeddings, there are more success cases although the average distance
to the goal point is higher.
Therefore, if we are based on the Navigation Error evaluation metric, pretrained word embedding models are performing better. On the other side, taking into account the Navigation Success, randomly initialised models perform
better in previously seen environments. However, it is worth mentioning that
if we change the definition of Navigation Success, e.g. modifying the minimum distance, the results might change.
• What is the influence of the previous action in the navigation path as one
of the inputs of a language-based navigation model?
To answer the second question, we studied the influence of the previous
action by running the model with different action embedded size.
Analysing table 3.3, in previously un-seen scenarios, higher dimensional
action embedded vectors seems to obtain better results. 800-dim action embedded vector obtained smaller Navigation Error and higher Navigation Success rate compared with the bench-mark model.
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Nevertheless, the opposite performance seems to be obtained when analysing
previously seen scenarios. However, fig. 3.14 indicates that more training iterations might be needed for higher embedded sizes.
Therefore, we can conclude that higher dimensional embedded vectors representing the previous action in the system have a positive influence in previously un-seen environments. We can also state that higher dimensional vectors
could need more training iterations in order to achieve better performance in
previously seen scenarios.

• Can data augmentation have a positive impact in the performance of a
language-based navigation model in previously un-seen scenarios?
To answer the stated question, we compared the performance of the model
when using data-augmentation and without using it.
Analysing the table 3.4 above, we can conclude that data augmentation
helps to improves the performance of both, previously un-seen and previously
seen scenarios for both metrics. However, the relative difference between performance in the seen and unseen scenarios does not seem to decrease when
using data augmentation in training, so it is unclear if data augmentation gives
a significant improvement in generalisation capabilities of the model. Specifically, the relative Navigation Error in previously un-seen environments is 0.59
meters and, in previously seen environments, is 0.8 meters.

Chapter 4
Object identification based on a
referring expression
4.1

Related work

To finalise, the related work done in the third sub-goal of the thesis will be
presented.
The last sub-task of the thesis is to be able to localise an object by analysing
the referring expression specified through text by the user. The reason why we
need a referring expression is to be able to localise a specific object when
multiple objects of the same type are placed in the scene, i.e. when object
detection is not enough due to possible ambiguity.
The task of identifying an object within a scene based on a referring expression is named as Referring Expression Comprehension task and a lot of work
have already been done around this area. To make the referring expression
without ambiguity, people often use attributes (semantic information from the
object) as well as spatial information (relationships with other objects in the
scene). Both information are needed to properly identify the particular object
within the scene. Different techniques have been used to solve the mentioned
task.
In Mohit Shidhard [32]’s work, they treated the referring expression with
a two-stage network. One of the networks was learning about the semantic
information and the other one about the spatial information. At the same time,
they applied a relevancy clustering technique to only select the relevant regions
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from the scene based on the user query, i.e. to avoid having a lot of regions
to compare. Same authors implemented the INGRESS model [33] following
the same two-network approach. Nevertheless, although this technique works
well, most of the new state-of-the art approaches try to solve the problem with
a one-stage network, being its main found limitation.
Hatori et al. [2] identify the target object with one network that receives
the possible regions and the referring expression computing a hinge loss over
triplets. The regions are cropped from the original image and embedded through
the 50-layer ResNet[34] pre-trained model. On the other hand, the referring
expression is embedded through LSTM[35]. The comprehension module is
based on the referring expression listener module from Yu et al. [36]. The
listener is a joint-embedding model that embeds the regions and the referring
expression into a common space to be able to compute the inner-product of
the normalised representations as their similarity score. The loss computed
in [36] is also a hinge loss over triplets although it is mentioned that crossentropy of the soft-max could be applied too. However, it has not been proved.
As stated above, a referring expression contains semantic and spatial information. To be able to properly extract both information Yu et al. [37] implemented MattNet, a modular attention network based on three different modules: subject module, location module and relationship module. In this network, a language attention network is applied over the expression. Hence,
three different visual modules are used to analyse the information regarding
the subject of the expression, the location of the possible objects and the relationship between them.
The common data-sets currently use to train and evaluate the referring expression comprehension task are the RefCOCO, RefCOCO+ and RefCOCOg
data-sets. These data-sets contains ground-truth regions with their respective
referring expressions. Nevertheless, the average number of objects per image
is limited to 2.7, which is an un-realistic situation for our task.
Taking into consideration the presented research, our model will be based
on Yu et al. [36]´s listener model. Nevertheless, our research will investigate its
performance when minimising the cross-entropy of the soft-max. At the same
time, although RefCOCO data-set will be considered, Visual Genome[38]
data-set will be also used to investigate to what extent the low average of object
per image affects to its evaluation metrics.
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Then, as a main contribution for the third sub-goal, we will analyse the
performance of the Yu et al. [36] listener model when minimising the crossentropy of soft-max.

4.2

Data and Methods

To finalise the chapter we will describe the methods and decisions regarding
the last model of the thesis.
As stated in the introduction section, the goal of the third model is to identify an object by understanding the referring expression specified by the user
(see the fig 4.1). In order to achieve it, we based our decisions on the research
stated in the related work chapter.

Figure 4.1: Main schematic for model 3
To accomplish the goal, we decided to design our model architecture based
on the listener model from Yu et al. [36] and to investigate the performance
when using cross-entropy as its main loss.

4.2.1

Network architecture

A representative schematic from our end-to-end network could be the following one:

46
CHAPTER 4. OBJECT IDENTIFICATION BASED ON A
REFERRING EXPRESSION

Figure 4.2: Inputs and output schematic for model 3
Our network has three different inputs. The model uses all inputs to predict
the target object described by the user through the referring expression (see fig
4.3). Each of the inputs contributes with important and needed information.
• Input 1: Referring expression. The referring expression is the sentence that describes the object to which the user refers to. The sentence
is properly tokenized and each word is transformed into a 300-dim feature vector using GloVe word embedding model. It is the main text
information needed to identify the object.
• Input 2: Possible objects in the image. All objects found in the image
are extracted. Each image can contain a variable number of objects. The
average amount of objects per image will depend on the data-set used.
These objects are the possible ones that the user could be referring to,
but only one of those is the proper target object. To be able to extract all
their information, we use ResNet-50 pre-trained network and extract a
2048-dim feature vector per each of them. The vector is extracted after
the average-pooling layer.
• Input 3: Localisation input. The last input contains spatial information
over the objects of the image. As done in the MattNet network [37], per
each of the objects in the image, we obtain the relational position per
each of the objects by using the following equation 4.1:
localisation_vector = [

x1 y1 x2 y2 w ∗ h
, , , ,
]
W H W H W ∗H

(4.1)
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where, x1 and y1 are the top-left coordinates and x2 and y2 are the
bottom-right coordinates from the object bounding box. On the other
hand, w and h are, respectively, the width and the height from the object
bounding box and, W and H are the width and height from the image
where the object is placed.
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Hence, based on the described inputs and the listener model architecture
from Yu et al. [36], our model architecture looks as follows:

Figure 4.3: Network architecture for model 3
As can be seen in the previous figure, the text information (i.e. the referring
expression) and the visual information are embedded into a common space by
using two Dense Layers and a Re-Lu activation function between them. The
referring expression is embedded with a two-layer LSTM network.
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On the other hand, the visual information is embedded through the ResNet50 pre-trained on ImageNet. Then, after applying the L2-Norm to both, the
cosinus similarity is computed. To finalise, to extract the distribution over
the possible objects, we added a Soft-max activation function to be able to
minimise the cross-entropy. To be able to implement the cross-entropy loss
we labelled its object with a ground truth label.

4.2.2

Data-sets and data pre-processing

As already commented, we also wanted to investigate the performance of our
listener model when using data-sets with different object distributions. To
accomplish it, we decided to use Visual Genome and RefCOCO data-sets.
Using both data-sets we will be able to compare its results. Thence, we will
analyse their distributions and data pre-processing (if needed).
• RefCOCO data-set:
RefCOCO is one of the most common data-sets used for Referring Expression Comprehension task. The data-set contains a total of 19994
images divided as follows:

Number of images

Train Val
Test A
16994 1500 750

Test B
750

Table 4.1: Number of images per train,val and test in RefCOCO data-set
Each image has its objects specified through its bounding box coordinates as well as its referring expression. Each image also contains a
variable number of objects. Specifically, the distribution of the number
of objects per image in the data-set looks as follows:
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(a) Train split

(b) Validation split

(c) TestA split

(d) TestB split

Figure 4.4: Objects distribution for RefCOCO data-set
This data-set has an average of 2.7 objects per image. At the same time,
analysing the length of the referring expressions associated to the objects, we could extract its distribution being the following:
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(a) Train split

(b) Validation split

(c) TestA split

(d) TestB split

Figure 4.5: Words/ref.expression for RefCOCO data-set
• Visual Genome data-set:
Visual Genome is another data-set suitable for Referring Expression
Comprehension task. The data-set contains a total of 108077 images.
Nevertheless, a sub-set was extracted:
Train Val
Number of images 16994 1500

Test
750

The mentioned subset was pre-processed by filtering the objects regions
by using the overlap percentage between them. The main reason was because most of the objects of this data-set were associated to more than
one referring expression.
Based on that, the distribution of the number of objects per image in our
sub-set from the Visual Genome data-set looks as follows:
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Figure 4.6: Object distribution for Visual Genome data-set for Train (top left),
Validation (top right) and Test (bottom) split.
This data-set contains more objects per image than RefCOCO. Specifically, we have an average of 15.6 objects per image. At the same time,
when analysing the length of the referring expressions associated to the
objects, we could extract its distribution:
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Figure 4.7: Words/ref.expression for Visual Genome data-set for Train (top
left), Validation (top right) and Test (bottom) split.

4.2.3

Training set-up

In regards to its training set-up, the third model was implemented from scratch
by using Tensor-flow and Keras framework.
The model was trained by minimising the cross-entropy loss by knowing
the ground truth object of the image. We trained the network using Adam
Optimiser with an initial learning rate of 0.0001. At the same time, we used
early stopping and learning rate scheduler with decay of 0.1 (with patience of
4 epochs). The network was trained with batch size of 30. However, due to
tensor-flow limitations, the batches were generated by grouping images that
had the same number of objects on it. The main reason behind that decision
is that tensor-flow does not allow variable size tensors within the same batch.
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4.3

Results and Discussion

4.3.1

Results

In regards to the third model results, we wanted to compare the performance
of the model when minimising the cross-entropy loss. Hence, we compared
our achieved performance with the one achieved when using hinge loss over
triplets (from Listener model[36]).
The accomplished results and its comparison are presented in table 4.2.
The presented results are achieved by using RefCOCO data-set as the main
data.
Model
Val. acc. TestA acc.
Listener model [32] trained
77.48%
76.58%
with hinge-loss over triplets
Our model trained
42.4%
40.2%
with cross-entropy loss

TestB acc.
78.94%
39.9%

Table 4.2: Comparison table with our achieved accuracy when minimising the
cross-entropy and the accuracy reported by Yu et al. [36]’s work when using
hinge-loss over triplets with RefCOCO data-set as main data.
We also checked the performance when training and evaluating the model
with images containing a fixed number of objects. Specifically, we executed
two different experiments. The first one was was using images from RefCOCO data-set that contained only three objects. The second one was using
images from Visual Genome sub-set that contained only nine objects. The
achieved results in both experiments are presented in figures 4.8 and 4.9.

• Experiment 1: Images with 3 objects from Ref-COCO data-set.
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(a) Train and Val. accuracy

(b) Train and Val. loss

Figure 4.8: The evolution of accuracy (left) and loss (right) with the increasing
iterations for Validation and Training data when using images with 3 objects
from Ref-COCO data-set.
• Experiment 2: Images with 9 objects from Visual Genome data-set.

(a) Train and Val. accuracy

(b) Train and Val. loss

Figure 4.9: The evolution of accuracy (left) and loss (right) with the increasing
iterations for Validation and Training data when using images with 9 objects
from Visual Genome data-set.

4.3.2

Discussion

In regards to the third model, the following question was formulated:
• Does minimisation of the cross-entropy of a soft-max improve the accuracy in a referring expression listener model?
Regarding minimisation of the cross-entropy of a soft-max, results seen
in table 4.2 show a poor performance when compared to the results obtained
with hinge-loss over triplets.
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This weak performance can be result of the variability in the number of
objects per image that the soft-max activation function requires as an output.
In order to verify the above statement an additional experiment was performed
which results are shown in fig. 4.8a and fig. 4.9a. However, the plots show
how our model does not have the ability to generalise since the validation data
does not improve over the iterations as the training data does. Therefore, the
cause of the poor performance seems that is not related to this problem.
This gives an indication that cross-entropy loss of the soft-max, in this
particular listener model architecture and this specific problem, does not seem
to have the ability to generalise as hinge loss does.

Chapter 5
Conclusions and Future work
5.1

General problems and found limitations

In this section the main found limitations of each model will be exposed.
As discussed, in the first model, there is a huge difference between the data
set used and a real world situation. The number of objects per image used in
the project is not sufficient to be able to claim that the results can be transposed
to a real situation with many more objects and home regions. An increase of
these two parameters could lead to a much distinct performance.
At the same time, regarding the second sub-goal, the main limitation is
found in the definition of the evaluation metrics. The Navigation Success is a
subjective metric that is defined by the threshold from which Navigation Error
is considered sufficiently low for a success. This value has a large influence
towards the outcome of the study. Therefore, a study concerning the optimal
value of the threshold must be performed to obtain the most relevant results.
Finally, in the last model dealing with object detection through a referring
expression, there is a major limitation in the discussion of the results. That
is, the unfeasibility of implementing the same model with a hinge-loss over
triplets due to time limitation. Without this implementation we are not able to
verify if the poor performance is only because of the cross-entropy loss.
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5.2

CHAPTER 5. CONCLUSIONS AND FUTURE WORK

Conclusions

During this project, three different machine learning models have been implemented to study the ability of deep learning algorithms to solve end-to-end
language based interactions with domestic robots.
The work has proved that, although deep learning can potentially help
when trying to solve these challenges, it also has its clear limitations. For
each model has been found its drawbacks and constrains. However, for two
of the implemented models it has been demonstrated that they can potentially
improve the performance of some of the previous models found in literature.
Regarding the first model, it has been demonstrated that is it possible to
properly relate objects to its most likely home regions by solving a classification approach.
Regarding the second model, pre-trained word embeddings has shown its
ability to decrease the Navigation Error and improve the generalisation of the
navigation model in previously unseen environments. On the other hand, data
augmentation has proved to increase the performance of the model for both,
previously seen and previously unseen environments. Moreover, it has also
been demonstrated that increasing the size of the previous action embedded
vector has a positive influence on Anderson et al. [1]’s bench-mark model performance.
Finally, regarding the third model, minimisation of cross-entropy of the
soft-max shown poor performance compared to the abilities to generalise that
hinge-loss over triplets was achieving.

5.3

Future work

As future work, further studies and tests must be done in each of the models.
Regarding the first model, more specific data could be recollected by using
Amazon Mechanical Turk. Creating a specific data-set could solve the limitations found in the data.
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On the other hand, in regards to the second model, different deep reinforcement learning policies could be tested and investigated. Specifically, starting
by using Deep Q-Learning like Yu et al. [37] did in his work. Also, further research in regards to attention mechanisms needs to be done as well as research
regarding the threshold for the Navigation Success.
To finalise, in terms of the third model, the research should be focused
on training the model by using hinge loss over triplets or contrastive loss to
achieve better performance. Also, visual and language-based attention mechanisms should be applied.
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APPENDIX A. COCO LABELS FILTERED

Appendix A
COCO labels filtered
COCO id
15
26
27
28
29
31
32
33
44
45
46
47
48
49
50
51
52
53
54
55
58
59
61
62
63

COCO labels
bench
hat
backpack
umbrella
shoe
hangbag
tie
suitcase
bottle
plate
wine glass
cup
fork
knife
spoon
bowl
banana
apple
sandwich
orange
hot dog
pizza
cake
chair
couch

COCO id
72
73
74
75
76
77
78
79
80
81
82
83
84
85
86
87
88
90
70
69
67
66
65
64

COCO labels
TV
laptop
mouse
remote
keyboard
cell phone
microwave
oven
toaster
sink
refrigerator
blender
book
clock
vase
scissors
teddy bear
toothbrush
toiled
desk
dining table
mirror
bed
potted plat
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