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Abstract

Deep reinforcement learning has been shown to be a potential alternative to a
traditional controller for robotic manipulation tasks. Most of modern deep re-
inforcement learning methods that are used on robotic control mostly fall in the
so-called model-free paradigm. While model-free methods require less space
and have better generalization capability compared to model-based methods,
they su�er from higher sample complexity which leads to the problem of sam-
ple ine�ciency. In this thesis, we analyze three modern deep reinforcement
learning, model-free methods: deep Q-network, deep deterministic policy gra-
dient, and proximal policy optimization under di�erent representations of the
state-action space to gain a better insight of the relation between sample com-
plexity and sample e�ciency. The experiments are conducted on two robotic
reaching tasks. The experimental results show that the complexity of observa-
tion and action space are highly related to the sample e�ciency during train-
ing. This conclusion is in line with corresponding theoretical work in the field.
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Sammanfattning

Djup förstärkningsinlärning har visats vara ett potentiellt alternativ till en tra-
ditionell kontrollör för robotmanipuleringsuppgifter. De flesta moderna för-
stärkninginlärningsmetoderna som används som robotkontrollör hamnar un-
der den så kallade modellfria paradigmen. Medan modellfria metoder behöver
mindre utrymme och har bättre generaliseringsmöjligheter i jämförelse med
modellbaserade metoder, så lider de av högre urvalskomplexitet vilket leder till
problem med urvalsine�ektivitet. I detta examensarbete analyserar vi tre mo-
derna djupa modellfria förstärkninginlärningsmetoder: deep Q-network, deep
deterministic policy gradient och proximal policy optimization under olika
representationer av tillstånds och handlingsrymden för att få en bättre inblick
av relationen mellan urvalskomplexiteten och urvalse�ektiviteten. De experi-
mentella resultaten visar att komplexiteten av observations och handlingsrym-
den är högst relaterade till urvalse�ektiviteten under träning. Denna slutsats
överensstämmer med korresponderande teoretiska arbeten inom fältet.
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Chapter 1

Introduction

Reinforcement learning (RL) is a branch of artificial intelligence with sev-
eral applications ranging from power transmissions optimization to games and
robotics. Deep Q-network is a representative example of a breakthrough from
recent years [1]. Deep Q-network enables an RL agent to reach a human-level
performance on Atari video games for the first time. Another example is when
the AlphaGo defeated a world-class player in the game of GO [2]. In terms of
taxonomy in RL, there are two categories in regard to dependence on a model:
model-based algorithms and model-free algorithms. Model-based algorithms
depend on a model of the environment to learn the policy–a course of action
to take to maximize the total rewards. The model encapsulates the dynamics
of the environment, which decides the next state and next rewards given the
current state and the action to take. On the other hand, model-free algorithms
learn the policy or the value function, from which they can derive the policy
subsequently, directly without the need to know the model of the environments
in advance. Most of the modern RL algorithms fall into this paradigm.

This work focuses on three model-free RL algorithms: deep Q-network
(DQN), deep deterministic policy gradient (DDPG) and proximal policy opti-
mization (PPO) as they are all proved to be applicable on robotic manipulation
tasks or high-dimensional continuous control problems [3, 4, 5, 6]. However,
a caveat with model-free algorithms commonly found in literature is that they
su�er higher sample complexity and thus are sample-ine�cient [7]. There are
multiple common factors related to sample e�ciency such as the complex-
ity of observation spaces, the number of dimensions of action space, and the
design of the reward function [8].

Therefore, we aim to investigate the sample e�ciency of the a�oremen-
tioned RL algorithms by changing the representation of observation and dis-
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2 CHAPTER 1. INTRODUCTION

cretizing action spaces in the context of robotic reaching tasks. In addition,
the fact that the policies obtained during our experiments are easily lured into
suboptimal policies calls into question the robustness and stability of these al-
gorithm on robotic manipulation tasks. As a result, we also discuss the results
in terms of the robotic arm’s behavior upon the obtained policy.

1.1 Research Question

How does the observation and action space a�ect the sample e�ciency of
reinforcement learning methods such as deep Q-netowrk, deep deterministic
policy gradient and proximal policy gradient on robotic reaching tasks?

1.2 Report Outline

This report is structured as follows: In Chapter 2, the previous literature re-
lated to this thesis is presented. First, the works on visual servoing on robotic
manipulation tasks are examined. Subsequently, the previous works that used
deep reinforcement learning algorithms to solve control problems are investi-
gated. At the end of the chapter, the literature on deep reinforcement learning
in robotic manipulation is reviewed. In Chapter 3, the theoretical foundations
of three deep reinforcement learning algorithms account for the majority of
this chapter. The simulation environment used in this work as well as other
background knowledge the is also introduced in this chapter. Chapter 4 briefs
about the methods applied and the two simulated environments used in this
work. Chapter 5 describes the specifications of the experiment conducted in
this thesis, including the architectures of the models and the hyperparameters
used for the experiments. In Chapter 6, the results of the experiments are ex-
amined and analyzed. In Chapter 7, the conclusions are drawn based on the
experimental results, and suggested future work is provided.

1.3 Scope and limitations

In this work, only three common model-free methods (DQN, DDPG and PPO)
are studied in the context of robotic reaching tasks. Two reaching tasks are
adopted as the test bases for the analysis of sample e�ciency. The goal for
both tasks are similar where the robotic arm is trained to learn a policy to
reach the target. It is possible to investigate other deep RL methods on the
two reaching tasks. However, due to limited time and computattion resources,
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we focus on the three methods, which can be commonly seen in the previous
work.



Chapter 2

Related Work

2.1 Visual Servoing for Robot Manipulation

In previous works, handcrafted visual servo control is used to solve robot ma-
nipulation tasks. William et al.[9] presents a Cartesian position-based visuo-
motor control realized by pose estimation methods and a PID controller. The
input of a position-based method is computed in the three-dimensional space,
which is also called 3D visual servoing. However, the presence of calibra-
tion errors with the camera might lead to stability issues of the whole system
in this method. Apart from the position-based methods, image-based meth-
ods are another main stem of traditional visual servoing approaches. Bernard
et al.[10] includes a camera as the visual sensor into the control servo loop.
The input image in this case is computed in the two-dimensional space, and
thus a position-based method is also called a 2D visual servoing. However,
the stability concerning calibration errors is only guaranteed in a certain re-
gion of the desired camera position. As a halfway approach between classical
position-based and image-based approaches, 2 1/2D visual servo control[11]
avoids the drawbacks in both previous methods. It requires no geometric three-
dimensional model for the target object and the convergence of the control law
and the asymptotic stability of the system are guaranteed.

2.2 RL for Robot Manipulation

However, the recent trend in academia is to exploit deep neural network as
the function approximation that can map the states of the system to actions
of the agent. Krizhevsky et al.[12] shows the ability of convolutional neural
network (CNN) in image feature extraction. They trained a deep convolutional
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neural networks to classify 1.2 million images into 1000 di�erent classes with
37.5 percent accuracy. Riedmiller[13] presents a method called Neural Fitted
Q Interation using a neural network as a q-function approximator. Inspired
by the previous works, Mnih et al.[1] proposed a novel variant in Q-learning
called Deep Q-network (DQN), which combines the concepts of reinforcement
learning and deep convolutional neural network. DQN takes only raw pixels
as input and can achieve comparable scores on 49 Atari 2600 games with a
professional player. This method will act as the starting point in this thesis
as it is designed for tasks with discrete action space. For continuous action
space, Lillicrap et al.[5] adopted the idea from DQN as the extension of the
deterministic policy gradient (DPG) algorithm and end up with a new model-
free, o�-policy and actor-critic approach called Deep DPG (DDPG). The result
of the paper shows this new method requires 20x fewer steps for good solutions
on Atari games than DQN does and is able to find good policies as well in
physical control tasks using pixels as input.

In the domain of robot manipulation, previous works attempted to learn the
control policy directly from visual observations without any other prior knowl-
edge using deep reinforcement learning[14, 15, 16]. Although those works all
show promising results, data collection in these works is significantly reliant
on human-engineered methods. On the other hand, previous works such as [3,
4] exploit DQN to realize end-to-end learning to control a robot arm based on
simple raw pixels from a camera. These methods are easy to implement and
at the same time show satisfying success rates. However, they all require more
than one million training steps to see the Q-value start to converge, which is
sample ine�cient. Mania et al.[17] also show that the sample e�ciency of
a traditional optimal control solution such as a linear-quadratic regulator can
outperform such reinforcement learning (RL) methods. Aiming to create the
simplest model-free RL method, they combined two previous works[18, 19]
which resulted in a simple random search method. This method challenges the
need for using a complex neural network as a policy approximation.

2.3 Model-Free Methods

Model-free RL methods require less space and are more flexible since model-
free methods do not rely on modelling of the environment but the value func-
tion or policies. However, it is believed that model-free methods are impaired
by sample ine�ciency compared to model-based methods. As a result, pre-
vious works can be found dedicated to investigate and attempt to boost the
sample e�ciency of model-free RL methods [8, 20, 21, 22]. Recently, Jin et
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al. [7] attacked the lack of proof of sample e�ciency head-on, providing a
solid theoretical footing of model-free RL methods. They provide a mathe-
matical proof under an episodic Markov Decision Process (MDP) setting and
show that Q-learning with the exploitation of upper confidence bounds (UCB)
exploration policy can achieve total regret of Õ

p
H3SAT , where S and A are

the size of state and action space, H is the rollout length, and T is the total
number of steps. Agarwal et al. [23] present a systematic analysis of sample
e�ciency in both the tabular and the function approximation methods. The
interplay between the exploration and the convergence rate is also discussed.

In this thesis, we investigate the e�ect of di�erent observation and action
spaces on the sample e�ciency of deep reinforcement learning (DRL) algo-
rithms. Changing the observation and action spaces implies the change of the
exploration rate for the state-action space. The algorithms investigated in this
work are DQN [1], DDPG [5] and PPO [6], which are all model-free RL al-
gorithms and commonly seen in the literature on the high-dimensional control
tasks.



Chapter 3

Background

This chapter will give a brief and general background knowledge of the under-
lying theories which have been investigated in this thesis. The theories cover
from the concept of reinforcement learning and Deep Q-learning to more ad-
vanced approaches such as Deep Deterministic Policy Gradient and Proximal
Policy Optimization.

3.1 Reinforcement Learning

The key concepts in reinforcement learning underlined in this section is mainly
adapted from a book on reinforcement learning by Richard Sutton [24]. The
notation throughout this thesis also follow the system stated in this book. The
Readers can refer to the book for further details.

3.1.1 Main Elements in Reinforcement Learning

The main elements in reinforcement learning normally includes an agent, an
environment, a reward signal, a policy and a value function. Reinforcement
learning explicitly considers a problem of a goal-directed agent interacting
with an uncertain environment [24]. The interaction between the agent and
the uncertain environment is usually formed as a Markov decision process,
which is further described in chapter 3.1.2.

Agent and Environment

A standard setup of a reinforcement learning problem comprises an agent and
an environment which is fully or partially observable by the agent. At each dis-
crete time step, the agent decides which actionAt to take based on the observa-

7



8 CHAPTER 3. BACKGROUND

tion or the state St and the reward Rt. After taking the action At, the agent can
observe the environment againSt+1 and receive the reward at the next time step
Rt+1. Figure 3.1 illustrates the interaction between the agent and the environ-
ment. A complete sequence of state and action pairs ⌧ = (S0, A0, S1, A1, ...)
is called a trajectory, an episode or a rollout. These three terms can be used
interchangeably.

Figure 3.1: The interaction between the agent and environment. At time step
t, the agent observes the environment St and interacts with the environment
with action At. The environment evolves from St into St+1 and yields the
corresponding reward Rt+1. (inspired by Figure 3.1 in [24])

Policy

Another key component in reinforcement learning is a policy, which defines
the mapping from states to a probability distribution over the actions ⇡ : S !
P (A), where S is the finite state space, and A is the action space. The notation
⇡(a|s) denotes the probability of taking action a given state s. When the policy
is deterministic, the mapping becomes ⇡ ! A, and ⇡(a|s) = 1.

Reward Signal

The goal in reinforcement learning is to maximize the discounted long-term
accumulated rewards or return, which can be formulated as:

Gt
.
= Rt+1 + �Rt+2 + �2Rt+3 + · · · =

TX

i=t

�i�tRt+i+1 (3.1)

where � 2 [0, 1) is the discount factor. The discount factor is especially es-
sential when the time horizon of the problem can be infinite (infinite MDPs),
meaning that T in equation 3.1 can go to infinity. If � < 1, the discounted
accumulated return in equation 3.1 is finite if the reward sequence {Rk} is
bounded. If � = 0, only the immediate reward is maximized [24]. The proper
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proof can be found in [25]. Another reason of adding a discount factor is that
the rewards near the current time step are more important than the ones in the
long run.

Value Functions

The value function v⇡, also known as the state-value function, is the expected
return of a particular state s at the time step t following the policy ⇡. It reflects
how good the agent behaves onwards in the state St.

v⇡(s)
.
= E⇡[Gt|St = s] = E⇡

h 1X

k=0

�kRt+k+1|St = s
i
, 8s 2 S (3.2)

Similarly, the action-value function is defined as the value in the state s
when taking the action a following the policy ⇡. It reflects how good it is
going to be to take action a in state s under policy ⇡.

q⇡(s, a)
.
= E⇡[Gt|St = s, At = a]

= E⇡

h 1X

k=0

�kRt+k+1|St = s, At = a], 8s 2 S, 8a 2 A(s)
(3.3)

3.1.2 Finite Markov Decision Process

In most of reinforcement learning setups, we implicitly frame the problems
under the Markov decision process (MDP) framework, meaning that the tran-
sition probabilities are well-defined. A finite MDP is an MDP with finite state,
action, and reward sets[24].

Markov Property

The key concept of Markov property can be summarized as "the future is in-
dependent of the past given the present". When the current state is known to
the agent, it can get rid of the previous information because the current state
captures all the relevant information from history. A state St is Markov if and
only if

P[St+1|St] = P[St+1|S1, ..., St] (3.4)
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Markov Process and Markov Reward Process

A Markov process (or a Markov chain) is a sequence of partially random states
with Markov property. It is a two-element tuple (S, P ), where S is a state set,
and P is the transition probability P = P[St+1|St]. A Markov reward process
is a three-element tuple (S, P,R), which is a Markov process with a reward
function R = E[Rt+1|St].

Markov Decision Process

A Markov decision process is a Markov reward process including decision
makings. It is a four-element tuple (S, P,R,A), where S is a state set, P
is a transition probability given the current state and the chosen action P =
P[St+1|St, At], R is the reward function based on the chosen action R =
E[Rt+1|St, At], and A is a finite set of actions.

3.1.3 Policy and Value Iterations

Optimal Policies and Value Functions

An optimal policy ⇡⇤ is the policy which yields the maximum value in each
state. By definition, a policy ⇡ is better than or equal to ⇡0 if and only if
v⇡(s) � v⇡0(s) for all s 2 S. There can be multiple optimal policies, which
correspond to the same optimal value function v⇤. The optimal value function
is defined as

v⇤(s)
.
= max

⇡
v⇡(s), 8s 2 S (3.5)

Optimal policies also correspond to the optimal action-value function q⇤, de-
fined as

q⇤(s, a)
.
= max

⇡
q⇡(s), 8s 2 S, 8a 2 A(s)

= E[Rt+1 + �v⇤(St+1)|St = s, At = a]
(3.6)

Bellman Optimality Equation

Building upon Bellman’s principle of optimality [26], which states that any
substructure of an optimal policy is also optimal itself. The Bellman opti-
mality equation obtains the optimal value function and the optimal policies
by utilizing dynamic programming. To compute the value functions with dy-
namic programming structure, the model of the environment is assumed to be
a finite Markov decision process, meaning that its state space, action space
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and rewards are finite, and the transition probabilities P = P[St+1|St, At] are
well-defined. The Bellman optimality equations are defined as:

v⇤(s) = max
a

E[Rt+1 + �v⇤(St+1)|St = s, At = a]

= max
a

X

s0,r

p(s0, r|s, a)
h
r + �v⇤(s

0)
i (3.7)

or updating the Bellman optimality equation in the action-value function:

q⇤(s) = E[Rt+1 + �max
a0

q⇤(St+1, a
0)|St = s, At = a]

=
X

s0,r

p(s0, r|s, a)
h
r + �max

a0
q⇤(s

0, a0)
i (3.8)

Policy Iteration

The policy iteration approach is composed of two alternating iterative steps,
policy evaluation and policy improvement. In policy evaluation, the Bellman
equation for v⇡ is used to update the value for each state iteratively. The value
v0 is initialized randomly.

vk+1(s)
.
= E⇡[Rt+1 + �vk(St+1)|St = s]

=
X

a

⇡(a|s)
X

s0,r

p(s0, r|s, a)
h
r + �vk(s

0)
i
, 8s 2 S (3.9)

It is guaranteed that v⇡ exists and is unique when the discount factor � < 1, or
when the terminal state must be reached in each episode under the policy ⇡.
These two conditions also guaranteed the convergence of the value function
v⇡ when k !1.

On the other hand, policy improvement is a method to optimize the current
policy according to the value function. That is, to find a new policy ⇡0 which
satisfies q⇡(s, ⇡0(s)) � v⇡(s), 8s 2 S and v⇡0(s) � v⇡(s), 8s 2 S. The new
(greedy) policy ⇡0 can be attained by

⇡0(s)
.
= argmax

a
q⇡(s, a)

= argmax
a

X

s0,r

p(s0, r|s, a)
h
r + �v⇡(s

0)
i (3.10)

By performing these two steps iteratively, an optimal policy can be found,
which can also be described by the value function (Bellman optimality equa-
tion).

v0⇡(s) = max
a

X

s0,r

p(s0, r|s, a)
h
r + �v⇡0(s0)] (3.11)
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Value Iteration

Value iteration is a method combining the policy evaluation and the policy
improvement by truncating the former to just one iteration step. It can also be
interpreted as using Bellman optimality equation 3.7 as an update rule.

vk+1
.
= max

a
E[Rt+1 + �vk(St+1)|St = s, At = a]

= max
a

X

s0,r

p(s0, r|s, a)
h
r + �vk(s

0)
i
, 8s 2 S

(3.12)

Similarly, the optimal policy ⇡⇤ can also be obtained by equation 3.10.

3.1.4 Monte Carlo Methods and Temporal-Di�erence

Learning

Both Monte Carlo (MC) methods and Temporal-Di�erence (TD) learning are
learning methods for estimating the value function in order to obtain the opti-
mal policy. The main di�erence lies in how they compute the value estimate.
MC methods sample the sequences of states, actions and rewards from the
environment. Each sequence constitutes a complete episode. That is, MC
methods are used when the task is episodic, meaning that each episode will
reach a terminal state at the end. The update of the value estimate V of MC
methods is

V (St) V (St) + ↵
h
Gt � V (St)

i
(3.13)

whereGt is the actual return onwards in state St at time t, and ↵ is the learning
rate. TD learning, on the other hand, estimates the true value function based on
the previous value estimate. It combines the ideas of dynamic programming
and MC methods. In other words, it boostraps at the next time step to obtain the
value estimate V (St+1) and forms a target together with the observed reward
Rt+1.

V (St) V (St) + ↵
h
Rt+1 + �V (St+1)� V (St)

i
(3.14)

where Rt+1 + �V (St+1) is termed TD target, and Rt+1 + �V (St+1)� V (St)
is termed TD error. Similarly, the action-value estimate can also be updated
by using TD target. A classical example for this is Q-learing defined by:

Q(St, At) Q(St, At) + ↵
h
Rt+1 + �max

a
Q(St+1, a)�Q(St, At)

i
(3.15)
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3.2 Deep Q-Network

Combining Q-learning and deep neural network, deep Q-network (DQN) [1] is
an end-to-end reinforcement learning model which maps the raw input images
to the actions or the control signals. A convolutional neural network is used
as an approximator of the optimal state-value function:

Q⇤(s, a) = max
⇡

E[Rt + �Rt+1 + �2Rt+2 + ...|St = s, At = a, ⇡] (3.16)

which is the maximum of expected cumulative rewards with the discount fac-
tor � following the behavior policy ⇡. However, the use of a nonlinear function
such as a neural network to approximate the action-value function can be un-
stable or even diverge [27]. To address the instability, Mnih et al. [1] proposes
two additional techniques. First, experience replay , which samples the data
randomly from the replay bu�er, to eliminate the correlation between state-
action-reward sequence. In addition, a target network is maintained during
training to create a temporarily fixed point which the Q-network can converge
to. That is, the target network is updated periodically to reduce the correlation
with the Q-network. The Q-learning update is performed with the following
loss function at iteration i:

Li(✓i) = E(s,a,r,s0)⇠D

h
r + �max

a0
Q(s0, a0; ✓�i )�Q(s, a; ✓i)

i
(3.17)

where ✓i is the parameters of the Q-network, ✓� is the parameters used to
compute the target.

3.2.1 Algorithm

The following pseudocode is adapted from [1]. The implementation in this
work is nearly identical to this except for the preprocessing function �. It is
because the luminance layer is not included in the extracted images from the
reacher-v2 environment in OpenAI Gym [28].
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Algorithm 1 Deep Q-Network with Experience Replay
Initialize replay memory D to capacity N
Initialize action-value function Q with random weights ✓
Initialize target action-value function Q̂ with weights ✓� = ✓
for episode = 1,...,M do

Initialize sequence S1 = x1 and preprocessed sequence �1 = �(s1)
for t = 1,...,T do

With probability ✏ select a random action At otherwise select At =
argmaxa Q(�(St), a; ✓)
Execute action At in emulator and observe reward Rt and image xt+1

Set St+1 = St, At, xt+1 and preprocess �t+1 = �(St+1)
Store transition (�t, At, Rt,�t+1) in D
Sample random minibatch of transitions (�j, Aj, Rj,�j+1) from D
Set

yj =

(
Rj, if episode terminates at step j+1.
Rj + �maxa0 Q̂(�j+1, a0; ✓�), otherwise.

Perform a gradient descent step on (yj �Q(�j, aj; ✓))2 with respect to
the network parameters ✓
Every C steps reset Q̂ = Q

end for

end for

3.3 Deep Deterministic Policy Gradient

Inspired by the deep Q-network (DQN) [1], Deep Deterministic Policy Gra-
dient (DDPG) method is an extension of the Deterministic Policy Gradient
(DPG) algorithm[29], which uses neural networks as function approximators.
The main problem in DQN is that the greedy policy is not practical when it
comes to tasks with large or continuous action spaces. Instead, DDPG used an
o�-policy actor-critic approach based on DPG algorithm, whose performance
objective is of the form:

J(µ✓) =

Z

S

⇢µ(s)Q(s, µ✓(s))ds (3.18)

where µ✓ : S ! A is a deterministic policy. Taking the gradient of the perfor-
mance objective according to the chain rule, the deterministic policy gradient
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is listed as follows:

rJ(µ✓) =

Z

S

⇢µ(s)r✓µ✓(s)raQ
µ(s, a)|a=µ✓(s)

= Es⇠⇢µ

h
r✓µ✓(s)raQ

µ(s, a)|a=µ✓(s)

i (3.19)

Since DDPG is a version of DQN in its core, it also requires the replay
bu�er and separated target networks for convergence and stability issues.

Apart from the commonness, there are two major di�erences proposed
in DDPG. First, "soft" target updates are used instead of the original target
updates, which simply copy the weights from real-time models. The target
models are updated by

✓Q
0  ⌧✓Q + (1� ⌧)✓Q

0 (3.20)
✓µ

0  ⌧✓µ + (1� ⌧)✓µ
0 (3.21)

This modification of target update improves the stability of learning. Another
modification in DDPG is the use of batch normalization [30]. The reasoning
behind this is that the feature vector observations might have various physical
units, and the range of them might vary. This is essential when we are dealing
with robotic manipulation tasks with low dimensional observation spaces.

Since the actor policy µ is deterministic, an exploration policy µ0 is con-
structed to ensure the exploration:

µexploration(St) = µ(St|✓µt ) +N (3.22)

Where N is a noise process which can be decided upon the environment. In
[5], an Ornstein-Uhlenbeck process is used to facilitate the exploration since it
generates noise with temporal correlation but still approaching the long term
mean.
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3.3.1 Algorithm

The following pseudocode is adapted from the DDPG paper [5]. The imple-
mentation in this work closely follows this.

Algorithm 2 DDPG algorithm
Randomly initialize critic network Q(s, a|✓Q) and actor µ(s|✓µ) with
weights ✓Q and ✓µ

Initialize target network Q0 and µ0 with weights ✓Q0  ✓Q, ✓µ0  ✓µ

Initialize replay bu�er R
for episode = 1,..., M do

Initialize a random process N for action exploration
Receive initial observation state S1

for t=1,...,T do

Select action At = µ(St|✓µ) +Nt according to the current policy and
exploration noise
Execute action At and observe reward Rt and observe new state St+1

Store transition (St, At, Rt, St+1) in R
Sample a random minibatch of N transitions (Si, Ai, Ri, Si+1) from R

Set yi = Ri + �Q0(St+1, µ0(St+1|✓µ
0
)|✓Q0

)
Update critic by minimizing the loss: L = 1

N

P
i(yi�Q(Si, Ai|✓Q))2

Update the actor policy using the sampled policy gradient:

r✓µJ ⇠
1

N

X

i

raQ(s, a|✓Q)|s=si,a=µ(si)r✓µµ(s|✓µ)|si

Update the target networks:

✓Q
0  ⌧✓Q + (1� ⌧)✓Q

0

✓µ
0  ⌧✓µ + (1� ⌧)✓µ

0

end for

end for
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3.4 Proximal Policy Optimization

3.4.1 Policy Gradient Methods

Policy gradient methods update the policy directly instead of inferring from
the value function [24]. There are several advantages to use policy gradient
methods instead of value-based methods. One of them is that the policy-based
methods learn the probabilities of taking the possible actions, meaning that it
ensures a certain degree of exploration and is able to learn a stochastic pol-
icy. Another advantage is without the need of taking the max operation over
the values of actions, which is commonly seen in value-based methods, the
policy-based methods are more applicable in a larger action space. The policy
⇡(a|s, ✓) can be parameterized in any way as long as it is di�erentiable, mean-
ing that r✓⇡(a|s, ✓) exists and is finite. The policy update is performed by
utilizing stochastic gradient algorithm. The gradient estimator is of the form
1:

ĝ = Êt

h
r✓ log ⇡(at|st, ✓)Ât

i
(3.23)

where ⇡✓ is a stochastic policy and Ât is an estimator of the advantage function
at timestep t [6]. Equation 3.23 is derived from di�erentiating the objective
function:

L(✓) = Êt

h
log ⇡✓(at|st)Ât

i
(3.24)

By the law of large numbers, equation 3.23 can be approximated as

ĝ =
1

N

NX

n=1

1X

t=0

r✓ log ⇡✓(a
n
t |snt )Ân

t (3.25)

(shown in [31]) where n is the index of episode in one batch. The advan-
tage estimate Ât above is in fact a class of estimators, which involves a k-step
estimate of the returns minus the approximate value function.

Â(1)
t = �V (st) + rt + �V (st+1) (3.26)

Â(2)
t = �V (st) + rt + �rt+1 + �2V (st+2) (3.27)

Â(3)
t = �V (st) + rt + �rt+1 + �2rt+2 + �3V (st+3) (3.28)

Â(k)
t = �V (st) + rt + �rt+1 + ...+ �k�1rt+k�1 + �kV (st+k) (3.29)

1Note that in this section, we use lowercase at to denote the random variable of the action
at the time step t instead to avoid the confusion with the advantage function At. The notation
for state and reward signal also follow.



18 CHAPTER 3. BACKGROUND

Note that the advantage estimate becomes less biased as k increases, and vice
versa. When k ! 1, the advantage estimate Â(1)

t is simply the empirical
return minus the approximate value function.

3.4.2 Actor-Critic Methods

The Actor-Critic method is a category of policy gradient methods aiming to
reduce the variance during training [31]. Its main idea is to maintain two
models, the policy ⇡✓(a|s) and the action-value function (or the state-value
function) Qw(s, a), which are the actor and the critic respectively. The critic,
Qw(s, a), is used to estimate the action-value function under the policy ⇡✓.

Qw(s, a) ' Q⇡✓(s, a) (3.30)

The actor, ⇡✓(s, a), is updated in the direction suggested by the critic,Qw(s, a).

r✓J(✓) ' E⇡✓

h
r log ⇡✓(a|s)Qw(s, a)

i
(3.31)

�✓ = ↵r✓ log ⇡✓(a|s)Qw(s, a) (3.32)

In addition to the "vanilla" actor-critic method, the advantage function is often
used to even further reduce the variance during training [32]. That is, Qw(s, a)
in equation 3.31 is replaced by the advantage function

Aw(s, a) = Qw(s, a)� Vw(s) (3.33)

3.4.3 Trust Region Policy Optimization

Trust Region Policy Optimization (TRPO) is a policy gradient and on-policy
method which avoid large parameter update at one step [33]. It enforces a
Kullback-Leibler divergence (KL) to the objective function as a constraint.
The goal in TRPO is to maximize the objective function, or the "surrogate"
objective, subject to trust region constraint:

maximize
✓

Êt

h ⇡✓(at|st)
⇡✓old(at|st)

Ât

i
(3.34)

subject to Êt

⇥
KL[⇡✓old(·|st), ⇡✓(·|st)]

⇤
 � (3.35)

where � is predefined small parameter, and ✓old is the parameters of the policy
before the update.
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3.4.4 Clipped Surrogate Objective

The clipped surrogate objective is proposed in Proximal Policy Optimization
[6], which is an alternative for the KL constraint in TRPO. The objective is
to assure the probability ratio rt(✓) stays within a range around unity. The
probability ratio is of the form:

rt(✓) =
⇡✓(at|st)
⇡✓old(at|st)

(3.36)

That is, when the distance between ✓ and ✓old is out of a certain bound, the
gradient update is clipped to avoid extremely large updates.

LCLIP (✓) = Êt

⇥
min(rt(✓)Ât, clip(rt(✓), 1� ✏, 1 + ✏)Ât)

⇤
(3.37)

where epsilon ✏ is a hyperparameter. In [6], ✏ is set to 0.2. By taking the min-
imum of the the clipped and unclipped objective functions, the final objective
is always the lower bound, or the pessimistic bound with respect to the un-
clipped objective. This is conservative and reasonable, considering our goal
is to maximize the objective function.

Figure 3.2: The clipped objective LCLIP in two scenarios, positive advantage
and negative advantage.(adapted from [6])

3.4.5 Algorithm

There are two PPO algorithm variants, i.e. PPO with clipped surrogate ob-
jective and PPO with adaptive KL penalty. In this work, we implement the
former one. The pseudocode listed in the following is adapted from OpenAI
Spinning Up2. Also, the implementation of advantage function is realized in

2OpenAI Spinning Up is an educational resource created by OpenAI aiming to ease the
learning of deep reinforcement learning: https://spinningup.openai.com/.
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actor-critic style, meaning that the advantage function is a truncated version
of generalized advantage estimation.

Algorithm 3 PPO-Clip
Input: initial policy parameters ✓0, initial value function parameters �0

for k = 0,1,2,... do

Collect set of trajectories Dk = {⌧i} by running policy ⌧k = ⌧(✓k) in the
environment.
Compute rewards-to-go R̂t.
Compute advantage estimates, Ât (using any method of advantage esti-
mation) based on the current value function V�k

.
Update the policy by maximizing the PPO-Clip objective:

✓k+1 = argmax
✓

1

|Dk|T
X

⌧2Dk

TX

t=0

min
⇣ ⇡✓(at|st)
⇡✓k(at|st)

A⇡✓k (st, at), g(✏, A
⇡✓k(st, at))

⌘

typically via stochastic gradient ascent with Adam.
Fit value function by regression on mean-squared error:

�k+1 = argmin
�

1

|Dk|T
X

⌧2Dk

TX

t=0

⇣
V�(st)� R̂t

⌘2

typically via some gradient descent algorithm.
end for
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3.5 OpenAI Gym and MuJoCo

The environments used in this thesis are MuJoCo [34] environments, meaning
the dynamic models are built based on MuJoCo. OpenAI Gym [28] provides
a shared interface, allowing the users to write and test deep reinforcement
learning algorithms without worrying about the connection with MuJoCo.

3.5.1 OpenAI Gym

OpenAI Gym is a toolkit aimed towards reinforcement learning research [28].
It contains a collection of benchmark problems, or environments, which are
commonly used in this domain. Its goal is to become a standardized simu-
lated environment and benchmark which can help researchers and practition-
ers evaluate and compare the performance of RL algorithms based on the same
physics models. It also comprises an online community which allows the prac-
titioners to present their results and facilitates the discussions. In addition,
OpenAI Gym is compatible with some common libraries such as TensorFlow
and Theano. Its open-source nature allows its users to not only adapt the envi-
ronments to their specific needs but also create a brand-new environments or
customize the existing ones.

Figure 3.3: Images of several environments in OpenAI Gym. (adapted from
[28])
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3.5.2 MuJoCo

MuJoCo is the acronym of Multi-Joint dynamics with Contacts. It is a physics
engine which was initially used at the Movement Control Laboratory, Univer-
sity of Washington. The incentive of creating this simulation engine is the
awareness of lacking a satisfying tool for the research on optimal control, sys-
tem identification and state estimation.

MoJoCo is aiming to simulate model-based control tasks, and the areas it
facilitates range from robotics and biomechanics to graphics, animation and
any other areas that require fast and accurate simulation of complex dynami-
cal systems. MuJoCo has outperformed other existing physics engines when it
comes to computation speed and accuracy especially in robotics-related tasks
[35]. MuJoCo is known for its user-friendly design and yet retain computa-
tional e�ciency. Users can specify their models by using either a high-level
API written in C++ or a XML file. The runtime simulation module, which
implemented in C, is fine-tuned in order to maximize the performance.

Unlike the other engines, MuJoCo is dedicated to providing better mod-
elling of contact dynamics instead of ignoring the contacts or using simple
spring-dampers to represent the contact mechanisms. The contact models
provided in MuJoCo include tangential, rotational resistance and elliptic and
pyramidal friction cones.

The elements in a MuJoCo model are body, joint, Degrees of free-
dom (DOF), geom, site, constraint, tendon and acturator. Bod-
ies are elements to create dynamic components in the model. Joints are ele-
ments to defined the motion of a particular body. In contrary to other physics
engines, such as ODE [36], the joint elements enable motion between the cur-
rent body and its parent instead of confining motion. Moreover, there are so-
called composite objects which are collections of existing model elements.
They are designed to simulate particle systems, rope, cloths, etc. As shown in
Figure 3.4(a), the cloth is a composite element of a collection of spheres. The
spheres are connected by tendons whose length is soft-equality-constrained.
Additionally, one important feature provided by MuJoCo is the automatic in-
ference of the body inertial properties such as the masses and the moments of
inertia. The inertias of the bodies are derived automatically from the shape of
geoms and the material density. More details regarding MuJoCo modelling
can be found in the MuJoCo paper [34].
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(a) Cloth (b) Modular Prosthetic Limb
(MPL) hand model

(c) Self-defined model created by
two geom types: sphere and plane.

Figure 3.4: Several examples of model created by using MuJoCo modelling.
(a and b are adapted from [34])

3.6 OpenCV

OpenCV is software library aiming to provide real-time functions for com-
puter vision tasks [37]. The programming languages supported by OpenCV
includes C++, Python, Java, etc. In this thesis, we use OpenCV-Python, which
is the Python API of OpenCV. The advantages of utilizing OpenCV libraries
in Python are twofold. First of all, Python is known for its simplicity and code
readability. That is, users can prototype their ideas with a few lines of Python
code. Secondly, OpenCV-Python is in fact a Python wrapper around the orig-
inal OpenCV libraries, written in C++. This means that its computation time
would not be noticeably slower than the original libraries.
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OpenCV is a fruitful computer vision library which is constructed in a
modular nature. There are numerous modules providing plentiful o�-the-shelf
functions which are listed as the following3:

1. Core functionality: a compact module defining the basic data structures
including the dense multi-dimensional array and basic functions used
by all the other modules.

2. Image Processing: an image processing module that includes image fil-
tering, image transformation such as resizing and a�ne transformation,
etc.

3. Video Analysis: a video analysis module that includes motion estima-
tion, background subtraction, and object tracking algorithm.

4. Camera Calibration and 3D Reconstruction: a module including basic
multiple-view geometry algorithms, object pose estimation, stereo cor-
respondence algorithms, etc.

5. 2D Feature Framework: salient feature detectors, and descriptor match-
ers.

6. Object Detection: detection of objects and instances of the predefined
class such as faces, eyes, people, car, etc.

7. High-level GUI: an easy-to-use interface to simple UI capabilities.

8. Video I/O: a user-friendly interface to video capturing and video codecs.

3The descriptions of the modules are adpated from the OpenCV website: https://
docs.opencv.org/3.4/d1/dfb/intro.html.

https://docs.opencv.org/3.4/d1/dfb/intro.html
https://docs.opencv.org/3.4/d1/dfb/intro.html


Chapter 4

Method

This chapter describes the method mainly in two directions: the description of
the simulation environment we used in this project and the approaches to alter
the observation and action spaces. By utilizing these methods, we investigate
three deep reinforcement learning algorithms: DQN, DDPG, and PPO under
di�erent observation and action space settings on two robotic arm reaching
tasks.

4.1 Simulated Environments

In this section, we detail the information about the two simulated environments–
Reacher-v2 and FrankaReacher-v0–used in this thesis. Both environments
can be deemed as a robotic arm reaching task. The main di�erence between
these two environments is the complexity of their state-action spaces.

4.1.1 Reacher-v2 Environment

Reacher-v2 environment is one of the built-in environments provided by Ope-
nAI Gym. In this simulated environment, there is a square arena where a
random target and a 2 DOF robotic arm are located. As shown in Figure 4.1,
the robotic arm consists of two linkages with equal length and two revolute
joints. The target, which denotes by a red sphere, is randomly placed at the
beginning of each episode. For better visualization, the end-e�ector is pin-
pointed by a sphere in light blue colour. The goal of this learning environment
is to make the end-e�ector touch the randomly-placed target in each episode.
In this thesis, we implement several DRL algorithms to enable the agent (the
robotic arm) to learn the optimal or suboptimal policy which is to decide the

25
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actions based on the state at each time step to reach the target.
Initially, the only terminal state in the Reacher-v2 environment is the state

when the elapsed time reaches the limit of the specified time horizon. To
improve the sample e�ciency, a minor change is made to the reward signal.
As shown in Algorithm 4, a tolerance of � is specified to create a terminal state
when the end-e�ector approximately reaches the target. The tolerance creates
a circular area centred at the target with a radius of �. The end-e�ector is not
necessarily to stay within the area to be deemed as a success. Specifically, the
tolerance � in the experiments is set to 0.0001. Note that Rcontrol is a penalty
term to prevent the reacher from obtaining a fast spinning behavior. It is also
reasonable to add this term concerning the energy cost in a real world scenario.

Algorithm 4 Reward function
Input:

d = the distance between the end-e�ector and the target
~a = the vector of joint actions
t = the current time step

Output:
T = a boolean value which indicates the terminal state
R = the reward signal

T = False
Rdistance = �d
Rcontrol = �k~ak2

R = Rdistance +Rcontrol

if (d < �) _(t >= tmax) then

T = True
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Figure 4.1: The Reacher-v2 environment.

4.1.2 FrankaReacher-v0 Environment

FrankaReacher-v0 environment is a newly-created environment in the OpenAI
Gym style. This environment is modelling the dynamics in a scenario where
PANDA robotic arm is used to reach a sphere target. PANDA is a 7 DOF,
robotic arm, developed by FRANKA EMIKA1, a company based in Munich,
Germany.

As shown in Figure 4.2, the robotic arms consists of 8 linkages and 7 revo-
lute joints along with a pair of fingers attached to the last linkage. The config-
urations of the robotic arm are consistent to the specifications of the PANDA
robotic arm. The constraints of the joints are set according to the movement
limitations as shown in Table 4.1, including the minimum and maximum an-
gles of each joint. A thin yellow box is created as the work platform of the
PANDA robotic arm. The robotic arm is placed in the middle of one of the
platform’s edges. The blue ball simulates the target which will be reached by
the robotic arm. In each episode, the pose of the robotic arm will be reset to a
certain position, and the target is placed at the same location.

The reward function used in the FrankaReacher environment is shown in
Algorithm 5. It is similar to the reward function used in the Reacher environ-
ment as shown in Algorithm 4. The main di�erence lies in the use of the coef-
ficients, wd and wc, added to both reward signal parts Rd and Rc respectively.
The co�cients are obtained by fine tuning The distance in the FrankaReacher
environment is defined as the distance between the last linkage and the target.

1The website of FRANKA EMIKA: https://franka.de
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Algorithm 5 Reward function
Input:

d = the distance between the end-e�ector and the target
~a = the vector of joint actions
t = the current time step

Output:
T = a boolean value which indicates the terminal state
R = the reward signal

T = False
wd = 2p and wc = 0.025(1� p) where p = 0.9
Rdistance = �d
Rcontrol = �k~ak2
R = wdRdistance + wcRcontrol

if t >= tmax then

T = True

(a) The FrankaReacher-v0 environment (b) The real Franka robotic arm

Figure 4.2: PANDA robotic arm deveploped by FRANKA EMIKA and the
corresponding simulated environment FrankaReacher-v0.
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Degrees of freedom 7 DOF
Maximum payload 3 kg

Sensitivity 7 torque sensors (one for each axes)
Maximum reach 855 mm

Rotation limits of each joints Joint 1 -166/166
(in degree) Joint 2 -101/101

Joint 3 -166/166
Joint 4 -176/-4
Joint 5 -166/166
Joint 6 -1/215
Joint 7 -166/166

Table 4.1: Technical specifications of PANDA robotic arm

4.2 Object Detection

We use the class SimpleBlobDetector in OpenCV to extract the position
information of the sphere target. Figure 4.3 illustrates the functionality of the
blob detector. Figure 4.3(a) is one possible state of the reacher environment.
Figure 4.3(b) shows the result that the target is sucessfully detected by the
blob detector. The algorithm of SimpleBlobDetector is listed as four steps as
following:

1. The source images is first converted to binary images with intervals
specified by the parameter thresholdStep and with the range from minThresh-
old to maxThreshold.

2. Extract connected components from the binary images and calculate
their centers.

3. Group the centers if the distance between them is less than the minDis-
tBetweenBlobs parameter.

4. Estimate final centers of blobs and calculate their radiuses.
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(a) Before blob detection (b) The target detected by the blob de-
tector (indicated by the yellow circle)

Figure 4.3: The illustration of the functionality of the blob detector. A raw
image extracted from the Reacher-v2 environment is used for the demonstra-
tion.

4.3 Changing Observation and Action Spaces

The choices of observation space and action space are of common interest
in the reinforcement learning domain since these can be highly correlated to
sample e�ciency of training. In this thesis, we are aiming to compare the
aforementioned DRL algorithms under di�erent settings of observation spaces
and action spaces, which is detailed in the following subsections 4.3.1 and
4.3.2.

4.3.1 Observation spaces

For observation space, we explore three possible representations that are com-
monly seen in previous work. Feature information is the most naive way of
representating the environment, which is the exact information of the environ-
ment state. To make the representation more practical, we presume the target’s
position is unknown to the agent in our second representation of observation
space. As a substitute, a camera is used as a visual sensor of the agent. Taking
in the images from the sensor, the target’s position is extracted by the object
detector and then fed into the agent’s observation state. Finally, 256 x 256
raw images are used as the observation space in order to get rid of the object
detector.
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Feature Information

Feature information is the accurate feature that can be accessed from the simu-
lated environment. Considering the reacher environment, these features would
be the state of the robotic arm’s pose, including joint angles and the coordi-
nates of each joint, and the target’s coordinate. Table 4.2 shows the feature
vector used in our experiments with Reacher-v2, which is a 11-dimensional
vector.

Dimension Observation
0 the cosine of joint angle 1
1 the cosine of joint angle 2
2 the sine of joint angle 1
3 the sine of joint angle 2
4 the x coordinate of the target
5 the y coordinate of the target
6 the x component of the end e�ector’s velocity
7 the y component of the end e�ector’s velocity
8 the x component of the vector from the target to the end e�ector
9 the y component of the vector from the target to the end e�ector
10 the z component of the vector from the target to the end e�ector

Table 4.2: Feature vector in the Reacher-v2 environment

Feature Information combined with the object detection

This representation of the observation space replaces the coordinate informa-
tion of the target taken directly from the environment with the coordinate infor-
mation extracted from the raw image of the environment. This representation
is approximate to a real world scenario, since the target information is unlikely
to be known by the agent. To obtain the information about the target’s loca-
tion, a visual aid needs to be integrated into the control loop of the system.
Specifically, the raw images are taken by a camera placed in a particular po-
sition of the simulated environment. The images are then fed into the object
detector, and the target coordinates in the image space are obtained. In order
to make the target coordinate meaningful, we apply an a�ne transformation
to transform the target coordinates from the image space to the work space.
Figure 4.4 illustrates the pipeline of the aforementioned process.

The camera is placed right over the center of the arena in the reacher en-
vironment, with the camera facing straight down to the center. Images taken
from this viewpoint contains the pose configuration of the robotic arm and the
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location of the target. Next, OpenCV blob detector is used to extract the coor-
dinate of the target. However, the extracted coordinate is in the image space,
which is not in the same coordinate system as the agent. Consequently, a pro-
jective transformation is used to map the target’s coordinate from the image
space to the agent’s work space. The projective transformation is calculated
manually and of the form:


vc

1

�
=


A b
c| 1

�

| {z }
M


vi

1

�
(4.1)

where A is the linear mapping including rotation and scaling, b is the transla-
tion vector, and c is the projection vector. The augmented matrix M is called a
projective transformation matrix. vi denotes the target coordinate in the image
space, and vc denotes the target coordinate in the agent’s work space.

Figure 4.4: Feature information combined with the object detection

Raw Image (End-to-End Setup)

To rely on the feature extraction capability of convolutional neural network,
for the last representation of the observation space, we experiment with raw
images of the environment. The raw images are taken by a camera placed in
a particular location in the simulated environment as described in the previ-
ous section. In our experiments, the resolution of the images rendered from
the simulator is 256 x 256. Based on our experiments, the lower-resolution
images, for example 128 x 128, result in unstable object detection with our
camera configuration.
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Figure 4.5: End-to-end setup of the actor in PPO on the Reacher task.

4.3.2 Action Spaces

Most of robotic control problems have continuous action space since the move-
ment range of each joint is usually a subset of real numbers. It is not di�cult to
find numerous previous works [38, 39, 40] attempting to explore the relation
between the continuous and discrete action spaces. In this thesis, we choose
the Reacher-v2 environment and the FrankaReacher-v0 environment as our
test bases to see the e�ect of di�erent action space settings on the learning
curve over time.

For continuous actions, only the minimum and maximum of the actions
should be considered. In the Reacher-v2 environment, only the second joint is
limited, ranging from -3.0 to 3.0 in radian, and the first joint is unlimited. In
the FrankaReacher-v0 environment, the limitations of joint angle are decided
according to the technical specifications listed in Table 4.1.

For discrete actions, we discretize the continuous action to three di�erent
levels. That is, the continuous action space in each dimension is assigned
into N bins, where N could be any integer. In this thesis, we conducted the
experiments with N = 5, 7, 11. Suppose that the action A = [a1a2...ai...am]
in the i dimension is within the range ai 2 [�, �]. After applying discretization
to the level of N , the action for each dimenstion ai belongs to the subset ai 2
{�+ ���

N�1j|j = 0...N�1}. Consequently, the size of the discrete action space
will be |A| = Nm.



Chapter 5

Experiments

We detail the experiments conducted on the three deep reinforcement learn-
ing algorithms (DQN, DDPG, PPO) under di�erent settings, i.e. di�erent ob-
servation spaces and di�erent granularity of discretized action spaces. The
experiments aim to answer the following questions: (a) what are the e�ects
of di�erent observation representations and action spaces on the sample e�-
ciency? (b) what are the relations between di�erent observation spaces and
action spaces in terms of optimality of the obtained policy?

5.1 Experimental setup

In this thesis, we used MuJoCo as the physics simulator with OpenAI interface,
which is written in Python. The two simulated environments used in this thesis
are Reacher-v2 and FrankaReacher-v0. The former is a built-in class, which
can be called directly once OpenAI Gym and MuJoCo is installed and set up.
The latter one, however, is a self-defined class, which is not included in the
environment suite of OpenAI Gym.

To carry out our computationally intensive experiments, we trained the
models on an Ubuntu 16.04.4 LTS workstation with an NVIDIA GeForce GTX
1080 Ti GPU and Intel Xeon E5-2620 v4 CPUs, provided by the Robotics,
Perception and Learning Lab at KTH. As for the implementation, we use Ten-
sorFlow to build the DQN model and PyTorch to build the DDPG and PPO
models1.

1The implementation of DDPG and PPO used in this thesis is mainly built on the code
base from [41].
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5.2 Model Architecture

This section covers the architectures of the models we used to generate the
results in Chapter 6. The hyperparameters used in the experiments are also
presented in the tables.

5.2.1 Deep Q-Network

Deep Q-Network contains two identical networks in terms of architecture,
which are the prediction network and the target network. Both of them act as
the function approximators of the Q function. Figure 5.1 shows the high level
architecture of DQN. Table 5.2.1 shows the design of the Q-network when the
observation space is in a feature vector. Moreover, the values of hyperparam-
eters are listed in Table 5.2.

Figure 5.1: Deep Q-network architecture

Layer Output nodes Activation function
Fully connected layer 64 ReLU
Fully connected layer 32 ReLU
Fully connected layer 16 ReLU

Output layer Size of action space Linear

Table 5.1: Architecture of the Q-network when the input is a feature vector
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Hyperparameter Value
Training epochs 1e4
Discount factor 0.95

Bu�er size 1e6
Batch size 32

Learning rate 1e-4
Epsilon greedy 0.1

Target update frequency (epoch) 1
Rollout length 128 (Reacher) / 2048 (FrankaReacher)

Table 5.2: DQN hyperparameters used for the experiments

5.2.2 Deep Deterministic Policy Gradient

Deep deterministic policy gradient (DDPG)algorithm is an actor-critic, model-
free algorithm aiming to be applied on tasks with continuous action space.
Therefore, the experiments conducted with DDPG will be investigated over
di�erent observation spaces only. Figure 5.2 shows the high-level architecture
of DDPG. When the observation is a feature vector, the actor and the critic are
both implemented with a feedforward neural network. The actor function out-
put a specific action, while the critic function output the value given a certain
state. Table 5.3 shows the specifications of the actor model, and Figure 5.3
illustrates the architecture of the critic model.

Figure 5.2: Deep deterministic policy gradient architecture
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Layer Output nodes Activation function
Fully connected layer 400 ReLU
Fully connected layer 300 ReLU

Output layer Dimension of action space Tanh

Table 5.3: Architecture of the actor

Figure 5.3: Architecture of the critic

The hyperparameters we used in the experiments are listed in Table 5.4.
The values of hyperparameters are set according to the DDPG paper [5].

Hyperparameter Value
Training steps 1e6
Discount factor 0.99

Bu�er size 1e6
Batch size 64

Learning rate (actor) 1e-4
Learning rate (critic) 1e-3

Soft update (⌧) 1e-3
Rollout length 128 (Reacher) / 2048 (FrankaReacher)

Table 5.4: DDPG hyperparameters used for the experiments
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5.2.3 Proximal Policy Optimization

Proximal policy optimization (PPO) is an on-policy, actor-critic algorithm
which can be used for environments with either continuous or discrete action
spaces. Therefore, PPO is tested on the two tasks with both continuous action
and discrete action spaces. However, the main di�erence between these two
scenarios lies in the implementation of the actor model. In the continuous ac-
tion scenario, the actor is a Gaussian policy, which learns the mean and the
standard deviation of action distribution. On the other hand, a categorical dis-
tribution over actions is learned as the policy in the discrete action scenario.
Figure 5.4 shows the high-level architecture of PPO. Table 5.5 and 5.6 show
the specifications of the actor model with continuous and discrete action space
respectively. Table 5.7 shows the specifications of the critic model.

Figure 5.4: Proximal policy optimization architecture

Layer Output nodes Activation function
Fully connected layer 64 Tanh
Fully connected layer 64 Tanh

Output layer Dimension of action space Tanh

Table 5.5: Architecture of the actor with continuous action space
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Layer Output nodes Activation function
Fully connected layer 64 ReLU
Fully connected layer 64 ReLU

Output layer Size of action space Linear

Table 5.6: Architecture of the actor with discrete action space

Layer Output nodes Activation function
Fully connected layer 64 Tanh
Fully connected layer 64 Tanh

Output layer 1 Linear

Table 5.7: Architecture of the critic

The hyperparameters we used in the experiments are listed in Table 5.8.
The values of hyperparameters are set according to the PPO paper [6].

Hyperparameter Value
Training steps 1e6
Discount factor 0.99

Batch size 160
Optimization epochs 10
Learning rate (Adam) 2.5e-4

VF coe�cient 1
Entropy coe�cient 0.01

Ratio clip (✏) 0.2
Gradient clip 5
Rollout length 128 (Reacher) / 2048 (FrankaReacher)

Table 5.8: PPO hyperparameters used for the experiments



Chapter 6

Results and Analysis

In this chapter, the experimental results are presented and compared. The plots
are separated into two sections by the environments and shown in the order of
DQN, DDPG and PPO. Note that the hyperparameters used in the experiments
are not fine-tuned and are simply set according to the suggested values in the
papers [1, 5, 6].

Each experiment with the same settting (same action space or observation
space) is averaged over 5 random seeds (1, 2, 4, 8 and 10). The curve with
dark color denotes the mean, and the light-colored filling shows the range of
two standard deviations.

6.1 Reacher-v2 Environment

Reacher-v2 Environment is one of MuJoCo benchmarks commonly seen in
the literature. As described in detail in Chapter 4.1.1, a 2-DOF robotic arm is
trained to reach a randomly-placed target. This environment acts as a starting
point and a baseline in order to decide whether to go further with a higher-
dimensional environment–FrankaReacher-v0.
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6.1.1 Deep Q-Network

As shown in Figure 6.1, we can observe that the finer the action space is dis-
cretized, the worse the sample e�ciency is. The reason that the final value is
negative is because of the design of reward signal. The reward signal used over
all the experiments is presented in Chapter 4.1.1, which is nearly the same as
the design by default in OpenAI Gym. The only di�erence is the additional
tolerance to the definition of when the target is reached. Improving the design
of the reward signal might improve the performance of the model, but this is
beyond the scope of this work.

One interesting phenomenon is that the experiments with raw pixels as in-
put have the best sample e�ciency even compared to the ones with the feature
vector. This is counter-intuitive since raw pixels seem to be more complex than
a fixed-sized feature vector as the observation space. Our hypothesis for this
interesting result is that when the fully observable or nearly fully observable
environment is accessible to the agent, the learning process could be highly
e�cient due to the max operation in Q-learning. In this case, using raw pix-
els as the observation is closer to a scenario of a fully-observed environment
compared to using a feature vector. Nevertheless, the training time of the ex-
periments with raw pixels as input are nearly 18x longer than the one with
feature vector as input. Thus, the feature vector is still advantageous in this
regard.

When it comes to the obtained policy, the agent is lured into a suboptimal
policy, which leads to a fast spinning behavior. In fact, we might be able to
claim that DQN might not be able to handle the continuous control problems
even through discretizing the action space, especially on high-dimensional
tasks. The same argument can also be found in the DDPG paper [5].
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(a) Observation space: feature (b) Observation space: feature-n-detector

(c) Observation space: raw pixels

Figure 6.1: DQN run on the Reacher-v2 environment with 5 random seeds.

Observation / Action bins = 5 bins = 7 bins = 11 average
Feature -77.39 -70.64 -85.22 -77.75

Feature + detection -77.30 -70.54 -196.03 -114.62

Raw pixels -77.52 -73.52 -75.42 -75.49

Table 6.1: Convergent values of episodic return of DQN with discrete policy
on the Reacher-v2 environment. The results are the average of the last 25
episodes.
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6.1.2 Deep Deterministic Policy Gradient

As shown in Figure 6.2, we evaluate DDPG on the Reacher-v2 task under
three di�erent observation settings (feature, feature with object detection and
raw pixels). We can observe that the final converged values of all the three
experiments di�er slightly. However, we can still see that the sample e�ciency
becomes worse when the complexity of the observation space increases. Note
that the sudden jump appeared in each plot in Figure 6.3 result from the use of
warm-up, which can lead to a better policy and stabilizes the learning. Table
6.2 shows the final episodic return that each experiment converges to, where
we take the mean of the last 100 episodic returns.

(a) Observation space: feature (b) Observation space: feature + object detec-
tion

(c) Observation space: raw pixels (d) All the previous cases in one figure

Figure 6.2: Learning curves of PPO with discrete policy: this learning fall to
a suboptimal policy despite the episodic return converges.
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Observation / Action continuous policy
Feature -15.55

Feature + detection -20.56
Raw pixels -29.10

Table 6.2: Converged values of episodic return of DDPG with continuous pol-
icy on the Reacher-v2 environment. The results are the average of the last 100
episodes.

6.1.3 Proximal Policy Optimization

We ran PPO on the Reacher-v2 environment, and the results are shown in Fig-
ure 6.3. The relation between the discretization level and the sample e�ciency
is not clear in this case. No certain conclusions can be drawn by either observ-
ing the learning curves or comparing the final converged values. Table 6.3
shows the final converged value of each experiment and the average values of
three discretized action spaces. The converged values with feature vector are
greater than the ones with feature vector and object detection for the first two
discretization levels but not the last one. As for the cases with raw pixels as
the observation space, the PPO models are unable to learn a policy within 1e5
steps.
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(a) Observation space: feature vector (b) Observation space: feature with object de-
tection

(c) Observation space: raw pixels

Figure 6.3: Learning curves of PPO with discrete policy: this learning fall to
a suboptimal policy despite the cumulative rewards converges.

Observation / Action bins = 5 bins = 7 bins = 11 average
Feature -258.21 -180.62 -239.92 -226.25

Feature + detection -263.37 -201.17 -176.16 -213.56

Raw pixels - - - -

Table 6.3: Converged values of episodic return of PPO with discrete policy
on the Reacher-v2 environment. The results are the average of the last 50
episodes.
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As for PPO with continuous policy, the experiments were also conducted
with three observation spaces, and the results are shown in Figure 6.4. By
comparing Figure 6.4(a) and 6.4(b), we can observe that the former one con-
verges faster than the latter one. Additionally, the former converges to a higher
value than the latter as shown in Table 6.6. Based on the result in Figure 6.4(c),
the experiments with raw pixels as the observation space shows that PPO with
continuous policy is unable to learn a good policy when raw pixels are used
as input.

(a) Observation space: feature (b) Observation space: feature with object de-
tection

(c) Observation space: raw pixels

Figure 6.4: Learning curves of PPO with continuous policy: this learning still
fall to a suboptimal policy despite the cumulative rewards converges.
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Observation / Action continuous policy
Feature -32.69

Feature + detection -34.99
Raw pixels -

Table 6.4: Converged values of episodic return of PPO with continuous policy
on the Reacher-v2 environment. The results are the average of the last 100
episodes.

6.2 FrankaReacher-v0 Environment

FrankaReacher-v0 environment is a newly-created environment which is not
included in the OpenAI Gym environment sets. This environment acts as an
extension task because it includes a higher-dimensional robotic arm, which has
7-DOF, and a randomly-placed target, which is also the case in the Reacher-v2
environment. The goal is to train the robotic arm to touch the target. More
detail regarding this environment can be found in Chapter 4.1.2.

6.2.1 Deep Q-Network

Figure 6.5 shows the results of the experiment conducted with DQN on the
FrankaReacher-v0 environment. The action space of the environment is dis-
cretized so that each dimension of the action space is equally separated into 5
bins. From Figure 6.5, we can observe that the DQN can not learn a good pol-
icy on the FrankaReacher-v0 environment within approximately 200 episodes,
which equals 5e5 steps. One possible cause might be using raw pixels as in-
put is far from realizing a fully observable environment in this case, which is
critical to a Q-learning algorithm.
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Figure 6.5: DQN run on the FrankaReacher-v0 environment with 5 random
seeds. Each dimension of the action space is discretized into 5 bins.

6.2.2 Deep Deterministic Policy Gradient

Figure 6.6 shows the results of the experiment conducted with DDPG on the
FrankaReacher-v0 environment. We can observe that there is no obvious dif-
ference in sample e�ciency between the first two observation representations.
However, the obtained policies of these two vary significantly as presented in
Table 6.5. The DDPG with feature vector obtained better policies compared
to the one with feature vector combined with object detection. This result can
also relate to the results in Chapter 6.1.2. As for the case of raw pixels, the
final converged value indicates that DDPG with raw pixels as input might not
be able to learn a satisfactory policy.
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(a) Observation space: feature vector (b) Observation space: feature with object de-
tection

(c) Observation space: raw pixels

Figure 6.6: Learning curves of DDPG with continuous policy on the
FrankaReacher-v0 environment.

Observation / Action continuous policy
Feature -495.51

Feature + detection -607.42
Raw pixels -2170.28

Table 6.5: Converged values of episodic return of DDPG with continuous pol-
icy on the FrankaReacher-v0 environment. The results are the average of the
last 100 episodes.
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6.2.3 Proximal Policy Optimization

In Figure 6.7, we ran PPO on the FrankaReacher task with the three obser-
vation settings: feature, feature with object detection, and raw pixels. As ex-
pected, no clear relation between discretization level and sample e�ciency can
be observed based on the diagrams, which relate to the results in Chapter 6.1.3.
The variances of the learning curves between 5 random seeds (1, 2, 4, 8 and
10) are mostly large, which makes it even harder to draw a clear conclusion.
Similarly, the raw pixels case shows that PPO with discretization policy and
raw pixels as input might not be able to learn a good policy.

(a) Observation space: feature (b) Observation space: feature with object de-
tection

(c) Observation space: raw pixels

Figure 6.7: Learning curves of PPO with discrete policy: this learning fall to
a suboptimal policy despite the cumulated rewards converges.
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As for PPO with continuous policy, the experiments were also conducted
with three observation spaces, and the results are shown in Figure 6.8. By
comparing Figure 6.8(a) and 6.8(b), we can observe that the former one con-
verges slightly faster than the latter one. Also, the former converges to a higher
value than the latter as shown in Table 6.7. Based on Figure 6.8(c), the result-
ing learning curves indicate PPO with a continuous policy might not be able
to learn a good policy on the FrankaReacher-v0 environment when raw pixels
are used as input.

(a) Observation space: feature (b) Observation space: feature with object de-
tection

(c) Observation space: raw pixels

Figure 6.8: Learning curves of PPO with continuous policy on the
FrankaReacher-v0 environment.
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Observation / Action bins = 4 bins = 5 bins = 6 average
Feature -1984.90 -1614.34 -2128.84 -1909.36

Feature + detection -1984.39 -2436.56 -2043.18 -2154.70

Raw pixels - - - -

Table 6.6: Converged values of episodic return of PPO with a discrete policy
on the FrankaReacher-v0 environment. The results are the average of the last
10 episodes.

Observation / Action continuous policy
Feature -148.86

Feature + detection -357.44
Raw pixels -

Table 6.7: Converged values of episodic return of PPO with a continuous pol-
icy on the FrankaReacher-v0 environment. The results are the average of the
last 50 episodes.
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Conclusion

The aim of this thesis is to investigate the e�ect of di�erent ways of the rep-
resentation of state-action space on sample e�ciency of deep reinforcement
learning algorithms. The analysis performed is based on two robotic reaching
tasks: Reacher-v2 and FrankaReacher-v0. The observation representations
tested in this work include a feature vector (which encodes the position and
velocity information), a feature vector combined with object detection, and
raw pixels of the environment. As for the action space, both continuous and
discrete action spaces are tested. To adapt the tasks with continuous actions
to a discrete policy, the actions are discretized in a way that each dimension of
the action is divided into N bins where N is an integer.

The deep reinforcement learning algorithms experimented within this the-
sis are DQN, DDPG and PPO. All these three algorithms are model-free meth-
ods and can be seen applied to continuous control problems in previous work.
DQN is an o�-policy algorithm and can be used for environments with discrete
action space. On the other hand, DDPG is an o�-policy, actor-critic algorithm
designed for continuous action space. DDPG can be deemed as an extension
of DQN for continuous action space since the critic model is essentially built
with a deep Q-network [5]. In contrast, PPO is an on-policy method with the
actor-critic framework. It is a more generic method which can be used for
tasks with either continuous action space or discrete action space.

In this work, we examined the sample e�ciency of di�erent representa-
tions of the observation and action spaces. For observation space, a feature
vector is the features of the state of the environment, which includes the accu-
rate coordinates of the target. To make the representation more realistic, the
coordinates of the target is obtained by the object detector instead since in the
real world setting the target’s location is unknown by the agent. The last repre-
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sentation of observation space is raw pixels. By representing the environment
state as raw pixels, an end-to-end setup is realized, i.e. using the images as
input and generating the joint actions as output without modularization.

According to the experimental results, it can be observed that a similar pat-
tern over the three aforementioned algorithms when applied to di�erent space
settings although some cases (DQN with raw pixels as input and PPO with
discrete policy) are hard to interpret. By comparing DQN in the Reacher and
the FrankaReacher tasks, we can observe that DQN still works in the former
even with a naive discretization but not in the latter. This might be due to the
fact that the size of the action space increases exponentially when the naive
discretization is adopted, which decreases the exploration rate of the action
space. This drop of exploration would impede Q learning methods signifi-
cantly. On the other hand, PPO with raw pixels as the observation fails to
learn a good policy within a certain number of episodes. We speculate that
this might be contributed to the high variance during training and could be
fixed by training more episodes or fine-tuning the hyperparameters. However,
due to the time constraint and the limited computational resources, we were
unable to deal with this and will leave it as future work.

Mostly, observation space can a�ect the final converged value and also the
sample e�ciency. Using a feature vector as the observation representation,
which is the most direct and explicit one among the three representations, re-
sults in the minimum regret. Also, it tends to obtain a better policy if com-
pared to the other two representations. Similarly, the discretization level of
action space also has the same e�ects on both the converged value and the
sample e�ciency. From our results, it can be noticed that the finer the ac-
tion space is discretized, the greater the regret tends to be. Moreover, finer
discretization of action space leads to a worse policy rather than a better one.
This might be counter-intuitive since a finer discretization seems closer to a
continuous setting. However, we should interpret the pattern instead as fol-
lowing: while the higher level of discretization increases the expressiveness
of the complete action space, it also leads to a lower exploration rate of the
action space due to the curse of the dimensionality, leading to a higher possi-
bility of being trapped in a local minimum. In fact, our results can be related
to the mathematical proof presented in [7] if it is assumed that all model-free
methods share similar characteristics in terms of sample e�ciency. That is, Q-
learning with UCB exploration can achieve a total regret Õ

p
H3SAT , where

S and A are the size of the state and action space, H is the rollout length, and
T is the total number of steps. This results not only explain both observation
space and action space have an equivalent influence on sample e�ciency but
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also show that the more complex observation representation can increase the
di�erences between various discretized action spaces.

7.1 Future Work

One possible extension to this work could be to conduct experiments with other
representations of observation space and action space. As for observation
space, a deep spatial autoencoder can be trained [15] to learn a more meaning-
ful feature vector, which might highly improves the learning result compared
to our naive end-to-end setup. On the other hand, for action space, one of in-
teresting alternative for action discretization is to try the action branching ar-
chitecture proposed by Tavakoli et al [39]. The authors claim that the braching
architecture can tackle the issues of combinatorial increase of the number of
possible actions when discretizing the continuous actions on high-dimensional
tasks.

Another possible line of future work is to conduct experiments on addi-
tional categories of baseline tasks. In this way, we are able to perform more
extensive analysis and could be more confident with our interpretation. The
underlying reason of this improvements is due to the fact that it is believed
deep reinforcement learning could perform quite di�erent on di�erent sorts of
problems.
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Appendix A

Sustainability, Ethical and Social

Consideration

A.1 Sustainability Reflection

The investigation of sample e�ciency of deep reinforcement learning (DRL)
algorithms performed in this work does not have a direct impact regarding sus-
tainability. However, if this work is deemed as a contribution towards better
understanding of DRL methods or artificial intelligence in general, it would fa-
cilitate the sustainable development goals proposed by the United Nations [42].
Specifically, the applications of artificial intelligence can support sustainable
development goal 9, which is stated as "Build resilient infrastructure, promote
inclusive and sustainable industrialization and foster innovation". One repre-
sentative example is the application of reinforcement learning in power sys-
tems. The adaptive learning methods used with transmission technologies can
help reduce the transmission losses and CO2 emissions. Furthermore, they
can also help improve power generation e�ciency by real-time adjustments.

A.2 Ethical Consideration

Integrating artificial intelligent through technology such as deep reinforcement
learning (DRL) into a robot increase the autonomy of the robot. Although in
this work, the DRL algorithms are only applied to solve the simple tasks such
as the goal reaching task, these algorithms have the potential for solving more
complicated problems. To solve the more complex problems, the designers
and the engineers might equip the robots with more powerful intellectual abil-
ity. This can directly lead to the ethical issues such as to what degree of au-
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tonomy the robots should be given, what rules the autonomous robots should
follow and how people use and treat these intelligent agents. Furthermore, the
responsibilities of operational flaws are implicitly transferred from the engi-
neers to the robots when the autonomy of the robots increases. Therefore, the
ethical considerations such as how to ensure the robots to behave with moral
correctness are imperative.

A.3 Societal Impact

In general, new technology is usually a two-edged sword. Artificial intelligent
robots are no exception. On the upside, intelligent robots can learn and de-
ploy a more flexible or even unexpected solution to a complicated task. In our
case, DRL reduces the dependence of the robotic arms on hand-engineered in-
structions programmed by the robotic engineers. The robotic arms learn how
to solve the intended task by simply following the reward guidance. With-
out the need for modelling the dynamical systems, the robotic arms combined
with DRL are more adaptive to di�erent tasks or tasks with a non-static en-
vironments compared to the ones with traditional control methods. Another
example is human-like companion robots for elderly care and service robots
which can act as travel concierges [43]. On the downside, the most contro-
versial issue with the use of autonomous robots in general is the replacement
of human labour. With the increasing capability of the robot, the work with
high repeatability can be easily replaced by high-speed, accurate autonomous
robots, especially in the manufacturing industry. Human workers such as fac-
tory operators are standing in the front line of the threats of losing jobs. It is
a critical issue that requires the governments and legislators to understand the
state-of-the-art and introduce the corresponding polices.
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